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Abstract

The computer intensive method of variational Bayes has been popularized over
the last few years for computer implementation of Bayesian models, while it
shows promising computational results much of its theoretical properties have
yet to be studied. This thesis aims to explore the method of variational Bayes
as a computer intensive method for Bayesian regression. The thesis summarizes
how variational Bayes operates, its performance relative to alternative methods,
its asymptotic properties as well as its general properties and assumptions, given
current research existing on the subject.
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1 INTRODUCTION

1 Introduction

In real world problems it may prove impractical or even impossible to derive
the posterior distribution analytically for Bayesian models. (Bayesian models are
models where Bayes theorem is used for inference the unknown model parame-
ters based on some prior distribution of said unknown parameters and the likeli-
hood from the model.)
Luckily there are workarounds, instead of finding an analytical solution, we can
find approximate solutions. There are many ways to approximate a posterior
distribution, we can usually categorize these as being either sampling/Monte Carlo
methods or deterministic approximate methods.

From Bayes Theorem we know that computing a posterior requires three terms,
namely: the prior, the likelihood and the marginal likelihood (or model evidence).
In many situations the prior and the likelihood can be easily expressed and are a
part of the assumed model and even sometimes known explicitly.
Therefore Bayesian inference often depends on the computation of the marginal
likelihood, in simple cases this can be done analytically and does not require too
much effort. However, it can easily become intractable in complex applications.
In many of these scenarios finding the exact posterior distribution is impractical
or infeasible.
This is where Bayesian computational methods largely come into play, as dif-
ferent methods used to approximate such posteriors. Although there are cases
where we might have an intractable likelihood as well, these cases will not be of
focus in this thesis.
The main focus of this thesis will be a description of variational Bayes which is
a common computational method used in Bayesian inference. More specifically
most focus will be on computer intensive methods commonly used for regression
problems in a Bayesian setting. Variational Bayes as a computer intensive statis-
tical method for Bayesian regression is compared in this thesis with the classical
approach of Markov chain Monte Carlo methods which will also be outlined.

One of the main difficulties in writing this thesis was the differences in language
and terminologies used in machine learning- and statistics-literature. Hence, in
this thesis such terminologies are used interchangeably, for the case of readability
here a list of a few words is given to the reader, more definitions that will make
the language clearer can be found in the text.

Hidden variables/latent variables: hidden or latent variables refers to unobserved
random variables in a model. These are the model parameters, however, since
they are viewed in the Bayesian view-point as random variables and not param-
eters (which typically have a set value), they are referred to as latent or hidden
variables. In this thesis the terminologies of latent/hidden variables and param-
eters will be used interchangeably.

Optimization objective: an optimization objective is the success metric used in an
optimization, this may refer to a certain function we wish to minimize or maxi-
mize for instance.
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1 INTRODUCTION

Globally optimal solution: the globally optimal solution is the/an analytical solu-
tion that achieves the optimization objective.
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2 BAYESIAN COMPUTATIONAL METHODS

2 Bayesian Computational Methods

Here we will start by looking at some of the more commonly used methods for
Bayesian inference. We will begin by examining Monte Carlo methods, specif-
ically we will focus on Markov chain Monte Carlo methods as they are one of
the most classical approaches to use. Later we will examine variational Bayes
methods. These are fairly new methods that is being widely used within the field
of machine learning. Although, there is not much statistical theory behind these
methods yet which makes comparison with MCMC fairly difficult, other than
through trivial measurements of performance. However, this only makes it more
important that we put these methods under our microscopes.

To clarify before the upcoming chapters we will express given a sample from a
sample space X ∈ X, where x ∈ X is a data point. Furthermore, we will consider
θ to be a parameter for the distribution of x such that X ∼ p(X | θ).

2.1 Monte Carlo Methods

Monte Carlo methods or sampling methods take advantage of the fact that any
p(x | θ)p(θ), where p(θ) is a probability density, is itself proportional to a density.
This means that if we sample random samples θ1, . . . , θm from p(θ), then

1
m

m

∑
i=1

p(x | θi)

converges to ∫
Θ

p(x | θ)p(θ)dθ,

by the Law of Large Numbers [Robert, 2007]. The point being made here is that
we can randomly sample using e.g pseudo-random generators to approximate
an integral that could otherwise be difficult to solve. Without the need for an
analytical solution.

2.1.1 What is MCMC?

An extension of the Monte Carlo method for approximating this integral and de-
riving our posterior is the Markov chain Monte Carlo method. This is useful
for cases where we want to approximate random variables from a posterior dis-
tribution from which we cannot directly sample. Instead of relying on the law
of large numbers to find convergence we instead rely on the ergodicity prop-
erties of Markov chains. Here the integral is interpreted as the expected value
given the stationary distribution p(·) of a Markov chain. This means that we
can use the ergodic theorem to prove that the sum of random variables from a
Markov chain converges to the mean rather than using the central limit theo-
rem. It can be proven that MCMC converges towards the true distribution given
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2.2 MCMC 2 BAYESIAN COMPUTATIONAL METHODS

enough run time. (We shall note that MCMC methods are not constricted to use
within Bayesian inference, but can actually be used in any situation to sample
from a probability distribution that is defined up to its normalisation factor.)

There are many different MCMC algorithms with their own strengths and weak-
nesses, the most commonly used ones are the Gibbs sampling and the Metropolis-
Hastings algorithms. Both Gibbs sampling and Metropolis-Hastings use a prop-
erty of Markov chains called reversibility.[Robert, 2007]

2.2 Markov chain Monte Carlo

A Markov chain is a way to express hierarchically dependent probability events
by only using the state of the previous event. This is what characterizes Markov
chains as "memoryless" and is known as the Markov property. Formally it is
defined on a probability space (Ω,F , P) with filtration (Fs, s ∈ I) for a totally or-
dered index set I, where (S,S) is a measurable space, as an (S,S)-valued stochas-
tic process X = {Xt : Ω −→ S}t∈I where ∀A ∈ S and ∀s, t ∈ I with s < t,

P(Xt ∈ A | Fs) = P(Xt ∈ A | Xs).

In the discrete case where S is a discrete set and I = N, the property is then
defined as:

P(Xn = xn | Xn−1 = xn−1, . . . , X0 = x0) = P(Xn = xn | Xn−1 = xn−1).

This can be said to mean in layman’s terms that the future only depends on the
present and the present only depends on the past.

If we consider a Markov chain over a given state space E with transition proba-
bilities denoted as

k(α, β) ≡ p(Xn+1 = β | Xn = α)

we can define reversibility like so:

if ∃ γ such that k(α, β)γ(α) = k(β, α)γ(β) ∀α, β ∈ E,

then the Markov chain is reversible. Given such a Markov chain the following
holds [Robert, 2007].∫

β∈E
k(β, α)γ(β)dβ =

∫
β∈E

k(α, β)γ(α)dβ = γ(α)

Furthermore, this gives that γ is a stationary distribution. (If the Markov chain is
irreducible it is the only stationary distribution.)

Now we can see that if the probability distribution from which we want to sample
is only defined up to some factor i.e

π(·) = C× g(·) ∝ g(·)
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then the following equivalence holds for all α, β ∈ E

k(α, β)π(α) = k(β, α)π(β)

⇐⇒
k(α, β)g(α) = k(β, α)g(β).

Hence we can define a Markov chain with transition probabilities k(·) such that it
has a stationary distribution π that cannot be explicitly computed. This helps us
to compute intractable probability distributions through the Metropolis-Hastings
or the Gibbs sampling approach, both of which make use of the fact that we can
approximate a desired distribution P using a Markov chain with stationary dis-
tribution π such that π(x) = P(x), where the Markov chain is reversible and
irreducible.

The effects of any chosen initial state disappears after some k iterations when the
Markov chain has reached some steady state, usually we therefore discard the
first k iterations called the burn-in. In order to produce (almost) independent
samples we cannot keep all of the states of the sequence even after the burn in
as well. This is because the Markov chain implies a strong correlation between
successive states, thus we should aim to only keep the states that are far enough
from each other in succession to be considered (almost) independent. This how-
ever has the drawback that we need to sample more samples then one might
expect at first, since a fairly large portion of our samples will be unusable or at
least not optimal to use.

2.2.1 Gibbs sampling

The Gibbs sampler is used in scenarios where we can sample from the condi-
tional distributions of each dimension but we can not sample directly from the
posterior we want to approximate. The idea is that if we can sample from the
conditionals within our model we can take advantage of the hierarchical struc-
tures of a Bayesian model and sample from the posterior even if it may be in-
tractable to compute the exact posterior. Therefore transitions are defined such
that at a specific iteration T the next state is given as shown in algorithm 2.2.1.
This of course makes the assumption that we have tractable conditional distri-
butions from which we can easily sample. Furthermore, we also abide by any
assumptions related to the underlying model of p.
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Algorithm 2.2.1. Gibbs sampler

Given initial state x(2)0 , . . . , x(N)
0

For T = 1, 2, . . . , M
Draw x(1)T=1 ∼ p(x(1) | x(2)T=1, . . . , x(N)

T=1)
...
Draw x(N)

T=M ∼ p(x(N) | x(1)T=M, . . . , x(N−1)
T=M )

[Robert, 2007]

2.2.2 Metropolis-Hastings

Metropolis-Hastings is another classical MCMC method that does not require
that we can compute the conditional probabilities. Therefore, in situations where
the conditional distributions are too complex we instead turn to Metropolis-Hastings.
To use Metropolis-Hastings we first define a side transition probability h(·) that
will serve to suggest transitions. Then at each iteration, the next state of for the
Markov chain is defined by drawing a suggested transition from h and comput-
ing a related probability of acceptance of it r.

x ∼ h(x | Xn) and r = min
(

1,
g(x)h(Xn | x)

g(Xn)h(x | Xn)

)
Then our transition is chosen such that

Xn+1 =

{
x with probability r

Xn with probability 1− r

Hence, the algorithm can be defined as follows:

Algorithm 2.2.2. Metropolis-Hastings

Given initial state x0
For T = 1, 2, . . . , M

Draw x from h(x | XT−1)

Define r = min
(

1,
g(x)h(XT−1 | x)

g(XT−1)h(x | XT−1)

)

Set XT =

{
x with probability r

XT−1 otherwise

[Robert, 2007]
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2 BAYESIAN COMPUTATIONAL METHODS 2.3 Variational Bayes

2.3 Variational Bayes

Variational approaches have a different main idea than Monte Carlo methods.
Instead of sampling from a probability distribution we try to determine a function
that closely resembles our probability distribution function, and use optimization
to make it closely resemble our wanted probability distribution.

The main idea of variational techniques is to find a function q ∈ Q that approxi-
mates p, where Q is a family of tractable distribution functions. For this purpose
we will choose a q fromQ that minimizes some measure of the difference between
q and p [Martin et al., 2020].

q̂ = arg min
q∈Q

D(p ‖ q)

There are some differences in application from Markov chain Monte Carlo meth-
ods, specifically when it comes to the bias/variance trade-off. MCMC methods
that sample from p can be proven to converge to the true distribution p (a nice
proof can be found in [Häggström, 2002]), while variational approaches almost
never converge to the true distribution of p (only given a choice of q that is pro-
portional to p, which in most cases is impossible to know).
This follows from the bias introduced when choosing a family of distributions to
optimize for the solution [Martin et al., 2020]. However, we will always be able
to tell whether or not we have reached convergence using variational techniques
[Zhang and Gao, 2019].

In practice, variational approaches tend to be used when operating with large
data sets. This is because variational methods tend to scale better. Variational
methods are also compatible with some stochastic optimization techniques, par-
allelization on multiple processors and GPU acceleration.
Thus, this leads to a steady increase in popularity of these methods because of
the rather explosive increase of data generation in modern society. This in turn
makes it important that statisticians focus their attention to study these meth-
ods, as they are increasing in popularity and still fairly little is known about their
statistical properties [Martin et al., 2020].

It is common to use the Kullback-Leibler divergence for D, however other diver-
gences might just as well be used.

KL[p ‖ q] =
∫ ∞

−∞
p(x) log

p(x)
q(x)

dx.

Or with discrete support:

KL[p ‖ q] = ∑
x

p(x) log
p(x)
q(x)

.

Some important properties of the KL-divergence to note is that KL-divergence is
non-negative, and non-symmetric.

KL[p ‖ q] ≥ 0,
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2.3 Variational Bayes 2 BAYESIAN COMPUTATIONAL METHODS

KL[p ‖ q] 6= KL[q ‖ p],

KL[p ‖ q] = 0 if and only if p = q.

Kullback-Leibler divergence is non-negative as a result of Jensen’s inequality
which can be stated as

φ

(
∑ aixi

∑ ai

)
≥ ∑ aiφ(xi)

∑ ai

if φ is concave.

This yields the following proof that KL-divergence is non-negative in the discrete
case. (This can be proven to hold in the continuous case as well but that proof
will not be given here.)

Proof.

−D(p ‖ q) = −∑
x

p(x) log
p(x)
q(x)

= ∑
x

p(x) log
q(x)
p(x)

≤ log ∑
x

p(x)
q(x)
p(x)

= log(1)
= 0

This inequality holds under Jensen’s inequality since log is a concave function.

[Bishop, 2006]

2.3.1 Choice of Kullback-Leibler Divergence

In general when we choose an approximating family Q it does not contain the
true desired distribution p. This means that in general it will not converge in
KL to 0 but hopefully to something small. Since Kullback-Leibler divergence is
non-symmetric this means that we should choose carefully between KL(p ‖ q)
and KL(q ‖ p), since it will affect our end result. We can visualize the difference
between the two approaches through what is called the information projection.
The information projections are defined as

q∗ = arg min
q∈Q

KL(q ‖ p),

and
q∗ = arg min

q∈Q
KL(p ‖ q),
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2 BAYESIAN COMPUTATIONAL METHODS 2.3 Variational Bayes

Figure (1): Uni-modal fit to
multi-modal using KL(p ‖
q).

Figure (2): Uni-modal fit to
multi-modal using KL(q ‖
p) first alternative.

Figure (3): Uni-modal fit to
multi-modal using KL(q ‖
p) second alternative.

where q and p are probability distributions and Q is a family of distributions
such that q ∈ Q. We note that if p(i) = 0 at a certain point i and q(i) > 0 then the
different information projections using

KL(q ‖ p) = ∑
x

q(x) log
q(x)
p(x)

gives that log
q(x)
p(x)

goes towards infinity or becomes incredibly large, this means

that to minimize KL q(x) is forced to become zero as p(x) approaches zero, hence
this is called zero-forcing for q, and it will typically underestimate the support of
p [Bishop, 2006]. On the other hand:

KL(p ‖ q) = ∑
x

p(x) log
p(x)
q(x)

gives the information projection that if q(i) = 0 and p(i) > 0 then our projection
is infinite, this means that if p(i) > 0 then we must have q(i) > 0. Therefore
KL(p ‖ q) is called zero-avoiding (or non-zero-forcing) and this will typically
over-estimate the support of p. This phenomenon is illustrated through a uni-
modal q (red) fit on a multi-modal p (blue) in figures 1,2 and 3 [Bishop, 2006].

2.3.2 Mean-field approach

Another important aspect of the variational approaches is the choice of the ap-
proximating family of distributions Q. There are many ways of parametrizing
this class of distributions and a big portion of making a variational method fit a
desired problem is this particular choice. Common choices include exponential
families, neural networks, Gaussian processes, latent variable models and many
more.

One of the most widely used such classes is called the mean-field class of distri-
butions, this class build on one crucial assumption, one that is not so obvious.
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2.3 Variational Bayes 2 BAYESIAN COMPUTATIONAL METHODS

They are defined as the set of fully factored

q(x) = q1(x1)q2(x2) · · · qn(xn), where x = (x1, . . . , xn)

and where each qi(xi) is independent from each qj 6=i(xj 6=i). Here it is assumed
that though we know that this will be an approximation that will likely not fully
converge to the global solution, that we will still find an approximation good
enough for inference, this assumption must therefore always be reevaluated af-
ter fitting the model and sometimes the model must be discarded if there is not
enough goodness of fit. The assumption that we may factorize q(x) in such a way
is commonly referred to as the mean field assumption [Bishop, 2006].

2.3.3 Variational Bayes through Evidence Lower Bound

Variational Bayes is a deterministic approximation method where we minimize
the following KL-divergence,

KL[q(θ) ‖ π(θ | X)] = −
∫

q(θ) ln
π(θ | X)

q(θ)
dθ.

Variational Bayes is zero-forcing as was described earlier [Bishop, 2006]. To min-
imize KL-divergence in Variational Bayes we can use many methods and there is
no set best way of optimization. However, a very popular method which likely
gave rise to the popularity of variational Bayes is where we maximize the evi-
dence lower bound, known as the ELBO, to find our approximation. This works,
since

KL[q(θ) ‖ π(θ | X)] = −
∫

q(θ) ln
π(θ | X)

q(θ)
dθ

= −
∫

q(θ) ln
π(θ, X)

q(θ)π(X)
dθ

= ln π(X)−
∫

q(θ) ln
π(θ, X)

q(θ)
dθ,

where

−
∫

q(θ) ln
π(θ, X)

q(θ)
dθ

is our evidence lower bound since:

KL[q(θ) ‖ π(θ | X)] = ln π(X)−
∫

q(θ) ln
π(θ, X)

q(θ)
dθ

⇐⇒

ln π(X) = KL[q(θ) ‖ π(θ | X)]−
∫

q(θ) ln
π(θ, X)

q(θ)
dθ ≥ −

∫
q(θ) ln

π(θ, X)

q(θ)
dθ

Hence, the lower bound of our model evidence is clear and we can declare it as
L(q) [Bishop, 2006].
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2 BAYESIAN COMPUTATIONAL METHODS 2.3 Variational Bayes

Now we will show that the optimal solution q∗j is given as

q∗j (θj) =
exp(Ei 6=j[ln π(X, θ)])∫
exp(Ei 6=j[ln π(X, θ)])dθj

∀X.

Proof. Applying the mean field assumption and substituting q(θ) with ∏I
i qi(θi)

into the evidence lower bound gives us

∫
∏i qi(θi){ln π(X, θ)−∑i ln qi(θi)}dθ

=
∫

qj{
∫

ln π(X, θ)∏i 6=j qidθi}dθj −
∫

qj ln qjdθj + constant

=
∫

qj ln π̃(X, θj)dθj −
∫

qj ln qjdθj + constant
= L(q)

Here, L(q) is the lower bound and π̃(X, θj) is a new distribution defined by

ln π̃(X, θj) = Ei 6=j[ln π(X, θ)] + constant,

where the notation Ei 6=j denotes

Ei 6=j[ln π(X, θ)] =
∫

ln π(X, θ)∏
i 6=j

qidθi.

Now we can see that L(q) is a negative Kullback-Leibler divergence for qj(θj) and
π̃(X, θj). This means that maximizing L(q) minimizes the KL-divergence when
qj(θj) = π̃(X, θj). Now we see that the optimal solution is given by

ln q∗j (θj) = Ei 6=j[ln π(X, θ)] + constant.

The constant is set by normalizing the distribution of the optimal solution
[Bishop, 2006]. Hence we have the form

q∗j (θj) =
exp(Ei 6=j[ln π(X, θ)])∫
exp(Ei 6=j[ln π(X, θ)])dθj

.

We may view this process as a projection of the posterior distribution of θj given
X, θi 6=j onto the probability space spanned by the variational family Q. In fact,
since q∗j (θj) consists of the integral over the joint probability distribution with
respect to θi 6=j we may see that this is equal to the posterior distribution projected
onto a class of products q∗(θ) = ∏I

i q∗i (θi) which makes it closely resemble the
Hájek projection [van der Vaart, 1998].
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3 Bayesian Linear Regression

We will take a look at Bayesian Linear Regression since it is a "simple" form of
Bayesian regression. Here we must establish what this particular model is for
and why we use it. Regression is used when we want to find or understand
the relationship between variables, specifically some outcome-variable and some
feature-variables. For linear regression we can use Bayesian Linear Regression
or Frequentist Linear Regression, when applying linear regression both models
should always be considered, and we shall choose the one that suits our problem
best. The difference between the models is a philosophical one, the discussion
of Bayesian versus Frequentist could be given a thesis of its own and so we will
not dive too deeply into it. Nonetheless we will discuss the practical difference
between the models, for which the main difference is that in the Bayesian ap-
proach we consider our latent variables as random variables. As a result of this
line of thought we have some more mathematics to solve for the model and in the
end we will find a distribution of estimates for our outcome-variable rather than
the single-point estimate we would find using the Frequentist approach. This
can have some benefit when considering a smaller set of observed data. Now
we shall take look more closely on how we can actually formulate the Bayesian
Linear Regression model.

3.1 Modeling Bayesian Linear Regression

3.1.1 Modeling Linear Regression

The model for frequentist linear regression is a good place to start when describ-
ing the Bayesian linear regression model.

yn = βtxn + εn, n = 1, . . . , N

Here ε is the error term and β is our parameter vector. Later, in the Bayesian
viewpoint we will instead think about our parameters as random variables, this
means that we will view β as having some distribution that we can model. In
the classical case of linear regression we write the model with normal noise with
known variance σ2, i.e.

εn ∼ N (0, σ2).

We can see that this brings about another way for us to express the model that is
equivalent to our first formulation.

yn | β ∼ N (βtxn, σ2).

We can then find the likelihood `(y | β) as

y | β ∼ N (βtx1, σ2)⊗ · · · ⊗ N (βtxN, σ2) = N (Xβ, σ2 IN).

Where X is x1, . . . , xn vectorized. We then find our solution by maximizing the
likelihood

β̂ = argmax
β

`(y | β)

12



3 BAYESIAN LINEAR REGRESSION 3.1 Modeling BLR

[Liero and Zwanzig, 2011].

3.1.2 Linear Regression with Bayesian Viewpoint

Our model will be built on the same foundation as in the previous section except
now we will consider β as a random variable.

yn | β ∼ N (βtxn, σ2), n = 1, . . . , N, β ∼ π(β).

Hence, in this model we have a normal likelihood ` (as seen in previous section)
which then provides us with the idea of using a normal prior as well, this would
then yield a more general likelihood and prior:

y | β ∼ N (Xβ, σ2 IN), β ∼ Nm(µ0, σ0 I0),

where X ∈ Rn×m and β ∈ Rm×1 [Robert, 2007].

However, thus far we have only considered the scenario where we know σ2, this
however is largely not the case in real world applications. Thus, we should in-
stead consider the following model:

yn | β ∼ N (βtxn, σ2), n = 1, . . . , N, θ ∼ π(θ), where θ = {β, σ2}.

Thus, with this model in mind if we again consider the distribution of β to be
normal, we find that this normal distribution would be dependent on σ2. Hence
our posterior would be derived by

π(β, σ2 | y, X) ∝ `(y | X, β, σ2)π(β | σ2)π(σ2).

The likelihood of course remains unchanged but we can see that our prior π(θ) =
π(β, σ2) is the joint distribution of β and σ2, i.e. the product of their respective
distributions.

π(β, σ2) = π(β | σ2)π(σ2).

Using the notion of precision which is what one usually calls (σ2)−1, we can write
the following proposal for the prior:

(β, σ2) ∼ N (µ0, σ2Λ−1
0 )IG(a0, b0).

Where IG(·) is the inverse gamma distribution, which is used here as the dis-
tribution of σ2, as the gamma distribution would describe the distribution of the
precision. Here Λ0 is the prior for the precision matrix. It is important to note here
that the parametrization used for the normal distribution affects the parametriza-

tion used for the inverse-gamma distribution, in fact a0 =
ν0

2
and b0 =

ν0s2
0

2
where

ν0, s2
0 are the priors of ν and s2 within the rewrite of the likelihood using precision.

`(y | X, β, σ2) ∝ (σ2)
−

ν

2 exp
(
− νs2

2σ2

)
(σ2)

−
n− ν

2 exp
(
− 1

2σ2 (β− β̂)t(XtX)(β− β̂)

)
.

This rewrite does not affect how we interpret our likelihood, it is simply an other
way to express the same distribution [Robert, 2007].

13
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3.2 Analytical solution with the Conjugate Assumption

The normal inverse-gamma distribution is a conjugate prior in our model which
makes it possible for us to find analytical solutions for our posterior. Our poste-
rior will be of the form,

π(β, σ2 | y, X) ∝ `(y | X, β, σ2)π(β | σ2)π(σ2).

When we then expand the expression of our posterior, we find, after some both-
ersome derivation, our posterior in the form,

π(β, σ2 | y, X) ∝

(σ2)
−n
2 exp

(
− 1

2σ2 (β− µn)
t(XtX + Λ0)(β− µn)

)
(σ2)

−(n+2a0)−2
2

· exp
(
−

2b0 + yty− µt
n(XtX + Λ0)µn + µt

0Λ0µ0

2σ2

)

Where β̂ is the least squares estimator and

µn = (XtX + Λ0)
−1(XtXβ̂ + Λ0µ0).

The rest of our parameters then update as follows:

Λn = (XtX + Λ0),

an = a0 +
n
2

,

bn = b0 +
1
2
(yty + µt

0Λ0µ0 − µt
nΛnµn).

Finally we find our posterior in the same form as our prior as

(β, σ2 | y, X) ∼ N (µn, σ2Λ−1
n )IG(an, bn).

14
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4 Approximate Bayesian Linear Regression

In this section we will examine how one implements the methods explained in
the previous section for a Bayesian linear regression model. To make comparison
easy we will here assume the same conjugate model used in chapter 3. It should
be noted that this is a somewhat trivial comparison, since using any computa-
tional method on this model is unnecessary in a practical sense.

4.1 Bayesian Linear Regression - Gibbs Sampling

We can derive the conditional distributions needed for the Gibbs sampler from
the posterior distribution in section 2.2. The conditionals we want to determine
are β | σ2, y, X and σ2 | β, y, X. With the priors (β | (σ2, y, X)) ∼ N (µ0, σ2Λ−1

0 )
and (σ2 | (β, y, X)) ∼ IG(a0, b0). In section 3.2 we found the joint posterior dis-
tribution of this model. We can use our findings to clearly see that the conditional
posterior distributions are

β | σ2, y, X ∼ N (µn, σ2Λ−1
n )

and
σ2 | β, y, X ∼ IG(an, bn),

where
Λn = XtX + Λ0,

µn = Λ−1
n (XtXβ̂ + Λ0µ0),

an = a0 + n,

bn = b0 +
yty− µt

nΛnµn + µt
0Λ0µ0

2
.

This formulation allows us to draw the distribution of the vector parameter β all
at once, this tends to be more effective. A sampler constructed from drawing a
vector of parameters as such is commonly referred to as a "blocked" sampler.

Now, to construct our Gibbs sampler, we will apply algorithm 2.2.1 with our
conditional posterior distributions.

Algorithm 4.1.1. Blocked Gibbs Sampler - Bayesian linear regression

Set Λ0, µ0, a0, b0.
Compute Λn, µn, an, bn
Initialize σ2

Loop N iterations:
Draw β | σ2 from N (µn, σ2Λ−1

n )
Draw σ2 | β from IG(an, bn)

15
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4.2 Bayesian Linear Regression - Variational Bayes

An advantage of the variational Bayes method is that we do not need the poste-
rior conditionals. Instead we simply need our prior distributions and our like-
lihood distribution (however this is of course all we need to find our posterior
conditionals as well). We will then derive our approximate solution using the
method described in section 2.3.3. First let us list our priors.

β | σ2 ∼ N (µ0, σ2Λ−1
0 ),

σ2 ∼ IG(a0, b0).

Since we are operating under the conjugate assumption, our variational familyQ
is chosen as the normal-inverse gamma family of distributions.

We know from section 2.3.3 that the optimal solutions for each prior can be writ-
ten as

ln q∗(β) = Eq∗(σ2)

[
ln p(y, β, σ2)

]
+ const.

and
ln q∗(σ2) = Eq∗(β)

[
ln p(y, β, σ2)

]
+ const.

We assume that our posterior distribution can be factorised into the product of the
likelihood and the prior, and the prior factorises as well, this is really the mean
field assumption being applied. We note here that the mean field assumption is
the same as the conjugate assumption only when XtX and Λ0 are diagonalizable.
Hence we know that ln p(y, β, σ2) = ln p(y | βσ2) + ln p(β | σ2) + ln p(σ2)

Now we find each of the log-distributions so that we can proceed.

ln p(y | β, σ2) = −n− k
2

ln(σ2)− 1
2σ2 (y− Xβ̂)t(y− Xβ̂)− k

2
ln(σ2)

− 1
2σ2 (β− β̂)t(XtX)(β− β̂) + const.

ln p(β | σ2) = − k
2

ln(σ2)− 1
2σ2 (β− µ0)

tΛ0(β− µ0) + const.

ln p(σ2) = −(a0 − 1) ln(σ2) +
b0

σ2 + const.

First we will find ln q∗(β)

ln q∗(β) = Eq∗(σ2)

[
ln p(y, β, σ2)

]
+ const.

= Eq∗(σ2)

[
ln p(y | βσ2) + ln p(β | σ2)

]
+ const.

=
1
2

Eq∗(σ2)

[
1
σ2

] (
(β− µ0)

tΛ0(β− µ0) + (β− β̂)(XtX)(β− β̂)
)
+ const.
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We note that this can be expressed as a multivariate normal distribution like so.

ln q∗(β) ∼ lnN (µm, Λm),

where
Λm =

1

Eq∗(σ2)[
1
σ2 ]

(XtX + Λ0)
−1

µm = (Λ0 + XtX)−1(µt
0Λ0 + β̂XtX)

We should also note that this gives us Eq∗(β)[β] = µm.

Next we will find ln q∗(σ2).

ln q∗(σ2) = Eq∗(β)

[
ln p(y, β, σ2)

]
+ const.

= Eq∗(β)

[
ln p(y | β, σ2) + ln p(β | σ2)

]
+ ln p(σ2) + const.

= −(a0 − 1) ln σ2 + b0
1
σ2 −

k
2

ln σ2 − n− k
2

ln(σ2)− 1
2σ2 (y− Xβ̂)t(y− Xβ̂)− k

2

− 1
2σ2

(
Eq∗(β)

[
(β− µ0)

tΛ0(β− µ0)
]
+ Eq∗(β)

[
(β− β̂)tXtX(β− β̂)

])
+ const.

Here we notice that this can also be expressed as an inverse gamma distribution.

ln q∗(σ2) ∼ ln IG(am, bm),

where
am = a0 +

n
2

bm = b0 +
1
2

(
(y− Xβ̂)t(y− Xβ̂) + Eq∗(β)[β]

tEq∗(β)[β]

+Eq∗(β)[(β−Eq∗(β)[β])
t(β−Eq∗(β)[β])](Λ0 + XtX)

)
.

We note here that bm can be written in terms of Λm and µm as

bm = b0 +
1
2
(
(y− Xβ̂)t(y− Xβ̂) + µt

mµm + Λm(Λ0 + XtX)
)

.

We should also note that this gives us Eq∗(σ2)[
1
σ2 ] =

am

bm
.

The circular dependencies between bm and Λm can now be used to find an ap-
proximation for our posterior by employing an algorithm. However we shall
note that this is trivial since this model has a tractable analytical solution that we
can compute, one can see clearly that bm can be explicitly calculated. The pur-
pose of not doing so and the algorithm below serves as a toy example of what
one might do if there was no such analytical solution.
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Algorithm 4.2.1. Variational Bayesian Linear Regression

Set a0, b0, µ0, Λ0.
Compute am, µm.
Initialize σ2.
Initialize Λm using the initialized σ2.
Loop until convergence:

1. Compute bm using Λm.
2. Compute Λm using bm.

4.3 Computational Efficiency

To compare these two methods in terms of efficiency, we must first declare ex-
actly how we define efficiency and then give both algorithms the possibility to
each perform their best. We will only look at efficiency as time in seconds to ap-
proximate the posterior using stationary computational hardware as we wary the
shape and size of the data.

To achieve a fair comparison we decide the number of iterations for the Gibbs
Sampler and the convergence threshold for the variational Bayes such that they
acquire a similar accuracy. For this we must of course decide on some way of
scoring accuracy such that we can compare the two in terms of accuracy. For this
purpose the product of the mean squared error of each of the parameters from
the true posterior distribution.

Accuracy score =
1
n
(β− β̂)t(β− β̂) · 1

n ∑(σ2 − σ̂2)2

Here β̂ and σ̂2 represent our approximated values of the posterior.

From our results presented in figures 4 and 5 we can determine that variational
Bayes beats the performance of the Gibbs sampler with the same level of accuracy.
This however does not tell us much, the reason why is because this is shown in
an example where both operate under the conjugate assumption, and through a
model that has a tractable posterior distribution.
This means that we can choose our variational approximation distribution in such
a way that it is free from the mayor drawback of the method which is the bias in-
troduced in the choice of variational distribution.
Thus, what we can see here is the best case scenario for variational Bayes and a
strong argument for its use wherever we can foresee the family of distributions
the posterior belongs too. It makes a compelling case that, if we are able to choose
a good enough variational family to perform the algorithm on, then we stand to
gain a lot of computational speed. This further provides insight that Variational
Bayes should be applied when accuracy can be slightly overseen for the benefit
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Figure (4): Time(s) to run algorithm and accuracy score given number of features, the
compute times for VB are close to zero

Figure (5): Time(s) to run algorithm and accuracy score given number of data points(k)
per feature, the compute times for VB are close to zero

of computational speed and that variational Bayes suffers in the absence of con-
jugate posterior distributions. We shall look further into the subject of when one
method is preferred over the other in section 6, however first we will look at how
we can further exploit the computational efficiency of variational Bayes.
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5 Variational Bayes for Big Data

In many modern day applications the size of data sets is large enough that even
the more computationally effective variational Bayes method is not effective enough
or runs into problems in its implementation as a result of the technology used to
store the data. When referring to big data in this thesis we will loosely define
big data as any set of data that is impractical to store in a conventional relational
database. To take these situations into consideration, in this section we will con-
sider situations where the data is high dimensional and distributed, meaning that
we will have to fit our models using subsets of the data called batches. These sit-
uations require even more efficiency, what has been recently developed as a way
to further optimise computational speed is the development of stochastic varia-
tional methods [Hoffman et al., 2013], and variational methods which are com-
puted via a simulation step for instance using MCMC methods to approximate
the ELBO as shown in [Salimans et al., 2015].

5.1 Stochastic Variational Bayes

Stochastic variational Bayes is a topic one could easily write an entire thesis about
and thus not too much depth will be presented in the assumptions made for the
algorithm to work, nor their subsequent effects (those interested shall be referred
to [Hoffman et al., 2013]). However, the goal of this section will be to give some
insight to the main ideas and present a resulting algorithm.

Here we utilize a concept originating from computer science, which is the con-
cept of local and global parameters/hidden variables. The idea is that some vari-
ables/parameters are only set locally and does not affect the global environment,
i.e they only ’live’ in short term memory and are forgotten upon exiting the local
environment. This means that we can save ourselves some difficulties related to
saving and keeping track of the accumulating records of previously used local
parameters/variables as they do not need to be kept beyond local usage.

The basic idea of the method is somewhat straight forward. The idea is to uni-
formly draw a subset of data points from the data and form intermediate global
variational parameters from it, then update the actual global variational parame-
ters as a weighted average of the previous global parameters and the intermediate
ones. i.e:

1. Sample a data point xi from the data set and optimize its local variational
parameters.

2. Compute the intermediate global variational parameters by repeating the
data point N times.

3. Update the actual global variational parameters as a weighted average of
the previous actual global variational parameters and the intermediate global
variational parameters.

20



5 VARIATIONAL BAYES FOR BIG DATA 5.1 Stochastic Variational Bayes

[Hoffman et al., 2013]

5.1.1 Coordinate Ascent Variational Bayes

To show exactly why this would be faster we take a quick look at the coordinate
ascent mean-field variational Bayes algorithm as it is described in
[Hoffman et al., 2013]. The assumptions made are discussed below.

Algorithm 5.1.1. Coordinate Ascent Variational Bayes

Initialize global variational parameters λ(0).
Loop until convergence:

1. ∀ local variational parameters φnj: Update φnj, φ
(t)
nj = Eq(t−1) [ηlj(xn, z(n,k 6=j), β)].

2. Update the global variational parameters, λ = Eq(t) [ηg(z1:N, x1:N)]

[Hoffman et al., 2013]

This uses different notations and new definitions from our previous application.
This follows as algorithm 5.1.1 is derived particularly for application on models
with local and global hidden variables. Here the observations are x1:N ∈ X, the
vector of hidden global variables is β and the hidden local variables are z1:N ∈ Z
which consists of a set of J variables zn = zn,1:J and finally the vector of the fixed
parameters is α. Then the joint distribution factorizes into and is defined as

p(x, z, β | α) = p(β | α)
N

∏
n=1

p(xn, zn | β).

Hence, the goal is to approximate the posterior distribution of the hidden vari-
ables p(β, Z | X). Note that xn and zn are conditionally independent, given β, of
all observations and local variables xi 6=n, zi 6=n.

p(xn, zn | xi 6=n, zi 6=n, β, α) = p(zn, zn | β, α).

[Hoffman et al., 2013]

Then a further assumption is made namely that the conditional distribution of
a hidden variable given the other hidden variables and observations are in the
exponential family. This allows the following formulations:

p(β | x, z, α) = h(β) exp[ηg(x, z, α)>t(β)− ag(ηg(x, z, α))],

p(znj | xn, zn,k 6=j, β) = h(znj) exp[ηl(xn, zn,k 6=j, β)>t(znj)− al(ηl(xn, zn,k 6=j, β))].

Here h(·) is the base measure, a(·) the log-normalizer, η(·) the natural parameter
and t(·) the sufficient statistic (the subscripts l and g signifies local and global
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variables respectively). These assumptions imply a conjugacy relationship be-
tween the global variables β and the local contexts (xn, zn) [Hoffman et al., 2013].
The distribution of the local context given the global variables must thus be from
an exponential family:

p(xn, zn | β) = h(xn, zn) exp[β>t(xn, zn)− al(β)].

Thus the prior also must be in an exponential family:

p(β) = h(β) exp[α>t(β)− ag(α)],

and t(β) = (β, al(β)), and α = (α1, α2). It is implied that the complete conditional
of the global variable is in the same exponential family as the prior using the
natural parameter: ηg(X, Z, α) = (α1 + ∑N

n=1 t(zn, xn), α2 + N).

To then apply the mean-field assumption and fully explain algorithm 5.1.1, we
formulate the mean-field distribution as

q(z, β) = q(β | λ)
N

∏
n=1

J

∏
j=1

q(znj | φnj).

Thus we can see and conclude that this falls in line with section 2.3. The gradients
of the variational objective are then used for coordinate ascent. We can see clearly
in algorithm 5.1.1 that it has inefficiencies when applied to large data sets, this is
because we must optimize the local variational parameters for each data point
before re-estimating the global variational parameters. [Hoffman et al., 2013]

5.1.2 Stochastic VB

The goal is to find the global variational parameters λ that maximizes the ev-
idence lower bound (ELBO). If we let the function φ(λ) return locally optimal
local variational parameters and write L as a function of the global and local
variational parameters,

∇φL(λ, φ(λ)).

Then, we can define the locally maximized ELBO L(λ) to equate to the ELBO as
long as we fix λ and set the local variational parameters φ as φ(λ),

L(λ) , L(λ, φ(λ)).

Further, this gives us

∇λL(λ) = ∇λL(λ, φ(λ)) + (∇λφ(λ))>∇φL(λ, φ(λ)) = ∇λL(λ, φ(λ)),

where the Jacobian of φ(λ) is∇λφ(λ) and given that the gradient of L(λ, φ) with
respect to φ is zero at φ(λ). The idea now is to use subsamples of the data to form
noisy estimates of the natural gradient to optimize the maximized ELBO L(λ).
We write L(λ) as,

L(λ) = Eq[log p(β)]−Eq[log q(β)]+
N

∑
n=1

max
φn

(Eq[log p(xn, zn | β)]−Eq[log q(zn)]).
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Further, if we consider a uniformly drawn index for the data, I ∼ U(1, . . . , N),
then we can define LI(λ) as such

LI(λ) = Eq[log p(β)]−Eq[log q(β)]+ N max
φI

(Eq[log p(xI , zI | β)]−Eq[log q(zI)]).

This can be thought of as generating a noisy but unbiased estimate of the natural
gradient for the variational objective. Intuitively we equate the full objective of
L(λ) where the ith data point is observed N times with LI(λ).

Now, the natural gradient of LI(λ) in the ith data point is

∇̂Li = Eq[ηg(x(N)
i , z(N)

i , α)]− λ,

where
{

x(N)
i , z(N)

i

}
are formed by replicating an observation xn and hidden vari-

able zn, N times. From this we can find

∇̂λLi = α + N · (Eφi(λ)
[t(xi, zi)], 1)− λ,

since, ηg(x(N)
i , z(N)

i , α) = α + N · (t(xn, zn), 1). These noisy gradients are much
cheaper to compute.

Now, we can see a process start to emerge. We sample at each iteration xi and
define an intermediate global parameter to be the estimate of λ as λ̂t , α +
NEφi(λ)

[(t(xi, zi), 1)]. Then at each iteration we update the global variational pa-
rameter using step size ρt and the noisy gradient.

λ(t) = λ(t−1) + ρt(λ̂t − λ(t−1)) = (1− ρt)λ
(t−1) + ρtλ̂t.

The emerging algorithm follows [Hoffman et al., 2013]:

Algorithm 5.1.2. Stochastic Variational Bayes

Initialize λ(0).
Set ρt.
Loop:

1. Draw i uniformly and sample xi from the data set.
2. Compute the corresponding local variational parameter,

φ = Eλ(t−1) [ηg(x(N)
i , z(N)

i )].

3. Compute the intermediate global parameters,

λ̂ = Eφ[ηg(x(N)
i , z(N)

i )].

4. Update the current estimate of the global variational parameters,

λ(t) = (1− ρt)λ
(t−1) + ρtλ̂
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6 Asymptotic Properties of Variational Bayes

In recent years there have been a few different efforts to analyse the asymptotic
properties of variational Bayes methods. In this section we will peer into some
of the more important and fascinating results from such works. Specifically we
will display some of the major results from [Zhang and Gao, 2019] and comment
on its importance. They demonstrate properties of the variational Bayes poste-
rior for instance that its concentrates are bounded by the concentration rate of the
exact posterior and the approximation error suffered by the variational family
chosen. They also show in their work that thanks to the variational Bayes algo-
rithms optimization step a form of internal regularization is performed which re-
sults in fascinating concentration rates that in some specific scenarios (e.g sparse
linear regression) actually are faster than those obtained by the exact posterior.
[Martin et al., 2020]

The paper establishes that under three conditions that may be found in
[Zhang and Gao, 2019], the variational posterior q̂ converges to the true parame-
ter and the rate of convergence is derived as

ε2
n +

1
n

inf
q∈S

P(n)
0 D(q ‖ π(· | X(n))).

Here, the term ε2
n refers to the convergence of the true posterior distribution

π(· | X(n)). While the second term is, with respect to the class S under the proba-
bility measure P(n)

0 from which the observation X(n) is generated, the variational
approximation error. It is also shown that for a specific class of priors with a
corresponding variational class, the expression is automatically dominated un-
der a modified prior mass condition by the convergence of the posterior ε2

n. For
instance with a mean-field variational class and a prior distribution of product
measure

SMF =

{
q : dq(θ) = ∏

i
dqi(θi)

}
and

dπ(θ) = ∏
i

dπi(θi),

given
∃ ⊗i Θ̃i ⊂

{
θ : Dρ

(
P(n)

0 ‖ P(n)
θ

)
≤ C1nε2

n

}
such that the following prior mass condition holds with the testing conditions.

π
(
⊗iΘ̃i

)
≥ exp

(
−C2nε2

n

)
Then the variational posterior distribution q̂ converges to the true parameter with
the rate ε2

n. Thus, the prior mass condition yields the result that the resulting vari-
ational approximation error will always be dominated by the statistical error of
the true posterior. Therefore this prior mass condition leads to insight about how
to properly choose a good prior for variational Bayes inference. The divergence
used in this formulation is a general divergence known as Rényi divergence. The
Rényi divergence is defined by [Zhang and Gao, 2019] like so.
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Definition 6.0.1. Rényi divergence.
Let ρ > 0 and ρ 6= 1. The ρ-Rényi divergence between two probability measures P1 and
P2 is defined as

Dρ(P1 ‖ P2) =


1

ρ− 1
log
∫ (dP1

dP2

)ρ−1

dP1, if P1 � P2,

+∞, otherwise.

Most important to note here is that as ρ → 1, the Rényi divergence converges to
the Kullback-Leibler divergence.

D1(P1 ‖ P2) =


∫

log
(

dP1

dP2

)
dP1, if P1 � P2,

+∞, otherwise.

= KL(P1 ‖ P2)

Rényi divergence relates to Hellinger distance and χ2-divergence as well. Here

we want to define R(q) as R(q) =
1
n

(
D(q ‖ π) + q[D(P(n)

0 ‖ P(n)
θ )]

)
which is a

sufficient condition for the variational posterior q to converge at the same rate as
the true posterior π, this is shown in [Zhang and Gao, 2019].

No proofs of the statements above will be supplied in this thesis as they have al-
ready been shown in [Zhang and Gao, 2019], and any interested reader is instead
referred to their beautiful paper. However we shall peer at some more of their
results, related to the mean-field variational posteriors and finally an example of
the regularization-properties of variational approximations.

In this thesis we have used and vaguely defined the class of mean-field varia-
tional distributions, [Zhang and Gao, 2019] provides a more rigorous definition
of this class as defined below.

Definition 6.0.2. Mean-field class
For parameters in a product space that can be written as θ = (θ1, θ2, . . . , θm) with some
1 ≤ m ≤ ∞, the mean-field variational family is defined as follows.

SMF =

{
q : dq(θ) =

m

∏
i=1

dqi(θi)

}
.

Theorem 6.0.1. Suppose ∃q̃ ∈ SMF and ∃ ⊗m
i=1 Θ̃i, such that

⊗m
i=1Θ̃i ⊂

{
θ : KL(P(n)

0 ‖ P(n)
θ ) ≤ C1nε2

n, log
dq̃(θ)
dπ(θ)

≤ C2nε2
n

}
,

and

−
m

∑
i=1

log q̃i(Θ̃i) ≤ C3nε2
n

for some constants C1, C2, C3 > 0. Then, we have

inf
q∈SMF

R(q) ≤ (C1 + C2 + C3)ε
2
n.
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In practice this means that we need to make sure that q̃ is not too far away from
the prior π. Furthermore, that if the prior π ∈ SMF, then simply setting q̃ = π
will make the conditions in the theorem collapse to a prior mass condition

π(⊗m
i=1Θ̃i) ≥ exp(−C3nε2

n),

with
⊗m

i=1Θ̃i ⊂
{

θ : KL(P(n)
0 ‖ P(n)

θ ) ≤ C1nε2
n

}
.

[Zhang and Gao, 2019]

Finally, we will now take a look at an example from [Zhang and Gao, 2019] of the
regularization properties of variational approximations.

We consider sparse linear regression y ∼ N (Xβ∗, In), where X is a n× p design
matrix and β∗ ∈ B(s) =

{
β ∈ Rp : ∑

p
i=1 1{βi 6=0} ≤ s

}
for some s ∈ [p]. π(β) is

specified by
dπ(β)

dβ
=

p

∏
i=1

(
λ

2
exp(−λ | βi |)

)
.

The posterior distribution in this case can not properly adapt to the sparsity of
β∗. The LASSO achieves a nearly optimal rate over the class B(s), and yet it only
leads to a dense posterior. [Zhang and Gao, 2019] show that the posterior can be
approximated well by applying the variational class

Sτ2 =
{
N (β, τ2 Ip) : β ∈ R2

}
.

q̂τ2 is defined to be the minimizer q̂τ2 = arg minq∈S
τ2 KL(q ‖ π(· | y)).

Theorem 6.0.2. ∀λ, τ > 0, we have q̂τ2 = N (β̂, τ2 Ip), where

β̂ = arg min
β

{
1
2
‖ y− Xβ ‖2 +λ

p

∑
i=1

τh(
βi

τ
)

}
.

The function h is defined by h(x) = 2φ(x) + x(Φ(x)−Φ(−x)) with
Φ(x) = P(N (0, 1) ≤ x) and φ(x) = Φ′(x).

This shows that the variational approximation is characterized by the penalized
least-squares estimator. Furthermore as τ → 0, β̂ will closely resemble the LASSO
estimator. This result yields that even though the posterior does not have a good
frequentist property, the variational approximation can recover a sparse signal.

We may also see that q̂τ2 ‖ β− β∗ ‖2=‖ β̂− β∗ ‖2 +pτ2.

The risk bound for the penalized least-squares estimator gives convergence of
the variational posterior. Hence we shall focus our attention towards finding a
bound for ‖ β̂− β∗ ‖2 .
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6 ASYMPTOTIC PROPERTIES OF VARIATIONAL BAYES

Let the support of β∗ be S =
{

i ∈ [p] : β∗i 6= 0
}

and define the restricted eigen-
value by

κ = inf
{∆ 6=0:‖∆Sc‖1≤3‖∆S‖1}

1√
n
‖ X∆ ‖

‖ ∆ ‖ ,

where ‖ ∆S ‖1= ∑i∈S | ∆i | and ‖ ∆Sc ‖1 is defined the same way. This quantity
is noted to also appear in the risk bound of LASSO.

Theorem 6.0.3. Assume
‖ X∗i ‖√

n
≤ L ∀i ∈ [p] and κ ≤ L with some constant L > 0.

Choose λ = C
√

n log p and τ ≤ C
1

np
for some sufficiently large constant C > 0. The

solution to β̂ from theorem 6.0.2 satisfies

‖ β̂− β∗ ‖2≤ C
s log p

nκ4 ,

with probability at least 1− p−C′ uniformly over ‖ β∗ ‖0≤ s for some constant C′ > 0.
As a consequence of q̂τ2 ‖ β− β∗ ‖2=‖ β̂− β∗ ‖2 +pτ2., we also have

q̂τ2 ‖ β− β∗ ‖2≤ C
s log p

nκ4 ,

with probability at least 1− p−C′ .

[Zhang and Gao, 2019]

The point here is that
s log p

nκ4 is the same rate of convergence as LASSO. Here the
statistical properties of the LASSO and the variational posterior are very similar.
The truly remarkable result here is that this improves the original dense posterior
distribution that was not suitable for sparse recovery.
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7 CONCLUSION

7 Conclusion

The computer intensive method of variational Bayes has been gaining in pop-
ularity during recent years, and not without merit. In this thesis we have seen
many of the strengths of variational Bayes and mentioned some of its shortcom-
ings. After reviewing all the information gathered for this thesis, it is safe to say
that variational Bayes is a computational technique that deserves attention, and
deserves more rigorous study of its implications and properties for use in statis-
tics.
While in many cases it is preferred to use other methods of computation such as
MCMC that is guarantied to converge to the true posterior, there is yet a place
for variational Bayes. Where variational Bayes truly shines is in cases where θ is
high-dimensional, since this can often lead to MCMC algorithms suffering from
loss of efficiency. In such scenarios the variational family Q may be chosen such
that a tractable approximate posterior distribution may be found where the di-
mension of θ is in the thousands or higher.
Furthermore, because of recent work in analyzing the asymptotic properties of
these methods, frameworks around how to properly choose variational distribu-
tions to achieve variational posteriors that converges predictably are starting to
take form.
In the future we may see even greater improvements to these methods, and there-
fore end this thesis on a hopeful note.
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