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Abstract

Efficient Algorithms for Proportionality in Spatial
Keyword Search

Georgios Panayiotou

Contextually enriched geolocation datasets are abundant in the web nowadays, with 
keyword-based queries being a useful tool to explore them. A proposed way to 
perform such queries, returning a k-subset of the available locations is by using spatial 
object summaries, while considering diversification and proportionality can yield a 
more representative result with respect to the query’s surroundings. In this degree 
project, efficient algorithmic approaches to the proportionality retrieval problem are 
studied. An approximate heuristic and as a pruning algorithm based on it are 
introduced to improve calculation of contextual proportionality scores, as well as a 
biased sampling approach that serves as an alternative to the previously proposed 
greedy framework for the problem. Experimental evaluation on queries generated 
from a real dataset reveals that both the approximate contextual proportionality 
score and biased sampling algorithm can possibly be used as alternatives to the 
previously studied methods.
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1. Introduction 

 
Searching through location-based Resource Data Framework (RDF) datasets is a usual 
practice nowadays, with many datasets on the internet including geospatial information, 
from services such as Google Maps to geo-tagged photographs in social networks and 
websites. A common way to browse through these datasets is by using keywords, since 
such data is usually accompanied by some contextual information in the form of 
descriptive tags. Using this descriptive information, one can also find similar or related 
places in the area, by retrieving places in the area and comparing the keywords searched 
for, with the tags available for the retrieved places. 

A recently proposed method to retrieve location-based spatial data using 
keywords is with the usage of Object Summaries (OSs) [4, 5, 6, 13]; in a spatial context, 
these will be represented by a graph whose root is a location node, and linked nodes are 
important locations related to the root, enriched with their respective contextual data, 
thus representing a location and all its properties. Creating spatial object summaries 
from a RDF graph, one could perform a keyword query to retrieve a result subset from 
all the available candidate locations, ranked based on a relevance function. That 
function combines contextual relevance, that is, the relevance of the query keywords 
with the properties of the available locations, with spatial relevance, usually calculated 
as the candidate location’s distance to the original query location. To further enrich the 
results returned to the user, spatial and contextual diversification of candidate objects 
should also be considered, as Cai et al. argue [3]; indeed, surveys have indicated a user 
preference for diversified results [11, 12]. 

However, only considering diversity in the results may fail to return a 
representative result set for the query and thus lower the quality of results for the user, 
as Kalamatianos et al. claim [8]. In the aforementioned work, it is proposed that the 
returned subset also considers proportional selection, assisting the user in better 
understanding the query’s surroundings. Therefore, the authors introduce a framework 
to facilitate query relevance, diversity and proportionality measures in spatial keyword 
searching, as well as efficient algorithms for the calculation of those scores.  

As proven in [8], returning an optimal result subset while considering candidate 
relevance, diversity and proportionality is an NP-hard problem. While the work in [8] 
provides a greedy algorithmic framework for the proportionality retrieval problem, it 
can yield a low performance for datasets containing a large amount of candidate 
locations.  

With query execution time being crucial in searching problems in a fast-paced 
world, alternative solutions should be evaluated. One approach would be to reduce the 
runtime of candidate scores calculation. Determining the exact contextual 
proportionality score (pCS) is quite the costly step, requiring multiple calculations 
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between sets [8]. For this subsystem, an approximate score can be introduced, 
sacrificing score accuracy for a vastly superior computational complexity. Another 
possible way to tackle this involves the introduction of randomized alternatives for the 
proportionality retrieval problem, aiming to retrieve a randomly sampled k-subset of 
the original collection of places. A weighted random sampling approach seems fit for 
the problem, since all candidate locations on the map shall receive scores based on query 
relevance, diversification and proportionality; a combination of these scores can be used 
as the probability for a candidate to be returned in the result subset. 

With the previous in mind, this thesis work suggests various algorithmic solutions 
in the context of proportional spatial keyword search and evaluates their performance 
using queries retrieved from a real location dataset as input. More specifically, the 
contributions of this thesis can be summarized as follows:  

 
• Introduction of the approximate contextual proportionality score (apCS) and an 

efficient algorithm for its calculation. 
• Presentation of an algorithmic approach on obtaining proportionality scores for 

the top-k candidates (k-pCS).  
• Proposition of a biased sampling algorithm for the proportionality retrieval 

problem (BSamp) to retrieve a subset of the results based on their contextual 
proportionality scores. 

• Experimental evaluation of the previously mentioned approaches on a real 
dataset for performance and result accuracy, against the framework of [8]. 
 

The rest of the thesis is organized as follows: Section 2 concerns related work. Section 
3 presents the background for proportional spatial keyword search. Section 4 presents 
the approximate contextual proportionality score (apCS) heuristic and an effective 
algorithm for its retrieval, as well as a top-k extension to the apCS framework (k-pCS). 
Section 5 introduces the BSamp algorithm. Section 6 contains experimental evaluation 
of the algorithms. Section 7 contains the conclusion for this thesis, with future work 
suggestions. 
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2. Related Work 
 
In this section, work similar to the suggested algorithms is mentioned. While keyword 
searching on RDF data has previously been explored, the proportionality retrieval 
problem is only addressed by [8], based on the algorithmic framework of [3]. To the 
best of the author’s knowledge, biased sampling has not been used for keyword 
searching on spatial data. 
 
2.1. Keyword Search  
 
Keyword searching refers to the evaluation of a query containing a set of keywords on 
a dataset. Such a query is expected to result in a set of objects most relevant to the query, 
possibly sorted according to a ranking function. Some early work on graph keyword 
searching [15, 16] is the main principle behind exploring RDF graphs, abundant in the 
web nowadays, using keywords.  

In view of this, multiple models facilitating keyword search on RDF data have 
been proposed. Generally, upon evaluation of a keyword query, a subgraph of the RDF 
graph entities is presented, with the returned objects ideally covering all of the query 
keywords [18, 29]. An interesting framework implementing keyword search uses 
Object Summaries (OSs) [4, 5, 6, 13], which act as a summarization of objects in the 
RDF graph; those summaries are then ranked according to query relevance. 
 
2.1.1. Spatial Keyword Search 
 
The aforementioned keyword searching problem can easily be applied to RDF datasets 
describing geolocation data; that is, given an RDF graph representing locations and their 
contextual information, a set of keywords and an integer k, a spatial keyword query 
should return a size-k subset of the graph with locations covering the input keyword set. 

Shi et al. [7] present an approach to spatial keyword queries, where the result is 
a subgraph of the top-k relevant places, ranked according to a heuristic considering the 
distance of the original query location and candidate places on the map, as well as the 
similarity of the query keywords to the candidates’ contextual information (i.e. their 
relevance score). An example of this can be seen in Figure 1: assuming a query q for 
museums for k=3, a potential subset of the results could contain {p1, p2, p3} since all 
returned candidates have relevant contextual information (museums) and are the closest 
to the query location.  
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Figure 1: Example of spatial keyword searching [8] 
 
 
2.1.2. Diversification in Spatial Keyword Search 
 
Diversification has previously been proposed as a countermeasure to improve query 
results similar in location and content, by combining relevance and dissimilarity among  
the returned candidates [5, 13, 18], as previous studies have indicated a user preference 
for both spatially [11] and contextually [12] diversified query results.  

For location-based data, the OS paradigm [4, 5, 6, 13] can be used to facilitate 
spatial keyword searching [3]; a spatial Object Summary (sOS) for a place of interest 
contains a location identifier (e.g. name and geographical coordinates) as the root and 
its contextual properties as children nodes of the root. Afterwards, a metric balancing 
query relevance and diversification is introduced, in order to produce a subset of the 
results. 

An example of diversification in spatial keyword query results using the sOS 
framework can be seen in Figure 1: assuming, again, a query q for museums and k=3, 
a diversified result subset might contain {p1, p3, p4}. In this subset, p3 is contextually 
diverse from the rest of the candidates, it being a museum dedicated to the band ABBA, 
while p4 is spatially diverse with respect to the query location. 
 
2.1.3. Proportionality in Spatial Keyword Search 
 
Simply introducing diversity metrics for a spatial query while disregarding the spatial 
and contextual distribution of the places in the area, however, may not prove enough 
for a fully representative result, as Kalamatianos et al. argue [8]. Taking Figure 1 as an 
example again, one can observe that the area is historical museum-heavy, since two of 
the objects share multiple contextual nodes and are in the same spatial direction with 
the query location. Introducing proportionality measures can reveal such prevalent 
properties of the surroundings, helping the user comprehend the general area. 
 Spatial proportionality has previously been studied on geolocation data, with 
[10] statically creating candidate location clusters and proportionally presenting the 



 5 

most relevant points of interest. Contextual proportionality has also been studied before, 
with [9] using an election-based method to address it, while [19, 20] introduce such a 
metric by proportionally representing categories from objects. However, none of the 
previous works addresses the combination of relevance and both spatial and contextual 
proportionality for the query; this is done in [8], which serves as the background for this 
project. This algorithmic framework is presented in Section 3.1. 
 
2.2. Biased Sampling 
 
Biased sampling, also referred to as weighted random sampling, is a method to 
randomly obtain a k-subset of items from a larger set, where each item from the initial 
set has a weight affecting the probability of being selected by the algorithm. Such 
algorithms have the advantage of yielding a fast execution time, while having a 
possibility for inaccuracies. Weighted random sampling methods make use of a 
reservoir, the vector of items that will be returned after execution halt, which is most 
commonly filled by the first k elements presented and then replacing those items based 
on the generation of random variables correlated to the items’ weights. 
 A well-known algorithm for biased sampling is introduced by Chao [1], which 
uniformly replaces items in the reservoir based on the elements’ relative weights, 
considering that the selection probabilities of all the items in the reservoir remain 
proportional after the replacement. Another algorithm introduced by Efraimidis and 
Spirakis [2] follows the same principle but allows for elements to be skipped based on 
their weights. The latter is used as the biased sampling approach of choice for the 
evaluation of the sampling approach algorithm in this thesis and is further explained in 
Section 3.2. 

Random sampling techniques have previously been used to sample subsets of 
RDF graphs [21, 22]. However, to the best of the author’s knowledge, no previous work 
on random or biased random sampling on keyword searching on spatial datasets 
considering result diversification or proportionality exists. 
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3. Background 
 
In this section, the algorithmic background provided in [3, 8] implementing the 
proportional selection problem, on which this project’s work is based on, is presented 
in more detail. 
 
3.1. Proportionality Retrieval Problem 
 
The proportionality retrieval problem, as presented in [8], considers a keyword query q 
and a set of retrieved candidate places S, of size K. Each place pi ∈ S has a location, a 
context representing information about the place and a relevance score rF(pi), which 
considers the distance between q and the location of pi and the relevance of the query’s 
keywords to pi. The problem concerns retrieving a k-size subset R, R ⊂ S, balancing a 
relevance function and a proportionality function, which combines a spatial and a 
contextual proportionality score. The relevance score for each place pi is assumed to be 
known for the problem’s definition; when concerning contextually enriched 
geolocational data, this could be a score combining Euclidean distance between pi and 
the query location and the relevance of the query keywords to pi’s property set [8]. 
 The objective of the proportionality function is that places which both represent 
common properties of the points of interest in the area and belong in a representative 
region of the area with respect to the query location, are to be proportionally favored in 
R, thus facilitating contextual and spatial proportionality. To achieve that, spatial (pS) 
and contextual proportionality (pC) scores for each place pi in S have to be defined.  
 To calculate contextual proportionality, one should measure how contextually 
similar candidate locations in the map are; the approach in [8] is calculating the Jaccard 
similarity of the contextual information between all pairs of candidates. For a certain 
location pi, Kalamatianos et al. define its pCS score as the sum of the of the Jaccard 
similarities between pi and all other locations in set S as such: 
  
	 pCS(pi)	=	∑ Jaccard_similarity(𝑝𝑖, 𝑝𝑗)!"	∈	%,!'	(	!"	 	 	 	 (3.1)	
  
However, as in previous work on proportionality [13, 20], candidate places of interest 
should be penalized if they are contextually similar to the rest of the suggested locations 
in the result subset R. Therefore, the final contextual proportionality score pC for a place 
pi is defined as: 
 
	 pC(pi)	=	pCS(pi)	-	pCR(pi),	 	 	 	 	 	 (3.2)	
  
where pCR(pi) refers to the sum of the Jaccard similarities between pi and all other 
locations in R.       
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 For spatial proportionality, the goal is to measure the spatial similarity of the 
candidate locations on the map. The chosen metric in [8] is the complement of 
Ptolemy’s diversity, previously defined in [3] to represent spatial dissimilarity between 
a pair of locations. Therefore, and similarly to contextual proportionality, the authors 
define the pSS score of a location pi as the sum of the Ptolemy similarities between pi 
and all other candidates in S as follows: 
 
	 pSS(pi)	=	∑ Ptolemy_similarity(𝑝𝑖, 𝑝𝑗)!"	∈	%,!'	(	!"	 	 	 	 (3.3)	
  
A similar thought process applies to penalizing scores for a lack of spatial diversity. 
Thus, the final spatial proportionality score for a location pi is given by the following 
equation: 
 
	 pS(pi)	=	pSS(pi)	-	pSR(pi),	 	 	 	 	 	 (3.4)	
  
where pSR(pi) refers to the sum of the Ptolemy similarities between pi and all other 
locations in R.       
 To balance these scores into a final proportionality score for each location, a 
constant γ ∈ [0,1] is introduced to determine how important spatial proportionality is 
for that instance of the problem. For example, γ>0.5 indicates a preference for spatial 
over contextual proportionality, whereas γ<0.5 means a preference for contextual rather 
than spatial proportionality. The final proportionality score pF for a candidate pi is 
calculated as such: 
 
	 pF(pi)	=	γ	*	pS(pi)	+	(1-γ)	*	pC(pi)	 	 	 	 	 (3.5)	
 
Finally, to measure the final score for each location, another constant λ ∈ [0,1] is added 
to control the importance of proportional over relevance scores in that instance of the 
problem. Similarly, if λ>0.5 then preference is given to the proportional score of the 
locations. The holistic score for a location pi is defined below: 
 
	 HPF(pi)	=	(1-λ)	*	(K-k)	*	rF(pi)	+	λ	*	pF(pi)	 	 	 	 (3.6)	
 
For a set of locations, the holistic score is calculated by summing the individual holistic 
scores for each candidate location in that set. For S, the holistic score is calculated as 
follows: 
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IAdU(q)	
						R	=	Ø;	max-heap	H	=	Ø,	ordered	by	cHDf(.);	θ	=	∞	

1. Repeat	
2. 				if	(max(H)>=θ):	
3. 							curP	=	H.deHeap()	
4. 							add	curP		to	R	
5. 							for	each	p	in	H:	
6. 										cHDf(p)	+=	HDF	(p,curP)	
7. 						θ	=	(1-λ)*(∑ 𝑓)(𝑝)) + |𝑅| ∗ 𝑓𝑚𝑖𝑛 + 2𝜆|𝑅|!!∈	* )	
8. 			else:	
9. 							Get	next	curP	using	a	kSP	algorithm;	fmin	=	f	(curP)	
10. 											if	(R==Ø):	
11. 														cHDf	(curP)	=	f	(curP)	
12. 														addOnR(curP)	
13. 											else:	
14. 														for	each	p	in	R:	
15.																		cHDf	(p)	+=	HDF	(p,curP)	
16.																	H.add(curP,cHDf	(curP))	
17.													θ	=	(1-λ)*(∑ 𝑓)(𝑝)) + |𝑅| ∗ 𝑓𝑚𝑖𝑛 + 2𝜆|𝑅|!!∈	* )	
18.			until	|R|	=	k	
19.			Return	R	

 
 Figure 2: IAdU Algorithm [3] 

 
HPF(S)	=	∑ 𝐻𝑃𝐹(𝑝𝑗)!"	∈	%	 		 	 	 	 	 (3.7)	

  
As proven in [8], the proportionality retrieval problem is NP-hard. To combat this, the 
authors have proposed two effective algorithms that calculate the spatial and contextual 
proportionality scores for all locations in S and can be used in conjecture with the 
algorithmic framework in [3] which already facilitates diversification in query results. 
Those algorithms are explained in more detail in the following subsections. 
  
3.1.1. Incremental Addition and Update Algorithm (IAdU) 
 
The framework proposed by Cai et al. [3] to solve the proportional selection problem is 
based on the Incremental Addition and Update (IAdU) algorithm. IAdU, seen above in 
Figure 2, albeit originally introduced for the diversification problem, can also facilitate 
proportionality by considering the holistic proportionality score HPF(pi) of a location 
pi (Eq. 3.6) and its contribution towards the overall proportionality score, cHPF(pi) (Eq.  
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Micro	set	Jaccard	hashing	(msJh)	
1. For	each	pi		in	S:	
2. 				For	each	element	v	in	pi:	
3. 								if	msHT[v]	does	not	exist:	
4. 												Generate	new	msHT[v]	list	
5. 							Add	pi	in	the	front	of	msHT[v]	list	
6. For	each	pi	in	S:	
7. 				For	each	element	v	in	pi:	
8. 								For	each	pj	in	msHT[v]	with	j	>	i	:		
9. 												Update	Jaccard	Score	(pi,	pj)	

 
Figure 3: Micro Set Jaccard Hashing (msJh) algorithm [8] 

 
3.8) instead of the holistic diversity score HDf(pi) and its contribution towards the 
overall diversity score cHDf(pi) respectively. The cHPF(pi) score is defined as either its 
relevance score rF(pi) if the result set R is currently empty, or the sum of the holistic 
proportionality scores between pi and all other places in R, as seen below: 
  

cHPF(pi)	=	x
𝑟𝐹(𝑝𝑖),																															𝑅	 = 	Ø	

∑ 𝐻𝑃𝐹(𝑝𝑖, 𝑝𝑗)!"	∈	%	 														𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒	 	 	 (3.8)	

 
The main idea behind the algorithm is the iterative construction of the result set R by 
applying a greedy heuristic, namely selecting from a max heap H constructed during 
execution and containing places in S not yet selected for the result set R, the location pi 

having the maximum contribution towards the total proportionality score of R, HPF(R). 
A threshold θ is also kept and updated, so that elements which cannot qualify for the 
result set are pruned. By the end of execution of IAdU, we will have obtained the 
required by the proportional selection problem k-subset R. This greedy algorithm yields 
an O(KlogK*k + K2) time complexity. 
 Another alternative to IAdU, also proposed on [3] and modifiable to support 
proportionality is the Add Best Pairs (ABP) algorithm. For the proportionality retrieval 
problem, ABP creates R in a similar iterative fashion to IAdU, though it only selects the 
pair (pi, pj) of locations with the maximal HPF(pi, pj) score. Considering this algorithm 
results in weaker performance than IAdU for this problem [8] and that the evaluation 
for BSamp is performed only against IAdU for the same reason, ABP shall not be 
analyzed in further detail. 
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Grid-based	pSS	()	calculation	
1. Generate	empty	grid	G(q,	2*fp,	|G|)	 	 	 	 [Step	1]	
2. For	each	p	∊	S:	
3. 				Assign	p	to	the	cell	ci	which	contains	p	 	 	 [Step	2]	
4. 				|ci	|		=	|ci	|	+	1	
5. For	each	cell	ci	with	|	ci	|	>	0:	
6. 				For	each	cell	cj	with	|	cj	|	>	0:	
7. 								pSS(ci)	=	pSS(ci)	+	|	cj	|	*	sS(cci,	ccj)	 	 	 [Step	3]	
8. 				pSS(ci)	=	pSS(ci)	–	1	

 
Figure 4: Grid Algorithm for pSS [8] 

 
3.1.2. pCS Retrieval Algorithm (msJh) 
 
To calculate the contextual proportionality scores for the set S’s candidates, the Jaccard 
similarities of all pairs of locations in the set should also be computed. This is, again, a 
costly O(K2*|pi|) operation (where |pi| denotes the size of the contextual set for the 
location pi). To combat this, Kalamatianos et al. define the Micro Set Jaccard Hashing 
(msJh) algorithm. Although msJh yields an equal worst-case complexity, it works better 
for the target datasets, since in a typical set S that is retrieved after a query, the number 
of locations K is relatively large, while |pi| tends to be small [8]. 
 The main idea behind the algorithm, shown in Figure 3, is the generation of a 
hashtable msht, which takes <e, list(e)> pairs, where e is an element node that exists in 
at least one of the locations’ contextual sets and list(e) is a list containing identifiers of 
all the contextual sets in which e appears. When an index is to be added to list(e), it is 
added to the front of the list, so that less elements need to be checked on the following 
step. Finally, on the second step, the lists for all elements in msht are traversed front-to 
back, in order to determine the Jaccard similarity scores for all pairs of contextual sets 
by updating the respective counter for each pair of locations. 
 
3.1.3. pSS Retrieval Algorithm (Grid) 
 
As described in Section 3.1, retrieving the spatial proportionality scores for all places 
in the set S requires the calculation of Ptolemy’s diversity for all pairs of locations in 
the set. This, however, can prove to be a computationally heavy operation, especially 
for larger numbers of set size K. With that in mind, the authors of [8] have proposed an 
efficient grid-based algorithm, which greatly reduces the computing cost while 
sacrificing some accuracy. 
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A-ExpJ	
Input:	A	population	V	of	n	weighted	items	
Output:	A	reservoir	R	with	a	weighted	random	sampling	of	size	m	

1. The	first	m	items	of	V	are	inserted	into	R	
2. For	each	vi	in	R:		
3. 				Calculate	a	key	ki	=	ui	1/wi,	where	ui	=	random(0,1)	
4. The	threshold	Tw	is	the	minimum	key	of	R	
5. Repeat	until	the	population	is	exhausted:	
6. 				Let	r	=	random(0,1)	and	Xw	=	log(R)	/log(Tw)	
7. 				From	the	current	item	vc	skip	items	until	item	vi	such	that:	

	 wc+wc+1+…+wi-1<=Xw<=wc+wc+1+…+wi-1+wi	
8. 				The	item	in	R	with	the	minimum	key	is	replaced	by	item	vi	
9. 				Let	tw	=	Tw	wi	,	r2	=	random(tw,	1)	and	vi’s	key	ki	=	r2	1/wi	
10. 				The	new	threshold	Tw	is	the	new	minimum	key	of	R	

 
Figure 5: A-ExpJ Algorithm [2] 

 
The grid G(Gc,Gz,|G|) is defined as a square with 2fp-length sides, where fp is the longest 
distance between q and places in S. Gc simultaneously represents the grid’s center and 
the query q’s location, Gz is the side length and |G| defines how many equal-sized cells 
the grid is to be split into. The larger the number of cells, the better the approximation; 
however, that increases execution time, thus a number |G| similar to the set size K is 
suggested by the authors. 

Since the grid is at least as large as the longest distance between the query 
location and a place in S, every location can be assigned to one of the grid cells. A 
counter for each cell is kept, measuring how many places in S have been assigned to 
that specific cell.  

Finally, to compute the pSS score for a cell ci (and thus, all of the candidates that 
have been assigned that cell) and assuming a pre-computed array sS containing fixed 
values for Ptolemy’s similarity between the centers of each pair of cells, it suffices to 
calculate the sum of all the cells’ Ptolemy similarity weighted by the cardinality of the 
cells (i.e. the number of places assigned to a cell), minus one to account for a calculation 
against the cell itself. The algorithm can be seen in pseudocode on Figure 4. 

The grid algorithm yields an O(K2) worst-case time complexity, but in practice 
and according to the experimental evaluation in [8], it produces far better results than 
the baseline approach. 

Worth mentioning is that a radial grid approach based on homocentric circles has 
also been proposed in that same work. However, the evaluation of the present work 
assumes a square grid, so the radial grid approach shall not be discussed in detail. 
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3.2. Exponential Jumps Biased Sampling Algorithm (A-ExpJ) 
 
The exponential jumps algorithm (A-ExpJ), shown above in Figure 5, is a weighted 
random sampling with replacement approach suggested by Spiridakis and Efraimidis 
[2]. It produces a size-m reservoir of items sampling an input vector of n items and their 
respective weights. The principal idea behind its design is that in its every iteration, for 
an unselected item, i.e., an item that does not appear in the final sample, its selection 
probability is proportional to the ratio of its weight against the sum of weights of all 
unselected elements that round. 
 During execution, the first m presented items are added to the reservoir and a key 
is generated for each of those items, based on a random variable and their weights. Then, 
for the rest of remaining elements in the stream, a random number of elements 
proportional to the smallest key in the reservoir and the current item’s weight will be 
skipped from consideration, and the next element will replace the one in the reservoir 
having the smallest key. This procedure repeats until no more unchecked items remain 
in the vector. Since obtaining and removing the minimum-key item of the reservoir at 
any time is crucial, the reservoir can be implemented using a min-heap structure. 
 The authors have shown that on average, O(m*log(n/m)) random variables need 
to be generated for a single run of A-ExpJ [2]. This is an improvement over their linear-
performance A-Res algorithm, presented on the same work, which is also based on the 
same principle behind element selection probability for the sample. 
 A-ExpJ is chosen for evaluation of the present work and specifically for the 
BSamp algorithm, presented later in Section 5, which is based on retrieval of weighted 
random samples. 
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4. Efficient Algorithms for pCS Calculation 
 
In this section, the approximate contextual proportionality score (apCS), as well as an 
efficient hashtable-based algorithm for its retrieval, is introduced. Its usage as either the 
final contextual proportionality score for a location, or a heuristic to retrieve an exact 
proportional score, aims to improve execution time over msJh [8], in exchange for a 
slight loss of accuracy. This score is also used as a pruning heuristic in a top-k extension 
for pCS calculation, which is presented below. 
 
4.1. Approximate Contextual Proportionality Score (apCS) 
 
One of the main bottlenecks of the algorithms presented in Section 3.1 is the calculation 
of the contextual proportionality score for each place, pCS(pi), with all pairs of 
contextual sets (henceforth simply referred to as sets) needing to be compared so that 
the Jaccard similarity between them is calculated.  

One can observe that when calculating pCS, the denominator in the Jaccard 
similarity between two sets (i.e. the size of the two sets’ union) is essentially a type of 
normalization, considering the amount of items common in both sets and the two sets’ 
sizes.  

To simplify the computationally expensive calculation of the Jaccard similarity, 
we can disregard the denominator and define an approximate contextual proportionality 
score (apCS) for each set, which is equal to the sum of the sizes of intersections between 
pi and any other set in S, pj, as shown below in Eq. 4.1. The rationale of this 
approximated score is its correlation to pCS, as both have the intersection between the 
sets as the nominator. 
 

apCS(pi)	=	∑ 	|𝑝𝑖 ∩ 𝑝𝑗|!'	∈	+,!'	(	!"	 	 	 	 	 	 (4.1)	
 
The apCS score for a set pi can also be defined as the summation of the number of times 
every item e in pi appears in all sets (c(e)), also referred to as the cardinality score of e; 
that is because for any common element e between two sets pi, pj we have an increment 
by one to the sets’ intersection size. Therefore, we can retrieve the score as such:  
 

apCS(pi)	=	∑ 	(𝑐(𝑒) − 1,	∈	!' )	 	 	 	 	 	 (4.2)	
  
To calculate the cardinality score c(e) for each element e efficiently, a hashtable CH is 
created, holding <e, c(e)> key-value pairs. The hashtable should support at least the 
following operations: (a) add(<x,y>), which adds a new pair <x,y> to the hashtable,  
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apCS-ret(S):	
hashtable	CH	=	Ø	
1. For	every	set	pi	∈	S:	
2. 				For	every	element	e	∈	pi:	
3. 								If	e	∉	CH:	
4. 											CH.add(<e,	1>)	
5. 							Otherwise:	
6. 											counte	=	CH.get-value(e)	
7. 										CH.modify(<e,	counte	+	1>)	
8. For	every	set	pi	∈	S:	
9. 				For	every	element	e	∈	pi:	
10. 						c(e)	=	CH.get-value(e)	
11. 						apCS(pi)	=	apCS(pi)	+	c(e)	-	1	

 
Figure 6: apCS Retrieval Algorithm 

 
where x is the key and y is the initial value corresponding to x, (b) modify(<x,y>), which 
changes the value for the already present entry for key x to y, (c) get-value(x), which 
retrieves the value currently assigned to the already existing key x. 

For each element e from every set, we determine whether it already exists in CH. 
If that is not the case, we add a new pair <e,1> to CH, since e has only been found once 
so far in all examined sets; otherwise, we increment the cardinality counter for the entry 
for e in CH by one. When all sets have been examined, we derive the apCS score for 
each set pi by summing the cardinality counters of each element in the set, minus one 
to account for e existing in pi.  

Finally, normalization on the apCS scores for each set can be done by dividing 
the final score by a normc>=1 constant. For the evaluation of this work, normc is equal 
to one, since all experiments assume equal contextual set sizes (and thus, calculation of 
normc is emitted from the apCS-ret algorithm in Figure 6). In order to achieve results 
more similar to the pCS scores, normalization for sets with equal size can also be done 
with a constant 2k-1; notice that the denominator for jaccard similarity calculation 
between two sets ranges somewhere between [2k-n, k], where n is the number of 
elements that exist in both sets. We can thus take the lower bound (n=1) as a 
normalization constant. In cases where the contextual sets are of varying sizes, the 
estimation of the lower bound proves harder; in those cases, and for two sets pi, pj we 
can instead use the size of pj as the denominator’s bound.  
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4.2. Pruning-based Top-k pCS Calculation (k-pCS) 
 
For cases where the contextual proportionality score is only needed for the top-k 
elements, we can define a top-k algorithmic approach (k-pCS), to retrieve exact scores 
for the top-k sets.  

The objective of this approach is to shorten execution time over msJh by pruning 
candidates that will end up not having one of the top-k scores and processing the rest. 
This is done by inferring lower and upper bounds for the exact pCS score of the set, 
based on the approximate score obtained as previously described in Section 4. 

Given apCS(pi), we can infer lower and upper bounds for the set’s exact 
contextual proportionality score by assuming the two extreme cases, where all 
intersecting pairs of sets share either all or only a single element. We can see that their 
denominators for calculating an exact contextual proportionality score for the set are |pi| 
and 2*|pi|-1 respectively, and thus we can set the upper (UB) and lower bound (LB) for 
each set as such:  
 

UB(pi)	=	apCS(pi)	/	|pi|		 	 	 	 	 	 	 (4.3)	
LB(pi)	=	apCS(pi)	/	(2*|pi|-1)	≅	apCS(pi)	/	(2*|pi|)	 	 	 (4.4)	

 
When we have retrieved upper and lower score bounds for each set, we can then detect 
which sets will certainly not appear in the top-k pCS score rankings. Therefore, those 
elements not contributing towards the top-k elements can be removed from 
consideration when performing the costly step of exact pCS score calculation. 
 The idea behind the pruning procedure consists of two steps: first, we remove 
the non-useful elements based on their upper bound, by excluding them from addition 
in a heap. Then, we perform a similar procedure in order to remove candidates that are 
included in the heap due to the order of their presentation. 
 For the first step, all candidates in S are added to the max-heap Hm with their 
apCS score as the sorting key only if their upper bound, and thus the maximum pCS 
score they can achieve, is larger than the lower bound of the k-th top element in the 
heap. An additional condition applied for addition is that apCS(pi) is greater than one; 
that is to ensure that the set has at least one element in common with at least another set 
in S. If both conditions do not apply, then the candidate is fruitless to the result. 
 As for the second step, the same procedure is performed; the difference is that 
elements from the first heap are to be removed and added to a second min-heap Hk for 
processing, until the minimum sorting key of Hk becomes larger than the upper bound 
of the maximum element left in Hm. This way, we ensure that by the algorithm’s 
termination, all the candidates left in the second heap yield a possible contextual 
proportionality score larger than the unprocessed locations in the first heap. 
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k-pCS(S,	apCS,	k):	
max-heap	Hm	=	Ø,	min-heap	Hk	=	Ø,	k-size	min-heap	Ha	=	Ø,	hashtable	msht	=	Ø.		

1. For	every	set	pi	∈	S:	
2. 				UB(pi)	=	apCS(pi)	/	|pi|		 	 (Eq.	4.3)	
3. 				LB(pi)	=	apCS(pi)	/	(2*|pi|)	 	 (Eq.	4.4)	
4. 				Incrementally	construct	msht	for	pi		(msJh,	l.	1-5)	
5. If	apCS(pi)	>	1	and	LB(Ha.min())	<=	UB(pi)	
6. 				Hm.add(<pi,	apCS(pi)>)	
7. 				Ha.add(<pi,	apCS(pi)>)	
8. Remove	the	k-first	elements	from	Hm,	add	them	to	Hk	
9. While	Hk.min()	<	UB(Hm.max())	
10. 				<pi,apCS(pi)>	=	Hm.remove()	
11. 				Hk.add(<pi,apCS(pi)>)	
12. Using	msht,	calculate	pCS	scores	for	all	candidates	in	Hk	(msJh,	l.	6-9)	

 
Figure 7: k-pCS algorithm 

 
For this pruning approach, however, a max-heap structure supporting retrieval of the k-
th element at any time is needed. Since this structure and its supporting operations are 
difficult to define efficiently, we can instead include a third supporting min-heap Ha, 
which is at most of size k (i.e. when the k+1-th element is to be added in Ha and it is 
not to become the heap’s root node, the minimum element is removed before the 
addition). Elements are added to Ha only if they are first offered to Hm. This way, we 
can always have access to the k-th element in Hm since that element will appear on Ha’s 
root. 

The final step concerns calculating the pCS scores for all sets left in Hk. Because 
the aim is to calculate exact scores, an msJh-like method can be used; the main 
difference is that the final scores are calculated only for the elements in Hk. The msht 
hashtable that is required by msJh [8] can also be constructed incrementally during the 
first step, since all the sets are to be seen by the algorithm at least once. 

The pseudocode for this top-k approach described can be seen above in Fig. 7. 
 
4.3. Analysis 
 
Assuming the average hash operation being of constant time complexity, the apCS-ret 
algorithm in Figure 6 is of O(K*|pi|) complexity, greatly reducing the O(K2*|pi|) limit 
that the pCS calculation in msJh requires [8].  

However, a limitation of this heuristic is that its ranking correlation is expected to 
be more accurate when the vast majority of the places in S have an equal or similar 
contextual information set size |pi|. Otherwise, places with a higher pCS than apCS score 
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might be disregarded from the IAdU [8] or BSamp algorithms in the final result, unless 
proper normalization is done. Indeed, the experimental evaluation done confirms the 
initial assessment; for sets containing candidate locations of the same contextual set 
size, apCS proves to be both a good approximate score and a decent heuristic for pCS 
retrieval based on pruning, since it yields a very high rank correlation score, all while 
requiring less time to execute. 
 The top-k extension (k-pCS) in Figure 7, on the other hand, has a worst-case 
O(K2*|pi|) complexity; consider the least optimal scenario where all of the candidates 
are added to the Hk heap during the second step and, thus, the third step would be 
equivalent to simply executing msJh as given in [8]. The rest of the preprocessing steps 
run in at most a linearithmic time with respect to K. However, this extension is expected 
to prune a relatively big number of contextual sets, thus reducing the execution time on 
the pCS calculation step.  

Experimental evaluation shows that the preprocessing time is in most cases greater 
than the time saved on the third step of k-pCS, since in order to obtain an exact score, 
most of the operations on msJh still need to be performed. However, quite a lot of 
elements are pruned during that procedure, suggesting that this pruning method could 
be used with a different version of the algorithm.  

To take advantage of the relative success of pruning for this problem, a different 
contextual score metric, dubbed cpCS, was designed; this corresponds to the exact 
contextual score of a candidate location between only the non-pruned sets after the 
second step (i.e., the candidates remaining in Hk). The motivation behind it is that the 
top cpCS scores for a set S would be correlated with the best exact pCS scores, which 
would prove useful in such cases where k-pCS proves useful, namely when spatial 
proportionality is not important, and only the top k results are important. In that case, 
the msht hashtable later used during the final step is constructed during Step 2. The 
theoretical time complexity to run k-pCS using cpCS remains the same, however since 
pruning removes a significant number of sets, the final score calculation would yield a 
far greater execution time. 

However, while evaluation of this metric confirms that the execution time using 
cpCS is reduced, even by orders of magnitude for larger instances of K, the Pearson 
correlation and Spearman correlation scores between pCS and cpCS vary through 
different instances of K and |pi|, thus suggesting an inconsistency. With this in mind, no 
further experiments were performed using cpCS. 
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5. Biased Sampling Algorithm (BSamp) 
 
In this section, a weighted random sampling approach for the proportionality retrieval 
problem is proposed, based on the idea that spatial proportionality is preserved when 
randomly sampling locations from a region. This algorithm aims to improve execution 
time over IAdU [3] in exchange for a slight reduction in result accuracy. 
 
5.1. Background 
 
Another approach to the proportionality retrieval problem would be to use a sampling 
technique to retrieve a result subset representative of the query’s surroundings. Consider 
the query and dataset on a physical map, as previously shown in Figure 1; randomly 
sampling k places from the map yields a spatially proportional k-subset for the query. 
That is because, if the selection probability is uniform, as usually happens with random 
sampling approaches, one of the places clustered in the same region would in all 
likelihood end up being represented in the result subset. However, since query relevance 
and contextual proportionality also need to be considered, a weight based on those 
scores should affect candidate selection by the algorithm. For this purpose, a biased 
sampling (also referred to as reservoir sampling here) approach can be deployed. 
 Since the holistic HPF score for a candidate location considers spatial 
proportionality, a new HPFN score for each place pi can be defined and is equivalent to 
an HPF score having γ=0 when calculating pF(pi); that is, spatial proportionality is not 
considered for the final score. This can be calculated as follows: 
  
	 HPFN(pi)	=	(1-λ)	*	(K-k)	*	rF(pi)	+	λ	*	pC(pi)		 	 	 (5.1)	
  
Assuming HPFN(pi) scores have been retrieved for each place pi, min-max 
normalization needs to be performed so that each candidate has a probability isc(pi) ∊	
[0,1] to be selected in the subset. Another method of normalization that can be used is 
sum to unity; that is, the selection probability for each place is still proportional to its 
initial weight, though the sum of all probabilities in the isc vector is equal to one.  

Then, these weights, along with a number k of candidates to be selected and the 
original set of candidates, S, are fed to a biased sampling algorithm, which will result 
in a k-subset of places sampled from S based on their probabilities. 
 Since random (and biased) sampling approaches might result in false positives 
and negatives in comparison to an optimal result, such algorithms usually run for a 
number n of iterations. That happens so that the probability of inaccuracies is 
dramatically reduced [23, 24]. An analysis of the error probability follows. 
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BSamp(S,	HPFNS,	k,	n):	
1. isc	=	normalize	HPFNS	
2. For	n	times:	
3. 				RS	=	select	k	places	from	S	using	a	reservoir	sampling	method	and	isc(pi)	

as	the	selection	probability	for	each	place	pi	∈	S	
4. 				For	each	place	pj	∈	RS:	
5. 								CS(pj)	=	CS(pj)	+	1	
6. Add	to	R	the	places	having	the	top-k	CS	scores.	In	case	of	a	tie,	add	the	place	

pj	having	the	highest	HPFN(pj)	score	
7. Return	R.	

	
Figure 8: BSamp Algorithm 

 
Finally, the results from each iteration can then be aggregated, and the final k-

subset presented as a result, R, will be the top-k places that have been selected by the 
algorithm the most times. In case of a tie that would result in one of the tied candidates 
not to be selected for R, the place(s) having the highest HPFN score will be selected; if 
a tie also applies for the HPFN scores, the selection can be done arbitrarily. 
 The biased sampling algorithm, BSamp, can be seen in Figure 8. 
 
5.2. Analysis 
 
The number of iterations n to be chosen is an important factor for result accuracy, since 
with n increasing, the probability of inaccuracies drastically decreases. Assuming the 
extreme case of a uniform probability of candidate selection, the probability of an 
“optimal” place to be returned on a single run of the reservoir sampling algorithm would 
be equal to k/(K+1) (Remark 5.1), independently of which other elements have been 
returned in the reservoir [30]. For a false negative to present, i.e. such an optimal 
candidate location pi not to be returned in R after running the experiment for n times 
and being selected x times, it means that another candidate pj should have been selected 
by the algorithm y times, where y≥x. Thus, and denoting P(X) as the probability for a 
boolean condition X to hold true, pjy as the condition that a candidate pj is picked by the 
random sampling algorithm exactly y times and A’ as the condition that the optimal 
candidate pi does not appear in the final subset R, we have: 
 
	 P(A’)		=	P(pix)	*	P(pjy)	*	P(y≥x)	 	 	 	 	 	 (5.2)	
 
since all those conditions are independent to each other. Now, consider the extreme 
scenario where all the elements are being picked by the algorithm in order; in that case, 
each element has been picked at least ⌊K/n⌋ times (notice that the floor function is 
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applied if K is not perfectly divisible by n). Considering that x corresponds to a 
candidate that is optimal and should, therefore, appear in R, x should range in [⌊K/n⌋,n]. 
If we consider y=x+c, where c can range between [-⌊K/n⌋, n-⌊K/n⌋]; therefore, there are 
n+1 different values it can take in total (Remark 5.2). In order for y to be greater or 
equal to x, c should range in [0,n-⌊K/n⌋] in the worst scenario where x=⌊K/n⌋, and as 
such, there are n-⌊K/n⌋+1 instances where y ≥ x holds. Since all instances of c in that 
range make the premise of A’ true, the probabilities of all those scenarios can be 
summed to derive that probability. Taking again only the extreme scenario where 
y=⌊K/n⌋ and thus c=0 (we can easily observe that the probability for A’ to hold will be 
less than that), we can transform Eq. 5.2 to an inequality as such: 
 
 P(A’)		≤	P(pix)	*	P(pjx)	*	P(c=0)	 	 											[from	Eq.	5.2,	y=x+c,	c=0]	
	 	 ≤	(k/(K+1))⌊K/n⌋		*	(k/(K+1))⌊K/n⌋	*	1/(n+1)			[from	Rem.	5.1,	5.2]		
	 	 ≤	(k/(K+1))2⌊K/n⌋/(n+1)	 	 	 	 	 	 (5.3)	
 
giving us a loose upper bound of the probability that an optimal candidate is not finally 
presented in R. Of course, with selection weights in the equation, the true probability 
for A’ decreases even further. 

Experimental evaluation for a limited set of parameters indicated that n=3k 
yields good results, both in algorithm runtime and approximation quality, measured in 
both precision recall (that is, the final subset returned is similar to the one from IAdU) 
and similarity of the holistic scores for the result set R using IAdU with those of the 
result set obtained by BSamp. 
 To produce the vector of probabilities isc, min-max normalization to [0,1] was 
used; the sum-to-unity method was experimentally evaluated but produced slightly 
worse results in accuracy. This effect was expected, considering that reducing the 
selection probability might result in some of the places having the highest weights not 
being selected for the result subset if multiple places have similar scores. Moreover, 
regular normalization practically guarantees that the candidate with the highest weight 
will be present in R, while sum-to-unity normalization does not. 

The BSamp algorithm for the proportionality retrieval problem (Fig. 8), has a 
complexity that heavily depends on the reservoir sampling method chosen for the 
second step of the algorithm. Since it runs for a number n of iterations, the complexity 
would be O(n*T(rs) + KlogK), where T(rs) is the complexity for the chosen sampling 
method, with a linearimthic overhead with respect to the size of S for the sorting needed 
for retrieval of the k places with the highest selection count. For this work, the state-of-
the-art A-ExpJ biased sampling algorithm is chosen, having an O(klog(K/k)) 
complexity, as previously mentioned in Section 3.2. Using those parameters, the 
algorithm’s time complexity is O(k2log(K/k) + KlogK). With k being strictly less than 
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to K (and vastly smaller than K in practical usage), a significant reduction in execution 
time is expected when compared to IAdU. 
 The evaluation confirms the previous assessment, resulting in reduced execution 
time, especially for larger instances of K, while the loss of accuracy decreases with the 
result subset size k increasing. More details are reported in Section 6.3.3. 
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6. Evaluation 
 
This section presents the experimental evaluation of the previously suggested heuristics 
and algorithms. First, the settings of the experiment are mentioned, including dataset 
properties and augmentation. Then, the algorithms are compared in both execution time 
and approximation quality with their respective baseline methods; namely, apCS-ret 
and k-pCS are compared with msJh [8] and BSamp with IAdU [3]. 
 
6.1. Experimental Settings 
 
All the experiments performed were based on a smaller dataset generated from the 
DBpedia dataset [28], which was also used for experimental evaluation of the 
frameworks in [3, 7]. Its original RDF graph consists of 8 million nodes (out of which 
0.8 million correspond to locations) and 72 million edges. From that dataset, results 
from ten different queries, all consisting of around 200 candidate location nodes, were 
used for the experiments. To remain consistent with the evaluation of the baseline 
framework in [8] and in order to construct a contextual set for each candidate, all 
keywords from neighbouring vertices to that candidate in the corresponding RDF graph 
(around 80 for each set) were selected. The relevance score rF, which is already 
assumed to be known for the proportional retrieval problem, was calculated combining 
the jaccard similarity of the contextual set of a place to the keywords in the original 
query, with the normalized distance of the candidate to the original query location. To 
perform experiments for larger numbers of K and contextual set sizes, data was 
artificially generated to enrich the dataset; the method used is explained in Section 6.2. 
  Similar to the baseline methods in [8], each query was run with a candidate set 
S of size K in {20, 40, 50, 60, 100, 150, 200, 400, 1000}, each place pi in S having a 
fixed contextual set size |pi| in {20, 40, 50, 60, 100, 150, 400}. As for the number of 
candidates returned, k, the original range of experiments was expanded to {5, 10, 20, 
50, 100}, where always k < K, so the efficiency and approximation quality of the BSamp 
algorithm are better evaluated. For all the experiments, the grid size |G| for spatial 
proportionality chosen was equal to 100, as was the default setting for [8]. Finally, the 
λ weight chosen for all experiments was equal to 0.5, that is, relevance and proportional 
scores are equally important for the results. The same applies for the importance of 
spatial over contextual proportionality (γ = 0.5). 

The execution times, correlation and HPF loss scores presented for each 
experiment in Section 6.3 are non-weighted averages of the measurements taken from 
all ten defined queries in the dataset, ran on the same parameters. 
 Both the baseline methods and the suggested algorithms were implemented in 
Java (runtime environment version 8.0.31). All experiments were run on a 2.2GHz, 6-
core machine, having 16GB of memory and running macOS 11.5.2. 
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6.2. Dataset Augmentation  
 
As previously mentioned, each generated query for the evaluation contains a limited 
number of valid candidate locations close to 200. Thus, in order to evaluate the 
suggested heuristics and algorithms for the chosen parameter sizes, an approach is 
needed to either reduce the dataset if the chosen K is less than the number of available 
real locations, or enrich it with artificial candidates for a larger K. The same applies for 
the contextual set sizes |pi| for each candidate, as the obtained sets range between 40 
and 60 elements in size.  
 When the number of locations desired for the experiment were less than the 
available data, the candidates comprising the set for the experiment were chosen 
uniformly in random, all while ensuring that the candidates are unique (i.e., the same 
candidate location cannot appear twice in the presented set S). Similarly, a fixed number 
of |pi| unique elements are chosen in random from the available contextual keywords in 
the original pi’s set if the contextual set for that location contains more elements than 
the parameter chosen for that experiment. 
 However, when the generated queries do not contain enough data for the 
experiment’s parameters, new candidates and contextual items have to be generated. To 
create an artificial place, the location from one of the pre-existing candidates is chosen 
uniformly in random. For such an artificial location, a contextual set of size |pi| is 
incrementally generated by either picking a unique contextual item from a pool 
consisting of all the candidates’ contextual items with 90% probability or randomly 
generating a 10-character alphanumerical string with 10% probability. The latter is done 
so that a completely unique contextual element is created (with an insignificant 
probability that the string generated is exactly equal to one of the keywords already in 
the contextual set, although in that rare case the string would be discarded by the 
augmentation algorithm), thus ensuring that new location properties appear in the map, 
to make accuracy evaluation even more robust by reducing the chance of identical 
candidates being created. The probability for random string generation was chosen 
considering the overall contextual item pool from the queries. For pre-existing 
candidates generated by the query that need their contextual set enriched, the same 
technique is used for all new contextual items. 
 Dataset augmentation, where needed, is performed once for each set (K,|pi|,k,q) 
of parameters, where q is the running query. 
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6.3. Results 
 
In this subsection, results from the experimental evaluation are reported and analyzed. 
The default settings chosen for the experiments are the representative values 
K={150,400}, |pi|={40,100} in order to show performance both for practical values 
corresponding to real-life queries and values obtained after augmentation. For most 
experiments (apart from Section 6.3.3), k is equal to 10 since k affects neither execution 
time nor result accuracy. When the results between the different parameters are similar, 
only a plot with varying K, |pi| = 40 and k = 10 is shown. 
 The metric used to determine the efficiency of the algorithm is a simple 
comparison of execution time against its baseline approach. For approximation 
accuracy, some of the following measures are used, comparing an experiment vector A 
and a baseline vector B: 
 

(a) Recall [26]: measures the percentage of elements from B found in A and 
corresponds to how accurate, in terms of the elements chosen, A is in 
comparison to B. Takes values [0,1], with a score closer to 1 indicating better 
result accuracy and scores closer to 0 suggesting that the result in A is not a 
good approximate compared to B. 

(b) Pearson Correlation [27]: measures the ratio between the covariance of the 
two vectors. It is an indication of whether a linear relationship exists between 
A and B. Takes values [-1,1], with values closer to 1 indicating a linear 
relationship between the two vectors, values closer to -1 suggesting an 
inverse relationship and scores closer to 0 indicating that such a correlation 
does not exist.  

(c) Spearman Correlation [25]: also referred to as ranking correlation, 
corresponds to how the rankings of A change (that is, their index in 
descending order of values in A) as rankings in B change. Takes values [-
1,1], with values closer to 1 indicating a positive association of the two 
vectors, values closer to -1 showing a negative correlation and scores closer 
to 0 suggesting no rank correlation. 

 
As for the BSamp algorithm, approximation quality is measured by counting the ratio 
of absolute difference between the HPF scores for the subsets RBSamp and RIAdU, those 
being the result subsets obtained from BSamp and IAdU respectively, divided by 
HPF(RIAdU), as such: 

 
Q	=	(HPF(RBSamp)	-	HPF(RIAdU))	/	HPF(RIAdU)	 	 	 	 (6.1)	
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6.3.1. apCS Evaluation 
 
To evaluate the apCS heuristic, all three aforementioned scores were measured, yielding 
astonishing results for the queries. In most of the cases, the ranking correlation and 
linear correlation scores between the apCS and pCS scores obtained are extremely close 
to 1, as can be seen in Figure 10, while none of those scores fall under 0.95 for any set 
of parameters (K,|pi|,k). The precision recall metric here, defined as the ratio of the 
number of elements having the top k apCS scores that exist in the k elements of S having 
the best pCS score, further confirms the good approximation quality of apCS, with most 
of the experiment having a perfect apCS recall and that score only dropping down to 
99% only on two of the occasions. 
 As for efficiency, the initial assessment (namely, that apCS-ret would result in a 
reduced runtime) proves to be correct; observe in Fig. 9, that especially for greater 
values of K and |pi|, the execution time is reduced to as much as a third of the time 

(a) Execution time, varying K (b) Execution time, varying |pi| 

Figure 9: Efficiency of apCS-ret in comparison to msJh 
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Figure 10: Approximation Quality of apCS as a heuristic compared 
to pCS 

0,1

1,0

10,0

100,0

20 40 50 60 100 150 400

apCS-ret vs. msJh Execution 
time (ms, varying |pi|, k=10)

pCS (K=150) apCS (K=150)

pCS (K=400) apCS (K=400)

0,1

1,0

10,0

100,0

20 40 50 60 10
0

15
0

20
0

40
0

10
00

apCS-ret vs. msJh Execution 
time (ms, varying K, k=10)

pCS (|pi|=40) apCS (|pi|=40)

pCS (|pi|=100) apCS (|pi|=100)



 26 

needed with msJh execution, as was expected from a vastly greater theoretical time 
complexity. 

These findings suggest that apCS qualifies for usage consideration either as a 
heuristic for pruning, or as an alternative to pCS, at least for cases where the contextual 
set size is fixed. However, further experiments must be done to determine 
approximation quality for instances with dissimilar set sizes; the execution time should 
still be expected to be superior to msJh.  

 
6.3.2. k-pCS Evaluation 
 
In order to evaluate the top-k extension to the apCS framework, the k-pCS algorithm 
was run in comparison to msJh. The results of the experiments, seen above in Figure 
11, indicate that msJh, in almost all cases, is superior to k-pCS in efficiency, with the 
runtime of the former being slightly less than that of the latter, as the time saved by  
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pruning sets is usually less than the preprocessing time needed to generate msht and 
iterate through the heaps. Notice here, that the total execution time reported for k-pCS 
includes the calculation of the apCS scores, as reported above in Figure 8, though the 
time needed by the top-k algorithm would still be similar to that of msJh. With this note 
in mind and considering that the msJh produces a superset of values compared to that 
of k-pCS, one can argue that it has no effect in increasing efficiency for contextual 
proportionality score calculation. 
 However, the ratio of sets pruned divided by K is noteworthy. As can be seen in 
Figure 11, the ratio and therefore, the total number of sets pruned, increases along with 
K, suggesting that heap-based pruning can prove to be an efficient approach, as long as 
a more efficient algorithm or metric is defined. On the other hand, we observe a 
dramatic decrease in the ratio of sets pruned while |pi| increases. A possible reason  
 
 

(a) Execution time, varying K (b) Execution time, varying |pi| 

(c) Execution time, varying k 

Figure 12: BSamp Efficiency in comparison to IAdU (using pCS) 
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behind that observation might be the presence of larger apCS scores, caused by the 
presence of more contextual items in a set; this calls for further evaluation of a 
normalization method for the pruning approach. Another possible reason lies behind the 
augmentation method, with which the contextual sets are reduced or enriched; albeit 
unlikely, there is a possibility of presence of a lot of redundant keywords in the 
contextual sets, causing the same issue as before. 
 As previously mentioned in Section 4.3, another contextual proportionality 
metric (cpCS) based only on the non-pruned sets was defined and experimentally 
evaluated for a smaller range of parameters, decreasing execution time and increasing 
the pruning ratio. However, the correlation and ranking correlation scores obtained 
comparing cpCS scores with the best pCS scores were not consistent, thus no further 
experiments with this metric were evaluated. 
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Figure 13: BSamp Approximation Quality in comparison to IAdU (using pCS) 
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6.3.3. BSamp Evaluation 
 
The experiments on the weighted random sampling algorithm focused predominantly 
on its efficiency and approximation quality compared to IAdU. For all the experiments, 
the exact pCS score was used for the calculations of the weights, which were then 
normalized to [0,1]. As previously mentioned in Section 5.2, sum-by-unity 
normalization was evaluated for a limited set of parameters, yielding worse results in 
approximation, and thus was disregarded from future consideration. 

As expected and observed through Figure 12, BSamp always runs faster than 
IAdU, especially for larger sizes of K and |pi|, where the execution time is decreased 
even by an order of magnitude. The experiments with a k variance show no significant 
effect with respect to runtime; as can be seen, BSamp does indeed run faster than IAdU, 
however the execution time is increased by the same rate on both algorithms. 
 On the other hand, the approximation error metric used to evaluate BSamp (Eq. 
6.1) yields some interesting results. In Figure 13, we can see that the approximation loss 
percentage increases with the set size K increasing, which may be due to multiple 
candidates having similar contextual proportionality scores and, thus, relatively similar 
selection probabilities. Another possible culprit may be the relatively small number of 
iterations n (recall from the analysis in Section 5.2, the number of iterations chosen was 
n=3k); vastly increasing that number to increase accuracy, though, will result in 
execution time getting higher. This effect cannot be seen for a varying contextual set 
size |pi|; the results from the experiments lead to the conclusion that there is no clear 
correlation between |pi| and approximation error. 
 However, with k increasing (and thus, the number of iterations of the reservoir 
sampling algorithm), the approximation loss greatly decreases, and BSamp even 
performs better than the greedy baseline approach of IAdU for some cases, while it still 
runs faster than IAdU (Fig. 12). This effect is due to the number of runs increasing, 
which leads to fewer false negatives in the resulting subset. 
 As we can see from the evaluation, BSamp can be used as an alternative for IAdU 
for the proportional selection problem, especially for larger candidate sets and when a 
bigger number of places shall be retrieved. Despite the highest approximation loss 
reported in the experiments only being 19.2%, this could still be considered relatively 
large. To bridge the execution time and approximation error gap, a hybrid approach 
could possibly be considered, using IAdU for smaller location sets with a size below a 
certain threshold and BSamp for larger ones, possibly combined with more heuristics. 
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7. Conclusions 
 
In the present thesis work, three approximate algorithmic approaches are introduced, 
aiming to improve efficiency over the proportional selection problem framework for 
keyword searching on geolocation data, at a small loss of accuracy. First, two methods 
are suggested to reduce the computational costs for the slowest component of the 
system, the calculation of the exact contextual proportional score. For this purpose, the 
approximate contextual proportionality score (apCS) is defined, along with an efficient 
algorithm for its retrieval (apCS-ret). Then, apCS is used as a heuristic to facilitate 
pruning in a top-k exact score retrieval algorithm (k-pCS). Finally, a biased sampling-
based algorithm (BSamp) is introduced as an alternative to previously proposed greedy 
algorithms for the problem.  
 The experimental evaluation of these algorithms confirms that, at least for the 
common case of the contextual sets being of equal size, the approximate score apCS 
can be used either as its own standalone contextual proportionality score, or as a 
heuristic for pruning elements in a top-k approach. It furthermore suggests that the 
weighted random sampling method, BSamp, could be used as an alternative to IAdU 
for the proportional selection problem, especially when a significant number of points 
of interest can be found in the queries’ surroundings. However, the experiments also 
point out that while pruning-based candidate elimination could prove to be a decent idea 
for specific instances of the proportional retrieval problem, the top-k extension 
proposed for calculation of the best exact contextual proportionality scores (k-pCS) is 
not viable.  
 
7.1. Limitations 

 
Although the experimental evaluation boasts improvements over the baseline greedy 
algorithms, the underlying assumption that ensures a good approximation quality is that, 
in all experiments, the contextual set size for each candidate was kept fixed throughout 
the set, as was the case for the evaluation for the baseline approaches for this work. That 
is also the main limitation of this work; indeed, the contextual set size might be fixed 
in certain instances, i.e., when sub-datasets are preconstructed based on query 
relevance, however when querying in a dataset with dissimilar contextual set sizes, the 
approximation quality of apCS may vary. In fact, one would expect the correlation 
levels to dramatically decrease, since the denominator would now greatly affect the 
final score.  
 Another parameter possibly affecting the results, albeit by a much smaller 
margin, would be the method used for dataset generation, specifically for contextual set 
enrichment. Since new artificial alphabetical strings corresponding to contextual item 
keywords are generated with a 10% probability, while there is a 90% chance of adding 
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a uniformly random contextual item from the pool of available contextual items from 
all available candidates, multiple similar contextual sets may be obtained, thus possibly 
affecting apCS approximation quality and pruning measurements. This factor does not 
affect the accuracy results in practice, considering that the contextual size pool is 
extremely large, all while new contextual items are also added to the pool with a 
substantial probability, but it should regardless be considered. 
 Finally, while the current evaluation has shown positive results for this smaller 
collection of queries from the DBpedia dataset, the proposed algorithms have not been 
evaluated against the entire set, or other datasets. To be able to confidently suggest the 
efficiency and effectiveness of the algorithms, experiments on other datasets, 
corresponding to real-life geolocation data, need to be performed. 
  
7.2. Future Work 
 
For future work, the limitations discussed in the previous subsection should be 
addressed, mainly the fixed contextual set size constraint. More experiments on other 
geolocation datasets should also be carried out in order to further evaluate the suggested 
methods.  
 Since weighted random sampling has indicated to be a good alternative for the 
proportional retrieval problem, future work could also include the design and evaluation 
of a hybrid approach between the IAdU and BSamp algorithms.  
 Moreover, since set pruning is shown to have an effect despite the top-k model 
failing to yield good execution time, it might be of interest to design a new algorithm 
and score to facilitate that. 
 Finally, with the algorithms performing quite well under the experimental 
settings, it would be intriguing to observe their level of integration with well-known 
location-sharing applications, such as Google Maps. Also interesting would be to 
evaluate a user using such an application with the embedded algorithms in real life. 
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