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Abstract

Where there has been a steady development of Optical Character Recogni-
tion (OCR) techniques for printed documents, the instruments that provide
good quality for hand-written manuscripts by Hand-written Text Recogni-
tion methods (HTR) and transcriptions are still some steps behind. With
the main focus on historical ciphers (i.e. encrypted documents from the past
with various types of symbol sets), this thesis examines the performance
of two machine learning architectures developed within the DECRYPT
project framework, a clustering based unsupervised algorithm and a semi-
supervised few-shot deep-learning model. Both models are tested on seen
and unseen scribes to evaluate the difference in performance and the short-
comings of the two architectures, with the secondary goal of determining
the influences of the datasets on the performance. An in-depth analysis of
the transcription results is performed with particular focus on the Alchemic
and Zodiac symbol sets, with analysis of the model performance relative
to character shape and size. The results show the promising performance
of Few-Shot architectures when compared to Clustering algorithm, with
a respective SER average of 0.336 (0.15 and 0.104 on seen data / 0.754
on unseen data) and 0.596 (0.638 and 0.350 on seen data / 0.8 on unseen
data).
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1. Introduction

I suppose it is tempting, if the only tool you have is a hammer, to
treat everything as if it were a nail.
(Abraham Maslow, 1966)

The direct, logical thought that might stem as a consequence from the afore-
mentioned words of Maslow is "with various tools come different possibilities".
While this can be perceived as a generic sentence with plenty of topics that can
be related to it, it matches perfectly the core concept at the foundation of this
thesis; but more about that later, for it is necessary to provide context before
attempting any hasty explanation.
In modern times it is quite easy to scan any paper document, picture or

computer screenshot that presents some kinds of typed text and "extract" such
text with little to no effort given the proper tools; however, things become
definitely more complicated when the automated machine that should be assisting
an human user has to deal with handwritten text. Due to the fundamental
difference between printed text and handwritten text, which lies in producing the
same exact shape multiple times without variations of sort, it is understandable
the delayed speed at which the development of handwritten text recognition (or
HTR for short) has progressed. Luckily the development speed in the field has
improved with the advent of performing technologies such as neural networks
and their use in the creation of multi-layered models (called as such deep) with
different "learning" methodologies, defined by the term deep-learning algorithm
(more on the topic in Schmidhuber, 2014). One more useful macro division of
these models is dependent on the amount of organized training data needed by
the model, defined as supervision: models that do not require labelled (organized
in pairs) training data are called unsupervised, models that do require lots of it
are called supervised and models that need few of it and use it as support are
called semi-supervised.
With all of the necessary background information provided through this

brief introduction, the focus can switch to the experimental framework and
the models and the data — which are both provided within the DECRYPT
project framework. Given the aim of the project of developing resources and
tools for the transcription and decoding of historical ciphers, in order to aid
in the deciphering of the thousands of historical manuscripts that would never
be approached without an of automated method, it is not surprising to find
a number of transcription tools and a database of historical ciphers and keys
available within the project (Megyesi et al., 2019). An obligatory note has to be
made regarding one of the characteristics of ciphertexts, the variation of symbols
that can occur in the document: from Latin alphabet letters to diacritics mixed
with numbers, from Zodiac signs to apparently random collections of squares,
dots and geometrical shapes, each cipher possesses its own "alphabet", a set of
mixed symbols that may vary greatly from one text to another (Megyesi et al.,
2020).

The models that are evaluated in this paper are the following two algorithms,
named for sake of convenience after the characteristics of the model and/or with
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the same name-tag used within the DECRYPT project framework.
. Clustering, an unsupervised learning algorithm comprised of a four-step struc-
ture with preset and custom parameters, providing an offline semi-automated
transcription tool able to tackle several pages at a time through the use of label
propagation manually tweak-able by the user (Baró et al., 2019);
. Few-Shot, a deep-learning algorithm with an elaborate structure that makes
use of a recursive shot-based pooling architecture and works accurately on line-
level, with the only supporting features obtained from the dataset alphabet
(Souibgui et al., 2020). Between all the models, it is the one with the less human
interaction — with only two parameters to tweak. The questions that direct my
work towards given goals are the following:

• How well do the Datech and Few-Shot transcription models fare in providing
correct transcriptions, which are complete transcription of all characters
and lines in a cipher image in the correct order, through largely diverse
functioning algorithms?

• How well do the two transcription systems perform on different symbol
sets (e.g. alphabetic symbols, Zodiac symbols, digits)?

• If and how do the characteristics of each graphic symbol influence the
performance of the models (e.g. elongated characters, wide characters,
multi-line characters) and where do the systems encounter most difficulties?
. If the graphic peculiarities of symbols are effectively influencing model
performances, can we provide an analysis of which characteristics might
be responsible in influencing the tools?

• Given a handwritten document provided by the user, what is the best
model to apply in order to have the most accurate transcription given the
user machine, the document symbol set and the amount of pages?

All of these questions have their answers provided both with data in the Result
section of the thesis, Chapter 6, and clearly stated in Chapter 8 — the conclusion
of this thesis. More information about the topic and related data available on
the subject, including frequent challenges in this line of work, can be found in
the next section, Chapter 2. Chapter 3 and 4 provide respectively more details
about the ciphers involved in the experimentation and a clear definition of what
the aforementioned tools are and how they work. The experimentation report is
available in Chapter 5, with further information in the Appendix.
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2. Background

In order to introduce some grounding information about the topic of the paper
and the over-arching framework provided by the DECRYPT project, this chapter
presents some more details about the history and development of image processing
and deep learning architectures. To provide the necessary background for the
chapters to come, the next section provides explanation of the different kinds of
learning architectures as well as a brief historical analysis of image recognition
techniques. The focus then shifts to the project framework, the overall goals and
the previous publication within the field.

2.1. Image Processing
2.1.1. OCR and HTR in Historical Texts
Given that the oldest and most famous piece of hardware for text recognition
dates back to 1960s "reading machine" invented by Jacob Rabinow, and the first
omni-font (not constricted by a single or limited amount of font styles) OCR
software was developed by Raymond Kurzweil in 1976, it is easily understandable
how the development of OCR has led to the most modern iteration of the related
technologies. Nowadays the time needed to manually write down a certain
document can vastly exceed the time needed by an automated machine into the
preferred format through the use of image processing technologies — a general
term that refers to all forms of processes that elaborate a digital image through
the use of a given algorithm (Gonzalez and Woods, 2008). The recognition of
printed characters in digitalised images is possible even with some freely available
online text-recognition instruments (e.g.OCR Space1, which stood out after a
quick Google search for its consistent results even with non-linear text positioning
and low contrast characters), and provides an array of possible target document
formats for a transcription, be it plain text, PDF, Microsoft Office Document
and so on. However, where the progress in model structures and algorithms
has led to the trending use of deep-learning structures in the field of Optical
Character Recognition, the development of technology has not yet reached the
point where general OCR models are the suggested solution for handwritten text.
Even with heightened results in the transcription of complex printed documents,
due to the increment in the amount of data available satisfying the requisites
for improvement in the accuracy of a good part of the implemented models, the
possibility of transcribing correctly handwritten documents from the modern
era — let alone historical manuscripts — through common OCR techniques has
not to be taken into account.

Even without considering that handwritten documents present at least some
degree in variation between multiple iterations of the same graphic character,
the sheer amount of labelled data that would be needed to produce accurate
results with the standard OCR models is unavailable and impractical to use.
This leads to requiring the implementation of specific structures in order to

1https://ocr.space/
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include the capability of transcribing handwritten texts with standard OCR-
oriented architectures (Ingle et al., 2019). Furthermore, the very specifics of
the manuscripts put under scrutiny by the models are almost set to match the
weak points of what is needed for a standard OCR model to work: the use
of recurring alphabets and repeating groups of characters is limited, in favour
of one-off alphabets and long, unstructured sequences of symbols that present
visible differences (Yin et al., 2019). Therefore the need for specifically tuned
Handwritten Text Recognition models leads to the use of different architectures
with a more complex nature in the extraction of data from digital images in
order to connect the common characteristics of the variants for the same letter;
said architectures are typically used for off-line transcription, relying on the
recognition of characters through the use of digital images as input and their
transformation when going through the model structure (Johansson, 2019).
However, the challenges that the models need to overcome are many and of non
trivial difficulty; the one identified as the most important is the localization
and identification of the parts of the documents that are actual text, as well
as their segmentation into subsequently smaller parts (paragraphs, lines, and
symbols) (Chen et al., 2020). In order to develop architectures that can manage
the amount of information required to recognize characters in a document from
one another, and to map the underlying ground truth in the images with the
correct transcription through specific functions, the focus in recent years has
moved to the well-performing structures of Neural Networks.

2.1.2. Recursive Architectures and Unsupervised Models
Due to the progress in recent years regarding the development of Artificial
Neural Networks (ANNs) and their performance, there has been a growing
implementation of layered structures (providing "depth" to the architecture)
that recursively process large amounts of annotated data in order to find the
correct mapping function that associates the digital image to the ground text
alphabet, in order to tune the model and produce the correct output when
transcribing. There are multiple examples of these multi-layered structures of
algorithms, that have been defined as deep-learning algorithms precisely for
their layered shape and the transmission of information through the shape.
Some ANNs implement a sequence of layers that transmit information to the
ones below with a window of context, thus providing what is called as shift-
invariance classification — that allows the ANN to avoid having to determine
the beginning and end points of inputs before classifying them, and therefore
gives the ANN the connotation of TDNNs, or Time-Delay Neural Network
(Schmidhuber, 2014). Other architectures implement a sequence of layers that
transmit part of the information towards the output and part of it towards the
layer itself in a recurrent way, and are therefore called Recurrent Neural Networks
(RNNs); an example of such algorithm has been used for the transcription of
numerical ciphers (Fornés et al., 2017). In the case presented by Fornés et
al, a more elaborate architecture derived from RNNs has been implemented:
the Multi-Dimensional Long Short-Term Memory architecture (MD-LSTMs),
which has been used to produce a transcription from an image that was already
segmented — thus allowing the model to avoid one of the hard challenges of
image recognition; the output, however, still required human correction to be
on the same level of manual transcriptions. Another batch of architectures that
have been used for the transcription of ciphers are the Convolutional Neural
Networks (CNNs), which implement in their structure one or more convolution
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layers, followed by one or more pooling layers; similar architectures have been
used to transcribe manuscripts from the Vatican Secret Archives (Ammirati
et al., 2017, Firmani et al., 2018); the results presented in Firmani et al., 2018
show that nevertheless the parameter combination, the resulting transcriptions
require human correction in ∼35% of the best case scenario outputs. However,
the downside of the proved efficiency of the architectures presented above in
this section is that all of the mentioned ANNs are supervised models: as one of
the three "categories" of deep-learning algorithms, supervised models require
training data that has been annotated — meaning that the data is composed of
input-output pairs to give the model a direct correlation between a certain input
and a certain output. Given the unfortunate need for huge amount of labelled
data to be able to learn the right mapping functions to match the data input
with the underlying ground truth, these structures end up being impractical to
use with cipher texts, notorious for the lack of readily available labelled data
(Souibgui et al., 2020).

The use of supervised models is therefore discouraged in favour of other
structures, for example unsupervised architectures (Baró et al., 2019): these
models do not require the gathering of large quantities of labelled data — which
would not be available for unknown ciphers, nor would be useful to gather
such information for a model that would be specialized on very few ciphers
given the alphabet variation between manuscripts. On the other hand, large
amounts of data is fed to the model without any labeling and thus with no
example of preexisting organization and mapping between the data and the
ground truth; this task is delegated to the model itself, e.g. through clustering
processes, as does the Clustering model evaluated in this paper (Baró et al.,
2019). This is the preferred line of action when there is an extremely large
amount of raw data (or unlabeled) and to recreate similar situations of no-label
availability in labelled datasets. Another type of algorithm structure that is
preferred over the supervised algorithms is the semi-supervised kind: this kind
of algorithm merges the functionalities of the two aforementioned methodologies
by feeding the models on a small amount of labeled data and a large amount of
unlabeled data, mixing the heightened accuracy innately present in supervised
models with the largely inexpensive nature of unlabeled data usually found for
unsupervised models. One clear example of such architecture is the Few-Shot
model that is evaluated in this paper (Souibgui et al., 2020). Given the rising
focus on unsupervised and semi-supervised models in order to work towards
an automated transcription of historical ciphers, it is not surprising that both
models taken under scrutiny for this paper are part of the latter two types of
"supervision" in models.

2.2. The DECRYPT project, the DECODE database and
Previous Work

The publications within the framework of the DECRYPT project are abun-
dant and variegated, representing an array of the different directions in which
the project has been developing 2. Starting from the optimal decipherment of
historical ciphers (Yin et al., 2019) and reaching the directions in transcrib-
ing ciphertexts with a system developed for storing and collection (Megyesi,
2020a), the evolution of the project goals has led to the development of one of

2https://de-crypt.org/publications.php
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the most useful instrument to manage collections of historical ciphers — the
DECODE database. Developed between 2015 and 2018, the database has been
publicly released in 2019 and currently contains more than 600 ciphers, with
an estimated amount of transcribed ciphers equal to 35%, and an estimated
amount of decrypted ciphers equal to 32%. Due to the development of search
function to make the data collections easily interactible by the average user, the
database has in fact become an open access resource of a plethora of digitized
image collections with the corresponding metadata about the cipher, e.g. the
current collection location, the owner, when was it written and further historical
information (Megyesi et al., 2019). Giving user access to the transcribed ciphers
and their manually annotated transcriptions (Megyesi, 2020a, Megyesi, 2020b)
does not simply allow anyone to easily read the symbol-ridden encrypted texts,
but provides the potential of creating large sets of annotated data and even larger
sets of unlabelled data for unsupervised and semi-supervised architectures. Thus,
the usefulness of such collection of data is immeasurable for anyone in the field of
historical cryptology and also proves to be a precious aid for the development of
any transcription instrument focused on the automated transcription of historical
manuscripts.

Therefore it should not be surprising to notice that in the publication history
of the DECRYPT project that there has been an abundance of transcription
tools developed within the project framework with the DECODE database as a
source of information and as a transcription target, with the immediate example
of the models chosen for the evaluation for this thesis (Baró et al., 2019, Souibgui
et al., 2020); the architectures that have just been mentioned are only the most
recent iterations in the instrument developed within the project framework.
Some earlier examples of instruments developed for ciphertext transcription
include a supervised method based on a Multi-Dimensional Long Short-Term
Memory Blocks Neural Networks, or MD-LSTM for short (Fornés et al., 2017), a
supervised learning architecture derived from RNNs as previously mentioned; a
supervised model with Sequence2Sequence attention mechanism (Renfei, 2020),
developed with the combination of a CNN architecture to process the input image
(building block defined as an encoder), an Attention Mechanism (which purpose
is to distribute computational resources in various parts of the model) and a
decoder ; lastly, a peculiar derivative of the Clustring architecture evaluated in this
paper, the ITT (Johansson, 2019). The ITT, or Interactive Transcription Tool,
is an online web-tool developed through the implementation of a coding-light
version of the Clustering architecture in the shape of an interactive web page
instead of a python executable file, in order to make the use of an architecture
similar to the one presented in Baró et al., 2019 more achievable by the average
user on the net.
It should be easy to infer at this point the scope of the DECRYPT project

and its development during the years in order to achieve the decided goals,
namely providing open access resources for the researchers in the fields of
historical cryptology through the collection, analysis and decryption of historical
ciphertexts with aids such as the DECODE database, the language models and
transcription tools developed and published within the framework of the project.

11



3. Data
The choice of manuscripts for the evaluation of the transcription of ciphers has
led to the use of three different ciphers, each of them sharing some characteristics
and differences in their nature as further explained in this chapter. The main
reasons behind the choice were their availability as data, the presence of a manual
transcription to act as ground truth for each manuscript, and the commonalities
in their symbol sets. Moreover, between the three ciphers chosen, two have been
previously used in analysis and research with the transcription tools. Provided
below are an overview of the general characteristics of the three manuscripts, an
analysis of their graphic peculiarities and their alphabet, and the organization
of the pages taken from these texts to be used as test data in this paper.

3.1. Overview of the manuscripts
The three paragraphs that follow, named after the three different ciphers that
constitute the source of data for the experiments that have been performed,
provide an overall presentation of each cipher and its peculiarities. The reported
information ranges from the date of production of the cipher, more or less precise
depending on the encoded piece, to the composition of the manuscript on a
symbol-level with details about the type of alphabet (abstract characters, Roman
letters, et cetera), to the length and purpose of the cipher. A more detailed
distinction between the various split categories and the amount of pages used
for the experiments is provided in the next sections of this chapter, with the
addition of two tables conveying the details of the various page sets.

The Borg cipher. An encoded text composed of 408 pages that traces back to
the 17th century, written with an alphabet consisting of 34 different characters
ranging from Zodiac and alchemical symbols to Roman letters and diacritics.
Once deciphered it revealed a text containing pharmaceutical and medical
knowledge, secrets and superstitions of that time, written in Latin and partly in
old Italian. The manuscript is exceptionally long (reaching a total amount of
408 pages) and is mostly encoded, an exception being samples of cleartext (parts
of handwritten text not written in code) in Latin, generally titles of subsections
and part of the first and last two pages (Aldarrab et al., 2017).

The Copiale cipher. A manuscript that can be dated back to approximately
1730, contains a total of 75 000 characters distributed over 105 pages, and it
is written with an alphabet made up of 100 different characters. The main
peculiarity of this alphabet is the variety of symbols implemented in the coding
— Roman letters, diacritics, Greek letters, graphic signs with a large variety of
abstract characters (Knight et al., 2011a, Knight et al., 2011b). The manuscript
is encoded in its entirety, with the exception of a note present at the end of the
last page and a name in the first page, probably an owner’s mark, from 1866
(The Copiale Cipher 2011–2020).

The Ramanacoil cipher. A long letter by an official (or perhaps an agent) of
the United East India Company to the governing collective in Amsterdam, the
so-called Heeren XVII. The whole cipher alphabet of the letter consists of 55
graphic signs with absence of any other type of characters, that according to
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the key (Dinnissen and Kopal, 2021) translates into 24 letters from the Latin
alphabet, various words, abbreviations and punctuation marks. More information
can be found at this link.

3.2. Graphic Peculiarities
While all of the chosen manuscripts might seem very similar at a quick glance,
the differences that lie within the lines of each page a symbol writing make up
the specifics that led to the use of the Borg cipher, the Copiale cipher, and the
Ramanacoil. The three writing styles are illustrated in the picture below (Figure
3.1) where the few peculiarities become apparent as soon as the ciphers are put
in comparison. In order to provide a general framework for the analysis and
description of the graphic characteristics of the symbols and writing styles that
is presented below, the terminology and lexicon are the same ones that can be
traced in the discipline of paleography1 — without the same level of depth in
the analysis, due to my lack of knowledge about the subject.

Figure 3.1.: Fragments of lines taken from the ciphers. Top to bottom: Ramanacoil, Copiale,
and Borg.

First of all, the picture presents the datasets in diminishing order of regularity
of the symbols [blue to red frame = more regular to less regular] : starting from
the highly standardized distances and dimensions of each character in a typical
written line of the Ramanacoil cipher, the complexity of the writing style — and
consequential hypothesized difficulty for the transcription models — increases in
the Copiale manuscript. Where the writing style in the Ramanacoil cipher is
more akin to capital writing with absence of pronounced elongated strokes typical
of cursive writing, which leads to characters that occupy their own square set of
pixels without connecting to nearby symbols and present scarce overlapping of
symbol spaces, the style typical of the Copiale cipher seem to represent a more
semi-minuscule, perhaps uncial writing style that presents prolonged strokes
that tend to protrude into the linear space of nearby characters; moreover the
use of a style of writing more akin to a cursive handwritten style leads to a
higher connection of symbols. In both samples, however, the orientation of the
writing lines is somewhat regular and horizontal. That said, the bigger leap in
both orientation and space-shape regularity happens in the Borg manuscript: as
shown in 3.1 the positioning of the characters tends to be unaligned, the size
and shapes irregular just like the most fast-written cursive styles of handwriting
— and therefore the pixel squares relative to each character overlap frequently
and connect in a fairly irregular pattern.

1https://en.wikipedia.org/wiki/Palaeography
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Given the differences within the datasets presented above, the possibility of
comparison between the three manuscript is still incredibly viable due to a simple
yet fundamental common feature: the alphabet of symbols and graphic signs
used for each of the three codes presents the use of common symbol "categories",
specifically a set of chemical and Zodiac characters mixed in various amounts.
More importantly, the shape and dimension of the characters could be "adjusted"
with (relative) ease: shrinking examples of the Copiale cipher on the vertical
axes would lead to something similar to the Ramanacoil cipher — vice versa,
elongating the vertical axis of the images taken from the Ramanacoil would
make it similar to the Copiale, making line orientation more akin to curves and
scatter the symbols would make it similar to the Borg, et cetera. More specifics
about the alphabet of each cipher are presented in the next section.

3.3. Alphabet and Symbols
Regarding the three ciphertexts used as data for the purpose of this paper,
there has to be done a clear distinction between what could be perceived as
the everyday meaning of the words alphabet and symbol and what they mean
for the experiments and analysis provided in the next chapters. A symbol is
the definition of a single character that stays unchanged through a dataset or
more, being thus part of that cipher text alphabet: this means that the symbols
â, ȧ, a, a are all different alphabet characters and not simple variation of the
a symbol. With the word alphabet is identified the set of minimal blocks, the
unique symbols that appear in the text of each manuscript. A complete list of the
characters of the analysed datasets, with the name used in the *.txt transcription
of each symbol and (when possible) their graphic correspondence is presented
in Table 3.1. With the graphical aid of the Table, it is possible to notice how
some symbols tend to appear only in one cipher alphabet and not in all three
of them. Of the set comprised of Latin and Greek letters (the first sequence in
the Table), 4% of the symbols appear in two of the chosen ciphers and 0% of
the symbols appear in all of them; of the Zodiac and Alchemy sets (second and
third sequence), 46% of the symbols appear in at least two ciphers and 14% of
the symbols appear in all of them; of the Digits and Punctuation sets (fourth
and fifth sequence), 19% of the symbols appear in at least two ciphers and 9%
in all of them.

3.4. Data Organization and Page Sets
The page sets used for the testing of the two models has been chosen with some
constrains determined by their very nature as ciphers and their use in previous
papers for evaluation purposes. The first constraint for the choice has been the
selection of manuscripts that had already been transcribed manually onto *.txt
documents, in order to have an user-set Gold Standard to compare the model
predictions to. The second constraint, this one regarding the alphabet in the
ciphers, has been the choice of datasets with common characters that could be
compared for a more in-depth analysis. The third constraint has been the choice
of datasets already represented in the training sets of the models, albeit with
different pages than the test sets (the Borg and Copiale datasets), along with
something completely new and unseen in the training of the two models (the
Ramanacoil dataset).
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These three limitations have narrowed the choice to the already mentioned
ciphers, Borg, Copiale and Ramanacoil: the first two datasets chosen as a control
group, to check how the previously tuned models would work on these ciphers and
make sure that the results were comparable with previous publications despite
using different page sets to test the models on; the third one was chosen to be
used as the stress test for the transcription tools. A list of the pages selected
from the DECODE database (Megyesi et al., 2019) is presented in Table 3.2 for
each of the datasets, and examples of pages from the ciphers are presented in
Figures 3.4, 3.4, and 3.4.

Figure 3.2.: Borg Figure 3.3.: Copiale

Figure 3.4.: Ramanacoil
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d curved ∂ L delta δ L e e L
e hat ê L f f L g g L
gamma Γ LG cursive g g L h h L
h capital H K h dot ḣ L i i L
i hat î L iota ι L j j L
k k L l l L lambda Λ LG
m m L m dot ṁ L m underscore m

¯
L

n n L n dot ṅ L eta η L
n underscore n

¯
L o o L o dot ȯ L

o hat ô L p p L p dot ṗ L
pi Π L r r L r dot ṙ L
r underscore r

¯
L s s L s dot ṡ L

t t L u u L u hat û L
u underscore u

¯
L v v L w w L

x dot ẋ L y dot dot ÿ L z z L
cursive z Z L
virgo` K taurus ] KLG cancer _ K
gemini ^ KG libraa KG aries � K
aquariuse K sagittarius c G lion � KG
pisces f G
antimony ♁ LG copper ♀ KLG iron ♂ KG
tin / zinc X KLG lead Y KL conjunction V KG
opposition W G node � G sun � G
moon # G fire 4 KLG salt t KG
mercury ' KG arsenic� K star B K
quincunx o G semisextile w G verdigris ⊕ G
two 2 K three 3 LG four 4 G
five 5 G six 6 G seven 7 G
eight 8 G nine 9 G
bar | L colon : KLG semicolon ; G
comma , KG dot . KLG equal sign = LG
different sign ≠ L "no" sign 2� L plus + L
cross † L upwards arrow ↑ L bass clef J L
ondulated gamma L squared p L ornated lambda L
grid-center L grid-right L grid-left L
triple zed L square-right = G

Table 3.1.: List of the repeating characters in the analysed dataset. On the right side of
each column the manuscript they appear in (KBorg / LCopiale / GRamanacoil).

Cipher # of pages Lines per page Characters per page
Borg 16 ∼ 17 ∼ 280
Copiale 24 ∼ 18 ∼ 720
Ramanacoil 8 ∼ 40 ∼ 2 240

Table 3.2.: Data specifics for the three ciphers.
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4. Methods

The purpose of this chapter is to provide the details regarding the architectures
and evaluation tools used to perform a correct transcription, analysis and
evaluation of each model performance on each cipher, with the aim of explaining
the characteristics and peculiarities of them all. The various sections in this
chapter refer (in order) to: the data preprocessing procedures that have been
necessary for a correct model performance, the Clustering architecture, the
Few-Shot architecture, the structure of the evaluation tool and the specifics of
the machine required for each tool to properly function.
A brief overview of the main components with ease-of-use color coding is

shown in Figure 4.1, presenting from top to bottom the structures of the Datech
tool and the Few-Shot model.

Figure 4.1.: The two models examined in this paper, the Cluster-based model (top) and
the Few-Shots (bottom). Shape coding: Round - Manual process (the user
has to perform the task himself); Squared - Automated process with custom
parameters (the model works autonomously after the user inputs certain
parameters); Hexagon - Automated process (the user has no interaction with
the architecture).

In top position in the figure is the Clustering model architecture, starting
with the sequence of Binarization - Segmentation operations (performed with
specific parameters chosen by the user) and followed by the K-mean Clustering
that requires further user interaction directly with the files without the model
interface; lastly, the Labeling and Transcription output, once again operated
by the model after user interaction with the tool interface. Represented in the
bottom is the Few-Shot architecture, which is divided in three macro-sequences:
the first, Alphabet Support and Line Segmentation, completely performed by
the user; the second, the Treshold and Shot number selection, input by the user
in the model interface; the third, a sequence of completely automated processes
independent from the user that ultimately generates the transcription output.

17



A more in-depth explanation of the models and their components is provided
in the appropriate sections below.

4.1. Data Processing for the Models
The amount of necessary preparation for the various cipher images before being
fed to the model is extremely low: this can be easily even by the surface-level
representation of the two models provided in Figure 4.1. Since the binarization
is the first semi-automated step that introduces the Datech model, the only
preprocessing required when working with the clustering models might be the
image cropping; even that step, though, could be entirely skipped in case of
well-cut images.

Given that the test sets that have to be used with the cluster-based models
have been previously cropped for ease of use, the preprocessing steps for the data
has to focus on the peculiarities derived from the architecture of the Few-Shot
algorithm, explained in the following subsection.

4.1.1. Line Segmentation and Alphabet Support
While for the Clustering model the pre-processing that is required for each
input image is close to null, as mentioned in the previous subsection, the format
required by the Few-Shot model entails the need for a longer procedure due
to the existence of the Alphabet Support feature and the working algorithms
structure.
One fundamental difference between the Few-Shot and the Clustering tool

is the level of segmentation that is provided in a semi-automated way: where
the line segmentation of a full page is either completely automated with custom
parameters (Datech), the same procedure has to be performed beforehand for
the Few-Shot model. Thus, each digital image has to be not only cropped (as
mentioned in the previous subsection) but has to be line-segmented manually by
"cutting" each line into an independent *.png file; each picture, due to model
constrains in its coding, needs to be exactly 105 px in height.

This process takes approximately 2’30” per line manually, and could be sped
up through the use of external segmentation tools (more on that in Chapter 7).
While I was provided the complete set of lines for the Borg and Copiale cipher,
the test pages of the Ramanacoil cipher were manually segmented by me in the
span of approximately 1h 30’ per page (∼ 45 lines / page). An example of the
procedure is shown in Figure 4.2.

The second constraint put on the manual pre-processing is the alphabet support
feature that comprises part of the Few-Shot architecture: in order to derive
character-related information through the use of support images representing
the alphabet of the document, the architecture needs 10 single-character images
of each character in the document alphabet. Such images has to be exactly
105 px in height, and to speed up the process it is recommended to manually
segment the characters from some of the already segmented lines, making the
character-obtaining process faster and easier once the previous step has been
completed. Some examples of the alphabet support images are presented in
Figure 4.3; it is possible to notice how the positioning of the 'symbol is slightly
different in each image, as well as the embellishment that connects the left-end
of the horizontal line with the bottom line and the shape of the two "horns"
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Figure 4.2.: An extract from the first test page from the Copiale cipher. On the left, the
image before the line segmentation; on the right, the three small images
representing the first three lines.

above the circle.

Figure 4.3.: An example of alphabet support feature images: the 10 variants of the Mercury
symbol from the support images for the Borg cipher.

4.2. Clustering
This unsupervised method for transcription makes k-mean clustering its workhorse,
with a peculiar structure in the overarching tool architecture. The entire tran-
scription process is however structured in more steps, namely binarization,
segmentation, clustering, label propagation. The tool presents with the format
depicted in Figure 4.4, after running the Python executable file.

Figure 4.4.: The Clustering tool interface upon executing the python script.

Following the steps in order for an adequate use of the tool, the first choice is
the binarization of the image, which means the implementation of specific image
processing algorithms for enhancing the image quality in order to provide a
picture with stark contrast between the characters and the background (Sauvola
and Pietikäinen, 2000). Once chosen the kind of binarization threshold between
the options provided by the tools, which parameters change relatively to the
type of formulas implemented (e.g. Otsu, Gaussian, Sauvola), the tool provides
the enhanced image in a separate folder as an output and leads to the next
step. The binarization algorithm that has been used in this paper is the Sauvola
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algorithm, however the full selection of available binarization types within the
tool is comprised of the Otsu method, the Gaussian method, the adaptive
thresholding method, the Niblack thresholding method, the Sauvola thresholding
method and local mean method. An example of this step in the transcription
process is presented in Figure 4.6.
The next step is the segmentation, a two-fold process since it involves first

line segmentation and then a more selective character segmentation. Within the
possible choices given by the tool there are the usage of a Preset or a Custom set
of settings that influence the model perception of the text lines represented in the
image (e.g. spacing between the lines, average surface of the symbols, presence of
small symbols, spacing between symbols) and that consequentially impact how
the input image is divided into single lines first, and single characters second
(Johansson, 2019). The various presets available to the user are tailored on the
graphic peculiarities of three different kind of ciphers — Borg and Copiale, for
example (Megyesi et al., 2019). Once chosen an option and provided all the
necessary information, the tool proceeds to use the binarized images previously
output and produce data relative to the segmentation as well as one image for
each segmented line in a given folder. The custom settings available are listed in
Figure 4.5.

Figure 4.5.: Available options to customise line and character segmentation parameters
within the Clustering tool.

Figure 4.6.: An example of the various processing steps. From top to bottom: original
image, binarized image, line segmentation guide, character segmentation.

Now the workhorse of the model takes the spotlight, it being the process of
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k-mean clustering to provide a way of recognizing and grouping each one of the
similar characters together; all of this is done through the use of a hierarchical
clustering algorithm that, after identifying each symbol using the SIFT descriptor
(Almazán et al., 2014), builds a top-down divisive hierarchy of clusters starting
from one big cluster and ending only when in each cluster are left only few
symbols (Baró et al., 2019).
Closely connected to the previous step in the tool functionality is the fourth

step, that presents the user the choice of how many clusters to obtain from the
previously performed automated classification and output them in the respective
folder. Given the number of character in the original document alphabet, in
order to have a correct transcription the number of clusters should be at least
equal to the number of "letters" of the alphabet that one wants to transcribe.
The penultimate step for obtaining a transcription is the label propagation,

which provides two choices before the last passage. The first parameter that is
asked to the user is the alpha value, a method of soft-assignment of the labels
by the model (Baró et al., 2019) that provides the best results combined with
the second choice in the next category. The second parameter to provide is the
exclusive choice between the use of a probability threshold (which outputs all
the possible label classes for each image) or the labeling of each image through
the most common label acquired; the suggested procedure is the combination
between a low alpha value (around 0.2 if the clusters are robust) and a confidence
threshold that satisfies the user. More information about the specific settings
used in the experiments in the next section of the paper.

One last choice that is presented to the user is the organization of the various
pages while outputting the transcription: the model can provide a single-file
text transcription in a *.txt document, or transcribe each page in a different
document. The various options mentioned are presented as shown in Figure 4.7.
In order to show the execution processes in order, a sample of the sequence of
steps that the interface presents is shown in Figure 4.8.

Figure 4.7.: The transcription parameters and options for the Datech tool.

4.3. Few-Shot
Entirely different from the previous model in both presentation, setting organi-
zation and architecture, the deep-learning algorithm presented in Souibgui et al.,
2020 possesses a complex mathematical structure best represented in Figure
4.9. The subdivision into major steps would be the following: feature extraction,
regions proposal, feature combination, classification. Before explaining the in-
depth characteristics of the model, it is needed to provide how the interface is
presented to the user.
The only way to interact with the tool is to type the following command

line, where *cipher* represents the name given to the folder with all the lines

21



Figure 4.8.: The complete structure of the Datech tool, with the main interface of each
component.

from the dataset, *lines* is the folder that includes all of the dataset subfold-
ers, *alphabet* represents the folder where the alphabet samples are (further
explanation provided in the next paragraph), *output* is the output folder, and
the values for the number of shots (1 to 5) and the confidence threshold are self
explanatory.

python testfew.py –cipher *cipher* –lines *lines* –alphabet *alpha-
bet* –output *output* –shots 5 –thresh 0.4

The first step for the model is to extract the features that identify the text from
the input images, called Query in the image, through the use of the supporting
alphabet (Support in the image); since the deep-learning architecture makes use
of a supporting alphabet, it has to be provided by the user with approximately
10 images for each letter in the document alphabet. The data is propagated
through the VGG16, a multi-layered structure implemented in Souibgui et al.,
2020 for feature extraction, to obtain features of both alphabet and input image
and then produce weights (the tuning parameters for each deep-learning model)
shared with the subsequent part of the architecture (Simonyan and Zisserman,
2015).

The second part of the architecture is the Region Proposal Network, or RPN,
that presents an attention mechanism. After applying a repeated average pooling
on the support features map (thus the alphabet-derived features), until it reaches
a 1 × 1 × C with C being the number of the feature channels, the following
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Figure 4.9.: The few-shot model architecture, as shown in Souibgui et al., 2020.

multiplication is executed in order to obtain the attention features:

Aw,h,c = S1,1,c ·Qw,h,c

with S ∈ t1,1,C as the support features map after the pooling, Q ∈ tW,H,C as
the query features, w ∈ {1, ...,W}, h ∈ {1, ...,H}, c ∈ {1, ..., C} and A used to
propose the regions.
The third component is the feature combining component, a structure that

makes use of ROI (Region of Interest) pooling in order to transform both the
support features map and the result of the previous step (the RPN multiplication)
into two tensors of the same size. Once they are of the same shape and size (
7× 7× C ), the two ROI pooling maps are combined through subtraction.

Lastly, the data reaches the predictor for the classification, going first through
a sigmoid function in order to decide if the class of the proposed regions are
different (0) or similar (1) when compared with the support symbol. Then,
predictor outputs the correct bounding boxes (basically the spatial information
for each symbol) and applies a regression to fit the boxes to each detected symbol.
In order to output the transcription, a decoding algorithm is applied to the
information output by the model, ultimately providing a *.txt document for
each input line fed to the algorithm.

4.4. Comparison of the Models
In order to provide an easily understandable comparison of the fundamental
components of the two algorithms, in Table 4.1 is reported the structure of each
architecture through the use of a simple grid. For each step described on the
left column, there is a label corresponding to the model on the right, which
value can be A (automated feature, set parameters), Ap (automated feature,
customisable parameters), U (user assistance required outside of model interface)
or × (feature missing in the model).
The fundamental differentiation between the Cluster-based architecture and

the Shot-based model is highlighted by the scarcity of common features even
when comparing them in broader terms: the number of rows that present a letter
in each column at the same time are only 2, Line Segmentation and Transcription
Generation. To put it clearly, this level of similarity is as effective as stating
that "each tool works on line-level at some point" and "each tool outputs a
transcription"; therefore it can be said that the two architectures only share the
foundations of what makes a tool a transcription algorithm.
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Component Datech Few-Shot
Binarization Ap ×
Line Segmentation Ap U
Character Segmentation Ap ×
K-mean Clustering Ap/U ×
Alphabet Support × A/U
Knn-kernel Label Propagation Ap ×
Feature Extraction × A
Attention RPN × A
Feature Combination × A
Feature Classification × Ap
Transcription Generation Ap A

Table 4.1.: Comparing the two algorithms relatively to their architecture. The vertical
succession of the components is in chronological order when operating one of
the transcription tools

4.4.1. Evaluation Tool
The amount of time that would have been required to perform a manual eval-
uation of the 48 total pages for each specific tool led to the need of coding
an instrument to provide at least a semi-automatic process to evaluate the
recognition of the classified and transcribed characters. The instrument took
shape in the form of a Python executable file made to be run on shell, able at
first to store Precision, Recall and Error Rate values for all the clusters in a page
range — as well as individual scores for each different symbol of the encoding
alphabet; what is shown in Chapter 6 is generally the Error Rate value (more
in Chapter 5 for the Evaluation metrics). The Python tool has been developed
from scratch, with the use of the imported libraries editdistance, itertools,
sklearn.metrics.confusion_matrix , and is available online at my GitHub
page.
On a mere organizational level the Python executable can be split in three

major parts, as shown in Figure 4.10, plus few lines of code implemented in
another Python executable: the txt processing part, the evaluation metrics and
the output. This three-fold division is needed to provide a structured idea
about the processing order needed when developing the evaluation tool. In the
paragraphs below further distinctions and variables are explained for each tool
division and more.
The first step coded into the Python executable is the generation of the

Golden Standard dictionaries and the Transcription dictionaries (divided by
architecture and ciphertext), as well as different sets to record the alphabet
characters occurring in the Golden Standard and the different transcriptions of
each cipher. The implementation of this building block is done through defining
simple functions that read through the page files, assigning to each dictionary a
key-value pair corresponding to each each page of the cipher as key, and to a list
of lines with a list of characters nested in each line; while building the dictionaries,
the functions add the single characters the different sets. However, unlike the
Golden Standard dictionaries, it is not possible to generate the Transcription
dictionaries with the same coding process for the input of both architectures: that
is because, as explained in Section 4.1, the output transcription files produced
by the Few-shot model differ from the page- and clustering-based model due to
the Alphabet Support specifics and the line-by-line work structure of the latter
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Figure 4.10.: The theoretical structure of the Python executable Evaluation Tool. The top
to bottom sequence is the coded order of actions.

algorithm. From there stems the need to code a small external tool defined as
the Pagemaker, a short Python code sequence implemented to write the single
output text lines of the Few-Shot architecture into individual pages which are
identical in structure to the transcription output of the Clustering architecture.
Once all the Few-Shot output has gone through the page-making tool, it is ready
to be processed.
The second part of the Python executable consists in the definition of the

functions that bring to "life" the evaluation metrics, further discussed in the
adequate section in Chapter 5, through the paired iteration and comparison
between one manual-transcription based dictionary (the Golden Standard) and
one automated-transcription based dictionary. Providing further detail about
the mere mechanics of coding the formulas presented in Chapter 5 in this section
would be impractical due to the space necessary, thus the extract from the
code relative to this is provided in the Appendix. The code relative to the
character recognition formulas is presented in Appendix A.1, the block relative
to the character-by-character evaluation formulas in Appendix A.2, and the code
relative to symbol error rate through Levenshtein distance in Appendix A.3

The last part of the executable file is a simple concatenation of print() state-
ments that organize the result in an iterative fashion with the following format
for each model and cipher:

#########
### Model ###
#########
### Cipher ###
Character # recognized per page:
page 1: 234/468 50.00%
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page 2: 234/468 50.00%
page 3: 234/468 50.00%
. . .
page X: 234/468 50.00%
Characters recognized: 2/5 (’ch1’, ’ch2’)
Golden Alphabet: (’ch1’, ’ch2’, ’ch3’, ’ch4’, ’ch5’)
Avg. page recognition value (Alphabet percentage recog) = 0.5 (40%)
- - - Done - - -
- - -
### Model Accuracy ###
0.42
- - -
### Precision/Recall/Error Rate value for each character ###

ch1 - P 4.209 / R 12.12 / Error Rate 0.442
ch2 - P 4.209 / R 12.12 / Error Rate 0.442
Mean Precision - 4.209
Mean Recall - 12.12
Avg error rate - 0.776
- - -
Avg. SER: 0.887

4.4.2. Machine Specifics
Because of the nature of the different models, not all of them can be tested with
the same benchmark: the Datech tool with the clustering algorithm is structured
in such a way that requires only a CPU to work, while the Few-Shot needs
a mid to high-tier GPU to perform accordingly. The comparison between the
time a tool needs to operate and the performances of its algorithms are further
discussed in Chapter 6 and 7.
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5. Experiments

Where the previous chapter provided general information and the structural
characteristics relative to the models and the evaluation tool, this chapter focuses
on the settings and parameters used for the experimental procedures performed
with the Clustering and Few-Shot models, the characteristics of the machine
the experiments were performed on and a detailed explanation of the evaluation
metrics used on the model outputs when comparing them to the ground truth.

5.1. Model Settings
Once determined the datasets to use for testing, the models to test and the
structure of the evaluation tool, the only remaining thing has been to decide the
steps to iterate for each experiment. The first objective has been identified in
the achieving of results within approximation range of the results obtained in
previous studies with the same ciphers and models (Baró et al., 2019, Souibgui
et al., 2020), done through various runs of each transcription tool with different
parameter sets in order to find the optimised ones for the seen test sets; the
subsequent objective has been the identification of the optimal configuration for
achieving the best results on the unseen test set, the Ramanacoil cipher. All the
steps are described in further detail in the subsections below, each one relative
to one of the two examined architectures.

To better achieve replicability of the aforementioned (and furtherly described)
procedures, all the experiments have been run on the same machine which
possesses the following specifics:
. CPU : AMD Ryzen 7 4800H with Radeon Graphics, 2.90 GHz
. GPU : NVIDIA GeForce RTX 2060, 14 038 MB total available memory, 264.05
GB/s memory bandwidth.

5.1.1. Clustering
Due to the amount of tweakable settings available within the structure of the
Clustering tool, this section is divided in smaller paragraphs — each one related
to the settings used for a specific step in the transcription process implemented
through the tool. Starting from the first step, the binarization, various options
are available and might apply to various image formats and color properties
— however, the one selected for all the experiments is the one defined as 5 -
Sauvola, derived from Sauvola and Pietikäinen, 2000 and regarded as the most
efficient between the possible choices.

Moving to the line and character segmentation, the settings used for the Copi-
ale dataset and the Borg dataset are the ones included in the default suggested
settings, as well as in the Presets category available in the tool — the most
reasonable choice since the spacing between the lines, the area of the various
symbols and the distance between the symbols have been already stored as values
and need not to be recalculated (Baró et al., 2019). Thus, there was no need to
retrieve the optimal parameters, unlike the measurements that were required for
the Ramanacoil dataset: the minimum distance between small symbols, the line
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to line distance and the minimum symbol area had to be manually measured in
order to provide optimal results. The list of the exact values for each individual
setting option related to the datasets is presented below, with the identifying
letter B, C, R (Borg, Copiale, Ramanacoil).

. Pixel distance from line to line: 45 (B) / 120 (C) / 20 (R)

. Threshold for the line segmentation [recommended 0.05](from 0 to 1): 0.3 (B)
/ 0.05 (C) / 0.05 (R)
. Minimum distance between two small symbols: 10 (B) / 25 (C) / 5 (R)
. Minimum area size of the symbols: 10 (B) / 20 (C) / 15 (R)
. Little symbols? (y/n): n (B) / n (C) / y (R)
. Contain top-down compound symbols? (y/n): y (B) / y (C) / y (R)
. Contain left-right compound symbols? (y/n): y (B) / y (C) / y (R)
. Contain surrounded compound symbols? (y/n): y (B) / y (C) / y (R)
. Combine little compound symbols? (y/n): y (B) / y (C) / y (R)

The only setting related to the k-mean clustering is the minimum number of
pages needed to form a cluster with the data collected, which has been turned
to 1 from the recommended value of 3 due to the scarcity of the set pages; this
seems to provide less accurate results, as the ones provided in Chapter 6 derive
mainly from the standard 3-page-setting. Results from different settings that did
not make the cut due to inferior performances are still reported in the Appendix
A.

After selecting the options for the k-mean clustering and giving the command
to obtain the clusters from the text, the subsequent step is to select the amount of
clusters that the user wants to obtain from the collected data; the optimal value
for a compromise between symbol coverage and accuracy is around 150 clusters
(Baró et al., 2019), but given the necessity of cluster cleaning (as explained in the
next paragraph) and the size of the alphabet of the Copiale cipher, the number
for such dataset was raised to 200. This is presented in Table 5.1.

Dataset Cluster Number Alphabet Size
Borg 150 ca. 23
Copiale 200 ca. 98
Ramanacoil 150 ca. 37
Avg. # of clusters ∼ 167 ∼ 53

Table 5.1.

Then is necessary, for optimal results, a manual examination of the clusters
and a "cleaning" process: the pictures that are unrelated to the majority of the
image in each single cluster folder are removed, and all the folders relative to a
same symbol are merged together. The aftermath of the cleaning process is an
amount of cluster folders lower than the amount of characters in the ground truth
alphabet, but it leads to a more robust performance and better transcriptions.
The next step is the label propagation, organized through different values:

the use of an α value of 0.2, the recommended value for more consistent results
through different runs of the model on the same set; a probability confidence
value of 0.8, which in combination with the cleaning of the cluster folders should
lead to more robust and consistent performances.
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5.1.2. Few-Shot
Unlike the availability of setting tweaking of the previous transcription tool,
the Few-Shot only provides two possible parameters to modify: the reading
confidence threshold and the number of shots. One peculiarity of this deep-
learning model is that has already been trained to support four different kinds of
datasets, as more profusely stated in Souibgui et al., 2020; suffices to say that the
experiments have kept the weighted models for the Borg and Copiale datasets
when working with those ciphers, and various trials have been undergone to
assess which pre-tuning of the architecture would work best with the Ramanacoil.
The results provided in Chapter 6 are the ones obtained using the model baseline
trained on the Omniglot dataset (Baró et al., 2019).
Given that with this type of architecture a higher number of shots provides

higher accuracy with the trade-off in performing slower, and assessed that the
time needed for the model to work being still extremely low with respect to a
human manual performance, the number of shots (repetitions that the model
performs) is brought to the maximum amount possible for best performance —
therefore to 5 shots. On the other hand, since the suggested threshold value of
0.4 has been proven to provide a good balance between number of symbols in the
output and the model accuracy (Souibgui et al., 2020), the parameter is left with
such value for the performances on the Borg and Copiale datasets, which have
already been experimented on with the given parameters in precedent papers.
However, since the Ramanacoil dataset has not been experimented on in previous
publications, various experiments had to be run with different threshold values,
ranging from 0.2 (low threshold) to 0.8 (high threshold); from these experiments
it emerges that the recommended value of 0.4 leads to the best performance on
the Ramanacoil validation set as well.

5.2. Evaluation Metrics
5.2.1. Preliminary Assessment and Alphabet Recognition
In order to narrow the span of possible settings combinations for the clustering
algorithm of the Datech tool to the best performing ones, as well as provide
an overall record of the recognition capabilities of the three algorithms for the
symbols shown in the digital pictures, the first step is the implementation of a
simple alphabet recognition algorithm. While it would be possible to research
previous papers for the implementation of a preexisting formula, given the
extreme simplicity of the task at hand the following algorithm has been developed
especially for this paper. Through iterating over each predicted character c from
the total amount of an analysed page C, and given the ground truth alphabet
Agold of length agold, the algorithm provides an average percentage of characters
per page (r) that are effectively recognized as alphabetical symbols by the model.
The explanatory formulas are the following:

r =
∀c ∈ {C ∩Agold}

agold

r̄ =
Σn

i=1r

n

where n is the number of pages, and r̄ the average percentage of recognized
alphabetical symbols. This metric provides an insight about the rate at which the
various models manage to discern meaningful characters from simple ink spots
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on a page, as well as providing a preliminary evaluation on the transcription
output and giving a general direction for fine-tuning the settings related to the
architecture of the Datech tool (e.g. the amounts of clusters needed, the amount
of page repetitions of symbols).
From all of the collected information is then built a subsequent evaluation,

an alphabet percentage recognition: of all the characters that are recognized
as symbols and transcribed, how many more are missing from the complete
alphabet written in the original document? This information is presented in the
next chapter along with the results from the previously mentioned evaluation
metric, in Table 6.1.

5.2.2. Character-by-Character Evaluation
When comparing the Golden Standard (GS for short) and the Output of each
model, the simplest and most immediate method is to mechanically iterate
through the document and check, symbol by symbol, how much of the original
has been carried over with the transcription. Even though this basic method
presents shortcomings, it is the most direct method of comparison between two
text documents and provides an immediate value of the performance that may
vary among the models. The two metrics obtained through this method are the
precision/recall values and the error rate/variance values for each symbol, and
the implementation of these metrics is explained in separate paragraphs below.

Precision / Recall. This metric is implemented through iterating over each
character of the GS document and the Output and assigning a correct variable,
a predicted variable and a golden_frequency to each character, all with starting
value 0. For each instance of the symbol being in the same position in the line
in both files, the correct value is increased by 1; the other two values instead
increase for each instance of the symbol in the text, either in the predicted
test (predicted) or the GS document (golden_frequency). The number of correct
predictions is then subject to two operation: in one, it is divided by the character
frequency in the predicted text in order to calculate the precision metric for that
specific type; in the other, it is divided by the character frequency in the GS to
calculate the recall metric for that specific type. The mathematical formulas are
the following.

Precision =
tp

freq.Prediction

Recall =
tp

freq.GS

with tp being the correct predictions for that symbol (the true positives),
freq.Prediction being the predicted instances of that character, and freq.GS
being the correct amount of instances for the symbol. It is needless to say that
this evaluation metric gives results that are definitely worse than more refined
procedures, since it does not take into account the simple shift in position of
a correct sequence of characters and similar occurrences; e.g. the comparison
"abcde" line in the GS and the "aabcd" line in the Prediction will give only the
first "a" as correct, while the "abcd" sequence is correctly transcribed with only
an "a" insertion before it. Since more refined procedures do in fact take such
occurrences into account with more complex formulas, this evaluation metrics
provides a low-balled evaluation of the performances of the various algorithms.
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Error Rate / Variance. Quite similar to the previous procedure, the imple-
mentation of this metrics is done through the use of a simple double iteration
over each character of the GS document and the Output, storing a positive
value if the symbol is in the same position in the line in both files and a null
value if so does not occur. The number of correct predictions is then stored for
each alphabetical symbol to provide information relative to the type of alphabet
character and its peculiarities in relation to the model precision, as well as
being subsequently computed into a two-digit decimal value through the simple
operation

CER = 1− Pc

G

with Pc being the number of characters correctly predicted by the model, G
being the amount of characters in the GS document, and er being the Error
Rate value. It is needless to say that this evaluation metric, like the previous
one, gives results that are definitely worse than more refined procedures for the
same explicited reasons.

In order to have a better idea of the robustness of the transcription capabilities
of the algorithms and of how these affect the recognition of specific symbol sets
(e.g. digits, Zodiac signs), the value of the variance for each alphabetic character
and for each symbol set is calculated. The formula is the classic standard
deviation formula, implemented for each character error rate value (c):

σ = {c− c̄}2

with c̄ being the mean error rate.

5.2.3. Symbol Error Rate
The major shortcoming of the Character-by-Character evaluation metric, namely
the lack of precision in handling the different kinds of errors in HTR (e.g.
substitution, insertion, deletion) has led to the use of the following evaluation
metric and to further discussion, presented in Chapter 6 with the due detail, and
the use of this algorithm to provide an error rate value instead of a precision
value.

From the need of a more precise and attentive evaluation metric stems the
idea of using a method which is the standard in the HTR field (Baró et al.,
2019), namely Symbol Error Rating (SER for short), which is based on character
error rate through the measurement of the Levenshtein distance. This metric
of character error rate evaluation represents the minimum number of editing
operation necessaries in order to convert the output of a model into the Golden
Standard one (Schulz and Mihov, 2002). The mathematical formula corresponding
to this definition is the following: where N is the length of the Golden Standard,

and S, D, I respectively represent the number of substitutions, deletions and
insertions. Along with the other evaluation metrics, the SER reported in Table
6.12 is the mean value between all the pages fed to the different models. Due
to the possibility of mismatched length between the Golden Standard and the
prediction of the models, the equation presented above needs to be normalized
in order to maintain the range of the result between 0 and 1; this is done by
switching the denominator with Nmax, representing the maximum line length
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between the Golden Standard and the output. The final form of the equation is
thus the following:

32



6. Results

After organizing the data collected from the experiments performed with the
settings explained in the previous Chapter, the results have been organized and
are presented in this chapter, with various sections focusing on different types of
collected data. The first section presents the results of the Character Recognition
algorithm applied on the predicted transcriptions and the ground truth; the
second section provides the results of the Character-by-Character evaluation,
as well as presenting the values for the best and worst performing symbols in
the Zodiac and Alchemy category; lastly are presented the results of the SER
evaluation metric and the average time required when performing automated
transcriptions.

6.1. Character Recognition
Presented below are the results obtained through the application of the Character-
by-Character evaluation metric, used to assess the performance of the algorithms
on the symbol recognition level on the various datasets. As previously mentioned
in Chapter 5, the first evaluation step has been the application of the devel-
oped algorithms in order to have a preliminary assessment of the capabilities in
character recognition of each architecture, before proceeding to more in-depth
analysis of their performance.
Table 6.1 presents the character recognition value for each tested algorithm,

organized by symbol set and cipher data1. Note that the results provided are the
ones from the best iterations of the multiple runs for each model, for data from
the iterations that led to inferior performances are reported in Appendix - A. In
the Appendix can be found extended tables with further information about the
statistics regarding each individual symbol, which — albeit interesting — would
not add much to the results already available in this Subsection.

Model Borg Copiale Ramanacoil
Clustering 57.63% (74%) 89.61% (73%) 93.71% (33%)
Few-shot 96.6% (85% 1) 96.62% (79% 1) 59.47% (86% 1)

Table 6.1.: Character recognition rate of each tool for the three datasets. The first value is
the result of the alphabet recognition algorithm, the percentage of characters
identified as an alphabetical symbol on the page. The second value is the
result of the alphabet percentage recognition algorithm, the percentage of
characters of the Golden Standard alphabet recalled by the model.

The results presented in Table 6.1 show that the Clustering tool has a consistent
value of character instance identification when performing on both known and

1Due to design choices implemented in the Few-shot model, this value was not dependent on
the algorithm performance but on human decision. Given the rarity in the text of some
alphabetical characters, those were not included in the Alphabet Support data for the model,
thus lowering the model information about alphabet symbols (Souibgui et al., 2020). More
about the Support data specifics in Chapter 4.
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unknown datasets, with alphabet recall rates dropping on a less fine-tuned /
unknown dataset such as the Ramanacoil; on the other hand, the Few-Shot
alphabet recall rate can reach higher results due to the alphabet support feature
of the model, and the identification rate of character instances is high on known
datasets and drops on unseen datasets.

6.2. Character-by-Character Evaluation. Precision/Recall and
Error Rate/Variance

The following tables, two for each tested algorithm, provide the average preci-
sion/recall and error rate obtained through a one-to-one line-by-line comparison,
through the metric defined as Character-by-Character evaluation (as referenced
in Chapter 4). Due to the length of the alphabets and the consequent loss of
clarity in presenting the results, with ending results devolving in pages-long
tables of little to no use for the average reader, only the average values for
each symbol set are presented in the tables below. For further clarity, each
pair of tables presents the values provided by the output of the transcriptions
operated by each of the tools: Table 6.2 and Table 6.3 provide the ratings for
the Datech clustering tool and Table 6.4 and Table 6.5 present the values for the
deep-learning Few-Shot tool. Highlighted in bold font are the two main symbol
sets on which the analysis is focused, as reported in previous Chapters, and the
overall mean Precision/Recall and Error Rate for each algorithm are italicized
in the bottom line (note that the italicized values are the arithmetical mean
between all the symbols and not just between the set values).

Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.184 / 0.092 0.181 / 0.154 0.052 / 0.019 0.139 / 0.088
Zodiac signs 0.131 / 0.080 0.256 / 0.242 0.017 / 0.007 0.135 / 0.110
Alchemic signs 0.188 / 0.109 0.162 / 0.147 0.038 / 0.010 0.129 / 0.089
Digits 0.001 / 0.001 0.271 / 0.250 0.002 / 0.012 0.091 / 0.088
Punctuation/Other 0.025 / 0.030 0.211 / 0.221 0.023 / 0.031 0.086 / 0.094
Avg. Prec./Recall 0.177 / 0.106 0.215 / 0.195 0.049 / 0.023 0.147 / 0.108

Table 6.2.: Precision / Recall per symbol set with the Datech tool for each cipher.

Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.816 (0.006) 0.799 (0.001) 0.960 (0.0004) 0.858
Zodiac signs 0.869 (0.0005) 0.744 (0.007) 0.978 (∼0) 0.864
Alchemic signs 0.811 (0.006) 0.838 (0.0001) 0.917 (0.004) 0.855
Digits 0.999 (0.012) 0.729 (0.01) 0.998 (0.0003) 0.909
Punctuation/Other 0.975 (0.007) 0.788 (0.002) 0.995 (0.0002) 0.919
Avg. Error Rate 0.891 0.828 0.981 0.9

Table 6.3.: Error Rate and (Variance) per symbol set with the Datech tool for each cipher.

In order to provide more insight about the characters relative to the peculiar
two symbol sets chosen for a more in-depth analysis for this paper, the Zodiac
symbol set and the Alchemical characters symbol set, we move the focus on
the Error Rate values relative to the best and worst performance of the three
algorithms on these sets. Divided by model and symbol set are presented in
Table 6.6 and Table 6.7 respectively the symbols that, independently from the
dataset of origin, managed to record the average best/worst scores between all
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Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.584/0.557 0.443/0.442 0.053/0.009 0.360 / 0.336
Zodiac signs 0.547/0.583 0.392/0.4 0.034/0.035 0.324 / 0.339
Alchemic symbols 0.537/0.545 0.462/0.495 0.043/0.024 0.347 / 0.355
Digits 0.21/0.667 0.496/0.479 0.001/0.001 0.236 / 0.382
Punctuation/Other 0.239/0.05 0.428/0.418 0.019/0.026 0.229 / 0.165
Avg. Prec./Recall 0.501 / 0.522 0.447 / 0.447 0.058 / 0.039 0.335 / 0.336

Table 6.4.: Precision / Recall per symbol set with the Few-Shot tool for each cipher.

Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.416 (0.007) 0.535 (0.0003) 0.947 (0.0005) 0.633
Zodiac signs 0.453 (0.0020) 0.608 (0.0030) 0.966 (0.0002) 0.676
Alchemic symbols 0.463 (0.0010) 0.538 (0.0002) 0.953 (0.0010) 0.651
Digits 0.789 (0.084) 0.504 (0.002) 0.999 (0.0004) 0.764
Punctuation/Other 0.761 (0.069) 0.636 (0.007) 0.997 (0.0003) 0.798
Avg. Error Rate 0.466 0.559 0.979 0.668

Table 6.5.: Error Rate and (Variance) per symbol set with the Few-Shot tool for each
cipher.

of the characters of that symbol set; precedence in case of similar scores was
given to symbols that appear in the higher number of ciphers.
Concerning the results from the Few-Shot model, a further distinction is

expressed by presenting in parenthesis the values of the character error rate on
average between the Known (K) datasets (the ciphers on which the model has
been trained on) and on the Unknown (U) dataset, the Ramanacoil.

Symbol Set Clustering Few-Shot
Zodiac
cancer _ 0.767 0.448 (0.448 K / × U)
virgo ` 0.684 0.382 (0.382 K / × U)
aries � 0.859 0.477 (0.477 K / × U)
taurus ] 0.822 0.654 (0.481 K / 0.999 U)
libra a 0.897 0.657 (0.353 K / 0.961 U)
Alchemy
star B 0.761 0.408 (0.408 K / × U)
arsenic� 0.767 0.412 (0.412 K / × U)
iron ♂ 0.831 0.635 (0.484 K / 0.786 U)
antimony ♁ 0.804 0.679 (0.45 K / 0.909 U)
fire 4 0.844 0.642 (0.464 K / 0.999 U)

Table 6.6.: The five best overall performing characters from the two analysed symbol sets,
divided by model. The order is top-down, for each category, lower error rate to
higher error rate.

After providing general information about the model performances regarding
the aforementioned two symbol sets (Zodiac and Alchemy), further investigation
regarding the classification of errors within the set elements has been conducted
through the implementation of Confusion Matrices relative to the best rated
characters and the worst rated ones.

The resulting matrices are presented below, in Table 6.8 & 6.9 for the Clustering
algorithm, and in Table 6.10 & 6.11 for the Few-Shot model. The individual
matrices for each symbol set for each model are available in the Appendix.
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Symbol Set Clustering Few-Shot
Zodiac
gemini ^ 0.91 0.684 (0.407 K / 0.961 U)
aquarius e 0.999 0.7 (0.7 K / × U)
leo � 0.999 0.741 (0.5 K / 0.982 U)
sagittarius c 0.999 0.905(× K / 0.905 U)
pisces f 0.999 0.987 (× K / 0.987 U)
Alchemy
opposition W 0.999 0.99 (× K / 0.99 U)
quincunx o 0.999 0.999 (× K / 0.999 U)
sun � 0.999 0.999 (× K / 0.999 U)
moon # 0.999 0.999 (× K / 0.999 U)
node � 0.999 0.999 (× K / 0.999 U)

Table 6.7.: Worst five error rate values per symbol set, divided by model performance.

It is possible to notice how in Table 6.8 and 6.10 there is a higher rate of erro-
neous classification between some symbol groups, like _,B,� or 4,�,♂then
other combinations. On the other hand, there is an overall lack of this phe-
nomenon within the worst symbols set, as shown in Table 6.9 and 6.11 where
the erroneous classification happens with symbols outside of the presented ones
in the set.

_ ` � ] a B � ♂ ♁ 4 Other
_ 36 3 3 0 4 12 17 10 0 6 178
` 3 13 0 0 1 4 6 1 0 3 58
� 5 2 9 5 4 12 8 2 0 1 99
] 8 5 3 52 14 8 20 10 0 16 1373
a 3 4 3 4 24 8 9 7 0 6 319
B 17 4 9 9 10 41 21 14 0 11 299
� 20 9 7 8 16 24 64 14 0 16 322
♂ 4 1 2 1 5 9 7 16 0 4 111
♁ 0 0 0 1 0 0 0 0 22 12 92
4 14 5 4 10 7 13 14 6 3 75 765

Table 6.8.: Confusion matrix for the best five rated symbols (Clustering).

^ e � c f W o � # � Other
^ 25 0 0 0 0 0 4 0 0 0 838
e 2 0 0 0 0 0 0 0 0 0 11
� 7 0 0 0 0 0 7 0 0 0 659
c 0 0 0 0 0 0 0 0 0 0 0
f 7 0 0 0 0 0 4 0 0 0 279
W 2 0 0 0 0 0 1 0 0 0 214
o 11 0 0 0 0 0 5 0 0 1 650
� 1 0 0 0 0 0 3 0 0 0 160
# 1 0 0 0 0 0 0 0 0 0 37
� 0 0 0 0 0 0 0 0 0 0 12

Table 6.9.: Confusion matrix for the worst five rated symbols (Clustering).
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_ ` � ] a B � ♂ ♁ 4 Other
_ 158 1 5 0 2 21 15 3 0 5 64
` 0 55 1 0 0 3 4 0 0 5 21
� 4 0 80 4 1 14 8 1 0 9 27
] 5 0 5 170 8 11 10 4 0 7 472
a 2 1 2 3 135 11 16 0 0 4 79
B 16 5 8 10 12 263 9 8 0 13 99
� 15 5 19 12 10 9 291 7 0 9 128
♂ 7 0 2 5 1 8 11 83 0 2 44
♁ 0 0 0 0 0 0 0 0 71 12 44
4 14 7 4 9 4 8 14 17 2 292 290

Table 6.10.: Confusion matrix for the best five rated symbols (Few-Shot).

^ e � c f W o � # � Other
^ 104 2 2 0 18 6 8 0 0 0 244
e 0 9 0 0 0 0 0 0 0 0 4
� 2 0 25 0 11 10 4 1 0 0 164
c 0 0 0 0 0 0 0 0 0 0 0
f 2 0 1 0 6 7 2 0 0 0 57
W 0 0 0 0 5 3 0 0 0 0 40
o 1 0 3 0 14 13 5 1 0 0 136
� 1 0 1 0 2 3 4 0 0 0 34
# 0 0 0 0 0 0 0 0 0 0 0
� 0 0 0 0 0 1 0 0 0 0 3

Table 6.11.: Confusion matrix for the worst five rated symbols (Few-Shot).

6.3. Symbol Error Rate (SER) evaluation through Levenshtein
distance

Presented below are the scores for the average Symbol Error Rate verified in
the evaluation of the transcriptions produced by the two algorithms, with the
lower performance being the one by the Datech clustering tool and the higher
score reached by the deep-learning Few-Shot model. Where the results regarding
the Borg and Copiale ciphers that are presented below are comparable to the
ones obtained in previous publications (Baró et al., 2019, Souibgui et al., 2020),
the true interest lies within the performance on the Ramanacoil cipher. It is
possible to notice how the value for the performance of the models happens to
be higher (and thus worse) when compared to datasets previously experimented
on with the two models, with the performance of the Few-Shot model being
slightly better than the one of the clustering tool. The average SER values for
each model are provided in italicized font in the last line in Table 6.12.

Clustering Few-Shot
Borg 0.638 0.150
Copiale 0.350 0.104
Ramanacoil 0.800 0.754
Avg. SER 0.596 0.336

Table 6.12.: Symbol error rate (SER) and average value (bottom line) for each model
performing on the three different ciphers.
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6.4. Time Elapsed
Whereas the accuracy results and the performance of the models take a place of
utmost importance when presenting the evaluation of a series of tools, it must not
be discarded that the use of each different instrument takes up a different amount
of time; it might be more, less, or the same for separate components, but at the
end of the day "time" is a metrics like the others that might make the use of the
model not worth it. In Table 6.13 are provided the average time spans needed
to perform a full transcription of an hypothetic standard dataset of 10 pages
with 25 lines each (an approximation of a paper notebook) and a 25 character
alphabet (with 3 images per character as support feature), in order to provide
an approximate idea of how would the model perform on a text written on a
modern notebook with nowadays alphabets. This generalization from the specific
times recorded for each one of the three dataset is motivated by two reasons:
first, the fact that the time elapsed for each dataset was approximately the same
with the Datech tool; second, that the peculiar needs of the Few-Shot model for
preprocessing (the number of lines per page and the size of the alphabet) could
be derived by counting the amount of minutes needed to acquire the necessary
data for the Ramanacoil cipher and mathematically converted to the values
proposed.
(Note: the preprocessing components for the Few-Shot model have been sepa-

rated from the overall running time of the algorithms due to the possibility of
making it an automated process, as furtherly explained in Chapter 7)

Process Clustering Few-shot
Line preprocessing × ∼8h 20’ (2’ / line)
Alphabet support × ∼1h 15’ (3’ / char.)
Parameter setting ∼0h 15’ ∼0h 01’
Cluster cleaning & labeling ∼1h 00’ ×
Automated processes ∼2h 10’ ∼0h 50’
Avg. Time Elapsed ∼2h 55’ ∼0h 51’ (+ prep.)

Table 6.13.: The amount of time required to produce a full transcription of an hypothetic
10 page dataset with 250 total lines. All the user-independent processes have
been unified under the Automated processes label.
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7. Discussion
On the basis of the results reported in Chapter 6, in this Chapter are discussed and
analysed the collected data from the experiments, as well as the consequences.
There will be presented the general model performance and derivative user
guidelines on model usage (Section 7.1), and in more detail the shortcomings
and differences in both architectures and the consequential suggestions on how
to improve them (Section 7.2).

7.1. Performance Analysis and Derived Guidelines
Starting from Table 6.1, the difference in performance between the two archi-
tectures due to their intrinsic properties shows the superiority of the Few-Shot
architecture when performing on known datasets, providing a superior amount
of characters recognized per page as well as showing a superior capability of
recalling more characters from the alphabet pool; this is confirmed by the results
presented in the subsequent Tables (from 6.2 to 6.5) with the better scores in the
proposed evaluation metrics. The final SER results provided in Table 6.12 show,
with a common metric within the HTR framework, that with due training (thus
performing on known datasets, like Borg and Copiale) the Few-Shot architecture
performs better than the Clustering architecture.
However, things are less clear-cut when analysing the results of both models

on an unknown dataset with no prior knowledge of its properties nor training:
the error rate for both models was very high, as well as the SER — though ever
so slightly better performing proved to be the Few-Shot architecture. It must
be noted, though, that the Few-Shot model is a semi-supervised architecture
that has been used as an "unsupervised" model in this instance, since there was
no training performed on the Ramanacoil test set. The weights for the model
tuning were the ones derived from the Omniglot dataset (Souibgui et al., 2020),
a synthetic dataset, which while differing from the Ramanacoil alphabet more
than the Borg- and Copiale-tuned models provided better results than those.
Ultimately, even at disadvantage, the Few-Shot architecture proved to be overall
superior.

What can be further derived from the results is the presence of segmentation
fallacies in the Clustering architecture, that comes short when compared to
the manual line preprocessing typical of the Few-Shot tool; one major weak
point ends up being the connection between more symbols in cursive writing
style, many times classified as a single cluster (as Table 6.1 shows). Another
interesting derivative of the result analysis is the apparent non-correlation
between the similarity in symbol shape and its erroneous classification as another
symbol, more probably associating the orientation of smaller symbol-constituting
components, such as lines " — " and circles "◦" in the square of pixels that
identifies a character. This hypothesis derives from the misclassification of the
_symbol, the Bsymbol, the and the� symbol from Table 6.8 & 6.10 : all of
these three symbols are written in a way that produces an overall horizontal line
in the center of the pixel square, mainly due to the positioning of the Cancer
symbol on the line height. The same reasoning can be put in understanding

39



Figure 7.1.: User choice for the two architectures.

why the asymbol, which should as well be misclassified, is not: since it is put
on a lower line height and the base is wider, the model would not perceive the
long line as middle-horizontal, but as low-horizontal. This whole premise though
is little more than speculation, due to the time and tool constraints that are
characteristics of a master thesis, but might be a worthwhile path to investigate.
As a final note, the guidelines for any new user that wants the best results

when applying the transcription tools to a new dataset can be summarized in
the diagram Figure 7.1, developed while analysing the structures and procedures
needed in order to make the architectures work at their best regime.
The first discriminant shown in Figure 7.1 is the availability of a high-end

GPU, since the Few-Shot model uses only the GPU to run: without one, the
choice of the user is limited to the Clustering architecture tool. The use of the
Clustering tool is also recommended in case of datasets longer than 5-10 pages
with irregular orientation of lines (e.g. handwriting style that doesn’t produce
straight sequences of characters on the page but curved ones) that would make
manual segmentation too long and difficult, and that also present an alphabet
size bigger than 30 characters — since it would made the research for images
to feed the Alphabet support feature too long. In any other case, the use of
Few-Shot is recommended.

7.2. Architecture Analysis, Comparison and Suggestions
7.2.1. Clustering vs Alphabet Support
The results in Table 6.1 show the intrinsic limitation of a clustering model when
it comes to building the first step in a optimal transcription, the problematic
approach to the recognition of each alphabet character in the given dataset;
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where the amount of characters in a page that end up being segmented is higher
on an unknown dataset than the Few-Shot model, the percentage of the alphabet
that gets actually recognized is clearly inferior. On the other hand, it goes to
show that the Few-Shot model, with the alphabet support feature alone and no
further training, manages to compensate the lack of characters recognized on
the page with higher performances; it is also proved that, with the right weight
tuning for the architecture, the Few-Shot model can easily outperform the other
tool in this given area of interest.
With general knowledge of the models it is possible to point out that for

clustering architectures like the Datech, the problem might lie in the connection
between character segmentation and clustering alphabet, namely the tandem
functionality of the two: the effective clustering of good-formed alphabetical
characters is based on a good segmentation of said characters, which in turn
cannot perform as well as it could with support data provided for the alphabet —
at least without the human supervision for the process of cleaning 150+ clusters.
The Few-Shot structure seems to present a way to overcome this obstacle, with
the added workload for the user to provide the data for the alphabet support
feature as a drawback.

Suggestion. A possibility to take into consideration might be the implementa-
tion of a support component for the segmentation and clustering parts of the
Datech algorithm, with the user being the one given the task to procure alphabet
samples of what is written in the image to be transcribed. Bearing in mind the
use of the clustering architecture to transcribe both historical manuscripts and
more modern-day texts, and taking into account the amount of data related
to HTR, providing pictures of the various handwritten letters should not be
particularly difficult. Thus, the implementation of an alphabet support feature
for a clustering model (a lighter model compared to the Few-Shot) is a path
that could be worth exploring.

7.2.2. Model Training
In a clearer manner for the algorithm structure of the Few-Shot than for the other
models, the use of fine-tuned weights is the baseline for optimal performance: a
prominent example is provided with the comparison of the Ramanacoil column in
Table 6.5 with the previous ones on, as well as analysing the results in Table 6.12.
Even when the performance on the Copiale and Borg datasets (both of which
have been previously used within the framework of the tool) provided results
comparable to the best case scenario presented in Souibgui et al., 2020, the
stress-test conducted on a dataset never seen before by the algorithm performed
"poorly" by achieving results closer to the Clustering architecture and forcing on
the user the choice of a model tuned on a very different dataset.

Suggestion. The main requirement for the Few-Shot to be more than state-of-
the art competing would be either the capability of providing an incremented
array of different baseline models tuned on different aspect of a handwritten text
(alphabet based, symbol based, etc) in order to find the "niche" for every new
dataset that happens to perform well enough, or focus on the opposite direction
with a single general baseline that could apply with high — but not stellar —
results on different newly encountered datasets.

By taking into account Table 6.13, and the amount of time spent in order to
preprocess the test set of pages from the Ramanacoil dataset into lines and collect
the alphabet characters from the hundreds of segmented lines, the performance
on "smaller" texts of the Few-Shot on a new dataset might not be worth the
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time elapsed when compared to the Clustering architecture. However, if one
should talk about applications of the Few-Shot not only in HTR for historical
ciphers but on a broader and more modern take, there would be enough data
for establishing a baseline for models with any kind of alphabet used in recent
manuscripts, thus providing high chances for better results.

7.2.3. Machine Requirements
Currently, in order to manage using the most effective models, it is necessary to
possess a somewhat high-end performing GPU — which might be difficult to
obtain for the average user, either due to financially related problematics or the
lack of availability of a machine with adequate computing power. This, given
the better results of the Few-Shot algorithm when compared to the Clustering
architecture of the Datech tool (as shown in Table 6.5 and 6.12), is a major
drawback when determining the effective utility of the model for a person from
the common public. On the other hand, there are no requirements whatsoever
for the Datech — with the exception of a CPU.

Suggestion. One of the possible paths to take could be making the Few-Shot
available to use on GPU-less machines, with methods that are unfortunately
beyond the scope of my knowledge and this paper to discuss; another possible
implementation within the DECRYPT project framework could be the same
structure of a previously implemented version of the Clustering architecture as
a webtool (Chen et al., 2020), which performs on a separate machine than the
one of the user and provides the results through e-mail. While this could be a
theoretical solution to the problem, it would still have to confront the possibility
of multiple user input for simultaneous use, which could be a disheartening hard
task — either for financial reasons or organizational ones.

7.2.4. Time Elapsed
Depending on the settings of the machine, from less performance-oriented to
more geared up, it has been shown that the overall transcription time for all of
the models is between 2 and 3 hours for documents with a range of 8-24 pages,
but the main issue lies within the data preprocessing times for the Few-Shot
model (Table 6.13) that reaches a grand total of ∼10 hours for a 10 page dataset;
since the time for manual transcription of an average person is around 1 hour
per page, the use of this model might be compromised in its entirety.

However, by just automating the segmentation of the lines through a compo-
nent akin to the one implemented in the Datech model, the time elapsed for the
transcription would drop significantly — with an estimate of a total of ∼1h 30’
for both line processing and alphabet support formation. Given the total time
of ∼3h for the model to work completely and providing (with the due training
with the dataset or the use of a similar model weight baseline) with much higher
performance than the other two, it would become the obvious choice in any
situation that allows it.

Suggestion. The most reasonable way to overcome the pre-processing obstacle
that time poses would be the development of an automated line segmentation
method within the interface of the Few-Shot tool, more or less similar to the
one used for the Clustering algorithm, but oriented only towards being the most
performing line-segmentation tool possible; as long as the total elapsed time in
using the two tools combines (the hypothetic segmentation tool and the few-shot)
is inferior to the Clustering architecture, it would be a worth alternative.
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8. Conclusion

The main goal of this paper was to evaluate how two very different architectures
developed for Handwritten Character Recognition for historical ciphers would
perform first on attuned datasets and then on an extraneous one, in order to de-
termine strengths and weaknesses of both models; this evaluation was structured
to focus especially on two peculiar symbol sets that shared similarities with the
extraneous dataset and the two previously experimented ones. The auxiliary ob-
jectives that stem from the main goal were the analysis of the peculiarities of the
two symbol sets, specifically alchemical symbols and Zodiac-related characters,
and the analysis of the character predictions of the transcription tools.

The models that were evaluated are two unsupervised deep-learning algorithms,
one based on k-mean clustering and label propagation — addressed in the paper
as the Datech tool (Baró et al., 2019), and the other a recursive shot-based
architecture that requires pre-segmented lines and a sample of the alphabet used
in the manuscript as an alphabet-support feature — addressed in the paper as
the Few-Shot tool Souibgui et al., 2020. Three historical manusripts were chosen
as datasets due to their availability within the DECRYPT project framework and
the presence of a manually annotated golden standard, the Borg cipher (Aldarrab
et al., 2017), the Copiale cipher (Knight et al., 2011b), and the Ramanacoil
cipher (Dinnissen and Kopal, 2021). Where there was no need to preprocess the
first two ciphers, the third one had to undergo specific transformations in order
to be fed to the Few-Shot model: each line had to be manually segmented and a
sample of the alphabet had to be collected from the segmented lines.

Each dataset required slightly different parameter sets to provide the optimal
transcription with the Datech model, which were already provided with the
tool presets for the known ciphers (Copiale and Borg) but had to be manually
retrieved through measurements for the outlier (Ramanacoil); the Few-Shot tool
had less variable choice and eventually the same parameters were providing
the best performance for all datasets. The evaluation performed on the various
outputs of the two algorithms was two-fold, obtaining firstly an Error Rate value
for each alphabet character through a character-by-character evaluation, and
secondly applying the Levenshtein distance to obtain the Symbol Error Rate
(SER) value, a common metric in the HTR field.

The resulting analysis proved that the performance of the Few-Shot algorithm
is better than the Clustering algorithm even on datasets outside of its training
area, since it outperforms with a fairly large margin the clustering model over
seen data and slightly outperforms it over unknown data. Considering how
crucial the training and weight tuning is for an architecture such as the Few-
Shot, outperforming the competition even with a structural disadvantage is
testament to the efficiency of the tool itself. The analysis of the results shows
that the symbol set itself is not a cause for low results, but the fault might be
to put into the symbol graphic characteristics, more precisely into the character
composition: the presence of symbols with similarly placed sub-components in
the "pixel identification square surface" (e.g. lines with the same inclination and
length, circles in the same position) might influence symbol classification more
than just the first-glance similarity. While there is not yet enough information
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to infer the exact characteristics for the basis of correct symbol classification,
the characteristic presented above are influential in the model performances.
In conclusion, documents with non-connecting characters, documents with a
consistent size of the characters throughout the whole dataset and documents
with less symbols per page might be the ones that lead to more accurate
transcription results; the best performance is provided by the Few-Shot model,
which is suggested to be used with longer datasets, easy to line-segment efficiently
and/or with small alphabets.
What comes from the preprocessing of the data and performing several

experiments on this machine is the trade-off needed for the accuracy of the Few-
Shot, which is the necessity (as of September 2021) of a powerful graphic card to
operate on and the time required to prepare the data; however the preprocessing
could easily be automated, even making use of parts of the Clustering architecture,
and the machine requirements are certainly of secondary importance.

8.1. Future Studies
While there is clearly a considerate amount of work to be done on the topic, in
order to approach a more robust analysis of the two evaluated algorithms there
should be certain analysis procedures that could not unfortunately be applied in
this paper. An example would be the consistent testing on larger datasets with
various alphabet and graphic styles, and performing a cross evaluation between
all the variations of the same alphabet characters through the different alphabets;
or perhaps evaluating the Few-Shot model through various stages of training
to monitor the rise in performance and the general/fine tuning towards some
datasets. Unfortunately the analysis provided in this paper has been constrained
by the time and resources that are relative to a master thesis, where I think
that a longer and more expansive kind of paper should be the one best suited to
examine all of the possible scenarios regarding the two architectures.

Disregarding the dataset constraints that limit this paper, a plausible path to
take specifically regarding the symbol shape analysis could be the creation of
a synthetic dataset with balanced amounts of the various alphabet characters.
This would be a good choice to formulate more hypotheses to base a qualitative
analysis of model performance upon and investigate further the influence of
symbol shape on the performance of the two algorithms.
In short, the direction for future studies should lead to a more thorough

quantitative and qualitative analysis of the tested algorithms with the ultimate
goal of removing structural shortcomings and ease the workload of the "human-in-
the-loop" when applying the tested architectures on any cipher (and by extension,
any historical manuscripts with similar graphic characteristics).
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A. Appendix

Listing A.1: Code extract for Alphabet Recognition
def cha rac t e r_recogn i t i on ( c ipher_dict , golden_dict ,

c ipher , a lphabet ) :
pr in t ( " Character ␣#␣ recogn i z ed ␣per ␣page : " )
pages = 0
t o t a l = 0
recogn i z ed = 0
f o r page1 , page2 in z ip ( c ipher_dict , go lden_dict ) :

c ipher_len = 0
pages += 1
gold_len = 0
f o r l i n e1 , l i n e 2 in i t e r t o o l s . z ip_longes t (

c ipher_dic t [ page1 ] , go lden_dict [ page2 ] ,
f i l l v a l u e= l i s t ( ) ) :
gold_len += l en ( l i n e 2 )
f o r char in l i n e 1 :

i f char != " ? " :
c ipher_len += 1
recogn i z ed += 1

t o t a l += gold_len
pr in t ( page1+" : " , s t r ( c ipher_len )+" / "+s t r ( gold_len

) , s t r (100∗ c ipher_len / gold_len )+"%" )
i f c iphe r == " Copia le " :

pr in t ( " Characters ␣ r ecogn i z ed : " , s t r ( l en ( a lphabet )
)+" / "+s t r ( l en ( Copiale_Golden_set ) ) , a lphabet )

pr in t ( "FAILSAFE: ␣Golden␣Alphabet=" ,
Copiale_Golden_set )

pr in t ( " Total ␣ r e c o gn i t i o n ␣=" , r e cogn i z ed / t o t a l )
pr in t ( "−␣−␣−␣Done␣−␣−␣−" )

e l i f c iphe r == "Borg " :
pr in t ( " Characters ␣ r ecogn i z ed : " , s t r ( l en ( a lphabet )

)+" / "+s t r ( l en ( Borg_Golden_set ) ) , a lphabet )
pr in t ( "FAILSAFE: ␣Golden␣Alphabet=" ,

Borg_Golden_set )
pr in t ( " Total ␣ r e c o gn i t i o n ␣=" , r e cogn i z ed / t o t a l )
pr in t ( "−␣−␣−␣Done␣−␣−␣−" )

e l i f c iphe r == " Ramanacoil " :
pr in t ( " Characters ␣ r ecogn i z ed : " , s t r ( l en ( a lphabet )

)+" / "+s t r ( l en ( Ramanacoil_Golden_set ) ) ,
a lphabet )

pr in t ( "FAILSAFE: ␣Golden␣Alphabet=" ,
Ramanacoil_Golden_set )

pr in t ( " Total ␣ r e c o gn i t i o n ␣=" , r e cogn i z ed / t o t a l )
pr in t ( "−␣−␣−␣Done␣−␣−␣−" )
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Listing A.2: Code extract for Character-by-Character evaluation
def eva lua t i on ( c ipher_dict , go lden_dict ) :

character_frequency = d i c t ( )
golden_character_frequency = d i c t ( )
t ru e_po s i t i v e s = d i c t ( )
accuracy_num = 0
accuracy_den = 0
f o r page1 , page2 in z ip ( c ipher_dict , go lden_dict ) :

f o r l i n e1 , l i n e 2 in z ip ( c ipher_dic t [ page1 ] ,
go lden_dict [ page2 ] ) :
f o r char1 , char2 in i t e r t o o l s . z ip_longes t ( l i n e1 ,

l i n e2 , f i l l v a l u e=’− ’ ) :
character_frequency [ char1 ] =

character_frequency . get ( char1 , 0)+1
golden_character_frequency [ char2 ] =

golden_character_frequency . get ( char2 , 0)+1
i f char1 == char2 :

t ru e_po s i t i v e s [ char1 ] = t rue_po s i t i v e s . get
( char1 , 0)+1

accuracy_num += 1
f o r char in golden_character_frequency :

accuracy_den += golden_character_frequency . get ( char )
pr in t ( "###␣Model␣Accuracy␣###" )
pr in t ( accuracy_num/accuracy_den )
pr in t ( " " )
pr in t ( "###␣Model␣Error ␣Rate␣###" )
pr in t (1−accuracy_num/accuracy_den )
pr in t ( " " )
pr in t ( "###␣Pre c i s i on /Reca l l ␣ va lue ␣ f o r ␣ each␣ charac t e r ␣###\n

" )
mean_precision = 0
mean_recal l = 0
count = 0
f o r cha rac t e r in t ru e_po s i t i v e s :

p r e c i s i o n = t rue_po s i t i v e s [ cha rac t e r ] /
character_frequency [ cha rac t e r ]

r e c a l l = t ru e_po s i t i v e s [ cha rac t e r ] /
golden_character_frequency [ cha rac t e r ]

mean_precision += p r e c i s i o n
mean_recal l += r e c a l l
count += 1
pr in t ( character , "−␣P" , round ( p r e c i s i on , 4) , " /␣R" ,

round ( r e c a l l , 4) , " /␣Error ␣Rate " , round ((1−
p r e c i s i o n ) , 4) )

mean_p = mean_precis ion ∗100/ count
mean_r = mean_recall ∗100/ count
pr in t ( "Mean␣ Pr e c i s i on ␣−" , round (mean_p , 4) )
pr in t ( "Mean␣Reca l l ␣−" , round (mean_r , 4) )
pr in t ( "Avg␣ e r r o r ␣ ra t e ␣ ( chars ) ␣−" , 100−mean_p)
pr in t ( "F1␣ s co r e ␣−" , 2∗(mean_r∗mean_p) /(mean_r+mean_p) )
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Listing A.3: Code extract for Symbol Error Rate through Levenshtein distance
def s e r ( c ipher_dict , go lden_dict ) :

tot_ser = 0
tot_norm_ser = 0
l i n e s = 0
f o r page1 , page2 in z ip ( c ipher_dict , go lden_dict ) :

f o r l i n e1 , l i n e 2 in z ip ( c ipher_dic t [ page1 ] ,
go lden_dict [ page2 ] ) :
t ruth = ’ ’ . j o i n ( l i n e 2 )
i f " ? " in l i n e 1 :

unkn = 0
f o r char in l i n e 1 :

i f char == " ? " :
unkn +=1

f o r i in range ( unkn ) :
l i n e 1 . remove ( " ? " )

pred = ’ ’ . j o i n ( l i n e 1 )
SER = ed i t d i s t a n c e . eva l ( truth , pred ) / l en (

t ruth )
norm_SER = ed i t d i s t a n c e . eva l ( truth , pred ) /

max( l en ( t ruth ) , l en ( pred ) )
tot_ser += SER
tot_norm_ser += norm_SER
l i n e s += 1

avg_ser = tot_ser / l i n e s
avg_norm_ser = tot_norm_ser / l i n e s
pr in t ( "Avg . ␣SER: " , avg_ser )
pr in t ( "Avg . ␣SER, ␣ normal ized : " , avg_norm_ser )
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Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.184 / 0.092 0.181 / 0.154 0.052 / 0.019 0.139 / 0.088
Zodiac signs 0.131 / 0.08 0.256 / 0.242 0.017 / 0.007 0.135 / 0.11
Alchemic symbols 0.188 / 0.109 0.162 / 0.147 0.038 / 0.01 0.129 / 0.089
Digits 0.001 / 0.001 0.271 / 0.25 0.002 / 0.012 0.091 / 0.088
Punctuation/Other 0.025 / 0.03 0.211 / 0.221 0.023 / 0.031 0.086 / 0.094
Avg. Prec./Recall 0.177 / 0.106 0.215 / 0.195 0.049 / 0.023 0.147 / 0.108

Table A.1.: Precision / Recall per symbol set with the Clustering tool for each of the three
ciphers.

Symbol Category Borg Copiale Ramanacoil Mean value
Alphabet 0.584/0.557 0.443/0.442 0.053/0.009 0.36 / 0.336
Zodiac signs 0.547/0.583 0.392/0.4 0.034/0.035 0.324 / 0.339
Alchemic symbols 0.537/0.545 0.462/0.495 0.043/0.024 0.347 / 0.355
Digits 0.21/0.667 0.496/0.479 0.001/0.001 0.236 / 0.382
Punctuation/Other 0.239/0.05 0.428/0.418 0.019/0.026 0.229 / 0.165
Avg. Prec./Recall 0.501 / 0.522 0.447 / 0.447 0.058 / 0.039 0.335 / 0.336

Table A.2.: Precision / Recall per symbol set with the Few-Shot tool for each of the three
ciphers.
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Name Symbol Borg Copiale Ramanacoil Mean value
Alphabet
a a —– 0.742 (0.007) —– 0.742
a hat â —– 0.696 (0.017) —– 0.696
b b —– 0.759 (0.005) —– 0.759
c c —– 0.897 (0.005) —– 0.897
c dot ċ —– 0.763 (0.004) —– 0.763
d d —– 0.811 (0.0003) —– 0.811
d curved ∂ —– 0.787 (0.002) —– 0.787
delta δ —– 0.741 (0.007) —– 0.741
e e —– 0.768 (0.004) —– 0.768
e hat ê —– 0.693 (0.018) —– 0.693
f f —– 0.774 (0.003) —– 0.774
g g —– 0.788 (0.002) —– 0.788
gamma Γ —– 0.772 (0.003) 0.964 (0.0003) 0.868
cursive g g —– 0.753 (0.006) —– 0.753
h h —– 0.903 (0.006) —– 0.903
h capital H 0.816 (0.006) —– —– 0.816
h dot ḣ —– 0.797 (0.001) —– 0.797
i i —– 0.905 (0.006) —– 0.905
i hat î —– 0.813 (0.0002) —– 0.813
iota ι —– 0.978 (0.023) —– 0.978
j j —– 0.724 (0.011) —– 0.724
k k —– 0.999 (0.029) —– 0.999
l l —– 0.848 (0.0004) —– 0.848
lambda Λ —– 0.73 (0.01) 0.956 (0.0006) 0.843
m m —– 0.894 (0.004) —– 0.894
m dot ṁ —– 0.774 (0.003) —– 0.774
m underscore m

¯
—– 0.708 (0.014) —– 0.708

n n —– 0.999 (0.029) —– 0.999
n dot ṅ —– 0.999 (0.029) —– 0.999
eta η —– 0.772 (0.003) —– 0.772
n underscore n

¯
—– 0.961 (0.018) —– 0.961

o o —– 0.999 (0.029) —– 0.999
o dot ȯ —– 0.841 (0.0002) —– 0.841
o hat ô —– 0.729 (0.01) —– 0.729
p p —– 0.826 (∼0) —– 0.826
p dot ṗ —– 0.7 (0.016) —– 0.7
pi Π —– 0.846 (0.0003) —– 0.846
r r —– 0.952 (0.015) —– 0.952
r dot ṙ —– 0.709 (0.014) —– 0.709
r underscore r

¯
—– 0.999 (0.029) —– 0.999

s s —– 0.935 (0.011) —– 0.935
s dot ṡ —– 0.653 (0.031) —– 0.653
t t —– 0.999 (0.029) —– 0.999
u u —– 0.974 (0.021) —– 0.974
u hat û —– 0.745 (0.007) —– 0.745
u underscore u

¯
—– 0.762 (0.004) —– 0.762

v v —– 0.675 (0.023) —– 0.675
w w —– 0.646 (0.033) —– 0.646
x dot ẋ —– 0.704 (0.015) —– 0.704
y dot dot ÿ —– 0.767 (0.004) —– 0.767
z z —– 0.695 (0.018) —– 0.695
cursive z Z —– 0.836 (0.0001) —– 0.836

Table A.3.: Error Rate and Variance per symbol with the Clustering tool for each of the
three ciphers. (Part 1)

51



Name Symbol Borg Copiale Ramanacoil Mean value
Zodiac Signs
virgo` 0.864 (0.0007) —– —– 0.864
taurus ] 0.781 (0.012) 0.744 (0.007) 0.94 (0.002) 0.822
cancer _ 0.767 (0.015) —– —– 0.767
gemini ^ 0.856 (0.001) —– 0.964 (0.0003) 0.91
libraa 0.829 (0.004) —– 0.965 (0.0003) 0.897
aries � 0.859 (0.001) —– —– 0.859
aquariuse 0.999 (0.012) —– —– 0.999
sagittarius c —– —– 0.999 (0.0003) 0.999
lion � 0.999 (0.012) —– 0.999 (0.0003) 0.999
pisces f —– —– 0.999 (0.0003) 0.999
Alchemic symbols
antimony ♁ —– 0.677 (0.023) 0.932 (0.002) 0.804
copper ♀ 0.767 (0.000) 0.999 (0.029) 0.978 (∼0) 0.915
iron ♂ 0.842 (0.000) —– 0.82 (0.026) 0.831
tin / zinc X 0.786 (0.000) 0.999 (0.029) 0.999 (0.0003) 0.922
lead Y 0.999 (0.012) 0.769 (0.003) —– 0.884
conjunction V 0.783 (0.000) —– 0.977 (∼0) 0.88
opposition W —– —– 0.999 (0.0003) 0.999
node � —– —– 0.999 (0.0003) 0.999
sun � —– —– 0.999 (0.0003) 0.999
moon # —– —– 0.999 (0.0003) 0.999
fire 4 0.798 (0.009) 0.746 (0.007) 0.988 (∼0) 0.844
salt t 0.828 (0.004) —– 0.962 (0.0004) 0.895
mercury ' 0.784 (0.009) —– 0.925 (0.003) 0.854
arsenic� 0.767 (0.015) —– —– 0.767
star B 0.761 (0.017) —– —– 0.761
quincunx o —– —– 0.999 (0.0003) 0.999
semisextile w —– —– 0.932 (0.002) 0.932
verdigris ⊕ —– —– 0.991 (0.0001) 0.991
Digits
two 2 0.999 (0.012) —– 0.999 (0.0003) 0.999
three 3 —– 0.729 (0.01) 0.999 (0.0003) 0.864
Punctuation/Other
bar | —– 0.83 (∼0) —– 0.83
colon : 0.999 (0.012) 0.917 (0.008) 0.999 (0.0003) 0.972
semicolon ; —– —– 0.999 (0.0003) 0.999
comma , 0.965 (0.005) —– 0.979 (∼0) 0.972
dot . 0.961 (0.005) 0.969 (0.02) 0.999 (0.0003) 0.976
equal sign = —– 0.783 (0.002) 0.999 (0.0003) 0.891
different sign ≠ —– 0.693 (0.018) —– 0.693
"no" sign 2� —– 0.868 (0.002) —– 0.868
plus + —– 0.717 (0.012) —– 0.717
cross † —– 0.755 (0.005) —– 0.755
upwards arrow ↑ —– 0.744 (0.007) —– 0.744
bass clef J —– 0.866 (0.001) —– 0.866
ondulated gamma —– 0.822 (∼0) —– 0.822
squared p —– 0.724 (0.011) —– 0.724
ornated lambda —– 0.804 (0.0006) —– 0.804
grid-center —– 0.703 (0.016) —– 0.703
grid-right —– 0.704 (0.015) —– 0.704
grid-left —– 0.767 (0.004) —– 0.767
triple zed —– 0.736 (0.008) —– 0.736
Avg. Error Rate 0.891 0.828 0.981 0.9

Table A.4.: Error Rate and Variance per symbol with the Clustering tool for each of the
three ciphers. (Part 2)
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Name Symbol Borg Copiale Ramanacoil Mean value
Alphabet
a a —– 0.522 (0.001) —– 0.522
a hat â —– 0.544 (0.0002) —– 0.544
b b —– 0.493 (0.004) —– 0.493
c c —– 0.613 (0.003) —– 0.613
c dot ċ —– 0.516 (0.002) —– 0.516
d d —– 0.494 (0.004) —– 0.494
d curved ∂ —– 0.494 (0.004) —– 0.494
delta δ —– 0.571 (0.0001) —– 0.571
e e —– 0.543 (0.0002) —– 0.543
e hat ê —– 0.576 (0.0003) —– 0.576
f f —– 0.63 (0.005) —– 0.63
g g —– 0.57 (0.0001) —– 0.57
gamma Γ —– 0.628 (0.005) 0.931 (0.002) 0.78
cursive g g —– 0.532 (0.0007) —– 0.532
h h —– 0.463 (0.009) —– 0.463
h capital H 0.416 (0.002) —– —– 0.416
h dot ḣ —– 0.527 (0.001) —– 0.527
i i —– 0.593 (0.001) —– 0.593
i hat î —– 0.541 (0.0003) —– 0.541
iota ι —– 0.665 (0.011) —– 0.665
j j —– 0.504 (0.003) —– 0.504
k k —– 0.579 (0.0004) —– 0.579
l l —– 0.564 (∼0) —– 0.564
lambda Λ —– 0.536 (0.0005) 0.963 (0.0003) 0.75
m m —– 0.564 (∼0) —– 0.564
m dot ṁ —– 0.5 (0.003) —– 0.5
m underscore m

¯
—– 0.51 (0.002) —– 0.51

n n —– 0.537 (0.0005) —– 0.537
n dot ṅ —– 0.555 (∼0) —– 0.555
eta η —– 0.542 (0.0003) —– 0.542
n underscore n

¯
—– 0.551 (0.0001) —– 0.551

o o —– 0.527 (0.001) —– 0.527
o dot ȯ —– 0.467 (0.008) —– 0.467
o hat ô —– 0.551 (0.0001) —– 0.551
p p —– 0.553 (∼0) —– 0.553
p dot ṗ —– 0.531 (0.0008) —– 0.531
pi Π —– 0.518 (0.002) —– 0.518
r r —– 0.55 (0.0001) —– 0.55
r dot ṙ —– 0.538 (0.0004) —– 0.538
r underscore r

¯
—– 0.489 (0.005) —– 0.489

s s —– 0.772 (0.045) —– 0.772
s dot ṡ —– 0.53 (0.0008) —– 0.53
t t —– 0.547 (0.0001) —– 0.547
u u —– 0.64 (0.007) —– 0.64
u hat û —– 0.491 (0.005) —– 0.491
u underscore u

¯
—– 0.566 (∼0) —– 0.566

v v —– 0.573 (0.0002) —– 0.573
w w —– 0.593 (0.001) —– 0.593
x dot ẋ —– 0.548 (0.0001) —– 0.548
y dot dot ÿ —– 0.517 (0.002) —– 0.517
z z —– 0.471 (0.008) —– 0.471
cursive z Z —– 0.491 (0.005) —– 0.491

Table A.5.: Error Rate and Variance per symbol with the Few-Shot tool for each of the
three ciphers. (Part 1)
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Name Symbol Borg Copiale Ramanacoil Mean value
Zodiac Signs
virgo` 0.382 (0.007) —– —– 0.382
taurus ] 0.355 (0.012) 0.608 (0.002) 0.999 (0.0004) 0.654
cancer _ 0.448 (0.0003) —– —– 0.448
gemini ^ 0.407 (0.003) —– 0.961 (0.0003) 0.684
libraa 0.353 (0.013) —– 0.961 (0.0003) 0.657
aries � 0.477 (0.0001) —– —– 0.477
aquariuse 0.7 (0.055) —– —– 0.7
sagittarius c —– —– 0.905 (0.005) 0.905
lion � 0.5 (0.001) —– 0.982 (∼0) 0.741
pisces f —– —– 0.987 (0.0001) 0.987
Alchemic symbols
antimony ♁ —– 0.45 (0.012) 0.909 (0.005) 0.679
copper ♀ 0.439 (0.0007) 0.574 (0.0002) 0.956 0.0005 0.656
iron ♂ 0.484 (0.0003) —– 0.786 (0.037) 0.635
tin / zinc X 0.5 (0.0001) 0.619 (0.004) 0.999 (0.0004) 0.706
lead Y 0.675 (0.044) 0.538 (0.0004) —– 0.606
conjunction V 0.457 (0.0001) —– 0.969 (0.0001) 0.713
opposition W —– —– 0.99 (0.0001) 0.99
node � —– —– 0.999 (0.0004) 0.999
sun � —– —– 0.999 (0.0004) 0.999
moon # —– —– 0.999 (0.0004) 0.999
fire 4 0.418 (0.002) 0.51 (0.002) 0.999 0.0004 0.642
salt t 0.403 (0.004) —– 0.999 (0.0004) 0.701
mercury ' 0.437 (0.001) —– 0.862 (0.014) 0.649
arsenic� 0.412 (0.003) —– —– 0.412
star B 0.408 (0.003) —– —– 0.408
quincunx o —– —– 0.999 (0.0004) 0.999
semisextile w —– —– 0.888 (0.008) 0.888
verdigris ⊕ —– —– 0.99 (0.0001) 0.99
Digits
two 2 0.789 (0.1) —– 0.999 0.0004 0.894
three 3 —– 0.504 (0.003) 0.999 0.0004 0.752
Punctuation
bar | —– 0.467 (0.008) —– 0.467
colon : 0.772 (0.094) 0.773 (0.046) 0.999 (0.0004) 0.848
semicolon ; —– —– 0.999 (0.0004) 0.999
comma , 0.581 (0.013) —– 0.951 (0.0008) 0.766
dot . 0.929 (0.214) 0.941 (0.146) 0.975 (∼0) 0.948
equal sign = —– 0.565 (0.0001) 0.999 (0.0004) 0.782
different sign ≠ —– 0.56 (∼0) —– 0.56
"no" sign 2� —– 0.605 (0.002) —– 0.605
plus + —– 0.513 (0.002) —– 0.513
cross † —– 0.464 (0.009) —– 0.464
upwards arrow ↑ —– 0.599 (0.002) —– 0.599
bass clef J —– 0.547 (0.0001) —– 0.547
ondulated gamma —– 0.54 (0.0004) —– 0.54
squared p —– 0.518 (0.002) —– 0.518
ornated lambda —– 0.55 (0.0001) —– 0.55
grid-center —– 0.529 (0.0009) —– 0.529
grid-right —– 0.51 (0.002) —– 0.51
grid-left —– 0.532 (0.0007) —– 0.532
triple zed —– 0.514 (0.002) —– 0.514
Avg. Error Rate 0.466 0.559 0.979 0.668

Table A.6.: Error Rate and Variance per symbol with the Few-Shot tool for each of the
three ciphers. (Part 2)
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