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This thesis proposes and experimentally evaluates techniques for efficient
implementation of languages designed for high availability concurrent systems.
This experimental evaluation has been done while developing the High Per-
formance Erlang (HiPE) system, a native code compiler for SPARC and x86.
The two main goals of the HiPE system are to provide efficient execution of
Erlang programs, and to provide a research vehicle for evaluating implemen-
tation techniques for concurrent functional programming languages.

The focus of the thesis is the evaluation of two techniques that enable inter-
process optimization through dynamic compilation. The first technique is a fast
register allocator called linear scan, and the second is a memory architecture
where processes share memory.

The main contributions of the thesis are:
• An evaluation of linear scan register allocation in a different language set-

ting. In addition the performance of linear scan on the register poor x86
architecture is evaluated for the first time.

• A description of three different heap architectures (private heaps, shared
heap, and a hybrid of the two), with a systematic investigation of implemen-
tation aspects and an extensive discussion on the associated performance
trade-offs of the heap architectures. The description is accompanied by an
experimental evaluation of the private vs. the shared heap setting.

• A novel approach to optimizing a concurrent program, by merging code from
a sender with code from a receiver, is presented together with other methods
for reducing the overhead of context switching.

• A description of the implementation aspects of a complete and robust native
code Erlang system, which makes it possible to test compiler optimizations
on real world programs.
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Foreword

The tools we use have a profound (and devious!) influence on our
thinking habits, and, therefore, on our thinking abilities.

Edsger Dijkstra

At the age of 17 I was fortunate enough to spend one year as an exchange
student in the USA. This was indeed an educational year, and believe it
or not, one of the most memorable experiences was related to the actual
purpose of the trip: the learning of a language.

When I arrived in the States my grasp of the English language left
much to desire, and my vocabulary was quite limited, but I got by. As
the days went by the constant writing, reading, speaking, and listening
to English finally forced me to start thinking in English. At first I was
delighted, this was great, I could interact with my environment much
faster when I no longer had to constantly translate every sentence into
Swedish, think up a response and then translate that back to English.
The joy was not long lasting though; I soon found that I had become
less witted. My limited English vocabulary made it impossible to think
certain thoughts; I simply lacked the words.

This taught me an important lesson about the power of language: If
your language (or your grasp of it) is not up to the task, you put your
intelligence and creativity at risk.

I have carried this insight with me ever since, even into the world of
programming languages. Hence, I have always strived to find languages
that are powerful enough to easily express the concepts at hand. To me,
Erlang with its built in support for concurrency is such a language. In
the absence of a scientific study of the productivity in different languages
I hope that my personal motivation to the importance of Erlang is
enough to rouse your interest in the efficient implementation of Erlang
and other similar languages.

v





Prior Publications

This thesis is to a large extent based on the following papers.2

I. E. Johansson, S.-O. Nyström. Profile-guided optimization across
process boundaries. Proceedings of ACM SIGPLAN Workshop on
Dynamic and Adaptive Compilation, 2000.

II. E. Johansson, M. Pettersson and K. Sagonas. A High Performance
Erlang System. Proceedings of the 2nd ACM SIGPLAN Interna-
tional Conference on Principles and Practice of Declarative Program-
ming, 2000.

III. E. Johansson and K. Sagonas. Linear Scan Register Allocation
in a High-Performance Erlang Compiler. Proceedings of the 4th
International Symposium, Practical Aspects of Declarative Languages,
2002.

IV. E. Johansson, K. Sagonas, and J. Wilhelmsson. Heap Architectures
for Concurrent Languages using Message Passing. Proceedings of
the ACM SIGPLAN International Symposium on Memory Management,
2002.

V. M. Pettersson, K. Sagonas, and E. Johansson. The HiPE/x86 Erlang
Compiler: System Description and Performance Evaluation.
Sixth International Symposium on Functional and Logic Programming,
2002.

VI. E. Stenman and K. Sagonas. On Reducing Interprocess Commu-
nication Overhead in Concurrent Programs. Proceedings of ACM
SIGPLAN Erlang Workshop, 2002.

VII. E. Johansson, M. Pettersson, K. Sagonas, and T. Lindgren. The Devel-
opment of the HiPE System: Design and Experience Report.
Accepted, will appear in the Springer International Journal on Software
Tools for Technology Transfer.

VIII. E. Stenman and K. Sagonas. Experimental evaluation and im-
provements to linear scan register allocation. Submitted for pub-
lication.

2Note that the author has changed name from Erik Johansson to Erik Stenman.

vii





Contents

I Preface 1

1 Introduction 3
1.1 Problem statement . . . . . . . . . . . . . . . . . . . . . . 5
1.2 Contributions of this thesis . . . . . . . . . . . . . . . . . 7
1.3 Thesis overview . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Background 11
2.1 Erlang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.1.1 Concurrency in Erlang . . . . . . . . . . . . . . . 13
2.1.2 Memory management in Erlang and other

concurrent languages . . . . . . . . . . . . . . . . . 14
2.1.3 Uses of Erlang . . . . . . . . . . . . . . . . . . . 16

2.2 Goals of HiPE . . . . . . . . . . . . . . . . . . . . . . . . 16
2.3 A brief history of HiPE . . . . . . . . . . . . . . . . . . . 17

2.3.1 JERICO: The first prototype . . . . . . . . . . . . 18
2.3.2 Compiler . . . . . . . . . . . . . . . . . . . . . . . 20
2.3.3 Calling conventions and stack frames . . . . . . . . 20
2.3.4 Backpatching . . . . . . . . . . . . . . . . . . . . . 21
2.3.5 Performance of the JERICO compiler . . . . . . . 21
2.3.6 The HiPE system before Open Source Erlang . . . 22
2.3.7 Open source HiPE . . . . . . . . . . . . . . . . . . 25
2.3.8 HiPE 1.0/OTP-R8 . . . . . . . . . . . . . . . . . . 26
2.3.9 HiPE 2.0/OTP-R9 . . . . . . . . . . . . . . . . . . 27

2.4 Some special HiPE features . . . . . . . . . . . . . . . . . 27

II Implementation 29

3 The compiler infrastructure 31
3.1 Phases in the compiler . . . . . . . . . . . . . . . . . . . . 31

ix



x CONTENTS

3.1.1 To BEAM code . . . . . . . . . . . . . . . . . . . . 32
3.1.2 BEAM to Icode . . . . . . . . . . . . . . . . . . . . 32
3.1.3 Icode to RTL . . . . . . . . . . . . . . . . . . . . . 33
3.1.4 Symbolic SPARC . . . . . . . . . . . . . . . . . . . 33
3.1.5 Symbolic IA-32 . . . . . . . . . . . . . . . . . . . . 34
3.1.6 Register allocation . . . . . . . . . . . . . . . . . . 34
3.1.7 Frame management . . . . . . . . . . . . . . . . . 34
3.1.8 Linearizing the code . . . . . . . . . . . . . . . . . 35
3.1.9 Assembling the code . . . . . . . . . . . . . . . . . 35

3.2 Interface issues . . . . . . . . . . . . . . . . . . . . . . . . 35
3.2.1 Tailcalls . . . . . . . . . . . . . . . . . . . . . . . . 36
3.2.2 Exception handling . . . . . . . . . . . . . . . . . . 37
3.2.3 Stack descriptors . . . . . . . . . . . . . . . . . . . 38
3.2.4 Garbage collection and generational stack scanning 40
3.2.5 Mode switching . . . . . . . . . . . . . . . . . . . . 40
3.2.6 Built-in functions . . . . . . . . . . . . . . . . . . . 43
3.2.7 Process switching . . . . . . . . . . . . . . . . . . . 44
3.2.8 Code loading . . . . . . . . . . . . . . . . . . . . . 44
3.2.9 Pattern matching implementation . . . . . . . . . 46

4 Register allocation 49
4.1 Global register allocation . . . . . . . . . . . . . . . . . . 49

4.1.1 Graph coloring register allocation . . . . . . . . . . 50
4.1.2 Iterated register coalescing . . . . . . . . . . . . . 50
4.1.3 Linear scan register allocation . . . . . . . . . . . . 51

4.2 Implemented register allocators in HiPE . . . . . . . . . . 53
4.2.1 Graph coloring register allocator . . . . . . . . . . 53
4.2.2 Iterated register coalescing allocator . . . . . . . . 55
4.2.3 Linear scan register allocator . . . . . . . . . . . . 55
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Chapter 1

Introduction

Obviously, the median language has enormous momentum. I’m not
proposing that you can fight this powerful force. What I’m propos-
ing is exactly the opposite: that, like a practitioner of Aikido, you
can use it against your opponents.

Paul Graham

This thesis proposes and experimentally evaluates techniques for efficient
implementation of languages designed for high availability concurrent
systems.

A concurrent system is a system that is designed as a collection of
independent processes. From the view of the designer these processes
are performing their tasks simultaneously, but in reality their execu-
tion might be interleaved on a single processor. We distinguish between
concurrent processes, i.e., processes that conceptually are executing si-
multaneously, and parallel processes, i.e., processes that in reality are
executing simultaneously on, e.g., a multiprocessor machine.

Many systems lend themselves naturally to a concurrent implemen-
tation, notably interactive systems in which external events dictate the
execution order, and distributed systems where tasks are executed in
parallel on different nodes. The concept of processes is also important
as an abstraction. A process encapsulates state in a natural way; in this
respect processes resemble objects in an object-oriented language. It is
hence not surprising that in recent years, concurrency as a form of ab-
straction has become increasingly popular, and many modern program-
ming languages (such as Occam [62], CML [78], Oz [90], Erlang [10],
Java [39], and C#) come with some form of built-in support for con-
current processes (or threads). Many of these languages belong to the
category that we will call concurrent functional programming languages
(CFPL). A CFPL is a functional programming language with built-in
support for concurrency.

One application area, with requirements that lend themselves nat-
urally to the use of a concurrent functional programming language, is
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that of the tele-communications (telecom) industry. Most modern sys-
tems provided by the telecom industry, such as telephone exchanges,
Internet servers, and routers, have very high availability requirements.
Usually, these systems require ”five nines availability”, that is 99.999%
uptime. Or put another way: less than five minutes downtime per year,
including all planned stops for maintenance and updates. Another char-
acteristic of these systems is that it is often natural to model them as
a large set of concurrent tasks or subsystems. The competitiveness of
the telecom industry also demands short development times. Since large
parts of these systems are implemented in software, the telecom industry
has a need for software development environments that can support the
fast development of highly concurrent, fault-tolerant systems. Another
requirement of telecom systems is that they are supposed to run virtu-
ally forever. This is far from the kind of web-applications that one writes
in e.g., Java, which executes for a few minutes or hours at most. It is
also far from usual user level programs such as one would build with,
e.g., Microsoft Visual studio and run under Windows. Nobody expects
these systems to execute continuously for 10-20 years. The lifetime of
a backbone telephone exchange, on the other hand, has these kinds of
requirements.

Few software development tools claim to cater for such extreme re-
quirements. But the Open Telecom Platform (OTP) provided by Eric-
sson is such a tool and it has proved itself in several telecom projects
during the last ten years. The core technology of OTP is the concurrent
functional programming language Erlang.

It is important that the runtime performance of applications devel-
oped in Erlang is as good as possible. Faster execution can directly be
turned into the ability to handle more users, calls, connections, requests,
etc, or the ability to handle the same number of users with cheaper hard-
ware. Also, if the performance of the Erlang system is too low or cer-
tain language features give suboptimal performance, the developer will
be tempted to use unnatural abstractions in order to achieve acceptable
performance.

Therefore, we believe that it is important to find generally applicable
implementation techniques for concurrent functional programming lan-
guages that ensure high runtime performance. To tackle this problem
we have started the HiPE (High Perfomance E rlang) project.

The main contribution of the HiPE project is the HiPE system with
a native code Erlang compiler for SPARC and x86. Our main goal with
the HiPE system is to provide the most efficient execution of Erlang

programs. Another aim of the HiPE system is to provide a research
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vehicle that can be used to evaluate implementation techniques for con-
current functional programming languages. We have tried to make a
well structured, open, and modular system which allows a programming
language implementor to plug and play parts of the system, in order to
evaluate different implementations of one component while keeping the
rest of the system unchanged.

We believe that the nature of distributed interactive systems makes
the use of static analysis sub-optimal. These systems have a huge code
base and are developed in modular units making whole program static
analysis problematic. As mentioned, these systems have to cater for code
updates in a running system, which complicates the implementation of a
static analysis and optimization scheme. And finally, these systems are
very dynamic in nature, making a one-time static analysis imprecise.
Instead of using static analyses we suggest that some optimization of
such systems should be profile-guided and performed dynamically (done
at runtime). With the HiPE system we hope to create a runtime system
for Erlang that has the ability to reconfigure and re-optimize itself in a
running system without forcing the system to go offline. For example, a
fast compiler, which spends little time on register allocation, can be used
in just-in-time compilers and for systems with dynamic recompilation.
This opens up new opportunities for optimization and can ultimately
lead to faster execution compared to a system that compiles the program
only once, even if this compiler produces an optimal register allocation.

To achieve the most efficient execution of Erlang programs we need
to find out which parts of the Erlang system need to be improved and
how the execution of Erlang programs can be optimized. Then we
need to find techniques to implement these optimizations, and finally we
need to tune the implementation of these techniques so that they can be
applied at runtime without disturbing the execution of the application.

In this thesis several techniques to achieve efficient execution of con-
current functional programming languages are studied. Even though the
focus of the thesis is on the applicability of these techniques to Erlang,
we stress that they are applicable to other programming languages and
systems as well.

1.1 PROBLEM STATEMENT

As stated previously, the goal of this thesis is to find and evaluate effi-
cient implementation techniques for CFPLs through profile-guided dy-
namic recompilation. Dynamic recompilation requires a fast compiler,
so we have studied register allocation since this part of the compiler
often is a compilation time bottleneck. In order to make inter-process
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communication more efficient we would like to have access to shared
memory, and therefore we study the impact of shared heap architectures.
With a fast compiler and shared memory new process optimization tech-
niques can be developed. Hence, this thesis mainly focuses on three
sub-problems, 1) register allocation, 2) heap architectures supporting
communication through message passing, and 3) process optimization,
but it also presents some general insights on the development of pro-
gramming language systems. Let us look at these three problems in a
little more detail.

Register allocation The fastest memory locations in modern com-
puters are the registers. Unfortunately the number of registers is limited,
hence it is important to use them as efficiently as possible. The register
allocator is the part of a compiler responsible for finding an effective use
of registers. This is one of the hardest and most central problems to a
compiler and extensive research has been conducted in this area.

We study three different register allocators and compare their per-
formance to each other and against a näıve allocator, which keeps all
temporaries on the stack. Two of the allocators are variants of the
allocation technique we suspect is the most commonly used technique
in modern compilers, namely graph coloring. The third, relatively new
technique, called linear scan, is designed with fast compilation times in
mind, and hence is well suited for just-in-time compilation.

A somewhat surprising result of this comparison is that even though
the impact on performance of register allocation compared to the näıve
approach is significant, when comparing the three allocators with each
other their performances are similar.

We extend previous research done on linear scan register allocation
by applying it to a new problem area, namely just-in-time compilation of
functional programming languages. We show that linear scan performs
well even though the underlying implementation requires a relatively
large number of precolored registers. We also provide the first applica-
tion of linear scan to a register poor architecture such as x86, and show
that it performs reasonably well in that context too.

Finally, we also evaluate several variants to the algorithm to find the
most efficient implementation.

Heap architectures A key issue in the design of a concurrent lan-
guage implementation is the memory architecture of the runtime system.
There exist many different ways of structuring the architecture of the
runtime system, each having its pros and cons.
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We present three memory architectures for high-level programming
languages that implement concurrency through message passing.1 The
three architectures are 1) a private heap system, in which each process
has its own private memory, 2) a shared heap system in which all pro-
cesses share the memory in one common heap, and 3) a hybrid system
with private heaps for private data and a shared heap for messages.

We systematically investigate aspects that influence the choice be-
tween them, and extensively discuss the associated performance trade-
offs. Moreover, in an implementation setting where the rest of the run-
time system is unchanged, we present a detailed experimental compari-
son between two of these architectures both on large highly concurrent
programs and on synthetic benchmarks.

Process optimization The use of concurrency often hides parts of the
data flow from the compiler. This makes many of the common compiler
optimizations of today hard or even impossible in the case of inter-
process communication, in the same way as the use of procedures limits
the optimizations in compilers that does not employ inter-procedural
optimizations.

As stated, the dynamic nature of the applications we are investigat-
ing makes static analysis hard and imprecise. Hence, we propose the use
of profiling to determine the inter-process data flow in an application.
The collected information can then be used to optimize the code by for
example complete or partial process merging. We present a method for
partial process merging where the code sending a message is merged
with the code that will receive the message.

1.2 CONTRIBUTIONS OF THIS THESIS
To summarize the contributions of this thesis by area, they are:

• Register allocation

– A thorough evaluation of linear scan register allocation in
a setting different from the imperative one that it has been
applied to previously.

– A comparison of linear scan with three other register alloca-
tors.

– The first evaluation of the performance of linear scan on the
register poor x86 architecture.

1Even languages, such as Java, that implement process communications through
shared structures can use these three architectures, but the trade-offs for such a
language are different than for a language that uses message passing.
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– An evaluation of the effect of options to the basic algorithm.

• Heap architectures

– A description of three different heap architectures (private
heaps, shared heaps, and a hybrid of the two) with a system-
atic investigation of implementation aspects.

– An extensive discussion on the associated performance trade-
offs of each of the three heap architectures.

– An experimental evaluation of the two extreme architectures
on both real world programs and artificial benchmarks, per-
formed in an otherwise unchanged runtime system.

• Process optimization

– A novel approach to optimizing a concurrent program by
merging code from a sender with code from the corresponding
receiver.

– Methods for reducing the overhead of context switching.

• System development

– A description of the implementation aspects of a complete
and robust native code Erlang system that makes it possible
to test compiler optimizations on real world programs.

– Proofs of the usefulness of this system as a research vehicle
by using the system to evaluate register allocation strategies
and different heap architectures.

1.3 THESIS OVERVIEW
The thesis is divided into four parts, Preface, Implementation, Evalua-
tion, and Conclusion. In the rest of this first part some background ma-
terial is covered: the language Erlang, the goals of the HiPE project,
and the history of developing the HiPE compiler. The section on the
history of HiPE, Section 2.3, also contains some implementation details
of versions prior to the current one.

Part II begins with a chapter describing the current implementation
of HiPE, Chapter 3.

This is followed by a description of register allocators in HiPE, Chap-
ter 4, a presentation of different heap architectures in Chapter 5, and a
presentation of process optimization strategies in Chapter 6.

In Part III, the performance of the HiPE compiler, the register allo-
cators, and the heap architectures are evaluated through benchmarking.
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In the final part of the thesis directions for future work are presented,
some conclusions are drawn and the thesis is summarized.

The thesis covers many different areas and there is no specific chapter
on related work; instead discussions of related work appear throughout
the thesis as appropriate.





Chapter 2

Background

Rem tene, verba sequentor.

Cato

In this chapter we present background material needed for the under-
standing of the main parts of the thesis. This chapter is divided into
four sections: “Erlang” (Section 2.1), “Goals of HiPE” (Section 2.2), “A
brief history of HiPE” (Section 2.3), and “Some special HiPE features”
(Section 2.4).

In the first section, beside presenting aspects of the Erlang lan-
guage that influence the HiPE implementation, we also present related
work on memory architectures for concurrent languages (Section 2.1.2).
In the second section we present the goals of the HiPE project and the
HiPE compiler, laying down the philosophy that has guided us through
the implementation. Then in Section 2.3 we present the history of the
HiPE project; most of this section sets the background for the current
implementation. This section also presents some interesting aspects of
the HiPE compiler, such as the ability to compile one function at the
time (Section 2.3.2) and the use of backpatching to facilitate hot-code
loading (Section 2.3.4). The last section presents some additional fea-
tures in the HiPE system that makes it possible to instrument, pro-
file, and measure different aspects of both the runtime system and of
Erlang applications.

2.1 ERLANG

Erlang1 is a dynamically typed, strict, concurrent, higher-order func-
tional language. The language started out as an experimental implemen-
tation, which has grown into an industrial implementation. There is no
formal definition of the language, but the basic features of Erlang are
described in the so called “Erlang book” (“Concurrent programming
in Erlang” [10]). Many new features have been added to the language

1Named after the Danish mathematician Agner Krarup Erlang (1878–1929).
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since that book was written, and hence the language is primarily defined
by the latest implementation from Ericsson. In this section we will de-
scribe the parts of the language that are needed for the understanding
of the rest of the thesis. (We will try to describe the implementation
independent aspects of Erlang, but since there is no formal definition
and in principle only one defining implementation, we will also describe
some aspects that can be contributed as aspects of the implementation.)

Erlang’s basic data types are atoms, numbers (floats and arbi-
trary precision integers), process identifiers (or PIDs), references, and
binaries (byte arrays). These data types can be combined into the com-
pound data types lists and tuples. There is no destructive assignment
of variables or data, and the first occurrence of a variable is its bind-
ing instance. Function rule selection is done with pattern matching.
Erlang inherits some ideas from concurrent constraint logic program-
ming languages [83], such as the restriction to flat guards in function
clauses.

For programming in-the-large, Erlang comes with a module system.
An Erlang module defines a number of functions. Only explicitly ex-
ported functions may be called from other modules. Calls to functions
in different modules, called remote calls, are done by supplying the name
of the module of the called function. Tailcall optimization is a required
feature of Erlang. As in other functional languages, memory manage-
ment in Erlang is the responsibility of the runtime system. Erlang

provides a catch/throw-style exception mechanism for error handling,
any runtime error such as a type error or a division by zero will result
in an exception that can be caught by a catch. A simple tail-recursive
Erlang program for calculating the length of a list might look like
Program 2.1.

Erlang programs execute within an Erlang node. Several pro-
cesses can execute concurrently on one Erlang node, and several nodes
can be connected in a distributed network.

As mentioned, Erlang is used in “five nines” high-availability (i.e.,
99.999% of the time available) systems, where downtime is required to be
less than five minutes per year. Such systems cannot be taken down, up-
graded, and restarted when software patches and upgrades arrive, since
that would not respect the availability requirement. The applications
built with Erlang are often intended to execute continuously for years
without exhausting resources, crashing or stopping for any other reason.

To perform system upgrading while allowing continuous operation,
an Erlang system needs to cater for the ability to change the code of a
module while the system is running, so called hot-code loading. Processes
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Program 2.1 A program for calculating the length of a list.

-module(length). %% Defines the name of the module.
-export([length/1]). %% Exports the function length.

%% Returns the number of elements in the list List.
length(List) -> %% Note, variables start with a capital.

length(List,0).

%% It is OK to define several functions with the same
%% name as long as their arity differ.
%% The length of the empty list ([]) is 0.
length([],N) -> 0;

%% The length of [_|Rest] is the length(Rest) + 1.
length([_|Rest],N) ->

length(Rest,N+1).

that execute old code can continue to run, but are expected to eventually
switch to the new version of the module by issuing a remote call (which
will always invoke the most recent version of that module). Once the
old code is no longer in use, the old module can be unloaded.

The Erlang language was purposely designed to be small, but it
comes with a large set of built-in functions (known as BIFs) and a
big standard library. With the Open Telecom Platform (OTP) mid-
dleware [88], Erlang is further extended with a library of standard
solutions to common requirements in telecommunication applications
(distributed real-time databases, servers, state machines, process moni-
tors, load balancing), standard interfaces (CORBA), and standard com-
munication protocols (e.g., HTTP, FTP).

2.1.1 Concurrency in Erlang
Erlang is by some called an actor language [3], since the concur-
rency is supplied through autonomous processes that communicate asyn-
chronously through message passing.

Processes in Erlang are extremely light-weight, much lighter than
OS or Java threads [42]. It is not uncommon to have thousands of
Erlang processes running on each Erlang node. The memory re-
quirements of Erlang processes may vary dynamically during runtime.

Erlang’s concurrency primitives — spawn, “!” (send), and re-
ceive — allow a process to create new processes and communicate with
other processes through asynchronous message passing. That is, the
send operation is non-blocking, but the receive is blocking. Note though
that Erlang provides a mechanism for allowing a process to timeout
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while waiting for messages. (This makes it possible to implement a
non-blocking receive by supplying a timeout of zero.)

Any data value can be sent as a message and processes may be
located on any Erlang node, i.e., any machine in an Erlang network.
Distribution is hence almost invisible in Erlang. Each process has a
mailbox, essentially a message queue, where each message sent to the
process will arrive. Message selection from the mailbox occurs through
pattern matching. There is no shared memory between processes, or
from a different perspective, since there are no destructive updates in
Erlang any sharing can never be observed.

One important feature of Erlang used to support robust systems, is
process linking, that is, a process can register to receive a message when
another process terminates. It is not necessarily the father (the spawning
process) that receives this message and processes can be mutually linked.
This makes it easy to create supervising process structures that can
restart crashing processes.

In the current implementation, processes are handled by the runtime
system scheduler, which selects an Erlang process from a ready queue.
The process is assigned a number of reductions to execute, called the
time-slice of the process. Each time the process does a function call a
reduction is consumed. The process is suspended when the time-slice is
used up (i.e., the number of remaining reductions reaches zero), or when
the process reaches a receive and there are no matching messages in
its mailbox.

In the HiPE system, the scheduler is implemented in C as a function
that can be called either by the BEAM emulator or directly from native
compiled code. The scheduler takes as arguments the process that has
been running and the number of executed reduction steps, and returns
the next process to execute.

Processes in Erlang are not garbage collected Erlang objects (al-
though the process identifiers are recycled). They can keep on living
even though no other process has access to them. Instead a process
will live as long as it has code to execute. The runtime system keeps
information about a process in a process control block or PCB. When a
process dies, its PCB is deallocated.

2.1.2 Memory management in Erlang and other
concurrent languages

As in other functional languages, memory management in Erlang is
a responsibility of the runtime system and happens through garbage
collection.
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Note that since there are no destructive updates, the heap in an
Erlang system is unidirectional, i.e., there are no circular structures
and all pointers on the heap always point toward older objects.

The soft real-time concerns of Erlang call for bounded time garbage
collection techniques [91, 54]. Armstrong and Virding propose such a
technique in [9]. This technique, based on a mark-and-sweep algorithm,
takes advantage of the unidirectionality of the heap but imposes a sig-
nificant overhead and was never fully implemented. In practice, in a
tuned Erlang system with a generational copying garbage collector,
garbage collection latency is usually low (less than 10 milliseconds) as
most processes are short-lived or small in size. Longer pauses are quite
infrequent. However, a blocking collector provides no guarantees for
real-time responsiveness.

In the current implementation all Erlang terms are tagged and at
each garbage collection all roots are known allowing the system to do
precise garbage collection. That means that the collector knows the type
of each term and does not need to be conservative [54].

In the context of strict, concurrent functional language implementa-
tions, there has been work that aims at achieving low garbage collection
latency without paying the full price in performance that a guaranteed
real-time garbage collector usually requires.

Notable among them is the work of Doligez and Leroy [31] who com-
bine a fast, asynchronous copying collector for the thread-specific young
generations with a non-disruptive concurrent mark-and-sweep collector
for the old generation (which is shared among all threads). The result
is a quasi-real-time collector for Concurrent Caml Light.

Also, Larose and Feeley in [35] describe the design of a near-real-time
compacting collector in the context of the Gambit-C Scheme compiler.
This garbage collector was intended to be used in the Erlang to Scheme
(Etos) system, but to the best of our knowledge, it has not yet made it
to an Etos distribution.

To achieve low garbage collection pause times, concurrent or real-
time multiprocessor collectors have also been proposed; both for (con-
current) variants of ML [47, 67, 24], and recently for Java [12, 46].

An issue which is to a large extent orthogonal to the choice of garbage
collection technique is the memory organization of a concurrent system:
Should one use an architecture which facilitates sharing, or one that
requires copying of data? The issue often attracts heated debates both in
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the programming language implementation community and elsewhere.2

We will investigate this issue further in Chapter 5.
Until the fall of 2001, the Ericsson Erlang implementation had

exclusively a private heap architecture, that is a memory architecture
where each process allocates and manages its own memory area. We
describe this architecture in Section 5.1. The main reason why this
architecture was chosen is that it is believed it results in lower garbage
collection latency. As we wanted to investigate the validity of this belief,
we have designed and implemented a shared heap memory architecture
for Erlang processes. We describe this architecture in Section 5.2; it
is already included in the Erlang/OTP release.

2.1.3 Uses of Erlang

Erlang is currently used industrially both by Ericsson Telecom and by
other companies for the development of high-availability servers and
networking equipment. Some examples of products built using the
Erlang/OTP system are: AXD/301, a scalable ATM switching sys-
tem [17], ANx, an ADSL delivery system [68], a switching hardware
control system, a next-generation call center, and a suite of scalable
Internet servers. Since 1994, the annual Erlang User Conference is
the principal forum for reporting work done in Erlang and provides
a record of Erlang’s evolving industrial use; additional information
about Erlang applications can be obtained through the relevant pages
at www.erlang.org.

2.2 GOALS OF HIPE

The main goal of the HiPE project is to find generally applicable tech-
niques for efficient implementations of concurrent programming lan-
guages. Another goal is to provide transfer of technology from academia
to industry by providing techniques, which are the result of academic
research, in an industrial language implementation. As a means to that
end we are developing the HiPE compiler and runtime system.

To use this system to evaluate new ideas and techniques the system
has to be complete, so that real world programs can be used in the
evaluation. It also has to be efficient so that the aspects we want to
evaluate are not shadowed by the rest of the implementation. Finally it

2For example, in the networking community an issue which is related to those
discussed in this thesis is whether packets will be passed up and down the stack by
reference or by copying [4]. Also, during the mid-80’s the issue of whether files can
be passed in shared memory was investigated by the operating systems community
in the context of user-level kernel extensions, for example in the Mach Operating
System [94].
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has to be robust and bug free so that we know that we are measuring
the correct behavior.

Even though our aim is to find techniques that are applicable to any
programming language and useful for the development of any applica-
tion, we are concentrating our efforts on the runtime performance of
Erlang and the type of applications primarily developed in Erlang,
namely large control systems.

The typical Erlang application is very dynamic in nature and hence
very hard to analyze statically with good precision. We believe that such
applications could benefit from profile-driven just-in-time compilation;
hence it is important that the compilation times are kept low. Another
characteristic of control applications is that they often consist of a huge
code base out of which a large chunk is the code for operation and
maintenance, which is not time critical. For this reason we feel that
it is important to have both a compact code format combined with
efficient, but larger, native code. We achieve this by allowing very small
compilation units when compiling to native code; the user can for each
function decide whether it should be emulated or in native code.

To reach these goals in a reasonable time and to ensure that the
outcome is industrially relevant, we have based our implementation on
the Erlang system provided by Ericsson. This is an industrial strength
system that has been under constant development by a team of engineers
at Ericsson for more than 10 years.

Our top-level goals have resulted in three somewhat contradictory
requirements on the HiPE compiler: 1) The system should be open and
modular in order to let us plug-and-play parts of the system to evaluate
different implementation techniques. 2) The compilation times should
be kept low in order to allow for dynamic compilation. 3) The system
should be complete in order to allow us to use real programs.

The first requirement has led to a layered solution with several in-
termediate codes in the compiler; these will be described in Chapter 3.
The second requirement has led us to examine techniques such as linear
scan register allocation described in Chapter 4. This requirement is also
one of the motivations for allowing the compilation of single functions.
By reducing the scope of compilation the compilation times can be re-
duced. The third requirement has led to a rather long and thorough
development of the system, as described in the next section.

2.3 A BRIEF HISTORY OF HiPE

In this section we will describe the history of HiPE, while briefly address-
ing some implementation details and the rationale behind some design
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decisions we took. We divide the description into five parts, correspond-
ing to the five major revisions of the HiPE system:

1. A first attempt, written in C, gave some insight on how to ad-
dress the problem of efficiently implementing Erlang and showed
that considerable speedup could be achieved using relatively sim-
ple methods.

2. A flexible and more easily extensible compiler design, mostly writ-
ten in Erlang, made it possible to experiment with different op-
timization techniques and measure their impact on some “real-
world” applications of Erlang.

3. An Open Source Erlang distribution from Ericsson made it possible
for HiPE to be publicly released, get some users and input from
the outside world.

4. A strong coupling of the HiPE compiler with the Erlang/OTP
system resulted in HiPE becoming a standard component in Open
Source Erlang.

5. Testing, cleanup, and “productification”; aiming at making HiPE a
supported component in the commercial version of Erlang/OTP.

2.3.1 JERICO: The first prototype
The starting point of the HiPE system was a Master’s thesis project in
the summer of 1996 [49]. The goal was to develop an optimizing com-
piler, called JERICO, that would substantially improve the performance
of Erlang programs.

One approach that was briefly considered was to use the Java Virtual
Machine (JVM [60]) as a back-end — this was at the time when Java
was just starting to become a popular language. It was soon realized
that the architecture of the JVM is not well-suited for a dynamically
typed language such as Erlang. The JVM provides no support for
tagged data items, so for example integers have to be wrapped, and it
is awkward to get proper tail-recursion, which is a required feature of
Erlang. In addition, compiling to JVM implies losing control over the
efficiency of light-weight threads; a feature critical for the performance
of typical Erlang applications; see also [42] which compares the perfor-
mance of Erlang processes and Java threads. Consequently, the idea
to compile to JVM was quickly abandoned and instead we decided to
aim for a direct compilation to native code. The chosen architecture was
SPARC V8; according to Ericsson this was the most common general
purpose platform for Erlang applications at the time.
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We decided to implement our own back-end for several reasons. First
and foremost we wanted a system with support for on-the-fly compila-
tion; a system able to assemble, link, and load the compiled code directly
into a running system, without having to rely on any external programs.
Also since we need to support backpatching (Section 2.3.4) to allow hot-
code loading we needed fine grained control over the object code format.
A smaller but similar problem is the handling of atoms in the code. Since
atom values are only known at load time the loader has to be able to in-
stantiate these values. Having fine grained control would also allows us
to do more advanced switching on atoms as described in Section 3.2.9.

Even if we would have liked to use some standard tool for producing
dynamically linked libraries the choices were not that many. Using C as
a portable assembler would have been possible. We did not want to try
it though since it is very hard to get full and efficient support for tail-
recursion in C. And to also make it work together with emulated code,
hot-code loading, and garbage collection would be a nightmare. Another
possibility would have been to use ML-RISC [37]. To support backpatch-
ing, precise garbage collection, and stack maps (Section 3.2.3) we would
not have been able to use it out of the box without hacking the ML-RISC
implementation. A back-end solution that nowadays looks promising is
C-- [56]. The intention of C-- is to be a portable assembler to be used
by compiler back-ends, and it is intended to supply everything needed
to handle both garbage collection and concurrency [77]. Unfortunately
C-- did not exist at the time when we started the project.

Since the goal was to develop a compiler that worked for the complete
Erlang language and not just a toy compiler for a subset of Erlang,
we decided to base our compiler on the stable and working Erlang run-
time system made by Ericsson. At that time there were two Erlang

systems concurrently being developed at Ericsson:

JAM The older system with a stack-based abstract machine.

BEAM A relatively new system based on a register abstract machine,
influenced by the Warren Abstract Machine (WAM) [92] used in
many Prolog implementations. At that time, the BEAM system
had an option to compile Erlang programs to native code via
C [43]; this option was not very robust and was later removed.

Both systems used the same runtime system and similar data repre-
sentations [40]. The BEAM system was quite complex and not really
stable. Also, at that time, BEAM had not proven itself substantially
faster than JAM. The JAM system on the other hand was quite stable
and significantly simpler. For example, there where much less than 256
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different byte-code instructions in the JAM, while the BEAM had over
400 different instructions. We decided that this would be a good starting
point for our compiler: we could translate the generated JAM byte-code
into an internal intermediate representation and then optimize it before
generating native code.

2.3.2 Compiler

In the Ericsson implementations of Erlang, the smallest unit of compi-
lation is a module, but we decided early on that the user or the system
should be able to choose to selectively compile a single—presumably
time-critical—function at a time to native code. This way, the com-
pact representation of emulated byte-code with the efficiency of (usually
larger) native code can be combined. This feature is potentially very
important for large telecom applications, where typically only a small
portion of the code is time-critical while the remaining code deals with
error correction and maintenance.

The translation from JAM code to the compiler’s intermediate three-
address code was done in a straightforward way and left some oppor-
tunities for optimization. For example, since JAM was a stack machine
there would be a push each time a variable was referenced. This push
would be translated to a register copy which would often be unneces-
sary. To improve code quality, the JERICO compiler performed constant
propagation, constant folding, unreachable code elimination, and dead
code removal [5, 66]. A simple delay slot filler which only looked in
the basic block preceding the branch for suitable instructions was also
implemented. Register allocation was based on a simple graph coloring
algorithm.

2.3.3 Calling conventions and stack frames

The JAM instruction set is simple and the instructions contain no in-
formation about the current frame size. Instead several JAM-machine
registers were used to keep track of the location of local variables, ar-
guments, and the stack top. All these pointers had to be saved on the
stack at function calls. The native code on the other hand passed the
first five arguments in real machine registers. Apart from local variables,
only the return address was saved on the stack. The format of a native
stack frame is shown in Figure 2.1.

The JERICO runtime system used the same memory area for the
native and the JAM stacks, stacking native frames and JAM frames on
top of each other. Small “dummy” frames were placed between frames
of different types to indicate a transition between emulated and native
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Figure 2.1: A native stack frame in JERICO

code. Most bugs we encountered originated from the emulated/native-
code integration and the rather hairy stack we ended up with. This
scheme was later abandoned.

2.3.4 Backpatching

To facilitate hot-code loading and recompilation in an interactive system
we implemented a scheme where call sites were patched when the target
of the call was updated. For each function, we kept a list of all call sites
in the function and their destinations, and another list of all the callers
to the functions. In Figure 2.2a these lists are shown for three functions
f , g, and h together with the code for the functions. When a function,
e.g., g is recompiled and loaded the list of callers for g is used to find
and update (backpatch) all calls to the function (In Figure 2.2b the call
from f → g is updated). Since the set of call destinations of the new
function might be different from the old function, the calls list is used to
find functions where g is in the callers list and removed these references
(e.g., callers for h in Figure 2.2b). Then all call-sites in the new version
of g are inserted in the calls list (and the corresponding information
added to the destinations caller lists). The resulting data structures are
shown in Figure 2.2c. This scheme has worked well and has been used,
with minor variations, in all versions of the HiPE compiler.

2.3.5 Performance of the JERICO compiler

The JERICO compiler performed quite well on small benchmark pro-
grams. The produced code was frequently attaining a factor of 10
speedup over JAM code [49] and was slightly faster than the BEAM
system even when the BEAM compiler was generating native code using



22 CHAPTER 2. BACKGROUND

g() -> m:q()

f: calls:   [{g,o}]

callers: []

g: calls:   [{h,o}]

callers: [f]

h: calls:   []

callers: [g]

f(X) -> g(X)

g() -> h()

h() -> 42.

f: calls:   [{g,o}]

callers: []

g: calls:   [{h,o}]

callers: [f]

h: calls:   []

callers: [g]

f(X) -> g(X)

g() -> h()

h() -> 42.

g() -> m:q().

f: calls:   [{g,o}]

callers: []

g: calls: [{m:q,o}]

callers: [f]

h: calls:   []

callers: []

f(X) -> g(X)

h() -> 42.

a) Original code and 

supporting data structures 

for functions f, g, and h.

b) New code for g is 

loaded, the call in f is 

patched.

c) After the load all data 

structures are updated.

Figure 2.2: Backpatching when code for the functions g in the
call-chain f → g → h is reloaded. The new code calls q (not
shown) instead of h.

gcc. On the other hand, JERICO had problems with scaling up to com-
pile large systems (e.g., tens of thousands of lines of code) and it was
difficult to develop and debug new optimizations rapidly in it.

Another point confirmed by our measurements was that, even in
concurrent applications, most time is spent running sequential code (“in
between process communications”). The same measurements also in-
dicated that process communication would start being a bottleneck for
those applications, only when the system became 2–3 times faster. We
therefore decided to focus on sequential optimizations.

2.3.6 The HiPE system before Open Source Erlang

With the JERICO compiler’s performance evaluated on small programs,
the natural next step was to make the system more robust, add more
code optimizations to the compiler, and evaluate its performance on
industrial applications instead of small benchmarks. It was soon realized
that — especially in the context of an academic project with limited
manpower — the optimizations we wanted to add would be much easier
to develop in Erlang than in C. To get a more flexible system that
would allow us to easily add new optimizations we decided to rewrite
the compiler from scratch in Erlang. At the same time, the project
(and the system) was named HiPE.

HiPE: Implementation issues Since we were starting from scratch, we
acquired the then-latest Erlang system from Ericsson, version 4.5.3.
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(This was still before Erlang became open source.) That Erlang

system could be configured either as a JAM- or a BEAM-based system
at installation time. The BEAM implementation had matured at this
point, with a better compiler than JAM,3 but it was a moving target
and had still not proven itself much faster than JAM. Furthermore,
we had shown that our straightforward compilation to native code was
faster than BEAM. Since basing our compiler on JAM byte-codes was
easier (fewer instructions to handle), we chose to stay with the JAM.

Runtime System To minimize the number of bugs in this first ver-
sion of the HiPE system we decided to put some effort into making the
interface between emulated and native code as simple and clean as possi-
ble. Our performance measurements had shown that reducing the stack
frames sizes gave a significant performance improvement so the cost of
maintaining the different types of frames was justified, but on the other
hand dealing with them in the same memory area was error-prone. To
avoid these problems, we decided to separate the native code stack from
the emulated code stack.4 This way we could have different stack frame
formats for emulated and native code, but on either stack we would only
have to deal with one type of stack frames. With separate stacks, special
effort had to be put into maintaining tailcall optimization as required
by Erlang. In JERICO, the garbage collector had to keep a state vari-
able indicating the mode (emulated or native) of the stack frame being
scanned, and for each frame it had to check if the frame marked a switch
to the other mode. With separate stacks, the garbage collector can scan
each stack quickly and easily, knowing it will find only one type of frame
on each stack. One problem with this scheme was that the exception
handling mechanism was implemented by a set of catch frames linked
together on the stack; this meant that there were links (pointers) be-
tween the two stacks. This caused a slight complication when a stack
needed to be relocated (in order to expand or shrink it), since all catch
frame links on the other stack must be updated.

Compiler Rewriting the HiPE compiler in Erlang was not the only
step in making it extensible. Instead of the single intermediate for-
mat that the JERICO compiler used, several intermediate representa-
tion levels were introduced; these are described in detail in Section 3.1.

3Although technically compilers, they still generate virtual machine code for each
system’s emulator.

4Erlang code does not run on the runtime system’s C stack, except when calling
primitives implemented in C.
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In addition to the optimizations mentioned in Section 2.3.1, the HiPE
compiler optimized constant data structures into data references and
implemented spilling. The use of Erlang and several intermediate for-
mats allowed us to experiment relatively easily and incorporate many
compiler optimizations.

On the other hand, while implementing some optimization algo-
rithms in Erlang, we experienced performance problems in the HiPE
compiler itself. The compiler frequently updated its internal data struc-
tures; however, since it was written in Erlang, these “updates” were
implemented by creating new versions of the data structures. This
spurred us to implement fast declarative arrays and hash tables, which
used destructive updates internally, and gave considerable performance
benefits. But as we shall see, these imperative structures would later
lead to some problems.

Benchmarking and performance By 1998, HiPE was slowly becoming a
stable system and it was time to measure its performance and the effect
of various compiler optimizations on large industrial Erlang applica-
tions. A quick survey of current Erlang projects led us to the Ericsson
AXD/301 [17] project which was implementing a scalable ATM switch.
This was a rather large project with several hundred people involved,
and their software base consisted of large amounts of Erlang code
(i.e., several hundreds of thousands of lines). Furthermore, the devel-
opers of AXD/301 were benchmarking conscious — mainly due to the
competitiveness of the ATM switch market — and willing to provide
“real” data to use as benchmarks for HiPE’s performance evaluation
and spend some time explaining how to run these programs. One of
the main problems with benchmarking industrial Erlang applications
is that they are often connected to a specific hardware and software
platform, which is frequently proprietary—most probably the situation
is similar for many embedded control software. In practice, this means
that benchmarking has to be conducted on-site, with all the problems
that this entails. The AXD/301 benchmark, SCCT, could however be
run on a stand-alone workstation. SCCT was a mere 50,000 lines of
code, a fifth of the AXD/301 software at that time, but did contain the
time-critical portion of AXD/301.

Our performance measurements are summarized in [50, 51]. Ba-
sically, we found that the AXD/301 system runs a huge inner loop,
spanning hundreds of functions, none of which stands out in the profile.
Because of this, rewriting SCCT in some lower-level language (e.g., in C)
is not an attractive option for improving AXD’s performance. On the
other hand, due to the size of the program, we found that in native code
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there is little reuse in the I-cache, and that the system frequently stalls
waiting for instructions. Our second finding was that SCCT spends much
time inside built-in functions manipulating byte arrays and the internal
database. Finally, considerable time is spent in the OS kernel. For these
reasons, the performance speedup from compiling SCCT to native rather
than to emulated code, although noticeable, is considerably lower than
that obtained for small benchmark programs, only about 30% lower exe-
cution time. Still this speedup probably justifies the increased code size
and compilation time.

2.3.7 Open source HiPE

In December 1998, Ericsson released their current Erlang/OTP sys-
tem as Open Source Erlang (OSE), which opened the possibility to also
distribute the HiPE system as Open Source.

Unfortunately, contacts between the different Erlang development
groups (HiPE’s and Ericsson’s) had been infrequent and often indirect,
which meant that HiPE and Ericsson’s Erlang system had evolved
independently for about two years (since Erlang 4.5.3). In short, HiPE
was based on an old and obsolete system and had to be ported to OSE
before we could release it.

The task of porting HiPE to OSE turned out to be significantly
harder than we anticipated (or hoped). For example, Ericsson’s Erlang

system had switched to a different tagging scheme, using the low bits
of the word rather than the high ones. The syntactic changes to the
Erlang source code since 4.5.3 were massive; our only option was to
settle for a mostly manual, and thus extremely slow and painful, “diff
& merge” process.

When porting HiPE to the second OSE release, JAM 47.4.1, we were
confronted with more surprises! The Ericsson system now featured a
generational garbage collector [54] which, besides needing modifications
for the native code stack, was incompatible with our compiler’s use of
imperative data structures. Generational collectors place objects in sep-
arate memory areas depending on their age, and they concentrate their
efforts to reclaiming memory among the younger objects since they tend
to be short-lived. Updates can cause old objects to contain references to
young objects. These references need special treatment in most genera-
tional collectors: additional data structures are needed to record them,
and code must be generated to maintain the data structures [54, Chap-
ter 7.5]. Our problem was that this support did not exist in the runtime
system, since the base Erlang system did not need it. At the time we
did not have time to implement this support ourselves, so we reverted
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to using purely functional implementations of the compiler’s data struc-
tures, which slowed down the compilation times considerably.

The HiPE compiler optimizes constant data structures into refer-
ences to statically-allocated literals. This too was incompatible with the
new generational garbage collector, and we had to change it to explicitly
not move objects residing in the constant data area. This would have
been easy but for the fact that the youngest generation of an Erlang

process is scattered over several distinct memory areas, while its older
generation is a single memory area. (It is usually the other way around.)
This means that the collector cannot easily test if a pointer refers to the
young generation. Instead, it tests if the pointer refers to the older
generation, and if not, it assumes that it must point into the young
generation.

On the positive side, the porting effort gave us the opportunity to re-
view and revise some design decisions that in retrospect were not entirely
satisfactory. In particular, we re-implemented the mode-switch interface
to use new JAM instructions instead of explicit tests, and tidied up the
mode-switch stack frame management. In addition, we rewrote HiPE’s
code server and dynamic linker in C. In March 2000, HiPE version 0.92
was finally released as Open Source based on OSE version 47.4.1. The re-
leased system consisted of about 30,000 lines of Erlang code and 3,000
lines of C and assembly code, added to an otherwise mostly unchanged
JAM system.

2.3.8 HiPE 1.0/OTP-R8

Unfortunately, just as we had released HiPE 0.92 as open source Ericsson
decided to abandon the development of the JAM in favor for the now
much faster BEAM. This meant that we had to also start supporting
BEAM code in HiPE. Fortunately since we used our simple functional
intermediate code Icode in the front end of the compiler the transition to
BEAM was mostly painless. (Still, the process provided some challenges
since there where no real documentation of BEAM code and the BEAM
compiler used some strange tricks.)

To ensure that we would not suffer from more unpleasant surprises
we started a much tighter integration with OTP including frequent code
exchanges between the two development teams. With this new integra-
tion we could start to give something back to the OTP system, not just
in the form of ideas but now also in concrete code. The first major con-
tribution from our side was a completely reworked tagging scheme [71]
which gave Erlang/OTP access to the full 32 bit address space.



2.4. SOME SPECIAL HIPE FEATURES 27

During the following year we developed an x86 back-end (aka the
IA-32 back-end), and made some major redesigns of the intermediate
representations. We also got a chance to do thorough evaluations of
different implementation techniques and experimented with register al-
location, and heap architectures. The details of these efforts and exper-
iments are reported in the rest of the thesis.

Our efforts also lead to an integrated release of HiPE 1.0 in the Open
Source version of Erlang/OTP-R8 in the fall of 2001.

2.3.9 HiPE 2.0/OTP-R9
As soon as the R8 system was released Ericsson started to work on R9,
and we started to improve upon HiPE. Since the last release we have for
example implemented stack descriptors (see Section 3.2.3), increased the
number of arguments passed in registers (from 5 to 16 on the SPARC,
and from 0 to 3 on the x86). We are also working on native floating point
support [59] and faster inlined handling of the new binary syntax [41].

Our ambition is to release HiPE 2.0 with the release of OTP-R9 in
the fall of 2002. (At the time of writing HiPE is scheduled for release
with R9, but this release is a couple of weeks into the future. At the
time of printing this release might already have taken place.)

2.4 SOME SPECIAL HiPE FEATURES
Instrumentation To help users decide which functions to compile to
native code, the HiPE system provides some simple profiling tools. One
of these measures the number of times an emulated function is called.
Since recursion is the only way to implement a loop in Erlang, this
means that simply counting the number of calls to functions will quickly
identify program hot-spots (i.e., program points where most of the exe-
cution time is spent) which can then be compiled to native code.

Based on this feature, it is easy to build a (just-in time) hot-spot
compiler for Erlang. Indeed, already in JERICO one could set a trig-
ger level on the number of calls to emulated functions before these would
automatically be compiled to native code. Since the compiler was im-
plemented in C and integrated in the runtime environment, this meant
that execution of Erlang code would be temporarily interrupted while
compilation takes place. We did no thorough measurements on the per-
formance impact of this feature, but we often enabled it while using the
interactive Erlang shell, and did not notice any degradation in system
responsiveness.

In the current HiPE system, where the compiler is implemented in
Erlang, this compilation can take place concurrently with the execu-
tion of the application in a separate Erlang process.
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In many versions of HiPE the runtime system was enhanced with
performance instrumentation features that could be selectively included
or excluded at the system’s installation. These instrumentation features
came in two forms:

1. Software counters: These counters kept track of how often various
operations of interest were performed. For example, the number of
times each Erlang function was called, either locally, remotely, or
through a meta-call (apply). They could also count calls to built-
in functions, how many times each JAM instruction was executed,
and how many times control passed between emulated and native
code.

2. Performance instrumentation counters (PICs): These were based
on the performance instrumentation facilities of the Sun Ultra-
SPARC [86]. PICs were made accessible to the user through a
built-in function, and they were typically used to measure how
much time was spent in a specific region of code, and for access-
ing hardware-specific information, for example the amount of time
lost due to stalls and cache misses. The reason for a stall could
also be determined: data cache miss, instruction cache miss, ex-
ternal cache miss, or a branch misprediction. HiPE used PICs to
measure time spent in garbage collection, each built-in function,
native code, and each time-slice. The instrumentation measured
both elapsed cycles and issued instructions, making it possible to
determine the CPI (cycles per instruction) ratio.

For more details on the instrumentation and an analysis of some bench-
marking that used this instrumentation, the reader is referred to the
Licentiate thesis of the author [48], and an even more detailed technical
report [50].

Some of these features were removed when we added the x86 back-
end. Instead the SPARC low-level performance counters were made
accessible as built-in functions in the basic runtime system provided by
Ericsson. The ability to count the number of calls to a function is also
being moved to the basic Erlang/OTP system in R9.
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Chapter 3

The compiler
infrastructure

Brevis esse laboro, obscurus fio.

In this chapter we will mostly present background information necessary
for the understanding of the rest of the thesis. We will also present a
few noteworthy details of the HiPE compiler which are not present in
most other compilers. This chapter is divided into two parts, ”Phases
in the compiler” (Section 3.1), and ”Interface Issues”(Section 3.2).

In the first section we will present the intermediate representations
(Icode, RTL, x86, and SPARC) and the translations done on each inter-
mediate representation. Note that we have chosen to divide the interme-
diate representation into several layers with distinct interfaces between
them, making the implementation modular.

In the second section of this chapter we will present how we have
solved the integration of native code with the existing runtime system.
Note that the HiPE system supports user controlled mixing of emulated
and native code execution at the granularity of individual functions.
We know of no other system that does this and at the same time main-
tains tailcall optimization. How this is implemented is described in
Sections 3.2.1 to 3.2.5. In Sections 3.2.6 to 3.2.8 we also present some
background information on how we handle built-in functions, process
switching, and code loading. The chapter ends with Section 3.2.9 de-
scribing how we implement efficient switching on atoms whose values
are unknown at compile time.

3.1 PHASES IN THE COMPILER
The HiPE system consists of a compiler from BEAM virtual machine
code to native machine code (SPARC or x86), The overall structure of
the HiPE system is shown in Figure 3.1. Even though the compiler has
been kept modular by having several separate intermediate representa-
tions, they all use the same control-flow graph structure. This has made
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Figure 3.1: Structure of a HiPE-enabled Erlang/OTP system.

it possible to use the same implementation of liveness calculation, ex-
tended basic blocks, and removal of unreachable code for all intermediate
representations.

3.1.1 To BEAM code

We use the Erlang compiler of the underlying Erlang/OTP system
to compile Erlang source code to BEAM code. The HiPE compilation
starts from BEAM files; at this point the Erlang source code is not
necessary for the compilation. This makes it possible to compile third-
party Erlang modules to native code even if they only are distributed
as precompiled BEAM files.

The BEAM code intermediate representation (IR) is simply a sym-
bolic representation of BEAM virtual machine code, and is produced by
disassembling the functions or module being compiled. BEAM operates
on a largely implicit heap and call-stack, a set of global registers, and a
set of slots in the current stack frame. There are different classes of reg-
isters: X registers for temporaries, Y registers for local variables (aliases
for stack slots), and F registers for temporary floating-point values. X
and Y registers always contain fully tagged Erlang values. BEAM is
semi-functional: composite values are immutable, but registers and stack
slots can be assigned freely.

3.1.2 BEAM to Icode

Icode is an idealized Erlang assembly language. The stack is implicit,
any number of temporaries may be used, and temporaries survive func-
tion calls. Icode is a very simplistic language with only 12 different in-
structions to make it an easy target to translate to. Most computations
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are expressed as function calls. All bookkeeping operations, including
memory management and process scheduling, are implicit.

BEAM is translated to Icode mostly one instruction at a time. How-
ever, function calls and the creation of tuples are sequences of instruc-
tions in BEAM but single instructions in Icode, requiring the translator
to recognize those sequences.

Temporaries are also renamed through SSA-conversion [6, 30], to
avoid false dependencies between different live ranges. The Icode form is
then improved by application of constant propagation, constant folding,
and dead-code elimination [66]. In a last stage explicit heap overflow
tests are added where needed and then merged by backward propagation
pass.

Icode helps to insulate the HiPE compiler from changes in its front-
end. For example, as mentioned HiPE was previously based on JAM,
a completely different virtual machine, and in the future it might be
worthwhile to compile directly from Erlang to Icode.

3.1.3 Icode to RTL
RTL is a generic three-address register transfer language. RTL itself
is target-independent, but the code is target-specific, due to references
to target-specific registers and primitive procedures. RTL has tagged
registers for proper Erlang values, and untagged registers for arbitrary
machine values. To simplify the garbage collector interface, function
calls only preserve live tagged registers. The runtime system cannot
handle derived pointers: untagged values that point to heap-allocated
Erlang terms. If the garbage collector relocates an Erlang term, it
would also have to locate and update all its derived pointers.

In the translation from Icode to RTL, many operations (e.g., arith-
metic, data construction, or tests) are inlined. Data tagging opera-
tions [40, 71] are made explicit, data accesses and initializations are
turned into loads and stores, etc.

Icode-level switch instructions for switching on basic values are trans-
lated into code that implements the switches (see Section 3.2.9).

Optimizations applied to RTL include common subexpression elim-
ination, constant propagation and folding.

The RTL code is translated either into symbolic SPARC code or
symbolic x86 code, depending on the target of the compilation.

3.1.4 Symbolic SPARC
The symbolic SPARC assembly language is similar to RTL, but uses
SPARC-specific operators with some pseudo-operations (e.g., loading an
atom or a function address) whose operands are resolved by the linker.
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3.1.5 Symbolic IA-32

The x86 intermediate representation is a simple abstract x86 assembly
language. It differs from RTL in two major ways:

• Arithmetic operations are in two-address form, with the destina-
tion operand also being a source operand (i.e., x += y instead of
x = x + y).

• Memory operands described by simple addressing modes (base reg-
ister plus offset) are permitted in most operand positions.

3.1.6 Register allocation

Register allocation is applied to try to map temporaries to actual ma-
chine registers. Spilled temporaries remain unallocated, and are mapped
to stack slots in the subsequent frame management pass.

Before register allocation, every temporary is semantically equivalent
to a register, and any operand may be a temporary. After register
allocation, any unallocated temporary is an implicit memory operand,
but the instruction set architecture (ISA) of the machine places some
restrictions on the use of memory operands. A “fix-up” pass is run after
register allocation to ensure that the requirements of the ISA are met.

The HiPE system has several different register allocators. These are
described in detail in Chapter 4.

3.1.7 Frame management

Stack frames are introduced to the code after register allocation, when
the set of spilled temporaries is known. The frame management pass
performs the following tasks:

• A map is built which maps each spilled temporary and stacked
parameter to a stack slot. The mapping is given as an offset rela-
tive to a virtual frame pointer having the initial value of the stack
pointer on entry to the function.

• The frame size and maximal stack usage for calls are computed,
and code is added to the function prologue to check for stack over-
flow and set up the stack frame.

• All instructions are processed while recording the current stack
depth (offset from the virtual frame pointer), and references to
spilled temporaries are rewritten. On the x86 as memory operands
using offsets from the stack pointer, and on the SPARC as loads
or stores.
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• A stack descriptor is created for each call site, describing which
stack slots correspond to live temporaries (using the results of a
liveness analysis) and whether the call is in the context of a local
exception handler.

• At each tailcall, code is generated to shuffle the actual parameters
to the initial portion of the stack frame.

3.1.8 Linearizing the code

During most parts of the compiler, the code is represented in a control-
flow graph form. Before assembly, the CFG must be linearized by or-
dering the basic blocks and redirecting jump instructions accordingly.

In modern architectures, it is important that this linearization takes
into account the likelihood of a conditional jump being taken or not,
and the static branch prediction algorithm used in hardware (forward
conditional: not taken, backward conditional: taken). If this is not done,
performance is likely to suffer due to mispredicted branches. How this
is done is described below.

First, the HiPE compiler always annotates conditional jumps with
probabilities for taken/not-taken. These are usually accurate, since
many conditionals are type safety checks and stack or heap overflow
checks inserted by the compiler itself. Second, the CFG module is careful
to represent all conditional jumps as “unlikely”. Third, the linearization
attempts to order blocks following the “likely” path. The net effect is
that in most functions, the likely path is a straight sequence of instruc-
tions, with some forward conditional jumps to blocks implementing less
likely special cases (such as non-fixnum arithmetic or calling the garbage
collector on heap overflow).

3.1.9 Assembling the code

The assembler converts the final symbolic code to machine code, which
is either loaded into the runtime system or saved in an object file.

3.2 INTERFACE ISSUES

By basing the HiPE system on the Erlang/OTP system we have been
able to get an industrial strength research compiler which can be used
to benchmark real world applications. Such a compiler requires that all
features of Erlang are implemented and special care has to be taken
to integrate HiPE into the Erlang/OTP system. In this section we
describe some such features of Erlang and the Erlang/OTP system
and how we have implemented and integrated them.
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Figure 3.2: Recursive calls (f → g) and tailcalls (g tail→ h).

3.2.1 Tailcalls
Erlang, in contrast to many other (non-functional) programming lan-
guages, requires proper tailcalls. Unfortunately there is little support
in hardware for function calls that reuse the current stack-frame. This
forces insertion of special code that shuffles the stack contents at tail-
calls. To illustrate how calls and tailcalls are implemented by HiPE,
assume that f calls g, g tailcalls h, and h finally returns to f . Figure 3.2
shows the stack layout changes in this process. State (a) shows the stack
before f calls g. The function f evaluates the parameters to g, pushes
them on the stack. On the x86 a call instruction is executed. This
instruction pushes a return address and jumps to g, which allocates its
frame (the dashed portion). On the SPARC, the call does not push the
return address, it is instead saved in a register. Then the header of g

saves the return address on the top of the stack as g’s frame is set up.
So in both cases we get to to state (b), before the real code of g starts
executing. Then g evaluates the parameters to h, and shuffles the stack
to overwrite the argument area and possibly parts of its frame with the
new parameters, leading to state (c). Then g completes its tailcall to h

by dropping its frame and jumping to h, leading to state (d). In state
(d), the stack is exactly as if f had called h directly. Eventually h returns
to f . On the x86 a ret $n instruction is executed, popping the return
address and n stacked parameters and returns to f . On the SPARC the
return address is explicitly loaded to the return address register and the
stack pointer is adjusted, in both cases leading to state (e). Register
parameters are omitted from this description.

Figure 3.2 also illustrates why it is the callee who must deallocate
the stacked parameters. In the presence of tailcalls, the caller (f in this
example) does not know which function finally returns to it, and it does
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not know how many parameters there are on the stack upon return.
Therefore, the caller cannot deallocate the stacked parameters, but the
returning function can since it knows how many parameters it takes.
We point this out because this is the opposite of the calling convention
normally used by C and Unix.

A disadvantage of this calling convention is that the stack shuffle
step during tailcalls must also consider the return address as a stacked
parameter that will have to be moved to a different stack slot if the caller
and callee (g and h in the example) have different numbers of stacked
parameters.

Fortunately the arities of both the caller and the callee are known
and the shuffling is only needed when both the caller and callee have
arguments on the stack. On the SPARC which passes the first 16 argu-
ments in registers this situation is very rare, but this situation occurs
on the x86 where at most 5 arguments can be passed in registers.

3.2.2 Exception handling
In Erlang, an exception thrown in one function, f , can be caught by
an exception handler in a function g, calling f (See Program 3.1). This
non-local return from f might be the only way to reach the code for the
exception handler in g. In HiPE each call have an extra successor label if
it is within the scope of a local exception handler (See Figure 3.3). This
simplifies the handling of function-level CFGs, but on the other hand
requires that calls in the context of local exception handlers end basic
blocks. Exception handlers in HiPE do not need any other special

Program 3.1 Any exceptions thrown by g is caught by f .
f(X) ->

%% The catch will set up an exception handler
%% which in this simplest form will just
%% turn an exception into an Erlang term.

catch g(X).

g(X) ->
%% This operation will throw an exception
%% if X is not a number.

X + 1.

%% Example execution:
%% > f(1).
%% 2
%% > f(foo).
%% {’EXIT’, {badarith, []}}
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1: 

redtest() 

v1 := g(v0)->[5,3]

5: 

return(v1)

3: 

v1:=restore_catch(3)

goto 5

fail

f/1(v0)

1: 

redtest()

v2 := 1

v1 := '+'(v2, v0)

return(v1)

g/1(v0)

Figure 3.3: The Icode CFG’s for the functions g and f from Pro-
gram 3.1. Note that the call to g from f is protected by an
exception handler (basic block 3).

representation. A local exception handler is just represented by the
basic blocks implementing it, and by an “exception edge” in the CFG
from calls that might fail to it. An inlined BIF within an exception
handler just jumps to the basic block of the handler instead of throwing
an exception in case of failure.

The last stage of the compiler inserts some code in edges between
calls and exception handlers in order to move exception values to the
right local temporary. The loader recognizes calls within exception han-
dlers and registers their address together with the address of the excep-
tion handler in a stack descriptor (see Section 3.2.3). This way there is
no runtime cost for setting up an exception handler. When an exception
is thrown the stack map is used while traversing the call stack and if a
return address has an exception handler the control is transfered to the
handler.

3.2.3 Stack descriptors
The stack frame of a function is composed of two parts: a fixed-size
part at the top for caller-save registers and spilled temporaries, and a
variable-size part at the bottom for pushing the outgoing parameters in
recursive calls (see Figure 3.4). On entry, the function first checks that
enough stack space is available for the largest possible frame, calling a
runtime system primitive if this is not the case, then the fixed-size part
is set up. The main benefit of fixed-size frames is their low maintenance
cost. On the other hand, they may contain dead or uninitialized stack
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Figure 3.4: The call stack for for the functions g/M in the call
chain f/L → g/M → h/N .

slots, which can increase their sizes and complicate garbage collection
and exception handling.

HiPE uses stack descriptors (also known as stack maps) [18, 54] to
support exception handling and precise garbage collection. For each call
site, the compiler constructs a stack descriptor describing that call site
to the runtime system:

• the call site’s return address (lookup key)

• the caller’s frame size (excluding this call site’s actual parameters)

• the caller’s arity

• the caller’s local exception handler, if present

• the live slots in the caller’s frame

This data enables the runtime system to inspect stack frames and tra-
verse call stacks.

A stack descriptor is represented by three-word header containing
the return address, hash link, frame size, and arity, followed by a bit-
mask of the live stack slots. The exception handler is described by a
single bit in the header; if set, the handler address is stored in the word
immediately before the header. In Figure 3.5 the SPARC stack descrip-
tor for a call from a function g/17 to a function h/0 is shown. In this
example there is one live value and one dead value on the stack at the
call to h. Note that on the SPARC the 16 first arguments are passed in
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h/0
RA -> g

hash_link

RA

00000000000000000000010000000001

00000000000000000000000000000001ha
sh
(R
A)

size:2

catch:false

arity:1
Stack descriptor

livemap:LIVE|DEAD

Figure 3.5: A stack descriptor for a call (on SPARC) to h/0 from
g/17. Note that 16 of the arguments to g/17 are passed in registers
and that 1 local variable is live during the call to h/0.

registers. This gives a stack arity of 1, that is, one argument is passed
on the stack. The size of the frame, excluding the return address (which
is always present) is 2. On the x86 the memory overhead for the stack
descriptors is currently about 35% of the code size. However, without
stack descriptors additional code would have to be generated to remove
or nullify dead stack slots. There are techniques for compacting stack
descriptor tables even further, e.g., [87]. However, they also tend to in-
crease stack descriptor lookup costs, and we have found those costs to
have a measurable performance impact.

3.2.4 Garbage collection and generational stack scanning
HiPE uses a safe points garbage collection strategy: the compiler emits
code to check for heap overflow and to call the collector in that case.
These are normal recursive calls with associated stack descriptors. The
garbage collector uses the stack descriptors to traverse the call stack and
identify slots containing live Erlang values.

Repeated stack scanning can cause high runtime overheads in deeply
recursive programs, to tackle this problem HiPE implements genera-
tional stack scanning [25].

3.2.5 Mode switching
In HiPE, a mode-switch occurs whenever there is a transfer of control
from native to emulated code, or vice-versa. We made the design decision
that the mere presence of multiple execution modes should not impose
any runtime overheads, as long as no mode-switches occur. This design
requirement calls for great care when implementing mode-switches, not
only for performance, but also for correctness.

The first question which must be answered is: where do mode-
switches occur? Since HiPE compiles individual functions to native
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code, a mode-switch occurs whenever there is a flow of control from
one function to another, and the two functions are in different modes.
Thus, mode-switches occur at call and return sites. Erlang’s excep-
tion mechanism also introduces mode-switches, viz., when an exception
is thrown from code executing in one mode, and the most recent handler
is in a different mode. We will refer to these cases as call, return, and
throw events, respectively.

The second question which must be answered is: how does the system
discover that a particular instance of a call, return, or throw event must
perform a mode-switch? The answer depends on the type of event:

Call events. HiPE uses a pseudo-static approach in which calls
always use the mode of the caller. As described in Section 3.2.8, if
a native-code caller refers to an emulated-mode callee, then the linker
redirects the call instruction to instead invoke a native-code stub, which
in turn causes a switch to emulated mode. If an emulated function is
compiled to native code, then the start of the original BEAM code is
overwritten with a special emulator instruction which causes a switch
to native mode. (The asymmetry between these cases is due to the fact
that the HiPE linker only has knowledge about call sites in native code.)

Return events. Whenever a recursive function call causes a mode-
switch, the return sequence must be augmented to perform the inverse
mode-switch.

HiPE uses a same-mode convention for returns. When a call causes a
mode switch, a new continuation (stack frame) is created in the mode of
the callee. The return address in this continuation points to code which
causes a switch back to the caller’s mode. For returns from native to
emulated code, the return address points to machine code in the runtime
system. For returns from emulated to native code, the return address
points to a special emulator instruction. This causes no overhead except
during mode-switches, and it minimized the amount of changes needed
in the existing emulators.

Throw events. HiPE deals with exception throws in the same way
as it deals with function returns: a same-mode convention augmented
with mode-switching stack frames. When a call causes a mode-switch,
a new exception catch frame is created in the mode of the callee. In this
catch frame the handler address points to code which causes switches
back to the caller’s mode, and then re-throws the exception. Thus,
when a call causes a mode-switch, two frames are pushed: first a catch
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Figure 3.6: Mode-switch frames created in call f → g → h.

frame, then a return frame. The code at the return address in the return
frame knows that it also has to remove the catch frame beneath it before
switching mode.

In addition to the call, return, and throw events described above,
HiPE may also need to perform mode-switches when a process is sus-
pended and the next process to run executes in another mode.

Figure 3.6 illustrates the use of mode-switch frames and return ad-
dresses. There are three functions: f and h are in emulated code, g is
in native code. First f calls g, via the trap-to-native instruction planted
in g’s original emulated code by the linker. At the call, f pushes an
emulated-mode return frame (2) on top of its own frame (1). The mode-
switch transfers control to g, and sets the native-code return address
register to point to the native-to-emulated mode-switch routine. Then
g calls h, via h’s trap-to-emulated native-code stub. At the call, g saves
its live registers, including its return address, in frame (3). The mode-
switch pushes a mode-switch return frame (4) on the estack and invokes
h, which then creates a frame for its local variables (5).

Maintaining tail-recursion The calling convention with special stack
frames for mode-switching is efficient and easy to implement. For many
programming languages, this would be enough.

However, Erlang, like most other functional programming lan-
guages, relies on tail-recursive function calls for expressing iteration.
Consider the following sequence of tailcalls, where each fe

i is an emu-
lated function, and each fn

j is a native code function:

fe
1

tail→ fn
2

tail→ fe
3

tail→ fn
4

tail→ · · ·

A correct implementation is expected to execute such a sequence in
constant stack space, regardless of its length.
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Unfortunately, at each call, a new mode-switch stack frame is pushed,
to make the return perform the inverse mode-switch. Thus, stack space
usage will grow linearly with the length of the sequence of tailcalls, and
tail-recursion optimization is lost.

HiPE solves this problem as follows. The return address in a mode-
switch stack frame will always have a known value: either the address
of the return mode-switch routine (in native mode), or the address of
the return mode-switch instruction (in emulated mode). Thus, a simple
runtime test is able to distinguish mode-switch stack frames from normal
stack frames. Now, consider the following call sequence:

fe → gn tail→ he

When fe calls gn, it pushes a mode-switch frame on the native-code
stack. When gn tailcalls he, the system would normally push a new
mode-switch frame, on the emulated-code stack. Instead, HiPE imple-
ments a mode-switch call event as follows:

1. If the current return frame is a mode-switch frame, then:

(a) pop the mode-switch return frame from the caller’s stack;

(b) invoke the callee.

Otherwise:

2. push a mode-switch return frame on the callee’s stack;

3. invoke the callee.

The initial test prevents adjacent mode-switches from being created,
and thus restores proper tail-recursive behavior. The test itself is not
expensive, and it is only executed when there is a mode-switch call.
Similar methods for maintaining proper tail-recursion in the context of
a mixed mode execution have been used in some Prolog implementations
(e.g., ProLog by BIM, SICStus Prolog [76]) and perhaps elsewhere.

3.2.6 Built-in functions

Erlang defines a number of built-in functions (so called BIFs) that
each Erlang implementation should provide. In addition to this there
are also the standard libraries with more functions that must be imple-
mented in an Erlang system. Some of these functions are implemented
in Erlang, but some are implemented in C in the runtime system. To
call C functions from native code, such calls have to be compiled to use



44 CHAPTER 3. THE COMPILER INFRASTRUCTURE

C’s calling convention, and the loader has to be able to find the address
of the C code at load time.

Calls to some of these BIFs (such as element/2) are recognized by
the translation to RTL and inlined directly in RTL code.

HiPE also supports calls to special primops (primitive operators).
These are low level functions implemented in C or assembler for, e.g.,
invoking the GC, increasing the native stack or suspending the process.

3.2.7 Process switching

Currently, the HiPE system is not parallel but concurrent, there is just
one Erlang process executing at a time. Each process gets a time-slice
to execute before it has to yield to another process. This is implemented
by a reduction counter : the process starts with a number of reductions
and for each function call this number is decremented, when the number
of reductions reaches zero the process is suspended. Then a scheduler is
responsible for choosing a process to execute next.

In Erlang/OTP-R8 the scheduler was implemented as the top-
level loop in the runtime system, calling the emulator with the process
to execute next. The emulator could in turn call native code through the
mode-switch interface. When native code needed to suspend a process
it had to go through a mode-switch and the emulator to get to the
scheduler.

In Erlang/OTP-R9 we have turned this around so that the sched-
uler now is a function that can be called either from the emulator or from
native code directly to suspend the current process and get the next pro-
cess to execute. This has enabled us to do faster process switches from
native code.

3.2.8 Code loading

As described before, Erlang requires the ability to upgrade code at
runtime, without affecting processes currently executing the old version
of that code.

The underlying Erlang runtime system maintains a global table of
all loaded modules. Each module descriptor contains a name, a list of
exported functions, and the locations of its current and previous code
segments. The exported functions always refer to the current code seg-
ment. At a remote function call (module:function(parameters. . .)),
the emulator first performs a lookup based on the module and function
name (this lookup is optimized to an indirect load via a table). If the
function is found, the emulator starts executing that code; otherwise, an
error handler is invoked.
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Figure 3.7: Code backpatching done by HiPE linker.

In native code, each function call is implemented as a machine-level
call to an absolute address. When the caller’s code is being linked, the
linker initializes the call to directly invoke the callee. If the callee has
not yet been loaded, the linker will instead direct the call to a stub which
performs the appropriate error handling. If the callee exists, but only
in emulated code, the linker directs the call to a stub which in turn will
invoke the emulator.

To handle hot-code loading and dynamic compilation at runtime,
the linker also maintains information about all call sites in native code.
This information is used for dynamic code patching, as follows:

• When a module is updated with a new version of the emulated
code, all remote function calls from native code to that module
are located. These call sites are then patched to call the new
emulated code, via new native-to-emulated code stubs.

• When an emulated function is compiled to native code, each native
code call site which refers to this function is patched to call the
new native code. The first instruction in the BEAM code is also
replaced by a new instruction which will cause the native code
version to be invoked. Finally, the native-to-emulated stub used
to invoke it from native code is deallocated.

• When a module is unloaded and its memory is freed, all native code
call sites referring to this module are patched to instead invoke an
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error handling stub. All native code call sites within this now non-
existent module are also removed from the linker’s data structures,
to prevent future attempts to update them.

Figure 3.7 illustrates the actions of the HiPE linker. Initially, the func-
tion f exists only as emulated code, and the native code function g calls
it via a trap-to-emulated stub; see Figure 3.7(a). After compiling f to
native code, the call site in g is backpatched to invoke f’s native code,
and the first instruction in f’s original emulated code is replaced with a
trap-to-native emulator instruction; see Figure 3.7(b).1

Both the standard Erlang system and the HiPE system support
load-on-demand of modules. When invoked, the error handler for unde-
fined function calls will attempt to load the code for that module from
the file system. If this is successful, the call continues as normal. As a
side-effect of loading the module, the HiPE linker will patch native code
call sites as described above.

3.2.9 Pattern matching implementation

The front end of the compiler does most of the work associated with
pattern matching compilation using known techniques [72]. The com-
piler can reorder mutually exclusive patterns in order to group patterns
of the same type into one comparison operation, represented as a switch
instruction in BEAM and Icode. These switches are on the form: com-
pare the contents of a temporary to a set of constants and jump to a
label corresponding to the matching constant. A default label that is
used when no constant matches is also given.

In the translation to RTL these instructions are translated into se-
quences of lower level instructions. If the set of constants is too sparse
the switch is divided into several smaller switches [15, 57]. There are
then several ways these switches may be translated: 1) as an inlined
binary search, 2) as a direct jumptable, or 3) as a binary search in a
table. The method to use is determined by the number of elements to
search in (and the density of the constants). We have measured the
performance of these different methods on switches of different sizes and
come up with threshold values for each method.

The first method, the inlined binary search, which builds a code tree
of if instructions that search through the constants in a binary fashion,
is only used when the number of constants is low. For large and dense
sets of small integers a direct jump table is used instead.

1We ensure that the code for each BEAM function is larger than the trap-to-native
emulator instruction.
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In other cases the constants are sorted into a dense array through
which a binary search is conducted, another array of the same size is used
to hold the corresponding addresses. Since the size of the table is known
at compile time the loop of the binary search can be unrolled. Basically,
the search is done by keeping a low pointer (all indexes below are known
to point to small keys) and a lookahead pointer. In each step, if the
constant at the lookahead pointer is smaller than the searched constant,
move low to lookahead.2 Then set lookahead to low + increment, where
increment is a power of two that in each step is divided in two. In each
step the invariant holds that the key is somewhere between low and
low+increment. If the table is of size N then after logN steps increment
is 0 and hence the key is located at index low. (The algorithm is derived
from a “Programming Pearl”; see Section 8.3 in [14]). The size of this
inlined code is O(logN) where N is the number of constants and hence
significantly smaller than inlining the whole search tree.

Atoms are problematic since their runtime values differ between in-
vocations of the runtime system, so switches on atoms are translated
into semi-symbolic code which is finalized by the object code loader.
For this reason the data section of the code can contain some rather
complex structures, such as arrays of pairs of atoms and code labels
that at load time are sorted on the runtime representation of the atoms.

2When our back-ends have full support for conditional moves the search code could
be further improved by replacing all branches by conditional moves.





Chapter 4

Register allocation

Natura abhorret a vacuo.

In this chapter we will describe the register allocators used in the evalua-
tion presented in Chapters 8 and 9. We begin with a general description
of the techniques used in Section 4.1 followed by a description of the
specific implementations used in the HiPE system in Section 4.2. Most
of this material is background material needed for the understanding
of the evaluation in the following chapters. Section 4.2.7 presents some
experiences from applying linear scan register allocation on a register
poor architecture such as the x86.

Note that the description of linear scan [75] assumed a register rich
architecture such as Digital’s Alpha. We are the first to describe its
use both on SPARC and on the x86, and we are also the first to do an
evaluation of the performance of linear scan on x86.

4.1 GLOBAL REGISTER ALLOCATION

Register allocation aims at finding a mapping of source program or com-
piler generated variables (henceforth referred to as temporaries) to a
limited set of physical machine registers. Local register allocation algo-
rithms restrict their attention to the set of temporaries within a single
basic block. In this case, efficient algorithms for optimal register allo-
cation exist; see e.g. [82, 5]. When aiming to find such an allocation
for temporaries whose lifetimes span across basic block boundaries (e.g.,
for all temporaries of a single function), the process is known as global
register allocation. In this case, control-flow enters the picture and ob-
taining an optimal such mapping becomes an NP-complete problem;
see [21, 66]. Since the early 80’s, global register allocation has been
studied extensively in the literature and different approximations to the
optimal allocation using heuristics methods from related NP-complete
problem such as bin-packing, and graph coloring, have been used to solve
the problem.
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4.1.1 Graph coloring register allocation

The idea behind coloring-based register allocation schemes is to formu-
late register allocation as a graph coloring problem [21] by representing
liveness information with an interference graph. Nodes in the interfer-
ence graph represent temporaries that are to be allocated to registers.
Edges connect temporaries that are simultaneously live and thus cannot
use the same physical register. By using as many colors as allocatable
physical registers, the register allocation problem can be solved by as-
signing colors to nodes in the graph such that all directly connected
nodes receive different colors.

The classic heuristics-based method by Chaitin et al. [21, 22] iter-
atively builds an interference graph, aggressively coalesces any pair of
non-interfering, move-related nodes, and heuristically attempts to color
the resulting graph by simplification (i.e., removal of nodes with degree
less than the number of available machine registers). If the graph is not
colorable in this way, nodes are deleted from the graph, the correspond-
ing temporaries are spilled to memory, and the process is repeated until
the graph becomes colorable.

Since Chaitin’s paper, many variations [27, 44] or improvements [19,
29, 69] to the basic scheme have emerged and some of them have been
incorporated in production compilers.

4.1.2 Iterated register coalescing

Iterated register coalescing proposed by George and Appel [38] is a
coloring-based technique aiming at more aggressive elimination of re-
dundant move instructions: When the source and destination node of
a move do not interfere (i.e., are not directly connected in the graph),
these nodes can be coalesced into one, and the move instruction can be
removed. This coalescing of nodes a and b is iteratively performed dur-
ing simplification if, for every neighbor t of a, either t already interferes
with b or t is of insignificant degree. Like the coalescing strategy of
Briggs, this coalescing criterion is also conservative.

In practice, coloring-based allocation schemes usually produce good
code. However, the cost of register allocation is often dominated by
the construction of the interference graph, which can take time (and
space) quadratic in the number of nodes. Moreover, since the coloring
process is based on heuristics, there is no guarantee that the number
of iterations will be bounded (by a constant). When compilation time
is a concern, as in just-in-time compilers or interactive development
environments, graph coloring or iterated register coalescing may not be
the best method to employ for register allocation.
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return t0;
t0 = t3;

L3: t1 = t1 − 1;
goto L1;

L2: t3 = t1 + 1;

{t1, t2}

L1: if t1 > t2 then L3 else L2;

(a) Control-flow graph.

1 : L1: if t1 > t2

then L3 else L2;
2 : L3: t1 = t1 - 1;
3 : goto L1;
4 : L2: t3 = t1 + 1;
5 : t0 = t3;
6 : return t0;

(b) Linearization 1.

1 : L1: if t1 > t2

then L3 else L2;
2 : L2: t3 = t1 + 1;
3 : t0 = t3;
4 : return t0;
5 : L3: t1 = t1 - 1;
6 : goto L1;

(c) Linearization 2.

Figure 4.1: Control-flow graph and two of its possible lineariza-
tion.

4.1.3 Linear scan register allocation

The linear scan allocation algorithm [75] is simple to understand and
implement. Moreover, as its name implies, its execution time is linear
in the number of instructions and temporaries. It is based on the notion
of the live interval of a temporary, which is an approximation of its
liveness region. The live interval of a temporary is defined so that the
temporary is dead at all instructions outside the live interval. This is an
approximation as the temporary might also be dead at some instructions
within the interval. The idea is that finding this approximation will be
much faster than building a complete interference graph.

The algorithm can be broken down into the following four steps:
(1) order all instructions linearly; (2) calculate the set of live intervals;
(3) allocate a register to each interval (or spill the corresponding tem-
porary); and finally (4) rewrite the code with the obtained allocation.

Let us look at each step, using Figure 4.1 as our example.

Ordering instructions linearly As long as the calculation of live inter-
vals is correct, an arbitrary linear ordering of the instructions can be
chosen. In our example, the simple control-flow graph of Figure 4.1(a)
can be linearized in many ways; Figures 4.1(b) and 4.1(c) show two
possible orderings. Different orderings will of course result in different
approximations of live intervals, and the choice of ordering might im-
pact the allocation and the number of spilled temporaries. An optimal
ordering is one with as few contemporaneous live intervals as possible,
but finding this information at compile-time is time-consuming and as
such contrary to the spirit of the linear scan algorithm. It is therefore
important to a priori choose an ordering that performs best on the aver-
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age. Poletto and Sarkar in [75] suggest the use of a depth-first ordering
of instructions as the most natural ordering and only compare it with
the ordering in which the instructions appear in the intermediate code
representation. They conclude that these two orderings produce roughly
similar code for their benchmarks. We have experimented with many
other different orderings and discuss their impact on the quality of the
produced code in Section 9.1.

Calculation of live intervals Given a linear ordering of the code, there
is a minimal live interval for each temporary. For temporaries not in
a loop, this interval starts with the first definition of the temporary
and ends with its last use. For temporaries live at the entry of a loop,
the interval must be extended to the end of the loop. The optimal
interval can be found by first doing a precise liveness analysis and then
by traversing the code in linear order extending the intervals of each
temporary to include all instructions where the temporary is live. For
the first linearization of our example, a valid set of live intervals would
be:

t0 : [5, 6], t1 : [1, 4], t2 : [1, 3], t3 : [4, 5]

and for the second linearization, a valid set of live intervals would be:

t0 : [3, 4], t1 : [1, 6], t2 : [1, 6], t3 : [2, 3]

In the first set of intervals, t2 is only live at the same time as t1, but
in the second one, t2 is simultaneously live with all other temporaries.

A natural improvement to the above calculation of lifetime intervals
is to also employ a scheme such as that described in [89] for utilizing
lifetime holes or to perform some form of live range splitting. We will
remark on the use of these methods in Section 9.4. Also, there are
alternatives to performing the somewhat costly liveness analysis that
give correct—but sub-optimal—live intervals. One approach is to use
strongly connected components in the control-flow graph; see [75]. We
will look closer at this alternative in Section 9.2.

Allocation of registers to intervals When all intervals are computed,
the resulting data structure (Intervals) gets ordered in increasing start-
points so as to make the subsequent allocation scan efficient. For our
first linearization this would result in:

t1 : [1, 4], t2 : [1, 3], t3 : [4, 5], t0 : [5, 6]

Allocation is then done by keeping a set of allocatable free physical
registers (FreeRegs), a set of already allocated temporaries (Allocated),
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and a list containing a mapping of active intervals to registers (Active).
The active intervals are ordered on increasing end-points while traversing
the start-point-ordered list of intervals. For each interval in Intervals,
that is, for each temporary ti (with interval [starti, endi]) do:

• For each interval j in Active which ends before or at the current
interval (i.e., endj ≤ starti), free the corresponding register and
move the mapping to Allocated.

• If there is a free register, r, in FreeRegs, remove r from FreeRegs,
add ti �→ r with the interval ti : [starti, endi] to Active (sorted
on end).

If, on the other hand, there are no free registers and the end-
point endk of the first temporary tk in Active is further away than
the current (i.e., endk > endi), then spill tk, otherwise spill ti. By
choosing the temporary whose live interval ends last, the number of
spilled temporaries is hopefully kept low. (Another way to choose
the spilled temporary is discussed in Section 9.3.)

Rewrite of the code Finally, when the allocation is completed, the code
is rewritten so that each use or definition of a temporary involves the
physical register where the temporary is allocated to. On RISC architec-
tures, if the temporary is spilled, a load or store instruction is added
to the code and a precolored physical register is used instead of the tem-
porary. On architectures with complex addressing modes, such as the
x86, the location of the spilled temporary can often be used directly in
the instruction, in which case no extra instruction for loading or storing
the temporary is needed.

4.2 IMPLEMENTED REGISTER ALLOCATORS IN HiPE
4.2.1 Graph coloring register allocator
The graph coloring register allocator is a simple variant of Briggs allo-
cator [19], which has been in daily use in the HiPE compiler for many
years. During this time the implementation has been tuned, mainly by
supplying more efficient data structures. The allocator uses a rather sim-
ple spill cost function: the static count of uses. This cost function works
quite well in our context since there are no loop constructs in Erlang;
either there is no loop in a function or the function is self-recursive in
which case more or less the whole function is in the loop. A natural
improvement to the cost function would be to use the static prediction
to give higher spill cost to registers used in the most likely taken path.
We have not investigated this issue since this allocator seldom needs to
spill on register-rich architectures such as the SPARC.
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In the graph coloring register allocator, the following three steps
are iterated until no new temporaries are added: 1) build interference
graph; 2) color the graph; and 3) rewrite instructions with spills to use
new temporaries. These steps are described in more detail below.

Build interference graph To build the interference graph we first calcu-
late liveness information for the temporaries and we then traverse the
instructions inserting edges between interfering temporaries into the in-
terference graph. While doing this, we also calculate the number of uses
of each temporary. This number is used in the spill cost function.

Color the graph Coloring is done straightforwardly. We use a work-list
Low, a stack of colorable registers Stack, and apply the algorithm shown
as Algorithm 4.1

Algorithm 4.1 Heuristic graph coloring implementation
Low is initialized to contain all nodes of insignificant degree
/* i.e., trivially colorable */

While the interference graph is non-empty
While Low is non-empty

Remove X from Low
Push {X, colorable} on the Stack
Decrement degree of neighbors of X
For each neighbor Y of low degree, put Y on Low

If the interference graph is empty, return Stack;
otherwise

Select a node Z to spill
Push {Z, spilled} on the Stack
Decrement the degree of neighbors of Z
Add all insignificant degree neighbors of Z to Low

While the stack is not empty
Pop a node N from the stack
If N is not marked as spilled choose a free color for N.

Rewrite of the code The final step of the graph coloring implemen-
tation traverses the code and rewrites each instruction—except move
instructions whose handling is postponed—that defines or uses a spilled
temporary. For each use we first insert an instruction that moves the
spilled temporary to a new temporary and then we rewrite the original
instruction so that it uses the new temporary instead. For instructions
defining a spilled temporary, we do a similar rewrite.
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After this rewrite, spilled temporaries are only referenced by move
instructions which can be replaced by loads and stores in a later stage.
If no new temporaries were added, we are done (all temporaries are
allocated); otherwise we repeat the allocation with the new code, with
the added constraint that none of the new temporaries may be spilled.

4.2.2 Iterated register coalescing allocator

The iterated register coalescing allocator closely follows the algorithm
described by George and Appel [38]. This allocator is optimistic in its
spilling (similar to the strategy described in [69]). Them main reason for
implementing this allocator was to be able to get really good runtime
performance of the generated code when the speed of compilation is
not critical. This allocator establishes an approximate (practical) lower
bound on the number of spills for the benchmarks.

The main structure of the iterated coalescing allocator (shown as
Algorithm 4.2) is similar to that of the graph coloring allocator; the
difference lies mainly in the coloring of the interference graph.

Algorithm 4.2 Iterated register coalescing implementation
While the interference graph is non-empty:

/* In each step below, the interference graph is updated */
if possible:

Simplify the graph by removing all insignificant degree nodes
Repeat coalescing move-related nodes (while possible)
Freeze nodes. /* Roughly, this un-coalesces part of a node */
Otherwise spill a node.

4.2.3 Linear scan register allocator

The first implementation of the linear scan register allocator in HiPE was
based directly on the description by Poletto and Sarkar [75]. Afterward,
we experimented with various options and tuned the first implementa-
tion considerably. In this chapter, we only describe the chosen default
implementation (i.e., the one using the options that seem to work best
in most cases) by looking at how each step of the algorithm is imple-
mented in HiPE. In Chapter 9 we will improve on the work by Poletto
and Sarkar [75] by describing and quantifying the impact of the alter-
natives that we tried.

Ordering instructions linearly Since there is no reason to reorder the
instructions within a basic block, we order only the basic blocks. The
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default ordering of blocks is depth-first ordering (also called reverse pos-
torder).

Calculation of live intervals Each live interval consists of a start posi-
tion and an end position: these are instruction numbers corresponding
to the first definition and last use of the temporary in a breadth-first
traversal of the basic blocks of the control-flow graph.

We use liveness analysis to find out the live-in and live-out sets for
each basic block. This information is then used to set up the live in-
tervals for each temporary by traversing the set of basic blocks. All
temporaries in the live-in set for a basic block starting at instruction i

have a live interval that includes i. All temporaries in the live-out set
for a basic block ending at instruction j have a live interval that includes
j. Furthermore if a temporary, t, is not included in both the live-in and
the live-out set, then the live interval of t needs to be extended to either
the first instruction defining t or the last instruction using t within the
basic block.

Allocation of registers to intervals The allocation of registers to inter-
vals is performed by traversing the list of intervals sorted on increasing
start-points. During the traversal we use four data structures:

Intervals A list of {Temporary,StartPoint,EndPoint} triples. This is
a sorted (on StartPoint) representation of the interval structure
calculated in the previous step.

FreeRegs Allocatable physical registers (PhysReg) which are currently
not allocated to a temporary.

Active A list of {Temporary,PhysReg,EndPoint} triples sorted on in-
creasing EndPoint, used to keep track of which temporary is allo-
cated to which physical register for what period, so as to deallocate
the physical registers when the allocation has passed the EndPoint
of the temporary. This list is also used to find the temporary with
the longest live interval when a temporary needs to be spilled.

Allocation An unsorted list containing the final allocation of temporaries
to registers or to spill positions. Elements of the list are either
allocated, on the form {Temporary,{reg,PhysReg}} or spilled, on
the form {Temporary,{spill,Location}}.

For each interval in the Intervals list, the traversal does the following:

1. Move the information about each interval in the Active list that
ends before or at StartPoint to the Allocation structure. Also add
the physical register assigned to the interval to the FreeRegs list.
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2. Find an allocation for the current interval:

• If there is a physical register in the FreeRegs list then tenta-
tively assign this register to the current interval by inserting
the interval and the physical register into the Active list, and
by removing the physical register from the FreeRegs list.

• If there is no free register then spill the interval with the
furthest EndPoint and move this interval to the Allocation
list. If the spilled interval is not the current one, then assign
the physical register of the interval that was spilled to the
current interval.

Rewrite of the code When all intervals are processed, the Allocation
structure is turned into a tuple that can be used for O(1) mapping from
a temporary to its allocated physical register (or spill position).

In contrast to the graph coloring and iterated coalescing allocators,
the linear scan register allocator does not use an iterative process to
handle spills. Instead two registers are reserved so that they are not
used during allocation; these registers can then be used to rewrite in-
structions that use spilled registers. The downside of doing so is that
our implementation of the linear scan register allocator will spill slightly
more often than really necessary. On the other hand, we found that this
keeps compilation times down for functions that spill, requiring just one
more linear pass over the code to rewrite instructions in accordance with
the allocation mapping.

4.2.4 A näıve register allocator

To establish a base line for the comparisons (presented in Chapter 8)
of the presented register allocators we have also implemented a näıve
register allocator. This allocator allocates allocates all temporaries to
memory positions and rewrites the code in just one pass. For example,
on the SPARC, every use of a temporary is preceded by a load of that
temporary to a register, and every definition is followed by a store
to memory. This means that the number of added load and store
instructions is equal to the number of uses and defines in the program.
This register allocator is very fast since it only needs one pass over the
code, but on the other hand the added loads and stores increase the
code size which in turn increases the total compilation time. Obviously,
we recommend this “register” allocator to nobody! We simply use it
to establish a lower bound on the register allocation time and an upper
bound on the number of spills in order to evaluate the performance and
effectiveness of the other register allocators.
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reg Name M Note reg Name M Note
%g0 ZERO 0 0 %l0 ARG6 A (caller-save)
%g1 TEMP0 R Scratch %l1 ARG7 A (caller-save)
%g2 ARG11 A (caller-save) %l2 ARG8 A (caller-save)
%g3 ARG12 A (caller-save) %l3 ARG9 A (caller-save)
%g4 ARG13 A (caller-save) %l4 ARG10 A (caller-save)
%g5 ARG14 A (caller-save) %l5 TEMP3 A Local scratch
%g6 [OS] - OS-Reserved %l6 TEMP2 A emu ⇔ native
%g7 [OS] - OS-Reserved %l7 TEMP1 A Local scratch
%o0 ARG16 A Return value %i0 P G Process pointer
%o1 ARG1 A (caller-save) %i1 HP G Heap pointer
%o2 ARG2 A (caller-save) %i2 H-limit G Heap limit
%o3 ARG3 A (caller-save) %i3 SP G Stack pointer
%o4 ARG4 A (caller-save) %i4 S-limit G Stack limit
%o5 ARG5 A (caller-save) %i5 FCALLS G Reduction count
%o6 [sp] - C-stack SP %i6 [fp] - C-frame pointer
%o7 RA/CP G Ret. address %i7 ARG15 A (caller-save)

Table 4.1: Use of SPARC registers in HiPE.
A — Allocatable, R — Reserved, G — Global,
- —Reserved by C/OS, 0 — zero

4.2.5 The SPARC back-end

Recall that, as presented in Section 3.2.3, HiPE uses stack descriptors to
indicate to the garbage collector which stack slots are live and which are
dead. This makes it possible to allocate a stack slot for each spilled tem-
porary, and mark that slot live or dead as appropriate at each function
call.

HiPE is a just-in-time native code compiler extension to a virtual-
machine-based runtime system. This has influenced the compiler in sev-
eral ways: There are for example several special data structures that are
part of the virtual machine. These structures are heavily used and im-
portant for the execution of Erlang programs, therefore we would like
to keep them in registers. On the register-rich SPARC architecture, we
have chosen to cache six data structures in registers (the stack pointer,
stack limit, heap pointer, heap limit, a pointer to the process control
block, and the reduction counter); see Table 4.1. We have reserved one
register (%g1) that the assembler can use to shuffle arguments on the
stack at tailcalls. There are another five registers that the HiPE com-
piler can not use (Zero (%g0), C’s SP (%o6) and FP (%i6), and the two
SPARC ABI reserved registers (%g6 and %g7)). Since we are using the
ordinary SPARC call instruction, the return address is saved in %o7.
(At the moment we do not let the register allocators use this register
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even in non-leaf functions where the return address is also saved on the
stack.) We use 16 registers to pass arguments to Erlang functions, but
since these can also be used by the register allocators, we get a total
of 19 allocatable registers. For linear scan, two of these 19 registers
(%l6 and %l7) are reserved to handle spills without having to iterate the
allocation process, as described previously.

Note that, linear scan has not previously been applied [74, 89] in a
setting where the set of allocatable registers is limited.

4.2.6 The x86 back-end

On the x86, the allocators assume that the call instruction defines
all physical registers, thus preventing temporaries that are live across
a function call from being allocated to a physical register. This means
that all these temporaries will be allocated on (spilled to) the stack. The
approaches used by the two back-ends differ when a temporary that lives
across function calls needs to be read from or written to memory. In
the worst case, on the SPARC, a read might be needed after each call;
on the x86, a read is needed at each use.1 On the SPARC, a write is
needed at each call; on the x86, a write is needed at each definition. We
suspect that, in a functional language without destructive updates, the
number of uses plus the number of defines is less than two times the
number of calls a temporary is live over. If so, the approach used by the
x86 back-end is a winner.

We pre-allocate much fewer, only three, registers on the x86: The
stack pointer is allocated to %esp, the process pointer to %ebp, and
the heap pointer is allocated to %esi; see Table 4.2. At function calls,
all arguments are passed on the stack and the return value is passed
in %eax. The register allocator will not try to allocate the arguments in
registers but keep them in memory (on the stack). The return value on
the other hand is always moved to a new temporary directly after the
return of the function. Hence, we can use the %eax register as a general
purpose register, leaving five registers for the register allocators.

Most instructions of the x86 instruction set architecture (ISA) can
take a memory location (e.g. register+immediate offset) as one of the
operands (or the destination). By using these addressing modes, we can

1On the SPARC, we do the obvious and easy optimization of eliminating re-
dundant load/store pairs, e.g., ld [%sp+N],rM; . . . ; st rM,[%sp+N] where none
of the instructions between the ld and the st accesses rM. The analogous optimiza-
tion of removing the second ld in the x86 equivalent of ld [%sp+N],rM; <use rM>;

ld [%sp+N],rM; <use rM> is currently not performed because the spilled value is
most often not read to a register (it is used directly by the instruction instead).
Consequently, it is seldom possible to perform this optimization on the x86.
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reg Name M Note reg Name M Note
%eax A (caller-save) %esp SP G Stack pointer
%ebx A (caller-save) %ebp P G Process pointer
%ecx A (caller-save) %esi HP G Heap pointer
%edx A (caller-save) %edi A (caller-save)

Table 4.2: Use of x86 registers in HiPE.
A — Allocatable, G — Global

in many cases use spilled temporaries directly, without having to first
load them from memory to a register.

Prior to register allocation, the code is in a pseudo-IA-32 interme-
diate form in which arbitrary operands are allowed in each instruction.
After register allocation, a post-pass ensures that each instruction com-
plies with the real IA-32 ISA, e.g., that no binary operation uses more
than one memory operand. This is done by rewriting the code to use
loads and stores to new temporaries. If any instruction has to be
rewritten in this way, then the register allocator is called again with the
additional constraint than none of the newly introduced temporaries
may be spilled.

The näıve register allocator is also using the memory operands of the
x86. Thus, despite the fact that each temporary is considered spilled by
the allocator, an additional load or store instruction is not always
needed. (If loads or stores are inserted, they use a pre-allocated phys-
ical register instead of introducing a new temporary.)

4.2.7 Tweaks for linear scan on the x86
All published accounts of experience using the linear scan register allo-
cator have so far been in the context of register-rich architectures using
a calling convention similar to the one used by our SPARC back-end.
When adapting linear scan to work in the context of the x86 back-end, we
found that some small adjustments to the basic algorithm were needed.

The first adjustment was due to the difference in the calling conven-
tion used by the x86 back-end, where the register allocator is responsible
for saving all live temporaries at call sites. This is done by “defining”
all physical registers at each function, forcing all temporaries that are
live at the point of the call to be spilled. This meant that just applying
the same interval calculation as on the SPARC would have led to the
live intervals of all physical registers ranging over most of the function
(at least from the first call to the last call). This would have made al-
location of other temporaries, and thus use of linear scan, impossible.
Our solution was to let temporaries that are defined several times but
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never used have several one-instruction intervals. This effectively gave
us a sort of live range splitting (see, e.g., [29]) on physical registers.

We also discovered that extra care has to be taken when pre-colored
registers are used with the linear scan algorithm. Note that this is a
generic issue, but it manifests itself more often on a register-poor ar-
chitecture as the x86. The crude approximation of live ranges by live
intervals used by linear scan forces a temporary to appear live from
its first define to its last use. If some physical register is used often,
for example for parameter passing, then this register will appear live
throughout most of the code, preventing any other temporary from be-
ing allocated to the register. If many, or even all the physical registers
are precolored, special care must be taken or the program will not be al-
locatable at all. A solution to this problem is to handle physical registers
separately, for example by allowing them to have several live intervals.
Another similar solution would be to allow for each physical register
an infinite amount of precolored registers. Then each separate use of
the register could use a different precolored register. (A non-precolored
temporary that is live through most of the code is not a problem, since
it can be handled by, e.g., live range splitting, or by simply spilling the
temporary. A precolored register on the other hand cannot be spilled
since its use indicates that the value really has to be in that register.)
We have not tried any of these solutions since we avoid the problem by
not allowing all registers to be precolored on the x86, this means that
we currently can not use all physical registers for argument passing with
the linear scan allocator.

4.3 RELATED WORK

Our aim has been to evaluate the linear scan register allocation algo-
rithm, examining both the speed of compilation and the performance of
the compiled code. We are the first to do an evaluation of linear scan
on SPARC and in particular on the x86. Hanspeter Mössenböck and
Michael Pfeiffer [65] have published some measurements on compilation
times of linear scan on the x86 after our first publication on the sub-
ject. They do not, however, present any measurements on the runtime
performance of linear scan.

As mentioned before, register allocation is an important problem and
much research has been done in this area. In recent years much atten-
tion has also been paid to the increasingly important but register poor
x86 architecture. There have for example been proposals to use inte-
ger linear programming [8] or formulating the problem as a partitioned
boolean quadratic optimization problem [80] in order to get (near) opti-
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mal allocation. These techniques show promising results as far as the
quality of produced code is concerned, producing better allocations on
register poor architectures than a coalescing graph coloring approach.
Even though Appel and George [8] show that in practice the compilation
time grows almost linearly (O(n1.3)) with the size of their benchmark
programs, they can not guarantee linear time allocation. They report
that the total allocation time for all their benchmarks grows from 57
seconds with iterated register coalescing to 11,306 seconds with optimal
spilling. The long compilation time can partly be attributed to the fact
that this allocator requires an (external) solver for the integer linear
programming problem.

Despite the optimality of the allocation we do not find this approach
attractive, since extensive engineering would be required in order to im-
plemented this allocator in a compiler. Since our goal has been to find
an allocator with low allocation times suitable for dynamic compilation,
not an optimal allocation, we have not examined these allocators fur-
ther. Also, the iterated coalescing allocator, while not guaranteeing an
optimal allocation, seldom spills even on the x86. As we will see in
the performance evaluation (Chapter 8), the difference in runtime per-
formance between the iterated coalescing allocator and the linear scan
allocator is still low.

4.4 DISCUSSION

With these four register allocators in place we set out to compare the
performance, both in terms of compilation times and in performance of
the resulting code. As can be seen from the details of the comparison,
presented in Chapter 8, code generated by linear scan performs reason-
ably well compared to the short compilation times. In Chapter 9 we
will also present the impact of some variations to the implementation of
linear scan.

With the implementation and tuning of the linear scan allocator we
have taken one big step toward a system in which we can perform dy-
namic compilation. As we will see later this can be used for dynamic
optimization of process communication. But, before we start looking
at these techniques we will examine the foundation for the implementa-
tion of concurrency, that is, ways to structure the underlying memory
architecture of a concurrent system.



Chapter 5

Heap architectures

Elegance is not optional.

Richard O’Keefe

A key issue in the design of a concurrent language implementation is that
of the runtime system’s memory architecture. Clearly, there are many
different ways of structuring the architecture of the runtime system. In
this chapter we present different ways of implementing the memory ar-
chitecture of processes in a concurrent programming language. We begin
by presenting two radically different ways of implementing the memory
architecture, with private heaps, or with one shared heap. These archi-
tectures are not new but hopefully the characterization of their behaviors
will shed some new light on the choices available to an implementor of
concurrent programming languages.

Both these architectures are implemented and integrated in the HiPE
system and this description also sets the scene for the evaluation of heap
architectures presented in Chapter 10. As we shall see both architectures
have their pros and cons. In response to this we also propose a new
hybrid architecture which we hope will have the strength of the other
two architectures without their weaknesses. We will only present very
preliminary measurements of the performance of this architecture since
it requires an escape analysis which is beyond the scope of this thesis to
present and evaluate.

The three architectures presented in this chapter are:

• A private heap system, where each process has its own private
memory.

• A shared heap system in which all processes share one common
heap.

• A proposal for a hybrid system with private heaps for private data
and a shared heap for shared messages.
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Figure 5.1: Memory architecture with private heaps.

Throughout this chapter, if not stated otherwise, we make the fol-
lowing assumptions:

1. The system is running on a uniprocessor machine.

2. The heap garbage collector is similar to the collector currently
used in Erlang/OTP: a Cheney-style semi-space stop and copy
collector [23] with two generations.

3. Message passing and garbage collection are operations that cannot
be interrupted.

5.1 AN ARCHITECTURE WITH PRIVATE HEAPS

The first memory architecture we examine is process-centric. In this
architecture, each process allocates and manages its own memory area
which typically includes a process control block (PCB), a private stack,
and a private heap. Other memory areas, e.g., a space for large objects,
might also exist either on a per-process basis or as a global area.

This is the default architecture of the Erlang/OTP R8 system,
the version of Erlang released by Ericsson in the fall of 2001. The
stack is used for function arguments, return addresses, and local vari-
ables. Compound terms such as lists, tuples, and objects, such as float-
ing point numbers and arbitrary precision integers (bignums) which are
larger than a machine word, are stored on the heap. In this system the
memory areas are organized with the heap co-located with the stack
(i.e., the stack and the heap growing toward each other). The advan-
tage of doing this is that stack and heap overflow tests become cheap,
just a comparison between the stack and heap pointers which can usu-
ally be kept in machine registers. A disadvantage is that expansion or
relocation of the heap or stack involves both areas.
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Figure 5.2: Message passing in a private heap system.

As mentioned, Erlang also supports large vectors of bytes (bina-
ries). These are not stored on the heap; instead they are reference-
counted and stored in a separate global memory area. Henceforth, we
ignore the possible existence of a large object space as the issue is com-
pletely orthogonal to our discussion.

Figure 5.1 shows an instance of this architecture when three processes
(P1, P2, and P3) are present; shaded areas represent unused memory.

5.1.1 Process communication

Message passing is performed by copying the term to be sent from the
heap of the sender to the heap of the receiver, and then inserting a
pointer to the message in the mailbox of the receiver which is contained
in its PCB; see Figure 5.2. As shown in the figure, a local data structure
might share the same copy of a subterm, but when that data structure
is sent to another process each subterm will be copied separately. As a
result, the copied message occupies more space than the original.1 This
phenomenon could be avoided by using some marking technique and
forwarding pointers, but note that doing so would make the message
passing operation even slower.

5.1.2 Garbage collection

When a process runs out of heap (or stack) space, the process’s pri-
vate heap is garbage collected. In this memory architecture, the root
set of the garbage collection is the process’ stack and mailbox. Recall

1However, message expansion due to loss of sharing is quite rare in practice. In
particular it does not occur in the benchmarks used for the experimental evaluation.
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from Section 2.1.2 that a two-generational (young and old) Cheney-style
stop-and-copy collector is being used. A new heap, local to a process,
where live data will be placed, is allocated at the beginning of the collec-
tion. The old heap contains a high water mark (the top of the heap after
the last garbage collection) and during a minor collection data below this
mark is forwarded to the old generation while data above the mark is
put on the new heap. During a major collection the old generation is
also collected to the new heap. At the end of the garbage collection the
stack is moved to the area containing the new heap and the old heap is
freed.

To distinguish between runtime systems that are themselves im-
plemented on top of concurrency, that is, they could be executing in
parallel on multiple CPUs from sequential implementations that would
only be utilizing one processor even when running on a multi-processor
machine we call these systems multi-threaded and non-multi-threaded
(or not multi-threaded) respectively. In a system which is non-multi-
threaded, like the current Erlang/OTP system, the mutator will be
stopped and all other processes will also be blocked during garbage col-
lection in a private heap system. (There is only one thread of control
and it is busy doing garbage collection.) In a multi-threaded system the
garbage collection would not necessarily be blocking in a private heap
system.

5.1.3 Pros and cons

This design has a number of advantages:

+ No cost memory reclamation – When a process terminates, its
memory can be freed directly without the need for garbage collec-
tion. Thus, one can use processes for some simple form of memory
management: a separate process can be spawned for computations
that will produce a lot of garbage.

+ Small root sets – Since each process has its own heap, the root
set for a garbage collection is the stack and mailbox of the current
process only. This is expected to help in keeping the GC stop
times short. However, without a real-time garbage collector there
is no guarantee for this.

+ Improved cache locality – Since each process has all its data in one
contiguous (and often small) stack/heap memory area, the cache
locality for each process is expected to be good.
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+ Cheaper tests for stack/heap overflow – With a per-process heap,
the heap and stack overflow tests can be combined and fewer fre-
quently accessed pointers need to be kept in machine registers.

Unfortunately this design also has some disadvantages:

– Costly message passing – Messages between processes must be
copied between the heaps. The cost of interprocess communication
is proportional to the size of the message. In some implementa-
tions, the message might need to be traversed more than once: one
pass to calculate its size (so as to avoid overflow of the receiver’s
heap and trigger its garbage collection or expansion if needed) and
another to perform the actual copy.

– More space needs – Since messages are copied, they require space
on each heap they are copied to. As shown, if the message con-
tains the same subterm several times, there can even be non-linear
growth when sending messages. Also, if a (sub-)term is sent back
and forth between two processes a new copy of the term is cre-
ated for each send—even though the term already resides on the
appropriate heap before the send.

– High memory fragmentation – A process cannot utilize the memory
(e.g., the heap) of another process even if there are large amounts
of unused space in that memory area. This typically implies that
processes can allocate only a small amount of memory by default.
This in turn usually results in a larger number of calls to the
garbage collector.

From a software development perspective, a private heap architecture
can have an impact on how programs are written. When performance
of message passing is a concern the programmer might have to code the
message or come up with other tricks (like passing messages in binaries
as suggested in Section 5.2 of the Erlang/OTP documentation [33])
in order to reduce the overhead for copying.

5.2 AN ARCHITECTURE WITH A SHARED HEAP

The problems associated with costly message passing in a private heap
system can be avoided by a memory architecture where the heap is
shared. In such a system each process can still have its own stack, but
there is only one global heap, shared by all processes. The shared heap
contains both messages and all compound terms. Figure 5.3 depicts such
an architecture.
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Figure 5.3: Memory architecture with shared heap.
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Figure 5.4: Message passing in a shared heap system.

5.2.1 Process communication

Message passing is done by just placing a pointer to the message in
the receiver’s mailbox (located in its PCB); see Figure 5.4. The shared
heap remains unchanged, and neither copying nor traversal of the mes-
sage is needed. In this architecture, message passing is a constant time
operation.

5.2.2 Garbage collection

Conceptually, the garbage collector for this system is the same as in the
private heap one, the only difference being that the root set includes the
stacks and mailboxes of all processes; not just those of the process forc-
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ing the garbage collection. This implies that, even in a multi-threaded
system, all processes get blocked by GC.

5.2.3 Pros and cons
This design avoids the disadvantages of the private heap system, which
are now turned into advantages:

+ Fast message passing – As mentioned, message passing only in-
volves updating a pointer; an operation which is independent of
the message size.

+ Less space needed – Since data passed as messages is shared on
the global heap, the total memory requirements are lower than in
a private heap system. Also, note that since nothing is changed
on the heap, shared subterms of messages remain of course shared
within a message.

+ Low fragmentation – The whole memory in the shared heap is
available to any process that needs it.

Unfortunately, even this system has disadvantages:

– Larger root set – Since all processes share the heap, the root set for
each GC conceptually includes the stacks of all processes. Unless a
concurrent garbage collector is used, all processes remain blocked
during GC.

– Larger to-space – With a copying collector a to-space as large as
the heap which is being collected needs to be allocated. One would
expect that in general this area is larger when there is a shared
heap than when collecting the heap of each process separately.

– Higher GC times – When a copying collector is used, all live data
will be moved during garbage collection. As an extreme case, a
sleeping process that is about to die with lots of reachable data
will affect the garbage collection times for the whole system. With
private heaps, the live data of only the process that forces the
garbage collection needs to be moved during GC.

– Separate and probably more expensive tests for heap and stack
overflows.

The following difference between the two memory architectures also de-
serves to be mentioned: In a private heap system, it is easy to impose
limits on the space resources that a particular (type of) process can use.
Doing this in a shared heap system is significantly more complicated and
probably quite costly. Currently, this ability is not required by Erlang.
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5.2.4 Optimizations

The problems due to the large root set can be to a large extent remedied
by some simple optimizations. For the frequent minor collections, the
root set need only consist of those processes that have touched the shared
heap since the last garbage collection. Since each process has its own
stack, a safe approximation, which is cheap to maintain and is the one
we currently use in our implementation, is to consider as root set the set
of processes that have been active (have executed some code or received
a message in their mailbox) since the last garbage collection.2

A natural refinement is to further reduce the size of the root set
by using generational stack collection techniques [25] so that, for pro-
cesses which have been active since the last GC, their entire stack is not
rescanned multiple times. Notice however that this is an optimization
which is applicable to all memory architectures.

Finally, the problem of having to move the live data of sleeping pro-
cesses could be remedied by employing a non-moving garbage collector
for the oldest generation.

5.3 PROPOSING A HYBRID ARCHITECTURE

The chief advantages of the systems described are that the private heap
system allows for cheap reclamation of memory upon process termina-
tion and for garbage collection to occur independently of other processes,
while the shared heap system optimizes interprocess communication and
does not require unnecessary traversals of messages.

Ideally, we want an architecture that combines the advantages of
both systems without inheriting any of its disadvantages. Hence, we
propose a hybrid system in which there is one shared memory area where
messages (i.e., data which is exchanged between processes) are placed,
but each process has its private heap for the rest of its data (which is
local to the process).

To make it possible to collect the private heap of a process with-
out touching data in the global area, and thus without having to block
other processes during GC, there should not be any pointers from the
shared message area to a process’ heap. Pointers from private heaps (or
stacks) to the shared area are allowed. Figure 5.5 shows this memory
architecture: The three processes P1, P2, and P3 each have their own

2In our setting, this optimization turns out to be quite effective indepen-
dently of application characteristics. This is because in an Erlang/OTP sys-
tem there is always a number of system processes (spawned at system start-up
and used for monitoring, code upgrading, or exception handling) that typically
stay inactive throughout program execution.
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Figure 5.5: A hybrid memory architecture.

PCB, stack, and private heap. There is also a shared area for messages.
The picture shows pointers of all allowed types. Notice that there are no
pointers out of the shared area, and no pointers between private heaps.

5.3.1 Allocation strategy

This hybrid architecture requires information about whether data is lo-
cal to a process or will be sent as a message (and thus is shared). It is
desirable that such information is available at compile time and can be
obtained either by programmer annotations, or automatically through
the use of an escape analysis. Such analyzes have been previously de-
veloped for allowing stack allocation of data structures in functional
languages [70] and more recently for synchronization removal from Java
programs [16, 26, 79].

In practice any analysis would to some extent be imprecise, hence a
hybrid system, which depends on such an analysis, has to be designed
with the ability to handle imprecise escape information. It is likely that
separate compilation, dynamically linked libraries, and other language
constructs (e.g., in Erlang the ability to dynamically update the code
of a particular module) will lead to lower precision, making it important
to handle imprecise escape information efficiently.

More specifically, the information returned by such an escape anal-
ysis is that at a particular program point either an allocation is of type
local to a process, or escapes from the process (i.e., is part of a mes-
sage), or is of unknown type (i.e., might be sent as a message). The
system should then decide where data of unknown type is to be placed.
If allocation of unknown data is done on the local heap, then each send
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Figure 5.6: Message passing in a hybrid architecture.

operation has to test whether its message argument resides on the local
heap or the message area. If the data is already global, a pointer can
be passed to the receiver. Otherwise the data has to be copied from the
local heap to the message area. This design minimizes the amount of
data on the shared message area. Still, some messages will need to be
copied with all the disadvantages of copying data. If, on the other hand,
allocation of unknown data happens on the shared memory area, then
no test is needed and no data ever needs to be copied. The downside
is that some data that is really local to a process might end up on the
shared area where they can only be reclaimed by garbage collection.

5.3.2 Process communication

Provided that the message resides in the shared message area, message
passing in this architecture happens exactly as in the shared heap system
and is a constant time operation. For uniformity, Figure 5.6 depicts the
operation. As mentioned, if a piece of data which is actually used as
a message is somehow not recognized as such by the escape analysis, it
first has to be copied from the private heap of the sender to the shared
message area.

5.3.3 Garbage collection

Since there exist no external pointers into a process’ private area, neither
from another process nor from the shared message area, local minor
and major collections (i.e., those caused by overflow of a private heap)
can happen independently from other processes (no synchronization is
needed) and need not block the system. This is contrary to Steensgaard’s
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scheme [85] for Java with thread-specific heaps for thread-specific data
and a shared heap for shared data. In this scheme the GC always collects
the shared area and thus locking is required.

In our scheme, garbage collection of the shared message area requires
synchronization. To avoid the problems of repeated traversals of long-
lived messages and of having to update pointers in the private heaps
of processes, the shared message area (or just its old generation) can
be collected with a non-moving mark-and-sweep collector. This type
of collector has the added advantage that it is typically easier to be
made incremental (and hence also concurrent) than a copying collector.
Another alternative could be to collect messages using reference count-
ing. As an aside, we note that since there are no destructive updates
in Erlang there can be no cyclic data structures, which normally is a
problem for a reference counting GC.

5.3.4 Pros and cons
As mentioned, with this hybrid architecture we get most of the advan-
tages of both other systems:

+ Fast message passing.

+ Less space needs – The memory for data passed as messages be-
tween processes is shared.

+ No cost memory reclamation – When a process dies, its stack and
heap can be freed directly without the need for garbage collection.

+ Small root sets for the frequent local collections – Since each pro-
cess has its own heap, the root set for a local garbage collection is
only the stack of the process which is forcing the collection.

+ Cheap stack/heap overflows.

Still, this hybrid system has some disadvantages:

– Memory fragmentation.

– Large root set for the shared message area – A garbage collection
of the shared area needs to examine all processes’ stacks and local
heaps rendering the collection costly. In the worst case, the cost
of GC will be as big as in the shared heap system. However, since
in many applications messages typically occupy only a small frac-
tion of the data structures created during a program’s evaluation
and since this shared area can be quite large, it is expected that
these global GCs will be infrequent. Moreover, the root set can be
further reduced with the optimizations described in Section 5.2.
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– Requires escape analysis – The system’s performance is to a large
extent dependent on the precision of the analysis which is em-
ployed.

5.3.5 Performance of a prototype
To test the effectiveness of this hybrid system we have implemented a
prototype of such a system with both local heaps and one global heap.
We have not yet implemented the escape analysis needed to find out
where to allocate data. But by manually rewriting some programs by
hand we have been able to test the system on small benchmarks. This
gives us an indication of potential gains with such a system. (In this
prototype we still use the same copying collector for all private heaps.)

Without the escape analysis we have not been able to do measure-
ments on any large programs. Instead we have tried it on three artifical
benchmarks that send messages in a ring structure: 1) keeplive where
each process keeps all its incoming messages live, 2) garbage where each
process throws away the incoming messages and instead creates a new
message that it sends to the next process, and 3) sendsame where a
single message is created which is distributed to all the processes in the
ring and then passed around.

By rewriting these by hand in the way we hope will be possible
for the compiler to do given information from an escape analysis we
could do some initial measurements. These measurements confirmed
our characterization of pros and cons of the architectures. The shared
heap system did not behave well when many processes kept large amount
of data live, and the private heap system did not behave well when the
same message had to be copied several times. The hybrid system on the
other hand never behaved really bad, but without also changing the old
generation GC and without knowing what precision the escape analysis
will give, we feel that it is premature to single out the hybrid system
as a clear winner. For further information on the evaluation described
here see [53]. It remains future work to do a thorough evaluation of this
system.

5.4 RELATED WORK
Traditionally, operating systems allocate memory on a per-process basis.
The architecture of KaffeOS [11] uses process-specific heaps for Java
processes and shared heaps for data shared among processes. Objects in
the shared heaps are not allowed to reference objects in process-specific
heaps. This restriction is enforced with page protection mechanisms.

In the context of a multi-threaded Java implementation, the same
architecture is also proposed by Steensgaard [85] who argues for thread-
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specific heaps for thread-specific data and a shared heap for shared
data. The paper reports statistics showing that, in a small set of multi-
threaded Java programs, there are very few conflicts between threads,
but provides no experimental comparison of this memory architecture
with other architectures.

Domani et al [32] also suggest an architecture with both thread-
specific heaps and a shared heap. In the basic version of their architec-
ture, data is first allocated locally but if an object becomes global (e.g.,
a reference to the object is inserted into a global object) it is marked
as global. To improve on this approach they propose a method where
profiling is used to find allocation sites where global data is allocated,
these sites are then rewritten to allocate directly in a global area. They
compare this approach on one benchmark to a base system with a global
shared heap. Their evaluation showed that garbage collection times were
on average cut in half. Although the overall performance was not im-
proved, the number of long garbage collection stop times decreased with
this approach.

In most concurrent functional programming languages process com-
munication occurs through shared memory and not through message
passing. Also, most concurrent functional programming languages al-
low some way of updating data structures (explicitly with references in,
e.g., CML [78], or implicitly through suspended evaluation in lazy lan-
guages such as Concurrent Haskell [55]). In these languages it would be
unnatural to have private heaps and copy data between processes, since
the system would have to propagate updates in one copy to all other
copies. Still, in parallel and distributed variants of these languages sim-
ilar, albeit more complicated, memory architectures do come up [61].
Our work differs from such approaches in that we are evaluating the
impact of the heap architecture on the performance of a concurrent im-
plementation on a single processor machine.

Approaches similar to our proposed hybrid heap system have been
used in some implementations of concurrent functional languages. For
example Doligez and Leroy describe Concurrent Caml Light [31] (a ver-
sion of ML) where each thread has a thread-specific young generation
but they all share the same heap for the old generation. To allow sep-
arate garbage collection of the private heaps there may be no pointers
from the shared heap to a private heap nor from one private heap to an-
other private heap. This approach requires some extra machinery since
ML has mutable objects. All mutable objects are allocated on the shared
heap, which is more expensive than allocating on the private heap, but
Doligez and Leroy argue that mutable objects are not common in ML.
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No analysis is needed in order to find allocations of mutable objects since
all such objects are explicitly declared as mutable. Also, if an object is
stored in a mutable object it has to be copied to the shared heap in or-
der to maintain the invariant that there are no pointers from the shared
heap to a private heap. This is done by forwarding the object and all
its children from the private heap to the shared heap. One extra word
is used for each object on the private heap in order to facilitate for this
extra forwarding. The aim of this design is to provide low garbage col-
lection latency in a system where threads execute in parallel, and their
measurements indicate that their implementation achieves this, but they
do not provide any comparison with any alternative design.

Concurrently with our work, Feeley [34] argued the case for a unified
memory architecture for Erlang, an architecture where all processes
get to share the same stack and heap. This is the architecture used in
the Etos system that implements concurrency through a call/cc (call-
with-current-continuation) mechanism[1]. The case for the architecture
used in Etos is argued convincingly by Feeley. Unfortunately, it is very
difficult to draw conclusions from the small experimental comparison be-
tween Etos and the Ericsson Erlang/OTP implementation for several
reasons. First of all, these two systems are completely different and im-
plement concurrency in very different ways. Even if the same Erlang

program is executed in both systems, the behavior of the mutator is
not the same: neither its execution time nor its allocation behavior.
Secondly, each system uses its own garbage collection implementation
with completely different policies for when and how to resize the heap.
Finally, since Etos is not a complete Erlang implementation, e.g., the
module system is not implemented, the evaluation only used very small
artificial programs.

We believe that to be able to contribute differences in the behavior
of a system to a specific aspect of the implementation it is important to
have a system where one can perform an experimental evaluation where
just the aspect in question is changed. One of the aims in this thesis is
to compare memory architectures for concurrent languages in a setting
where the rest of the system is unchanged.

5.5 DISCUSSION

The two extremes in the private — shared architecture spectrum, the
private heap system and the shared heap system, are both implemented
in the HiPE system. By reconfiguring and recompiling the runtime
system the user can choose between these two implementations. No re-
compilation of the application code is required, the changes are confined
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to the kernel of the runtime system and the interface to emulated and
native code is unchanged.

This makes it possible to experimentally evaluate the impact of the
heap architecture by running exactly the same Erlang program in each
of the two runtime systems. In Chapter 10 we present such an evalu-
ation. Without going into details, the evaluation shows that the pros
and cons discussed in this chapter are evident, and that to some extent
the requirements of the application should dictate the user’s choice of
architecture.

Still, an architecture where the data is shared between processes
opens up for other types of optimizations. In the next chapter we will
look at some techniques for process optimization, and although these
techniques do not require a shared memory architecture, such an archi-
tecture makes their implementation much easier.





Chapter 6

Process optimization

The continuation that obeys only obvious stack semantics, O
grasshopper, is not the true continuation.

Guy Steele Jr.

In this chapter we will present techniques for reducing the overhead
of concurrency. We will start by looking at two simple techniques for
lowering the latency of message passing by tuning the scheduler. Both
these techniques are well known from the Operating System commu-
nity, our contribution here is to present how they can be applied to
Erlang. These techniques will lead up to a more ambitious new tech-
nique for inter-process inlining guided by profile information about the
inter-process communication patterns of an application. Our goal here
is to present the technique together with some preliminary experiences
from a prototype implementation.

6.1 RESCHEDULING SEND

Interprocess communication in Erlang is asynchronous, and the send
operation is non-blocking. However, these are actually conceptual as-
pects on the language level, and there are several ways to implement
them in the underlying runtime system.

The current Erlang system is implemented in the natural way, that
is, the send operation just places the message in the mailbox of the
receiver and then the sending process continues executing until it either
blocks in a receive statement or has exhausted its time-slice.

In most cases, when a process sends a message it is because it1 wants
the receiver to act upon the sent information. Hence, it would probably
be in the best interest of the sender to yield to the receiver in this case,
and let the receiver act on the message. We will refer to this type of
send as a rescheduling send operation.

1Strictly, it is of course not the intention of the process, but the intention of the
programmer/application that we refer to here.
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A way to implement this is by having the send operation, at least in
some cases, also suspend the sending process. This would lead to lower
message passing latency since the receiver can start executing directly
when a message is sent. Also, the cache behavior would be better when
the receiver get the message while it still is hot in the cache. In a private
heap system the message is hot in the cache right after a send, since
the message has to be copied. Hence, it is important to directly switch
to the receiving process before the sender starts producing new data.
In a shared heap system, the message does not need to be copied but
the sooner the receiver gets a message after its creation the greater the
chance that it still is in the cache.

The real benefits of this design will probably depend both on the
underlying hardware and on the communication characteristics of the
Erlang program. The benefits of this optimization will likely not be
very significant in isolation, but the ability to suspend a process directly
after a send opens up possibilities for further optimizations.

6.2 DIRECT DISPATCH

The idea to let the send operation suspend the process can be taken one
step further by completely bypassing the scheduler. Since it is often the
case that the sender is suspended waiting for the receiver to react on the
sent message, a natural action for the sender to take is to contribute its
remaining time-slice to the receiving process hoping that this will lead to
a faster response. We therefore propose a direct dispatch send operation:
After send has placed the message in the mailbox of the receiver, any
reductions left could be passed to the receiving process, which could be
woken up directly (bypassing the order of the ready-queue).

With this approach, some of the overhead of the scheduler could be
eliminated and the latency of message passing would be reduced even
further. Since this approach would also guarantee that it really is the
receiver of the message that will execute next, the effects of having the
message in the cache will hopefully also become more evident.

As with any process, the receiver is allowed to execute until it blocks
in a receive, or the reduction count reaches zero, or it performs a direct
dispatch send of its own. If the receiver was taken from the ready queue
and then is suspended because any of the two latter reasons (i.e., the
receiver is still runnable), it is important to reinsert it into the ready
queue in the same position as it was taken from, lest it might starve.

If the receiver performs a direct dispatch send back to the original
sender then that sender can get back the remaining reductions and can
keep on executing as usual. This way the common case, where one
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process sends a request to another and then receives a reply to the
request, can be almost as efficient as a function call.

6.3 INTERPROCESS INLINING

Process optimization can be taken beyond just tweaking the behavior of
the send operation in the runtime system, to actually optimize the code
executed before a send and after the accompanying receive. The goals
of this optimization are to reduce the overhead of message creation (for
example, by avoiding enclosing parts of a message in a tuple), reduce
context switching overhead, and open up possibilities for further opti-
mizations by considering the code of the receiver in combination with
the code of the sender.

The optimization is performed on a pair of functions, the function
containing the send and the function containing the receive. We will
refer to these functions as f and g respectively, and the pair as a can-
didate pair. The code at the point of the receive statement in g is
inserted into the code of f at the point of the send. The resulting code
is then optimized using standard optimization techniques.

To perform this optimization we have to respect the following re-
quirements:

1. Find a program point where a send is performed.

2. Find out at which receive statement this message is received.

3. Ensure that, at the time of the send, the receiving process is sus-
pended at the receive statement found in step 2.

4. Ensure that the mailbox of the receiving process is empty.

Since this process communication behavior can be hard to analyze
statically — in any concurrent language and in a dynamically typed
language such as Erlang in particular — we propose the use of profiling
and dynamic optimization to implement this interprocess code merging.

To do this we take advantage of two features of Erlang: hot code
loading and concurrency. The presence of concurrency makes it possible
to implement supervision and recompilation in processes in a way which
is separate from the application. Hot code loading ensures that there
are methods for linking and loading re-optimized code into a running
system in an orderly way. We also use a special HiPE extension that
makes it possible to replace code on a per function basis.

We first instrument the system in order to profile the aspects that
can trigger a recompilation. During normal execution a supervision
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process monitors the profile. When the profile indicates that a part
of the program should be recompiled, the supervisor starts a separate
process for the compilation.

The profile information is used to choose candidates for inter-process
optimization. These candidates consist of pairs of program points; one
program point refers to a send statement, and the other refers to the
corresponding receive statement. These pairs are found by profiling
each send to collect information during execution. The collected infor-
mation has two components: information about the destination (Dest),
and the number of times the instruction is executed (Count). The Dest
field is initialized to none, and the Count field to 0 (zero). When the
send is executed, the Count field is increased and the receiving process
is checked. If the mailbox of the receiver is empty then the program
counter (PC) of the receiver is checked; if the PC is equal to Dest or if
Dest is equal to none then Dest is set to PC. Otherwise Dest is set to
unknown.

With this simple profiling a send with only one receive destina-
tion, will result in a send/receive pair considered as a candidate for
the optimization. Initial experiments with this profiling method on the
AXD 301 ATM switch mentioned in Section 2.3.6 and Eddie (an HTTP
server described in Section 7.2), found that all their sends where to only
one specific receiver[48].

A potential problem with this profiling is that it classifies a send
with two different destinations as unknown. This could be solved with
a staged profiling. When the profiler classifies an important sends as
unknown the system could turn on a more ambitious profiler which would
record several different receive destinations. The optimizer could then
create one specialized send for each receive.

When an often executed candidate pair is found, the functions con-
taining the send and the receive are compiled to intermediate code.
The intermediate code fragments of the two functions are then merged.
In short, the merging is done so that the program point of the send is
connected with the program point of the receive. The resulting code
is optimized and compiled to native code. To ensure correct behavior,
execution of the optimized version is guarded by a run-time test. This
test checks that requirements 3) and 4) in the above list hold; otherwise
the original unoptimized version is executed.

6.3.1 The transformation

We will refer to the sender (the process executing f) as α and the receiver
(the process executing g) as β.
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For a given send the function f can be divided into the following
abstract blocks of code:

1. Head (code preceding the send)

2. Message creation

3. send

4. Tail (the rest of the code)

The function g is divided into:

1. Head (code preceding the receive)

2. receive

3. Tail (the rest of the code)

The intention of the transformation is to allow process α to execute
code that would otherwise have been executed by process β. Thus, the
resulting code for α, function f ′, will contain fragments of the code
from g; see Figure 6.1. The merged function f ′ is a copy of the function
f with these six additions:

1. Test — A test is inserted before the send in f ′. This test checks
whether β is suspended at the right program point (at the receive
in g) with an empty mailbox. If this test succeeds the execution
continues with the optimized code (item 2), otherwise the execu-
tion continues with the original code of f .

2. (Message copying) — In a system with a private heap architecture
the message is copied from the heap of process α to the heap of
process β using an explicit copy instruction. (In a shared heap
system, no copying is needed.)

3. Restore state — All live temporaries of process β are read from
the stack of β. (This is done by consulting a mapping from inter-
mediate code temporaries to stack positions.)

4. Code from g — The code from g that is suitable for external exe-
cution is then executed.

5. Save state — All live β–temporaries are written back to the stack
of β.

6. f–tail — A copy of the tail of f is executed.



84 CHAPTER 6. PROCESS OPTIMIZATION

ƒ g

ƒ - Head

Create

message

Send

ƒ-Tail

g - Head

Receive

g – tail

ƒ’

ƒ - Head

Create

message

Send

ƒ-Tail Extracted

g – tail

Test
Copy

Restore

β-State

Save

β-State

Copy of

ƒ-Tail

Yes

Figure 6.1: Before the merging, function f is executed by α and
function g is executed by β. After the merging, f ′ is executed
by α.

Since we can rely on a subsequent optimization pass to clean things up,
the merging is straightforward. The subsequent optimization pass can
remove unused paths from g.

By applying a simple variant of constant propagation which also
propagates the structure of terms such as lists and tuples, even if they
are not true constants, subsequent tests and operations on the terms
can be folded. With the structure of the message available the pattern
matching used for message selection can be short-circuited.

Often in Erlang, some parts of the messages are just used for
switching on the type of message. The proposed optimization would
make creation, copying (in a private heap system), and switching on
that part of the message unnecessary.

The code from g has to be rewritten so that it can be executed “ex-
ternally”, that is, from within process α. This means that the primitives
we want to inline have to be rewritten for external execution.
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We can extract almost all instructions from g for merging with f , as
long as the code fulfills four prerequisites:

1. Code explosion must not occur.

2. The code may not suspend.

3. The control flow may not escape the included code.

4. The extracted code must terminate.

To make sure that these prerequisites are fulfilled some instructions are
not extracted:

1. A call to another function, a meta call (apply), or a return can
not be extracted since the control would be passed to code that is
not adapted for external execution.

2. Instructions that lead to the suspension of the process, such as the
explicit suspension instruction or a receive.

3. Some built-in functions are large and uncommon and not worth
the effort to adapt for external execution.

4. Non-terminating code is unacceptable. If some bug in the code
of process β makes it loop forever, we do not want this bug to
propagate to the process α. One way of ensuring that the extracted
code terminates, is to not accept any loops in the control flow
graph of the extracted code. Note that this is not such a harsh
restriction as it may sound, since the only way to get a loop in
the intermediate code is by making a tail-recursive call where the
caller and the callee are the same. If there is a loop it will probably
contain the receive that caused the extraction in the first place.
In this case the control-flow graph will be cut at this point and
the loop will be broken.

The instructions in the g–tail that do not belong to any of the cate-
gories listed above are extracted. A control flow path that contains an
instruction that is not extractable is cut just before that instruction.

To propagate changes in the state of β we have to save the new
state at the end of the extracted code. To this end, we write all live
temporaries back to the stack at the end of each path of the extracted
code. At the end of each of these paths, the continuation pointer of β

is set to point to a stub containing the instructions from that path that
could not be extracted from g.
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To simplify optimization we duplicate the tail of f . From the end
of each path of the extracted control flow graph we insert a jump to
this copy. This ensures that when the code in the copy is reached,
the execution is guaranteed to have passed through the code extracted
from g.

6.3.2 Further considerations
In a runtime system architecture where each process allocates its pri-
vate heap, the garbage collector typically relies on the fact that all data
structures accessed by a process are allocated on the heap of that pro-
cess. This invariant is temporarily broken while the process α accesses
the state of process β, but since we have control over when α is sus-
pended and when garbage collection is triggered, we can ensure that the
invariant is maintained at these points. In a shared heap architecture,
this is not a problem.

Our inter-process optimizer changes the scheduling behavior. One
might suspect that this could lead to a change in the concurrency se-
mantics of the program. However, note that since in the optimized code
we do not allow the code from g to loop and count each reduction that
would have been counted before the optimization, the observable behav-
ior will remain unchanged.

The inter-process optimizer will merge code from two functions (f
and g). If the module of g is updated with hot-code loading, old code
from g will remain inside f (actually in f ′). However, it will never be
executed, since the run-time test in f ′ only succeeds when the receiver
is suspended from old code. If the module containing f is replaced then
all optimized code is removed and there is no problem at all.

6.3.3 Return messages
The situation where the receiver of a message sends a message back
to the original sender is so common that it is worthwhile to handle this
situation specially. The technique we have devised requires the following
criteria to be fulfilled:

1. There is a send in g–tail.

2. The destination of the send in g is the process α.

3. All paths through f–tail contains a receive.

4. The mailbox of α is empty.

Hence, the code starts with a runtime check that ensures that the
mailbox of process α is empty. By doing this check in the beginning, we
get a very simplified control flow graph for f ′.
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In a private heap system we add instructions that copies the message
from the heap of process β to the heap of process α, if the destination
of the send is α. In a shared heap system no copying is needed, the
pointer to the message can be put directly in the temporary containing
the received message. Now, the nice thing is that through a simple
analysis we can often remove the test that process α is the destination.
And, depending on how the message is used, we might also get rid of
the copying between the processes completely even in a private heap
architecture.

6.3.4 Experiences from a prototype

We developed a small prototype process merger in 1999 when the HiPE
system still was based on the JAM. With this prototype we performed
two types of measurements: measurements of the communication behav-
ior of Erlang programs and measurements of the performance gains of
inter-process optimization on Erlang programs.

We tested the simple profiler described above on some real world
programs and on applications in the OTP libraries to find the communi-
cation behavior of Erlang programs. These measurements where very
encouraging, almost all sends we encountered where always to the same
destination. The only sends that had multiple destinations where sends
within a generic server application in OTP. (This was expected since the
same code for sending was used by several different servers, and could
be handled by specializing the code for each server.)

The second type of measurements turned out to be a bit more com-
plicated though. For example a lot of machinery was needed to com-
municate to the compiler exactly which send-receive pair to optimize.
To make the prototype simple we only identified the functions that con-
tained the send and the receive. This meant that we could not handle
any function with multiple sends or receives in them, and hence not all
types of programs.

Also, message passing in Erlang is quite fast already; our mea-
surements on a 140 MHz UltraSPARC I running Solaris (Sun OS 5.6)
indicated that it took less than 7 micro seconds to send a message in
HiPE code. To execute a loop and send 1,000,000 messages from one
process to another and back took on the average 21.6 seconds for emu-
lated JAM code, and 14.3 seconds for native code generated by HiPE.
So there is not to much room for improvements, still on a synthetic
benchmark where we use a process with a state to count the length of a
10,000 elements long list we got a 1.8 times speedup with the prototype.
This indicates that inter-process optimization could be an interesting
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way to go, at least if we want to enable the use of processes in situations
where an Erlang programmer today would hesitate to use them.

There were a few other things that made the implementation of the
prototype somewhat tricky. The optimization has to guarantee that
process β is in a consistent state before and after the optimization. In
order to achieve this in the prototype we had to enforce the same stack-
frame layout in all paths in function g, disabling other optimizations
and stack trimming. In the current version of HiPE which uses stack
descriptors this can be solved much easier and more elegantly.

It also proved tricky to enforce consistency in the heap data: after
a completed optimized send there could be no pointers between the
heaps of α and β. It was possible to enforce this but it meant that all
optimizations and transformations on the code had to be aware of this
invariant. Since we choose to introduce the merging on the Icode level
in the prototype, all parts of the compiler down to the back-end had to
be made aware of this invariant.

With a shared heap system no such invariant would have to be main-
tained, and no copying of data would have to be performed. This was
one of the reasons we wanted to investigate the shared heap architecture.

Unfortunately this prototype never evolved with the rest of HiPE
and it is now completely outdated and will have to be re-implemented
from scratch.

6.4 POTENTIAL GAINS

With interprocess inlining we can reduce the overhead of process com-
munication in four different ways:

1. Short-circuit switches on messages
We can use information from the sending process about the form of
the message to short-circuit the pattern matching in the receive.
Since the switching usually is made up of several tests on heap
allocated data, short-circuiting results in a control flow path with
fewer load, compare, and branch instructions.

We also expect that this will also make the hardware prefetching
mechanisms work better. If the receiver can receive several differ-
ent messages that have the same frequency, then the switch will go
in different ways each time rendering the prediction useless, which
results in pipeline stalls.

2. Reduce message passing
It is common in Erlang programs that a process creates a mes-
sage, sends it to another process, which subsequently performs
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some matching on the structure of the message, accesses some
components of the message and never looks at the whole message
again. By short-circuiting switching on the message we can avoid
the creation of the message (and also reduce the time spent in the
garbage collector).

3. Reduce context switching
We can, in the cases where the receiver immediately answers, re-
move the context switch completely. This not only means that
the receiver does not need to be scheduled, but it also means that
the executing process does not need to be suspended. Measure-
ments indicate that in many concurrent Erlang programs pro-
cesses do not use their whole time-slice but are instead suspended
on receive. If the sender can keep on running until the time-
slice is used up then the expensive scheduler would be executed
less. Letting the same process execute longer also results in better
cache behavior.

4. Enabling of further optimizations
The most significant gain can come from the ability to do opti-
mizations on the merged code, just as the real gain from procedure
inlining comes from the optimizations done after the inlining. We
get the possibility to do, for example, constant propagation, com-
mon subexpression elimination, and register allocation on merged
code from the sender and the receiver.

6.5 RELATED WORK

With the increased interest in concurrent programming languages the
importance of efficient implementations has become evident. Conse-
quently many methods for optimizing concurrent programs have been
proposed.

In Concurrent Logic Programming and Concurrent Object-Oriented
Programming, where concurrency is fine-grained and implicit, programs
have many small processes and intensive process communication. Efforts
have been made to reduce the cost of concurrency in Concurrent Logic
Programming languages by using a kind of dependency analysis (mode
analysis) to discover situations where one process need not be started
until another process has terminated [58, 63].

Plevyak, Zhang, and Chien [73] describe an optimization of commu-
nication between (concurrent) objects in a concurrent object-oriented
language. Their technique, which allows method operations to be in-
lined, resembles ours in the use of a run-time test to determine whether
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the optimization can be applied. However, their optimization relies on
the fact that a message send always provides the name of the message,
and on the ability to determine through static analysis the type of an
object, and thus the code the object will execute. In contrast, our tech-
nique handles dynamically created messages and processes that may
execute code that is not present when the optimization is applied.

McNamee and Olsson [64] describe and evaluate a number of source-
level transformations for optimizing process communication in impera-
tive languages. They do not, however, describe how the optimizations
could be integrated in a compiler.

Concurrent ML (CML) [78] has a concurrency semantics that re-
sembles that of Erlang in that processes can be started dynamically.
An analysis method for Concurrent ML has been developed by Christo-
pher Colby [28]. His analysis can give an answer to the same question
that our profiling tries to answer: ”Which occurrences of transmit can
match which occurrences of receive?” Since CML is statically typed
and the communication is synchronous and takes place through shared
channels the problem is easier than for Erlang. For example, if two
processes share two channels of different types the types of the channels
identify which transmit matches which receive. Since there are no
typed channels in Erlang, it is very common to send a PID in a mes-
sage to a process which then replies by sending a message to the supplied
PID. Finding the destination of these kinds of messages through a static
analysis would be hard.

Agesen and Hölzle [2] compare profiling with static analysis (concrete
type inference) in the context of optimizing dynamic dispatch of the
object-oriented programming language Self. They find that the two
techniques offer similar precision, but there are reasons for suspecting
that static analysis would be problematic in real Erlang applications.
These are usually huge and to be completely safe a static analysis would
have to analyze the whole program. Especially the way safety critical
Erlang programs are structured, with supervisors that have access to
the PIDs of all processes. Also, these systems have to cater for code
updates in a running system. This means that any optimization would
have to be able to handle the invalidation of assumptions based on code
that is updated. To summarize, we would have to have a static analysis,
which would have to be able to handle huge amounts of tricky code
with dynamic process structures and messages with untyped data often
containing PIDs, coupled with a conservative optimization able to handle
code updates at runtime.
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Evaluation method

In this part of the thesis we will evaluate the techniques described previ-
ously in the thesis. We will start with a general performance analysis of
the HiPE system to set the scene for the following main evaluation chap-
ters on the performance of register allocators and heap architectures.

The evaluations presented in the following chapters have been con-
ducted at different points in time with slightly different hardware and
software systems. Each chapter begins with a presentation of which
HiPE version and what hardware has been used. The benchmarks used
are also presented in each chapter since they also have changed slightly
between evaluations.

Whenever possible and relevant we have applied our evaluation not
only on benchmark programs but also on real world applications such
as Eddie (a web server), AXD/SCCT (the time-critical part of an ATM
switch), and NetSim (an application for simulating operation and main-
tenance of a large network). The set of industrial Erlang applica-
tion has been somewhat limited since most such applications use special
hardware and can not be set up in an off-site evaluation. Also, the open
source nature of Erlang has encouraged some users to tweak their
systems slightly, preventing their applications from running on other
systems than their own.
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Chapter 7

Performance of HiPE

Qui nimium probat, nihil probat.

In this chapter we will take a look at the performance of HiPE and com-
pare it to other systems. The goal is to put its performance in context
for the following chapters where register allocators and heap architec-
tures are evaluated. Note that these measurements have been carried
out with different versions of the HiPE system and that they are not
intended to be compared directly to each other. The intention is not to
give a definite performance evaluation of the latest version of HiPE but
to assert that the HiPE system has a performance which is comparable
with that of other functional programming language implementations.

7.1 ERLANG VS. OTHER FUNCTIONAL LANGUAGES

Functional programming languages differ significantly in design philos-
ophy (lazy vs. strict, statically vs. dynamically typed), in features
they provide (e.g., being concurrent or not), as well as in performance
characteristics. For these reasons, comparisons between them cannot
be very conclusive. The intention of this section is to just get a feeling
about the performance of Erlang implementations by comparing an
early version of HiPE (version 0.92) and the JAM system upon which
that HiPE version was based (version 47.4.1) against high-performance
implementations of other functional languages. Systems used in this
comparison are: The Bigloo version 2.1c Scheme compiler [81] (compil-
ing to native code via gcc -O3; the Bigloo optimization option -fstack
was also used), SML/NJ release 110 with the CML extensions [78], and
CLEAN version 1.3.2 [20]. Like Erlang, Scheme is a strict, dynami-
cally typed language. CML is concurrent, statically typed, and strict.
CLEAN is statically typed and lazy.

This experiment was conducted on a two-processor 248 MHz Sun
Ultra-Enterprise 3000 with 1.2 GB of primary memory running So-
laris 2.7 using the following four small benchmark programs:
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qsort fib huff ring(5)

JAM 33.2 144.0 119.2 61.2
HiPE-0.92 2.6 16.5 14.8 47.9
Bigloo 6.4 11.7 13.0 —
CML 1.4 17.8 4.4 36.4
CLEAN 0.8 8.8 1.0 —

Table 7.1: Performance of functional languages on three recursive
programs and one concurrent. Execution times in seconds.

qsort Recursive implementation of quicksort. Sorts a short list 50,000
times.

fib A recursive Fibonacci function. Calculates fib(30) 50 times.

huff A version of a Huffman encoder. Encodes and decodes a file with
32,026 characters 5 times. The time taken to read the file is not
included.

ring This concurrent benchmark creates a ring of 10 processes and sends
100,000 messages. The benchmark is executed 5 times. In Ta-
bles 7.4 and 7.1, the number of iterations is shown in parentheses.
As this benchmark tests the concurrency features of a language, it
is run only on implementations that support concurrency.

Performance results (in seconds) are shown in Table 7.1. As seen, the
JAM implementation of Erlang is quite slow compared to implemen-
tations of other functional languages; HiPE-0.92 brings the gap down
significantly.

7.2 COMPARISON OF ERLANG IMPLEMENTATIONS

In this section we will compare the old HiPE-0.92 system with four other
Erlang systems of that time: JAM, BEAM, JERICO, and Etos. Note
that this version of HiPE was based on JAM.

The JAM and BEAM systems used in our measurements are from
Ericsson’s Open Source Erlang system upon which HiPE is based. Com-
pared with JAM, the translation of Erlang code to BEAM abstract ma-
chine instructions is more advanced. For example, the treatment of pat-
tern matching is considerably better in the BEAM system, even though
a full pattern matching compiler is not implemented. Also, BEAM uses a
direct-threaded emulator [13] using gcc’s labels as first-class objects ex-
tension [84]: instructions in the abstract machine code are addresses of
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the part of the emulator that implement the instruction. The JERICO
system has been described in Section 2.3.1.

Etos [36] is a system from the University of Montreal based on the
Gambit-C Scheme compiler. It translates Erlang functions to Scheme
functions which are then compiled to native code via C. The translation
from Erlang to Scheme is fairly direct. Thus, taking advantages of
the similarities of the two languages, many optimizations in Gambit-C
are effective when compiling Erlang code. Among these optimizations
are inlining of function calls (currently only within a single module)
and unboxing of floating-point temporaries. Etos also performs some
optimizations in its Erlang to Scheme translation; e.g., simplification
of pattern-matching.

Process suspension in Etos is done using call/cc implemented using
a lazy copying strategy; see [45]. When a process is suspended, the stack
is “frozen” so that no frame currently on the stack can be deallocated.
When control returns to a suspended process, its stack frames are copied
to the top of the stack. When the stack overflows, the garbage collec-
tor moves all reachable frames from the stack to the heap. In general,
suspending and resuming a process will require its stack to be copied at
least once. In contrast, the JAM/BEAM/HiPE runtime systems handle
processes explicitly; saving or restoring the state of a process involves
storing or loading only a small number of registers. The Etos compiler
is work under progress, and it is not yet a full Erlang implementation.
We have therefore been able to run only relatively small benchmarks on
Etos. The version of Etos used is 2.3.

This performance comparison was conducted on a 143 MHz single-
processor Sun UltraSPARC 1/140 with 128 MB of primary memory
running Solaris 2.6. In addition to fib, qsort, and ring, the following
small sequential and concurrent benchmarks were used:

huff erl A slightly different version of a Huffman encoder compressing
and uncompressing a short string 5000 times. The difference from
huff lies mainly in how the input is provided (for the sake of Etos
which does not currently handle file I/O), but the program is also
a bit more Erlang-specific; e.g., it uses polymorphic lists.

nrev Naive reverse of a 100 element list 20,000 times.

smith The Smith-Waterman DNA sequence matching algorithm. The
benchmark matches one sequence against 100 others; all of length
32. This is done 30 times.
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fib huff erl nrev qsort smith decode

JAM 281.4 234.7 241.3 208.1 114.6 67.8
BEAM 120.6 69.2 56.9 97.6 53.9 49.0
JERICO 41.0 14.8 20.5 15.0 25.7 22.5
HiPE-0.92 33.8 11.9 18.5 12.3 11.4 22.8
ETOS 31.8 12.1 24.4 11.0 11.6 52.4

Table 7.2: Times (in seconds) for sequential benchmarks in differ-
ent Erlang implementations.

fib huff erl nrev qsort smith decode

BEAM 2.33 3.39 4.24 2.13 2.13 1.38
JERICO 6.86 15.86 11.77 13.87 4.46 3.01
HiPE-0.92 8.33 19.72 13.05 16.92 10.05 2.97
ETOS 8.85 19.40 9.89 18.92 9.88 1.29

Table 7.3: Speedup of different Erlang implementations compared
to JAM.

decode Part of a telecommunications protocol. Decodes an incoming
binary message 500,000 times. This benchmark is about 400 lines.

life A concurrent benchmark executing 1000 generations in Conway’s
game of life on a 10 by 10 board where each square is implemented
as a process.

Besides benchmarks, we also report on the performance of OTP-based
systems on two industrial applications of Erlang:

Eddie An HTTP parser handling 30 complex HTTP-get requests. Ex-
cluding the OTP libraries used, it consists of 6 modules for a total
of 1,882 lines of Erlang code. This is done 1,000 times.

AXD/SCCT This is the time-critical software part of the AXD 301
ATM switch mentioned in Section 2.3.6. It sets up and tears down
a number of connections 100 times. The benchmark consists of
around 50,000 lines of Erlang code.

Tables 7.2 to 7.5 contain the results of the comparison. In all sequen-
tial benchmarks, HiPE and Etos are the fastest systems: in small pro-
grams they are between 7 to 20 times faster than JAM and 3 to 8 times
faster than the BEAM implementation. The performance difference be-
tween HiPE and Etos on small programs is not significant. In decode,
where it is probably more difficult for Etos to optimize operations and
pattern matching on binary objects (i.e., on immutable sequences of
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ring(100) life
Time Speedup Time Speedup

JAM 101.6 1.00 13.4 1.00
BEAM 72.5 1.40 8.7 1.54
JERICO 59.5 1.71 7.6 1.76
HiPE-0.92 37.1 2.74 5.6 2.39
ETOS 76.0 1.34 20.1 0.67

Table 7.4: Times (in seconds) and speedup over JAM for concur-
rent benchmarks in different Erlang implementations.

Eddie AXD/SCCT
Time Speedup Time Speedup

JAM 93.6 1.00 109.9 1.00
BEAM 40.0 2.34 84.5 1.30
HiPE-0.92 18.8 4.98 68.0 1.62

Table 7.5: Times (in seconds) and speedup over JAM for larger
benchmarks in different Erlang implementations.

binary data), HiPE is twice as fast as Etos. HiPE is faster than JAM
and BEAM, but not to the same extent as for the other benchmarks.

When processes enter the picture, Etos does not seem to be signifi-
cantly faster than JAM and it is slower than BEAM. We suspect that this
is due to the implementation of concurrency in Etos via call/cc [45].

As we move from benchmarks to real-world applications of Erlang,
programs tend to spend more and more of their execution time in built-
ins from the standard library. For example, as mentioned, the bench-
mark program AXD/SCCT extensively uses the built-ins to access the
shared database on top of the Erlang term storage. As the implemen-
tation of these built-ins is currently shared by JAM, BEAM, and HiPE,
the percentage of execution spent in these builtins becomes a bottle-
neck and HiPE’s speedup is less than before. Still, HiPE version 0.92
is 24% faster than BEAM on SCCT, and considerably faster than the
JAM implementation on which it is based.

The goal with this performance evaluation was to show that HiPE
version 0.92 was comparable with other Erlang implementation even
though it was based on JAM. The goals of each of these Erlang systems
are quite different and their merits lie not only in the absolute perfor-
mance of the system. The JAM system produces very small bytecode
files, the BEAM system gives faster execution at the price of slightly
larger code size. The main goal of both theses systems has been to pro-
vide a full, portable, and robust Erlang implementation for use in real
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industrial applications. The Etos system implements processes, as con-
tinuations stored on a shared heap, a design that is radically different
from the design of all the other systems. This allows Etos to, e.g., re-
claim unused stack space more promptly than then the other systems.1

The goal with the HiPE system has been to have a complete modular
Erlang system where implementation techniques can be evaluated.

7.3 COMPARISON OF NATIVE VS. EMULATED CODE
In this section we compare HiPE-1.0 to BEAM-R8 on a set of “standard”
Erlang benchmarks. The Erlang benchmark programs used are:

fib A recursive Fibonacci function. Calculates fib(30) 30 times.

tak Takeuchi function, uses recursion and integer arithmetic intensely.
1,000 repetitions of computing tak(18,12,6).

length A tail-recursive list length function finding the length of a 2,000
element list 50,000 times.

qsort Recursive implementation of quicksort. Sorts a list 100,000 times.

smith The Smith-Waterman DNA sequence matching algorithm. The
benchmark matches a sequence against 100 others; all of length 32.
This is done 30 times.

huff A Huffman encoder which encodes and decodes a 32,026 character
string 5 times.

decode Part of a telecommunications protocol. 500,000 repetitions of
decoding an incoming binary message.

ring A concurrent benchmark which creates a ring of 10 processes and
sends 100,000 small messages.

life A concurrent benchmark executing 10,000 generations in Conway’s
game of life on a 10 by 10 board where each square is implemented
as a process.

prettypr Formats a large source program for pretty-printing, repeated
4 times. Recurses very deeply.

1In the HiPE system native code does not free up stack space until a process
terminates. The JAM and JERICO systems free unused stack space after a GC if the
percentage of used stack space drops under a certain threshold. The BEAM allocates
stacks together with heaps and shrinks this area as needed after a GC. It would also
be easy to implement shrinking of the native stack in HiPE but we have choosen to
prioritize execution speed.
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Benchmark x86 SPARC
fib 4.24 4.12
tak 5.73 5.68
length 5.65 9.30
qsort 4.53 4.14
smith 4.80 3.69
huff 2.01 3.14
decode 3.73 2.22
ring 1.09 0.99
life 1.37 1.30
prettypr 2.92 2.37
estone 2.25 2.31

Table 7.6: Speedup of HiPE-1.0 over BEAM R8.

estone Computes an Erlang system’s Estone number by running a
number of common Erlang tasks and reporting a weighted rank-
ing of its performance on these tasks. This benchmark stresses all
parts of an Erlang implementation, including its runtime system
and concurrency primitives.

Table 7.6 shows the speedup for HiPE over BEAM/OTP-R8 both
on the x86 and on the SPARCplatform. The x86 evaluation was con-
ducted on a Dell Inspiron 7000, with a 333 MHz Pentium-II processor,
128 MB memory, running Linux, and the SPARC evaluation was con-
ducted on (one processor of) a Sun Enterprise 3000 with two 248 MHz
UltraSPARC-II processors, 1.2 GB memory, running Solaris 7.

HiPE’s modest speedup on ring and life is because these programs
spend most of their time in the runtime system scheduling processes,
and compute very little on their own.

7.4 DISCUSSION

The main focus of the development of HiPE up to HiPE-1.0 was to get a
robust system with good sequential performance. As we have shown in
this chapter, HiPE can run real industrial programs like AXD/SCCT,
and the speedup over BEAM on sequential code is significant. On highly
concurrent programs HiPE-1.0 does not provide the same advantage
over BEAM as on sequential programs, hence it is justified to look at
optimizations of concurrent programs. In the next three chapters we will
evaluate some building blocks needed to implement dynamic compilation
and to achieve an efficient implementation of concurrency.





Chapter 8

Performance of register
allocators

Fiat experimentum in corpore vili.

In this chapter we examine the performance of different register alloca-
tors both on a register rich architecture (the SPARC) and on a register
poor architecture (the x86). We examine compilation times, execution
times, and the actual number of spills.

The register allocator implementations described previously (Chap-
ter 4) have been evaluated by compiling and running a set of bench-
marks. All four register allocators are integrated in the HiPE system
(version 1.1) and a compiler option indicates which one to use. For each
allocator the code is compiled in the same way before and after apply-
ing each allocator: The code is compiled to our internal representation
of SPARC or pseudo-x86 code as a control flow graph. Some simple
optimizations are applied to the intermediate stages, such as constant
propagation, constant folding, dead code elimination, and removal of
unreachable code; see e.g. [66].

False dependencies are created when the register allocator maps tem-
poraries to physical registers, since different temporaries are mapped to
the same physical register. This means that register allocation may in-
terfere with optimization passes that come after it; instruction schedul-
ing in particular. In our experimental evaluation we have thus turned
off the (anyway quite limited form of) instruction scheduling that the
HiPE compiler performs on the SPARC. Still, register dependencies due
to allocation might affect the scheduling performed dynamically in hard-
ware.

A similar problem can be noted in the front-end of the HiPE com-
piler, since the compilation starts from code for a register-based virtual
machine. This code is already register allocated, but for registers of the
virtual machine, and hence contains dependencies between virtual regis-
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ters. These artificial dependencies follow the code during the translation
from the code into HiPE’s intermediate code representation (that has
an unlimited number of temporaries) and can have a negative impact on
the performance of some optimizations in the compiler. To remedy this,
we perform a conversion to a static single assignment (SSA) form early
in the compiler. Since this conversion introduces many new temporaries,
and hence has a big impact on the performance of the register alloca-
tors, we present most of the measurements of this chapter in two views:
one without SSA conversion and one with SSA conversion. In doing
so, we also evaluate in detail the impact of a systematic renaming pass
prior to register allocation in general and to the linear scan algorithm
in particular.

The two platforms we used are: A Pentium-III 850 MHz, 256 MB
memory Dell Latitude laptop running Linux, and a 2-processor Sun
Enterprise 3000, 1.2 GB main memory running Solaris 7. Each processor
is a 248 MHz UltraSPARC-II. (However, the HiPE system uses only one
processor.)

8.1 BENCHMARKS

The set of benchmarks we used together with a brief description of them
appears in Table 8.1. Some of them (decode, eddie) have been chosen
from the benchmarks of the previous chapter because they incur spilling
when compiled with linear scan. We note in passing that, on the SPARC,
most other benchmarks from the previous chapter incur no spilling. We
have also included a module of the HiPE compiler (beam2icode) con-
taining a very large function which is quite troublesome for some register
allocators.

Sizes of benchmark programs (lines of source code, the number of
temporaries and the number of instructions before register allocation)
for both SPARC and x86 are shown in Table 8.2. Benchmark programs
marked with a † use functions from standard Erlang libraries that are
also dynamically compiled. The lines reported are the number of lines
excluding functions from libraries, but the other columns in the table
(and compilation times in the subsequent tables) include measurements
for library functions. The table shows the number of temporaries and
instruction without SSA conversion and with SSA conversion.

Note that the SSA conversion often adds a significant number of
temporaries (e.g., over 2,500 for beam2icode). However, due to bet-
ter opportunities for optimizations, the number of instructions on the
SPARC is often reduced with SSA conversion. Smaller programs, where
there are not as many opportunities for optimizations as in large pro-
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quicksort Recursive implementation of quicksort. Sorts a list with
45,000 elements 30 times.

spillstress A synthetic benchmark consisting of a recursive func-
tion with several continuously live variables; its only
purpose is to stress the register allocators.

smith The Smith-Waterman DNA sequence matching algo-
rithm. Matches one sequence against 100 others; all of
length 32.

life Executes 1000 generations in Conway’s game of life on
a 10 by 10 board where each square is implemented as
a process.

decode Part of a telecommunications protocol. Decodes an in-
coming message.

huff A Huffman encoder compressing and uncompressing a
short string.

MD5 Calculates an MD5-checksum on a file. The benchmark
takes a file of size 32,026 bytes and concatenates it 10
times before calculating its checksum twice.

prettypr Consists mainly of a very large function which formats
its input (a large file) for printing, using a strict-style
context passing implementation.

estone Measures the number of Estones that an Erlang sys-
tem can produce. This is a benchmark that aims at
stressing all parts of an Erlang implementation.

beam2icode The part of the HiPE compiler that translates BEAM
code into intermediate code. The program contains a
very big function handling different combinations of in-
structions. Because of its size, this function is prob-
lematic for some register allocators. To get measurable
execution times, we run this benchmark 10 times.

raytracer A raytracer that traces a scene with 11 objects (two of
them with textures) and two light sources to a 80x70
24-bit color ppm file.

eddie An Erlang implementation of an HTTP parser which
handles http-get requests.

Table 8.1: Description of benchmark programs.
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SPARC x86
Temporaries Instructions Temporaries Instructions

Benchmark Lines Direct SSA Direct SSA Direct SSA Direct SSA

quicksort 41 87 109 414 428 83 111 554 573
spillstress 94 74 112 573 623 81 156 768 764
smith 93 337 410 1765 1418 301 374 1596 1609
life 189 344 449 1973 1695 292 400 1916 1998
decode 381 330 552 2521 2157 288 510 2392 2536
huff 177 473 615 3114 2582 424 573 3100 3073
MD5 286 611 882 4601 3950 543 809 4190 4013
prettypr 1051 1336 1992 10070 7326 1047 1718 8696 8905
estone† 1134 1958 2662 12257 10291 1674 2456 12095 12429
beam2icode 1704 3046 5559 26115 21026 2422 4935 24042 24663
raytracer† 924 4617 6149 29220 23718 3778 5304 25439 26195
eddie† 2233 5022 6651 31660 24685 4191 5889 28609 29380

Table 8.2: Sizes of benchmark programs.

grams, might increase in size due to added move instructions at φ-nodes
during the SSA conversion.

The BEAM virtual machine has one register (x0) that is heavily used.
It is often the case that BEAM code looks like:

x0 := x0 + x1

Without SSA conversion, this maps nicely to the 2-address instructions
on the x86. However, after SSA conversion a new temporary is intro-
duced and the above code is turned into:

t3 := t1 + t2

This code maps nicely to the 3-address instructions on the SPARC, but
on the x86, it has to be translated to:

t3 := t1
t3 := t3 + t2

As a result, SSA conversion tends to increase the code sizes more for
x86 than for SPARC.

8.2 COMPILATION TIMES

We have measured both the time to perform register allocation and the
time to complete the entire compilation for each program. The results
(minimum of three compilations) are presented in Figures 8.1, 8.2, 8.3,
and 8.4 where bars show the total compilation time and their striped
part stands for the time spent in the register allocator.

In general, both compilation times and register allocation times in-
crease with SSA conversion, even when the number of instructions in the
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Figure 8.1: Compilation times on SPARC.
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Figure 8.2: Compilation times, with SSA conversion, on SPARC.
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Figure 8.3: Compilation times on x86.
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Figure 8.4: Compilation times, with SSA conversion, on x86.
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generated code is reduced. The complexity of the graph coloring and the
coalescing register allocator is not directly dependent on what one could
naively consider as the ‘size’ of the program. Instead the complexity de-
pends on the number of edges in the interference graph (corresponding
to the number of simultaneously live temporaries), which is for example
high for the decode and prettypr benchmarks. On the other hand, the
linear scan allocator is not affected much by the number of simultane-
ously live temporaries; the allocation time is instead dominated by the
time to traverse the code.

The compilation and register allocation times of beam2icode stick
out since, as mentioned, this program contains a large function with
many simultaneously live temporaries. This becomes troublesome ei-
ther when many iterations are needed to avoid spilling (which is what
happens with iterated register coalescing and SSA conversion on the
SPARC), or when the number of available registers is low, the produced
allocation does not respect the constraints imposed by the ISA, and
small corrections to the allocation are needed (such is the case on the
x86). On the other hand, estone, raytracer, and eddie which are also
big programs consist of a large number of small functions that do not
exhibit this behavior to the same extent.

Compilation-time-wise, linear scan performs very well: compared to
graph coloring, the time for register allocation is significantly reduced
(by at least 50% in general), and pathological cases such as beam2icode
are avoided. In fact, for eddie and especially for beam2icode with SSA
conversion, compilation with linear scan is even faster than the näıve
algorithm; see Figure 8.2. This is due to the time needed for rewrite of
the code with the allocation. Due to excessive spilling this code is larger
for the näıve allocator than it is for linear scan; cf. also Table 8.3.

8.3 SPEED OF EXECUTION

The execution times, in seconds, for each benchmark and allocator are
presented in Figures 8.5, 8.6, 8.7, and 8.8. They correspond to the min-
imum of nine executions of the programs. For the estone benchmark,
which contains artificial delays, we report the number of “estones” as-
signed to each execution in Figures 8.9 and 8.10. Note that in this case
more estones means faster execution.

Even though linear scan and graph coloring spill more than the iter-
ated coalescing allocator (see data in Tables 8.3, 8.4, 8.5, and 8.6), the
effect of spilling on execution times is limited. On a register-rich archi-
tecture such as the SPARC, linear scan offers in most cases performance
comparable to that of the graph coloring and iterated coalescing alloca-
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8.3. SPEED OF EXECUTION 113

0

1

2

3

4

5

6

7

quicksort spillstress smith life decode huff MD5 prettypr beam2icode raytracer eddie

E
x
e
c
u
ti
o
n
 t
im
e
 (
s
)

Naïve Linear scan

Graph Coloring Coalescing

Figure 8.7: Execution times on x86.
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Figure 8.9: Estone ranking on SPARC (left) and x86 (right).
Higher estone numbers represents better performance.
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Figure 8.10: Estone ranking on SPARC (left) and x86 (right) with
SSA conversion.

tors. Linear scan also performs well on the x86; this is partly due to the
different calling convention (passing arguments on the stack), and also
partly due to the L1 cache being accessed almost as fast as the registers
on the Pentium,1 and x86’s ability to access spilled temporaries directly
from the stack in most instructions.

Also, note that different register assignments might affect the dy-
namic instruction scheduling done by the hardware, causing small dif-
ferences in execution times. See for example the execution times of
quicksort for which none of the allocators spills on SPARC (Tables 8.3
and 8.4), but still the execution time of the code produced by the graph
coloring allocator differs from the execution time of the code produced
by the other allocators.

8.4 SPILLS ON SPARC

Table 8.3 shows the number of temporaries spilled and the number of in-
structions after allocation without SSA conversion while Table 8.4 shows

1Measurements on an Intel Pentium 4 Model 2 @ 2.4 MHz with hardware perfor-
mance measurements indicates that a register to register move take 0.45 clock cycles,
a stack to register move takes 0.85 cycles and a register to stack move takes 1.62
cycles. Still, when dependencies enters the picture memory accesses can take 4 to 10
cycles while register moves still just take round half a clock cycle.
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Näıve Linear Scan Graph Color Iter. Coalesc.
Spills Instrs Spills Instrs Spills Instrs Spills Instrs

quicksort 87 473 0 341 0 341 0 341
spillstress 74 573 12 482 16 480 8 480
smith 337 1765 1 1164 11 1171 0 1157
life 344 1973 0 1388 4 1456 0 1388
decode 330 2521 28 1965 48 1920 20 1776
huff 473 3114 3 2261 9 2139 0 2124
MD5 611 4601 22 3382 57 3495 15 3140
prettypr 1336 10070 11 7718 14 6714 1 6797
estone 1958 12257 3 8504 33 8596 1 8455
beam2icode 3046 26115 38 20444 83 20780 4 17737
raytracer 4617 29220 61 19862 124 19746 0 19560
eddie 5022 31660 64 21242 119 21118 0 20861

Table 8.3: Number of spilled temporaries and SPARC instructions
after allocation.

Näıve Linear Scan Graph Color Iter. Coalesc.
Spills Instrs Spills Instrs Spills Instrs Spills Instrs

quicksort 109 487 0 355 0 355 0 355
spillstress 112 542 11 449 31 451 12 449
smith 410 1776 1 1169 9 1179 0 1168
life 449 2028 1 1450 4 1450 0 1443
decode 552 2615 35 1910 51 1922 20 1870
huff 615 3093 6 2120 8 2115 0 2103
MD5 882 4427 21 2988 228 3293 23 2976
prettypr 1992 10232 31 7109 49 6686 0 6595
estone 2662 12438 16 8656 31 8691 1 8631
beam2icode 5559 26527 96 18562 149 18204 0 17998
raytracer 6149 29758 94 20448 100 20220 0 20098
eddie 6651 32104 83 21616 91 21434 0 21305

Table 8.4: Number of spilled temporaries and SPARC instructions
after allocation (with SSA).

the same information for programs after SSA conversion. From these
numbers, one can see that even though linear scan spills fewer tempo-
raries than the graph colorer on decode and eddie, the total number of
instructions for graph coloring is lower when not using SSA conversion.
This is because the linear scan allocator has a tendency to spill long
live intervals with many uses, while the graph colorer spills more tem-
poraries in number but with shorter live ranges and fewer uses. When
applying SSA conversion, the number of live ranges increases but they
also become shorter which means that the number of instructions can
decrease even though the number of spilled temporaries increases.

As expected, the iterated coalescing allocator always generates fewer
spilled temporaries. Also, since the coalescing allocator is usually able
to coalesce moves, the resulting number of instructions is smaller for
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coalescing even with the same amount of spills. As mentioned, the näıve
allocator spills all non-precolored temporaries, adding load and store
instructions at each use or define site. The number of instructions should
be compared to the numbers in Table 8.2 to see the increase in size
caused by spills introduced by each algorithm. Note that the number
of instructions might decrease after register allocation, as some move
instructions are removed.

8.5 SPILLS ON x86

Table 8.5 reports, for each benchmark, the number of temporaries that
are placed on the stack by the calling convention, the number of addi-
tional spills, and the number of instructions after allocation. That is,
the first column shows the number of temporaries that are live over a
function call and hence has to be saved on the stack during the call. The
number of spills in the following columns shows the additional number
of temporaries that are stored on the stack. Table 8.6 shows the corre-
sponding numbers with SSA conversion turned on.

on Näıve Linear Scan Graph Color Iter. Coalesc.
stack Spills Instrs Spills Instrs Spills Instrs Spills Instrs

quicksort 15 68 651 3 608 12 613 0 602
spillstress 31 50 902 6 863 11 877 0 841
smith 44 257 1956 19 1767 90 1833 0 1724
life 70 222 2292 17 2149 65 2178 2 2106
decode 76 212 2849 8 2679 72 2744 1 2664
huff 91 333 3744 44 3450 100 3511 1 3346
MD5 74 469 5128 54 4650 95 4792 0 4555
prettypr 61 986 10933 26 10055 241 10764 0 9993
estone 293 1381 14284 147 13277 482 13653 6 12978
beam2icode 291 2131 29043 57 27189 1048 28519 3 26974
raytracer 625 3153 31044 158 28545 922 29391 16 28138
eddie 603 3588 34908 207 32042 1208 33060 22 31342

Table 8.5: Number of spilled temporaries and x86 instructions
after allocation.

Our results are as follows: When the number of available registers
is low, the iterated coalescing algorithm is the clear winner as far as its
ability to avoid spills is concerned. It manages to minimally spill on this
benchmark set. Compared with graph coloring, this is partly due to the
fact that the coalescing allocator is optimistic in its spilling strategy.
With only few available registers, the linear scan register allocator has
trouble keeping temporaries in registers and the number of spills is high
compared to coalescing; sometimes an order of magnitude higher. Com-
pared to the graph colorer, even though the number of spills is often
much lower, the number of instructions in the resulting code is lower to
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on Näıve Linear Scan Graph Color Iter. Coalesc.
stack Spills Instrs Spills Instrs Spills Instrs Spills Instrs

quicksort 33 78 679 2 628 26 651 0 625
spillstress 68 88 890 7 828 16 846 0 819
smith 72 302 1978 27 1763 107 1880 0 1728
life 110 290 2409 26 2214 77 2264 5 2183
decode 111 399 3040 17 2725 136 2860 2 2698
huff 160 413 3712 23 3367 141 3467 1 3312
MD5 197 612 4798 84 4262 166 4449 0 4169
prettypr 353 1365 11247 85 10084 606 10781 2 9935
estone 528 1928 14782 185 13499 641 14069 7 13227
beam2icode 1111 3824 29863 199 26825 1614 28149 12 26410
raytracer 1178 4126 32117 253 29041 1433 30377 31 28588
eddie 1048 4841 35998 274 32086 1767 33901 31 31565

Table 8.6: Number of spilled temporaries and x86 instructions
after allocation (with SSA).

a smaller extent, suggesting that the choice of spilled temporaries is not
a good one.

We stress that, due to the different calling conventions used by the
SPARC and x86 back-ends, the number of spills in Tables 8.3 and 8.4
are not comparable with the numbers in Tables 8.5 and 8.6.





Chapter 9

A deeper look on
linear scan:

Impact of some
alternatives

I think language designers would do better to consider their target
user to be a genius who will need to do things they never anticipated,
rather than a bumbler who needs to be protected from himself.
The bumbler will shoot himself in the foot anyway. You may save
him from referring to variables in another package, but you can’t
save him from writing a badly designed program to solve the wrong
problem, and taking forever to do it.

Paul Graham

In order to find the most efficient implementation of linear scan we have
experimented with a number of options that one can consider when
implementing linear scan. One of these (spilling heuristics) is also con-
sidered in [75], the question on whether to perform liveness analysis or
not comes naturally, and some others (various orderings) are of our own
invention. Nevertheless, as experimenting with all these options is time-
consuming, we hope that our reporting on them will prove helpful to
other implementors. All experiments of this section are conducted on
the SPARC.

We note in passing a couple of experiments that we will not present
in detail here. One set of experiments is on the use of different data
structures which allows both fast updates and fast lookups. In this
case the choice of data structures is very language and implementation
dependent and these experiments are only interesting if you don’t have
access to O(1) destructive updates. In this case general balanced trees
perform well [7]. We have also measured the effect of performing an
ad hoc renaming pass before register allocation. We do not report on



120 CHAPTER 9. A DEEPER LOOK ON LINEAR SCAN

return T2;
T2 = 42;

B2

return T3;
T3 = T + 42;

B3

T = foo();
if (T > 0) then      else      ;

B1
B2 B3

Figure 9.1: A simple control flow graph.

that experiment here, as the effect of a more systematic renaming pass,
based on SSA conversion, has already been extensively presented in the
previous section. The results of this experiment can be found in the
Proceedings of the PADL’2002 Symposium [52].

9.1 IMPACT OF INSTRUCTION ORDERING
The linear scan algorithm relies on a linear approximation of the execu-
tion order of the code to determine simultaneously live temporaries. To
spill as few registers as possible, it is important that this approximation
introduces as few false interferences as possible. An interference is false
when the linearization places a basic block (B2) where a temporary (T)
is not live between two blocks (B1, B3) which define and use T. The
live interval for T will then include all instructions in B2, resulting in
false interferences between T and any temporaries defined in B2; see Fig-
ure 9.1. If, instead, the linearization places B2 and B3 in the opposite
order, there will not be a false interference.

Finding the optimal ordering (i.e., the one with the least number
of false interferences) of a CFG at compile time is not feasible; this
would seriously increase the complexity of the algorithm. It is therefore
important to find a method to order the graph which gives good result.
To determine such an method, we have applied the linear scan algorithm
on eight different generic orderings and counted the number of spills and
the number of added instructions on each benchmark.

We will exemplify the following orderings which we have tried (most
of them are standard; see, e.g. [5, 66]) using the control-flow graph
shown in Figure 9.1 where edges are annotated with a static prediction
(taken/not-taken).

Postorder All children are visited before the node is visited.

Reverse postorder (or Depth-first ordering) The reverse of the order in
which nodes are visited in a postorder traversal.
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1

2

3

4

5

6 7

8

{t}

{t}

{n}

{n}

{n}

{t}

9

Postorder 〈6, 7, 5, 4, 9, 3, 2, 8, 1〉
Rev. postorder 〈1, 8, 2, 3, 9, 4, 5, 7, 6〉
Inorder 〈6, 5, 7, 4, 3, 9, 2, 1, 8〉
Rev. inorder 〈8, 1, 2, 9, 3, 4, 7, 5, 6〉
Prediction 〈1, 2, 3, 4, 5, 7, 6, 9, 8〉
Preorder 〈1, 2, 3, 4, 5, 6, 7, 9, 8〉
Breadth-first 〈1, 2, 8, 3, 4, 9, 5, 6, 7〉
‘Random’ 〈1, 2, 3, 4, 5, 6, 7, 8, 9〉

Figure 9.2: A control-flow graph and its orderings.

Rev PO Post- Pre- Predict Rev IO In- Breadth- ’Random’
quicksort 0 0 0 0 0 0 0 1
spillstress 12 12 12 12 12 12 12 12
smith 1 6 1 3 7 13 3 15
life 0 1 0 0 0 1 0 1
decode 28 29 30 31 35 35 30 42
huff 3 4 0 4 4 4 0 4
MD5 22 22 30 30 38 39 22 30
prettypr 11 10 9 10 15 14 15 60
estone 3 9 10 11 16 22 5 47
beam2icode 38 40 46 51 48 53 46 136
raytracer 61 61 70 75 92 109 75 230
eddie 64 62 66 69 117 139 71 190
Sum 243 256 274 296 384 441 279 768

Table 9.1: Number of spilled temporaries using different basic
block orderings.

Rev PO Post- Pre- Predict Rev IO In- Breadth- ’Random’
quicksort 0 0 0 0 0 0 0 5
spillstress 11 11 11 11 11 11 11 33
smith 1 6 4 15 11 21 3 48
life 1 4 2 1 5 8 2 18
decode 35 38 48 54 52 54 35 117
huff 6 7 11 19 7 8 3 74
MD5 21 21 125 130 45 49 20 220
prettypr 31 29 39 66 62 60 359 359
estone 16 28 22 38 36 50 10 165
beam2icode 96 117 116 270 272 291 1223 1186
raytracer 94 102 119 181 199 235 213 798
eddie 83 88 84 130 240 279 160 551
Sum 395 451 581 915 940 1066 2039 3574

Table 9.2: Number of spilled temporaries using different basic
block orderings (with SSA).
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Preorder First the node is visited then the children.

Prediction The static prediction of branches is used to order the basic
blocks in a depth first order. This should correspond to the most
executed path being explored first.

Inorder The left (fallthrough) branch is visited first, then the node fol-
lowed by other children.

Reverse inorder The reverse of the inorder traversal.

Breadth-first ordering The start node is placed first, then its children
followed by the grandchildren and so on.

‘Random’ (or rather an approximation of the source code order.) The
blocks are ordered by converting the hash-table of basic blocks
into a list; this list is approximately ordered on an increasing basic
block numbering, which in turn corresponds to the order the basic
blocks were created.

The style in which a program is written has a big impact on which
ordering performs best. Factors such as how nested the code is, or the
size of each function come into play. The results therefore, as expected,
vary from benchmark to benchmark, but provided the range of bench-
marks is large a “winner” can be found. Tables 9.1 and 9.2, show the
number of spilled temporaries for each benchmark and ordering. (The
number of added instructions is omitted as it shows a similar picture.)
As can be seen from these tables, the reverse postorder gives the best
result. In HiPE, we are currently using it as the default.

9.2 IMPACT OF PERFORMING LIVENESS ANALYSIS

In [75], a fast live interval analysis is described that does not use an
iterative liveness analysis. Instead, it extends the intervals of all live
temporaries in a strongly connected component (SCC) to include the
whole SCC. After presenting the method, the authors conclude that al-
though compilation using linear scan based on this method is sometimes
faster than normal linear scan, the resulting allocation is usually much
worse. We have independently confirmed their findings. In fact, the
allocation is sometimes so bad that excessive spilling increases the time
it takes to rewrite the code so much that the SCC-based linear scan al-
locator becomes slower than linear scan with a full liveness analysis. In
our benchmark set, even compilation-time-wise linear scan with liveness
analysis is faster on more than half of the benchmarks. Execution-time-
wise, performing liveness analysis pays off.
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Spills (Instructions) Execution Time
Interval length Usage count Interval length Usage count

quicksort 0 ( 355) 0 ( 355) 11.5 11.9
spillstress 11 ( 449) 32 ( 452) 9.0 8.0
smith 1 (1169) 8 (1182) 6.3 7.6
life 1 (1450) 2 (1446) 11.3 11.2
decode 35 (1910) 200 (2114) 11.6 21.5
huff 6 (2120) 83 (2292) 11.8 12.0
MD5 21 (2988) 382 (3614) 12.7 12.9
prettypr 31 (7109) 1277 (7326) 7.6 14.0
beam2icode 96 (18562) 2786 (22373) 13.9 18.6
raytracer 94 (20448) 485 (20843) 11.0 10.7
eddie 83 (21616) 426 (21988) 12.5 12.6
estone 16 (8656) 125 (8839) 183 k 155 k

Table 9.3: Impact of spilling heuristics (with SSA conversion on
the SPARC).

9.3 IMPACT OF SPILLING HEURISTICS

We have also experimented with the use of a spilling heuristic based
on usage counts instead of interval length. Since information about the
length of intervals is needed by the linear scan algorithm anyway (in
order to free registers when an interval ends) this information can be
used “for free” to guide spilling. The usage count heuristic is slightly
more complicated to implement since it needs some extra information:
the usage count of each temporary. There is also a cost in finding the
temporary with the least use. As Table 9.3 shows, the usage count
heuristic spills more (as expected) but spills temporaries which are not
used much, so the size of the resulting code is not much bigger, and
for life it is even smaller. However, looking at the performance of the
generated code, one can see that the heuristics perform on a par in
many cases, but the usage count heuristic performs much worse on, e.g.,
decode and prettypr. We thus do not recommend the use of usage
counts.

9.4 LIFETIME HOLES AND LIVE RANGE SPLITTING

Our motivation for implementing linear scan was to have a fast, provably
linear, register allocator to be used in a just-in-time compilation setting.
Besides liveness analysis, we have purposely avoided using any technique
which requires iteration and could subtly undermine the linear time
characteristics of the linear scan algorithm.
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We have therefore not considered the use of lifetime holes as proposed
in [89] (a technique which requires an iterative dataflow calculation and
thus does not have a linear time bound) nor have we tried to integrate
a separate live range splitting [29] pass in the linear scan register alloca-
tor. We feel that either of these approaches would make the allocation
slower and more complicated. In our implementation, by using SSA
conversion, we usually get most of the benefits from live range splitting,
namely mostly short live ranges. Even though there might still be situa-
tions where, e.g., a temporary is defined only once and then has several
late uses giving it a long live range which might force it to be spilled,
we do not think that splitting this live range would result in a signif-
icant improvement in execution performance. Some evidence why this
is so can be seen from the fact that even though the coalescing register
allocator spills much less than our other allocators, the execution time
performance of the generated code is not significantly better.



Chapter 10

A comparison of heap
architectures

And therefore education at the University mostly worked by the
age-old method of putting a lot of young people in the vicinity of a
lot of books and hoping that something would pass from one to the
other, while the actual young people put themselves in the vicinity
of inns and taverns for exactly the same reason.

Terry Pratchett, Interesting Times

In this chapter we present a performance evaluation of two memory
architectures, one based on private heaps and one based on a shared
heap. Both these architectures have been fully implemented and was
released as part of Erlang/OTP R8. (The user chooses between them
through a configure option.) Our goal is to investigate the impact of the
pros and cons of these architectures as discussed in Chapter 5.

In this chapter we refrain from discussing issues related to the ex-
pansion/resizing policy or the impact of the initial memory size of each
architecture. We instead use the same expansion policy in all archi-
tectures and fix a priori what we believe are reasonable, albeit very
conservative, initial sizes for all memory areas.

More specifically, in all experiments the private heap architecture
is started with an initial combined stack/heap size of 233 words per
process. We note that this is the default setting in Erlang/OTP and
thus the setting most frequently used in the Erlang community. In
the comparison between the private and the shared heap architecture
(Section 10.2), the shared heap system is started with a stack of 233
words and an initial shared heap size of 10,946 words. At first glance it
might seem unfair to use a bigger heap for the shared heap system, but
since all processes in this system share a single heap, there is no real
reason to start with a small heap size as in the private heap system. In
such an architecture a process that allocates a large heap hogs memory
from other processes, hence there is a need to keep heaps small in order
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to avoid running out of memory and reduce fragmentation. In any case,
note that these heap sizes are extremely small by today’s standards (even
for most embedded systems). In all systems, the expansion policy is to
increase the heap to the closest pre-calculated Fibonacci number which
is bigger than the size of the live data1 plus the additional memory need.

10.1 THE BENCHMARKS AND THE SETTING

The performance evaluation was based on the following benchmarks:

ring A concurrent benchmark which creates a ring of 100 processes and
sends 100,000 messages.

life Conway’s game of life on a 10 by 10 board where each square is
implemented as a process.

procs(number of processes, message size) This synthetic benchmark
sends messages in a ring of processes. Each process creates a new
message when it is spawned and sends it to the next process in the
ring (its child). Each message has a counter that ensures it will be
sent exactly 10 times to other processes.

In addition, we used the following “real-life” Erlang programs:

eddie A medium-sized (≈2,000 lines of code) application implementing
a HTTP parser which handles http-get requests.

BEAM compiler A large program (≈30,000 lines of code excluding code
for libraries) which is mostly sequential; processes are used only
for I/O. The benchmark compiles the file gstk generic.erl of
the Erlang/OTP R8 distribution to BEAM code.

NETSim (Network Element Test Simulator) A large commercial appli-
cation (≈630,000 lines of Erlang code) mainly used to simulate
the operation and maintenance behavior of a network. In the ac-
tual benchmark, a network with 20 nodes is started and then each
node sends 100 alarm bursts through the network. The NETSim
application consists of several different Erlang nodes. Only three
of these nodes are used as benchmarks, namely a network TMOS
server, a network coordinator, and the alarm server.

Some additional information about the benchmarks is contained in Ta-
ble 10.1.

Due to licensing reasons, the platform we had to use for the NETSim
program was a SUN Ultra 10 with a 300 MHz Sun UltraSPARC-IIi
processor and 384 MB of RAM running Solaris 2.7. The machine was

1The size of live data is the size of the heap after GC.
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Benchmark Processes Messages
ring 100 100,000
life 100 800,396

eddie 2 2,121
BEAM compiler 6 2,481
NETSim TMOS 4,066 58,853

NETSim coordinator 591 202,730
NETSim alarm server 12,353 288,675

procs 100x100 100 6,262
procs 1000x100 1,000 512,512
procs 100x1000 100 6,262

procs 1000x1000 1,000 512,512

Table 10.1: Number of processes and messages.

otherwise idle during the benchmark runs: no other users, no window
system. Because of this, and so as to get a consistent picture, we decided
to also use this machine for all other benchmarks too.

In the rest of this section, all figures containing execution times
present the data in the same form. Measurements are grouped by bench-
mark, and times have been normalized so that the execution time for the
private heap system (leftmost bar in each group and identified by P) is 1.
Bars to its right show the relative execution time for the shared heap (S)
and, wherever applicable, the hybrid (H) system. For each system, the
execution time is subdivided into time spent in the mutator, time spent
in the send operation, time spent copying messages, and time taken by
the garbage collector further subdivided into time for minor and major
collections. For the private heap system, in Figures 10.2 and 10.1 we also
explicitly show the time to traverse the message in order to calculate its
size (this is part of the send operation).

10.2 A COMPARISON OF A PRIVATE HEAP
VS. A SHARED HEAP ARCHITECTURE

10.2.1 Time performance
As can be seen in Figure 10.1(a), in the synthetic procs benchmark, the
shared heap system is much faster when it comes to sending small-sized
messages among 100 Erlang processes. This is partly due to the send
operation being faster and partly because the shared heap system starts
with a bigger heap and hence does not need to do as much garbage col-
lection. When messages are small, increasing the number of processes to
1000 does not change the picture much as can be seen in Figure 10.1(b).
On the other hand, if the size of the message is increased so that the
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Figure 10.1: Normalized times for the procs benchmark.

shared heap system also requires frequent garbage collection, the effect
of the bigger root set becomes visible; see Figures 10.1(c) and 10.1(d).
This is expected, since the number of processes which have been active
between garbage collections (i.e., the root set) is quite high.

The performance of the two architectures on real programs shows a
more mixed picture (Figure 10.2). The shared heap architecture outper-
forms the private heap architecture on many real-world programs. For
eddie, the gain is unrelated to the initial heap sizes; cf. [93]. Instead, it is
due to the shared heap system having better cache behavior by sharing
messages and by avoiding garbage collections. In the truly concurrent
programs, ring and life, the private heap system spends 18% and 25%
of the execution time in interprocess communication. In contrast, the
shared heap system only spends less than 12% of its time in message
passing. The speedup for the BEAM compiler can be explained by the
larger initial heap size for the shared heap system which reduces the
total time spent in garbage collection to one third. The performance of
the shared heap architecture is worse than that of the private heap sys-
tem in two of the NETSim programs and there is a speedup only in the
case where the number of processes is moderate. This is to some extent
expected, since NETSim is a commercial product developed over many
years using a private heap-based Erlang/OTP system and tuned in
order to avoid garbage collection and reduce send times. For example,
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Figure 10.2: Normalized execution times.

from the number of processes in Table 10.1 and the maximum total heap
sizes which these programs allocate (data shown in Table 10.2), it is clear
that in the NETSim programs either the majority of the processes do
not trigger garbage collection in the private heap system as their heaps
are small, or processes are used as a means to get no-cost heap reclama-
tion. As a result, the possible gain from a different memory architecture
is small. Indeed, as observed in the case of NETSim alarm server, the
larger root set (cf. Table 10.1) can seriously increase the time spent in
garbage collection and slow down execution of a program which has been
tuned for a private heap architecture.

We suspect that the general speedup for the mutator in the shared
heap system is due to better cache locality: partly due to requiring fewer
garbage collections by sharing data between processes and partly due to
having heap data in cache when switching between processes. Note that
this is contrary to the general belief in the Erlang community—and
perhaps elsewhere—that a private heap architecture results in better
cache behavior. To verify our hunch, we measured the number of data
cache misses of some of these benchmarks using the UltraSPARC hard-
ware performance counters. In programs that required garbage collec-
tion, the number of data cache misses of the shared heap system is
indeed smaller than that of the private heap system; however only by
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about 3%. Although this confirms that a shared heap system can have
a better cache behavior, we are not sure whether the difference in cache
misses accounts for all the mutator speedup we observe or not.

10.2.2 Stop times

Figure 10.3 shows the longest garbage collection stop time in milliseconds
for each benchmark. As can be seen, the concern that many processes
can lead to a larger root set and hence longer garbage collection latency
is justified. When the root set consists of many processes, the stop times
for the shared heap system are slightly longer than those of the private
heap system.

As the memory requirement of a program increase (data shown in
Table 10.2), the garbage collection stop times also increase. Also, with
a copying collector, more live data will lead to worse cache behavior.
Bigger memory requirements also mean that collection is required more
often, which increases the likelihood that GC will be triggered at a
moment when the root set is large or there is a lot of live data (which is
the worst case for the type of collector being used). We mention, that
although the general picture is similar, the GC latency decreases when
starting the systems with bigger initial heap sizes.

Notice that the difference in maximum stop times between the two
systems is not very big and that a private heap system is no guarantee
for short GC stop times. True real-time GC latency can only be obtained
using a real-time garbage collector.
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Private Shared
Benchmark Allocated Used Allocated Used

ring 41.6 11.7 10.9 2.3
life 52.8 33.1 28.6 28.6

eddie 78.1 67.3 46.3 46.3
BEAM compiler 1375.0 1363.0 1346.0 1346.0
NETSim TMOS 2670.5 1120.6 317.8 317.8

NETSim coordinator 233.0 162.0 121.4 121.4
NETSim alarm server 2822.9 2065.7 317.8 317.8

Table 10.2: Heap sizes allocated and used (in 1,000 words).

10.2.3 Space performance

Table 10.2 contains a space comparison of the private vs. the shared heap
architecture on all non-synthetic benchmarks. For each program, max-
imum sizes of heap allocated and used is shown in thousands of words.
Recall that in both systems garbage collection is triggered whenever the
heap is full; after GC, the heap is not expanded if the heap space which
is recovered satisfies the need. This explains why maxima of allocated
and used heap sizes are often identical for the shared heap system. From
these figures, it is clear that space-wise the shared heap system is a win-
ner. By sharing messages, it usually allocates less heap space; the space
performance on the NETSim programs is especially striking. Moreover,
by avoiding fragmentation, the shared heap system has better memory
utilization.

10.2.4 Summary

None of the two heap architectures is a clear winner, the behavior of the
application should ideally affect the choice of architecture. If a choice
between those architectures has to be made a priori, it appears that
the shared heap architecture is preferable to the private heap one: it
results in better space utilization and is often faster, except in cases with
many processes with high amounts of live data. Also, the shared heap
architecture opens up for other optimizations such as those described in
Chapter 6 and should perhaps be used for these reasons.
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Chapter 11

Conclusion

Most papers in computer science describe how their author learned
what someone else already knew.

Peter Landin

This thesis describes generally applicable techniques needed for effi-
cient implementations of concurrent functional programming languages.
Specifically we have described techniques for register allocation, different
heap architectures, and inter-processes optimization. We have evaluated
the performance of the linear scan register allocator and the performance
of a shared heap architecture, both enabling technologies for dynamic,
profile-based, inter-process optimization. These techniques have been
evaluated by benchmarking real industrial programs within a research
compiler system of production quality. Apart from describing and eval-
uating these techniques, this thesis also gives a thorough description of
the HiPE system which we hope will be of value to other implementors
of programming languages.

11.1 SUMMARY OF CONTRIBUTIONS

As a result of the research described in this thesis we provide a complete
and robust native code Erlang system which makes it possible to test
compiler optimizations on real world programs. We have shown the use-
fulness of this tool as a research vehicle by evaluating register allocation
strategies and different heap architectures.

As software systems grow in size and become more dynamic in nature
the need for profile-guided optimization and just-in-time compilation
also increases. Just-in-time compilers not only have to generate efficient
code but the code generation itself has to be fast. Therefore, it is im-
portant to find fast solutions to important compiler problems such as
register allocation. In this thesis we have made a thorough evaluation of
linear scan register allocation, in a concurrent functional programming
language, a setting quite different from the original imperative one. In
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this evaluation we compared linear scan with two other register alloca-
tors and with stack allocation, both on the register rich UltraSPARC
architecture and on the register poor x86 architecture. We have also
evaluated implementation options of the linear scan algorithm.

Our experience from the experiments with linear scan is that in a
register-rich environment, such as the SPARC (or the upcoming IA-64),
linear scan is a very respectable register allocator: It is significantly
faster than algorithms based on graph coloring, resulting in code that
is almost as efficient. When compilation time is a concern, or at low
optimization levels, it should be used. Disregarding compilation-time
concerns, on register-poor architectures, an optimistic iterated coalesc-
ing register allocator (which can eliminate most register-register moves)
is a better approach to obtaining high-performance.

We have also looked at how to manage heap memory in a concurrent
programming language by describing and systematically investigating
three different heap architectures. We have evaluated the performance
of the two extremes: a system with only private heaps and a system
where all processes share one global heap.

As our experimental evaluation with different heap architectures
shows, performance does depend on program characteristics and the
tradeoffs that we discussed do exhibit themselves in programs. Perhaps
it is better to leave this choice to the user, which is the approach we are
currently taking by providing more than one heap architecture in the
Erlang/OTP release. When the choice between these architectures
has to be made a priori, it appears that the shared heap architecture
is preferable to the private heap one: it results in better space utiliza-
tion and is often faster, except in cases with many processes with high
amounts of live data. The hybrid system might combine the advantages
of the two other architectures, but it remains future work to see how
well it performs and to find what precision is possible to get of the es-
cape analysis that is required to guide the compiler in using the hybrid
system.

However, perhaps there are other criteria that might also influence
the decision. Architectures where messages get placed in an area which
is shared between processes free the programmer from worrying about
message sizes. Moreover, they open up new opportunities for inter-
process optimizations. For example, within a shared heap system one
could, with a lower overhead than in a private heap scheme, switch to
the receiving processes at a message send, achieving a form of fast re-
mote procedure call between processes. It would even be possible to
merge (and further optimize) code from two communicating processes
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in a straightforward manner. These methods also enable further opti-
mizations across process boundaries, such as constant propagation and
more global register allocation. The context switch can be completely
eliminated in some cases, reducing the overhead for concurrency. These
optimizations will speed up existing Erlang programs without requir-
ing any modifications to their source code. Since the use of processes
will be less expensive, the usefulness of concurrency is extended, mak-
ing it possible to use processes in cases where it previously has been
considered too expensive.

11.2 DISCUSSION
The work described in this thesis is hopefully just the beginning of a
longer ongoing research project. Here we have laid the foundation for
continued research on concurrent functional programming by building
the infrastructure for an industrial strength compiler.

Encouraged, and perhaps mislead, by how quickly the first prototype
(JERICO) was done, we set our goals on a full industrial strength im-
plementation of Erlang. It took us much longer than expected to weed
out the bugs and to tweak and tune the implementation. Fortunately,
the whole process was a learning experience and the result is a compiler
that can be used both in the industry to improve execution speed, and
in academia to try out new implementation techniques.

11.3 FUTURE RESEARCH
There are several areas, related to the work presented here, which we
have not yet had time to investigate thoroughly, but which we feel would
be interesting for future research.

One problem with the linear scan register allocator, on a register
poor machine, is the handling of precolored registers. The linear scan
algorithm has problems with short but independent live-ranges that use
the same temporary, since it approximates the liveness of a temporary
by an interval from the first define to the last use. This problem can,
in most cases, easily be alleviated by renaming so that each separate
live-range uses a different temporary. Unfortunately, this does not work
for precolored physical registers, which can not be renamed.

For example, if a physical register, %eax, is used in the beginning
of a function, as an incoming argument register, and then also used at
the end of the function, as an argument register in a call, the linear
scan algorithm will give %eax a live interval that encompasses the whole
function. Thus, %eax can not be used to hold any other temporary
anywhere in the function. Now, if all physical registers are to be used as
arguments one will end up in a situation where there are no free registers
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anywhere in the function. Another problem with linear scan is that the
decision on where to allocate a temporary is taken locally depending on
what is free at the start of the interval. This means that the allocator
can choose to allocate t1 to %eax, because %eax is free at the start of t1’s
interval, but later it might turn out that %eax is used as a precolored
register in an instruction within the interval of t1. In this case t1 has to
be stack allocated in order to free up %eax for the precolored use. The
first problem could perhaps be solved by handling precolored registers
differently than other temporaries, allowing them to have several live
ranges. The second problem could perhaps be solved by, during the
allocation of a temporary t1, trying to find a free physical register which
will be unused until the end of t1’s interval. Both these solutions would
require some special handling of precolored registers and some extra
machinery for choosing a free register. We have not experimented with
them since it probably would make the allocator slightly slower, but in
order to handle up to five argument registers on the x86 a solution to
these problems must be found.

The performance of the hybrid heap system and the precision of an
escape analysis in Erlang are obviously two related areas that require
further investigation. But there are also other parts of the memory
architecture that deserve a deeper look. One of the potentially most
important changes for long lived applications is a non-moving oldest
generation collector. Especially in a shared heap system it is important
that short-lived memory hungry processes do not force large chunks
of long lived data to be moved several times. Another aspect worth
investigating is the effect of garbage collection policies such as when and
how much to grow or shrink the heap. In Erlang, where the number
of processes in a running system can be very high, it is important, in
a private heap system, to keep the amount of unused heap space down.
Hence, it is important that sparse heaps are shrunk. The question is
how to decide when a heap should be shrunk and by how much it should
shrink. One way of finding a good policy for the garbage collector could
be to let the system have a more dynamic policy that could change
according to the behavior of the running application. A third aspect of
the memory architecture worth investigating is what the performance
impact of a real-time garbage collector would be.

One advantage with the HiPE/OTP system is that the compiler and
the loader are part of the runtime system making it easy to implement
dynamic recompilation. The problem is figuring out what kind of op-
timizations would benefit enough from dynamic runtime information to
outweigh the compilation cost. Another question is whether it is up
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to the user, the application programmer, or the compiler writer to find
candidates for dynamic optimization. It is clear that if on-the-fly dy-
namic recompilation is to be a viable option then much engineering and
research have to be put into the algorithms used in compilers in order
to further reduce compilation times. We believe that the HiPE system
can serve as a platform for this research.





References

Timeo hominem unius libiri.

Thomas of Aquino

The numbers in braces indicate on which pages each citation occured.

1. IEEE Std 1178-1990. Ieee Standard for the Scheme Programming
Language. Institute of Electrical and Electronic Engineers, Inc.,
New York, NY, 1991. {76}

2. Ole Agesen and Urs Hölzle. Type feedback vs. concrete type infer-
ence: A comparison of optimization techniques for object-oriented
languages. ACM SIGPLAN Notices, 30(10):91–107, October 1995.
{90}

3. Gul A. Agha. Actors: A Model of Concurrent Computation in Dis-
tributed Systems. MIT Press, 1986. {13}

4. B. Ahlgren, P. Gunningberg, and K. Moldeklev. Increasing commu-
nication performance with a minimal-copy data path supporting ilp
and alf. Journal of High Speed Networks, 5(2):203–214, 1996. {16}

5. Alfred V. Aho, Ravi Sethi, and Jeffrey D. Ullman. Compilers: Prin-
ciples, Techniques and Tools. Addison-Wesley, Reading, MA, 1986.
{20, 49, 120}

6. Bowen Alpern, Mark N. Wegman, and F. Kenneth Zadeck. Detect-
ing equality of variables in programs. In Proceedings of the 15th
Annual ACM Symposium on Principles of Programming Languages,
pages 1–11. ACM Press, January 1988. {33}

7. Arne Andersson. General balanced trees. Journal of Algorithms,
30(1):1–18, January 1999. {119}

141



142 REFERENCES

8. Andrew W. Appel and Lal George. Optimal spilling for CISC ma-
chines with few registers. In SIGPLAN Conference on Programming
Language Design and Implementation, pages 243–253, 2001. {61,
62}

9. Joe Armstrong and Robert Virding. One pass real-time genera-
tional mark-sweep garbage collection. In Henry G. Baker, editor,
Proceedings of International Workshop on Memory Management,
number 986 in LNCS, pages 313–322. Springer-Verlag, September
1995. {15}

10. Joe Armstrong, Robert Virding, Claes Wikström, and Mike
Williams. Concurrent Programming in Erlang. Prentice-Hall, sec-
ond edition, 1996. {3, 11}

11. Godmar Back, Wilson C. Hsieh, and Jay Lepreau. Pro-
cesses in KaffeOS: Isolation, resource management, and shar-
ing in Java. In Proceedings of the 4th USENIX Symposium
on Operating Systems Design and Implementation, October 2000.
http://www.cs.utah.edu/flux/papers/. {74}

12. David F. Bacon, Clement R. Attanasio, V. T. Lee, Han B. Rajan,
and Steven Smith. Java without the coffee breaks: A nonintru-
sive multiprocessor garbage collector. In Proceedings of the ACM
SIGPLAN Conference on Programming Language Design and Im-
plementation, pages 92–103. ACM Press, June 2001. {15}

13. James R. Bell. Threaded code. Communications of the ACM,
16(8):370–373, June 1973. {96}

14. J. L. Bentley. Programming Pearls. Addison-Wesley, Reading, Mas-
sachusetts, reprint edition, 1989. {47}

15. Robert L. Bernstein. Producing good code for the case state-
ment. Software – Practice and Experience, 15(10):1021–1024, Octo-
ber 1985. {46}

16. Bruno Blanchet. Escape analysis for object oriented languages. Ap-
plication to JavaTM . In Conference on Object-Oriented Program-
ming, Systems, Languages and Applications (OOPSLA’99), pages
20–34. ACM Press, November 1999. {71}

17. Staffan Blau and Jan Rooth. AXD 301—A new generation ATM
switching system. Ericsson Review, 75(1):10–17, 1998. {16, 24}



REFERENCES 143

18. P. Branquart and J. Lewi. A scheme of storage allocation and
garbage collection for Algol-68. In J. E. L. Peck, editor, Algol-68
Implementation, pages 198–238. North-Holland, Amsterdam, 1971.
{39}

19. Preston Briggs, Keith D. Cooper, and Linda Torczon. Improvements
to graph coloring register allocation. ACM Transactions on Pro-
gramming Languages and Systems, 16(3):428–455, May 1994. {50,
53}

20. T. Brus, M. C. J. D. van Eekelen, M. van Leer, M. J. Plasmei-
jer, and H. P. Barendregt. CLEAN — a language for functional
graph rewriting. In Kahn, editor, Proceedings of the Conference
on Functional Programming Languages and Computer Architecture
(FPCA’87), number 274 in LNCS, pages 364–384. Springer-Verlag,
1987. {95}

21. Gregory J. Chaitin. Register allocation & spilling via graph color-
ing. In Proceedings of the ACM SIGPLAN Symposium on Compiler
Construction, pages 98–105. ACM Press, June 1982. {49, 50}

22. Gregory J. Chaitin, Marc A. Auslander, Ashok K. Chandra, John
Cocke, M. E. Hopkins, and Peter W. Markstein. Register allocation
via coloring. Computer Languages, 6(1):47–57, January 1981. {50}

23. C. J. Cheney. A nonrecursive list compacting algorithm. Commu-
nications of the ACM, 13(11):677–678, November 1970. {64}

24. Perry Cheng and Guy E. Blelloch. A parallel, real-time garbage
collector. In Proceedings of the ACM SIGPLAN Conference on
Programming Language Design and Implementation, pages 125–136.
ACM Press, June 2001. {15}

25. Perry Cheng, Robert Harper, and Peter Lee. Generational stack col-
lection and profile-driven pretenuring. In Proceedings of the ACM
SIGPLAN Conference on Programming Language Design and Im-
plementation, PLDI’98, pages 162–173. ACM Press, 1998. {40, 70}

26. Jong-Deok Choi, Manish Gupta, Mauricio Serrano, Vugranam C.
Shreedhar, and Sam Midkiff. Escape analysis for Java. In Confer-
ence on Object-Oriented Programming, Systems, Languages and Ap-
plications (OOPSLA’99), pages 1–19. ACM Press, November 1999.
{71}



144 REFERENCES

27. Fred C. Chow and John L Hennessy. The priority-based coloring
approach to register allocation. ACM Transactions on Programming
Languages and Systems, 12(4):501–536, October 1990. {50}

28. Christopher Colby. Analyzing the communication topology of con-
current programs. In Proceedings of the ACM SIGPLAN Symposium
on Partial Evaluation and Semantics-Based Program Manipulation,
pages 202–213, June 1995. {90}

29. Keith D. Cooper and L. Taylor Simpson. Live range splitting in a
graph coloring register allocator. In Kai Koskimies, editor, CC’98:
Compiler Construction, 7th International Conference, number 1383
in LNCS, pages 174–187. Springer, March/April 1998. {50, 61,
124}

30. Ron Cytron, Jeanne Ferrante, Barry K. Rosen, Mark N. Wegman,
and F. Kenneth Zadeck. Efficiently computing static single assign-
ment form and the control dependence graph. ACM Transactions
on Programming Languages and Systems, 13(4):451–490, October
1991. {33}

31. Damien Doligez and Xavier Leroy. A concurrent, generational
garbage collector for a multithreaded implementation of ML. In
Conference Record of the ACM SIGPLAN-SIGACT Symposium on
Principles of Programming Languages, pages 113–123. ACM Press,
January 1993. {15, 75}

32. Tamar Domani, Gal Goldshtein, Elliot K. Kolodner, Ethan Lewis,
Erez Petrank, and Dafna Sheinwald. Thread-local heaps for java. In
Proceedings of ISMM, pages 76–87, 2002. {75}

33. Ericsson/OTP. The Erlang/OTP R8B documentation. Ericsson
Telecom AB, 2002. See also: http://www.erlang.org/doc/r8b/doc/.
{67}

34. Marc Feeley. A case for the unified heap approach to Erlang mem-
ory management. In Proceedings of the PLI’01 Erlang Workshop,
September 2001. {76}

35. Marc Feeley and Martin Larose. A compacting incremental collector
and its performance in a production quality compiler. In Proceedings
of ISMM’98: ACM SIGPLAN International Symposium on Memory
Management, pages 1–9. ACM Press, October 1998. {15}



REFERENCES 145

36. Marc Feeley and Martin Larose. Compiling Erlang to Scheme. In
C. Palamidessi, H. Glaser, and K. Meinke, editors, Principles of
Declarative Programming, number 1490 in LNCS, pages 300–317.
Springer-Verlag, September 1998. {97}

37. Lal George. MLRISC: Customizable and reusable code generators.
Unpublished technical report available from: http://www.cs.bell-
labs.com/g̃eorge, 1996. {19}

38. Lal George and Andrew W. Appel. Iterated register coalesc-
ing. ACM Transactions on Programming Languages and Systems,
18(3):300–324, May 1996. {50, 55}

39. James Gosling, Bill Joy, Guy Steele, and Gilad Bracha. The Java
Language Specification Second Edition. Addison-Wesley, Boston,
Mass., 2000. {3}

40. David Gudeman. Representing type information in dynamically
typed languages. Technical Report TR 93-27, University of Arizona,
Department of Computer Science, October 1993. {19, 33}

41. Per Gustafsson and Konstantinos Sagonas. Native code compilation
of Erlang’s bit syntax. In Proceedings of ACM SIGPLAN Erlang
Workshop, 2002. {27}

42. J. Halén, R. Karlsson, and M. Nilsson. Performance measuremen-
ts of threads in Java and processes in Erlang. Technical Report
ETX/DN/SU-98:024, Ericsson, November 1998. {13, 18}

43. Bogumil Hausman. Turbo Erlang: Approaching the speed of C. In
Evan Tick and Giancarlo Succi, editors, Implementations of Logic
Programming Systems, pages 119–135. Kluwer Academic Publishers,
1994. {19}

44. Laurie J. Hendren, Guang R. Gao, Erik R. Altman, and Chandrika
Mukerji. A register allocation framework based on hierarchical cyclic
interval graphs. Journal of Programming Languages, 1(3):155–185,
1993. {50}

45. Robert Hieb, R. Kent Dybvig, and Carl Bruggeman. Representing
control in the presence of first-class continuations. In Proceedings of
the ACM SIGPLAN Conference on Programming Language Design
and Implementation, pages 66–77, June 1990. {97, 99}



146 REFERENCES

46. Richard L. Hudson and J. Eliot B. Moss. Sapphire: Copying GC
without stopping the world. In Proceedings of the ACM Java Grande
Conference, pages 48–57. ACM Press, June 2001. {15}

47. Lorenz Huelsbergen and James R. Larus. A concurrent copying
garbage collector for languages that distinguish (im)mutable data.
In Proceedings of the Fourth ACM Symposium on Principles and
Practice of Parallel Programming, pages 73–82. ACM Press, May
1993. {15}

48. Erik Johansson. Performance measurements and process optimiza-
tion for Erlang. Uppsala thesis in computer science 32, Uppsala
University, October 1999. {28, 82}

49. Erik Johansson and Christer Jonsson. Native code compilation for
Erlang. Uppsala master thesis in computer science 100, Uppsala
University, October 1996. {18, 21}

50. Erik Johansson, Sven-Olof Nyström, Thomas Lindgren, and Chris-
ter Jonsson. Evaluation of HiPE, an Erlang native code compiler.
Technical Report 99/03, ASTEC, Uppsala University, 1999. {24,
28}

51. Erik Johansson, Mikael Pettersson, and Konstantinos Sagonas.
HiPE: A High Performance Erlang system. In Proceedings of the
ACM SIGPLAN International Conference on Principles and Prac-
tice of Declarative Programming, pages 32–43. ACM Press, Septem-
ber 2000. {24}

52. Erik Johansson and Konstantinos Sagonas. Linear scan register al-
location in a high performance Erlang compiler. In Practical Ap-
plications of Declarative Languages: Proceedings of the PADL’2002
Symposium, number 2257 in LNCS, pages 299–317. Springer, Jan-
uary 2002. {120}

53. Erik Johansson, Konstantinos Sagonas, and Jesper Wilhelmsson.
Heap architectures for concurrent languages using message pass-
ing. In Proceedings of the third international symposium on Memory
management, pages 88–99. ACM Press, 2002. {74}

54. Richard E. Jones and Rafael Lins. Garbage Collection: Algorithms
for automatic memory management. John Wiley & Sons, 1996. {15,
25, 39}



REFERENCES 147

55. Simon Peyton Jones, Andrew Gordon, and Sigbjorn Finne. Concur-
rent Haskell. In Conference Record of POPL ’96: The 23rd ACM
SIGPLAN-SIGACT Symposium on Principles of Programming Lan-
guages, pages 295–308, St. Petersburg Beach, Florida, 21–24 1996.
{75}

56. Simon Peyton Jones, Norman Ramsey, and Fermin Reig. C–: a
portable assembly language that supports garbage collection. In
International Conference on Principles and Practice of Declarative
Programming, 1999. {19}

57. Sampath Kannan and Todd A. Proebsting. Correction to “Produc-
ing good code for the case statement”. Software – Practice and
Experience, 24(2):233, February 1994. {46}

58. Andy King and Paul Soper. Schedule Analysis of Concurrent Logic
Programs. In Krzysztof Apt, editor, Proceedings of the Joint Inter-
national Conference and Symposium on Logic Programming, pages
478–492, Washington, USA, November 1992. The MIT Press. {89}

59. Tobias Lindahl and Konstantinos Sagonas. Compilation of float-
ing point arithmetic in the uncooperative Erlang environment. In
Proceedings of the 14th International Workshop on the Implementa-
tion of Functional Languages (IFL 2002), pages 255–268, September
2002. {27}

60. Tim Lindholm and Frank Yellin. The JavaTM Virtual Machine Spec-
ification. The Java Series. Addison-Wesley, 1996. {18}

61. Hans-Wolfgang Loidl. The Virtual Shared Memory Performance of
a Parallel Graph Reducer. In DSM 2002 — International Workshop
on Distributed Shared Memory on Clusters, Berlin, Germany, May
2002. Organised with CCGrid 2002 — International Symposium on
Cluster Computing and the Grid. {75}

62. Inmos Ltd. Occam Programming Manual. Computer Science.
Prentice-Hall, 1984. {3}

63. Bart C. Massey and Evan Tick. Sequentialization of parallel logic
programs with mode analysis. Lecture Notes in Computer Science,
698:205–216, 1993. {89}

64. Carole M. McNamee and Ronald A. Olsson. Transformations for
optimizing interprocess communication and synchronization mech-
anisms. International Journal of Parallel Programming, 19(5):357–
387, 1990. {90}



148 REFERENCES
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