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ABSTRACT
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The current Internet design is based on a number of principles and paradigms. A cen-
tral theme of these is that the interior of the network should provide a very simple but
generic (and optimized) service, namely best-effort packet forwarding. For the users,
a consequence of this design is that performance properties and the behavior of the
network can typically only be determined by performing probing-based measurements.

Probing means that special packets are injected into the network by one computer
while another one receives and collects statistics about those packets. Using this
statistical information, it is possible to make inferences about the network and its
characteristics. One important characteristic is the bandwidth that is available on
the network path between two computers in the Internet. When communicating with
each other, the computers should not persistently send data at a higher rate than the
available bandwidth since that will eventually lead to packet loss due to the overload.

This thesis considers the problem of measuring the available bandwidth of a net-
work path using probing-based methods. To that end, we propose a new method called
TOPP. It is designed to probe the network non-intrusively so that the measurements
do not jeopardize the stability of the network. In addition to estimating the available
bandwidth, TOPP also provides an estimate of the link capacity of the link that limits
the available bandwidth.

In the second part of this thesis we propose and evaluate different models for trace-
driven network path emulation. We also investigate how to probe a network path for
the purpose of trace-driven emulation. We show that relatively simple trace-driven
models work well for non-responsive UDP-based flows. However, for adaptive TCP
flows, these simple models do not seem to perform well. We also find that for the
trace-driven models studied, strongly bursty probing schemes (which includes probing
by TCP) have undesirable properties and should be avoided.
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Chapter 1

Introduction

This thesis is in some sense about taking “blood samples” from the veins of the
Internet to make inferences about its health condition and to determine how it
behaves. But before we go into the details of that problem, let us discuss for a
moment the background of the “patient”, i.e. the Internet.

To most users, the current Internet is probably synonymous with the World
Wide Web (WWW) and other popular services such as email/message exchange
and various file sharing applications (e.g. DirectConnect, Kazaa, and Gnutella).
However, the Internet is more than just the applications and services seen by
the users. From a structural (rather than a usage) point of view, the Internet
is a highly complex infrastructure of interconnected networks. In fact, it is a
network of hundreds of thousands of networks, in all comprising many millions
of nodes/computers [27, 52, 96].

The many networks constituting the Internet are operated by independent
and typically commercial network operators. Several of them are traditional
telephony network operators that have re-engineered their network infrastruc-
tures so that they can be fitted into the Internet. For business reasons, the
network operators normally do not cooperate, other than by having so-called
peering agreements so that information can flow across their respective net-
works.

There is no such thing as a global view and control of the information flows
in the Internet. This is in fact not just a result of economic competition among
network operators. It is one of the original design principles of the Internet.
The internetworked networks should be autonomous and without centralized
control [25]. One important reason for distributing control is to make the Inter-
net more robust to disasters. A problem in one network should not bring down
the whole Internet. Therefore, a network operator has, at best, a good view
and understanding of what is happening in its own part of the Internet. The
end-users typically don’t even have that. To them, the Internet is just a black
box that in most cases successfully transports information from one host in the
network to another.
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2 Chapter 1. Introduction

Still, it is useful if end-users, or rather the network applications they run,
can extract information about the state and behavior of the network. To give
an example let us look at a real-world analogy. Suppose that a person needs
to do some shopping. In the vicinity there are two supermarkets equivalent in
terms of supply and the service they provide. To minimize time, the person
will most likely choose the supermarket known to have the shortest service time
(e.g. waiting time in queues) and that can also be reached in the shortest time.
Should there be a traffic jam on the way to that supermarket, the person can
try a different route to avoid the congestion. Information about such traffic
problems can often be obtained by tuning in to a radio station with traffic
condition announcements.

The same reasoning is applicable in the Internet context. There the roads
are the communication links of the network. The supermarkets could be web
servers from which a web page is requested by a client (the customer in the
example above). The congestion is now caused not by vehicles but by network
traffic generated by other clients and servers. An important difference between
the Internet and the road traffic example above is that in the Internet there
is (yet) no such entity as a traffic condition announcer. This is in part due to
the fact that there are many independent network operators and nobody has
more than local control. More important though is one of the other early design
paradigms for the Internet architecture: The end-to-end principle [99]. It states
that end points, or more specifically the networking part of the operating system
at the end points, should control if and how traffic from the end points is fed
into the network. The nodes inside the network, the routers, should only have
very limited functionality. Basically, they should just forward traffic flows from
one link to another. Hence, in the Internet, the “intelligence” is found near the
edges, in the end points. This is in sharp contrast to the traditional telephony
networks where the “intelligence” is located in nodes inside the network, the
exchanges or switches.

INTERNET

Sender Receiver

Probe flow

Figure 1.1: The basic components of a probing session.

All of this means that if end points want information about the state of the
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network they will typically have to obtain it by themselves. The way to do it
is to perform measurements. Now, since the Internet is a black box to the end
points, the only feasible way of performing these measurements is usually to
actively probe the network. To probe the network means that a traffic flow,
the probe flow, is sent from one end point to another. This is illustrated by
Figure 1.1. By studying how that traffic (or probe) flow has been affected by
the network, it is possible to make inferences about the network.

A few points deserve to be made concerning probing. They are all closely
related. First of all, a probe flow does not provide the means to make inferences
about the network as a whole. It only makes it possible to study the specific
network path the probe flow has traversed. In the road analogy, by driving on
a certain road, the driver can feel the bumps and holes on that particular road
but not on other roads.

Secondly, probing is best suited for determining end-to-end characteristics
of a network path. Just as a real-world traffic route usually span several roads,
a network path typically consists of several links. Each road and link has its
own properties. In most cases, it is not possible to determine properties on a
per link basis from a probe flow. By probing we can make statements such as
“One of the links on the path has this property” but it is generally impossible
to pinpoint which link that is. Nor can statements about the other links of the
path in general be made on the basis of a single probe flow.

Finally, characteristics of the network path are determined indirectly. With
probing the network is still opaque. It is impossible to see what caused some-
thing to happen. The probe flow only reveals that something did happen. How-
ever, that manifestation in the probe flow is often enough to make quantitative
inferences about the network path.

Problems studied

Returning now to the topics of this thesis. As the title suggests, we will study
probing based methods for measuring bandwidth, or more specifically available
bandwidth. This is an important property of a network path. It is a function
of the capacities of the links of the path and the traffic flows that traverse
those links. To be more precise, the available bandwidth tells how much of
the capacity of a certain network path that is not in use by other traffic flows.
The second topic studied in this thesis is network path emulation. It can be
seen as a method for evaluating mechanisms for data transport in the Internet
and also potentially for verifying and comparing measurement methods. As
discussed, the Internet is in many respects a black box to the end points. The
idea behind network emulation is to replace that enormous black box (i.e., the
entire Internet) with another much simpler box, the emulator. It should mimic
the behavior of an Internet path based on some kind of model. The idea in this
thesis is to combine network path emulation with probing. A network path is
probed whereby a trace file is obtained. It essentially shows how the probe flow
has been affected by the network path. This trace file is fed into to the emulator
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where it is used to estimate model parameters and control the emulation. The
hypothesis is that this may improve the emulation so that it will better capture
the characteristics of the network.

1.1 Background

The Internet is a global network infrastructure for information (i.e. data) ex-
change between computers. This section describes some of the basics for how
this exchange is done, what the primary building blocks of the Internet are, and
how one of these entities, the routers, operate. The presentation focuses primar-
ily on the aspects that are of relevance for available bandwidth measurements
and network emulation. Readers who are familiar with Internet technology can
proceed directly to Section 1.2.

1.1.1 The Internet Infrastructure

For the purpose of this discussion the computers in the Internet can be divided
into two types, hosts (or end points as they were called above) and routers. The
hosts can be anything from the traditional desktop PC or workstation at the
office, the mainframe computer at the bank, and so-called servers that store and
transmit information such as Web pages and e-mail messages. But even small
devices such as mobile phones, PDAs or cameras nowadays qualify as hosts since
an increasing number of them are given capabilities to connect to the Internet.

The hosts are connected together by communication links, albeit not directly
via a single link. They are instead indirectly interconnected through a set
of intermediate routers. These routers are the internal nodes of the Internet.
They can be ordinary workstations but are usually computers built from special
hardware. The reason is that they need to perform forwarding of traffic flows
between different links very efficiently.

The communication links are the physical media over which the data is trans-
ported. There are many different types of media ranging from electrical wires
such as coaxial cables and copper wires, to optical fiber or even radio spectrum,
the wireless links. A link can transmit data at a certain rate, the link transmis-
sion rate or link bandwidth as it is usually referred to.1 Since the smallest unit
of data is a bit, bandwidth is usually measured in bits/second (bps). When b
bits are transmitted over a link, those bits will incur a transmission delay. That
delay equals the link bandwidth multiplied by b.

There is an enormous span of links speeds in Internet. In the network core2,
it is today not uncommon to find links with capacities in the range of 2.4 Gbps
to 10 Gbps. If the term electronic highways is appropriate somewhere, this is
the place. Towards the edges of the Internet, so-called access networks connect

1We will also use the equivalent term link capacity or just capacity.
2Also often called the backbone.
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hosts to the Internet core. The link speeds in these access networks are usu-
ally significantly lower than those in the Internet core. In institutional access
networks, which primarily connect corporate and academic institutions to the
Internet, speeds usually range from 10 Mbps to 155 Mbps. In the residential ac-
cess networks connecting home computers to the Internet, link speeds are mostly
very modest. Most people still have to use dialup modems over traditional tele-
phone lines to connect to the Internet. That effectively limit the transmission
rate to at most 56 kbps. However, new alternatives are being introduced and
deployed, e.g. asymmetric digital subscriber line (ADSL) [31] and hybrid fiber
coaxial cable (HFC) [21]. These allow for downstream (i.e. to the home end
system) link speeds in the range of 1 Mbps to 8 Mbps (ADSL) and 1.5 Mbps
(HFC). The upstream (i.e. from the home end systems) link speed is typically
less than 1 Mbps in both systems.

There are also other characteristics associated with links. One is propagation
delay, which is the time a bit needs to propagate across a link. The propagation
delay is determined by the propagation speed of the medium. For the electrical
and optical media listed above it is in the range of 2·108 meters/sec to 3·108 me-
ters/sec. A third characteristic of links is how prone they are to transmission
errors. That is, how likely it is that transmitted data gets corrupted. This is
usually measured as bit error rates, the probability of a bit being corrupted.
For optical fiber this probability is extremely small but for wireless links it is
non-negligible [101, pages 32–36,294].

To summarize, the Internet is highly heterogeneous both in terms of the
hosts that are connected to it and the characteristics of the communication
links. The fastest links in the Internet core is about 200000 faster than a dialup
modem line. Just as a comparison, a military fighter jet is about 440 times
faster than a pedestrian.

1.1.2 Data Transfer and Packaging

For two end points to be able to exchange information between each other, they
must communicate according to a predefined set of rules. These rules are called
protocols. In the Internet arena there is a multitude of network protocols in
use and they are operated in a layered fashion. This layering is illustrated by
Figure 1.2a, which shows the Internet protocol stack. Each network protocol
belongs to a specific layer and each layer has its own set of tasks to perform. For
a computer or any other device to act as an Internet host, it must implement a
number of protocols from each layer.

To better understand how a data transfer is done consider the following
example (in part illustrated by Figure 1.2b). It is merely intended to give
a conceptual view, so many details and steps of an actual data transfer are
omitted. Suppose that a user wants to send an email. After the message has
been composed and the receiver has been specified, an email client is instructed
to send it.



6 Chapter 1. Introduction
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Figure 1.2: a) The Internet protocol stack. b) The generation (sender
side/downward arrow) and degeneration (receiver side/upward arrow) of a
TCP/IP packet.

• The email client communicates with the email server using an application
layer protocol called SMTP (Simple Mail Transfer Protocol) [92]. In the
application layer, SMTP specific information is added to the beginning
of the message in a so-called SMTP header. This header information is
needed by the email server to be able to process the email once it receives
it. When the application layer processing has finished, the appended mes-
sage (i.e. the original message along with the SMTP header) is forwarded
to the underlying transport layer.

• The transport layer operates according to the specifications of a trans-
port layer protocol. In this example, that protocol is TCP (Transmission
Control Protocol) [91]. The TCP transport layer will divide the message
into several segments, or it might treat the whole message as one segment.
Regardless of which, to each segment, TCP specific information is added
in a TCP header. It contains information so that the TCP transport layer
on the receiving host can determine that the segments are destined for
the email server. The header also holds information so that the ordering
of the segments can be kept intact, and information so that segments lost
during transmission can be resent. Each segment with its TCP header is
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then handed over to the network layer beneath.

• The responsibility of the network layer is to see to that the segments
from the transport layer is routed to the correct host. In this example,
that is the host that runs the email server. The network protocol used
in the Internet is IP (the Internet Protocol) [90]. To make the routing
possible, an IP protocol header is added to each segment, thereby forming
IP datagrams. This header basically contains the addresses of the client
host and the server host. Once the network layer processing is done, the
datagrams are forwarded to the underlying link and physical layers.

• The link and physical layers take care of the hardware specific details as-
sociated with the data transfer. These layers also add protocol dependent
information. The addition of that information marks the transformation
of the IP datagrams into frames. These frames are more often though
simply referred to as packets or in this case TCP/IP packets. The final
stage of the processing at the physical layer is to put the packets onto
the medium, e.g. the wire, bit by bit so that they are transmitted to
the default gateway. This is a router through which all packets from the
email client host flow into the Internet. Every host in the Internet has a
designated default gateway.

When that router receives those packets, it will look into their respective IP
headers to determine which of its outgoing links the packets should be forwarded
on. It then transmits the packets on that link so that they will reach the next
router on the path. That second router, in turn, will do the same thing, and so
will also the third router after the second one. Eventually the packets will, if
all goes well, arrive at the server host (through its default gateway).

On the server host, each packet will work its way up the protocol stack.
That is, move in the reverse direction compared to how they were created. At
each layer, the associated protocol header is removed. For example, the network
layer removes the IP header, thus transforming the datagrams back into TCP
segments. In the transport layer, the TCP header is removed and segments
are merged to form the application level message with its SMTP header. That
header is finally removed in the application layer whereby the original message
is obtained.

The key points to take away from this discussion is that in the Internet,
information is exchanged as packets. These packets can vary in size and in the
way they are transmitted, i.e. their send pattern. The exact layout depends on
the applications that generate the data and on the underlying protocols that
are used.

1.1.3 Router Internals, Switching, and Packet Scheduling

Network probing is about studying how a flow of packets, the probe flow, is
affected by the network path it traverses. The affect is in part due to the
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characteristics of the links constituting the path, such as their capacities and
bit error rates. But competing traffic on the path also affects the probe flow.
The interaction between the probe flow packets and the packets from competing
flows happens inside the routers. It is therefore worthwhile to study more closely
how a router works.

Sw
itc

hi
ng

 f
ab

ri
c Link/Physical

layers

Lookup/

unit
forwarding

Link/Physical
layers

Routing
processor

Output portsInput ports

Buffer

Buffer

1i

i2

3i

o1

o2

Figure 1.3: Conceptual view of the interior of an Internet router. There are
three input links (i1, i2, and i3) and two output links (o1, and o2).

Figure 1.3 gives a conceptual view of an Internet router [62, pages 332–341].
It has a number of incoming and outgoing links that are attached to the router
through so-called input and output ports. These in turn, are interconnected
through a switching fabric. The primary task for a router is to forward packets
from one incoming link to another outgoing link. Since link speeds can be
very high the forwarding must be fast. Routers, in particular those used in the
network core, are therefore built from special hardware optimized for packet
forwarding.

The input ports contain the physical and data link layers needed to terminate
the incoming links to the router. They also perform a lookup and forwarding
function so that the packets forwarded into the switching fabric are routed to
the correct output port. The lookup operation amounts to searching a routing
table for the destination address in the IP header of the packets. A special
routing processor makes sure that the routing table is kept up-to-date. The
output ports are somewhat simpler than the input ports since they need not
perform lookup and forwarding operations. Like the input ports they contain
physical and data link layers, but here those layers attach the outgoing links
to the router. The time needed to perform the lookup and forwarding is often
referred to as processing delay of a packet.

Since there is no magic hand orchestrating the traffic flows in the Internet,
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packets can arrive at a router, destined for the same outgoing link, at a rate
that exceeds the capacity of that link. To deal with such (transient) overload
situations, routers have buffers at the output ports. There are usually also
buffers at the incoming ports. These are needed if the switching fabric is not
fast enough to keep up with the link speeds of the incoming links. If that is the
case, packets may arrive at the router faster than the packets can pass through
the switching fabric.

Packets that are being queued incur an extra delay, queuing delay, that adds
to the static packet delay (essentially the sum of the transmission, propagation
and processing delays). Thus, if there is an increasing trend in the one-way
delays3 of a flow of packets, that can be taken as an indication of imminent
congestion on the network path. This is because the dynamic part of the total
delay, the queuing delay, is increasing for each packet due to queuing. If an
overload situation is long enough, the buffers may fill up and additional packets
that arrive will have to be dropped. Inside the wired Internet, buffer overflow
is the major reason why packets are lost.

The fact that packets are sometimes queued leads to the question of how
they are dequeued, i.e. the order in which the packets in the output queues are
transmitted. This order is determined by the scheduling policy of the router.
The simplest and also the most widely used policy in the Internet is First-Come-
First-Served (FCFS) [88]. It means that packets are selected for transmission
in the same order as they arrived at the queue. Thus, the packet at the head of
the queue is the next packet to be transmitted.

There are also more sophisticated scheduling policies, e.g. fair queuing (FQ)
and Weighted Fair Queuing (WFQ) [28, 81, 112]. The main purpose of such
policies is to enable service differentiation among different traffic flows. Service
in this context can be that a certain flow is given a guaranteed portion of a
certain link’s capacity. It can also be that the amount of queueing experienced
by a traffic flow is controlled and limited. As an example, for a traffic flow
carrying voice data (perhaps from an Internet telephony application), variance
in delay, so-called jitter, is problematic if it becomes too large. With a more
advanced scheduling policy, such as WFQ, the jitter of that flow can be kept
within tolerable limits. This kind of differentiation is impossible with FCFS
scheduling since it will treat all flows as equal and service packets simply in the
order of their arrival.

Related to packet scheduling are active queue management (AQM) tech-
niques, e.g. RED [39] and the PI controller [48]. They have been proposed
to alleviate some congestion control problems (such as synchronized congestion
window updates of many different flows) as well as to provide some notion of
service differentiation. The basic idea in AQM is to drop packets in some “in-
telligent” way (i.e., not only when queue buffers are full) so that flows adapting
on the basis of packet losses (e.g. TCP) can react before a severe congestion

3That is, the time needed for a packet to travel from the source host to the destination
host.
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situation arise in the AQM routers.
To reiterate the most important points of this discussion: It is inside the

routers that different traffic flows interact with each other. The exact outcome
of these interactions is determined by the relative speeds of the links and the
switching fabric, the buffer capacities, and not least, by the scheduling policy
used. The latter decides the order in which packets are serviced based on their
sizes and arrival patterns.

1.2 Problem Areas

This section discusses in more detail some of the problems related to the avail-
able bandwidth concept, in particular the problem of defining available band-
width. The discussion also pinpoints factors that make it complicated to mea-
sure available bandwidth and to verify those measurements. Furthermore, a
number of scenarios or situations where knowledge about available bandwidth
can be useful are described.

1.2.1 What is Available Bandwidth?

Available bandwidth is a concept that has proven itself hard to define. There is
still no real consensus on a single definition and those that exist in the literature
have sometimes been rather vague. For example, in [85] available bandwidth
is expressed as the highest send rate that can be used “to preserve network
stability”. The problem with that definition is that it raises the question of how
to define network stability. That is, it simply transforms one definition problem
into another.

A natural way of reasoning about network stability could be in terms of
loss rates, whereby the network is considered stable if loss rates are below some
threshold. However, from a measurement perspective it is undesirable to base
the definition of available bandwidth on loss rates. It would imply that to
measure available bandwidth, the network has to be probed so aggressively that
the loss rate can be estimated from the probe flows. However, if probe packets
are lost it is also likely that cross traffic packets are lost. Hence, the measurement
process itself would, to some extent, push the network towards instability which
is clearly not desirable. This is discussed further in Section 1.2.3.

It is not too hard to provide an intuitive understanding of what available
bandwidth is. A link has a certain capacity, its link bandwidth. This is the
highest achievable rate of that link. Even if a host can generate data at higher
rate than the link rate, that data cannot be transmitted faster than the link
rate. In that case, packets will traverse the link back-to-back, i.e. with no gaps
between them. This is illustrated by Figure 1.4a. If the data to be transmitted
is generated at a rate lower than the link rate, a certain portion of the link
bandwidth will be unused (assuming now that there is only one sending host).
At these rates that are lower than the link bandwidth, there will be gaps between
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packets as depicted in Figure 1.4b. The unused portion (figuratively speaking,
the gaps) is the surplus of the link bandwidth.

PacketsPackets

Gaps

a) b)

TT

Figure 1.4: Two situations where packets of different sizes traverse a link. In
a) there are no gaps between packets during the time interval T . There is
consequently no bandwidth available during T . In b) the available bandwidth
> 0 since there are gaps between the packets over the same time interval.

Normally, a link is shared by many hosts (e.g. through a router) but the
same reasoning applies. The traffic flows from these hosts together use a certain
portion, possibly all, of the link bandwidth. The unused portion (if there is one)
is the surplus bandwidth. On a network path consisting of several links, each
link will have a surplus bandwidth. The smallest of all the surplus bandwidths
is the available bandwidth of the network path. The link with the least surplus
bandwidth is referred to as the surplus bottleneck. That link may or may not
be the same as the link with the least link bandwidth, the bottleneck link.4

Figure 1.5 summarizes this discussion by illustrating the relation between link
capacity and cross traffic rate on the surplus bottleneck and available band-
width. In that figure, it is assumed that the surplus bottleneck is the same
link for the time interval spanned by the graph. With a longer time horizon,
the surplus bottleneck may change, i.e. there is another link that has the least
surplus bandwidth.

What the description above to some extent hides is the dynamic aspect
of available bandwidth. It should be clear from Figure 1.5 that the available
bandwidth is a shifted and inverted version of the rate of the aggregated cross
traffic. Traffic flows in the Internet have been shown to be bursty, typically
over several time scales [38, 66, 87]. That is, instead of being nicely separated
(resulting in smooth traffic flows), packets come in bursts. So, in a certain time
interval packets will arrive in a number of bursts. If the traffic exhibit burstiness
over multiple time scales, then by averaging over wider time intervals, bursts
may still persist. If that is the case, the traffic is said to be bursty also at

4This terminology is not universal. For instance, in [56] the surplus bottleneck is called
the tight link and the bottleneck link is called the narrow link.
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Figure 1.5: The relation between the link capacity of the surplus bottleneck, the
aggregated cross traffic on that link and the available bandwidth of the network
path (i.e. the surplus bandwidth of the surplus bottleneck). It is assumed that
the surplus bottleneck remains the same during the illustrated time interval.

those time scales. Expressed in statistical terms, the traffic in the Internet have
been shown to exhibit correlations over a wide range of time scales and to have
variances of the arithmetic mean that decreases more slowly than the reciprocal
of the time scale [110, pages 27–53]. The consequence of the variability of the
traffic on Internet paths is that the available bandwidth will also vary with time.
Put differently, the available bandwidth can be viewed as a stochastic process
that inherits the statistical properties of the cross traffic process.

Closely related to available bandwidth is the notion of protocol dependent
available bandwidth. How much of the available bandwidth of a network path a
certain transport protocol5 can use depends on the operational behavior of that
protocol. The protocol dependent available bandwidth can therefore be defined
as the highest rate a protocol can achieve given that only network resources, and
not end-point resources such as buffers, limit the transmission. For example,
the throughput that a TCP connection can achieve depends on the round-trip-
time6 and on how frequent packet losses are. The TCP Bulk-Transfer-Capacity
(BTC) metric [71] that has been proposed by the IETF can be seen as the
protocol dependent bandwidth for TCP.

5Or a combination of an application protocol and a transport protocol.
6The combined time for a packet to reach its destination host and for the corresponding

acknowledgement packet to reach the original source host.
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1.2.2 Why Measure Available Bandwidth?

As mentioned earlier, probing provides a means for end points to make infer-
ences about the properties of a network path. One such property is available
bandwidth. The obvious follow-up question is then, why should end points try
to measure that property? In other words, how is knowledge about the avail-
able bandwidth of a network path useful? There are several answers to that last
question and a few of them will be highlighted here.

One family of applications that can exploit knowledge about available band-
width is streaming applications. The traffic flows generated by these applica-
tions contain audio and/or video data. The rate of the flows can usually be
changed adaptively by using different encoding schemes [1, 16, 94, 106]. One
encoding scheme may give very crisp and high fidelity sound at the cost of a high
transmission rate. Another encoding scheme may require a lower transmission
rate but then only provide lower quality sound. If the streaming application can
measure the available bandwidth it can choose the appropriate encoding. This
can be done once at the beginning of the transmission. In that case it must
be assumed that the available bandwidth will not change dramatically for the
duration of the streaming transmission. Alternatively, in a more dynamic (and
realistic) setting, the measurements can be performed periodically to detect any
changes in available bandwidth that requires a change of encoding.

Another example is server selection [23, 37, 45, 58]. This case has essentially
already been discussed (the supermarket analogy). Very often providers of some
popular network service install several servers in strategic places in the Internet.
These servers are usually called mirror servers since they contain exactly the
same information as some other server. They mirror the contents of that server.
Clients are typically free to connect to any of the mirror servers. One criterion
for choosing the “best” server could be available bandwidth. That is, the server
to which the network path from the client has the most available bandwidth is
the one chosen by the client.

Architectures for dynamic deployment of proxies [9, 41] is another area where
knowledge about available bandwidth can be useful. Proxies is one way of
adding functionality inside the Internet whereby the end points need not be
changed.7 A proxy is a network application that runs on a computer that is
located somewhere on the network path traversed by a traffic flow. By letting
the traffic flow pass through the proxy, the proxy can perform operations on the
data in the traffic flow. The purpose of those operations can be to reduce the
rate of the traffic flow. Examples of such operations include changing encoding
scheme in audio/video streams and data compression. If a proxy deployment
architecture is able to measure available bandwidth it may detect that a certain
flow requires more bandwidth than is available. It can then spawn proxies at
appropriate locations on the network path. These proxies can transform the
data in the flow so that the resulting rate of the flow matches the available

7It should be noted that proxies do not fit well into the end-to-end paradigm of the Inter-
net [14].
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bandwidth. For instance, one proxy could compress the data and another proxy
could later decompress it.

A fourth example concerns service level agreements (SLA) between network
providers and their customers [26, 44, 115]. When a customer leases network
capacity from a network provider, the terms and conditions for that lease are
specified in the SLA. Network capacity is often leased in terms of an end-to-end
virtual link. That virtual link can be a physical link that the customer has sole
access to. Often though, it is a fixed fraction of the capacity of one or several
physical links that are shared with other customers [32]. The SLA may state
that the provider guarantees that the virtual link will have a certain bandwidth.
It is important for customers to be able verify, with their own measurements,
that this in fact what they get. Tools for measuring link bandwidth and available
bandwidth are therefore valuable in this context.

Available bandwidth measurements can also play an important role in end-
point admission control [13, 19, 33]. It has been proposed as a lightweight
alternative, possibly in combination with the Differentiated Services architec-
ture (DiffServ) [35, 75], to the Integrated Services architectures (IntServ) [17].
A serious problem with IntServ is that its admission control has poor scaling
properties. Routers are required to maintain per-flow state as well as process
per-flow reservation messages. In end-point admission control, the scheme is
much simpler. The end-point (or an edge router such as its default gateway)
probes the network path by sending probe packets at the rate the new flow will
need. It then records the percentage of packet losses in the probe flow. The new
flow is only admitted if the loss percentage is below some threshold. If equipped
with non-intrusive available bandwidths measurements, end-points can base the
admission decision on that information instead, thereby avoiding the negative
effects of packet losses.

There are also other situations where it is useful to know the available band-
width of a network path. For instance, it can be used to determine the conges-
tion window size and the slow start threshold in a TCP sender at connection
setup [7, 10] or after a congestion period [47, 70]. It can also be used to optimize
application specific routing in overlay networks [8, 100].

1.2.3 Why is it Difficult to Measure Available Bandwidth?

The available bandwidth measurement problem is far from trivial. It is gov-
erned by a set of requirements. First of all, the measurements should be non-
intrusive. That is, the effect of the probe flows on network performance and
stability should be very limited, ideally insignificant. This translates into avoid-
ing that probe flows cause excessive queueing delays to the cross traffic, or even
worse, packet losses. There is also another reason why the measurements should
not be intrusive. A large fraction of the traffic flows in the Internet are TCP
based [2, 73, 108]. This means that they are adaptive. If the probe flows are too
aggressive, they may effectively push away some of these adaptive flows whereby
the measurements will be biased.
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Two other requirements are that the measurements should be fast and accu-
rate. As opposed to the non-intrusiveness requirement, these requirements are
relative in the sense that their exact meaning depends on how the bandwidth
estimates will be used. For a certain application, an estimate may have to be
obtained in less than, say, 5 seconds to be useful whereas another application
can wait longer for an estimate. Likewise, the estimation accuracy that is tol-
erable for one application may be too low for another. Meeting all of these
requirements is difficult. There are usually trade-offs between accuracy and the
time needed to obtain an estimate, and between accuracy and how aggressively
to probe the network [55].
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Figure 1.6: Four probing sessions, a - d, during two different network conditions.

Another difficulty stems from the dynamic nature of the available bandwidth.
In a way, the measurement problem amounts to tracking a moving target. There
is a time scale associated with the measurement process. The exact physical
interpretation of this time scale is technique/method dependent. However, it is
essentially the time interval over which the measurement averages the amount
of cross traffic that traverse the surplus bottleneck [55, 95]. In terms of probing,
the time scale typically becomes a function of the length and intensity of the
probe flow.8 If the variations in available bandwidth are large with respect to
the time scale of the measurement, the predictive power of the estimate will be
low. In figure 1.6 the predictive power of measurements a and b are higher than
that of c and d. Expressed differently, an available bandwidth estimate comes
with a “use-before date” or a lifetime. How long that lifetime is depends on the
measurement time scale and the degree of constancy of the available bandwidth.

There have been several studies of constancy or stability of various network
8And again, the exact expression of the function is technique/method dependent.
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path properties. Very few have focused on available bandwidth per se9 but there
are some. In [85], a metric called the β ratio, which is aimed at reflecting the
available bandwidth, is used in a study that comprises network paths in the
US and in Europe. It is found that a β estimate is, on average, within 10%
of later β estimates (for the same path), for time periods up to several hours.
The β ratio is discussed further in Section 2.2.3. The dynamics of available
bandwidth is also studied in [55]. The conclusion there is that the variability
of the available bandwidth increases as the utilization of the surplus bottleneck
increases. Another observation was that the variability decreases significantly
as the degree of statistical multiplexing increases.

Others have studied stability aspects of TCP throughput in different set-
tings. As discussed in Section 1.2.1, the TCP Bulk Transfer Capacity metric is
related to the available bandwidth. The question is then to what extent obser-
vations of BTC, and TCP throughput in general, matches or correlates with the
available bandwidth. A conclusion in [55], based on measurements on a handful
of network paths from the US to Europe, is that BTC connections can provide a
rough idea of the amount of available bandwidth. However, it is also noted that
the BTC tends to over-estimate the available bandwidth. The reason is that a
TCP connection can be aggressive enough to grab some of the previously uti-
lized bandwidth of other TCP connections. Another observation is that shorter
TCP connections seem to experience a higher variability in throughput than
long-lived TCP connections.

In [114], the minute-to-minute throughput variations of 1 MB TCP transfers
are analyzed. In all, their data set consists of 49000 connections measured along
145 Internet paths. The main observations are that about 50% of the Change
Free Regions (CFR)10 last for less than 1.5 hours and that fluctuations are
not extreme since only 10% of the CFRs are less than 20 minutes. Another
study of TCP throughput is based on a large packet-level trace collected at a
single busy Web server [12]. Since Web transfers are often quite short (much
less than 1 MB) [20, 105], that study is likely biased towards short-lived TCP
connections. Their findings are two-fold: 1) The throughput for a given client
often vary by less than a factor of two over time scales of many tens of minutes.
2) The throughputs experienced by nearby clients are often very similar in a
statistical sense, i.e. the probability distributions of experienced throughputs
are almost identical.

The wide range of link capacities in the Internet can be problematic. Cer-
tain bandwidth measurement methods rely on linear regression to obtain the
estimates. This is the case for the method in Papers C and D but also for some
methods that try to estimate the link bandwidth on a per-link basis [30, 54, 69].
The problem is that the slope of the regression curves are inversely proportional
to the link bandwidth. As a consequence, low bandwidth links tend to have a
hiding effect on links with higher capacities [30].

9In part probably due to lack of good methods for measuring available bandwidth.
10A CFR is defined as a time interval over which the throughput time series can be statis-

tically modeled with fixed parameters (e.g., a Poisson process with a certain arrival rate).
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The transmission of probe packets according to specific send patterns as
well as accurate time stamping of probe packets upon reception can also be
cumbersome to achieve. It is in general preferable to time stamp packets as far
down the protocol stack as possible. However, time stamping in the operating
system kernel typically requires special privileges. Therefore, the processes that
perform the measurements usually run in the application space. The impact
of process scheduling on generation and collection of timing information then
becomes an issue. In [82], it was shown that for typical commodity equipment
(Intel-based PC running FreeBSD and Linux), scheduling effects usually give rise
to timing errors in the low (≤ 5) ms range. However, in some cases, e.g. when a
user changed virtual screen in a window manager, the errors became much larger
(≈ 180 ms). Timing errors due to clock reading inaccuracies was found to be in
the range of µs. It was also demonstrated that the use of real-time operating
system such as Real-Time Linux [111] can improve the situation considerably
without the need for special hardware. In [84], an improved software clock is
described that can be used together with Real-Time Linux for high accuracy
probing.

1.2.4 How to Verify Available Bandwidth Measurements?

Any method that is designed to measure some property has to be evaluated to
determine, for instance, how accurate its estimates are. The evaluation should
be done in a systematic, controlled and preferably also repeatable way.

By controlled we essentially mean a controllable network environment. This
is important because it makes it possible to study performance and effectiveness
over a range of operating conditions (e.g., queue sizes in routers and end-points,
amount and type of competing traffic, delay variations etc.). Repeatability is
important since that makes it possible to subject alternative method designs to
identical network conditions whereby comparisons can be made. It is also useful
in debugging an implementation since the conditions that trigger the incorrect
(or poor) behavior can be recreated whenever needed.

In one respect, the ideal network environment to evaluate an available band-
width measurement method in is the real Internet. This has the important
advantage that the method will be subject to real cross traffic. This approach
is not without difficulties though. First of all, experiments are not control-
lable and often not repeatable. A second, and more serious problem is how to
know the “true” available bandwidth that the estimates can be compared with.
In [56, 55], a tool called MTRG is used to obtain this information. MTRG
periodically reads, from the Management Information Base (MIB) of a router,
the number of received and sent bytes on a link connected to that router. It
then uses those values to display the utilized bandwidth of the link. A drawback
with this method is that routers are not required to make the MIB publicly ac-
cessible. Furthermore, the values MTRG obtain are typically 5 minute averages
and that makes it difficult to study the dynamics of available bandwidth at finer
time scales.
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An alternative (or complementing) approach to verify available bandwidth
measurements is to perform simulations. The advantage of simulations is that
they provide full freedom to set up different network scenarios and operating
conditions. This freedom comes at a price because a simulation is just an ab-
stract model of the network and its associated protocols and applications. This
means that complexities inherent to a real implementation of a method cannot
be observed. In addition, setting up realistic simulation scenarios is not neces-
sarily a trivial task [40]. This step also includes making the important decision
of how to generate cross traffic in the simulation. In the evaluation of band-
width measurement methods, this is an extremely important decision since the
available bandwidth is, in a sense, an inverse reflection of the cross traffic as
discussed in Sections 1.2.1 and 1.2.3.

Network emulation could be a third technique for verifying available band-
width measurements.11 It can to some extent be seen as middle-way between
measurements in the real Internet and pure simulations. An emulator is essen-
tially a piece of software that implements a more or less sophisticated model of
a network or a network path. The emulator is typically inserted as a network
element between two computers and operates on the traffic flows generated by
those hosts. When operating, the emulator mimics the behavior (for instance,
in terms of delay variations and packet loss), of the network it emulates. Emu-
lators are discussed further in Section 2.3. At best, emulation can provide the
controlled and repeatable environment of simulations while at the same time
providing a realistic framework where real implementations can be tested and
evaluated.

1.3 Contributions

The primary scientific contributions of the work presented in this thesis are:

• A description of the dispersion phenomenon that occurs in routers when
the total incoming traffic exceeds the capacity of the outgoing link and
packets are scheduled on a first-come-first-served basis. The phenomenon,
which we call the First-Come-First-Served spacing effect, is also shown to
invalidate the assumption of the TCP self-clocking mechanism in that the
spacing of the acknowledgements do not reflect the available bandwidth.

• The invention of a novel probing scheme where well-separated pairs of
equally sized probe packets are sent with a successively decreasing inter-
pair spacing (or in rate terms, with a successively increasing send rate).
This probing scheme makes it possible to “unwind” the combined effect of
all links that is observable in the probe flow, so that the individual effect
of one link, or in some cases several links, can be observed.

11However, to the best of the author’s knowledge, emulation has not been used for this
purpose.
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• A regression-based estimation procedure that together with our novel
probing scheme is able to estimate the available bandwidth as well as
the link bandwidth of the link that limits the available bandwidth.

Minor scientific contributions and other outcomes in the form of software
that have been produced during the course of this work include:

• The demonstration that the Ethernet capture effect can severely bias avail-
able bandwidth estimates produced by packet train based dispersion meth-
ods while it may be beneficial to dispersion methods that try to measure
link bandwidth.

• Evaluation of probing schemes and loss and delay models for trace-driven
emulation of network paths. We show that while probing by TCP does
not seem biased with respect to cross traffic losses or one-way delay, it is
not very suitable for trace-driven emulation purposes. We also show that
simple trace-driven loss and delay models do not work well when the flow
that traverses the emulated path is an adaptive TCP flow.

• A C++ probing library that can be used to build applications where probe
packets must be sent in different send patterns.

• Modules to perform simulation studies of probing methods in the network
simulator ns [78].

• Simulation modules that provides a framework for implementing loss and
delay models in the network simulator ns.

• A TCP-based adaptive compression proxy. The adaptation can be gov-
erned by the TCP output queue length or estimates of the available band-
width.

1.4 Research Method

This work has been done in the field of computer systems, more specifically
computer networks. As a research field, it is very measurement oriented and
that naturally affects the research method. The approach is often experimen-
tal and it will be described here from the perspective of a graduate student.
Unorthodoxly, the discussion will be flavored with some of the author’s obser-
vations and convictions concerning computer networks research in pursuit of a
Ph. D degree.

Central to the research process are one or several hypotheses. A significant
part of a researcher’s work effort amounts to formulate, test and refine these
hypotheses. To meet scientific requirements, the evaluation and refinement of
the hypotheses must be done in a systematic and methodical manner. To learn
how to perform these steps, “the scientific trade” if you will, is an important
part of a Ph. D. education program.
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Forming a hypothesis is often not the first step in the research process. The
starting point is many times much more diffuse. The trigger might an obser-
vation of peculiar or unexpected system behavior that needs to be explained.
Other times the need to solve a specific problem can be what starts a research
effort. The main topic for this thesis, to determine how the available bandwidth
of a network path can be measured, is an example of the latter. As a side-note,
the author’s observation is that the funding situation seems to play a central
role here. The better (read more free) the funding, the more vague the initial
phase and objective of a research effort can be allowed to be.

When an idea has crystallized somewhat or a problem has been identified,
the next step is to search for previous work in the area. Scientific journals and
conference proceedings are the primary sources of information. There are many
search engines available today on the WWW that make it possible to search for
articles based on keywords. As a fresh graduate student this phase can be quite
discouraging. A conclusion many seem to arrive at after the initial literature
study is that “everything has already been done”. Guidance and encouragement
from the advisor(s) are crucial here.12

In parallel with the reading of previous work (or actually, at all phases of
the research process), discussions are invaluable. This is where real progress
is usually done. During the discussions, the problem can be approached from
different angles and ideas can be tested against the other participants. It is a
huge advantage if these discussions are held in a relaxed and non-prestigious
atmosphere. It might be the most stupid sounding idea that turns out to be
the brilliant one! For a graduate student, the natural discussion partner is
of course the advisor. But discussions with fellow graduate students can be
equally rewarding. However, from the author’s experience, for these discussions
to happen and really be fruitful, the research topics of the graduate students
must not be too far apart. If they are, the discussions tend to be rare, and when
they take place, be more of one-way presentations about what has been done
rather than interactive discussions.

The outcome of the literature study and the discussions are hopefully a set
of hypotheses, possibly just one. In order to test a hypothesis, experiments can
be performed on the real and operational system. In the work described in this
thesis that would be the Internet. Often experiments are instead performed on
a prototype or in a simulator. In that way the environment is controlled and
the experiments are reproducible. In computer systems research, developing a
prototype or creating simulation models can be very time consuming activities.
That work also has an important methodical element to it. For instance, suppose
the evaluation of a hypothesis is to be performed by simulation (which has
been the primary method in this thesis). It must then be decided what the
abstraction level of the simulations should be. This means that it is necessary
to make an assessment of what aspects of the real system a certain simulation
model is unable to capture. If those aspects are significant it may be necessary

12Thanks again, Per and Mats!
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to perform other kinds of simulations or to study a prototype system to draw
valid conclusions. Identifying and dealing with sources of systematic errors in
measurements, particularly for experiments in real systems or prototypes, are
examples of other important tasks.

When a framework for evaluating a hypothesis is in place the really system-
atic part of the research process begins. The measurement data obtained from
the simulations or the prototypes must be analyzed and/or visualized. Statisti-
cal methods, such as regression analysis, which is used in this thesis, are often
used. The analysis can require quite significant computational resources. This
has become especially evident in recent years with the introduction of Gbps links
in the Internet core. The amount of measurement data that can be collected on
those links can quickly (in seconds) become huge (GBytes) due to the high link
rates [34, 49].

Deciding on various metrics is many times an integral part of the analysis
work. A common situation in computer networks research is that a new algo-
rithm is hypothesized to perform better than existing algorithms. The problem
is then to determine, from measurement data, which of two or more algorithms
performs the best. In those cases, what is meant by “best” must be clarified and
that is where metrics come into the picture. The algorithm which maximizes
(or minimizes) the metric is said to be the best.

The research process is highly iterative. If a hypothesis has been proven
wrong, it must either be refined or a new hypothesis must be formulated. That
may in turn prompt additional collection of measurement data, possibly pre-
ceded by modifications to the evaluation framework. Improved understanding
of the problem can also make it necessary to revisit earlier phases of the research
process. This iterative nature is seldom revealed by the “This is the problem”,
“This is our solution”, “See how good it is” format of papers presented at con-
ferences or published in journals.
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Chapter 2

Related Work

Network bandwidth, both in terms of link capacities and in the portions of
those link capacities that are available, is an important factor to overall net-
work performance. The problem of measuring bandwidth therefore has attracted
considerable research efforts in the networking community. These measurement
problems have proven themselves to be intricate ones for reasons such as those
discussed in Section 1.2. Several methods have been proposed and their dif-
ferences are primarily due to their respective design objectives. The overall
majority of the methods are based on probing of a network path. This presen-
tation will limit itself to those methods. The main focus will be on methods
that attempt to measure available bandwidth.

2.1 Per-Link and Bottleneck Link Bandwidth
Methods

One family of methods [30, 54, 63, 69, 83] attempts to measure the link capacities
of each link on a network path. As pointed out in Chapter 1, probing is generally
not very suited for this. The reason is that a probe flow will show the combined
effect of all links on the path. However, certain probing patterns, i.e. the way
probe packets are sent, sometimes make it possible to extract information about
more than one link. This is what our probing method in Papers A, C - D does.
Alternatively, a method can rely on several probe flows and play some network
“tricks” with those. This is what methods that attempt to measure the per-link
capacities do.

They use a special field in the IP header called Time-To-Live (TTL). The
TTL is normally set to a high number by a sending host. The trick used by
these methods is to set the TTL equal to the index of the link which capacity
should be estimated. If that is the first link of the path, the TTL is set to one.
Each router that the packet passes will subtract the TTL by one. The router at
which the TTL becomes zero will drop the packet. That router will also send
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a special packet1 to the sending host informing it about the packet drop. By
analyzing the arrival times of the information packets, estimates of the per-link
capacities can be obtained. One could speculate that this approach could also
be used to measure the per-link surplus bandwidths. However, that may be
very difficult due to the dynamic behavior of the traffic on the links and thus
also the surplus bandwidths.

The goal of another family of methods [24, 29, 64, 85] is to only measure
the capacity of the link with the least link bandwidth. Hence, like available
bandwidth, this is an end-to-end property of a network path. It is often referred
to as the bottleneck link bandwidth. These methods usually rely on an effect
that has become known as the bottleneck spacing effect. It is illustrated by
figure 2.1. Suppose that two packets of equal size b arrive at a forwarding
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Figure 2.1: Two packets of equal size b arriving on a high bandwidth link where
their spacing is ∆S. Since ∆S < Qb = b/l, where l is the link bandwidth of the
bottleneck, the second packet will queue after the first packet at the bottleneck.
After having passed the bottleneck, their spacing is ∆R = Qb. (Figure adopted
from [53] and [63].)

network element which service packets in a time proportional to the packet size.
A communication link is an example of such a forwarding network element.
The link bandwidth is the proportional factor in that case. Then, if the packet
spacing ∆S is less than the service time Qb, the two packets will be separated
by ∆R = Qb as they exit that forwarding network element. Furthermore,
the resulting spacing will remain the same if there are no network elements
downstream with service times greater than Qb. Hence, by measuring ∆R (and
knowing b), an estimate of the link bandwidth of the bottleneck link can be
calculated.

The analysis performed by the bottleneck link bandwidth methods that rely
on the bottleneck spacing effect to obtain an estimate is very much a question
of filtering. Since other traffic flows will typically traverse the network path in
addition to the probe flow, the effect of these flows will have to be filtered out.

1More specifically, an ICMP packet of type TIME EXCEEDED.
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Intuitively, cross traffic packets will occasionally squeeze in between packets 1
and 2 at the bottleneck, separating the packets further. By filtering out this
cross traffic “noise”, the link bandwidth can be obtained. The methods proposed
by different researchers differ primarily in how this filtering is done. There are
also differences, but to a lesser degree, in how the probing is performed.

2.2 Available Bandwidth Methods

Compared to the amount of research that has investigated techniques for es-
timating bottleneck link bandwidth, work that has focused on available band-
width estimation is relatively scarce. This is somewhat surprising considering
the many cases where knowledge about available bandwidth is useful. Whereas
filtering is an important issue in bottleneck link bandwidth estimation (since
traffic flows on the network path will act as noise), the situation is the opposite
for available bandwidth measurements. Here, the effect of other traffic flows
should not be filtered out because that very traffic is what makes the available
bandwidth differ from the link bandwidth.

2.2.1 Packet pair

In [60], Keshav describes a technique for measuring available bandwidth given
that the routers implement per-flow Fair Queueing (FQ). The scheme is very
simple and has striking similarities with the bottleneck spacing effect. Two
probe packets (with an equal packet size l) are sent back-to-back from a source
host. Upon receiving the probe packets, the destination host immediately replies
by sending two acknowledge packets back to the source host. The available
bandwidth estimate is calculated from the dispersion (the difference in arrival
time) of these packets as abw = l/∆R. The assumption is that the dispersion of
the acknowledgement packets will be the same as the up-stream probe packet
dispersion that was due to the fair scheduling. Because two probe packets are
sent back-to-back, this technique is known as Packet Pair.

There are a few potential problems when timing information is obtained from
acknowledgement packets instead of directly from the probe packets. Asymmet-
ric routes is one such problem [64, 86], changes of the spacing between acknowl-
edgements packets (a.k.a. ack compression) [74, 113] and self-interference of the
probe packets and their acknowledgements on shared media links [3] are two
others.

The fact that Packet Pair requires FQ scheduling in routers limits its ap-
plicability in the Internet. As noted in Section 1.1.3, the common scheduling
discipline in the Internet is First-Come-First-Served. Intuitively, the reason why
Packet Pair does not work in such a setting is that link capacities are not shared
in a controlled and fair way. When FCFS scheduling is used, the service rate as
perceived by a packet is intimately tied to the arrival pattern of all other packets
being forwarded to the same link. An aggressive (i.e. high rate) traffic flow will
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penalize other, less aggressive flows. The dispersion of two probe packets sent
will therefore correspond to a throughput that does not necessarily reflect the
amount of bandwidth available.

2.2.2 Packet Train-Based Dispersion Techniques

C-probe [24] is an early tool intended to measure the available bandwidth of
a network path. It is similar to Packet Pair in that it is based on dispersion
of probe packets. Also, the bandwidth estimate is calculated using timing in-
formation from acknowledgement packets. The main difference is that C-probe
sends a train (or stream) of eight probe packets back-to-back instead of a pair
of packets. Furthermore, ∆R = ta8 − ta1 where ta1 and ta8 are the arrival times
of the first and last acknowledgement packets, respectively. The available band-
width estimate is calculated as abw = 7 · l/∆R, where l is again the size of each
probe packet. A similar approach is taken in pipechar [57].

The creators of C-probe do not make the assumption that routers use FQ
packet scheduling. Instead they essentially define the available bandwidth as
the throughput achieved by the probe flow. Papers C - D in this thesis as well
as work by Dovrolis et al. [29] show that this throughput can greatly exceed
the surplus bottleneck bandwidth when routers use FCFS packet scheduling. A
C-probe estimate (and those obtained by similar packet train techniques) may
therefore not be a sustainable rate.

Another packet train method that relies on packet dispersion is AB-probe [59].
It calculates its estimates slightly differently than C-probe. In particular, it uses
the link bandwidth of the surplus bottleneck link as well as the arrival rate of
the probe flow to that link in the calculation. To make the calculation feasible it
assumes that the surplus bottleneck link is also the link with the least link band-
width. When that is not the case, the method is not applicable. Unfortunately,
it is in general hard (usually impossible) to determine if the surplus bottleneck
and the link bottleneck coincide. That limits the usefulness of AB-probe.

2.2.3 The β ratio

The β ratio [86] defined by Paxson is in some sense the relative available band-
width, or the utilization, of a network path. The derivation of β is based on
a model where a multi-hop network path is “collapsed” to be represented as a
single server queue with a finite buffer. The service rate equals the bottleneck
link bandwidth of the network path and packets are scheduled FCFS. There
is also a constant delay factor in the model that equals the fixed part of the
one-way delay of the network path. This is similar to the approach in [15].

What β reflects is the proportion of the packet’s delay that is due to the
probe flow’s own loading of the network path. When β ≈ 1, the packets in a
flow are mostly queued behind their predecessors in the same flow. In that case
the path is considered to be almost idle. If β ≈ 0, queueing delay variations are
primarily due to cross traffic and the path is considered to be nearly saturated.
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Hence, in utilization terms, β has a reversed meaning compared to the tradi-
tional interpretation of utilization. There, values close to zero typically mean
low utilization and values close to 1 mean high utilization.

A problem with the β ratio is that it is derived under the assumption that
the link with the least bandwidth is also the surplus bottleneck. Even if they
coincide, a difficulty is that the relation between β and the surplus bandwidth
is unclear.

2.2.4 Delphi

Delphi [95] is a method that takes an interesting approach to the available
bandwidth measurement problem. It uses a model, the Multifractal Wavelet
Model (MWM), for the cross traffic to infer the available bandwidth. The idea
is to leverage statistical knowledge of network dynamics provided by the cross
traffic model so estimates can be obtained over a wide range of time scales while
probing the network path very sparsely.

Probe packets are sent with an exponentially increasing spacing that matches
a binary tree structure of the cross traffic model. An appealing aspect of this
probing scheme is that it reduces the risk of excessive queue growth and potential
buffer overflow in the routers due to the probe traffic. Using the differences in
one-way delays between probe packets, together with the MWM, estimates are
obtained using Bayesian inference techniques. The procedure is recursive and
bandwidth estimates at small times scales are obtained first.

Unfortunately, Delphi assumes that queueing occur only at the bottleneck
link and models the network path similarly as in the derivation of the β ratio.
As a consequence, the Delphi method has the same limitation as AB-probe
and the β ratio. It is only applicable when the surplus bottleneck link is also
the link with the least link bandwidth. Furthermore, the estimation problem
in Delphi is a rather complex one. To estimate the available bandwidth, the
link bandwidth of the bottleneck link and the parameters of the cross traffic
model must be known. Since that is normally not the case, they must also be
estimated. Another complication is related to the use of one-way delays. If the
probing session is long, clock drift may become an issue.

2.2.5 Pathload

The latest addition to the family of tools that attempt to measure end-to-end
available bandwidth is Pathload [56, 55]. Like C-probe, it probes a network path
by sending trains of packets. However, in Pathload, the packets in a train are
(typically) not sent back-to-back. Instead, packets in a certain train are sent
periodically and the period (i.e. the spacing between packets) is varied among
different trains.

The basic idea in Pathload is to look for trends in the one-way packet delays
of a packet train. If there is an increasing trend, the send rate of the packet train
is higher than the available bandwidth. On the other hand, if there is no trend,
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the send rate is lower than the available bandwidth. The actual estimation
procedure is iterative. First a probe packet train is sent at a certain rate.
Depending on whether a trend in the one-way delays of that train is detected
or not, the send rate for the next train is decreased or increased by a factor of
two. When the series of send rates converges, the iterations end. An interesting
aspect of Pathload is that it reports a range containing the lower and upper
bounds for the available bandwidth, instead of a single value.

Pathload and our TOPP method proposed in Papers C and D have some
similarities. Firstly, the definition of available bandwidth is the same. Secondly,
the assumptions about the network model and the consequences of that model
are similar. Finally, both probing schemes rely on sending packets with varied
send rates. However, the estimation procedures are very different since TOPP is
a packet dispersion technique that uses regression analysis to obtain its estimate.

2.2.6 Other related work

In addition to methods proposed to measure available bandwidth, there are also
methods to measure protocol dependent available bandwidth. Because of the
importance of TCP, the protocol dependent available bandwidth for this proto-
col has been given the most attention. TReno [72] is tool designed to measure
what the BTC of a TCP connection would be. As pointed out earlier, the BTC
can be seen as the protocol dependent available bandwidth for TCP. To esti-
mate the BTC, TReno mimics the behavior of TCP Reno, i.e. it implements
features such as slow start and congestion avoidance. To avoid having to deploy
software on the destination end-point, TReno relies on the ICMP ECHO ser-
vice [89]. Other tools that estimate the BTC of a TCP connection are Cap [5]
and TPTest [50].

An issue not studied in this thesis is that of sharing of measurements. As dis-
cussed in Section 1.2.1, some studies have indicated that there are time scales
over which relatively stable network performance can be observed. Further-
more, hosts close to each other (in terms of routing) may experience similar
network conditions [12, 93]. These observations can be exploited if estimates
from measurements performed by one host can be distributed to other hosts
nearby. SPAND (Shared Passive Network Performance Discovery) [103] is a
system designed for that purpose. There, a performance server collects perfor-
mance reports from clients (running a slightly modified network stack) in its
vicinity. These reports contain information about experienced network condi-
tions to the hosts that the clients have exchanged packets with. The information
also reveals the type of applications that generated the traffic since that may
affect the experienced performance. To learn about network performance to a
certain node in the network, clients can make performance queries to the local
performance server.

Sharing of measurements does not work well in wireless networks. The reason
is that neighboring hosts may not experience similar network conditions due to
effects such as fading, multi-path propagation, and other forms of interference.
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This is discussed in [65] where a hybrid active/passive approach, EXPAND,
building on SPAND is proposed. The basic idea in EXPAND is to split queries
to the performance server from hosts on the wireless network into several packets
and use them as probe packets. The bandwidth on the wireless hop is then
estimated from the arrival times (at the server) of the probe packets then they
arrive at the server) whereas the bandwidth on the wired part of the path is
reported by the server.

2.3 Network Simulation and Emulation Tech-
niques

Simulation and emulation of communication networks is an active research area.
There exists a wealth of simulation tools, e.g. the widespread non-commercial
simulator ns [78] and the commercial alternative OPNET [79]. They are both
discrete event simulators that operate in virtual time and the abstraction level
is that of an individual packet.2 One problem with these kinds of simulators is
that they are computationally and memory expensive [4, 18]. As a consequence,
simulation of large and complex network scenarios is difficult, or even infeasible.

Several techniques have been proposed to overcome this limitation. For ex-
ample, changing the abstraction level from individual packets to an aggregation
of packets [4] or from individual packets to fluids using a model where traffic
flows are modeled as fluids [68]. Other approaches have been to change the sim-
ulation time scale so that the evaluation of the system can be done at coarser
time scales [43] or to resort to parallel simulation techniques [11, 107].

The concept of abstraction levels is also relevant in network emulation. In
this case however, it essentially refers to the layer in the network stack that is
emulated. Hence, a certain emulator can be categorized as being a transport
layer emulator, a network layer emulator, a link layer emulator, or possibly a
combination of those [46]. A network layer emulator mimics the end-to-end
behavior of a network path, whereas a link layer emulator concentrates on the
emulation of a single link. An emulator reproducing certain communication
channel characteristics, e.g. the performance of a TCP channel, belongs to the
transport layer abstraction category.

The common denominator of all emulators is that they provide functionality
to (in some way) mimic one or several characteristics (such as delay, packet drop,
packet reordering, or queue handling) of a network. Emulators are typically
implemented in an operating system kernel where they intercept and operate
on outgoing packets. However, there has also been work done on modifying
discrete event simulators, e.g. ns [36], so that a simulation can be used as
an emulated network. That requires the simulation time to be synchronized
with the real time and that can be difficult for emulation of high bandwidth

2That is, an event corresponds to something that happens to a packet (e.g. the creation,
arrival, or loss of a packet).
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networks [104].
Delayline [51] provides transport layer emulation but uses special sockets,

which means that applications have to be recompiled to make use of the tool.
It emulates the delay and loss of an unreliable communication channel given
a delay distribution (e.g. normal or gamma together with their parameters)
and a loss rate specified by the user. NISTNet [76] is a tool implemented as a
kernel module to be used within the Linux operating system. It does network
layer emulation and mimics delay variations as well as packet loss, reordering
and duplication. As with Delayline, the user specifies the delay distribution and
loss rate to use. However, NISTNet also has some rudimentary capabilities to
reproduce delay correlations and handle empirical distributions.

The Ohio network emulator (ONE) [6] and Dummynet [97] are essentially
link layer emulation tools in the sense that their configurations are not done
on a per IP-address basis (as in NISTNet). In both tools, the emulation is
basically based on the specification of three parameters, namely a link capacity,
a propagation delay, and the size of the outgoing packet queue. NetShaper [46]
is yet another link layer emulation tool implemented as a Linux kernel module.
Its capabilities are similar to those of ONE and Dummynet but it also provides
support to dynamically change parameters during the emulation. One way to
create a comprehensive network scenario using link layer emulation tools is to
run one such emulator on a set of connected computers [67].

The growth in wireless network technologies in recent years has inspired the
investigation and development of emulation tools for wireless networks. Since
these networks typically have very different characteristics compared to wired
networks (e.g. link capacity is usually lower and changes over time as do delays
and loss rates), that has a bearing on the design of the emulators. Seawind [61]
is one example of wireless network emulator, originally intended for emulating
GPRS [22]. It is a link layer emulator that emulates the wireless channel between
a client and a server. To model the highly dynamic characteristics of the channel,
the user can specify how emulation parameters should be changed, e.g. through
a time interval distribution. In [77], a trace-driven approach to emulation of the
wireless channel is taken. The idea in Paper E in this thesis is in many ways
inspired by this approach (although the work in Paper E is done in the context
of wired networks). Basically, probe packets are sent over the wireless channel
to obtain a packet trace. Delay and loss rate parameters are distilled from that
trace at time instances separated by a fixed time period. During the emulation,
these parameters are used to replay the behavior of the channel.

All the aforementioned emulators operate on real network traffic in real-time.
However, an emulator could also be implemented entirely in an event-driven
simulator and thus operate on simulated traffic in a simulation. This is the
case in [109], where a network path is emulated in the network simulator ns.
Similarly to [77], the emulation is trace-driven and based on packet traces.
The difference is that a multiple hop (wired3) network path is modeled using

3Although there is no real reason why it should not also extend to wireless channels.
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a continuous time hidden Markov model (CTHMM). The parameters of that
model is determined from the packet trace. The benefit of using an advanced
model such as a CTHMM is that it has the potential to capture and reproduce
correlations (and cross-correlations) in loss and delay. Other existing emulators
are unable, or at least have very limited capabilities, to do that. It should be
noted that the work in [109] and Paper E is very similar in nature.4 They
essentially differ in the models they use to model loss and delay.

4In fact, the emulation framework developed for Paper E was also used for the implemen-
tation in [109].
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Chapter 3

Summaries of the Papers

This chapter briefly summarizes the papers included in this thesis. The order of
the papers is essentially chronological in terms of publication dates. The excep-
tion is Paper B which is published after Papers C and D but is presented here
before those papers. The reason for this reversed order is that Paper B lays part
of the foundation, as well as improves the understandability, of Papers C and D.

Although Papers A, C, and D all focus on available bandwidth measure-
ments, the terminology and notation unfortunately differ slightly among those
papers. However, the differences are only minor so it should still be possible
to read and understand the papers without confusion. Paper C introduces the
concept of Hidden bottlenecks. During the continued research that followed af-
ter the publication of Paper C, that concept evolved somewhat. Therefore, in
Paper D the definition of Hidden bottlenecks is extended and rephrased.

The final paper in the thesis, Paper E, has a different theme than the Pa-
pers A through D. In Paper E, a trace-driven approach to network path emula-
tion is investigated. As pointed out in Section 1.2.4, network emulation could
be one way of evaluating and verifying different available bandwidth methods.

3.1 Paper A: Impact of the Ethernet Capture
Effect on Bandwidth Measurements

The origins of this paper can be traced back to some early Packet Pair and C-
probe type of measurements that we performed on a set of multi-hop Internet
paths [3]. We discovered an anomaly in the measurement data that was ob-
tained. More specifically, an observed prevalence of back-to-back probe packets
bursts could not be adequately explained in terms of the mechanisms at work
inside the network. By conducting additional measurements we were able to
track the cause of the anomaly back to our Ethernet-based local area network
(LAN) and identify it as the Ethernet capture effect (ECE) [102].

The Ethernet capture effect is a term used to describe an undesirable but
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well-documented side effect of the Ethernet CSMA/CD backoff algorithm. It is
most apparent in high load/few stations scenarios and it results in transient or
short-term unfairness. What this means is essentially that under high load, one
station on a LAN can hold on to the channel and transmit several consecutive
packets even though other station(s) are contending for access.

In the paper we discuss how the ECE can affect bandwidth measurements
that are based on packet dispersion, e.g. Packet Pair or packet train techniques
such as C-probe. In particular, we explain how the ECE can actually be bene-
ficial when the goal is to measure bottleneck link bandwidth. More important
though is that we show that the unfairness caused by the Ethernet capture effect
can severely bias available bandwidth estimates.

We then propose a probing scheme, Trains of Packet Pairs (TOPP), that
reduces the risk of triggering the ECE on network paths that contain one or more
loaded Ethernets. In order for the capture effect to arise and be pronounced
there must be (long) queues of packets ready to be transmitted at the hosts
attached to the Ethernet. The basic idea of the probing scheme is therefore to
send well-separated pairs of packets. That way, there will never be a long queue
of probe packets ready to monopolize the medium (which could in turn cause
queues to grow on other hosts, thereby accentuating the ECE even more).

The really innovative aspect of TOPP is that packets in a pair are not
sent back-to-back. Instead the spacing is decreased in known steps in order
to momentarily offer increasing rates. The procedure described in the paper to
obtain the available bandwidth estimates is both quite simplistic and heuristic1.
Essentially, the offered rate from which the measured (or observed) rate deviates
by more than 0.5 Mbps is considered as the available bandwidth.

At least four points should be made regarding this paper. To start with, the
way we define available bandwidth (namely as the protocol dependent avail-
able bandwidth) is unfortunate. That is changed in subsequent papers (i.e. as
the smallest surplus bottleneck bandwidth of the network path). The second
point is that the simplistic estimation procedure combined with the available
bandwidth definition makes it necessary to assume that the surplus bottleneck
and bottleneck link coincides. In our later papers that assumption need not be
made. The reason why that assumption can be relaxed is related to the third
point to be made. In this paper, the name TOPP refers simply to the probing
scheme. In the follow-up Papers C and D, TOPP also refers to an analysis phase
(that is much more elaborate than the simplistic one sketched in this paper).
Finally, while still a potential problem a few years back, the risk of experiencing
an ECE situation is today quite small in most Ethernet LANs. This is because
Ethernets are nowadays typically built using switches instead of hubs or coax-
ial cables. As a result, the medium essentially becomes collision free and that
prevents the ECE from happening.

1Primarily because this is an early paper in which the estimation procedure is not the main
focus.
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3.2 Paper B: First-Come-First-Served Packet
Dispersion and Implications for TCP

The subject of this paper is packet dispersion, i.e. the separation in time of two
or more packets.2 We look in detail at the dispersion phenomenon that arises in
a router that schedules packets first-come-first-served (FCFS). A fundamental
question in the paper is whether this dispersion is equivalent to the dispersion
that is caused by the bottleneck spacing effect. As was described in Section 2.1,
the bottleneck spacing effect dictates that the spacing between two packets (of
equal size), after they have traversed a link, will be equal to that link’s service
time of the second packet, if the spacing between the packets as they arrived
to the link is less than the service time. Otherwise their separation in time will
not change by traversing the link.

We show that the dispersion phenomenon due to FCFS scheduling is differ-
ent from the bottleneck spacing effect. Therefore, we will refer to the former
dispersion phenomenon as the FCFS spacing effect. It dictates that the spacing
between two packets, after they have been forwarded by a router, will corre-
spond to a rate being a fraction3 of the outgoing link’s capacity, if the total
incoming traffic destined to the same outgoing link exceeds the capacity of that
link. Otherwise, their separation will not change after they have been forwarded
by the router. The weighted fair queueing scheduling discipline is also studied
in the paper. In such a setting, we show that the packet dispersion is due either
to the bottleneck spacing effect or the FCFS spacing effect.

In the last part of the paper we discuss what the implications of the FCFS
spacing effect are for TCP’s self-clocking mechanism. For slow start we show
that the dispersion of acknowledgements does not correspond to the available
bandwidth. This is of importance to TCP variants [7, 10, 47, 70] that attempt to
estimate the available bandwidth based on those dispersion values, and use that
estimate to set TCP’s ssthresh appropriately. It is also shown that in congestion
avoidance, the convergence of TCP’s send rate to available bandwidth is only
asymptotic and requires several round-trips. This is in contrast to situations
where the bottleneck spacing effect governs the dispersion. Convergence is then
achieved in one round-trip time.

It should be noted that in the included paper, Propositions 2 and 3 have
been slightly modified compared to the Globecom publication to correct for
typographical errors. In the published version, Proposition 2 reads “If p0 > l−x,
then limn→∞ |pn − . . . ”. That has been changed to simply “Then limn→∞ |pn −
. . . ”. Proposition 3 in the published version reads “if p0 ≤ 2l − x then ...” and
“with a rate equal to the link ...”. In the included version that has been changed
to “if l ≤ p0 ≤ 2l − x then ...” and “with a rate greater than or equal to the
link ...”, respectively.

2Or expressed differently, the spacing between two or more packets.
3That fraction equals (rate of the two packets)/(rate of the total incoming traffic destined

to the same outgoing link).
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3.3 Paper C: A New End-to-End Probing and
Analysis Method for Estimating Bandwidth
Bottlenecks

This paper describes a new analysis method that can be used together with the
probing scheme presented in Paper A. As of this paper, the name TOPP refers
to the probing scheme and the new analysis method. These are separated from
each other into a probing phase and an analysis phase that are performed in
succession.

The presented analysis method is based on a network model where routers
are assumed to service incoming packets using a first-come-first-served disci-
pline. The dispersion phenomenon discussed in Paper B then becomes impor-
tant. In fact, the mathematical equations describing the FCFS spacing effect is
central to the estimation procedure.

We show that by probing at varied offered rates and observing the corre-
sponding measured rates at the receiver, it is possible to estimate not only the
surplus bottleneck bandwidth (i.e., the available bandwidth) but also the link
bandwidth of the surplus bottleneck. The estimates are obtained by performing
regression on some of the <offered rate, measured rate> data pairs based on
the aforementioned equations. In the paper it is shown how those (non-linear)
equations can be linearized whereby non-linear regression can be avoided.

A new term, congestible, is introduced in this paper. A link is said to be
congestible if there is a certain offered rate for which the total incoming traffic
(i.e. including the probe traffic) will exceed the capacity of that link. The
surplus bottleneck link is obviously congestible.

The proposed estimation procedure has an interesting side effect. It is able
to estimate the surplus and link bandwidths of all congestible links of the probed
path. For each congestible link there will be a segment of <offered rate, mea-
sured rate> data pairs from which the estimates can be obtained by doing
(linear) regression. However, whereas the surplus and link bandwidths of the
surplus bottleneck are uniquely determined, the estimates for the remaining
congestible links are not unique. This is because the order of the congestible
links as they appear on the network path matters. For the link with the second
least surplus bandwidth (given that it is congestible), there will be two candi-
date surplus and link bandwidth estimates. If there are three congestible links,
then for the link with the third smallest surplus bandwidth there will be six
candidate surplus and link bandwidth estimates. To the best of the author’s
knowledge, TOPP is currently the only method that can detect and produce
estimates for several congestible links.
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3.4 Paper D: Regression-Based Available Band-
width Measurements

This paper, which is a continuation of Paper C, presents an enhancement of the
analysis method in TOPP. The probing scheme and the assumptions about the
network model remain the same, e.g. routers are assumed to schedule packets
first-come-first-served.

In paper C, the segments on which linear regression is performed are identi-
fied visually. This is clearly not practical if measurements are to be automated
in a tool. The estimation procedure in Paper C also ignores the fact that there
are constraints associated with the regression problem. The constraints are
that the segments are continuous, i.e. two consecutive segments join at a break-
point. The enhanced analysis method presented in this paper deals with these
two issues.

A formalized and iterative estimation algorithm is proposed that performs
constrained linear regression if needed. The algorithm is based on a theorem
that states that if the breakpoints do not coincide with the regressor values (i.e.,
the offered rate values), the constrained least square estimates equal the uncon-
strained least square estimates. Hence, in those cases the constraints can be
ignored. In the algorithm, unconstrained regression4 is first attempted whereby
the breakpoints are assumed not to coincide with the offered rate values. Should
that assumption prove wrong, constrained regressions are performed (using a
variant of the method of Lagrange multipliers). The steps above are performed
iteratively with different breakpoint locations in each step. For each step, a sum
of the residual sum of squares for each segment can be calculated. The iteration
that result in the smallest sum is the overall constrained least square estimate.
From that estimate, the surplus and link bandwidths of the surplus bottleneck
can be calculated (exactly as in Paper C).

In the experiments described in the paper, the algorithm is shown to perform
well. However, its iterative nature combined with the need to perform linear
regressions in each iteration makes it computationally intensive. To counter
that, an approximation of the second derivative of the segmented curve is used
to reduce the range of possible breakpoint locations. There is work on-going to
simplify and speed-up the estimation algorithm further.

3.5 Paper E: Trace-Driven Network Path Em-
ulation

The theme of the last paper included in this thesis is network path emulation
based on probe packet traces. It is inspired by the trace-driven emulation of a
wireless LAN described in [77]. Our approach is different in that paths consisting

4As in Paper C, a linearizing transformation is first applied on the <offered rate, measured
rate> data pairs so that linear regression can be performed.
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of several (wired) links are emulated and that other models for the network path
are considered. The basic idea, though, is the same and it is quite simple. A
network path is probed by an end point that sends probe packets to another end
point at the other end of the path. The send and the receive times of the probe
packets as well as probe packet losses are recorded whereby a trace file can be
generated. It contains the experienced one-way delays of the probe packets and
loss indications that show which probe packets that were lost.

The trace file serves as input to the emulator, which has two important
components; a loss model and a delay model. The delays and loss indications
in the trace file are used to estimate parameters of the loss and delay models
and/or to directly control, or drive, the emulation. We refer to the loss and
delay models that use the probe packet trace to directly control the emulation
as trace-driven models. In all, six models (of which three model loss and three
model delay) are evaluated. Two of the loss models are trace-driven and that is
also the case for the delay models, i.e. two of them are trace-driven.

The evaluation is based on experiments that have been performed in the
network simulator ns. Our results indicate that for non-responsive UDP flows,
one of the trace-driven loss models performs the best. It determines loss based
on loss rates calculated across the probe packet trace using a gliding window.
The conclusion is the same for the evaluated delay models. That is, for non-
responsive flows, the trace-driven delay model that determines delay based on
delay distribution parameters calculated across the probe packet trace using
a gliding window performs best. Somewhat surprisingly, the studied trace-
driven models do not perform well at all for adaptive TCP flows. Instead, a
combination of the loss and delay models that are not trace-driven produces
good results for such flows.

This paper also discusses alternative probing schemes. In summary, different
probing schemes do not seem to result in drastically different observed loss rates
given that the probe flow only makes up a very small fraction of the overall
traffic on the probe path. However, for probing schemes with large variance
in inter-packet time (i.e. bursty probing schemes), the distribution of observed
loss bursts is pushed towards longer loss bursts compared to less bursty probing
schemes (given the same average inter-packet time). Of the studied probing
schemes, probing by TCP results in the highest observed loss rates and also the
longest loss bursts. Our study does not indicate that the TCP probing scheme
has a bias towards probing the network path at times of congestion or times
of non-congestion. Another conclusion is that probing schemes with a large
variance in inter-packet time, e.g. probing by TCP or with Pareto distributed
inter-packet times are not well suited for trace-driven emulation purposes. The
reason is that there might then be long time periods when no probe packets are
sent.



Chapter 4

Conclusions and Future
Work

A large part of this thesis has discussed the problem of estimating the available
bandwidth of a network path based on active end-to-end measurements. To
that end, a probing and analysis method called TOPP has been proposed. It
produces an available bandwidth estimate by studying the dispersion of packet
pairs sent at varying send rates and performing linear regression on rates cal-
culated from the dispersion times. As a side effect, TOPP also produces an
estimate of the link bandwidth of the link that is the surplus bottleneck.

In the second part of the thesis, model-based network path emulation driven
by packet traces has been studied. The preliminary results suggest that even
very simple models can provide reasonably good emulations capable of capturing
correlations in delay and loss. Furthermore, non-adaptive probing schemes seem
preferable to TCP probing since the adaptation in TCP results in periods where
no probe packets are being sent. During those periods, the behavior of the
network path will (obviously) not be observed.

There is a lot of territory open for further study and we will very briefly
touch on some of the issues here. There are essentially two classes of probing
based bandwidth measurement techniques; those that study the one-way delay
of packets and those that study the dispersion of pairs or trains of packets.
In the context of available bandwidth measurements it would be interesting to
identify and compare, in more detail, the strengths and weaknesses of the two
approaches. It is possible that inferences based on a combination of one-way
delay and dispersion can improve the accuracy of the estimates and provide
more insight into the dynamics of available bandwidth.

The dynamics of available bandwidth is itself an issue deserving more atten-
tion. Describing a dynamic property such as available bandwidth simply with
an average value (which is essentially what a TOPP estimate is) clearly only
provides half of the picture. However, it is not certain that a simple spread met-
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ric such as variance is a meaningful and sufficient description of the variability
of the available bandwidth. The discussion in [114] on the difference between
operational and mathematical constancy with respect to different applications
is very much related to this issue. In general, a better understanding of the pre-
dictive power of an available bandwidth estimate is needed. In particular, how
to make quantitative assessments, based on the timing information provided by
the probe packets, of the predictiveness of an estimate remains an open problem.

Given the importance and widespread use of TCP it would also be useful if
the throughput of a TCP connection could be predicted based on a measurement
of the available bandwidth and round-trip time. Whether this is feasible or
not (with a certain degree of accuracy) is unclear. Existing models of TCP
throughput is expressed in terms of loss rate and round trip time [80]. Thus,
to use those models, the loss rate has to be measured and that is probably
more time consuming than performing measurements of available bandwidth
and round-trip time.

Another issue is how to speed up measurements. For diagnostic purposes,
measurements times in the order of 10-15 seconds may be tolerable but for most
other applications listed in section 1.2.2 it is not. One approach to improve
the timeliness of the estimation procedure could be to gradually calculate and
present faster but less accurate estimates. However, the exact details of how to
do that are not necessarily trivial. For instance, it is possible that one probing
and estimation technique should be used for the fast estimates and another
technique should be used for the more accurate estimates. Related, and possibly
part of a solution, to the problem of too slow measurements could be sharing of
measurements among different host. For that reason, it is probably worthwhile
to further study architectures such as SPAND.

Yet another path of exploration could be to investigate if and how TOPP-
like measurements can be used to determine shared congestion [98]. In short,
two hosts share a congestion point if the traffic from those hosts flow through
the same congested point1. Knowledge about shared congestion is useful for
cooperative congestion control, e.g. over flow aggregates or in multiple-sender
multicast sessions.

Capacity measurements in wireless networks is also an intriguing area. There,
the concept of link bandwidth and available bandwidth becomes really dim
since the channel capacity can vary over time [61]. It is not at all certain
that bandwidth measurement methods that perform well in wired networks will
also perform well in wireless networks. Given the trend towards smaller cells
and greater heterogeneity in wide-area wireless networks [42], it is reasonable
to expect that measurement approaches to, for instance, QoS management will
become more and more attractive. Available bandwidth is then one factor of in-
terest. Therefore, exploration and study of bandwidth measurement techniques
in the wireless arena should be performed with fourth (or even later) generation
wireless networks in mind.

1A “point” is in most cases a router.
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In the context of trace-driven model-based network emulation, a comparative
study of the CTHMM and the quite simple trace-driven loss and delay models in
Paper E would be interesting. In a sense they represent two extremes, a complex
state model (albeit with few states) and simplistic “look-up” models. Further
investigation of why the trace-driven loss and delay models studied in Paper E
do not perform well for TCP flows is also needed. It would be also interesting
to investigate the feasibility of using an advanced model such as CTHMM in a
traffic emulator operating on real traffic (e.g. NISTNet). It is unclear to what
extent the real-time constraints are limiting factors to the use of such a model.
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