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Introduction 

Brief overview 
In this thesis and attached articles, we first study the deceptively simple task of how 

genes are translated into proteins (Paper I), and how certain errors are avoided. Thereafter, 

prompted by observations made in Paper I, we turn our attention to the mutational context 

biases. In Paper II, a method is developed to compare the patterns of context bias in individual 

genes to that of the genome. This method is later applied to the specific task of estimating the 

influx of genes into a genome (Paper III). As a result of spending five months in another 

group, we also study another aspect of genome evolution – duplication (Paper IV). Finally, 

we combine the findings of papers II, III and IV to investigate the consequences of a 

combination of lateral transfer and duplication (Paper V). In this introduction, the basic 

concepts of molecular biology are outlined, and form a basis of the following detailed 

discussions of the various aspects of genome evolution. 

The molecular machinery 
The DNA code forms the basis for all present life on Earth, and serves as a template 

for the biological machinery of cells. DNA is a linear chain of linked nucleotides, consisting 

of adenosine (A), guanine (G), cytosine (C) and thymine (T) (reviewed by e.g. Li 1997). The 

chain is stabilized by bonding the nucleotides (bases) to their complement in the form A-T, C-

G, T-A and G-C; forming the familiar double helix. The sequence of a gene is a succession of 

nucleotide triplets (codons), each corresponding to an amino acid. For instance, the codon 

AGT is the code for the amino acid serine. Through transcription, information from DNA is 

passed to mRNA – essentially a single-stranded copy of the DNA. The final translation from a 

nucleotide sequence to protein is performed by the ribosome; a large protein structure capable 

of traversing the mRNA and facilitating an elongation of an amino acid sequence 

corresponding to each codon. Thus, proteins are formed, using DNA sequences as blueprints. 

When the protein is completed, there may be a number of post-translation modifications, 

resulting in the final enzyme. However, there are a number of things that can go wrong in this 

procedure, resulting in a defective protein or an aborted transcription- or translation process. 

Those errors, which in effect either destroy or distort all positions after the point of error (i.e. 

if the error occurred at triplet number 7, amino acids number 7 and beyond would be faulty), 

are termed processivity errors (reviewed by Jørgensen 1992). Examples of such errors are 

drop-offs, mRNA truncation, stop errors and frameshift errors (Atkins et al. 1972). The latter 
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error is as the name implies a slippage of the ribosome, resulting in a loss of frame. Since 

codons are triplets of nucleotides, losing the correct frame results in a completely different 

amino acid of each position – creating a protein very different from the intended one.  

Even if the expression mechanism would function perfectly, there is no guarantee 

that the blueprint itself is accurate. When the DNA sequence is undergoing replication, for 

instance, the double helix is opened and exposed to an unfriendly world, leading to a number 

of complications. Errors can even occur during repair of an earlier error. The types of 

mutation (reviewed by Li 1997) can be classified into substitution, recombination, deletion 

and insertion. A substitution results in one base being exchanged for another, i.e. C to T, G to 

C etc (Li and Graur 1991). Depending on which position the substitution occurred at, the 

change may or may not be apparent at the protein level. Thus, it is either synonymous or non-

synonymous. Naturally, a non-synonymous substitution has a greater evolutionary effect, and 

may affect the fitness of the organism. Recombination is an event that is typically associated 

with meiosis, involving a crossing-over of chromosomes and gene conversion. However, it 

can also occur in asexual organisms such as bacteria, but more rarely. Deletion can occur 

through slippage in replication, where one or more bases are simply ‘skipped’ by the DNA 

polymerase. In coding genes, deletions of a few bases could have dire effects. At best, the 

protein loses an amino acid. At worst, the rest of the protein is garbled or missing. Insertions 

may be an effect of a similar error in replication, or it can be an effect of DNA transposition – 

incorporation of a DNA sequence from another region of the chromosome, or even from an 

external source. 

Transposons and other annoying sequences 
Sequences from outside sources can be genes or meaningless DNA, or an additional 

type of sequence; a transposable element. These sequences can propagate through the genome 

at a higher rate than other sequences due to a repetitive DNA sequence which increases the 

chance of slippage in replication, or due to viral activity. The former type of sequence is for 

brevity here called a transposon, although there are several different kinds. The latter kind of 

mobile element, phage- or prophage-related sequences, are introduced into the genome by 

bacteriophages. Some transposons may carry coding sequences with them, such as antibiotic 

resistance. The mobility of the transposon-like sequence is highly beneficial when antibiotic 

resistance spreads through a population, but more often than not, transposons do not code for 

a protein. The effect of transposons on a genome can be a higher frequency of rearrangement 
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(Gray 2000), leading to insertions and deletions, or they may just be dead weight in the 

genome. 

Transposons and phage-related sequences that have no other virtue than simply a 

structure that promotes mobility, tend to confound studies of duplication and lateral transfer, 

since they are both from an outside source and more likely to duplicate. For this reason, they 

are often discarded from data sets with a high degree of justification. However, it is possible 

that such sequences increase the duplication and deletion rates of proximal genes, thereby 

indirectly playing an important role in the shaping of genomes. 

Evolution of genes and genomes 
Mutations can be selected, counter-selected or neutral. A mutation is selected if, for 

instance, a gene product is improved in some way. This could be through a substitution 

resulting in a better choice of amino acid, or an increased production of a protein due to a 

duplication event. However, advantageous mutations are very rare. More commonly, 

mutations are counter-selected or neutral. A counter-selected mutation may result in a lower 

growth rate or death of the individual cell by destroying some gene product. Counter-selected 

mutations are very likely to be promptly removed from the population, and are therefore hard 

to observe outside of a laboratory. Of the surviving mutations, the vast majority are neutral; 

neither good nor bad enough to matter.  

The evolution of a genome is closely linked to gene evolution, although the latter 

cannot persist without the former. When a successful mutation occurs that increases the 

fitness of the organism, it is not only the improved gene that moves towards fixation. 

Essentially neutral mutations in other genes can also spread through the population by 

‘hitchhiking’ along with the successful mutation. Also, genome evolution is the taking up, 

copying, and loss of genes and other DNA sequences along the way. Genomes may increase 

in size through duplication – it is estimated that roughly 30% of the Escherichia coli genome 

is the result of duplication (Riley 1998). They may also increase in size through lateral 

transfer – up to 17% of the E. coli genome may be from an outside source (Lawrence and 

Ochman 1998). Finally, genome sizes decrease through deletion of unnecessary genes (e.g. 

Mira et al. 2001). An intracellular parasite and the agent of typhus in humans, Rickettsia  

prowazekii (Andersson et al. 1998), appears to have shed large numbers of genes since 

adopting a parasitic lifestyle, since so many functions are provided for by the host cell.  
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GC content 
The mean percentage of guanine and cytosine (GC content) of bacterial genomes 

vary from approximately 25% to 75%. Some prominent organisms include E. coli at 51%, 

Bacillus subtilis at 43% and Clostridium acetobutylicum at 31%. Closely related organisms 

have similar GC content, for example Salmonella typhimurium with GC content = 53%, close 

to the E. coli value. One proposed explanation for the wide range of GC content in microbes 

is that the bond between G-C is stronger than A-T, and therefore more thermally stable. Thus, 

thermophilic organisms should be GC rich – which is not always the case in nature (Gaultier 

and Lobry 1997), undermining the hypothesis. Another explanation is the avoidance of high 

levels of thymine in microbes exposed to UV-light, since radiation can produce T-T dimers 

which disrupt the DNA helix. A third explanation of variations in GC content among 

organisms is differences in DNA repair and other mutational biases. Rocha and Danchin 

(2002) also proposed that a bias for high AT could be due to metabolic reasons, since the 

energy cost of producing GTP and CTP are higher than for their counterparts.  

There is also variation within genomes, with local regions of high- or low GC 

content. In particular, GC content is low near the terminus region in a wide range of 

prokaryotes (Guindon and Perriere 2001), probably due to mutational biases. G/C could 

change to A/T by a deamination of C to T, resulting in a G/T mismatch which may be 

preferentially repaired to A/T rather than G/C. Furthermore, there is an asymmetry in GC 

content between the leading- and lagging strand (Lobry 1996). However, there is also the 

possibility that some areas of atypical GC content are in fact clusters of genes from outside 

sources inserted into the genome. The viability of GC content as a measure of import is 

discussed in more detail below. 

The Escherichia/Salmonella clade 
The E. coli genome has been extensively studied as a model organism since the 

sixties, and has been fully sequenced (Blattner et al. 1997). It is a rapidly propagating gram-

positive γ-proteobacteria which is common in the human gastrointestinal tract. Since it is easy 

to cultivate in a laboratory environment and relatively harmless, it is an excellent model 

system for prokaryotes. In the human gut, it aids digestion in return for glucose.  

Even though E. coli is basically innocuous, it has close relatives which have 

drastically different effects in humans. E. coli and Salmonella typhimurium diverged from 

their last common ancestor approximately 100 Myrs ago (Li et al. 1995), roughly following 

the divergence of humans and chickens. In the chicken gut, it performs virtually the same role 
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and E .coli does in humans, aiding digestion. However, as any who has eaten poorly cooked 

chicken knows, it causes severe discomfort in humans. Even worse is another relative to S. 

typhimurium, S. typhi, which causes typhoid fever.  

One does not need to go back even 5 Myrs to find serious pathogens in close relation 

to E. coli. Another strain, E. coli O157:H7 (EHEC), causes enteric haemmorhage and can be 

found in contaminated beef. This strain diverged from the laboratory strain K12 

approximately 0.25 to 4.5 Myrs ago (Perna et al 2001, Paper III). Yet another very close 

relative is the agent of shigellosis; Shigella flexneri (Jin et al 2002). This organism is closer to 

E. coli K12 than O157:H7 is, and should therefore be regarded as a strain, as opposed to a 

separate species. 

The bacteria within this clade are on an evolutionary timescale closely related,  but 

the slight differences in gene composition have resulted in diverse and pathogenic effects in 

humans. However, one should bear in mind that this classification is somewhat 

humanocentric; chicken probably do not regard S. typhimurium to be all that bad. The adverse 

effects in humans could in this case simply be due to an incompatibility between the human 

gut and S. typhimurium.  

Codon bias 
Although E. coli K12 is regarded as a model organism, we have yet to find other 

prokaryotes with such extreme codon usage. E. coli is very specific regarding its choice of 

synonymous codons (Gouy and Gautier 1982). Highly expressed genes, such as those coding 

for ribosomal subunits, for example clearly prefer TTC as its phenylalanine codon over the 

alternative, TTT. Therefore, TTC is the major codon for phenylalanine in E. coli while TTT is 

the minor codon. The codon adaptation index (CAI; Sharp and Li 1987) was developed as a 

measure of which codons a gene uses, as compared to the set of highly expressed genes. 

Translational selection is a prime agent of codon bias, and it is fitting that an organism 

selected for rapid population growth also has strong preferences in codon usage. E. coli has a 

remarkable preference for certain synonymous codons over others, which could reflect a 

selection for a fast population growth and high demands on translational efficiency. In genes 

of high expression, the majority of proline (Pro) codons are CCG. This nucleotide 

combination may be faster to translate, have a lower error rate, or better yet both. A lack of 

selection on Pro codons would result in the four synonymous codons occurring accordingly 

with the GC content of the organism. In the case of E. coli, we would expect roughly equal 

occurrences of the four Pro codons, if the amino acid is subject to mutational biases only. The 
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varying level of selectional bias in different organisms is clear when we compare the codon 

uage of E. coli and the α-proteobacteria. In contrast to E. coli, R. prowazekii has a relatively 

low selectional bias in codon usage. For the usage of synonymous proline codons, for 

example, we can compare the highly expressed protein chain elongation factor EF-TU (tuf) 

genes of both organisms (Table 1). 

Table 1. Codon usage of elongation factor TU 

 R. prowazekii tuf  E. coli tuf  
 Observed% Expected% Observed% Expected% 
CCU 72 41 0 25 
CCC 0 9 0 25 
CCA 14 41 5 25 
CCG 14 9 95 25 
 

While R. prowazekii has a preference for CCU, it is not as conservative as the codon 

usage of E. coli, which almost exclusively uses CCG. The expected values are based on 

purely random occurrences by the genomic distribution of third-position GC content (GC3%); 

in other words, pure mutational bias. The tuf gene is absolutely essential to the translation of 

DNA information into real proteins, and therefore to the immediate survival of the cell. It is 

vital that a low rate of translation error be maintained for this gene, and the high preference 

for CCG in E. coli indicates that all synonymous codons are not equally desirable - probably 

for reasons of efficacy. A cost of an error in translation may be not so much a material loss as 

a waste of ribosomal time; ribosomes are needed in all translational processes, and should not 

be tied up with unproductive translations. 

Other factors may also affect codon choice; nucleotides in close context have been 

shown to correlate with the choice of codon, implying a bias in mutation which may be 

caused by patch repair of DNA sequences. Another possibility is a selection on mRNA 

structure, which may affect translation speed. However, since context biases are generally 

stronger in genes of low expression, they are probably due to some mutational bias. A third 

factor is the avoidance of frameshift-sensitive sites and potential missense errors. For 

example, the sequence 
AUG CAA AAA GUG ACU CCG UAA 

Met Gln Lys Val Thr Pro Ter 

has the potential to frameshift at Lys (underlined) when the Lys-tRNA is loaded into the 

ribosome. If stalled, the ribosome may in this case shift one nucleotide forward, resulting in  
 

AUG CAA AAA G UGA CUC CGU AA 
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Met Gln Lys Ter 

since AAG is synonymous with AAA. There is also the possibility of backwards 

frameshifting: 
AUG CAA AA AGU GAC UCC GUA A 

Met Gln Lys Ser Asp Ser Val 

Both of these errors result in proteins that are decisively different from what was 

intended. A sequence which avoids these possibilities would use two alternative synonymous 

codons, namely CAG for Gln and AAG for Lys. Therefore, there would be an avoidance of 

AAA in context with A’s or G’s downstream. If an error occurs, the ribosome will soon 

terminate at an out-of-frame stop codon and release its product. The cost of this error in 

material and time is directly proportional to the number of codons translated before the error 

occurs. Hence, the selection against these sites is also proportional to the distance traversed by 

the ribosome before an error occurs, according to the equation 

 jSpepjf js +≈= 00)( , (*) 
where S is the selectional parameter, j the position of the error-prone site, and p0 the 

intercept. Here, parameter s is the positional selection coefficient, which is a measure of 

selection that is independent of p0. Equation (*) forms the basis for Paper I, where codon- and 

nucleotide combinations are examined extensively for E. coli. From analyzing gradients of 

codon usage, we find a switch of preferred codon in highly expressed genes, which does not 

seem to be correlated with a codon’s major/minor status. This may put major codons in a new 

light, since it is likely that codons with positive gradients may be more efficient in some 

sense. Since the gradient is studied, it is fairly safe to assume that selection occurs mainly in 

the translational stage. This is validated by our findings that frameshift sensitive sites such as 

those discussed above are positionally avoided, since costs of frameshift errors are 

proportional to the position of error. However, the most intriguing finding in this paper 

concerns usage of third-position G (G3) along genes of high expression which appears 

decisively nonrandom, the cause of which is still not clear. Long genes have higher 

frequencies of G3 at the end of their coding sequences.  

We found several confusing circumstances around processivity errors, indicating that 

errors such as missense reading and frameshifting are not mutually exclusive events, but may 

even cause compound effects. A pure missense error would result in a potentially faulty 

protein (Precup et al. 1989), but translation would still continue. Therefore, missense alone 

will not be positionally selected, but a missense error coupled with a frameshift will. One 
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such hypothetical example of a missense-framshift error prone site is Asparginine in the 

following site (underlined): 
AUG CAA AAC GUG ACU CCG UAA 

Met Gln Asn Val Thr Pro Ter 

It is found that this site may be first missensed, then frameshifted backwards by a much too 

eager Lys-tRNA in the following steps: 

AUG CAA AAC GUG ACU CCG UAA (A) 
Met Gln Lys Val Thr Pro Ter 

AUG CAA AA CGU GAC UCC GUA A (B) 
Met Gln Lys Arg Glu Ser Val 

In step (A), AAC is misread as Lysine, which is then followed by a frameshift in step 

(B). It is conceivable that a weak binding of a Lysine tRNA to AAC may quickly slip to a 

stronger binding. Normally, a weak binding to AAC would release, leaving the site free for 

the correct tRNA. Jørgensen and Kurland (1990) have suggested that missense errors could 

destabilize the translation complex, thus increasing such errors. We find also an increasing 

positional avoidance of the combinations A|AAN and T|TTN, supporting this assumption. We 

find less support for premature terminations, however, which were described by Freistroffer et 

al. (2000). A near-stop codon, i.e a codon which is one base different from a real termination 

codon, may be misread by release factors to abort translation prematurely. Since this type of 

missense results in segments of proteins, we would expect a gradient of positional avoidance 

of those sites (given that the near-stop codon has an alternative codon). No significant support 

of near-stop avoidance was observed, indicating that the probability of in vivo premature 

termination is slight, compared to frameshifting for example. 

Aspects of G3 
Returning to the distribution of G3, we find specific context biases also affecting G3 

frequencies. For example, we find an elevated level of G3 when neighboring triplets also end 

with G3. By closer examination, we see that the probability of NNG|NNG is largely one-

directional, i.e. the probability of a G at position i can be expressed as a Markov chain;  
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This process has no memory of previous conditions other than the last one. The 

concept that biases have extremely short memories would imply that these types of biases 

were caused by some kind of preferential repair mechanism. We will attempt to model G3 

using only simple probabilities in order to illustrate points later on. Were these context biases 
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not to exist, we would have an occurrence of k G3’s in a stretch of n triplets which was 

random according to a binomial distribution ))(,()( 3GpnBinkf ∈ , which has the following 

attributes: 
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This is not observed in E. coli, which has a distribution of G3 which is about 30% 

wider than expected. If the distribution of G3 was, at first, binomial, it could be assumed that a 

lot of ‘energy’ has been spent through selection to cause this broadening of G3. A 

fundamental question is raised; how much selection has been applied to the E. coli code?  

We shall examine the effects of context biases on the distribution of G3, by defining the 

probability of finding a G3 in any given triplet as )(ˆ Gp , so that  

 )|()(ˆ)|()(ˆ)(ˆ 333 iiiiiii GGpGpHGpHpGp +++ +=  (2) 

In the simple case when )|()|( 33 iiii HGpGGp ++ = , equation (2) reduces to the normal 

Bernoulli probability. Defining )|()|( 33 iiii HGpGGpM ++ −= as the conditional factor, 

)(ˆ Gp  can be expressed as  

 MGpHGpGp iiii )(ˆ)|()(ˆ 33 += ++   (3) 

Recursing back to i=3, equation (3) converges to 
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The variance of this context bias distribution is  
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Comparing with equation (1), we find that, for the observed value of M=0.344, the 

distribution of G3 in E. coli is basically random. As we can see, seemingly innocuous changes 

in context biases may have profound implications for the nucleotide distribution of an 

organism. Taking R. prowazekii as an example, we can see that nucleotide distributions are 

not very stable, and may reach new equilibria quickly.  

Lateral gene transfer 

Background 
Lateral gene transfer occurs when DNA from an outside source is inserted into the 

genome. Other common terms include horizontal transfer and gene import; both of which 
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indicate an incorporation of foreign DNA. The transfer could be from a plasmid to the 

chromosome, from a virus or from DNA fragments from other organisms. Foreign DNA can 

be inserted into the bacterial genome by transformation (Mazodier and Davies 1991), and 

some bacteria are naturally able to incorporate free DNA from the outside. This DNA could 

also be the remains of other bacteria, or released material. Furthermore, genes can be 

exchanged through conjugation of two bacteria. Lateral transfer has been found to take place 

between not only eubacteria (e.g. Tettelin et al. 2000, Moszer et al. 1999, Medigue et al. 

1991), but also across the archaea-eubacterial boundary (Nesbo et al. 2001, Aravind et al. 

1998). There is also the possibility of transfer from bacteria to the human genome, although 

this is debatable (Andersson et al. 2001, Salzburg et al. 2001). The extent of lateral transfer is 

also arguable, ranging from considerable (Lawrence 2002, Doolittle 1999, Gogarten et al. 

2002) to somewhat less impressive (Kurland 2000). However, the phenomenon exists, and 

microbial populations are expected to have high amounts of transient DNA originating from 

lateral transfer (Berg and Kurland 2002). 

Detecting transfer 
There are a number of possible ways to identify lateral transfer genes in organisms 

(reviewed by Eisen 2000). One obvious way is to look at a phylogeny in a clade of organisms, 

since an imported gene would lead to discrepancies in the phylogenetic trees among the 

organisms. This discrepancy would suggest that some genes do not have the same origin as 

the others. Such a method sounds intuitive, but is not without its limitations. The use of 

phylogenetic methods are fraught with danger, since different phylogenetic reconstruction 

methods may yield differing results, alignments may be inaccurate and sample sizes of genes 

may be low. In addition, closely related species can be difficult to distinguish, confounding 

trees based on single genes.  

Another detection method is to find genes in a genome that have orthologs in 

organisms which are sufficiently distant. Thus, the genes in question seem to have been 

transferred, since they are closer than the species distance would suggest. However, this 

method should be used with caution (Koski and Golding 2001a), since the ‘best hits’ can be 

stochastically widespread.  

A third method of identifying lateral transfer genes is through their composition. It 

was found that genomes differ from each other in terms of nucleotide composition and 

mutational patterns, so that a gene taken from one organism and inserted into another would 

gradually ameliorate to the composition of the new host genome. In this way, non-ameliorated 
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lateral transfer genes would appear ‘atypical’ and be revealed. The problem is that genes may 

appear atypical for reasons other than lateral transfer. Furthermore, lateral transfer genes need 

not always appear atypical (Koski and Golding 2001b). Local variations in composition, such 

as GC content, may also cause indigenous genes to appear atypical (Guindon and Perriere 

2001). 

GC as a compositional measure 
Lawrence and Ochman (1997) tried to quantify the number of HT genes in E. coli 

through applying compositional principles similar to the one described above. They used 

three variables in their assessment; third position GC content (GC3), the codon adaptation 

index (CAI) and a χ2 of codon usage. From these variables, the following conclusions could 

be drawn: 

• Genes imported from donors with low GC would be revealed by a GC3 which would 

appear much lower than indigenous E. coli genes, with a given level of confidence. 

• Genes with low CAI which proved to have a conservative codon usage are expected 

to be HT genes – with previous roles as genes of high expression in the donor. 

• Genes of high CAI would not be expected to be HT genes, since codon usages are to 

a high degree individual between organisms. Therefore, they must be indigenous, 

highly expressed genes. 

Returning to our example with G3 above, it is clear that we must either form a solid 

model of GC3 based on prior information, or a model which is, as far as possible, free from 

such priors. There is a clear difference between a 95% confidence interval of GC3 where we 

(i) have intricate knowledge of the underlying probability function (PF), and (ii) have no 

knowledge of the PF. The distributions of the biased and non-biased G3 distributions are 

approximately normal. Defining fbin as the binomial (non-biased) G3 distribution, and fbias as 

the biased G3 distribution, we see that  
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Therefore, if we try to identify outlying genes in the G3 distribution, we should 

examine the confidence intervals 
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where 
2

αλ  is the quantile of the normal distribution where 1-α of the area is covered. Using a 

distribution where variance is initially unknown, we have a prior-free model fnp, 
 ),,( smNfnp ∈  
where s2 is the estimation of variance from observed data. The confidence interval is therefore 

 
n
stmI np

2
α±= . 

We see that a different amount of genes will appear to be significant outliers, 

depending on the model of choice. The best choice of model depends on the number of 

outlying genes produced by each model, and whether it corresponds to the amount expected, 

i.e α. 

However, there is always the possibility that a 95% confidence interval excludes 5% 

of genes, even though these genes may still be well within the interval given by a model 

which has full knowledge of the underlying mechanisms in a distribution. In this case, these 

genes would be falsely picked out as deviant from the rest. There are so many factors which 

go into biological systems that it is almost impossible to create such a model.   

Figures 1 and 2 show two distributions of GC3 for E. coli. Figure 1 is the observed 

data, while Figure 2 shows a set of GC3 which is simulated according to the observed average 

and standard deviations of E. coli. Both have the same attributes, but still look very different. 

In this case, the observed data definitely appears to be more complex than our simulated 

variant. The observed data seems to be skewed towards low GC3. Tests of outliers will 

depend, once again, on the model used. If the set is taken at face value, i.e. fnp, we will see, as 

a consequence of assuming a symmetrical distribution, that most low-GC3 genes are 

significant outliers. On the other hand, we cannot create a model that takes more information 

into consideration since we do not know whether these genes belong or not. At first glance, 

the observed GC3 distribution could be a result of genes distributed according to two 

distributions and not one. If we simulate two sets of genes with different mean values and 

variances, and sum them, we might get a simulated set (Figure 3) which looks similar to the 

observed distribution. 

These distributions are 3600 and 700 genes that have the PF’s N(0.53,0.06) and 

N(0.4,0.07) respectively. Here, we have made the assumption that there are two types of 

genes in E. coli with regard to GC3. There will be fewer outliers in this set. Unfortunately, this 

assumption uses no prior information, merely guesswork. Any number of distributions may 

combine to create this appearance. The only distribution where we can safely test for outliers 

is Figure 2, since it is fully known. We can, however, transform the distribution of GC3 to 

follow a normal distribution, by normalizing with variance and mean value: 
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Fig. 1. Observed GC3 distribution in E. coli         

Here, mi is the observed GC3 of gene i, m* is the average GC3 of all genes, σ is the 

standard deviation and ni is the length of gene i (see equation 1). From this distribution 

(Figure 4), we can see that there are still genes skewed to low GC3, but by weighting, short 

genes contribute less to the set than before. Note that standard deviations are twice as large as 

expected. GC3 is not a random choice in E. coli. We can still see genes which have 

significantly low GC3 values, but not quite as many as in Figure 1.  
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Fig. 2. Simulated GC3 distribution in E. coli 

 

 

Fig. 3. Summed GC3 distribution 

A problem with GC content is that we do not fully understand its underlying 

mechanisms; therefore, we need to seek other solutions. Somehow, we need to find a measure 

of amelioration which is not dependent on GC, due to the problems above and described in 
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the introduction. There are other characteristics of E. coli genes which can be used for 

determining outliers, and have known distributions. We will use the modified form of 

dinucleotide bias signatures hinted at above for this purpose. 

 

 

Fig. 4. Normalized GC3 distribution 

Dinucleotide biases 

A genomic signature 
There is a correlation between third base and succeeding first base, e.g. NNG|ANN 

in E. coli (Campbell et al. 1999, Karlin and Cardon 1994, Karlin and Ladunga 1994, Hanai 

and Wada 1990, Gouy 1987). As a general rule, dinucleotides such as CG and GC are vastly 

preferred over GG and CC. This often supercedes the avoidance of frameshift-sensitive sites. 

These biases are not effects of selection; genes of low expression also exhibit equal - or 

greater – dinucleotide biases. They seem to be mutational in origin and sometimes reduced by 

translational selection. A major clue to where these biases originate is the non-symmetry of 

dinucleotide biases, e.g. CC is not equal to GG, implying that mutation may take place during 

transcription when one strand is open and exposed to mutagens or biased repair mechanisms. 

This correlation with coding strand and the low effect of selectional pressure also underlines 

the pervasive and random nature of the context bias.  
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Different organisms often have varying patterns of dinucleotide biases- a fact which 

can be capitalized upon through the assumption that genes that have been imported into a new 

host will in time converge to these biases. Genes of very recent transfer would thus appear 

different from indigenous genes. This is examined in detail in Paper II. Among other issues, 

we address comparisons between closely related species, where a gene which is absent in one 

strain may have been either imported or deleted. This problem complicates assessment of 

horizontal gene transfer, and the role it plays in evolution.  

As a genomic signature, dinucleotide biases have been extensively studied (e.g. 

Ladunga and Karlin 1994), and has in some cases used to produce phylogenies (Karlin et al. 

1999) among organisms on the assumption that shifts in dinucleotide usage is slow enough. 

However, we have heavily modified the measures used. The Karlin method of calculating 

genomic signatures is based on calculating the over/underrepresentation of dinucleotides 

(without respect to frame) as  

 YXXYXY fff /=ρ  

for bases X and Y in stretches of 50kb DNA sequence for a genome. To produce a phylogeny, 

the distance between two sequences l and m is defined as  

 
16

|)()(|
),( ∑ −
=

ml
ml XYXY ρρ

δ  

for all dinucleotides. There are a number of question marks regarding this approach. First, the 

distance ),( mlδ  assumes equal variance and zero covariance along all dimensions of X and Y, 

which may be insensitive. Second, calculations which have no regard to frame are prone to 

spurious effects of coding requirements between bases 1 and 2, and (if applicable) codon bias 

between bases 2 and 3. Furthermore, there are several factors which suggest that changes in 

various genomic characteristics may be relatively rapid, such as base composition (e.g. GC3) 

and gene content. The extremely low GC content of R. prowazekii is one example of a high 

rate of nucleotide composition change, and the 700kb difference between E. coli and 

Salmonella typhimurium is an example of gene content change. This would suggest that 

genomic signatures of dinucleotide usage are too volatile for use in phylogeny.  

The modifications we make to the Karlin method are the following; (i) instead of 

50kb stretches of DNA, tests are performed on the gene level – meaning that we must weigh 

the estimations by gene length, since longer genes provide statistically safer estimations. (ii) 

the choice of dinucleotide is restricted to 3:1, thereby avoiding the bulk of non-random effects 
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in coding genes (discussed in greater detail below). (iii) Multivariate distance is applied, 

taking unequal variance and covariance into consideration. 

A random model of dinucleotide distribution 
Genes imported to E. coli would be expected to converge, over time, to the 

mutational biases of the new host. One such bias has been discussed above – the dinucleotide 

bias. This is a form of amelioration, as discussed by Lawrence and Ochman (1997, 1998). 

However, in this case we are not interested in the GC content of genes. In order to build a 

dinucleotide measure, we start by imagining what a model of random dinucleotide 

composition would look like. Imagine that we are interested only in the nucleotides in third 

and first base positions, i.e. the 3:1 dinucleotides. We can view the gene as a number of 

containers for bases, illustrated by boxes with two compartments (a and b), corresponding to 

base positions 3 and 1. If we have two kinds of nucleotides, we can view them as white 

squares and black squares: 

 
We can take nucleotides from crate A and distribute them among the a compartments in a 

random fashion, perhaps resulting in the following scheme: 

 
We have now depleted crate A. In a similar fashion, we will take nucleotides from crate B and 

place them in the b compartments: 

 
A gene of dinucleotides has been randomly generated. In this gene, we have two 

occurrences of black-black (BB) dinucleotides, two black-white (BW) dinucleotides, one WB 

a 

crate A crate B 

b 
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and one WW. By re-randomizing, we would expect other outcomes of dinucleotides. This 

distribution is well-known, and is the discrete hypergeometric function. Since we know the 

underlying distribution, we can with ease determine that, on average, we would expect to see 

X=1.5 WW dinucleotides, since 5.1
6
33)( =
⋅

=WWXE , with the variance 45.0)( =WWXV . 

Therefore, if we know the number of bases of each kind in each reserve of the gene, we can 

see how the observed number compares to the expected number. For genes of sufficient 

length, the distribution of dinucleotide occurrences approaches a normal distribution. The 

outcome of these genes can be normalized in the same way as Figure 4, using equation (5). 

Interestingly enough, this measure is independent of the numbers of each nucleotide. If we 

only have two black nucleotides, we do not expect to get many BB or WB dinucleotides. We 

have already taken the absolute numbers of nucleotides into consideration when we measure 

genes. In this case, we are only interested in whether, for example, WW dinucleotides are 

over- or underrepresented in the gene.  

T2 distance 
It is not so difficult to expand the measure to include all 16 real dinucleotide 

combinations found in biological sequences. Examining E. coli in this sense, we find over- 

and underrepresentations of dinucleotides which would be highly unlikely in a random model. 

To a certain extent, the results of these calculations can serve as a signature unique to the 

organism in question. If we denote ],,...,,[ TTTGAGACAA=µ  as our mean vector of 

dinucleotide biases, we can see that there are distinct differences between organisms. 

However, µ in itself does not contain all information. What if we were interested in examining 

whether a large overrepresentation of, for example, AG was compensated equally by 

underrepresentations in AA, AC and AT, or whether mainly AT is underrepresented? From 

this covariance of dinucleotides, we can calculate the absolute distance between genes, as if 

they were points in 15 dimensional space (not 16, since the 16th variable is highly dependant 

of the others). The T2 distance is one such method. The distance between an arbitrary point 

and the average value can be expressed in terms of the vector of dinucleotide biases of gene i, 

xi, the covariance matrix of the data set, S, and the mean vector µ as per 

 )()'( 12 µµ −−= −
iii xSxT . 

This result follows quite easily from univariate statistics, and is used to find outliers 

in multivariate sets. The distribution of T2 scores is also known, and has the added quality of 

being largely independent of coding requirements, GC content and gene length. We must still 
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take this distribution at face value, but we have eliminated potentially spurious factors. There 

are four major categories of genes that can be outliers from the set, and they are 

• Genes of high codon bias, where applicable 

• Imported genes 

• Genes selected for DNA structure 

• Extreme outcome  

• Frameshifts 

The fourth alternative states that genes may be outliers due to purely stochastic 

reasons, and otherwise not special in any way. Since the mechanisms of the 15-dimensional 

cloud of genes cannot fully be understood, we must resort to biology, and more specifically, 

phylogenic comparisons. A gene which has been imported into E. coli will, over time, 

converge to E. coli context biases. When the gene approaches amelioration, it is unlikely to be 

detected, since the differences between the import and the indigenous genes are too small. 

Therefore, if horizontal transfer is detectable, they must have been imported in recent time. 

Using phylogenetic comparisons between two closely related organisms, for instance between 

E. coli and S. typhimurium, we can assess whether a gene absent in S. typhimurium is a 

deletion or if it was imported into E. coli.  

 

Fig. 5. An event hypothesis based on T2 convergence. Gray circles indicate that the tested gene is 

present in that organism. 

By comparison with one or more closely related organisms, the type of event may be 

inferred according to Figure 5. In the left scheme, a gene which appears to be atypical in 

organism B, i.e. not converged to the genomic signature, has no homologue in organism A. 

The simplest and most likely conclusion is therefore that the gene was absent in the last 

common ancestor (LCA). Conversely, a gene in organism B which appears to have converged 

to the genomic signature, but is absent in organism A, is most probably a deletion event in 

LCA 

A B 

LCA

A B 

Import event Deletion event
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organism A. The closer the organisms are, the better these assumptions work, since the 

proportion of imports that have converged to genomic signature is smaller. 

Here, the following assumptions are used: (i) the probability of a gene being deleted 

and then (re-)imported into one organism since divergence is negligible, and (ii) a gene 

present in the LCA would have had time to converge to the genomic signature. Atypical genes 

which are present in both organisms are most likely atypical due to other reasons (codon bias, 

DNA structure or extreme outcome), which can be resolved by functional studies. However, 

they can also be imports, if the two organisms are likely to exchange material. While the 

majority of atypical (deviant) genes in Paper II in E. coli have hypothetical products, many 

recognized imported genes, such as transposons, phage related proteins, flagellar and fimbrial 

genes were found, supporting the method. This indicates that the large group of hypothetical 

proteins should be more closely examined, since many are candidates for recent import. 

Preliminary BLAST searches of E. coli against S. typhimurium show that the set of genes 

extracted by this measure have the least hits, when compared to the Lawrence and Ochman 

(1997, 1998) set of potential imports. Furthermore, some other genes which have previously 

been described as imports (rfa and phn genes) are identified through the T2 method without 

using prior information. A weakness of the method is the scenario that a gene is imported to a 

host from a donor with a similar genomic signature, where the import would not appear to be 

atypical. This problem is not unique to this method however; it applies to all other methods as 

well.  

Given that genomes are more dynamic and variable than thought prior to the 

discovery of lateral transfer, and given that the rate of transfer could be dependant on many 

external factors, it is safe to assume that different genomes have varying numbers of lateral 

transfer genes. Thus, the T2 measure may pick out the most atypical genes, but the overall 

distribution of the genes in the genome is unknown. Therefore, the atypical genes could 

contain no lateral transfer genes (a very real possibility for R. prowazekii) or could miss the 

majority of them (large, active importers). Through simulations, it was observed that about 

3% of randomized genes would exceed T2 ≈ 38 (critical value for F distribution) by normal 

random fluctuation.  

Core T2 
Generally, the covariance matrix S, using all 16 variables, tends to be ill-conditioned 

with determinants of the order 10-15, resulting in near-singular matrices. Various problems 

could arise from this situation, including large separation values and high extreme T2 
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distances within sets. The cause of this is the multinomial nature of the biological data sets, 

and matrices can be better conditioned by removing one variable, so that 15 remain for 

signature calculation. Statistically, it does not matter which variable is removed, so we 

arbitrarily chose to remove variable 16 (T3T1) before calculations. The information apparently 

lost when removing a variable is still represented by the other 15 variables, while matrix 

determinants are larger by many orders of magnitude.  

To appreciate the rather abstract shape of the 15-dimensional gene cloud, the 

composition of genomes was analyzed by iterated removal of high T2 genes and recalculation. 

This resulted in a stabilization of the proportion of significant genes, in most cases after a few 

iterations. The resulting set of genes, after removal of high T2 genes, is referred to as the core 

gene set. Similarly, the core T2 scores are referred to as cT2.  

Not only is this procedure a measure of how mosaic a genome is with regard to 

dinucleotide biases, but it also sharpens discrimination between genomes to a degree where 

genes from other genomes are unlikely to have low cT2 scores, thus reducing the number of 

false negatives in evaluating gene import. The downside is that more indigenous genes are 

likely to have high cT2 scores, accordingly with false positives. Since the relation between the 

numbers of the core and periphery sets of genes is simple, it must be understood that the 

desired number of false negatives should be weighed against the increased number of false 

positives.  

Choosing the frame 
When using the T2 measure, we look at the 3:1 dinucleotide. This is not an arbitrary 

choice; the 1:2 and 2:3 dinucleotides are also interesting in their own right. Furthermore, we 

could also look at all dinucleotides regardless of frame, as previously done by Karlin and 

coworkers (ref). However, we want to find the frame that to the highest degree reflects the 

state of amelioration of the gene as pertains to mutational context biases. For this reason, we 

could initially assume that the 1:2 dinucleotide is subject to amino acid requirements, since 

these two nucleotides carry the bulk of the information necessary for protein translation. 

Similarly, the 2:3 dinucleotide is to a larger degree affected by amino acid requirements than 

3:1, while also running the risk of succumbing to non-random codon biases in certain 

organisms. Therefore, the 3:1 dinucleotide is expected to be less restricted. We can test the 

effects of all three dinucleotides, and thereby also the compound dinucleotide measure, by 

correlating T2 scores to a phylogenic scheme such as Fig 5.  
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As an example, in Paper V we study the relationship between E. coli K12 and some 

relatives: E. coli O157:H7 S. typhimurium and K. pneumoniae. To summarize briefly, K12 

genes are categorized by their absence or presence in the other genomes as following; 

category A: present only in K12, category B: present only in E. coli, and category D: genes 

present in all four organisms. Depending on the times of divergence of the various organisms, 

we expect any given imports into K12 to appear in category A or possibly B, in turn 

depending on when the import took place. Therefore, if imports tend to have higher T2 scores, 

the proportion of deviant genes would be higher in categories A and B than in D. Therefore, 

cT2 scores were calculated for all three frames (Table 2). 

Table 2. K12 vs O157:H7. Outgroups = Salmonella typhimurium and Klebsiella pneumoniae 

Category N Pdev(1:2) Pdev(2:3) Pdev(3:1) 
A 95 0.095 0.074 0.179 
B 190 0.089 0.053 0.142 
D 2823 0.046 0.041 0.032 

 

The proportion of deviant genes (Pdev) is higher for the 3:1 dinucleotide in 

categories A and B, supporting a correlation with imported genes. The correlation is less 

strong for 1:2 and 2:3; there are a considerable number of seemingly indigenous genes that 

appear deviant by these two dinucleotide biases. But is a compound measure better than 3:1, 

since it utilizes more information? The answer is no, since a compound cT2 scales each 

dinucleotide equally, therefore weighing heavily against the 3:1 dinucleotide, since 

fluctuations are larger in 1:2 and 2:3. Not only is their greater variation in 1:2 and 2:3 (mean 

variance values 1.84 and 2.25 respectively) than in 3:1 (mean variance 1.26), but variances 

are also more uneven between variables. Hence, we regard the 3:1 dinucleotide as more 

informative with regard to horizontal transfer, since it is expected to ameliorate easier to 

genomic biases. 

Furthermore, we can calculate the effect of a frameshift on the T2 score by 

calculating the cT2 of shifted genes against the signature of genes in the correct frame. For 

genes where a frameshift error causes the 3:1 and 1:2 dinucleotide to shift, 2553 of 3583 E. 

coli genes longer than 400 nt have cT2 scores > 38. For the 3:1 to 2:3 shift, the corresponding 

number is 2778 genes. Therefore, ca 70% of frameshifted genes appear atypical in cT2 scores. 

As a consequence, the T2 and cT2 score may be of use during annotation, if frame cannot 

otherwise be determined. 
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cT2 scores of recent imports 
E. coli genes form a cloud of observations in dinucleotide space. This cloud can be 

quite large, since the patterns of context bias tend to have high variances. Therefore, it is not 

always easy to predict the proportion of atypical genes in a set of lateral transfer genes. When 

genes are taken from one set and tested against the E. coli signature, the percentage of genes 

scoring > 38 are only about 8% for close relatives to E. coli, such as S. typhimurium and S. 

flexneri. Other genomes which are farther removed score up to 80% (Rickettsia, Clostridium), 

while a free-living, far-removed organism with similar nucleotide composition such as B. 

subtilis score about 20% atypical genes. These values should be compared to 5.6%; the 

percentage of all atypical genes in E. coli. Considering the wide range of potential donors, 

there is no good estimated initial cT2 score. However, the approximate value 20% is also 

observed in conjunction with phylogeny (Paper III), and may be an appropriate estimate. 

Relaxation of T2 and cT2 scores 
The T2 (and cT2) scores of a lateral transfer gene may be high, if the dinucleotide 

pattern is sufficiently different from that of the host. Following inception however, we expect 

the T2 score to decrease with time, since subsequent substitutions occur according to the new 

host’s dinucleotide bias. Depending on the length and the initial T2 score at insertion, the gene 

is expected to ameliorate at some approximate rate. However, we cannot directly determine 

the rate of amelioration, but we can measure the fluctuation of T2 scores between two 

homologs as a function of the number of changes. 

For organisms which are considered to be relatively close, in an evolutionary 

context, pairwise correlation tests are performed by identifying homologous genes by BLAST 

comparisons. Our limit for homology was set at E <10-20. Homologous genes were tested 

against a compound signature, as an approximation of the last common ancestor if signatures 

are initially similar. From the point of divergence, correlation between homologous genes 

should be total, i.e. equal to 1, but with increasing nucleotide substitutions, correlations 

between genes will decrease. After many substitutions, correlations will drop to low, 

equilibrium values while signatures still may be similar between the two organisms. These 

fluctuations in T2 scores may provide information as to how fast genes would ameliorate to 

new signatures.  

4000 genes, each 400 triplets long, were generated according to K12 biases, and 

were then subjected to random site mutation with context bias over a number of iterations. All 

codons were considered to be synonymous, i.e. four-fold degenerate. It was found that the 
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correlation coefficient c of the T2 scores was exponentially decreasing with increasing 

mutations (Figure 6). Another factor affecting the rate of T2 fluctuation is gene length, since 

long genes have greater sample sizes (i.e. more dinucleotides) and are therefore more 

statistically certain.  

 

Fig. 6. Amelioration and fluctuation of T2 scores as a function of site mutations 

E. coli  
The estimated time of divergence of E. coli strains O157:H7 and K12 is about 4.5 

Myr (Reid et al. 2000), placing it in a small evolutionary time scale. Therefore, it is likely that 

the context bias patterns have not changed much during this short time. We can compare 

homologs in the two strains against the context bias signatures of both K12 and O157:H7, to 

see whether a divergence in T2 signature has had time to occur. 3845 genes were found to be 

highly homologous between the two strains, using the blastn package (Altschul 1997). These 

are genes which are highly likely to have been present in the last common ancestor (LCA) of 

the two strains. This LCA, in turn, diverged from Salmonella about 100 Myr ago (Li et al. 

1995), which is ample time for new gene imports. The signatures of K12 and O157:H7 are 

highly similar, reflecting that these strains are very similar also with regard to context biases. 

Nevertheless, the T2 distances of both homologs against a compound signature were plotted 

(Fig. 7). In this figure, genes that were deviant in the LCA would be evident by having high 

T2 scores in both organisms – an arrangement which is highly improbable otherwise. In Paper 
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II, T2 measures were mostly intra-genomic, meaning that the T2 distance should be 

informative even in the absence of other comparable genomes. By examining the distribution 

of the paired T2 distances, we may attempt to evaluate how large the fraction of false positives 

can be for these organisms by counting the occurrences of genes in the three significant 

quadrants. The fraction of true positives of deviant genes in a dataset, for instance for K12, is 

approximately the number of genes with T2= {k12>40, o157>40} / ({k12>40} with T2 values 

calculated against the signature of the homologous genes, or in this case, 54/87=0.62. As a 

rough approximation, 62% of the high T2 K12 genes are true positives, i.e. genes that do not 

appear to be significant merely due to random fluctuations. For O157:H7, the approximate 

fraction of true positives is 67%. True positives do not automatically mean that these genes 

are imports, but deviant in some sense, be it due to codon bias, DNA structure or import, or 

frameshift. The longer since divergence, we would expect that genes deviant in the LCA 

would have ameliorated, and that some of these genes would randomly fluctuate out over the 

border of significance. Naturally, we could also suppose that genes were significantly deviant 

in the LCA due to random fluctuation. Ultimately, phylogeny may give the answer.  

The correlation coefficient c between T2 distances of the two strains is high; c = 0.81, 

which based on the simulations would correspond to a third base substitution rate of 0.09, to 

be compared to the value 0.094 calculated directly from the sequence (ambiguous bases 

omitted). Per million years, there would seem to be about 0.02 mutations per site, if the 

estimation of 4.5 Myrs is accurate. Furthermore, a cross-study (Table 3), where K12 genes are 

compared to the O157:H7 signature and vice versa, suggest a fairly even change in T2 values 

between strains. Hence, it would seem that signatures have not changed much since 

divergence. The differences observed in T2 values are probably due to stochastic fluctuations 

in the two signatures.  

Table 3. Comparison of O157:H7 and K12 genes against K12 and O157:H7 signatures 

 Mean T2  
Signature K12 O157:H7
K12 17.86 22.44 
O157:H7 23.76 16.52 

Chlamydia 
Chlamydia pneumoniae and Chlamydia trachomatis are obligate parasites with relatively 

small genomes. Several inversions and translocations have occurred since divergence (Read et 

al. 2000). The synonymous substitution rates usually differ between two-fold and four-fold 

amino acids; Ks=0.62 for two-fold and Ks=1.42 for four-fold (Dalevi et al. 2002). By 
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analyzing GC contents in C. pneumoniae and C. trachomatis, Dalevi et al. (2002) propose that 

the number of imported genes is low in both strains, which is consistent with the low number 

of peripheral genes (see above) in these organisms.  

 

Fig. 7. Correlation of T2 scores between orthologs in E. coli K12 and O157:H7 

It is improbable, although not impossible, that pre-divergence imports still have high 

T2 distances. Of the homologous genes, seven are significant in both sets, which should be 

compared with the expected number, which is about one. This discrepancy may indicate that 

these seven genes could be atypical due to import or DNA structure. However, these genes 

actually number six, not seven, since the C. pneumoniae pmp_20 (T2 = 50.6) gene seems to 

have been duplicated in C. trachomatis, where the two duplicates have T2 values 75.5 and 

64.0 respectively, thus diverging within the strain.  

Analogously to the comparison between O157:H7 and K12, the fraction of true 

positives among the high T2 genes for both C. trachomatis and C. pneumoniae is 0.33, 

although sample sizes are low for these bacteria. These ‘true positives’ may be remnants of 

genes that were deviant in the LCA. Analogously to K12 and O157:H7, signatures are 

basically unchanged since divergence. 
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Fig. 8. Correlation of T2 scores between orthologs in B. subtilis and B. halodurans 

Bacillus 
The alkaliphilic bacterium Bacillus halodurans was sequenced and compared to 

Bacillus subtilis by Takami et al. 2000 NAR, where it was found that B. halodurans had taken 

up 112 transposon-related open reading frames since divergence with B. subtilis. B. 

halodurans has a very different lifestyle than B. subtilis, and grows well at pH over 9.5. When 

T2 distances and signatures were calculated for the two Bacillus strains (Fig 8), it was found 

that the signatures are very dissimilar, which would not be expected between closely related 

organisms. Still, a compound signature was used, since the genes present in the LCA would 

not be expected to have separate signatures. Correlation between genes was poor, c = 0.20, 

signifying approximately 0.7 mutations per site (Fig 6). However, these values are confusing, 

since the signatures seem to have separated already. 

Divergence of signatures is an event of considerable proportion, since there are many 

genes which must undergo mutation according to the context bias. Random fluctuation is not 

always sufficient explanation, as shown by simulations, since genes will only fluctuate around 

the dinucleotide bias of the organism and thereby only slightly affects the signature. 

In order to affect the signature, fluctuation must be directed towards a new signature, 

which could be caused by the following events, (i) mass influxes of imported genes from few 

sources, or (ii) fundamental changes in the molecular machinery.  
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Since it is unclear whether these changes have occurred in B. subtilis or in B. halodurans, we 

recalculate the T2 distances of the homologous genes against individual signatures (Table 4). 

Table 4. Comparison of O157:H7 and K12 genes against K12 and O157:H7 signatures 

 Mean T2  
Signature B. halodurans B. subtilis 
B. halodurans 13.60 19.82 
B. subtilis 14.64 13.62 
 

The fact that the homologous B. subtilis genes are further removed from the full B. 

halodurans set than vice versa indicates that the homologous B. halodurans genes are 

reminiscent of the bulk of subtilis genes, and consequently that the non-homologous B. 

halodurans genes have shifted the B. halodurans signature to effect that there is a discrepancy 

between the homologous B. subtilis genes and the B. halodurans signature. Possible causes 

for effects such as these are either (i) B. halodurans genes are adapting to a new signature, or 

(ii) a large group of genes have been imported into halodurans from a small number of 

sources. In any event, B. halodurans has undergone significant changes since or at the time of 

divergence. 

Expanded genome comparisons 
In Paper III, we study E. coli K12 not only against O157:H7, but also against 

Salmonella and Klebsiella pneumoniae. K. pneumoniae is at the time of writing being 

sequenced, and is relatively close to the Salmonella-Escherichia clade. It was used as an 

outgroup for comparisons between K12 and O157:H7 along with S. typhi and S. typhimurium. 

This phylogenic scheme represents an expanded version of the relationship in Fig. 5. Genes 

present only in K12 may either be lost in the other four organisms, or acquired in K12. We 

propose that they are more likely acquired, than deleted in the others, since they are (i) mostly 

hypothetical – having no known function, and (ii) fairly uniformly spread in GC distribution, 

consistent with an import from a wide range of organisms. To a lesser extent, genes present 

only in Escherichia are also likely to be lateral transfer genes, although they may also be lost 

in the other organisms. Again, we find a good correlation between cT2 scores and phylogenic 

status. 

GC content of proposed transfer genes 
One main criticism of the Lawrence and Ochman (1997) method of finding lateral 

transfer genes is the apparent biased import of genes with low GC content (Guindon and 

Perriere 2001, Wang 2001). Why would E. coli primarily import genes with low GC content? 
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Possible answers could be (i) that E. coli acquires most of its lateral transfer genes from a 

donor with low genomic GC content, or (ii) that low GC content genes are more mobile and 

easier to insert than other DNA sequences. However, the elusive potential low GC donor has 

yet to be found in the environmental vicinity of E. coli, and highly mobile sequences such as 

transposons found in E. coli K12 and O157:H7 are not skewed to low GC content (data not 

shown). Furthermore, genes may be more likely to be inserted into areas of high 

recombination and low GC content, such as near the terminus (Lawrence and Ochman 1997), 

but this still does not explain a bias towards low GC content among proposed lateral transfer 

genes. A third explanation could be that some regions of low-GC genes may be selected for 

DNA structure rather than function (Pedersen et al. 2000). The relationship between GC 

content and DNA structure is however not clear. 

Using the combined phylogenic and compositional approach used in Paper II, III and 

V, we avoid using GC content to identify potential imports. The distribution of GC content in 

the E. coli K12 and O157:H7 comparison with S. typhimurium and K. pneumoniae as 

outgroups (Paper V) are closer to what would be expected from an unbiased import from a 

wide range of donors. However, it is odd that a number of low-GC3 high-cT2 genes are found 

in all four organisms. It is possible some imports are pervasive, easily spreading through 

microbial populations. Alternatively, there could be conserved regions with different context 

biases and GC content within these organisms. However, these regions are small and 

disparate, requiring a large number of highly localized and strong variations. 

In category A (very recent imports; Fig 9) and B (less recent imports; Fig 10), GC 

values are more uniform and less skewed, when compared to the set of genes found using GC 

content as a variable (see Figure 1 in Guindon and Perriere 2001). This suggests that these 

genes are more reasonable estimates as far as lateral transfer is concerned, since fewer 

circumstances need to be explained. Lateral transfer genes do not appear to be from specific 

sources, or be required to be GC poor. On the contrary, it supports the notion of import being 

an essentially unbiased random mutational event. However, it is odd that so few high-GC 

content lateral transfer genes are found. There is a great deal left to investigate regarding the 

distribution of high- and low GC content genes and there origin in these microbes.  
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Fig. 9. Distribution F of GC3 content in E. coli category A superimposed on the distribution in 

category D  

 

Fig. 10. Distribution F of GC3 content in E. coli category B superimposed on the distribution in 

category D 
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Duplication 

Although lateral transfer can introduce novel genes into a genome, it is not the 

mechanism of gene innovation. The classical model of gene innovation is by duplication 

(Ohno 1970), where a gene is duplicated by mistake, for instance during the replication phase 

of the chromosome. Following duplication, paralogs (homologs due to duplication) can be 

met with one of three fates; selection, redundancy or deletion. A positive selection means that 

there is an advantage in retaining the paralog, which may be due to a novel function arising 

through the divergence of the two paralogs, or that the amplification of the gene product is 

advantageous. Redundancy means that the gene confers no advantage to the organism. 

Paralogs could be initially redundant, or become redundant by degrading into a non-coding 

DNA sequence through the accumulation of mutations. Alternatively, the gene could still 

have a product, but the product is not beneficial enough to be selected. Finally, there may be 

no advantage in amplifying the product provided by its sibling. The most common fate by far 

is deletion. One paralog is simply removed from the genome by deletion mechanisms. An 

alternative model to that of Ohno is the subfunctionalization model (Force et al. 1999), where 

duplications are retained by splitting subfunctions between paralogs. Through degeneration, 

each paralog may inherit a subfunction from the ancestral gene while losing redundant 

material. 

Previously, the model of gene innovation by duplication was thought to be as 

follows: after duplication, one paralog maintains the original function, while the other paralog 

is free to accumulate mutations and ultimately attain a novel function. However, this assumes 

that paralogs can survive periods of neutrality in the genome. In theory, these periods may be 

very long, in order for mutations to accumulate. In practice, the survival rate of neutral 

paralogs is extremely low (Paper III, Paper IV, Lynch and Conery 2000, Kondrashov et al. 

2001). This complicates the idea of a paralog simply drifting randomly towards a new 

function, since the probability of a paralog surviving long is very slim, not to mention the 

probability of the paralog ever assuming a new function. Therefore, paralogs must be under 

selection in order to be retained. The only obvious way of satisfying this demand is through 

gene amplification – i.e. an increased volume of protein products. An illustrative example of 

gene amplification is the aforementioned tuf-gene in E. coli, which is found in two, near-exact 

copies. Other cases may include for example antibiotic resistance, toxin resistance and heat 

shock genes. In more general terms, we can differentiate between long-term and short-term 

amplification. Selection for antibiotic resistance for instance, can be severe but sporadic. 
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Antibiotics are not always present in the bacterium’s environment, and the genes are therefore 

not always under selection. Therefore, this kind of amplification is more of a short-term 

solution. Amplification of vital genes such as tuf, on the other hand, is more long-term, since 

the organism constantly relies on the elongation factor for gene expression. Therefore, there is 

no relaxation of selection on the protein product, and an amplification, if advantageous, is not 

expected to be abandoned.  

Strong gene amplification 
It is not experimentally clear what fate befalls the paralogs selected for amplification, 

but we can make guesses based on how well established or strong the original gene function 

was. First, we consider a gene which is highly expressed and integral to the survival of the 

organism. After amplification, a gene product vital to the host could in theory be more 

efficient than the single-copy original, which could lead to either a relaxed selection on both 

gene copies, or alternatively a positive selection. A positive selection implies that there is still 

room for improvement, or that the requirements of the organism have not yet been met. The 

vital protein in our example is probably already highly optimized, so individual improvement 

is unlikely. A positive selection on these highly optimized paralogs would probably result in 

two very similar, conserved copies. Selection would be relaxed if the amplified product is 

more than enough to satisfy the needs of the organism (Kondrashov et al. 2002). In this case, 

selection for an efficient product is decreased on both paralogs, leading to two inferior copies 

of an optimized original. This last scenario is somewhat problematic, since it would imply 

that genomes would grow in size, and genes would be ever less optimized. Also, it is not clear 

how the genome ‘recovers’ from amplification and reverts to a single-copy state. In most 

bacteria, single copies are preferred for a large majority of high expression genes. Therefore, 

there must also be some selection for the quality of proteins. One factor could be the cost of 

producing the amplified products, both in material and temporal terms. Highly expressed 

genes can have products present in the order of 105 copies at a given time, so there is a 

considerable increase in cost of time and material if amplified. Thus, duplications of highly 

expressed genes can confer a disadvantage to the organism, and are therefore counter-

selected. Furthermore, since many cell functions are moderated by complex interactions 

between several proteins, stoichiometry could be disrupted through an amplification of a 

single protein constituent. Hence, it is likely that strong genes are difficult to subfunctionalize. 
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Weak gene amplification 
In the second case, we consider not strong, established genes, but rather genes with 

weak or ancillary functions. Let us imagine a hypothetical ORF hypA, whose product has a 

weak affinity for binding mercury. When mercury is abundant in the environment of the 

bacterium, an amplification of hypA may be beneficial. Here, hypA may be amplified to the 

point where the required substrate is present. However, unlike a strong gene, the product of 

hypA is more likely to improve, since it is initially weak. If the elevated level of mercury 

persists, the number of paralogs will steadily decrease, due to a selection on the amount of 

protein. When a fewer number of paralogs can sufficiently fulfill the requirements, some 

paralogs will be lost. Given time, the number of paralogs will stabilize as the individual gene 

products become more efficient at their tasks. The same hypothetical scenario is true for 

‘discovered’ functions in proteins, that is, proteins that besides their usual tasks also have 

other, fortuitous capabilities. Furthermore, functions can be discovered in established 

proteins, even in highly expressed ones. Now however, it is sufficient to duplicate only a part 

of the original, and therefore also circumventing the problem of increased protein costs. 

Paper IV addresses the model of gene innovation through duplication. It is found that 

of the two aforementioned categories of genes, it is unlikely that paralogs amplified for strong 

functions contribute to gene innovation. These amplifications tend to either be counter-

selected (observed through the absence of high-CAI duplicates) or tend to be inflexible, 

becoming ‘stuck’ at an early stage of divergence (tuf in E. coli, several paralogs in S. 

cerevisiae). Therefore, we find that the weak, ancillary gene amplifications are the most 

interesting ones, from a gene innovation perspective. New functions are not randomly created 

by mutation, but are more often randomly found in extant genes.  

Duplication of lateral transfer genes 

Following the classical model of duplication as proposed by Ohno (1970), or the 

subfunctionalization theory (Force et al. 1999), it becomes clear that lateral transfer and 

duplication are not entirely compatible. If a paralog needs a period of neutrality, then the 

probability of attaining a novel function depends on the deletion rate of the organism. A low 

deletion rate increases the chance of surviving long enough, while a high deletion rate 

decreases the probability. For lateral transfer, on the other hand, high deletion rates are 

beneficial, since the rate of turnover of foreign genes can be higher. Hence, the chance of 

importing a functional, advantageous gene is greater. However, since duplication is to a 

greater degree dependant on early selection through gene amplification (Kondrashov et al. 
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2002, Lynch and Conery 2000), this problem is circumvented. Still, one may ask whether 

duplication has a greater impact on genome evolution than lateral transfer. Strictly speaking, 

lateral transfer does not create new gene (sub)functions, but simply moves them around. For 

an individual organism however, lateral transfer may have a much greater impact than 

duplication. There is no reason to expect any competition between the two mechanisms; in 

fact, there may be a synergy which is essential to genome evolution. 

In Paper V, we use methods from Paper III and IV to study the combined effects of 

duplication and lateral transfer by studying the occurrence of paralogs in categories of genes 

which are considered to be potential imports. Transposon- and phage-related sequences, 

which would otherwise confound the analysis, were removed from the data set. We find that 

duplications do occur more often in these groups, and that duplications as a whole tend to 

have high cT2 scores. This could suggest that these genes are more mobile than normal 

sequences, or that genes are more often imported into regions of high recombination. A higher 

rate of duplication could also be attributed to another factor; copies of established genes may 

be harder to retain, since the amplification could be counter-selected. In any case, this bias 

warrants further studies. 

Concluding remarks 

The microbial genome is in a constant state of change; genes are gained, lost and 

copied. Due to lateral transfer, genes may be exchanged between microbes as opposed to 

inherited, which may make phylogenies difficult. However, lateral transfer may not be as 

pervasive in the category of genes and sequences which are highly optimized to a specific 

genome, e.g. rRNA and glycolytic enzymes (Canbäck et al. 2002, Kurland et al, submitted), 

and may therefore be restricted to peripheral, albeit adaptive functions. Other authors also 

estimate that the effects of lateral transfer on phylogenetic methods are quite small compared 

to duplication, recombination and deletion (Snel et al. 2002). The lateral transfer discussion is 

focused on whether a transfer gene can invade a genome and ‘outcompete’ an indigenous 

gene, thereby disrupting phylogeny. This discussion was prompted by an article by Doolittle 

(1999) to that effect. Kurland (2000) and Kurland et al. (submitted) have challenged this 

claim, since indigenous gene products are (i) often highly optimized and (ii) often parts of 

complexes, interacting with a wide range of other proteins. Thus, an invading gene would is 

highly unlikely to outcompete an indigenous one. However, these claims would imply that not 

only is lateral transfer unlikely to succeed, but also duplication. When one of these highly 

optimized genes is copied, there is a possible counter-selection on the amplification (Paper 
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IV). Moreover, if the amplification persists, the paralogs are likely to become stuck at some 

optimal level of function, such as tufA and tufB are in E. coli. The result of this optimization 

is to not only to downplay the role of lateral transfer but also the role of duplication, slowing 

the rate of all evolving mechanisms. Moreover, while individual genes in complex systems 

may be difficult to duplicate, there is always a possibility, however slight, that a gene family 

cluster can be imported, thereby circumventing stoichiometric requirements – a grand slam 

when little improvement seems possible. However, the complex systems of genes appear to 

be valid phylogenic markers, despite lateral transfer.  

The main advantage of lateral transfer is apparently not out-competing orthologs in 

other organisms, but the acquisition of novel functions through transfer of a single gene or a 

cluster of genes. In this way, a niche could be exploited and colonized in a window of time 

much shorter than the evolutionary scale. Obviously, an event such as this would be hitting 

the evolutionary jackpot, even though E. coli O157:H7 seems to have done it in a few 

examples. A more common scenario is a high turnover of neutral genes and non-coding DNA, 

with no lasting effect on the genome. However, lateral transfer need not be an all or nothing 

event; bringing either an established function or just random DNA into a genome. There may 

also be a more indirect contribution from lateral transfer to genome evolution. Since novel 

functions are often discovered in existing genes and subsequently expressed and selected 

through amplification, lateral transfer may accelerate the process by providing a large number 

of sequences where novel functions can be found. Therefore, through gene duplication, lateral 

transfer could have a considerable impact which is not as straightforward to assess as 

commonly thought. One of the difficulties in recognizing genes innovated by this mechanism 

is that orthologs will be more distant, and therefore, phylogeny may not recognize these 

sequences as transfer genes. 

Appendix: Tools  

Most technical computing and simulations were done using MATLAB (©1994-2002 

The MathWorks, Inc). For statistical analyses, STATISTICA1 was used.  For a wide variety 

of tasks, I use Java (java.sun.com), since it is the logical progression of C++. PERL was used 

less extensively, but is highly practical for handling regular expressions. However, Java has 

recently been blessed with a similar functionality through the addition of the java.util.regex 

package. For sequence similarity searches, BLAST was used (Altschul et al 1990). 

Synonymous and non-synonymous substitution rates were calculated using PAML (Yang 
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2002), and batch-calculations were assisted by a wrapper-program for codeml by Olof 

Karlberg. I used Linux and Windows in roughly equal amounts. 

 
1 StatSoft, Inc. (2000). STATISTICA for Windows [Computer program manual]. Tulsa, OK: 

StatSoft, Inc., 2300 East 14th Street, Tulsa, OK 74104, phone: (918) 749-1119, fax: (918) 

749-2217, email: info@statsoft.com, WEB: http://www.statsoft.com 
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