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Abstract

We investigate the performance of distributed
learning for large-scale linear regression where
the model unknowns are distributed over the net-
work. We provide high-probability bounds on the
generalization error for this distributed learning
setting for isotropic as well as correlated Gaus-
sian regressors. Our investigations show that the
generalization error of the distributed solution can
grow unboundedly even though the training error
is low. We highlight the effect of partitioning of
the training data over the network of learners on
the generalization error. Our results are particu-
larly interesting for the overparametrized scenario,
illustrating fast convergence but also possibly un-
bounded generalization error.

1. Introduction
Distributed learning provides a framework for sharing the
computational burden of large-scale learning tasks over
multiple agents while addressing growing concerns related
to security and data privacy (Niknam et al., 2020; Wang
et al., 2020). In this article, we consider distributed learning
from the point of view of generalization error and over-
parametrization.

We consider the statistical learning problem where a set of
training data {(yi,ai}ni=1 from a certain distribution is used
to train a model so that it correctly predicts the output yi ∈R
given the corresponding input ai ∈Rp×1. We consider the
performance measure of generalization error, i.e., the er-
ror that the model makes when estimating y using a for a
data pair (y,a) unseen during training. The generalization
error has been thoroughly studied for different centralized
approaches (Kay, 1993). The dependence of the general-
ization error on the number of model parameters and the
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training sample size has been investigated for a range of
models (Breiman & Freedman, 1983; Belkin et al., 2019).
The generalization error has been studied for partial models
(Belkin et al., 2020), and the effects of regularization as well
as data correlation (Hastie et al., 2020; Bartlett et al., 2020;
Muthukumar et al., 2020; Nakkiran et al., 2020) have been
investigated.

We consider the influential distributed learning algorithm
COCOA (Smith et al., 2017), developed from its predeces-
sors COCOA-v1 (Jaggi et al., 2014) and COCOA+ (Ma
et al., 2017). In COCOA, the model unknowns are dis-
tributed over the network. In each node at a given iteration,
the setting corresponds to a regression problem with a partial
model with missing features.

This setting with distributed unknowns is particularly suited
to problems with large numbers of unknowns (Smith et al.,
2017). Motivated by recent results on overparameterized
linear regressions in the centralized setting (Bartlett et al.,
2020; Hastie et al., 2020; Muthukumar et al., 2020; Nakkiran
et al., 2020), we pay special attention to the overparameter-
ized setting where the number of unknowns governed by
each node is larger than the number of observations. Our
setting extends the developments in the centralized over-
parametrized linear regression to the distributed setting and
provides generalization error bounds for COCOA, comple-
menting the existing training error analysis (Smith et al.,
2017).

In particular, we have the following contributions: We pro-
vide bounds on the generalization error for COCOA that
hold with high probability for both isotropic Gaussian data
as well as correlated Gaussian data. Our numerical results
illustrate the generalization error performance with both
synthetic data as well as real-world image data. As a poten-
tial pitfall in distributed learning, we highlight partitioning
schemes where the number of unknowns in one or several
nodes is close to the number of observations in the training
dataset. Overall, these findings illustrate that distributed
learning schemes can significantly amplify the gap between
the training error and the generalization error, depending
heavily on the partitioning of data.
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Algorithm 1 Implementation of COCOA (Smith et al.,
2017) for (2).

Input: Data y and A. Regularization parameter λ, aggre-
gation parameter ϕ̄∈(0,1], subproblem parameter σ̄.
Initialize: x̂0 = 0, v0

k = 0, ∀k.
for t = 0, 1, . . . , T do
v̄t = 1

K

∑K
k=1 v̄

t
k

for k∈{1, 2, . . . ,K} do
ctk = λx̂tk −AT

k (y − v̄t)
∆xtk = −(σ̄AT

kAk + λIpk)+ctk
x̂t+1
k = x̂tk + ϕ̄∆xtk

vt+1
k = v̄t + ϕ̄KAk∆xtk

end for
end for

2. Problem Statement
We consider the linear model

yi = aT
i x + wi, (1)

where yi ∈R is the ith observation, ai ∈Rp×1 is the ith

regressor,wi ∈R is the corresponding unknown disturbance,
and x∈Rp×1 is the vector of unknown model parameters.

We consider the problem of estimating x given n pairs
of observations and regressors, i.e., the training dataset
{(yi,ai)}ni=1 by minimizing the following regularized cost
function:

min
x∈Rp×1

1

2

∥∥y −Ax
∥∥2

+
λ

2

∥∥x∥∥2
, (2)

where A∈Rn×p is the regressor matrix whose ith row is
given by aT

i ∈R1×p, y ∈Rn×1 is the vector of observations
yi, and λ ≥ 0 is a regularization parameter, where aT

denotes the transpose. Note that ‖ · ‖ denotes the Euclidean
norm for vectors, and the spectral norm for matrices. We
model the regressors aT

i as independent and identically
distributed (i.i.d.) zero-mean random vectors with a given
distribution D(Σ) where Σ = Eai [aia

T
i ]∈Rp×p denotes

their covariance matrix ∀ i. To simplify our theoretical
analysis, we mainly consider the unregularized and noise-
free setting, i.e., with λ = 0 and wi = 0. We provide
numerical results in Appendix A.3 which verify that the
insights gained from our analytical results hold also in the
regularized setting, before convergence.

We now define the generalization error. Let x̂∈Rpk×1 be
an estimate of x found using a given set of training data
{(yi,ai)}ni=1 from (1) and ai ∼ D(Σ). Let (y,a) be a new
data point from the same distribution. Then, the generaliza-
tion error is given by

κ(x̂) =Ea[(aTx− aTx̂)2] = (x− x̂)TΣ(x− x̂). (3)

We are interested in the behaviour of the generalization error
κ(x̂) over the distribution of training data, i.e., y and A,
and the partitioning of the data over the nodes.

3. Distributed Solution Approach: COCOA
We now discuss the partitioning of data over the network,
and how the algorithm COCOA (Smith et al., 2017) itera-
tively generates an estimate x̂. The data is partitioned so
that mutually exclusive subsets of the p unknowns in x and
the associated columns in A are distributed over K nodes,
K ≤ p. Hence, node k governs the learning of pk variables,
denoted by xk ∈Rpk×1, where

∑K
k=1 pk = p. We denote

the corresponding submatrices of A as Ak ∈Rn×pk . Hence,
we can express the observations y = Ax + w as

y =

K∑
k=1

Akxk + w. (4)

In each iteration, each node solves the following local sub-
problem (Smith et al., 2017)

min
∆xt

k

∇v̄tf(v̄t)TAk∆xtk

+ σ̄
2τ

∥∥Ak∆xtk
∥∥2

+ λ
2

∥∥x̂tk + ∆xtk
∥∥2
,

(5)

where f(v̄t) = 1
2‖y − v̄t‖2, and v̄t = Ax̂t. The smooth-

ness parameter for f(·) is τ = 1 (Smith et al., 2017). Taking
the derivative with respect to ∆xtk and setting it to zero, we
obtain

(σ̄AT
kAk + λIpk)∆xtk = −(λx̂tk −AT

k (y − v̄t)). (6)

If λ = 0, then the existence of matrix inverse is not guaran-
teed, in general. Hence, the local solvers use Moore-Penrose
pesudoinverse to obtain

∆xtk = −(σ̄AT
kAk + λIpk)+(λx̂tk −AT

k (y − v̄t)). (7)

The node keeps track of its contribution for estimating y
by computing the local estimate vt+1

k ∈Rn×1, by using a
centrally computed variable v̄t and ∆xtk . The resulting
algorithm is presented in Algorithm 1.

4. Generalization Error with COCOA
We are interested in the behaviour of the generalization
error in (3) with respect to different partitioning schemes
{p1, · · · , pK}. For our analytical study in this section, we
study the unregularized setting, i.e., with λ = 0. We set σ̄ =
ϕ̄K as it is considered a safe choice in terms of convergence
(Smith et al., 2017). As shown in Appendix A.1, the error
vector x̃t = x− x̂t can be expressed as

x̃t = Btx− 1
K

t−1∑
i=0

BiĀw , Btx−Rtw, (8)

where we have defined

B = (Ip − 1
K ĀA)∈Rp×p, (9)

Ā = [A+
1

T| · · · |A+
K

T
]T ∈Rp×n, and Rt =

1
K

∑t−1
i=0 B

iĀ∈Rp×n. Using (3) and (8) we bound
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the generalization error κ(x̂t) as

κ(x̂t) = ‖Σ1/2(Btx−Rtw)‖2 (10)

≤ 2‖Σ‖(‖B‖2t‖x‖2 + ‖Rt‖2‖w‖2), (11)

where ‖ · ‖ denotes the Euclidean norm for vectors, and the
spectral norm for matrices.

Considering the noise-free setting, i.e., with w = 0, we
obtain the bound

κ(x̂t) = ‖Σ1/2Btx‖2 ≤ ‖Σ‖‖B‖2t‖x‖2. (12)

The analysis we present in the remainder of the paper in-
vestigates the generalization error through the behaviour of
‖B‖ for different statistical models on the regressors in A.
As illustrated in (8), the matrix B governs the iterations of
COCOA, and as we will show it is central to the achievable
generalization performance in this setting. In particular, we
provide expressions which bounds ‖B‖ with high probabil-
ity if all pk are sufficiently apart from n. For the remainder
of Section 4, we consider the noise-free scenario, i.e., with
w = 0, unless otherwise stated.

Overparameterized Setting: We note that if for all k,
pk ≥ n and rank(Ak) = n (which is the case with prob-
ability 1 for Gaussian regressors with Σ � 0, i.e., pos-
itive definite), then it can be shown that B2 = B (see
Appendix B.3), illustrating fast convergence. It follows that
x̂t = x̂1 if λ = 0 and w = 0. We can thus write

κ(x̂t) = κ(x̂1) = ‖Σ1/2Bx‖2 ≤ ‖Σ‖‖B‖2‖x‖2. (13)

Hence the generalization error for t ≥ 1 is fully described by
the generalization error at t = 1 under the above conditions.

4.1. Isotropic Gaussian Regressors
We now present bounds on the generalization error κ(x̂t)
under isotropic Gaussian regressors in A.

Theorem 1. Let A∈Rn×p be a Gaussian random matrix
with i.i.d. N (0, 1) distributed entries, and let B be defined
as in (9). Let us define rmin,k = min{pk, n} and rmax,k =
max{pk, n}, and let

βG =1 +
1

K

√√√√√K+

K∑
k=1

K∑
i=1
i 6=k

γ̄k,i, (14)

where

γ̄k,i =
(
√
rmax,k +

√
rmin,k + qk)2

(
√
rmax,i −

√
rmin,i − qi)2

, (15)

and 0 ≤ qi <
√
rmax,i −

√
rmin,i, i = 1, ..., K. Then,

‖B‖ ≤ βG, (16)

holds with probability at least ρG =
∏K
k=1 (1−2e−q

2
k/2)+.

Proof: See Appendix B.4. Note that we have introduced the
notation (·)+ = max{·, 0}, which we let take precedence

over other operations, e.g., (·)2
+ = max{·, 0}2.

Theorem 1 provides key insights about the matrix B, which
governs the iterations x̂t of COCOA, see (8). The main
technical challenge in Theorem 1 is to capture the com-
bined contribution of many nodes to the error through the
behaviour of B, while each node sees its own partial model.
The bound βG on the norm of B captures this joint be-
haviour, with dependency on the dimensions of the local
regressor matrices Ak. In other words, Theorem 1 presents
a connection between the solution given by COCOA and
the partitioning of the data in A and the unknowns x.

Together with (12), Theorem 1 provides an upper bound
on the generalization error: κ(x̂t) ≤ β2t

G ‖x‖2, with the
probability of holding at least ρG. If any pi is too close
to n, βG can grow unboundedly due the denominator of
γ̄k,i. Hence the bound on the generalization error can be
extremely large if any pk is close to n.

4.2. Correlated Gaussian Regressors
We now present an analogous to Theorem 1 but for regres-
sors from a correlated Gaussian distribution.

Theorem 2. Let B be defined by (9), and the rows of A be
i.i.d. with N (0,Σ), Σ � 0, and let K = {k : n < pk}. Let

βGc
=1+

1

K

√√√√√K +

K∑
k=1

K∑
i=1
i 6=k

nσmax(Σk) + `k(qk)

ηi
, (17)

where Σk is the kth principal submatrix of Σ and

ηk =

{
(nσmin(Σk)− `k(qk))+, n ≥ pk (18a)
σmin(Σk)(

√
pk−
√
n− q̄k)2

+, n < pk, (18b)

`k(qk) = 8
3 nσmax(Σk)C

(√
pk+qk
n + pk+qk

n

)
, (19)

where C is an absolute constant, and qk, q̄k ≥ 0, ∀k. Then,

‖B‖ ≤ βGc , (20)

holds with probability at least ρGc
= 1 −

∑K
k=1 2e−qk −∑

k∈K 2e−q̄
2
k/2.

Proof: See Appendix B.6. Note that σmin(·) and σmax(·)
denotes the argument’s smallest and largest singular values,
respectively.

We now have the following bound on the generaliza-
tion error under correlated Gaussian regressors: κ(x̂t) ≤
β2t
Gc
‖Σ‖‖x‖2. Similar to Theorem 1, Theorem 2 illustrates

the connection between the dimensions of the local matrices
Ak and the norm B.

4.3. Average Generalization Error

In this section we present the expected generalization error
associated with the first iteration of COCOA.
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Figure 1. The generalization error for the three synthetic datasets
together with the analytical expectation from Lemma 1.

Lemma 1. Let A∈Rn×p be a random matrix with i.i.d.
N (0, 1) distributed entries. Let w∈Rn×1 be a zero-mean
random vector with covariance matrix Σw, statistically
independent with the regressors. The average generalization
error in iteration t = 1 of Algorithm 1, can be expressed as

EA,w[κ(x̂1)] =

K∑
k=1

∥∥xk∥∥2
αk +

tr(Σw)

K2
γk, (21)

where αk, γk, k = 1, . . . ,K, are given by

αk = 1
K2 (K2 + (1− 2K)

rmin,k

pk
+
∑K

i=1
i 6=k

γi), (22)

γk=

{ rmin,k

rmax,k−rmin,k−1 for pk /∈ {n−1, n, n+1}, (23a)

+∞ otherwise, (23b)

and rmin,i = min{pi, n} and rmax,i = max{pi, n}.

Proof: See Appendix B.9.

Although this result describes the generalization error after
only one iteration of the algorithm, our numerical results
provided in Section 5 illustrate that the given expression in
(21) holds after convergence as well.

Overparametrized Setting: Consider the setting of
Lemma 1. If all pk ≥ n, then B2 = B, and the aver-
age generalization error for any iteration t ≥ 1 is given
by

EA,w[κ(x̂t)] =

K∑
k=1

∥∥xk∥∥2
αk +

tr(Σw)

K2
γk. (24)

This result follows from Lemma 1 together with B2 = B
and Rt = 1

K Ā, from Appendix B.3, so that κ(x̂t) = κ(x̂),

5. Numerical Results
We here provide numerical results which verify the insights
gained from our analytical study. We consider both the
real world data set MNIST (LeCun et al.) of n = 1000
data points as well as synthetic data using n = 75 data
points, generated from an isotropic Gaussian distribution, a
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Figure 2. The generalization error in terms of MSE and zero-one
loss for the MNIST example.

correlated Gaussian distribution and a Bernoulli distribution.
We consider a network of two nodes, i.e., K = 2, and
p = p1 + p2 and let COCOA run for T = 1000 iterations
which is well after convergence for all results in the main
text. More details on the numerical experiments can be
found in Appendix A.2.

Figure 1 and 2 plot the empirical generalization error versus
p1, the number of unknowns governed by node k = 1. in
Figure 1, we have also included a plot of the analytical curve
for the isotropic Gaussian distribution from (21). Looking
at these plots, we observe that as either the model order p1

or p2 approaches the number of training data points in the
experiments, the generalization error grows unboundedly.
This is consistent with the insights gained from Theorem 1
and 2. Hence our numerical study verifies the importance of
partitioning of the data over the network in the overparame-
terized distributed learning setting.

We provide numerical results for the regularized setting in
Appendix A.3.

6. Conclusions
In this paper, we have described the effect of partitioning
of data over a network in distributed learning on the overall
generalization performance. Our results consist of analyt-
ical bounds on the generalization error under an iterative
distributed learning algorithm, together with numerical ver-
ifications on both real world data as well as synthetically
generated data from a range of distributions. Our results re-
veal a potential pitfall for generalization performance in the
distributed setting: In the overparameterized setting where
the number of unknowns governed by a certain node is close
to the number of data points, the generalization error can be
very large, even though the training error is small.
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A. Supplementary Discussions and
Experimental Setup

A.1. The error in x̂t

Here we provide the derivation of x̃t = x−x̂t, i.e., the error
in x̂t, which is described in (8). It was shown in (Hellkvist
et al., 2020) that

x̂t+1 = Bx̂t + 1
K Āy. (25)

Together with the definition of B and y = Ax + w, we
can write

x̃t = x−Bx̂t − 1
K Āy (26)

= x−Bx̂t − 1
K ĀAx− 1

K Āw (27)

= (Ip − 1
K ĀA)x−Bx̂t − 1

K Āw (28)

= Bx−Bx̂t − 1
K Āw (29)

= Bx̃t−1 − 1
K Āw (30)

= B2x̃t−2 − (B + Ip)
1
K Āw (31)

= Btx−Rtw, (32)

with Rt = 1
K

∑t−1
i=0 B

iĀ. Note that we have assumed that
x̂0 = 0.

A.2. Experimental Setup

We now explain the experimental setup for with the syn-
thetic datasets. We consider the following distributions for
a: a) Isotropic Gaussian (Iso. G.) with N (0, Ip); b) Corre-
lated Gaussian (Corr. G.) withN (0, Σ̄) with a non-diagonal
Σ̄∈Rp×p; c) Bernoulli (Bern.) distribution on {−1, 1}with
Σ = Ip, i.e., aij is −1 or 1 with probability 1/2. These
constitute the three examples of Figure 1.

In addition to the Gaussian distribution, we consider the
Bernoulli distribution, which is commonly used, for exam-
ple, in compressive sensing literature (Foucart & Rauhut,
2013).

The covariance matrix Σ̄ = UΛUT for the correlated
Gaussian setting is fixed throughout the experiments and
chosen as follows: U ∈Rp×p is sampled from a Haar dis-
tribution (Zhao & Sayed, 2015) and the eigenvalues are
given by Λ = diag(µi)∈Rp×p, with µ̃i+1 = 0.9631µ̃i and
µi = pµ̃i/

∑p−1
i=0 µ̃i.

The parameter vector x is fixed for all experiments, ran-
domly chosen with i.i.d. uniform elements on [−1, 1] and
normalized so that ‖x‖ = 1.

We set n = 75, p = 200 and use a network of K = 2
nodes, hence p = p1 + p2. Algorithm 1 is run for
T = 1000 iterations with λ = 0 unless otherwise
stated. The generalization error is reported as the em-
pirical mean-squared error (MSE) which is calculated as

MSE , 1
n̄N

∑N
i=1

∥∥∥Atest,(i)(x− x̂T(i)))
∥∥∥2

. Average simu-
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Figure 3. The average generalization error evaluated in each itera-
tion for COCOA with regularization λ=10−3.

lation results for N = 100 realizations of the training data
A(i), i = 1, . . . , N are reported. Here, Atest,(i) ∈Rn̄×p
denotes the test data matrix for experiment i, x̂T(i) =

x̂T(i)(A(i)) is the solution found by Algorithm 1 after its
final iteration T under y(i) = A(i)x, and n̄ = 100n is the
number of observations (i.e. rows) in each Atest,(i).

In addition to the above, we also consider the digit clas-
sification problem from the MNIST dataset in order to
further illustrate the practical implications of our results.
This dataset poses a classification problem consisting of ten
classes, i.e., digits (LeCun et al.). We convert each 28-by-28
image to a 784-by-1 vector zi and transform the data us-
ing the following random features (Rahimi & Recht, 2008):
ai = [cos(zT

i ω1), ..., cos(zT
i ωp)]

T ∈Rp×1, p = 3 × 103

where ωi ∼ N (0, ζ2I784) with ζ = 0.2 . The matrix of re-
gressors A∈Rn×p is obtained by using aT

i as its rows. We
train one classifier for each class and apply a one-v.s.-rest
classification strategy (Bishop, 2006). We subsample the
training dataset with a factor of 60, resulting in n = 103

samples. For the test, we use the full test dataset with
n̄ = 104. We report both the MSE and the classification
error on the test data.

A.3. The Effect of Regularization

Regularization is a crucial tool in many learning problems.
We here include numerical results which illustrate the ef-
fect of regularization, and discuss what implications they
have on our analytical results which were derived for the
unregularized setting. In particular, we shall see that before
convergence, the insights gained from our analytical study
holds, i.e., that we should avoid having any pk close to n.

We note that for λ 6= 0, the solution of COCOA converges
to the centralized least-squares solution as t grows large
enough, i.e., x̂t → (ATA + λIp)

+ATy as t grows large.
This solution is independent from pk, hence the peaks in
generalization error around pk ≈ n vanish as the solution
converges.

On the other hand, the transient of the solutions are indeed
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affected by the partitioning pk, k = 1, · · · ,K. If any pk is
close to n, then the generalization error through the transient
is very high for small t. Furthermore, the convergence can
be very slow for small values of λ.

For instance, in Figure 3, we have plotted the generalization
error evaluated in each iteration of COCOA for five choices
of p1, under the choice of λ = 10−3. This result was
generated using the isotropic Gaussian data set as described
in previous sections.

We note two main effects of the addition of regularization:
Firstly, for all choices of p1, the generalization error con-
verges to that of the centralized LS solution, i.e., ≈ 0.63.
This is consistent with the fact that the regularized COCOA
converges to the centralized LS solution with the same regu-
larization. Secondly, the partitioning can greatly affect the
convergence rate of the regularized algorithm. For values
of p1 closer to n = 75, the convergence rate is much slower
than for values smaller than p1 = 25. For instance, for
p1 = 25 the MSE reaches ≈ 0.66 at t = 5 · 104, while
it takes almost twice as many iterations to reach the same
MSE for p1 = 75.

Hence, for this choice of λ, if one would run for e.g., t =
1000 iterations (which is way beyond convergence for λ =
0), then the generalization could be very large if any pk ≈ n,
which is consistent with Theorem 1 and 2.

B. Proofs
B.1. Preliminaries

This section provides a collection of properties that are used
frequently in different proofs:

(A) Given ck, k = 1, . . . , K, with P(ck) ≥ 1 − ρk, the
probability of intersection can be bounded as

P

(
K⋂
k=1

ck

)
≥ 1−

K∑
k=1

ρk. (33)

(B) Partition a symmetric matrix M � 0 as M =[
M11 M12

MT
12 M22

]
. Then, ‖M‖ ≤ ‖M11‖+ ‖M22‖.

(C) Let A, B be two real square matrices. If ‖A−B‖ ≤ q,
then σmin(A) ≥ σmin(B)− q.

(D) Let Λ∈Rp×p be diagonal with the entries µp ≥ · · · ≥
µ1 ≥ 0, and let U ∈Rp×p be unitary. Let A∈Rn×p
have the following decomposition in terms of another ma-
trix Z ∈Rn×p as A = ZΛ1/2UT . Then σ2

min(A) ≥
µ1λmin(ZZT).

(E) Let M ∈Rn×p be generated as M = ZΛ1/2UT,
where Z ∈Rn×p has i.i.d. entries with N (0, 1), Λ∈Rp×p

is diagonal and positive definite, and U ∈Rp×p is unitary.
Then, M+M = Ip and MM+ = In with probability
(w.p.) one, if n ≥ p or p ≥ n, respectively.

We now present the proofs for these properties.

B.1.1. PROOF OF PROPERTY (A)

We observe that

P

(
K⋂
k=1

ck

)
= 1−P

((
K⋂
k=1

ck

)c)
=1−P

(
K⋃
k=1

cck

)
(34)

Using the union bound we have that P
(⋃K

k=1 c
c
k

)
≤∑K

k=1 P(cck). By definition, P(ck) = 1− P(cck) ≥ 1− ρk,

or equivalently, P(cck) ≤ ρk. Hence, P
(⋃K

k=1 c
c
k

)
≤∑K

k=1 ρk. Using this inequality together with (34) yields to
the desired inequality after re-arranging the terms.

B.1.2. PROOF OF PROPERTY (B)

See (Halko et al., 2011, Proposition 8.3).

B.1.3. PROOF OF PROPERTY (C)

Let u be any vector such that ‖u‖ = 1. Combining
‖A−B‖ = ‖A−B‖‖u‖ ≥ ‖Au−Bu‖ and ‖A−B‖ ≤
q, we obtain q ≥ ‖Au − Bu‖. Applying reverse tri-
angle inequality, we have q ≥ |‖Au‖ − ‖Bu‖| which
yields to q ≥ ‖Au‖ − ‖Bu‖ ≥ −q. Rearranging the
right-hand side inequality, we obtain ‖Au‖ ≥ ‖Bu‖ − q.
Let (λmin(ATA), ū) with ‖ū‖ = 1 be the eigenpair corre-
sponding to the smallest eigenvalue of ATA. Then,

‖Aū‖ =
√
ūTATAū =

√
λmin(ATA) (35)

≥
√
ūTBTBū− q ≥

√
λmin(BTB)− q. (36)

Note that
√
λmin(MTM) = σmin(M) for any

M ∈Rn×n, so σmin(A) ≥ σmin(B)− q.

B.1.4. PROOF OF PROPERTY (D)

Writing AAT in terms of Z

AAT = ZΛ1/2UTUΛ1/2ZT = ZΛZT, (37)

together with adding and subtracting µ1ZZT, we obtain

AAT = µ1ZZT + Z(Λ− µ1Ip)Z
T. (38)

Let (λmin(AAT),v) be the eigenpair corresponding to the
smallest eigenvalue of AAT. We now evaluate vTAATv
using (38) to obtain

λmin(AAT)=µ1v
TZZTv+vTZ(Λ− µ1Ip)Z

Tv, (39)

≥ µ1λmin(ZZT), (40)

where we have used that vTZ(Λ− µ1Ip)Z
Tv ≥ 0. Note

that σ2
min(A) ≥ σmin(AAT) = λmin(AAT), and we have
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σ2
min(A) ≥ µ1λmin(ZZT).

B.1.5. PROOF OF PROPERTY (E)

By (Rudelson & Vershynin, 2010, eqn. (3.2)), Z is
full rank w.p. 1. Hence, M is full rank since it is
the product of full rank matrices. Thus, with n ≥
p, MTM ∈Rp×p is full rank, i.e. invertible. Hence
M+M = (MTM)+MTM = Ip. A similar line of
argument holds for p ≥ n with MM+ = In.

B.2. Tracy-Widom Fluctuations

The following result describes how the singular values of
a standard Gaussian matrix vary around their mean. It is
central to the proof of Theorem 1.

Lemma 2. (Tracy-Widom fluctuations (Rudelson & Ver-
shynin, 2010)). For a matrix M ∈Rn×p with i.i.d. N (0, 1)
distributed entries, the following bound holds with probabil-
ity at least ρ = 1− 2e−q

2/2, q ≥ 0
√
rmax −

√
rmin − q ≤ σmin(M)

≤ σmax(M) ≤
√
rmax +

√
rmin + q,

(41)

where rmin = min{n, p} and rmax = max{n, p}.

B.3. Proof of B2 = B for Overparameterized Setting

Expanding B2, we obtain the following

B2 = (Ip−
1

K
ĀA)2 = Ip+

1

K2
(ĀA)2− 2

K
ĀA, (42)

Note that (ĀA)2 = ĀAĀA, where AĀ =
∑K
k=1 AkA

+
k .

Assume that the matrices Ak ∈Rn×pk have rank n, hence
AkA

+
k = AkA

T
k (AkA

T
k )−1 = In, and AĀ = KIn.

Hence, (ĀA)2 = KĀA. Then, we have

B2 =Ip+
1

K2
KĀA− 2

K
ĀA = Ip−

1

K
ĀA = B. (43)

With AĀ = KIn, we have that BĀ = (Ip − 1
K ĀA)Ā =

Ā− 1
K ĀKIn = 0. It follows that Rt = 1

K

∑t−1
i=0 B

iĀ =
1
KB0Ā = 1

K Ā, t ≥ 1.

B.4. Proof of Theorem 1

Using the triangle inequality and (9), we obtain

‖B‖ ≤ 1 +
1

K

∥∥ĀA
∥∥ . (44)

We now present the following algebraic property of ĀA
which holds regardless of the distribution of A:

Lemma 3. For any matrix A = [A1, · · · ,AK ]∈Rn×p

and Ā = [A+
1

T
, · · · ,A+

K

T
]T ∈Rp×n, the following bound

holds:

‖ĀA‖2 ≤ K+

K∑
k=1

K∑
i=1
i 6=k

σ2
max(Ak)

σ2
min +(Ai)

, (45)

where σmin +(Ai) denotes the smallest non-zero singular
value of Ai.

Proof: See Appendix B.5. Note that we in the subsequent
sections use that 1

σmin+
≤ 1

σmin
, but when σmin → 0, this

upper bound is uninformative. The aim of our results is to
find bounds on the minimum singular value which is away
from zero.

The result of Theorem 1 is obtained by combining (44), (45)
and the bounds on the extreme singular values of Ak. In
particular, denote the event that the singular value inequali-
ties given in Lemma 2 holds for the partition Ak as ck, i.e.
ck = cLk ∩ cUk , where cLk = {rLk (qk) ≤ σmin(Ak)} and
cUk = {σmax(Ak) ≤ rUk (qk)}, with rLk (qk) =

√
rmax,k −√

rmin,k−qk and rUk (qk) =
√
rmax,k+

√
rmin,k+qk. Note

that ck can be rearranged as follows

ck=
{ 1

σmin(Ak)
≤ 1

rLk (qk)
∩ σmax(Ak) ≤ rUk (qk)

}
.

(46)

For any k 6= i, ck and ci are statistically independent since
the entries of A are statistically independent. Hence,

P

(
K⋂
k=1

ck

)
≥

K∏
k=1

(1− 2e−q
2
k/2)+ (47)

Therefore, (45), (46) and (47) yields to

‖ĀA‖2 ≤ K +

K∑
k=1

K∑
i=1
i6=k

(
√
rmax,k+

√
rmin,k+qk)2

(
√
rmax,i−

√
rmin,i−qi)2 , (48)

with probability at least
∏K
k=1(1− 2e−q

2
k/2)K+ . The desired

result in Theorem 1 is obtained by combining (48) and (44).
We bound qi <

√
rmax,i −

√
rmin,i, so that the bound on

σ2
min(Ai) is informative, i.e., strictly greater than zero.

B.5. Proof of Lemma 3

The matrices ĀA and ATĀTĀA can be seen as matrices
consisting of K ×K blocks. The (k, j)th block of ĀA is
of size pk × pj and given by

[ĀA]k,j = A+
kAj . (49)

The (k, j)th block of ATĀTĀA is of size pk×pj and given
by

[ATĀTĀA]k,j = AT
k

(
K∑
i=1

A+
i

T
A+
i

)
Aj . (50)
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Hence, we have

‖ĀA‖2 =‖ATĀTĀA‖≤
K∑
k=1

‖AT
k (

K∑
i=1

A+
i

T
A+
i )Ak‖ (51)

≤
K∑
k=1

K∑
i=1

‖AT
kA

+
i

T
A+
i Ak‖, (52)

where we obtained (51) using property (B) of Section B.1
repeatedly on the blocks of ATĀTĀA on the diagonal (i.e.
k = j). In (52), we used the triangle inequality.

We now consider the individual terms in the double sum-
mation of (52). For the terms with k = i, consider the
s.v.d. Ak = UkΛkV

T
k , where Λk ∈Rn×pk is the (pos-

sibly rectangular) diagonal matrix of singular values, and
Uk ∈Rn×n and Vk ∈Rpk×pk are unitary. Hence, we have
AT
kA

+
k

T
A+
kAk = VkΛ

T
kΛ

+
k

T
Λ+
kΛkV

T
k = VkRkV

T
k ,

where Rk ∈Rpk×pk is a diagonal matrix with ones and ze-
roes on its diagonal. Hence,

‖AT
kA

+
k

T
A+
kAk‖ = 1. (53)

For the terms with i 6= k, we use that the spectral norm is
submultiplicative and self-adjoint (Horn & Johnson, 1990,
Sec. 5.6) to obtain

‖AT
kA

+
i

T
A+
i Ak‖ ≤ ‖Ak‖2‖A+

i ‖
2 =

σ2
max(Ak)

σ2
min +(Ai)

(54)

where we have used ‖Ak‖2 = σ2
max(Ak) and the property

‖A+
i ‖ = 1

σmin+(Ai)
where σmin +(Ai) is the smallest non-

zero singular value of Ai. Note that A+
i can be written

as A+
i = ViΛ

+
i U

T
i . Hence, ‖A+

i ‖ = σ−1
min +(Ai). Now

combining (53), (54) and (52), we obtain (45).

B.6. Proof of Theorem 2

The Gaussian distribution is included in the family of sub-
gaussian distributions. Our results for the correlated Gaus-
sian distribution relies on theory on sub-gaussian distribu-
tions. We here introduce two definitions regarding sub-
gaussian random variables.

Definition B.1. (Sub-gaussian random variables) A random
variable z ∈R is called sub-gaussian if there exists a con-
stant L > 0 so that the following is satisfied

E
[
ez

2/L2
]
≤ 2. (55)

The smallest L defines the sub-gaussian norm ‖z‖ψ2
as

follows

‖z‖ψ2
= inf{L > 0 : E

[
ez

2/L2
]
≤ 2}. (56)

The sub-gaussianity definition can be extended to higher
dimensions:

Definition B.2. (Sub-gaussian random vectors) A random
vector z ∈Rp×1 is called sub-gaussian if for all h∈Rp×1,

zTh is a sub-gaussian random variable.

We introduce the following notation for the sub-gaussian
norm

ψa(Σ,h) = ‖hTa‖ψ2
(57)

where h∈Rp×1.

We now consider an intermediate general result on sub-
gaussian variables.

Lemma 4. Let M ∈Rn×p have rows i.i.d. with S(Σ),
Σ∈Rp×p. The following bounds hold with probability at
least 1− 2e−q , q ≥ 0:

nσmin(Σ)− `(q) ≤ σ2
min(M)

≤ σ2
max(M) ≤ nσmax(Σ) + `(q),

(58)

where

`(q) = CL2

(√
p+ q

n
+
p+ q

n

)
nσmax(Σ), (59)

where C is an absolute constant, and L ≥ 1 is constant
such that ψm(Σ,h) ≤ L

√
hTΣh, ∀h∈Rp×1 where m

comes from the same distribution as the rows of M .

Proof: See Appendix B.7.

In particular, we have the following for the Gaussian case:

Lemma 5. Let M ∈Rn×p have rows i.i.d. with N (0,Σ),
Σ∈Rp×p. Then (58) holds with L =

√
8/3 in (59), with

probability at least 1 − 2e−q, q ≥ 0. Additionally, the
following holds with probability at least 1−2e−q̄

2/2, q̄ ≥ 0:

σmin(M) ≥
√
σmin(Σ)(

√
p−
√
n− q̄). (60)

Proof: See Appendix B.8.

To prove Theorem 2, we apply Lemma 3 and Lemma 5 to
(44). Note that the rows of Ak are i.i.d. with N (0,Σk),
where Σk is the kth principal submatrix of Σ. Applying
(58) for Ak, we have

nσmin(Σk)− `k(qk) ≤ σ2
min(Ak)

≤ σ2
max(Ak) ≤ nσmax(Σk) + `k(qk),

(61)

with probability at least 1−2e−qk , qk ≥ 0, where `k(qk) =
8
3nσmax(Σk)C(

√
pk+qk
n + pk+qk

n ). Additionally, by (60)

the following holds with probability at least 1 − 2e−q̄
2
k/2,

q̄k ≥ 0

σmin(Ak) ≥
√
σmin(Σk)(

√
pk −

√
n− q̄k). (62)

For the lower bounds in Theorem 2, we use (62) for all broad
matrices Ak. For tall matrices Ak, (62) is uninformative,
then we use (61). For (17), we use (61) for all matrices
Ak, ∀k, because we use the upper bound on the largest
singular value for all k. Consider K = {k : n < pk}
which denotes the set of partition indices k for which the
matrices Ak are broad. Then, by property (A) in Section
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B.1, the bounds in (61) for all Ak and the bound in (60)
for k∈K simultaneously hold with probability at least 1−∑K
k=1 2e−qk −

∑
k∈K 2e−q̄

2
k/2, which concludes the proof.

B.7. Proof of Lemma 4

We use the following result from (Vershynin, 2018):

Lemma 6. (Vershynin, 2018, Sec. 4.7) Consider the set-
ting of Lemma 4. Then, the following bound holds with
probability at least 1− 2e−q , q ≥ 0:

‖MTM − nΣ‖ ≤ `(q), (63)

where `(q) is defined as in Lemma 4.

Using Property (C) from Section B.1, we observe
that if ‖MTM − nΣ‖ ≤ `(q), then σ2

min(M) ≥
σmin(MTM) ≥ nσmin(Σ) − `(q), which constitutes
the lower bound of Lemma 4. To find the upper bound
in (58), we apply the reverse triangle inequality to (63)
to obtain `(q) ≥ ‖MTM‖ − nσmax(Σ), and use that
σ2

max(M) = ‖MTM‖. The upper and lower bounds hold
with the same probability as in (63).

B.8. Proof of Lemma 5

Using (56), (57), the properties of Gaussian integral and
the fact that the rows M are i.i.d. with N (0,Σ), we arrive

at ψm(Σ,h) =
√

8
3

√
hTΣh, hence L can be chosen as√

8
3 . (Details are omitted due to space constraints.) We

now derive (60). Denote the s.v.d. of Σ as Σ = UΛUT ,
where Λ∈Rp×p is the diagonal matrix of singular values
and U ∈Rp×p is unitary. Since M has i.i.d. rows with
N (0,Σ), it can be decomposed as M = ZΛ1/2UT ,where
entries of Z ∈Rn×p are i.i.d. Gaussian withN (0, 1). Using
Property (D) from Section B.1, we obtain

σ2
min(M) ≥ σmin(Σ)λmin(ZZT). (64)

Note that if Z is broad, i.e., n < p, then λmin(ZZT) =
σ2

min(Z) = σ2
min(ZT). Applying Lemma 2 to Z, we obtain

λmin(ZZT) ≥ (
√
p−
√
n− q̄)2

+, (65)

with probability at least 1− 2e−q̄
2/2, q̄ ≥ 0. Note that the

bound holds even if n ≥ p, but it is then informative. Using
(64) and (65), we obtain the desired result in (60).

B.9. Proof of Lemma 1

By (10) and Σ = Ip, we have

κ(x̂1) = ‖Bx− 1

K
Āw‖2 (66)

= ‖Bx‖2 + ‖ 1

K
Āw‖2 − 2

K
xTBTĀw. (67)

Since w is zero-mean and statistically independent with A,
we have

EA,w[κ(x̂1)] = EA[‖Bx‖2] +
1

K2
EA,w[‖Āw‖2]. (68)

The first term is evaluated in (Hellkvist et al., 2020, Thm. 1).
We now focus on the second term. Using the fact that A
and w are statistically independent, we find that

EA,w

[
‖Āw‖2

]
= Ew

[
wTEA

[
ĀTĀ

]
w
]
, (69)

where ĀTĀ =
∑K
k=1(AkA

T
k )+. From (Cook & Forzani,

2011) we have that EA

[
ĀTĀ

]
= 1

n

∑K
k=1 γkIn, with γk

as in (23). Hence,

EA,w

[
‖Āw‖2

]
=

1

n

K∑
k=1

γkEw[wTw]=
1

n

K∑
k=1

γknσ
2
w. (70)

Combining (70), (Hellkvist et al., 2020, Thm. 1) and (68)
concludes the proof.


