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The success of the current Internet relies to a large extent on a cooperation between the users and
the network. The network signals its current state to the users by marking or dropping packets.
The users then strive to maximize the sending rate without causing network congestion. To
achieve this, the users implement a flow-control algorithm that controls the rate at which data
packets are sent into the Internet. More specifically, theTransmission Control Protocol (TCP)
is used by the users to adjust the sending rate in response to changing network conditions. TCP
uses the observation of packet loss events and estimates of the round trip time (RTT) to adjust
its sending rate.

In this thesis we investigate and propose stochastic models for TCP. The models are used to
estimate network performance like throughput, link utilization, and packet loss rate. The first
part of the thesis introduces the TCP protocol and contains an extensive TCP modeling survey
that summarizes the most important TCP modeling work. Reviewed models are categorized
as renewal theory models, fixed-point methods, fluid models, processor sharing models or
control theoretic models. The merits of respective category is discussed and guidelines for
which framework to use for future TCP modeling is given.

The second part of the thesis contains six papers on TCP modeling. Within the renewal
theory framework we propose single source TCP-Tahoe and TCP-NewReno models.
We investigate the performance of these protocols in both a DropTail and a RED queuing
environment. The aspects of TCP performance that are inherently depending on the actual
implementation of the flow-control algorithm are singled out from what depends on the queuing
environment.

Using the fixed-point framework, we propose models that estimate packet loss rate and link
utilization for a network with multiple TCP-Vegas, TCP-SACK and TCP-Reno on/off sources.
The TCP-Vegas model is novel and is the first model capable of estimating the network’s
operating point for TCP-Vegas sources sending on/off traffic. All TCP and network models in
the contributed research papers are validated via simulations with the network simulatorns-2.

This thesis serves both as an introduction to TCP and as an extensive orientation about
state of the art stochastic TCP models.
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1 Introduction and motivation

The motivation for our research is the requirement for high capacity seamless
access to the services available on the Internet. A significant proportion of the
information available from these services are transferred over the Internet at
a rate controlled via a flow-control protocol, implemented on all computers
connected to the Internet. When a server transfers a file to a client, the file is
split up into smaller entities, so called packets. These packets are then sent
over the Internet at a rate that is suitable both for the sender, the receiver, and
such that an effort is made to utilize the available capacity on the Internet to its
maximum while still avoiding to create congestion. This concept of adjusting
the sending rate in response to the current network conditions is calledflow-
control. Through the rest of this thesis we will describe different flow-control
variants together with proposals for how one could set up a stochastic model
to capture the dynamics of the protocols.

The purpose of the thesis is twofold: First, we allow the reader with a gen-
eral knowledge within the areas of data communication and mathematics to
get a deep understanding of the concept of flow-control. Second, we describe
various approaches one can use to propose stochastic models for these proto-
cols. The advantages and disadvantages of the different modeling approaches
will be clearly pointed out to help the reader select a modeling framework that
is suitable for his modeling goals.

The outline of the thesis is as follows: In the rest of this chapter we will
give a brief description of the concept of flow-control by using an analogy
from congestion control on normal traffic highways. In Chapter2 we will
describe in detail how different flow-control algorithms operate. Chapter3
gives an introduction to the network simulatorns-2. This simulator has been
used extensively throughout the research presented here. Chapter4 contains
the main bulk of the first part of the thesis where an overview of the area of
mathematical modeling of flow-control algorithms is presented. This chapter
serves to put the research that we have been working on into perspective. The
contributions of our research papers are then summarized in Chapter5, and the
research reports are included as Paper 1, 2, 3, 4, 5 and 6 in the second part of
the thesis.

The reader who is familiar with TCP and whose main interest is an extensive
overview of the TCP modeling area could concentrate entirely on Chapter4, a
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chapter intended to be self-contained. The reader with an interest in our work
should read the research papers in the second part of the thesis, and for the TCP
novice, we recommend starting by reading the introduction in this chapter, the
description of the TCP protocol in Chapter2, and some of the references in
that chapter.

1.1 The concept of flow-control
Since the Internet is often described as the information super highway, we will
use a popular analogy to introduce the concept of data flow-control.

Let us consider a normal highway and people in families that need to use the
highway to get back and forth between their home and their work. We could
divide these families into two different groups; the families whose members
go onto the highway, trying to drive at the maximum speed as soon as they
need to go somewhere, and the families where the members investigate the
level of congestion on the highways, for example by listening to the traffic
reports on the radio, before using the highway. For the second group, only
those family members that really need to use the highway would do so if there
were congestion reports. The rest of the members would stay at home to avoid
increasing the highway congestion even further by adding to the total traffic.
The first family type could be categorized as non-responsive and the second
as responsive, i.e. they adjust their contribution to the total traffic aggregation
depending on the conditions observed on the highways. Put differently, they
adhere to flow-control.

For data communication over the Internet we have a similar situation. The
highways are replaced by limited capacity links and the cars are replaced by
data packets. Then, just as for a normal highway, a considerable number of
slip-ways and exits are connected to the Internet. If computers try to send
more data packets over the Internet than the network has capacity to cope with,
queues will start to build up. An increasing queue length will increase the time
it takes to transfer a packet from a sender to a receiver. Also, if the sending
rate continues to be higher than the capacity on the links, the finite number
of packets that can be stored in each queue will finally lead to packets be-
ing rejected from entering the links in the network. Aresponsive flow-control
protocol is simply an algorithm implemented on the computers that observes
the conditions on the Internet and adjusts its sending rate in response to cur-
rent conditions. TheTransmission Control Protocol (TCP)is a flow-control
protocol that adjusts its sending rate in response to queuing delay and packet
loss events. We will investigate TCP in detail throughout the remainder of this
thesis.
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2 The TCP protocol

In its early days, the Internet was mainly used by universities. During the
1990’s, the Internet revolutionized the way information was distributed over
the world, and gradually the Internet started to be used by commercial com-
panies and private persons. As a result of this process, we now require high
availability of the Internet. We more or less expect instantaneous and readily
available access at all times. There is however notonesingle Internet Service
Provider (ISP) with responsibility for the whole Internet. Instead, the Inter-
net is composed of many smaller networks with different owners. The owner
structure ranges from commercial companies to research institutions. Whereas
the commercial companies might only strive for a maximal revenue, the univer-
sities often also have a scientific interest in the actual evolution of the Internet
and the techniques used to transfer data over it.

Obviously, it is not an easy task to share network capacity among millions
of heterogeneous users in a fair manner. Here, each user could be using a
unique subset of the Internet’s links, and run an application that requires a
minimal sending capacity to operate properly. The apparent solution to this
management problem has been to make the Internet, largely, self-managed.
Computers attached to the Internet have to operate in a way that maximizes
overall welfare. Each sender has to be able to choose a suitable sending rate
without having to synchronize its rate with all other users. Adistributed algo-
rithm for choosing the sending rate is required.

On the Internet, it is the senders and receivers (theend users) that are re-
quired to carry out this intelligent choice of sending rates. The end users have
approached this problem by using theTransmission Control Protocol (TCP).
TCP adjusts the sending rate in response to changing network conditions and
retransmits packets when packets appear to have been lost. With the principal
intelligence of the current Internet residing at the end users, the task of the
intermediate Internet architecture is relatively simple. Packets that arrive to a
link areroutedonward towards their destination links.

There does not exist any central entity which a new connection could con-
tact to find out the available capacity in the Internet, much less can a connec-
tion request and be guaranteed a certain share of the total capacity. Hence, a
new connection has to estimate the surplus capacity by itself. Estimating the
available capacity is the task of TCP, and different variants of the TCP protocol

3



approach this optimization task using slightly different methods.

The first variant of the TCP congestion control algorithm was implemented
in the end of the 1980’s in response to some recent Internet congestion col-
lapses [35]. Before TCP, a connection started injecting packets at a high rate
without inferring about or reacting to the level of congestion in the network.
The strategy used by TCP is to send packets towards the network without any
form of prior reservation, and thenreact to what happens to the sent pack-
ets. As long as packets are correctly received, the sending rate is increased. If
packets are lost, this is taken as an indication of congestion in the network and
the sending rate is decreased.

Every TCP source hence estimates the available capacity in the network in
order to decide how many packets it should have in transit. Packets are then
sent from the sender to the receiver, and the receiver confirms the reception
of the packets by returning small acknowledgement packets (ACKs) to the
sender. The TCP source then keeps track of a counter, thecongestion window
size, which determines how many packets the source is allowed to send onto
the link before it has to stop and wait for returning acknowledgement packets.

TCP’s behavior in a Wide Area Network (WAN) then more or less proceeds
in terms of rounds. The TCP source sends its current congestion window size
worth of packets towards the receiver. The packets travel over links with dif-
ferent propagation delays and also have to wait in queues to finally reach the
receiver. The receiver acknowledges the packets by returning ACKs that travel
along a possibly different path of links, where the ACKs face their own prop-
agation and queuing delays, on the way back to the sender. Hence, oneround
trip time (RTT)after packets were sent, returning ACKs will confirm that the
sent packets were successfully delivered. The sending rate is then increased
and the process repeated. On the other hand, lack of returning ACKs after one
RTT indicates that the network has problems. Lost data packets or lost ACKs
are taken as an indication that the network is congested. The flow-controlled
TCP sources respond to congestion by decreasing their sending rate. In this
way, a network with TCP sources becomes more or less self-regulating. New
packets are only sent into the network in response to returning ACKs. The
protocol is self-clocking.

The particular way the sources react to packet loss events is the main as-
pect that distinguishes the TCP flavors. The most widely used variants of the
TCP protocol are known under the names of TCP-Tahoe [35], TCP-Reno [1],
TCP-NewReno [23], TCP-SACK [24], and TCP-Vegas [11]. The TCP-Tahoe
flavor is the oldest variant with a simple form of ineffective loss recovery algo-
rithm. TCP-Reno has an improved loss recovery algorithm, capable of keeping
a relatively high sending rate even in the presence of occasional packet loss.
TCP-NewReno improves upon the TCP-Reno loss recovery algorithm to make
it more robust in case of multiple simultaneous packet losses. TCP-SACK al-
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lows the receiver to send back detailed information about which packets are
missing to the sender. The TCP-SACK algorithm hence also improves the loss
recovery phase in scenarios with multiple simultaneous losses. Finally, TCP-
Vegas uses a method that observes changes in the queuing delay to discover a
beginning network congestion and strives to find an ideal sending rate without
creating packet loss in the network.

The algorithms used by these flow-control protocols will now be described
in more detail. The main subject of this thesis is TCP modeling. Hence, we
will mainly discuss aspects of the protocols that are important for the mod-
eling survey that follows in Chapter4 and the research papers in the second
part of the thesis. For a more thorough introduction to the TCP protocols we
recommend [45, 61],

2.1 TCP-Tahoe
TCP-Tahoe is the oldest variant of the TCP protocol [35]. During a file transfer,
TCP-Tahoe moves between the so calledslow-start phase, congestion avoid-
ance phaseandtimeout loss recovery phase. The evolution of the sending rate,
controlled via thecongestion window size, is shown in Figure2.1.

time−
out

slow−
start

congestion
avoidance

slow−
start

slow−
start

time−
out

TCP−Tahoe
Congestion
window

Wmax

Figure 2.1: TCP-Tahoe congestion window evolution.

A file transfer starts in the slow-start phase with the congestion window
size,W, initialized to one packet. A single packet, with sequence number 1,
is sent on the link towards the receiver. Upon receiving this data packet, the
receiver acknowledges it by returning a small ACK packet. The ACK states
that the receiver is next expecting the packet with sequence number 2. The
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returning ACK also increases the congestion window size at the sender from
one packet to two packets. Two new packets are then sent onto the link, and if
no packet loss occurs two ACKs will return from the receiver, each increasing
the congestion window by one packet, resulting in a congestion window size of
four packets after these two rounds. During the slow-start phase the congestion
window size is thus doubled once every RTT. This increase of the congestion
window size continues until themaximal congestion window sizehas been
reached, or until a packet loss occurs. If the maximal congestion window
size is reached, consecutive loss free rounds will not increase the congestion
window size any further.

If the network should experience periods of congestion and drop packets
from the TCP-Tahoe sender, the sender will find out about this implicitly via
the lack of ACKs for the dropped packets. When a packet is sent, atimeout
timer T is started and initiated to a value dependent upon the source’s estimate
of the average and variance of the RTT. If ACKs cease to return, due to the
self-clocking nature of TCP, the source will not be able to send any new pack-
ets onto the link. Hence, the packet transmission will be temporarily stopped.
If the timeout timer expires before an ACK has returned for this packet, TCP
interprets this as a packet loss. After the timeout period, TCP-Tahoe will re-
initiate the congestion window size to one packet and set theslow-start thresh-
old to half of the value of the congestion window at the time the packet loss
was discovered. Then, the slow-start phase will be restarted where the conges-
tion window size is doubled every RTT. For this second slow-start phase, the
window doubling will only continue either to the next discovery of a packet
loss or until the congestion window has reached the slow-start threshold value.
Once the slow-start threshold has been reached, the aggressive slow-start phase
ends and is followed by the more cautious congestion window increase in the
congestion avoidance mode (see Figure2.1). During congestion avoidance,
every returning ACK increases the congestion window size by a small propor-
tion of the current window size asW←W + 1/W. SinceW packets are sent
every RTT, during loss free periods this will result inW returning ACKs, and
hence an increase of the congestion window size by one packet per RTT. The
linear increase of the congestion window size during the congestion avoidance
phase continues until either the maximal congestion window size is reached
or until another packet loss is detected. Packet loss is once again followed by
timeout, slow-start and another congestion avoidance phase.

The TCP-Tahoe protocol then consecutively moves between the slow-start,
congestion avoidance and timeout phases until all packets corresponding to this
flow have reached the receiver and been acknowledged to the sender. Also note
that a TCP receiver can implementdelayed acknowledgements. Then, instead
of sending an ACK for every received packet, the receiver only ACKs every
second packet. Since the returning ACKs increase the congestion window for
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the sender, the usage of delayed ACKs impacts TCP throughput. It is however
important that delayed ACKs are not allowed to be used when packets arrive
out of order. If a packet that arrives at the receiver has another sequence num-
ber than what the receiver is expecting, this immediately generates a returning
ACK.

The timeout/slow-start response to congestion events taken by TCP-Tahoe
is restrictive and conservative. However, such a drastic action as decreasing
the congestion window size to one packet at each congestion event can have
significant negative impact on the throughput of the protocol.

2.2 TCP-Reno
TCP-Reno retains the dynamics of TCP-Tahoe in terms of operation in the con-
gestion avoidance and the slow-start phase, as well as the significance of the
congestion window, the slow-start threshold and the maximal congestion win-
dow size [1]. The response to packet loss events has however been modified
in order to maintain a high sending rate in a mildly congested network. The so
called coarse-grained implementation of the TCP timeout in TCP-Tahoe leads
to long idle periods, while waiting for the timeout timer to expire. During this
waiting period, packet sending is discontinued which results in low through-
put. In TCP-Reno, the lengthy loss recovery phase has been improved upon
via the introduction of thefast retransmitloss recovery algorithm (see Figure
2.2).

time−
out

slow−
start

congestion
avoidance

slow−
start

congestion
avoidance

Congestion
window TCP−Reno

fr / fr

Wmax

Figure 2.2: TCP-Reno congestion window evolution.

Fast retransmit is a mechanism that sometimes results in a much faster re-
transmission of a lost packet than what would have been possible if only the
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expire of timeout timers was used to detect packet loss. The idea behind the
fast retransmit algorithm is intuitive and easy to grasp. Every time a packet
arrives to the receiver, the receiver responds by returning an acknowledgement
packet. Let us assume that packet numbern− 1 was correctly received but
that packet numbern was lost prior to reaching the receiver. Also assume that
packet numbern+1, n+2 andn+3 are correctly received. By implementa-
tion of the ACK procedure, the receiver will then acknowledge the reception of
packet numbern+1, n+2 andn+3 by returning an ACK to the sender stating
that it is next expecting the packet with sequence numbern, the lost packet.
Since also the ACK for packet numbern−1 stated that the receiver was next
expecting packet numbern, in addition to the first ACK, the sender will receive
three so calledduplicateacknowledgements(dup ACKs)for packet numbern.

When the sender receives the first dup ACK, it concludes that the receiver
has received packets in the wrong order and that this could result from packet
numbern being lost. It could however also result from packet numbern being
delayed because it has traveled along a different path in the network. The
sender hence acts conservatively and waits until it has received three dup ACKs
before it concludes that packet numbern has been lost and needs to be re-sent.
This mechanism is called triple duplicate detection.

If the congestion window is large enough and the packet loss rate small
enough so at least three dup ACKs are returned to the sender, the loss recovery
phase can be initiated already after one RTT, instead of waiting for a coarse
timeout timer to expire. The returning ACKs provide the sender with the in-
formation that the network does not appear to be significantly congested, since
a large proportion of the sent packets are successfully received and acknowl-
edged. Setting the congestion window size to one packet, as done by TCP-
Tahoe, and restarting with slow-start might therefore be too conservative. This
has lead to the implementation of fast retransmit in combination with thefast
recoveryalgorithm. Fast recovery replaces slow-start after a packet loss event
is discovered by triple duplicates. The effect of fast retransmit / fast recovery is
in principle that if a packet loss is discovered via triple duplicates, the first lost
packet will be quickly resent and the congestion window size halved. If the
resulting congestion window size allows it, linear increase during congestion
avoidance follows directly. This results in a more aggressive and more effec-
tive utilization of the available network capacity, resulting in high throughput
for the TCP-Reno sender when only a few packets are lost at each congestion
event.

The fast retransmit / fast recovery mechanism implemented in TCP-Reno
is able to increase throughput significantly for a TCP source that suffers oc-
casional packet loss. The design goal of fast retransmit / fast recovery was to
make TCP halve its congestion window sizeoncefor everycongestion event.
This goal is achieved if only one packet is lost from the source at each con-
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gestion event, where the fast retransmit / fast recovery instance will re-send
the first lost packet and quickly resume with congestion avoidance. If mul-
tiple packets are lost from a single window, the TCP-Reno fast retransmit /
fast recovery algorithm might however lead to multiple consecutive invoca-
tions, each invocation halving the congestion window size. In case of multiple
packet losses from a single window, the first re-sent packet will lead to the
receiver acknowledging that it expects the second lost packet. This ACK for a
previously sent and lost packet could be called apartial ACK. In the TCP-Reno
implementation of fast retransmit / fast recovery, the arrival of partial ACKs
will initiate a new fast retransmit / fast recovery followed by window halving.
These consecutive window halvings will decrease the congestion window so
much that TCP-Reno will ultimately not be able to send any new packets due to
the congestion window size restriction on the number of packets it is allowed
to have un-acknowledged on the link. Hence, multiple packet losses might fi-
nally lead to the sender having to wait for a coarse timeout timer to expire even
if the re-sent packets are being correctly received and acknowledged.

2.3 TCP-NewReno
TCP-NewReno has refined the fast retransmit / fast recovery algorithm to make
it more robust in response to multiple packet losses from one single window by
only halving the congestion window once for each congestion event [23]. This
is achieved by allowing the partial ACKs arriving during the fast retransmit
phase to increase the congestion window, hence keeping the self-clocking in
operation even during the loss recovery phase. TCP-NewReno then allows
packets to be re-sent into the network as long as previously re-sent packets
are being ACKed. For TCP-NewReno, a fast retransmit / fast recovery phase
is not considered finished, and the congestion window size effectively halved,
until all packets lost at the congestion event have been successfully re-sent.
Hence, if the re-sent packets are successfully transferred, TCP-NewReno is
able to recover from multiple packet losses by re-sending one lost packet per
RTT. Since the ACKs from the receiver only specifies the sequence number of
the next expected packet, TCP-NewReno is however not capable of re-sending
more than one lost packet per round.

2.4 TCP-SACK
The main contribution of TCP-SACK is an improved loss recovery mecha-
nism, effective in the case of multiple packet losses from a single window
[24]. The improvement is achieved by allowing the sender and the receiver
to extend more information via the ACK packets than simply the packet se-
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quence number of the next expected packet. If the sender and the receiver both
implement the TCP-SACK algorithm and the first lost packet is detected via
triple duplicates, the returning ACKs will include information on which pack-
ets are missing and which packets are stored in the receiver’s packet buffer.
This information allows the TCP sender to re-send the correct lost packets,
one or more each round in response to ACKs for previously re-sent packets,
until all lost packets have been re-sent. TCP-SACK has the same dynamics as
TCP-Reno during loss free periods, and also in the case when only one packet
is lost. After the loss recovery phase, the congestion window is halved and
congestion avoidance takes place.

The TCP-SACK implementation is hence an alternative to TCP-NewReno,
capable of coping with multiple lost packets from a single window. Whereas
both the TCP-NewReno and the TCP-SACK variants are good at avoiding
timeouts when multiple packets are lost from a window, TCP-SACK requires
fewer rounds to re-send the lost packets. Since the sender knows exactly which
packets are lost, if the congestion window allows it, more than one lost packet
can be re-sent each round. Note however that both the sender and the receiver
need to implement the TCP-SACK protocol for this improved loss recovery
algorithm to work.

2.5 TCP-Vegas
The TCP-Vegas protocol uses a rather different method, compared to the other
TCP variants, to infer about and react to network congestion [11]. Both TCP-
Tahoe, TCP-Reno, TCP-NewReno and TCP-SACK detect congestion by stress-
ing the network and increasing the sending rate until the network becomes con-
gested and packets are lost. On the contrary, the TCP-Vegas algorithm strives
to avoidcongestion and packet loss by adjusting the congestion window size in
a pro-active way. The loss recovery phase used by the other TCP flavors have
been complemented with a modified slow-start phase and a modified conges-
tion avoidance phase that monitors the changing delay in the network. An
increasing delay is interpreted as a beginning congestion, and an RTT close to
the (estimated) propagation delay is interpreted as an under-utilization of the
network. These modified congestion avoidance and slow-start phases lead to a
different form of congestion window size evolution for TCP-Vegas, as shown
in Figure2.3.

During both the congestion avoidance phase and the slow-start phase, TCP-
Vegas estimates the number,Nb, of packets that this source has back-logged in
the network as

Nb =
W

RTT
(RTT−RTTmin) =

(
W

RTTmin
− W

RTT

)
RTTmin,
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whereW is the current congestion window size, RTT is the last observed round
trip time, and RTTmin is the smallest round trip time seen since the connection
was initiated. Then RTT−RTTmin is the total estimated queueing delay and
W/RTT is the estimated current throughput; thus the formula forNb gives the
estimated number of packets that this particular source has back-logged in the
queues.
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TCP−Vegas
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Figure 2.3: TCP-Vegas congestion window evolution.

Compared to the other TCP flavors, TCP-Vegas then makes two major mod-
ifications to the congestion avoidance phase. First, each TCP-Vegas source
tries to keep the estimated number,Nb, of back-logged packets between two
thresholds,α andβ, whereα ≤ β in order to be able to quickly utilize avail-
able surplus capacity. IfNb < α, TCP-Vegas concludes that there aretoo few
packets in the network’s queues, and the congestion window is incremented by
one packet. IfNb > β, there aretoo manypackets in the network’s queues, and
the congestion window is decremented by one packet. Ifα ≤ Nb ≤ β, there
are amoderatenumber of packets at the bottleneck queue, and the congestion
window size is not changed. Typically, a TCP-Vegas source is configured with
α = 2 and 2≤ β≤ 4.

Second, after a successful fast retransmit, TCP-Vegas reduces the window
size by one quarter, while TCP-Reno reduces it by one half. Because TCP-
Vegas adjusts the window size at the incipient stages of congestion, it does not
need to make a large window size reduction upon loss events. A consequence
of the behavior of TCP-Vegas during congestion avoidance is that for long
file transfers in a network that is relatively stable in terms of load, given that
there is enough buffer space in the network’s queues, the TCP-Vegas sources
are able to find their ideal sending rates. Hence, a network with TCP-Vegas
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sources can operate without the periodic packet loss events the other TCP fla-
vors will always create during their search for the maximal possible sending
rate. Since each source tries to keep betweenα andβ packets in the queues,
the equilibrium sending rates for the TCP-Vegas sources will however lead to
a linearly increasing queuing delay as the number of sources increases.

TCP-Vegas also adapts a new algorithm during the slow-start phase. For
TCP-Vegas, the congestion window size is doubled only at every second RTT.
This allows the TCP-Vegas source to estimate the induced queuing delay in the
network for every used congestion window size. This queuing delay is then
used to calculate the number of back-logged packetsNb and decide whether to
continue in slow-start or not. Particularly, if the delay in the network increases
and the source hasNb > γ packets in the queues, TCP-Vegas increases the
congestion window by one packet, exits the slow-start phase, and transitions
to the congestion avoidance phase.1 In addition to the delay thresholdγ, a
maximum slow-start threshold is maintained in the same way as for the other
TCP flavors.

2.6 TCP connection establishment
The described aspects of the TCP procotols all address the congestion window
size evolution during a file transfer. For two applications (i.e. a Web browser
and a Web server) to be able to communicate, the TCP protocols used by the
sender and the receiver must first initiate contact and exchange information,
such as packet sequence number counters and the maximal congestion window
size. This initiation process precedes the actual data transfer phase and is called
three-way-handshake[45]. On a high level, the three-way-handshake process
involves the three steps:

1. The TCP protocol on the receiver’s computer sends an initiation packet to
the TCP protocol on the sender’s computer.

2. The TCP protocol on the sender’s computer acknowledges the receiver’s
packet and returns a connection granting packet to the receiver.

3. The receiver acknowledges the sender’s acknowledgement.

Upon successful completion of these three steps, the TCP connection is
initiated and applications on the receiver and the sender computer can start
communicating via the TCP protocol.

1The slow-start delay thresholdγ = (α+β)/2 is a standard choice.
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3 The network simulator ns-2

The TCP protocols described in Chapter2 are used by almost all computers
connected to the Internet. A constant ongoing research effort is put into re-
fining these protocols, as well as proposing new algorithms to get the most
effective and fair packet handling in queues in the Internet. Obviously, it is not
feasible to perform stress tests of early protocol proposals by rolling these out
on a large scale in the Internet. Such full scale real world tests would require
a large effort as well as having a negative impact on the performance in the
Internet. Consequently, the research community has to a large extent resorted
to simulations.

The network simulator (ns)[25] is currently one of the most widely used
network simulators. There are two main reasons for the large impact ofns;
first and foremost,ns is free which fits researchers at universities, and sec-
ondly the vast range of implemented network objects and the fact that the
leading network researchers promote and usenshas made it thede factosim-
ulator to use. Proposals for new network protocols are often accompanied by
an ns-implementation. The attitude within the network research community
is further such that an acceptance of a protocol proposal usually requires at
least anns-implementation and preferably also a real world implementation
for acceptance to the most prestigious conferences.

We have mainly usedns to get an understanding for the dynamics of the
protocols for which we are building stochastic models and to find interest-
ing twists worth investigating in more depth. Finally, in order to validate the
accuracy of our models and to make sure we have captured the protocols’ es-
sential dynamics, we compare the output of our models to the output from the
ns-simulator. Even though the end results of these simulations only turn up
as a few graphs in the model validation sections of the contributed research
papers, we would like to point out that investigating different networking sce-
narios by experimenting with the simulator corresponds to a large proportion
of the time spent on research during the preparation of this thesis. Through
the simulations, we have found differences in the behavior among the various
TCP flavors, and the hands-on experience with the protocols has guided us
through the decisions on which aspects of the protocol needs to be included in
the models and which can be left out.

During the last years, the documentation for the simulator has gradually
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been improved and the number of readily available on-line tutorials has in-
creased. Hence, with only basicUnix skills as a requirement, it is relatively
easy to start usingnsto run small scale simulations for simple topologies where
a few sources perform file transfers. To run simulations on a larger scale and in
order to analyze the output traces from the simulator effectively, a good work-
ing experience with script languages such asPerl [67], OTcl [68] and Unix
shell scripts, as well as access to mathematical software such asMatlab [33]
is essential. The simulator is written inC++ [46] and it uses OTcl as a com-
mand and configuration interface. Hence, in order to really understand how
certain procedures are performed by the simulator and to be able to update the
protocols or implement your own protocol, you need both OTcl and C++ skills.

With careful planning, advanced simulation scenarios can be constructed
usingns. Links are configured with capacity, propagation delay, queue size,
queue management- and scheduling schemes. Senders and receivers are con-
figured to use for example the TCP or the UDP protocol, over which applica-
tions like FTP and web sessions are run. The limiting factors for the degree of
complexity on network topology and traffic characteristics scenarios that can
be simulated depend to a large degree on the available resources in terms of
memory and CPU capacity on the simulator machine. It depends also on the
time available to carry out the simulations. Inns, simulation is carried out on
the packet level. This provides detailed statistics, but also leads to a linearly
increasing simulation time as the number of sources increases and as the net-
work capacity is scaled up on the links. As the interest shifts from simulating
Mbps links to simulating Gbps links, the time required to carry out a simula-
tion with many sources in a large network might no longer be feasible. Here,
simulators using the flow level granularity or a detailed analytic model might
be required to analyze network performance.

Another important aspect is the question of how one shouldvalidate ns.
Naturally, there is always a risk that a simulator environment is too simple and
that many aspects in a real network that might have a profound impact on net-
work performance is simply not included in the simulator. Likewise, it is possi-
ble that interesting aspects found during simulations and closely resembled in
our models simply turn out to be artifacts of thens-implementation. As an ex-
ample, an inadequate implementation of randomizing algorithms might yield
strange synchronization effects among different sources, effects that you would
not see in a real network. Also, with TCP being the theme of this thesis it is
worth pointing out that the TCP procotol implementations calledAgent/TCP,
Agent/TCP/Vegas, Agent/TCP/Sack1andAgent/TCP/Renoin thens-simulator
only capture the data transfer part of the TCP protocol, not the three way hand-
shake initiation phase that precedes the actual data transfer. Lately,FullTCP
protocols for some of the TCP flavors have been implemented as well. These
implementations do include the three way handshake phase. However, most
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proposed mathematical models for the TCP protocol focus only on the data
transfer part of TCP.

While it is important to be aware of the limitations of the simulator, our
final advise is however to elaborate with different network protocols and ap-
plications through extensive simulation studies. Doing so, the protocols will
no longer be purely abstract definitions. Instead, the protocols and their dif-
ferent parameters will be part of the modelers tool-box, providing the intuition
and ability required to judge the soundness of a proposed analytical model.
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4 A TCP modeling survey

Modeling of TCP has received attention both from computer scientists and
mathematicians. With their different backgrounds, viewpoints, possible goals,
as well as varying expertise within the area of computer science and mathe-
matics, their approaches often differ. Consequently there exist many different
methods and approaches to build a mathematical model of the TCP protocol,
ranging from simple schematic models to detailed models using very sophisti-
cated mathematics.

In this chapter of the thesis, we will give an overview of the dominating
modeling approaches used to model TCP. We have chosen to characterize these
using the following categories: renewal theory models, fluid models, proces-
sor sharing models, control theoretic models, and fixed-point methods. We
will point out the advantages and disadvantages of each modeling category,
and discuss how the approaches are related. We will note that the different
frameworks are able to achieve various levels of accuracy, and that results are
available for different kinds of networks and for varying degrees of traffic gen-
erality. Whereas the performance metrics from the simple models are often
easily grasped, and provide a picture of performance on the large scale, de-
tailed complex models that might require numerical solutions are needed to
distinguish different TCP variants in a highly loaded arbitrary network.

Our aim is that this chapter should give a sufficient overview of the mod-
eling approaches applied to TCP modeling, to illuminate the most suitable
approach for specific modeling objectives. Hence, given a well formulated
modeling task, the reader should be able to choose a successful modeling
framework. A brief summary of the relative merits of the different model-
ing frameworks follows. Firstly, if the purpose is on proposing detailed mod-
els, capable of distinguishing various TCP/Active Queue Management (AQM)
variants used today, we consider the renewal theory approach in Section4.1
and the fixed-point framework in Section4.2 to be the most promising ap-
proaches. Secondly, if the main interest is on analyzing the impact on network
performance originating from different file size distributions where an ideal
flow-control algorithm is assumed to be used, the processor sharing approach
in Section4.4 seems suitable. Finally, if the goal is to develop new stable
scalable flow-control algorithms, the control theoretic approach described in
Section4.5should be studied with care.
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The published works on TCP modeling is vast, and the research area is still
expanding. The survey in this chapter mainly covers research published prior
to 2003. Naturally, we have also had to make a selection among all work on
TCP. To keep up-to-date with the TCP modeling research frontier, we recom-
mend the reader to investigate what is published on the most important con-
ferences within the area. We consider this to be the ACM SIGMETRICS, the
IEEE INFOCOM, the International Teletraffic Congress (ITC), the IEEE/ACM
MASCOTS, the ACM SIGCOMM, and the IFIP Performance conferences.
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4.1 Renewal theory models
4.1.1 Modeling scope - renewal theory models
Packet based modeling of TCP using renewal theory has received a lot of at-
tention in the literature during the last five years. This approach has invented
many so called single source models, where TCP throughput is calculated
given known network performance metrics like packet loss rate and delay.
The widespread use and practical applicability of the models come to a large
extent from the fact that many models have resulted in easily implemented
closed form algebraic solutions. These formulas are possible to implement
in a straightforward manner. Given that network performance is known, the
models have shown the capability of estimating TCP performance with high
accuracy. The scope of these single source models has recently widened as
they have been used as building blocks in some of the fixed-point methods
described in Section4.2.

4.1.2 Overview of literature
We will now give a brief overview over the contributions within the renewal
theory area before describing the methods in detail. Here, as well as in the
other sections of the TCP modeling survey, the literature will be presented in
chronological order. Alternatively, this section could have been divided into
subsections for models that are on the same mathematical level, models that
take certain TCP aspects (slow-start, timeout, fast retransmit / fast recovery)
into account, or models that are validated against simulations or real data. We
have chosen to present the work in chronological order, since we think this
gives a fair picture of the contribution of both early and recent models. Some
early models might appear overly simplistic today, but with their novelty a
framework was provided that has been gradually refined.

The first modeling paper to have a large impact within the renewal theory
framework was the simple model by Mathiset al. [52] which modeled a TCP
of the Reno type in a low loss environment. The model approach was con-
siderably refined by Padhyeet al. [59] with increased accuracy forDropTail
networks for both low and high loss rates. The work in [59] resulted in the
often quoted “PFTK-formula”1 that estimates throughput as a function of loss
rate and round trip time (RTT) for persistent transfer, i.e. a TCP-sender that
always has data to send. The concept used while deriving the PFTK-formula
has since been used repeatedly in the literature. Kumar [44] models the cyclic
behavior of the TCP congestion window, using a discrete time Markov chain.
Throughput is compared for different TCP flavors performing long lived file
transfers. Cardwellet al. [13] extend the PFTK-formula and allow short file

1Named after the authors last names Padhye, Firoiu, Towsley, Kurose.
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transfers to be modeled by adding the connection establishment and slow-start
phases to the model. Kaj and Olsén are inspired by the renewal theory con-
cepts introduced in [52, 59]. Kaj [38] introduces a generic TCP model. Kaj
and Olśen refine the model from [38] and develop a TCP-Tahoe model in [39],
an experimental Tahoe variant that always use exponential window increase in
[40], and consider TCP-NewReno, both within a DropTail and a RED queuing
environment in [58].

Class based Differential Service (DiffServ) environments are investigated
using the previously derived single-source models as building blocks. In [73],
Yeom and Narasimha Reddy use the PFTK-formula from [59] to model a Diff-
Serv environment with high-priority IN-traffic and low priority OUT-traffic.
Malouch and Liu [51] also investigate TCP throughput in a DiffServ environ-
ment, here with focus on analyzing the relationship between the individual
sources’ throughput and the parameters used by the edge network marking and
shaping mechanisms.

Guillemin et al. [32] study the performance of TCP under the specific as-
sumption that packet loss occurs in clumps. For a fixed loss rate, it is shown
that the mean throughput increases as the size of the clumps and the time be-
tween loss events increase. Using the PFTK-modeling methodology as a start-
ing point, Samios and Vernon approach the TCP-Vegas protocol in a recent
paper [66]. TCP-Vegas uses both packet loss and changes in the delay to ad-
just its sending rate, but Samios and Vernon propose approximative results for
TCP-Vegas throughput as a function of packet loss rate and average RTT only.

4.1.3 Renewal theory models - the details

We will now give a detailed description of the work in [52, 59, 44, 13, 39,
40, 58, 73, 51, 32, 66]. The basic assumptions as well as the distinguishing
aspects and suitability of the models for different traffic-network scenarios will
be described. At the end of the section we will conclude with our view of the
advantages and disadvantages of using the renewal theory approach to model
the TCP protocol.

Generic TCP: Periodic loss, no timeouts, bulk transfer

Mathis et al. [52] analyze TCP’s congestion avoidance phase under the as-
sumption of periodic packet loss for persistent transfers. The window size
evolves as shown in Figure4.1. It is implicitly assumed that the packet loss
rate is small so that TCP is capable of recovering from each packet loss event
with a rapid fast recovery / fast retransmit operation (fr/fr). During fast retrans-
mit / fast recovery, a lost packet is quickly resent, the window size halved and
linear increase during congestion avoidance resumed.

The simple model for TCP throughput is derived in the following manner:
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Figure 4.1: TCP window evolution under periodic loss.

Packets are assumed to be independent and lost with probabilityp. Hence,
on average 1/p packets are sent between each loss event. The window size
is assumed to increase linearly with one packet per RTT during loss free pe-
riods, to be instantly halved at each loss event, and directly resume the linear
increase phase after the loss event. By inspection of Figure4.1, we see that the
time between each loss event takesW/2 RTTs. We know that on the average
1/p packets are transferred during this time. Hence, we find the relationship
between packet loss ratep and the size of the congestion window at loss events
W as
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By multiplying by the packet size (MSS bytes) and dividing by the cycle
length, average throughput is calculated as
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This is one of the most fundamental throughput formulas that can be derived
in this framework, and is usually denoted aC/

√
p-law because of the relation-

ship between throughput and loss rate. This qualitative relationship between
throughput and packet loss rate turns up in many modeling situations of TCP.
The actual constantC depends on the variant of TCP under consideration and
the assumptions made on how packets are lost inside the network. More explic-
itly, (4.1) shows that TCP-Reno is able to send at a rate inversely proportional
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to the square root of the loss rate, and that TCP-Reno discriminates against
connections with long RTTs, since sources with long RTTs receive a lower
bandwidth share than a source with a short RTT.

An implicit model assumption in the work by Mathiset al. is that once a
packet is lost, all packets sent shortly after this packet will also be lost. This
high loss correlation between packets could be motivated by a DropTail queu-
ing environment. The model, in all its simplicity, provides a reasonable ac-
curacy against ns-simulations in “rather low”-loss scenarios. Here, rather low
means loss ranges where loss do occur (and hence keeps the estimation in the
throughput formula from diverging to infinity), but at the same time where
the loss rate is small enough to allow the TCP source to recover from most
loss events with a rapid fast retransmit / fast recovery and avoid the lengthy
timeout.2

TCP Reno: Fr/fr, timeout, max-window, DropTail queue, bulk transfer
Padhyeet al. [59] continue and develop a more realistic TCP model with a
maximum sending rate, triple duplicate loss detection, timeouts and exponen-
tial back-off. Assumptions made on how packets are lost in the network’s
queues, and the dependence relationship between packets sent during differ-
ent RTTs are made more explicit. With these additions, their model is shown
to predict TCP throughput for persistent transfers for a much wider range of
loss rates. Due to an accurate model and an easily implementable closed form
solution, the end product has had a large impact on TCP modeling. Other
TCP models are often compared to the resulting so called PFTK-formula in
[59]. Further on, flow-control algorithms striving to be “TCP-friendly”, i.e. a
flow-control algorithm that aims at sending packets with the same rate as TCP
would for a given loss rate and RTT, has implemented the PFTK-formula for
rate control.

The renewal theory packet based model in [59] is based on the assumption
that packets are independent before the first packet loss, where each packet
has a certain probabilityp of being dropped. Based on this assumption, the
number of packets before the first loss is geometrically distributed and the ex-
pected number of successfully transmitted packets between each loss event can
be calculated. Based on the dynamics of the additive increase multiplicative
decrease TCP congestion window size evolution during loss free transmission
and at loss events, the expected time between loss events can also be calcu-
lated. Explicit assumptions made in the PFTK-formula are that packets are
independent before the first packet loss but correlated after the first loss. Given
the sender hasW packets on the link, and that packet numberk is the first lost
packet, all packetsk,k+1, . . . ,W are considered lost. The motivation for this

2The not modeled timeout phase makes up a significant proportion of the loss recovery
phases for loss rates larger than approximately 3−4%.
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packet loss correlation is a DropTail link. Thek− 1 “pre-loss packets” that
was correctly transmitted will however trigger the injection ofk−1 new pack-
ets into the network. These packets will generate duplicate acknowledgements
from the receiver, and these “dup ACKs” are used in the model to determine
if the sender will recover from loss via fast retransmit / fast recovery or via
timeout.

The modeled TCP variant is assumed to always use linear increase and
reside in the congestion avoidance mode. The receiver is assumed to ACK
everyb-th packet, and the sender’s congestion window sizeW is updated as
W ←W + 1/W upon each received ACK. A maximum sending rate is in-
cluded in the model through the senders maximum window sizeWmax. If at
least three duplicate ACKs are returned to the sender after a loss event, fast
retransmit / fast recovery occurs and the sender will quickly re-send the lost
packet and halve its window size. If less than three duplicate ACKs are re-
turned, the sender will timeout for a timeT0. Further on, the fact that a loss
of the first packet after a timeout doubles the following timeout length, the so
called exponential back-off, is taken into consideration. Including all these as-
sumptions, an expression for throughput (in bytes/sec) is derived as a function
of the loss ratep and the average RTT. An approximative expression for the
PFTK-throughput formula takes the form:

Throughput=

min


WmaxMSS

RTT
,

MSS

RTT
√

2bp
3 +T0min(1,3

√
3bp
8 )p(1+32p2)


(4.2)

Notice that the first term in equation (4.2) originates from the maximum win-
dow limitation, and that the second term reverts to the Mathiset al. formula
in [52] if we ignore timeouts by setting theT0 term equal to zero. The model
in [59] is validated against real traffic traces and is shown to be accurate for
persistent transfers.

Comparison of detailed TCP-Tahoe, Reno and NewReno models
The model proposed by Kumar [44] studies the cyclic behavior of the TCP
congestion window. Here, a cycle refers to the period between two loss events.
Under the assumption of independent packets, each packet being lost with
a fixed probabilityp, on the average(1− p)/p packets will be successfully
transmitted between each packet loss event. Since packet loss in the network
is not instantly observed by the TCP source, new packets will be sent in re-
sponse to previously correctly acknowledged packets before loss recovery oc-
curs. By denoting the size of the congestion window at the time the first packet
is dropped byU , Kumar propose that an additional(1− p)(E(U)−1) packets
are sent after the first loss until the end of the cycle. By regarding the expected
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time, E(Z), of such a cycle as the length of a renewal cycle, and the num-
ber of packets sent during this cycle as a renewal-reward, it follows that the
asymptotic throughput can be defined as

Throughput=
(1− p)/p+(1− p)(E(U)−1)

E(Z)
.

The expected cycle length and the size of the congestion window at the loss
events are derived for TCP-Tahoe, TCP-Reno and TCP-NewReno. The dis-
tinctive behavior of respective flow-control algorithm during the loss recovery
phase leads to different expected values onZ andU .

Kumar models the loss congestion windowU using a discrete time Markov
chain. The states in the chainUk ∈ 1, . . . ,Wmax represent different possible
sizes of the congestion window at the time of the first packet loss in each cy-
cle. Depending on TCP flavor,fM, the probability that loss recovery is resolved
using the fast retransmit / fast recovery method for a loss congestion window
of sizeM differs. Given fM and the packet loss ratep, the transition probabil-
ities for the Markov chainU are derived in a rather straightforward way. The
number of successful packets that must be sent and ACKed during the slow-
start and congestion avoidance phase respectively for the congestion window
to reach a specific value is specified and then the probability for this event
is calculated. Finally, the stationary solution to the Markov chain is derived
numerically. The probabilistic derivation offM and the expected cycle length
for the different TCP flavors are derived from the protocol specification of re-
spective protocol. The required number of duplicate ACKs for fast retransmit
/ fast recovery and the probability for this to occur under the assumption of
independent packets is calculated.

The throughput formulas for the different TCP flavors are compared and
show that, given known packet loss rate, the TCP-NewReno variant with a
low duplicate ACK threshold achieves the highest throughput. We do however
think that a fair comparison of the relative merits of the TCP flavors require
a model that takes the interaction between the sources and the network with a
given capacity into account. Taking the network model into account makes it
possible to illuminate the total system performance in terms of link utilization
and packet loss rate, hence making it possible to conclude which protocol per-
forms best. This TCP-network aspect will be discussed further in Section4.2
where fixed-point methods are investigated. Compared to the other discussed
renewal theory models that have closed form throughput formulas, the model
by Kumar require more implementation work. A discrete time Markov chain
needs to be set-up and numerically solved.

TCP-Reno: Arbitrary file size, slow-start, connection set-up delay
Both the Mathiset al. [52] and Padhyeet al. [59] model assume persistent
transfers, in the sense that they model only the congestion avoidance phase un-
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der the assumption that the congestion window evolution has reached station-
arity. For transmission of short files, TCP’s slow-start phase becomes domi-
nating since short files will not be able to utilize the persistent transfer average
congestion window size. Further on, for short files there are other aspects like
the fact that it takes a few RTTs from the initiation of a file transmission until
the sender and receiver has exchanged information about maximum window
size and packet sequence numbers and can start the file transfer, that have im-
pact on performance. These aspects need to be included to correctly model
download times for short transfers. Starting off from the model in Padhyeet
al. in [59], Cardwellet al. [13] extend the model and incorporate both the
TCP initiation phase and the slow-start phase and hence refine the model to
estimate throughput for files of arbitrary sizes. The extension involves adding
steps corresponding to modeling the expected time to transfer a finite file con-
sisting ofd bytes. The total expected time,E(T|d), to transfer a file of sized
packets corresponds to the time spent during the initiation, slow-start and the
subsequent congestion avoidance and loss recovery phases:

E(T|d) = E(Lh)+E(Tss|d)+E(Tloss|d)+E(Tdelack|d)+E(Tca|d).

Here,E(Lh) represents the expected three way handshake time,E(Tss) denotes
the expected time spent in the initial slow-start phase,E(Tloss) the expected
time until the first loss,E(Tdelack) the expected extra delay incurred from the
fact that the receiver uses delayed ACKs and hence might wait too long to ac-
knowledge the last packet of the transmission, andE(Tca) denotes the expected
time spent transmitting the remainder of the file (in congestion avoidance) af-
ter the initial slow-start. The authors note that if no packet is lost during TCP’s
initial three way handshake, that phase takes one RTT, whereas lost packets in
the forward or backward direction during the three way handshake phase can
lead to lengthy delays while waiting for timers to expire before retransmitting
the sender-source synchronization packets. These delays may have a profound
impact on download times for small files.

During the slow-start phase the window size evolution is modeled as a dou-
bling once every RTT. It is remarked that small files are likely to spend most of
their time in slow-start since a file-size of approximately 3SSthreshis required
for the sender to reach the slow-start thresholdSSthresh, where the sender
switches from exponential increase to linear increase during congestion avoid-
ance. The model is verified both againstns-simulations and real traces, and is
an important extension to the PFTK-formula. It provides a large improvement
for short file sizes during low load, and it further reverts to the PFTK-formula
as the file size and packet loss rate increase.

It should however be noted that even this extension does not account for
the full dynamics of a TCP sender. A real implementation switches between
the slow-start and congestion avoidance mode throughout the file transmission
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phase, where slow-start occurs after each timeout. The model by Cardwellet
al. in [13] does however account for the initial slow-start phase, which has the
largest impact on download times for the transmission of short files. It should
also be noted that the simulation validations of the model is done using the
FullTCP implementation in ns. FullTCP implements the three way handshake
phase of TCP, whereas the TCP implementations that most TCP models are
verified against does not. The simpler ns-implementations of the TCP protocol
start sending packets from the sender to the source directly, without any form
of initiation phase.

TCP-Tahoe/NewReno: Fr/fr & timeouts, DropTail & RED, bulk transfer

The research by Kaj [38], and by Kaj and Olsén [39, 40, 58] is inspired by
the research in [52, 59]. The model objective in [39] differs mainly from the
work by Padhyeet al. [59] in that the TCP-Tahoe flavor is modeled instead
of TCP-Reno, and that the assumption of correlated DropTail loss has been
replaced with an assumption about independent packets after the first loss in
each cycle. The independent packets assumption is motivated by a RED-queue
and its (approximately) independent packet dropping. Further, the description
of the renewal theory model and its validity is stressed more explicitly, the
distribution for the number of packets transferred between each loss general-
ized, and a continuous approximation of discrete stochastic variables during
the derivation of throughput formulas constitutes an important aspect of the
modeling method. The implication of various aspects of TCP flow-control like
a maximum window, a large initial window and timeouts are introduced step-
wise, making the contribution of each aspect to the model accuracy visible.
The model is validated against idealns-simulations using a single bottleneck
topology, one sender-receiver pair and a Bernoulli dropping scheme.
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Figure 4.2: TCP window evolution for TCP-Tahoe.

The modeling approach used by Kaj and Olsén is best described with the
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help of Figure4.2. The figure shows the most fundamental model for TCP-
Tahoe without maximum sending window. TCP-Tahoe restarts each period
after loss with a window of one packet even if the loss event is resolved by
triple duplicate detection.

Packets are assumed to be lost with probabilityp. By definingAn to be
the number of packets transmitted in cyclen before the first packet loss, un-
der the specific assumption of independent packets,An becomes geometrically
distributed with expected value(1− p)/p. With possibly delayed ACKs re-
sulting in acknowledgement of everyb-th packet, the window grows linearly
with slope 1/b during the modeled congestion avoidance phase. Further on,
Bn is defined to be the number of packets transmitted in cyclen after the first
loss until the end of the loss recovery phase where a new cycle begins.

The number of RTTs before the first packet loss is denoted byY, the length
of the loss recovery phase is assumed to be one RTT for fast retransmit / fast
recovery andT0 RTTs at timeout. Finally, the probability that a loss event
results in timeout is denoted byQ. By arguing that the number of packets sent
between two timeouts can be regarded as a renewal reward, and that the time
between the timeouts can be regarded as the length of a renewal cycle, under
the assumption of stationarity, the throughput is calculated as

Throughput= MSS
E(A∞)+E(B∞)

E(Y∞)+1+(T0−1)Q
, bytes/RTT, (4.3)

whereA∞, B∞, Y∞ denotes the stationary distributions.
Using a continuous approximation for the congestion window size, the rela-

tionship between the distributions are found through geometrical inspection of
Figure4.2. SinceYn =

√
2bAn andWn =Yn/b=

√
2An/b, and for independent

packetsE(B∞) = (1− p)E(W∞−1), inserting this into (4.3) gives

Throughput= MSS
(1− p)(1− p+

√
pπ/2b)√

bpπ/2+ pT0
, bytes/RTT (4.4)

for this TCP-Tahoe model. Equation (4.4) is also essentially of theC/
√

p
form. The throughput in (4.4) does however estimate lower throughput than
the PFTK-formula (4.2). The lower throughput results from Tahoe always
restarting sending with the initial congestion window size after a loss event.

The same methodology, starting from the distribution onAn and then deriv-
ing the relationship betweenAn and the other parameters are used to include
a maximum window and a large initial window for the TCP model in [39]. In
[58], an experimental Tahoe protocol that always use the exponential doubling
algorithm, characteristic of the slow-start phase, is analyzed using the same
approach as was used in [39]. The “slow-start model” turns out to be easily
analyzed and it is shown that, with a given packet loss rate, its aggressive win-
dow increase algorithm leads to a higher throughput than the normal linearly
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increasing TCP algorithm. The model is validated against an implementation
of this new protocol inns with very good accuracy for loss rates from 0 up
to 30%. The simulation validation scenario has been made more realistic in
[58] compared to [39], since the Bernoulli packet dropping device has been
replaced by a real RED-queue and cross traffic introduced to create packet
loss. Unpublished investigations by Olsén, using a fixed-point approach, does
however show that the total utilization on a link, and hence also the per source
throughput, becomes lower if a fixed number of persistent sources implement
the aggressive slow-start algorithm compared to using the normal combina-
tion of congestion avoidance and slow-start. Hence, the dynamics of the TCP
model with pure slow-start algorithm in [58] has not been elaborated on fur-
ther.

The TCP modeling framework from [39, 58] are further developed in [40]
where the more complex TCP-NewReno flavor is modeled. Compared to TCP-
Tahoe, TCP-NewReno has a refined behavior during loss recovery. At packet
loss events, the congestion window size is halved if the congestion appears
mild. The distribution for the congestion window size, the number of RTTs
between loss and the other expected values needed to calculate throughput
are then derived through the same kind of identifications as was done for the
simple Tahoe variant. The TCP-NewReno protocol does however introduce
a dependence relation for the congestion window size after consecutive fast
retransmit / fast recovery that is not easily modeled. Since the size of the con-
gestion window after each successful fast retransmit / fast recovery episode
depends on the size of the window after the previous packet loss event, and
since further the probability of timeout depends on the size of the congestion
window size at the loss event the two parameters are closely related to each
other. One of them is needed to calculate the other. This dependence relation-
ship is approximately solved by using the distribution for the Tahoe congestion
window size from [39] for the calculation of the timeout probability for TCP-
NewReno in [40]. A further important aspect investigated in [40] is that the
analysis of throughput of TCP-NewReno is performed both for the assumption
of a network with DropTail and RED queues respectively. The models in [40]
are validated againstns-simulations where a further step towards realistic sce-
narios have been introduced. The set-up is still a single bottleneck topology,
but heterogeneous cross-traffic from sources with different RTTs and indepen-
dently generated on/off traffic traverse over the single bottleneck.

TCP-Reno: Bulk transfer in a DiffServ environment with IN/OUT traffic

In [73], Yeom and Narasimha Reddy model the behavior of TCP in a class
based DiffServ network environment. The modeling method follows the work
by Padhye et al. [59]. The end result is a steady-state model for TCP bulk
transfer throughput as a function of packet loss rate, round-trip-time and the
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DiffServ contract reservation rate. Hence, compared to the model in [59], the
throughput formula is impacted by the DiffServ architecture through the class
reservation rates.

As a starting point, a two-drop precedence policy withIN andOUT traffic
is modeled. Upon arrival to the network, packets are marked asIN if the
per flow averaged sending ratelies below the agreed upon contracted rate.
Otherwise, packets are marked asOUT. If the network becomes congested,
packets marked asOUT are the first to be discarded. The packet loss rates
PIN andPOUT, defined for the two different priority classes, together with the
agreed upon contracted rate defines the reservation window sizerwnd through
the formula

rwnd =
contractrate
packet size

RTT.

An ideal packet marking scheme at the network entry point is defined as a
scheme that marks packets according to the relationship between the conges-
tion window size (cwnd) and the reservation window size (rwnd), such that it:
(i) Marks all packets asIN if cwnd< rwnd; (ii) If cwnd> rwnd, i.e. if we are
sending at a higher rate than our contract rate, the scheme marks packets as
IN with probability rwnd/cwndand the rest asOUT. In this model the edge
flow marking scheme of the DiffServ architecture is related to packet dropping,
and hence to the evolution of the congestion window size through the packet
classifying algorithm.

By combining the defined per class packet loss rate with the ideal packet
marking algorithm, renewal theory based models for the congestion window
evolution are stepwise introduced and refined by considering environments
where: (i) OnlyOUT-packets are lost, and where allIN-packets are success-
fully delivered; (ii) OnlyIN-packets are sent and these experience packet loss.
Here either noOUT-packets are sent, or all sentOUT-packets are lost; (iii)
Both IN- andOUT-packets are sent and lost. For all these three scenarios,
throughput is defined as

Throughput=
total number of sent packets

total transmission time
MSS, bytes/sec.

The window increase and decrease dynamics in the presence of delayed
ACKs, as well as the reaction to timeout and exponential back-off is modeled
to a high degree in the same way as the work in [59].

In the above three scenarios it was assumed that each flow could reserve
bandwidth and be individually policed. Scenarios where flows are unable to
reserve bandwidth individually, and where packet classifying intoIN andOUT
classes are performed on the aggregated traffic stream, are also investigated.
The aggregated classifying model is derived under the simplified scenario that
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only OUT-packets are lost and that timeout does not occur. It is then shown,
which should be expected, that traffic from the other flows in the aggregated
stream impacts the realizable throughput for any given separate flow.

TCP-Reno: Relation between throughput and DiffServ parameterization

Malouch and Liu [51] analyze the throughput of TCP bulk transfer in a Diff-
Serv environment. They derive a closed form expression for throughput as a
function of the network loss rate and DiffServ configuration parameters. Com-
pared to the DiffServ model in [73], the focus in the work by Malouch and Liu
is more on analyzing the relationship between the individual sources’ through-
put and the parameters used by the edge network marking and shaping mech-
anisms. At the edge of the network, packets are assumed to be marked and
classified using a token bucket, parameterized through the parametersρ and
σ. Here,ρ denotes the number of tokens generated per RTT for each source,
and since each packet requires one token, it also denotes the number of packets
each source is allowed to send as high priority traffic per RTT. If not all gen-
erated tokens are used, i.e. ifcwnd< ρ, the tokens are saved in a bucket able
to contain a maximum ofσ tokens. If the token bucket is filled, any surplus
in token generation rate over the used congestion window size is lost. As long
as there are tokens in the bucket, packets are marked asIN, whereas packets
arriving to the network when the bucket is empty are marked asOUT. An
arbitrary packet dropping algorithm discards packets from respective class in
such a way thatPIN < POUT, for example by using RIO (RED with IN and
OUT) active queuing management scheme.
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Figure 4.3: Packet IN-OUT marking for token rateρ and bucket sizeσ.

The throughput analysis in [51] uses the same method as [59]. The evo-
lution of the congestion window size is considered between loss events, as
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shown in Figure4.3. Starting with a simple TCP model with assumed periodic
packet loss and no time-outs, the congestion window grows linearly fromW/2
toW between two loss events. Depending on the relationship between the size
of the congestion window at loss eventsW, the token generation rateρ, and
the bucket sizeσ, the proportion of packets marked asIN andOUT differs.
With the packet loss rate being different in theIN andOUT class, the number
of packets classified asIN andOUT will influence the length of the period
between any two loss events, and the size of the congestion windowW at the
time of loss.

Figure 4.3 shows two principally different cases for the packet marking
scheme. In case A, after halving the window size,W/2 is still higher than the
token generation rateρ. Every round,ρ packets will be marked asIN, and the
remainingcwnd−ρ packets marked as out. As the congestion window keeps
increasing, the proportion of packets marked asOUT will increase. In case B,
the window sizeW/2 after the loss event is lower than the token generation
rateρ. Hence, in the beginning all packets will be marked asIN, and as long
ascwnd< ρ, tokens are also saved in the token bucket. This continues until
the bucket is full and containsσ tokens. Ascwnd> ρ, the saved tokens in the
bucket are used, and once the bucket has been emptied, each round the surplus
cwnd−ρ packets will be marked asOUT.

By geometrical inspection of Figure4.3, the relationship betweenW,ρ,σ,
the packet loss rates in respective classPIN ,POUT and the length of the periods
between loss can be derived. From these relationships, Malouch and Liu derive
a closed form throughput formula, where throughput is calculated as a function
of the token bucket parameters and the per class packet loss rate. It is implicitly
assumed that dropping and marking in a DiffServ environment is done on a per
class basis whereas the derivation of the model is done under the assumption
of per flow policing of the parametersρ andσ. The model is validated using
ns for a simulation environment where the token bucket is implemented but
where simplified configurable per class Bernoulli dropping schemes are used
to discard packets with loss ratesPIN andPOUT respectively.

Generic TCP: packet loss occurring in clumps

Guillemin et al. [32] study the performance of a single TCP connection under
the explicit assumption of packet losses occurring in clumps. For a given av-
erage packet loss rate, it is shown that the mean throughput is higher when the
network experiences rare periods of congestion, lasting a few RTTs, where a
large proportion of the packets are lost, compared to when packet loss events
are independent but occur more often.

Most of the analysis in [32] is carried out under the simplified assumption
of infinite file transfers by a TCP with no maximal window, which is capa-
ble of resolving from each packet loss event with a fast recovery. Hence, the
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slow-start and timeout phases of TCP are neglected. In a final section in [32],
it is however explained how to approximately include the maximal window
constraint, the slow-start phase and timeouts into the model.

In an environment where packet loss occurs with intensityα, the evolution
of the TCP congestion window size(Wα

n ) between RTTn and the consecu-
tive RTT n+ 1 is studied. In the modeled congestion avoidance phase, the
congestion window size evolves as

Wα
n+1 =




Wα
n +1, if no packets are lost

max(�Wα
n /2�,1), otherwise.

By denoting the random sequence number of the RTT where then-th loss
recovery period starts bytn, it follows that Gα = tα

n+1− tα
n denotes the ran-

dom number of RTTs between the beginning of two loss periods. By claiming
that the network forgets it past state quickly, the sequence(tα

n+1− tα
n ) is as-

sumed to be independent identically distributed (i.i.d.). For independent pack-
ets, previous research has shown that the distribution forGα and an asymptotic
throughput expression is readily available. Guilleminet al. do however con-
sider a packet loss process where the network drops a large proportion of the
packets for a few RTTs once it is in the bad state. In their model of packet loss:
(i) A loss period begins during thetα

n -th RTT interval; (ii) The loss period may
span over several, denoted byln, RTTs; (iii) A random numberXn packets are
lost from the source during this loss period.

For a given loss rate, defined as the product of the loss intensity and the
mean number of packet losses at each loss event,αE(Xn), packet loss can occur
often but with few losses (largeα, smallE(Xn)), or rarely but with clumps of
losses (smallα, largeE(Xn)).

In order to derive an expression for asymptotic throughput, the mean num-
ber of packets sent between the beginning of two loss periods and the average
inter-loss time are needed. Properties of the congestion window size at the end
of each loss period, i.e. the embedded chain(Vα

n ) = (Wα
tα
n +ln

) is studied since
it enjoys the Markov property. An involved and rigorous analysis follows that
finally results in an expression for asymptotic throughput as the rateα→ 0.
The expression, even for this simplified form of TCP, becomes intricate and
is not easily compared to other models that investigate the impact on perfor-
mance caused by correlated packet losses (see for example the review of [2]
in Section4.3). However, the authors are able to show that for given loss rate
αE(Xn), the asymptotic throughput increases as the variance ofXn increases.
Analogous to [2], the authors in [32] conclude that assuming an independent
loss process underestimates the performance of a real TCP connection.
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TCP-Vegas: Fr/fr & timeouts, slow-start, bulk transfer

All renewal theory based model reported so far have focused on TCP’s of the
Tahoe and Reno type. Much fewer models have been developed for the more
recent TCP-Vegas flavor. As described in Section2.5, Vegas differs signifi-
cantly from the Tahoe and Reno flavors with its adjustments of the congestion
window size both in response to observed packet loss and to changes in the
observed delay. This contrasts to TCP-Tahoe/Reno that keeps increasing its
sending rate until loss is observed. The motivation for the Vegas algorithm
is an ambition to achieve high network utilization while still avoiding packet
loss. From a modeling point of view, as a result of the delay sensitivity of
the Vegas algorithm, extending the Reno framework to modeling of the Vegas
algorithm has not been straightforward. Samios and Vernon have recently pro-
posed the first renewal theory based TCP-Vegas model for persistent transfer
that incorporates the dynamics of Vegas in an environment where packet loss
occurs [66]. Despite varying delay being an important part of the window size
adjustment process for Vegas, in the work by Samios and Vernon a throughput
formula for persistent transfers is derived only as a function of packet loss rate
and average RTT. Doing so, an easily implementable closed form solution is
provided.

The modeling approach derives throughput formulas by gradually consider-
ing environments where the packet loss rate increases. The four environments
investigated are environments where: (i) No packets are lost, and hence once
Vegas exits slow-start it will find its ideal sending rate and continue sending
with a constant rate; (ii) Packets are lost, but all packet loss events are resolved
without time-outs. Here the two cases when there is or is not enough buffer
space in the network to allow Vegas to keep its targeted number of packets in
the network are considered; (iii) Packets are lost, and leads in the worst case
scenario to a single timeout; (iv) Packets are lost, and exponential back-off
events are experienced due to consecutive timeouts.

The condition of Vegas being able to keep its targeted number of packets in
the network is quantified in terms of the packet loss ratep, and the final com-
plete formula for throughput takes the form of two different algebraic expres-
sions inp, for low and high loss respectively. The Vegas model is validated
for a persistent transfer againstns-simulations where cross-traffic is sent by
sources in a heterogeneous environment with a single bottleneck topology.

4.1.4 Advantages of the renewal theory approach

We conclude that there has been a big research effort put into modeling TCP
using the renewal theory approach. The so called “square root over p laws”
and the PFTK-formula are well-known expressions within the TCP modeling
community. One important positive aspect of the modeling results from the
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work within this area is that in most cases, throughput is given in closed form.
Such a closed form expression is easy to implement and use. It also makes
it possible to study the algebraic expressions to see how different parameters
like packet loss rate, round trip time, delayed acknowledgements and maximal
congestion window size impacts throughput. Also, with the end result being a
closed form the method scales well. In terms of calculating expected through-
put using the PFTK-formula (4.2), a maximum window of 16 or 1600 packets
does not impact the calculation time in any significant way, compared to for
example models where the TCP dynamics is described via a Markov chain and
where an increasing maximum window size significantly increases the num-
ber of states needed to model the TCP source. Also, with exception for the
simplest square root of p models, there has been a fair amount of success in
deriving accurate models, of course under the assumption that packet loss rate
and average round trip time are given. Important aspects of the TCP dynamics,
like the slow-start, congestion avoidance, fast retransmit / fast recovery, time-
out and exponential back-off phases have been successfully modeled, making
it possible to distinguish between various TCP flavors within the renewal the-
ory framework. The basic TCP models have also been refined to account for
different packet loss processes observed in DropTail and RED queues. Further,
the models can also reflect whether the queueing discipline is first come first
serve (FCFS) or if some classed based DiffServ architecture is in operation.

4.1.5 Disadvantages of the renewal theory approach
The main drawback with the renewal theory framework is that the models re-
quire the packet loss rate and the average round trip time to be given. We
consider a model capable of predicting performance from primary network pa-
rameters like topology together with statistical traffic assumptions to be more
usable. The models presented here also only estimate performance for one
single sender in the network. Most of the interaction with the network envi-
ronment is included into the assumption that the cross-traffic and the observed
source together generate the packet loss ratep. Both of these disadvantages
have however recently been dealt with when TCP source models and queuing
models have been combined using so called fixed-point methods (see Section
4.2). Another disadvantage is that most models are only derived under the as-
sumption of long lived flows [39, 40, 58, 66, 59, 52, 73, 51, 7, 19, 32, 44].
This despite the fact that it is well known that traffic on the Internet consists
of a mixture of short and long flows, making it important to be able to model
performance also for the short flows.
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4.2 Fixed-point methods
4.2.1 Modeling scope - fixed-point methods

As the vision for TCP and network modeling has grown, researchers have been
advancing from small single source models to models of multiple heteroge-
neous TCP sources in arbitrary networks. One method to achieve this has been
to combine the detailed models describing TCP’s behavior on the micro-scale
with well known network models, allowing a compound TCP-network model
to be analyzed.

There is one fundamental relationship used when combining these separate
TCP and network models into a framework for TCP-network modeling. Packet
loss rate and packet delay in the network depend on the sending rate of the
arriving traffic, and the flow-controlled TCP sources adjust their sending rates
in response to observed packet loss and packet delay.

This methodology of analyzing the interaction between separate models
in order to find the networks operating regime is usually called a fixed-point
method. The concept of fixed-point methods has been widely applied in classi-
cal telecommunication theory, where link utilization and blocking probability
have been calculated in circuit-switched networks.

In this section we will describe various fixed-point frameworks applied to
TCP-network modeling. We will focus here on the kind of frameworks where
a TCP model that has a meaning in a TCP single-source setting is combined
with a queuing model that describes how packets are being lost and delayed in
the network. The assumed fixed-point of the compound model is found either
analytically for the simplest cases, or numerically for more complex source-
network combinations.

There are other frameworks discussed in this thesis, like the control theo-
retic approach in Section4.5, and the processor sharing approach in Section
4.4, that could have been discussed in this section on fixed-point methods.
However, it is our opinion that the models for the source and the network in
the control theory and processor sharing frameworks are not really separate
interacting models. These source and network models are tightly coupled, en-
titling them to be discussed as separate frameworks in Section4.4and4.5.

4.2.2 Overview of literature

We will now give a brief overview of the last four years of progress in the
usage of fixed-point methods to model the interaction between a network and
adaptive TCP traffic. This discussion will include fixed-point methods where
the source is modeled using Markov chains [53, 15, 27, 14, 28, 29, 30, 71,
72, 5], is derived from a renewal theory model [12, 4, 65, 31, 20, 22], and
where TCP is modeled as a fluid [54]. Models have been put forward both for
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single-bottleneck networks [53, 15, 27, 14, 28, 29, 20, 71, 72, 4, 5], and have
been extended to multiple bottleneck networks [12, 4, 65, 31, 54, 22, 30]. The
model complexity used to model each bottleneck ranges from using simple
proportional excess models to using Markovian batch arrival queuing models.

Seminal work using TCP fixed-point methods was performed by Misraet
al. in their work from 1999 [53], modelingN TCP flows sharing a single con-
gested bottleneck link of the RED type. A similar situation was investigated
by Firoiu et al. in [20]. Casetti and Meo use a Markov chain model for TCP
sending on-off traffic, and combine it with anM/D/1/B model to investigate
performance for TCP-Tahoe in a single bottleneck topology in [14], and for
TCP-Reno using anM/M/1/B queue in [15]. Gibbenset al. [31] propose a
model for a randomly varying number of TCP-sources in an arbitrary network
topology with two different traffic classes, using the TCP model from [52] in
combination withM/M/1/B queues on each link. Misraet al. [54] propose a
fluid based TCP model in a multiple bottleneck network. The single bottleneck
framework proposed by Misraet al. in [53] and Firoiuet al. [20] is extended
to arbitrary network topologies by Firoiuet al. [22] and Bu and Towsley [12].

An alternative model for persistent TCP traffic in an arbitrary network topol-
ogy was proposed by Roughanet al. in [65]. Arvidsson and Krzesinski [4] use
a simple TCP model transferring files of exponential lengths and consider both
packet loss in the forward direction and ACK loss in the backward direction. In
[5], Arvidsson and Krzesinski extend their work from [4] with a considerably
refined Markov chain TCP model.

Garettoet al. [27, 28, 29, 30] propose a similar framework as the work
by Casetti and Meo in [14, 15]. In Garettoet al.’s work, TCP is modeled by
a stochastic finite state machine instead of the continuous time Markov chain
used by Casetti and Meo. The concepts are however closely related. The Tahoe
and Reno TCP-models used by Garettoet al. are detailed and the framework
allows transfers of files from arbitrary distributions and the consideration of
multiple bottleneck networks (in [30]). The Casetti and Meo framework is
further extended by Wierman, Osogami and Olsén [71, 72] to allow the TCP-
SACK and the delay and packet loss sensitive TCP-Vegas flavor to be modeled.

4.2.3 Fixed-point methods - the details

We will now describe the methods used in the briefly reviewed papers in more
detail. In some cases, the notation has been adjusted slightly from the origi-
nal papers to make the meaning of parameters like round trip time (RTT) and
maximum segment size (MSS) coherent in this presentation.
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N generic bulk transfer TCPs over single-bottleneck simple RED queue
The set-up in Misraet al. [53] is N persistent TCP sources sharing a bottleneck
link of the RED type. Simplified TCP models are derived by describing the
congestion window size evolution using a discrete time Markov chain. The
TCP sources are assumed to always use linear increase during loss free periods
and to instantly halve their window size if a packet loss event is experienced.
Hence, aspects such as slow-start, timeout and maximum window size are not
included in the TCP model.

The assumed stationarity of the distribution for the Markov chain for this
fundamental additive increase multiplicative decrease TCP behavior leads to
an average window sizeW∗i in bytes for sourcei where

W∗i = MSSi

√
2

p(q̄)
.

Here MSSi denotes the packet size in bytes for sourcei and p(q̄) denotes the
probability of packet drop at the single bottleneck for an average queue size
of q̄ packets. Packets are dropped using a simplified RED queue dropping law
p(q) that discards packets with an increasing probability as the instant queue
lengthq increases. By normalizing the congestion window size for all sources
into packets, writingW∗ = W∗i /MSSi , we get the relationship

W∗ =

√
2

p(q̄)
. (4.5)

To derive an independent expression forW∗, Misra et al. start by calculating
the throughput in bytes per second for sourcei. For a propagation delayRi ,
bottleneck capacityµ, queuing delayq/µ, and packet loss ratep, throughput
for sourcei, that depends on the packet loss rate and the round trip time can be
denoted as

Ti(p,Ri +q/µ) =
Wi

Ri +q/µ
,

whereRi + q/µ represents the round trip time. Next, note that if the single
bottleneck link is completely utilized, we have the relationship

N

∑
i=1

Ti(p,Ri +q/µ) = µ.

By using the packet window normalizationW =Wi/MSSi , we can solve forW
(in packets) which gives

W =

(
N

∑
i=1

MSSi

Ri µ+q

)−1

. (4.6)
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The fixed-point solution(W∗, q̄) is the solution to equations (4.5) and (4.6).
Existence and uniqueness of the fixed-point is shown by arguing thatW in
equation (4.5) is decreasing inq, whereasW in equation (4.6) is increasing in
q. Hence the expressions forW(q) in equation (4.5) and (4.6) will intersect at
the fixed-point(W∗, q̄) as shown in Figure4.4.

q
_

2/p(q)W = 

R µ +q

q

W

W*

i

Figure 4.4: Relationship betweenW andq for RED queues.

N bulk transfer TCP-Reno over single-bottleneck averaging RED queue

Firoiu and Borden [20] model the interaction between TCP and a single RED
bottleneck queue under the assumption ofN homogeneous persistent sources
in a similar way as the work in [53]. Both the RED model (which operates
on an exponential moving average) and the TCP model (using the model from
[59]) are more detailed compared to the work in [53]. The focus in the work
by Firoiu and Borden is also mainly on analyzing and proposing configuration
guidelines for RED in order to improve network stability. The authors use the
TCP model from [59] to calculate TCP throughputT(p,RTT) for a given loss
rate and round trip time. Under the assumption of homogeneous sources, each
source gets a fair shareµ/N of the total link capacity and has the same prop-
agation delayRi = R, for i = 1, . . . ,N. A relationship between each source’s
throughput and the average queue length ¯q follows by observing the system in
its stationary regime, under the assumption that the link is fully utilized, since
then

Ti(p,R+ q̄/µ) = µ/N, (4.7)

whereR is the propagation delay and ¯q/µ is the average queuing delay. By con-
sidering a finite bufferB, and inverting the throughput relation (4.7), they de-
rive the “queue law”, a relationship between average queue length and packet
loss rate, for a fully utilized system as

q̄(p) = G(p) = min[B,µ(T−1(p,µ/N)−R)].
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Further, they assume that the link drop module has a feedback control func-
tion p= H(q̄), where the packet loss ratep is calculated as an increasing func-
tion of the average queue length ¯q. Using the RED feedback control function
we have

p = H(q̄) =




0, q̄ < qmin
q̄−qmin

qmax−qmin
, qmin≤ q̄ < qmax

1, qmax≤ q̄≤ B,

whereqmin andqmax are configurable parameters for the RED queue, used to
control the average queue length.

By combining the queue law with the feedback control function we get a
description of the interaction between the average queue length, which depends
on the rate of the arriving traffic and the packet loss probability, which in turn
depends on the average queue length. The packet loss probability controls
the arrival rate of the flow-controlled sources and hence the dynamical system
takes the form

q̄ = G(p)
p = H(q̄). (4.8)

Since throughput is determined by loss rate and RTT throughT(p,RTT), the
fixed-point solution to the system (4.8) provides(p∗,q∗,T∗). The system (4.8)
is hence solved, and the resulting fixed-point is validated against simulations.
Further, from the solution to the fixed-point system, the authors provide intu-
itive guidelines for configuration of the parameters in the RED feedback con-
trol function in order to avoid queue length oscillations.

Bulk transfer in arbitrary topology, finite file sizes over single bottleneck
Bu and Towsley [12] has extended the single bottleneck framework used by
Misra et al. [53] and Firoiuet al. [20], allowing TCP traffic in an arbitrary
topology with multiple RED bottleneck queues to be modeled. It is shown
stepwise for a gradually more complex network topology how a fixed-point so-
lution for the average queuing delay and packet loss rate on each link is found.
Previous models are extended in three steps to: (i)N persistent TCP transfers
in a single bottleneck topology with packetmarkingand packet dropping; (ii)
Finite hyper-exponential file size transfers in a single bottleneck topology; (iii)
N persistent TCP transfers in anarbitrary networktopology.

To estimate TCP throughput in the fixed-point method, they try both the
simple square root ofp law of the form derived in equation (4.1), and the more
detailed PFTK-formula from equation (4.2). Packet loss probability and packet
marking probability is calculated using the RED queue dropping algorithm that
drops/marks based on the average queue length. The average queue length in
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the stationary operating regime is derived from a relationship between average
throughput, average loss rate and average RTT in a completely utilized system.

The first extension, allowing packet marking, includes a pretty straightfor-
ward extension of the square root ofp law and the PFTK-formula to always
halve the window size in response to packet marking. The second extension
to finite transfers involves using the extension of the PFTK-formula in [13]
for finite file throughput estimation, and combining it with insights from the
processor sharing model to calculate expected number of simultaneous short
lived flows in the system.

For the final, and in our view most important, extension to arbitrary net-
works, we follow the model description in [21]. The arbitrary network topol-
ogy is modeled as a set of linksK, traversed by a set of flowsF . Every flow
f ∈ F traverses a pathPf within the network. The path from the source up to
link k is denotedPf ,k. The topology of the network is defined by specifying the
capacityµk, propagation delaydk and queue control functionpk = Hk(qk) for
each linkk∈K. Tf is defined to be the sending throughput from the source and
Tf ,k is the effective throughput from the source leaving linkk (which differs
from Tf since some packets are being dropped at intermediate links). Output
from the fixed-point solution are the unknown variables link drop probability
pk, average queue lengthqk and the average effective throughputTf for each
flow. This fixed-point is defined through the following set of equations:

pk = Hk(qk), k∈ K (4.9)

Tf = Tf (pf ,Rf ), f ∈ F (4.10)

pf = 1−∏
k∈Pf

(1− pk) (4.11)

Rf = ∑
k∈Pf

(dk +qk/µk) (4.12)

Tf ,k = Tf

(
1− ∏

k∈Pf ,k

(1− pk)

)
(4.13)

∑
f∈Fk

Tf ,k ≤ µk. (4.14)

We can be observe from the system of equations that packet loss at links
are assumed to be independent (equation (4.11)) and that the sum of the ex-
pected flow throughput exiting from each link is constrained by the link capac-
ity (equation (4.14)). The method used to finding the solution to the system
of equations (4.9)-(4.14) is not described in [12]. However, [21] notes that the
system is solved using standard routines available from Matlab.

It is worth pointing out that the authors show that, among the two tested
TCP source models, only the PFTK-formula performs well together with the
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fixed-point method for high network loads. The simple square root formula, as
has been pointed out previously, does not provide a good throughput estimate
for high loss rates when TCP timeout events typically do occur.

Heterogeneous TCP & UDP sources: Finite file sizes & DiffServ

Closely related to the work in [12] is the work by Firoiuet al. [22] that ex-
tends the previous single bottleneck topology by Firoiu and Borden [20] in
many ways: (i) Their extension allows UDP flows to share the capacity with
TCP flows, which in principle only results in decreasing the available capacity
on each link by the effective UDP traffic rate.3 The UDP flows compete with
heterogeneous TCP traffic over a single bottleneck where TCP throughput is
modeled using the PFTK-formula for TCP flows having individual round trip
time Ri , packet size MSSi , and maximal window sizeWi ; (ii) The fixed-point
method is extended to model short lived flows in a similar way as in [12], using
the extension to the PFTK-formula from [13]; (iii) The modeling framework
is further extended to Differentiated Services, this time by estimating TCP
throughput using the single source TCP model derived in [73]; (iv) The frame-
work is extended to heterogeneous persistent sources in an arbitrary network
topology, describing the network with the same set of equations as Bu and
Towsley in [12]. Here, Firoiuet al. also put forward an algorithm for solving
the system of equations in (4.9)-(4.14) in an iterative manner.

With the extensions of the earlier derived single source throughput models
to a framework allowing the interaction between TCP sources and arbitrary
networks to be modeled, it appears to us that this modeling field has matured.
The impression is further strengthened by observing the relative readiness with
which the frameworks in [12, 22] are extended to finite transfers and DiffServ
architectures using suitable independently derived single source throughput
formulas. Frameworks where the fixed-point solution is found numerically
opens up for using a modelers favorite TCP model. This TCP model could be
one of the renewal theory models or a Markov chain model.

TCP-Tahoe/Reno CTMC model: Single-bottleneck M/M/1/B & M/D/1/B

A somewhat different approach used to model the interaction between TCP
and the network is taken by Casetti and Meo in [14, 15]. On a high level, the
idea is the same as used in the other research papers on fixed-point methods.
Traffic towards the network is generated by a separate high level TCP model,
where the sending rate of the TCP sources depends on the state of the network.
The state of the network, defined in terms of packet loss rate and queuing
delay, depends in turn on the rate of the arriving TCP traffic. Separate models

3The extension to let the network be shared by UDP and TCP traffic is also done in the
extended technical report version of [12].
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are used for the TCP sources and the network, but the models are allowed to
interact in order to find the networks stationary operating regime.

idle

busyidle

Figure 4.5: High level model of TCP source model.

TCP-Tahoe is modeled in [14], and TCP-Reno in [15]. The TCP protocol
is modeled using a continuous time Markov chain. On a high level, this chain
consists of two operating regimes, the idle and the busy regime, as shown in
Figure4.5. This allows on/off sources to be modeled. While in the idle state,
no traffic is generated, whereas traffic is sent at the full rate allowed by the
TCP congestion window in the busy state. Hence, the Markov chain contains
states corresponding to TCP’s congestion avoidance phase, slow-start phase,
fast retransmit / fast recovery phase and timeout phase. The chosen applica-
tion model, with exponentially distributed on and off times, hence directly mo-
tivates the exponentially distributed holding times in the idle and busy states.
Further, to justify the continuous time Markov chain model, the holding times
in the different busy states, i.e. the length of the RTT, is assumed to be expo-
nentially distributed.

The transition rates between the different states of the Markov chain is de-
termined by the loss rate and the RTT. All transitions in the busy regime, apart
from the transition out of timeout, occur once every RTT. Depending on if
all sent packets were correctly received, “few packets” were lost, or if “many
packets” were lost, the congestion window increases or decreases. The RTT in
terms depends on the network load, since the RTT consists of both queuing and
propagation delay. The stationary steady state probability vectorπ(s), s∈ S,
whereS denotes all states in the TCP Markov chain, is derived numerically.
The average generated traffic rate is then calculated by weighting the traffic
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generation rateG(s) for all statess∈ Sagainstπ(s) as

Γ = ∑
s∈S

G(s)π(s).

The calculation of the transition rates in the TCP Markov chain requires
the packet loss rate and the average queuing delay in the network. These pa-
rameters are derived from the queuing model, the second separate part of the
fixed-point framework. Casetti and Meo investigate describing the single bot-
tleneck network using anM/D/1/B queuing model in [14], and anM/M/1/B
queuing model in [15]. The Poisson arrival assumption is motivated by the
modeled traffic application, being the aggregation of many independent on/off
sources. The choice of fixed service times in [14] and exponential service
times in [15] is however not explicitly motivated, nor is the decision to alter
queuing model between these two works. The average arrival rateΓ from the
aggregated TCP traffic is used as arrival rate for the arrival Poisson process in
the queuing model. The average packet loss ratep and average queuing de-
lay are readily available from known results for theM/D/1/B andM/M/1/B
queuing models.

The fixed-point solution,(Γ∗, p∗), assumed to describe the networks sta-
tionary offered traffic rate and loss rate, is found through iterative analysis of
the TCP source model and the queuing model. The solutionΓ∗ corresponds
to the arrival rate producing the loss ratep∗ from the network model, and the
loss ratep∗ in terms induce the arrival rateΓ∗ from the TCP sources. The
TCP-network models are validated using thens-simulator for a single bottle-
neck topology with reasonable accuracy. The estimation of offered throughput
to the network is rather accurate whereas the model often overestimate packet
loss rate in the case of few simultaneous sources.

Whereas the accuracy of this type of model is high, implementing the model
might require a lot of work. We do however consider the implementation as-
pect to be negligible if an accurate analysis tool is required.

TCP-Vegas/SACK/Reno CTMC: Various single-bottleneck models

The TCP-network modeling framework used by Casetti and Meo in [14, 15]
is further refined by Wierman, Osogami and Olsén in [71, 72]. The main con-
tribution in [71] is an extension of the Casetti and Meo framework allowing
the delay sensitive TCP-Vegas protocol to be modeled in a network for sources
sending on/off traffic (the WOO-model). The extension includes two impor-
tant steps. First, a new continuous time Markov chain is derived, where states
corresponding to the modified slow-start and congestion avoidance algorithms
of Vegas are added. Further, the transition rates in the TCP-Vegas Markov
chain depend on both observed packet loss and observed change of the RTT.
An increasing RTT is interpreted as a sign of congestion, and the TCP-Vegas
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congestion window is decreased. A decreasing RTT is interpreted as an un-
derutilized network, and the congestion window is increased. Hence, the new
Markov chain also requires an extension of the network model, since the Vegas
model requires the queuing delaydistribution to be derived from the queuing
model.

Apart from introducing the TCP-Vegas model, in [72] the Reno model from
[15] is also refined to provide higher accuracy in high loss environments. This
increased accuracy is achieved by adding exponential back-off and a minimal
timeout duration to the Markov chain.4 A model for TCP-SACK is derived
from the TCP-Reno model by noticing that, on a high level, the main differ-
ence between Reno and SACK is that during the loss recovery phase, SACK
will avoid a lengthy timeout as long as one packet from the sent window is
transmitted to the receiver and none of the retransmitted packet are lost. One
final contribution in [72] is a thorough investigation of the impact of using
the M/M/1/B, M/D/1/B and theMr/M/1/B batch arrival queuing models
within the TCP-network fixed-point framework. Hence, it is hinted that the
accuracy of the fixed-point solution from the different TCP-queuing model
combinations depends on the length of the on periods of the file transfer. The
M/D/1/B model is claimed suitable for short file transfers, whereas persistent
transfers is claimed to lead to source synchronization where the network’s op-
erating point might be better described by representing the single bottleneck
network by a batch arrival model. The traffic dependent choice of queuing
model is supported by a simulation study by Olsén in [57]. In [57] the sin-
gle bottleneck topology is simulated for an extensive set of traffic types, for
various relationship between access rate and bottleneck bandwidth, and for
different form of active queue management schemes.

TCP-Tahoe/NewReno FSM models: Arbitrary file sizes
Garettoet al. approach the TCP-network modeling problem in a series of pa-
pers [27, 28, 29, 30]. In our view, the approach is closely related to the work of
Casetti and Meo [14, 15]. The main difference is that Garettoet al. are mod-
eling the TCP source using a stochastic finite state machine (FSM), whereas
Casetti and Meo use a continuous time Markov chain. The concepts do how-
ever appear closely related. The FSM TCP model contains a number of states
corresponding to the different phases of TCP (slow-start, congestion avoid-
ance, loss recovery) and the sending rate in each state. Transition probabilities
are defined between the states, as well as service times in respective state. The
proportion of time spent in each state is calculated, and the load towards the
network further derived by weighting the sending rate in each state against the
proportion of time spent in that state. The difference between the continuous

4The minimal timeout duration is set to one second as a default value inns version 2.26.
Configuring it to 0 justifies the model without minimal timeout in [15].
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time Markov chain used by Casetti and Meo and the FSM used by Garettoet
al. appears to be that no assumption on the distribution of the holding times
in each state is assumed in the FSM framework, whereas exponential holding
times is assumed in the continuous time Markov chain model. The exponential
holding time assumption for the RTT in [14, 15] of course only holds approx-
imately, and in the end the calculations performed by Casetti and Meo and
those of Garettoet al. to calculate load from the TCP model appear similar.

In [27], the FSM model for TCP-Tahoe is introduced, and together with
anM/M/1/B queuing model, a fixed-point framework for the modeling ofN
persistent transfers in a single bottleneck topology is derived. The TCP-Tahoe
FSM model is detailed, including a total of what is denotedMQ states describ-
ing slow-start, congestion avoidance, fast retransmit, time-out and exponential
back-off. The transition probabilities between the states in the FSM model
are derived from a description of the TCP-Tahoe protocol, and the transition
probabilities depend on the packet loss probability, estimated by the network
queuing model. A proposal for modeling packet loss correlation is introduced.
The probability of losing a packet, given that previous packets were correctly
received,PLf , and the probability of losing packets sent shortly after the first
lostPLa, are separated and related using an ad hoc method.

The concept ofN persistent transfers is introduced into the model through
the composition of the states in the FSM model. Each stateQ in the FSM is
described by anM/G/∞ system, where the expected number of customers in
each system,E(NQ), corresponds to the expected number of TCP transfers in
stateQ. Associated with each system is a service timeτQ, and a loadPQ. The
total loadΓQ from each single system is calculated as

ΓQ =
E(NQ)PQ

τQ
= λQPQ,

whereλQ denotes the arrival rate to the systemQ from other systems. The
total load from theN TCP sources is hence calculated by adding the load from
all MQ systems in the FSM state spaceS,

Γ = ∑
Q∈S

ΓQ.

For the persistent transfer set-up modeled in [27], the FSM consists of a
closed queuing system, where theN sources jump between theMQ different
systems indefinitely. No source is allowed to leave the system, and no new
source arrives. Analogous to the work of Casetti and Meo (and others), the
network sub-model is described using anM/M/1/B queuing model. Given
the loadΓ calculated from the TCP sub-model, average packet loss rate and
average queuing delay is calculated and iteratively fed back to the TCP sub-
model. From the average packet loss rate, thePLa andPLf parameters are calcu-
lated, the FSM re-initiated, and a new load calculated. This iterative process is
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continued until a fixed-point solution is found. The model is validated against
ns-simulations with good accuracy. The accuracy of the FSM TCP model is
confirmed by a quantitatively correct validation of the theoretical distribution
for the congestion window size, available from the solution to the FSM model,
againstns. In [27] an extension for multiple bottleneck networks is outlined,
and more details follow in [30].

Garettoet al. [28] extend their framework by including a TCP-NewReno
FSM model and by allowing finite sized file transfers. The main difference be-
tween the Tahoe and NewReno FSM model corresponds to modifying the tran-
sition probabilities, accounting for the fast recovery algorithm implemented
in TCP-NewReno. The extension allowing finite sized transfers includes two
modifications to the model. First, the FSM model is described by an open net-
work of systems where sources are allowed to enter the FSM with a certain
arrival rate and leave after a file has been transmitted. The finite size trans-
fers are modeled through a substantial extension of the number of states in
the FSM model. A number of classes are introduced, where each classc∈C
corresponds to a TCP file transfer withc packets left to send. A maximum
file size ofNmax

p packets hence requiresNmax
p classes and a total ofMQNmax

p
states. The different TCP states are still modeled using theM/G/∞ systems.
A file of size n packets enters the FSM in classn, and then gradually moves
down through the classes as packets are sent, until it finally reaches class 0 and
leaves the FSM. The total loadΓ from the TCP sub-model is hence calculated
by summing over all systems and all classes as

Γ = ∑
Q∈S

Nmax
p

∑
c=1

ΓQ,cPQ,c,

whereλQ,c andPQ,c denotes the arrival rate and load in systemQ of classc re-
spectively. Garettoet al. assume that file transfers of small files, when TCP is
likely to spend most of its time in slow-start, leads to bursty arrivals and elab-
orate on modeling the network using a batch arrival model. The distribution
of the batches are derived using an ad hoc approach related to the distribu-
tion of the congestion window size, available from the FSM TCP model. We
do agree that it is important that the distribution of the batches are physically
motivated from the TCP model. However, we question the approach of using
the distribution of the congestion window size as the batch arrival distribution.
Many factors, like the relationship between access and bottleneck bandwidth
and the degree of multiplexing will have an impact on how packets arrive to
the bottleneck queue.5

The principal contribution of the similar paper by Garettoet al. [29] com-
pared to [27, 28] is a somewhat more detailed discussion regarding packet

5See [57] for a simulation study of the single bottleneck set-up and a comparison between
packet loss estimation usingM/D/1/B, M/M/1/B andMr/M/1/B batch arrival models.
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loss correlation. Short-term correlation is identified as a concept originating
from burst losses in DropTail queues and long-term correlation emerging from
TCP sources becoming synchronized, resulting in cyclic behavior in network
queues. The model extension performed by Garettoet al. in [30] is focused
on extending the network to multiple bottleneck queues. Here, a network is
modeled as the assembly ofM[X]/M[X]/1/Bi queues, i.e. queues with batch ar-
rivals and batch services with distributionX. In the multiple bottleneck set-up,
the output from one of these queues corresponds to the input to the next queue.
The output traffic from a queue is adjusted from the input traffic by taking the
amount of lost packets on the input side of the queue into account.

It appears to us that the modeling framework used by Garettoet al. in
[27, 28, 29, 30] could be combined with the framework used by Wierman,
Osogami and Olśen in [71, 72], in order to model finite sized file transfers from
arbitrary distributions using the TCP-Vegas protocol. The choice lies between
working in the class based FSM queuing framework of Garettoet al. and using
the concept of deriving the packet delay distribution from the network, or to
use the Wierman, Osogami and Olsén framework and introduce the idea of
different classes, hence extending the Markov chain state space considerably.

TCP & UDP sources: An arbitrary network with priority queueing
Gibbenset al. [31] took a wide and general approach towards modeling adap-
tive TCP sources in an arbitrary network topology at an early stage. In [31] an
extension is made to their earlier fixed-point framework model that was used
to model unresponsive UDP traffic. The extension updates the framework to
an environment with responsive TCP sources in high and low priority traffic
classes for an arbitrary network topology with multiple bottlenecks.

Both the Mathiset al. formula [52] and the more detailed Padhyeet al.
PFTK-formula [59] are used as TCP throughput estimators. The network is
modeled as anM/M/1/B queue, with the modification that low priority traffic
is not allowed access to the buffer if there are already a configurable number
T < B packets queuing. Hence, this provides a simple form of differentiated
service environment with packet dropping as a function of the instant queue
length. Under the assumption of high- and low priority traffic arrivals of rate
ν1 andν2 respectively, a Markov chain is derived for the queue length, and a
closed form solution is found describing the stationary queue length distribu-
tion�π = (π0, . . . ,πB). Packet loss probabilities,L1,L2, for the high and low
priority traffic follows readily through

L1 = πB

L2 =
B

∑
i=T

πi .

Further, expected delay for high and low priority traffic is calculated allowing
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the RTTs in respective class to be determined and used in the TCP throughput
formulas.

The extension to an arbitrary network is performed under the assumption
of independent links. The end-to-end loss probability for priority classi ∈ 1,2
along the route using the set of linksr, Pir , can be calculated as

Pir = 1−∏
j∈r

(1−Li j ),

whereLi j denotes packet loss rate for classi at link j. The interaction between
the network and the sources follows from iteratively aggregating traffic rates
over all classes and routes, calculating the traffic load at each queue and then
calculating the induced loss rates and delays in queues of the network. This
process is then repeated until a fixed-point solution is found.

Generic TCP: Arbitrary network and a matrix fixed-point algorithm
The model by Roughanet al. [65] is related to and inspired by the work of
Gibbens et al. [31]. Roughanet al. investigate network performance ofN per-
sistent TCP sources. First, a single bottleneck topology is introduced, where
an explicit analytical solution for throughput and link loss rate is presented.
The extension to arbitrary network topologies requires the fixed-point for the
system to be solved using a proposed numerical algorithm.

The initial single-bottleneck framework uses a simple p-law,W =
√

2/
√

p.
By further assuming that the packet loss rate is a function of the average con-
gestion window size, i.e.p = p(W), it follows that

W =
√

2√
p(W)

. (4.15)

An independent relationship between the loss rate and the window size is pro-
posed by using a simple proportional excess packet loss model,

p(W) =
[NW−µ]+

NW
. (4.16)

By combining (4.15) and (4.16) it is possible to estimate expected per source
throughput since

W =
1
2

(
µ
N

+
√

(µ/N)2 +8

)
. (4.17)

Here, the number of persistent sourcesN and the link capacityµ are the only
in-parameters to the model. Both the p-law in (4.15) and the loss model in
(4.16) are of course too simple. The p-law does not include slow-start, time-
outs or a maximum congestion window. Nor does the proportional excess
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model take into account that packet loss is typically observed even when the
average aggregated arrival rate is lower than the link capacity. The model in
(4.17) is however simple and gives an intuitive easily grasped overview of ex-
pected performance in terms of packet loss rate and congestion window size,
with a closed form solution for window size as a function of primary network
parameters and traffic characteristics.

The extension to arbitrary network topologies generalizes the single bot-
tleneck framework in a direct way. A multi-dimensional matrix version of
the p-law is derived. The fixed-point solution to the multiple bottleneck sce-
nario is hence multi-dimensional, and a matrix based method using Newton-
Raphson’s method for iteratively finding the fixed-point in a few steps is pro-
posed. The validation againstnsshows that the method provides a qualitatively
correct view of throughput on different links in a multiple bottleneck network.
However, the lack of queuing in the proportional excess queuing model pre-
vents quantitatively correct results. This is corrected in the final step where
an M/D/1/B queuing model is used to represent the bottleneck links. Since
the M/D/1/B model estimates packet loss for loadsρ < 1, and since aver-
age queuing delay can also be calculated for given load, this model is more
accurate. However, the accuracy comes at a higher computational cost.

Generic TCP: Two way traffic with data and ACK loss, exp. file size

In [4], Arvidsson and Krzesinski model a bandwidth limited core network with
sources and servers on both side of the core. Sources download files with expo-
nential size from servers on the opposite side of the network. Hence, large data
packets and small acknowledgement packets flow in both directions across the
core. Using a fixed-point method, the purpose of the article is to qualitatively
derive expected load, RTT, TCP window size, number of simultaneous trans-
fers and packet loss rate per flow in both directions of the network.

The network is modeled using separateM/M/1/K queues for the forward
and backward direction and the TCP senders are modeled using a simple Marko-
vian model. The TCP model always resides in congestion avoidance mode,
where the window size is linearly increased if all previous sent packets were
acknowledged and halved otherwise. The probability of packet loss is calcu-
lated from theM/M/1/K model and independent packet losses are assumed.
The RTT is calculated as the sum of propagation and queuing delay in the for-
ward and backward direction, the load as the sum of data packets and ACKs,
the effective TCP sending rate (goodput) as the window size divided by the
time required to send a packet (including retransmissions). Finally, the number
of active flows depends on an “attraction factor”, defined as a function of the
network performance. A solution to a fixed-point for a system of two equations
for load in the forward and backward direction is sought. The solution is found
by stepping through possible values on the forward and backward packet loss
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rates until values satisfying the two equations are found from which all other
performance parameters can be calculated. With the aim being quantitative,
the model is not verified against simulations or measurements.

The used TCP model has the fundamental TCP behavior of halving at loss
events, however the lack of detailed loss recovery phase modeling prevents
different TCP flavors from being distinguished and limits the model to envi-
ronments with small packet loss rate, where timeout is rare. All in all the
model in the paper is interesting and even if it does not aim for quantitatively
correct results, for each component, like for example the TCP source, the net-
work model and the attraction factor could be refined, hopefully giving results
verifiable against simulations withns.

TCP-Reno: Two way traffic with data and ACK loss, geometric file length

Arvidsson and Krzesinski [5] continue their work on TCP for the same set-up
that was used in [4]. Files of random length is transferred over a bottleneck
network with servers and clients on both side of an intermediate core network.
The link in respective direction is modeled using anM/M/1/K model. Com-
pared to the simple closed form TCP model in [4], the TCP model in [5] is
considerably refined. Here, the TCP protocol is modeled using a discrete time
Markov chain with states corresponding to the slow-start, congestion avoid-
ance, duplicate acknowledgement and timeout loss recovery phases. Files with
geometrically distributed lengths are requested from the servers and sent over
the core link. These file transfer requests arrive to the servers according to a
Poisson process. A TCP sender starts the file transfer in an initial slow-start
phase with the slow-start threshold set to the maximum congestion window
size. In response to packets being lost and resent, the TCP source transits
between the duplicate acknowledgement, timeout loss recovery, congestion
avoidance and slow-start phases. To account for the finiteness of the transferred
files, there is also transitions to an absorbing end of file state. Packet loss and
queuing delay is delivered from theM/M/1/K network model, and the pos-
sibility of both packet loss and ACK loss is considered. Attention is however
given to the cumulative property of ACKs, hence ACK loss can sometimes be
neglected.

The expected number of sent packets in respective state of the Markov
chain, the time required for this and the transition probabilities between states
are calculated using the dynamics of the TCP-Reno protocol. The probabil-
ity for triple duplicate detection and timeout events is calculated under the
assumption of independent packets.

The relevant in-parameters to the model is network topology, TCP config-
uration parameters and the mean of the geometric file length distribution. The
model outputs load, effective throughput and packet loss rate in respective di-
rection, from which download times can be calculated. The sought fixed-point
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is found numerically using aC-programming language implementation. Start-
ing with an initial value for offered load in both directions, packet loss rate
and queuing delay follow from the network model. These metrics are used
to set-up the TCP Markov chain model, solve for the stationary distribution,
calculate a new offered load towards the network and compare it to the initial
load value. This iterative procedure is continued until the difference between
initial and new load is sufficiently small and the sought fixed-point is found.
The model is finally validated against, somewhat simplified,ns-simulations.
In the simulations, download times are calculated for various file lengths. The
traffic in the simulations is however limited to one sender and the packet loss
rate is artificially introduced. Despite the simulation scenario not capturing
the full complexity of the actual model, the comparison between model and
simulation in the considered cases is highly accurate for loss rates up to 10%.

Interesting refinements of the model in [5] would be to allow a more com-
plex network topology with multiple bottlenecks, and to transfer files from a
heavy tailed distribution using the proposed method of approximating these
with hyper-exponential distributions. It would also be appealing to include the
discussion regarding the attraction factor to model user sensitivity to congested
networks which was part of the model in [4].

4.2.4 Relative merits of the different fixed-point methods

In this section the, from our point of view, most important contributions to the
field of TCP-network modeling via fixed-point methods have been outlined.
On a high philosophical level the frameworks are all similar. One model is
used for the TCP sources and another model is used for the network. Then, the
source and the network model are allowed to interact to tune each other in the
search for the networks stationary operating regime. In a multiple bottleneck
set-up, traffic arrival rates�Γ∗ is sought such that it induces the packet loss
rates�p∗ and queuing delays�D∗ on the network’s links. These packet loss rates
�p∗ and queuing delays�D∗ in terms induce the arrival rates�Γ∗ from the flow-
controlled sources. Hence, we have a system of equations of the form

�Γ∗ = f (�p∗, �D∗)
(�p∗, �D∗) = g(�Γ∗),

where the functionsf andg depend on how, and with what accuracy, the TCP
sources and the network links are being modeled.

The differences between the discussed frameworks are mainly to be found
in three areas: (i) The accuracy of the fixed-point, which depends on the ac-
curacy (and complexity) of the separate source and queuing models; (ii) The
frameworks differ in the method used to find the fixed-point. For the cases
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where a simple model is being used for the source and the network model, so-
lutions are sometimes readily available in closed form. More detailed source
and network models in an arbitrary network topology often requires a numer-
ical solution method. Here, irrespective of the solution being analytical or nu-
merical, it is our strong opinion that the model for the source and the model for
the network should be separately verifiable. Given known packet loss rate and
queuing delay, the TCP throughput model should estimate accurate throughput
(compared to simulation), and given a (simulated) arrival process with speci-
fied rate, the network model should estimate the correct loss rate. Without the
models being separately verifiable, concluding which part of a non-accurate
compound model to tune becomes tedious; (iii) The last major distinction be-
tween the proposed frameworks is the level to which the models can be gen-
eralized to an arbitrary network topology. Even if all fixed-point methods are
extendible to arbitrary networks with multiple bottlenecks in theory, there are
certain papers that have addressed the issue more explicitly [31, 12, 22, 65].
For a framework to be easily extendible to multiple bottlenecks it is desirable
that the TCP source models only use information readily available from a net-
work model, or from a combination of network models. As an example, we
have seen that end-to-end loss rate and average queuing delay can be derived
in an arbitrary topology under the assumption of independent links.

Before choosing a fixed-point framework to extend, the researcher should
make a well founded choice between the proposed approaches. Options range
from using an analytically tractable model that might only yield qualitatively
correct results, to working within a more detailed framework that might require
a comprehensive numerical solution approach.

4.2.5 Advantages of the fixed-point approach
The obvious advantage with the fixed-point methods is that they combine sepa-
rate well examined models for the TCP source and for the network into a com-
pound model. This extends the usefulness of models that are proven accurate in
a single-source setting. The compound model with natural in-parameters like
network topology and traffic characteristics and out-parameters describing the
network and source performance should increase the interest and applicability
for the performance modeling area to network operators.

4.2.6 Disadvantages of the fixed-point approach
We do not have any explicit arguments against the fixed-point methods. We
do however note that the numerical methods used to find the fixed-point in
some frameworks require a great deal of implementation work. Typically, a
computer program is required to calculate queuing performance metrics and to
set-up a TCP model from which offered load is calculated. This process should
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be continued until a fixed-point for the investigated system is found. In a sin-
gle bottleneck network with homogeneous sources, this should be a relatively
straightforward task whereas performing the same operations in an arbitrary
network might require an ingenious strategy to find a multi-dimensional fixed-
point in an effective way. It is desirable that researchers make program im-
plementations used to validate published results available to other researchers,
allowing them to verify and refine proposed models.

We also consider it to be extremely important that the source and link mod-
els can be separately verified. Without the possibility of checking the accuracy
of the source and network model independently of each other, isolating the
flawed part of an inaccurate compound model might be tedious.

4.3 Fluid models
4.3.1 Modeling scope - fluid models

Within the fluid framework, TCP packets are approximated by a fluid flow-
ing through the network. Entities, such as the congestion window size used
by the sources and the queue length in the network, are assumed to change
continuously. The sending rate increases during loss free periods and is (in-
stantly) decreased in response to loss events. A typical set-up in the literature
is to model TCP bulk transfers. A system of (stochastic or ordinary) differen-
tial equations describing the changing rate of the TCP congestion window size
and the network queue length are derived. Packet loss in the network is mod-
eled as a stochastic process, and the loss events from this stochastic process
controls the congestion window size. Hence, the evolution of the congestion
window becomes coupled to the packet loss process, and TCP performance is
derived in terms of properties of the stochastic loss process. The solutions to
the differential equations are the time evolution of the congestion window size
and the queue length. From the congestion window evolution, performance
metrics like average throughput can be derived.

4.3.2 Overview of literature

Bonald [9] models the congestion avoidance phase of TCP-Reno and TCP-
Vegas using a fluid model. Performance in terms of link utilization, queue
length, stability, and fairness is compared for networks with TCP-Reno and
TCP-Vegas sources. Misraet al. [54] use Poisson process driven SDEs to
model the interaction between TCP sources and RED queues. Persistent sources
in an arbitrary multiple bottleneck topology are being modeled. Traffic is mod-
eled as a fluid, and packet loss events for every separate source is described by
a Poisson process. The model estimates the queue length evolution, and is
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validated against ns. A control theoretic analysis of this queue length evo-
lution illuminates problems with the sampling interval length when the RED
algorithm calculates average queue length.

Altman et al. [2] model TCP for bulk transfers, where the congestion win-
dow size grows linearly until packet loss occurs which is followed by fast re-
transmit / fast recovery or timeout. The focus in [2] is on analyzing the impact
on TCP performance stemming from the statistical properties of the packet loss
process. Explicit throughput expressions are derived under the assumption of
a general renewal process with independent identically distributed (iid) losses
and for a correlated Markov Arrival loss process. The correlation structure of
the loss process is shown to be important for TCP modeling in a LAN. The
common situation of modeling losses as independent is however claimed to be
justified in a WAN environment.

Feketeet al. [19] model the congestion avoidance phase of TCP using a
similar set-up as [2]. The modeling framework in [19] differs when modeling
in a LAN or a WAN environment. In a LAN, the congestion window size of
the individual sources impacts the RTT to a high degree, whereas the (fixed)
propagation delay have the largest impact on the RTT in a WAN environment.
Under the assumption of a Poisson loss process, the density for the congestion
window size after packet loss is derived as a function of the rate of the loss
process.

A somewhat different modeling approach is used by Altmanet al. [3] where
a network with two sources competing for the total network capacity is inves-
tigated. In contrast to the other fluid models, the sources are assumed to be
unsynchronized in such a way that only one source is affected by packet loss
at each loss event. In this environment explicit throughput expressions as a
function of the bottleneck capacity are derived when sources have the same
round trip time. For non-homogeneous sources with different round trip time,
bounds for the relationship between respective sources’ throughput are pro-
posed.

4.3.3 Fluid models - the details
Comparison of persistent transfers with TCP-Reno and TCP-Vegas
Bonald [9] compares the relative effectiveness of TCP-Reno and TCP-Vegas
using a fluid approximation. Using the model, he is able to show that the
congestion avoidance window dynamics of TCP-Vegas is more stable than the
algorithm used by TCP-Reno.

Bonald first analyzes performance for one source traversingN queues on its
way to the receiver. By defining the available bandwidth,µ, for this source as
the minimum available capacity on allN links,

µ= min
1≤i≤N

µi(1−ρi),
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whereµi is the service rate andρi the intensity of the cross traffic on linki, an
arbitrary network is approximated by a single bottleneck with capacityµ. In
this single bottleneck network, throughput for one source is analyzed. WithW
denoting the TCP window size andτ the propagation delay, it follows that the
throughput,λ, of the source becomes the minimum of the available capacity
and the used sending rate per round

λ = min(µ,W/τ).

With Bi being the total buffer space at linki, it follows that the available buffer
space at linki is B = Bi(1−ρi). Hence, the maximal sending rate,Wmax, that
uses the maximum surplus link capacity and the available buffer space is the
sum of the bandwidth-delay product and the available buffer space,

Wmax = µτ+B.

During the congestion avoidance phase, the congestion window increases if
the network does not appear to be congested. However, ifW(t) reachesWmax,
this will cause the buffer to overflow and leads to instant window decrease
in the fluid model. The multiplicative decrease parameter lies in the interval
0≤ γ≤ 1, and the round trip time is defined by

RTT(t) = max

(
W(t)

µ
,τ
)

.

The differential equations, describing the congestion window size evolu-
tion, can hence be described for TCP-Reno as{

dW
dt = 1

RTT(t)

W(t) = Wmax⇒W(t+) = γW(t),
(4.18)

and for TCP-Vegas as{
dW
dt = ε(t)

RTT(t)

W(t) = Wmax⇒W(t+) = γW(t),
(4.19)

where

ε(t) =−1
2
(sgn(X(t)−α)+sgn(X(t)−β)), (4.20)

and where the source’s buffer occupancyX(t) is estimated by the source as

X(t) =
(

W(t)
τ
− W(t)

RTT(t)

)
τ.
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Here, theε(t)-function (4.20) reflects that each TCP-Vegas source strives for a
sending rate that keeps betweenα andβ packets in the network’s queue during
the congestion avoidance phase.

A direct extension from the single window dynamics described by (4.18)
and (4.19) to N sources, assumed to perform synchronized window halvings at
each loss event, gives a fluid model description of the total aggregated conges-
tion windowW = W1 + . . .+WN.

Source and link performance measures, like average throughput and aver-
age queue length for networks used by the respective TCP flavor, is derived.
From the comparison of performance measures when the link is traversed by
traffic from TCP-Reno or TCP-Vegas sources, a number of important conclu-
sions regarding respective TCP flavor is observed. We think the four most im-
portant observations in [9] are that: (i) The congestion avoidance mechanism
of TCP-Reno leads to periods of under and over utilization in the network.
Synchronized sources using the packet loss based window adjustment algo-
rithm of TCP-Reno leads to a low average link utilization for networks where
the bandwidth-delay product is high; (ii) The well known discrimination by
TCP-Reno against sources with long RTTs is quantified within the model; (iii)
If sufficient buffer space exist in the network, the window size of TCP-Vegas
will be stabilized. Since every source tries to keep betweenα andβ packets in
the queue, a buffer size ofB> Nα packets is the critical buffer size value, mak-
ing it possible for the TCP-Vegas congestion window size to stabilize. If there
is less buffer space than the critical value available, TCP-Vegas will experi-
ence the same periodic congestion window behavior as TCP-Reno in terms of
synchronized periodic loss; (iv) In an environment with sufficient buffer space,
B > Nα, TCP-Vegas will distribute the available capacity fair among the com-
peting senders independently of the RTT of the individual sources. This hence
differs from TCP-Reno that discriminates against sources with long RTTs.

Despite that the fluid TCP models are simplified (no slow-start, timeout or
maximal window), that the fluid approximation results in totally synchronized
packet loss, which is a too pessimistic assumption, and that the model is only
valid for long lived flows, the analysis in [9] is very elegant, easy to follow and
provides a fair amount of intuition about the advantages and disadvantages of
the TCP-Reno and TCP-Vegas protocols.

Multiple long-lived TCP flows over averaging RED queue

Misra et al. [54] derive a model where the changing rate of the TCP con-
gestion window is described via a Stochastic Differential Equation. The SDE
consists of one deterministic increasing term corresponding to the linear in-
crease during loss free periods, and a window halving term in response to
packet loss, where these losses occur at stochastic time points described by a
Poisson process. By combining the model for the window evolution with a
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model describing how the rate in the packet loss process from a RED queue
depends on the arrival traffic, a system of equations is set-up. The numerical
solution to the system of equations provides the evolution of the queue length
and the evolution of the size of the congestion window.

The evolution of the congestion window of TCP with additive increase and
window halving at stochastic times is described by the SDE

dWi(t) =
dt

Ri(q(t))
−Wi(t)

2
dNi(t), (4.21)

whereNi(t) is a Poisson process with time varying intensityλi(t) andRi(q(t))
the round trip time for a queue lengthq. By taking the expected value of (4.21)
under the simplifying assumption that the congestion window evolution and
the packet loss process are independent, we get the approximative expression

dE(Wi)≈ E

(
dt

Ri(q(t))

)
− E(Wi(t))λi(t)

2
dt. (4.22)

The model accounts for the fact that discovery of packet loss is delayed (a time
denoted byτ) from the actual time packets are dropped in the queue. The rate
of packet loss for sourcei is proportional to the sending rate of this source and
the packet loss rate in the queue for given queue length. This is expressed as

λi(t) = p(x̄(t− τ))
Wi(t− τ)

Ri(q̄(t− τ))
, (4.23)

whereRi(q̄(t− τ)) denotes the RTT in a queue with average queue length ¯q at
time t− τ, and wherep(x̄(t− τ)) is the packet drop law of the Active Queue
Management scheme (AQM) for a moving average queue length ¯x at the time
t− τ.

Inserting (4.23) into (4.22) and by approximatingE(1/Ri(q)) by 1/Ri(E(q)),
a differential equation relating the average congestion window size to the av-
erage queue length ¯q and the AQM’s moving average queue length estimate ¯x
follows through

dWi

dt
=

1
Ri(q̄(t))

− Wi(t)Wi(t− τ)
2Ri(q̄(t− τ))

p(x̄(t− τ)). (4.24)

The estimate of the average queue length used by the AQM is assumed to be
(as used by RED) an exponential moving average based on sampling of the
queue everyδ seconds. At the sample points, the current queue length and
previous average queue length are weighted together. An expression for the
AQM’s estimated moving average queue length is derived, taking the form

dx̄
dt

=
log2(1−α)

δ
x̄(t) − log2(1−α)

δ
q̄(t), (4.25)
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where 0< α < 1 is a constant. Finally, using the Lindley equations, an expres-
sion for the evolution of the real average queue length follows through

dq̄(t)
dt
≈−µ+

N

∑
i=1

Wi(t)
Ri(q̄(t))

. (4.26)

Combined, equation (4.24), (4.25) and (4.26) describe a coupled system re-
lating the average congestion window size, average real queue length and the
AQM’s moving average queue length to each other. The numerical solution to
the system gives an estimate of the evolution of the real and weighted moving
average queue lengths and the congestion window size. The model is further
refined by an extension to multiple bottleneck networks and by a TCP model
that includes time-outs.

The model is validated againstns-simulations with high accuracy. The
study of the queue length evolution also illuminates a design problem for RED
- how to choose the sampling intervalδ. The chosen length of the sampling in-
terval is shown to have impact on the stability of the RED queue. The authors
propose that theδ-parameter should be set dynamically in such a way that the
sampling period is not affected by the TCP sources choice of packet size or
the rate of the arriving traffic. Such aδ-choice is claimed essential to achieve
good performance with RED.

Generic TCP: Impact on performance by packet loss correlation structure
The TCP model by Altmanet al. [2] models the congestion avoidance phase
of TCP where the window grows linearly during loss free periods and is multi-
plicatively decreased at loss events. With the normal choice of halving after a
loss event and by denoting the rate of the window increase during the loss free
periods byα, the size of the congestion window,X, just prior to then+ 1-th
loss event occurs becomes

Xn+1 =
1
2

Xn +αSn,

whereSn := Tn+1−Tn and{Tn}∞
n=1 is a realization of the loss event point pro-

cess. Here, the TCP model is simplified and lacks the slow-start and timeout
phases as well as an upper limit on the congestion window size.

In particular, the properties of theSn process describing the length of the
inter-loss periods and its impact on the evolution of the congestion window
and throughput is the focus of the investigation in [2]. Altmanet al. motivate
their investigations by stating that previous TCP models have used, directly or
indirectly, the according to Altmanet al. unrealistic assumption of determin-
istic or exponentially distributed inter-loss times. Their investigations show
that other types of loss processes can be observed on the Internet and that the
properties of the loss process to a large extent depends on whether LAN or
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WAN traffic is observed. Whereas independent packet loss might be a proper
modeling assumption in some environments, the correlation between packet
loss events might be highly noticeable for other set-ups.

Let

R(k) = E(SnSn+k)

be the correlation function for the process{Sn}∞
n=−∞ and let

Ĉ(k) =
R(k)−E(Sn)2

E(Sn)2

be a normalized covariance function. Altmanet al. show that the average TCP
throughput,X̄, takes the form

Throughput= X̄ =
1

RTT
√

p

√
3
2

+
1
2

Ĉ(0)+
∞

∑
k=1

1
2kĈ(k). (4.27)

Here, it is worth noting that deterministic inter-loss times returns the well
known square root ofp formula

Throughput=
1

RTT

√
3

2p
,

and that throughput in the general case is expressed as the sum of a con-
stant that only depends on the average time between the loss events through
p and a term that increases linearly with the variance of the inter-loss times.
Hence, from the model it is possible to conclude that throughput increases as
the correlation between inter-loss times increases. Using the throughput for-
mula (4.27), Altman et al. investigate explicitly scenarios where we have: (i)
Deterministic inter-loss times; (ii) Independent identically distributed random
inter-loss times from a general renewal process; (iii) Correlated loss modeled
by a Markovian Arrival Process (MAP).

In an effort to refine the TCP-model, a maximal sending windowM is
added, resulting in the congestion window evolution being described by

Xn+1 = M∧ (
1
2

Xn +αSn). (4.28)

The inclusion of an upper bound complicates the analysis considerably. Instead
of an explicit throughput formula we have to do with bounds on throughput
performance for scenarios (i), (ii) and (iii) above. Also, a simplified form of
timeout is included in the TCP model.

The model is finally validated in a LAN, MAN and WAN like environment
and the observed throughput is compared to previous throughput formulas.
The authors conclude that when modeling TCP throughput in a LAN environ-
ment it becomes important to take the inter-loss correlation into account. Loss
events in a WAN are however rather well described by a Poisson process.
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Generic TCP: Aggregated window distribution in LAN and WAN

The difference in the evolution of the TCP congestion window in a LAN and in
a WAN environment is the focus of the fluid model by Feketeet al. [19]. The
end result in both the LAN and the WAN environment is the distribution of the
TCP congestion window size which is validated with high accuracy against the
ns-simulator. The TCP variant under investigation is of the generic form that
always resides in the congestion avoidance phase, where each ACK increases
the window size by 1/W. Aspects such as timeout, slow-start and maximal
window is not included in the TCP model.

The authors choose to introduce a fluid model in something they denote
dimensionless timeτ. With µ denoting the network capacity,P the size of a
packet andt real time, the dimensionless time is defined by

τ =
tµ
P

.

The evolution of the congestion window can be described by the following set
of equations


dW
dτ = 1

τRTT
, during loss free periods

W(t+) = W(t−)
2 , t+ after loss, t− before loss.

(4.29)

The model interpretation is that each ACK increases the congestion window
size by 1/τRTT, whereτRTT is the number of ACKs received per RTT from
the receiver. In a LAN environment, the major part of the RTT is assumed
to consist of queuing, and in an environment with one single TCP source the
queuing time then depends on the number of packets this source sends per
RTT, i.e.τRTT = W, resulting in the system

dW
dτ

=
1
W

, (4.30)

having the solution

W2(τ) = W2(0)+2τ.

A description of the congestion window evolution is derived in an iterative
manner. By starting and observing the window evolution during the time pe-
riod between two losses,xi := τi+1− τi , whereτi+1, τi corresponds to the di-
mensionless time points for thei-th andi +1-th loss respectively, the relation-
ship

W2
i+1 = (

Wτi+1

2
)2 =

W2
i

4
+2

xi

4
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follows. By continuing and stepping backwards through the loss events, the
impact of the initial congestion window sizeW0 decreases, and in the end the
size of the congestion window size after loss,Wal, is described by

W2
al = lim

N→∞
W2

N = 2
∞

∑
k=0

xk

4k+1 . (4.31)

Under the assumption of exponentially distributed inter-loss times{xi} and by
accounting for the discrete nature of the after loss window size, an explicit
expression for theWal distribution is derived via the Laplace transform. This
distribution is compared against empirical observations from thens-simulator
with a high level of accuracy.

The difference when modeling in a WAN environment is that the propa-
gation delay becomes significant and that the queuing delay becomes only a
secondary contribution to the total round trip time. To be able to use the model
in (4.29), τRTT is now expressed (in packets) as two times the bandwidth-delay
product on the link between sender and receiver, i.e.

τRTT =
2Dµ

P
, (4.32)

whereD is the sender-receiver propagation delay, assumed to make up the total
round trip time.

Inserting (4.32) into (4.29) and using an, according to the authors somewhat
unrealistic, assumption of exponential inter-loss times leads also in the WAN
setup to explicit expressions for the distribution on the after loss congestion
window size.

These results are valid for a single source in a LAN and WAN environment
respectively, where the packet loss rate is assumed to be known. The model is
extended to account for the distribution of the aggregated window sizes from
N sources,W = ∑N

i=1Wi . This extension is done in the WAN environment
under the assumption of independent sources using mean field theory. In a
LAN environment, where queuing is assumed to be the major contribution
to the RTT, the independence assumption is not justified. Here, the sources
become coupled since the queuing delay depends on the sum of all sending
sources window size, i.e.τRTT = W = ∑N

i=1Wi . An approximative solution is
found by considering a model where the dynamics is determined by an average
window size and RTT. ThenτRTT = NW and the WAN modeling approach can
be applied.

Two competing persistent asymmetric TCP sources over single bottleneck
Altman et al. [3] analyze two asymmetric competing TCP sources sharing
a single bottleneck where the TCP model is initially proposed within a fluid
framework. Analogous to the other fluid models, the focus of the TCP model
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is on the evolution of the congestion window during the congestion avoidance
phase with linear window increase and instant halving at loss events. What
particularly distinguishes the work in [3] from the other fluid models is the as-
sumption put on the behavior of the sources when the network suffers packet
loss. In this few sources set-up, each source is assumed to be largely responsi-
ble for the over-utilization of the network. Congestion and packet loss events
occur at time points{tn}. Then the aggregated sending rate from source one
and two reaches the full link capacity, i.e. when

X1(tn)+X2(tn) = W1(tn)/RTT1 +W2(tn)/RTT2 = µ.

At these loss events, only one source is assumed to drop packets and halve
its sending rate. The source to drop packet is chosen probabilistically, where
the probability of packet drop is proportional to the sending rate of respective
source. With known RTT for the two different sources, and with the assump-
tion of instant window halving followed by instant resumed linear increase
after loss eventn, the time until the next loss event,Sn+1 can be calculated.
This inter-congestion time depends on which source halved its sending rate
at loss eventn. Studying the evolution of this system means studying the
two-dimensional system{X1,X2}. However, since the sending rate of the two
sources at loss events is coupled via the relationshipX1(tn) + X2(tn) = µ, it
becomes sufficient to analyze the one-dimensional process{X1}, from which
the performance of the second source directly follows. The evolution of the
sending rate of source one can be easily described by a Markov chain where

Xn+1 =




f
(

RTT1

RTT2

)
Xn, with probability Xn

µ (source 1 drops)

g
(

RTT1

RTT2

)
Xn, with probability 1− Xn

µ (source 2 drops).

Having defined the Markov chain this way, properties ofXn and the coupled
processµ−Xn are then studied throughout the paper.

In the symmetric case where RTT1 = RTT2, all momentsE(Xk), k≥ 1
can be derived. For the asymmetric case where the sources have different
round trip times it is not possible to derive the moments explicitly, but bounds
on the relationship between throughput for source one and two,X̄1/X̄2, can be
derived. The analysis illuminates that TCP-Reno discriminates against sources
with long RTTs, a relationship that is well described by(

RTT2

RTT1

)0.85

.

This relationship is contrasted against other models, assuming synchronized
packet loss for sources, that show the discrimination to be of the order(

RTT2

RTT1

)α
,
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where 1< α < 1. The extent to which each packet loss event affects few or
many sources in a real network has impact on which modeling approach one
should use and, as the model show, also has impact on the degree of discrimi-
nation against long round trip times Reno will observe.

Even if a mathematical extension of the model in [3] to more sources is
possible, the interpretation about what should happen at packet loss events
in such a model is less obvious. While the assumption that only one source
loose packets at each loss event in the two sources set-up seems reasonable,
this assumption becomes less appropriate as the number of sources increases
to n > 2. Increasing the number of sending sources in the model hence intro-
duces the new problem of deriving a suitable proportion of sources that should
drop packets at each loss event. Also, forn sources, the tractable one dimen-
sional problem that simplified calculations in the two sources set-up no longer
follows.

4.3.4 Advantages of the fluid approach
A distinguishing aspect of the fluid models in this section is that statistical
properties of the packet inter-loss process has been included in the models.
Researchers have proposed explicit expressions for throughput as a function of
the packet loss correlation. The models, described by a system of differential
equations for the window size and queue lengths, have solutions that provide a
description of these parameters (expected) evolution. The dynamic evolution
of the RED queue length in [54] provided insights that the queue seemed to
be mis-configured, causing instability in queues and resulting in low average
link utilization. The congestion window and queue length evolution descrip-
tions can also be used to generate deterministic simulated queue and traffic
processes. These could be used in a simulator, combining analytic results with
packet based simulations.

4.3.5 Disadvantages of the fluid approach
Even if the level of sophistication is increased for the packet arrival process
with explicit correlation structure on the inter-loss times, the used TCP mod-
els are rather simple, only modeling the congestion avoidance phase and the
instant window halving at loss events. Efforts to increase the details of the
TCP models by adding maximal windows and timeout increased the model
complexity significantly. Here, bounds on performance instead of explicit for-
mulas for throughput could only be proposed.

63



4.4 Processor Sharing models
4.4.1 Modeling scope - Processor Sharing models

The processor sharing framework has been used while modeling the interac-
tion between flow-control protocols and queues in a network. In the processor
sharing model, performance metrics like object download times and number
of simultaneous users are studied on the flow level. A flow is defined to be a
number of packets corresponding to the download of a specific object, i.e. an
image, an email, or a video clip. The motivation for choosing the flow level
as the level of abstraction is that, for elastic traffic, the total time needed to
complete the transfer of an object is the main user perceived performance met-
ric. What occurs on the complex packet level during the successive transfer of
packets belonging to the specific flow is of subordinate importance. Under the
assumption of flows arriving to the network according to a Poisson process,
and given that the TCP flow-control protocol share bandwidth fairly among
the sending sources, the interaction between the sources and the network is de-
scribed at the link by theM/G/1-processor sharing model. Hence, to empha-
size, in this framework all details about the TCP protocol are incorporated into
the assumption that different TCP flows are able to share the available band-
width fairly and instantaneous. Using this approach, incertain network and
traffic scenarios, the expected download time for a flow of a specific length,
and the number of simultaneous flows in the system can be calculated.

The choice of network and traffic scenario has impact on the prosperity
for using the PS-model under the simplifying TCP fair sharing assumption.
We do find it important to point out that the TCP protocol in itself does not
appear to be the main object under investigation in these PS-model papers. The
main focus is download times for elastic traffic flows. The service requirement
for the traffic flows have some distribution, and these flows are often served
in a network with some form of differentiated service discipline. However,
explicit or implicit references to the TCP protocol are often made, and the TCP
protocol is then introduced with varying degrees of realism. These TCP models
range from very simple models where TCP is only seen as a protocol capable
of sharing the available bandwidth fairly and efficiently, to other cases where
specific TCP details like the maximum congestion window and the slow-start
phase are included.

4.4.2 Overview of literature

The PS-model was first introduced by Kleinrock to model time sharing in
multi-user mainframe computers in the 1960’s [42]. The investigations of the
model was continued during the 1970’s with contributions from among others
Coffmanet al. [16] and Cohen [17], during the 1980’s in work by Fayolle and
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Mitrani [18] and Mitra [55], and also by other researchers during the 1990’s
([43, 36, 56]).

During the last five years the processor sharing model has received atten-
tion from researchers modeling the TCP protocol. Roberts and Massoulié [64]
investigate performance for elastic traffic in a network. The max-min fairness,
proportional fairness, processor sharing and weighted sharing service disci-
plines are investigated. Even though no explicit reference is made to the TCP
protocol in this paper, that discussion is prevailing and follows in later pa-
pers from the same authors in different constellations. Bonald and Roberts
[63] investigate performance among individual elastic flows when class based
priorities are implemented via strict priority queuing and weighted fair queu-
ing. Here, the cases when the flows have exponential, hyper-exponential or
a general service requirement distribution is analyzed. Congestion control is
assumed to be implemented using a perfect flow-control protocol, capable of
sharing the available capacity on the flow-level in a fair and efficient manner.

Riedl et al. [62] investigate dimensioning problems for a network where
elastic traffic is sent using TCP. In order to model the interaction between the
link and the TCP protocol, theM/G/R processor sharing model is used and
TCP details like the slow-start phase is considered. Fredjet al. [26] study
networks where symmetric homogeneous sources share bandwidth in a fair
manner. It is shown that average throughput as a function of file size does
not depend on either the distribution of the file length or on the inter-arrival
times for the flow arrival process as long as the sessions (one or more flows
with intermediate think times) arrive according to a Poisson process. The TCP
model is assumed to share bandwidth perfectly fair and to have a maximal
congestion window, leading to the generalized processor sharing model being
used. Beckerset al. [8] also use the generalized processor sharing model
to study the flow-level characteristics of Internet traffic. Homogeneous TCP
sources (identical maximal congestion window size and round trip time) are
being modeled where an ad hoc approach is used to include the TCP slow-start
phase. Here, a number of round trip times, corresponding to the time required
to reach the slow-start threshold, are added to the download time for a file.

Using a multi-processor sharing model, Van der Meiet al. [69] study the
service time for customers in a system with strict priority between high and
low priority customers. Bonaldet al. [10] show that under the assumption of
perfect flow-control fairness, statistical bandwidth sharing performance met-
rics are insensitive to the flow size- and flow arrival distribution, given that
session arrivals are Poisson. TCP is modeled as a perfectly fair protocol where
the TCP maximal congestion window is treated. Vrankenet al. [70] use a
multi-processor sharing model to study the performance of TCP on the flow-
level in a queue with strict priority between high and low priority classes. The
simplified TCP model results in a TCP-PS model that is only capable of esti-
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mating download times for large files in a network with low utilization where
packet loss can be neglected.
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Figure 4.6: High level view of the processor sharing model.

4.4.3 Basic Processor Sharing model - the details

We will now describe the processor sharing model in detail and give our view
on when the processor sharing model is a suitable framework to model the
TCP-network interaction. Since the focus of most papers in the TCP-processor
sharing section are not explicitly on modeling the TCP protocol, the structure
of this section will differ slightly from the other sections. Instead of giving
specific details on each paper, interesting aspects relating the processor shar-
ing model to the TCP protocol will be discussed with examples from various
research papers.

The PS-model is shown schematically in Figure4.6. We assume an isolated
link of capacityµ. Flows arrive to the link according to a Poisson process
with rateλ, are served at a rate inversely proportional to the number of current
flows, and then leave the system. The Poisson arrival assumption implies that
the inter-arrival times for the flows are independent of each other and in the
general case, the flows are allowed to have an arbitrary service requirement
distribution. We denote the average flow length byσ. The load on the link is
defined to be

ρ =
λσ
µ

< 1.

Since the link capacityµ is supposed to be shared equally among the randomly
varyingn simultaneous flows, each flow receives an instant rateµ/n.

The service rate (and hence the sources sending rate) for each flow is mod-
eled as a fluid, where the service rate is adjusted instantly in response to the
varying number of simultaneous active flows.

Let π(n) be the probability that there aren simultaneous flows, andR(s)
the expected response time for a flow of sizes. Under these assumptions,
the number of simultaneous flows behave like the number of customers in an
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M/G/1−PSqueue. It is then known that [26]

π(n) = ρn(1−ρ)

R(s) =
s

µ(1−ρ)
,

and that these results are only affected through the mean flow sizeσ and not
by the actual flow size distribution [26, 10]. Notice that it is explicitly assumed
that each separate flow is able to make full use of its maximal share of the total
capacity in this basic processor sharing model.

4.4.4 Generalized Processor Sharing model - the details
Generic TCP: Maximum sending rate
In the basic processor sharing model, there is no upper limit on the maxi-
mum sending rate for each separate source. This is an unrealistic assumption
for TCP flows, particularly for long-lived flows over a low utilized high ca-
pacity core link. There does however exist generalizations to the PS-model,
allowing upper service rates for the sources to be considered. Hence, external
factors that affect the maximum sending rate, like the access rate on the link
towards the bottleneck, or the TCP maximum congestion window size can be
considered within the generalized processor sharing model (GPS). This pro-
cessor sharing model with an upper rate limit is a much more realistic model
for investigating multiplexing of TCP traffic over high capacity links and is
considered by Fredjet al. [26] and Beckerset al. [8]. With the assumption of
an upper bound on the sending rate,r < µ, and under the assumption thatµ/r
is an integer it follows that the number of simultaneous flows are given by

π(n) =

{
(1−ρ)m!/n!(ρm)n−mED(m,ρm), for n < m,

(1−ρ)ρn−mED(m,ρm), for n≥m,

wheremdenotes the integer part ofµ/r and where

ED(m,a) = (am/m!)/((1−a/m)
m−1

∑
k=0

ak/k! +am/m!).

The download times in this system is increased to

R(s) = s

(
1
r

+
ED(m,ρm)
µ(1−ρ)

)
.

A comparison between the normalized per-flow throughput,s/R(s), for the
case with or without a maximal sending rate shows that ifr << µ, the source’s
own rate limitr is the main limiting factor for throughput in low load scenar-
ios [26]. The capacityµ on the bottleneck link then only limits the throughput
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when the load is high. Using the processor sharing model, the load ranges
where the sender or the network should be regarded as the bottleneck respec-
tively can be quantified. Though the GPS adds some realism to the TCP model,
we do remark that even for the generalized processor sharing model, there is
still a requirement for each source to have the same rate limit. The infeasi-
ble assumption of homogeneous sources are therefore explicit within the PS
framework.

Generic TCP: Slow-start and short files

One of the assumptions in the PS-model was that all sources share the avail-
able bandwidth equally and are able to use their share of the capacityµ/n. This
could be generalized by the inclusion of an upper boundr on the sending rate.
The assumption is however still that an active flow is always sending at this
rater. During the conservative slow-start phase this is not the case. Then, TCP
successively increases its sending rate until the slow-start threshold is reached.
Hence, a flow will experience a longer response time than estimated by the
processor sharing model. In [8, 62], the impact of slow-start is treated, both
for the case of files long enough to experience both slow-start and a maximum
sending rate, and for short files where TCP never reaches the maximum send-
ing rate before the flow is finished. The models for response times are adjusted
by adding a number of RTTs, corresponding to the time spent in the slow-start
phase before the full capacity can be used. This approach to include the TCP
slow-start phase is however a bit ad hoc. For example, the fact that the traffic
rate not used by the sources in slow-start should be distributed among the re-
maining TCP sources, decreasing their download time, is not accounted for by
the model.

Generic TCP: Service differentiation

The focus in the majority of the PS papers is on analyzing flow statistics
for various service requirement distributions and among various service dis-
ciplines. A significant effort has been put into modeling these service dif-
ferentiation environments within the PS framework. Multiple priority class
based environments are considered where flows are assigned to different traf-
fic classes, and queues are configured to serve the classes according to various
queuing disciplines like strict priority queuing (PQ) and weighted fair queuing
(WFQ).

Vrankenet al. [70] model a setup with strict priority between the high and
low priority class. The concept of anM/G/C−PSmodel is used and network
capacity and service requirement is normalized such that each single flow has
a maximum service rate of one unit. High and low priority customers arrive
with intensitiesλH ,λL and require service with intensitiesβH ,βL respectively.
Further, high priority customers have strict priority in the queue over the low
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priority customers and the capacity is shared in the following manner: (i) If
the number of high priority customersnH is less than the number of serversC,
each high priority customer is served at unit rate; (ii) The processor switches
to processor sharing for the high priority customers whennH > C; (iii) The
low priority customers share the surplus capacity and if the total number of
sources,n = nH + nL < C, the low priority customers are also served at unit
capacity; (iv) If n > C but nH < C, the low priority customers use processor
sharing, each source receiving a rate(C−nH)/nL; (v) If nH ≥C, the service to
the low priority customers is stopped, and is not resumed untilnH < C.

The response time in the system for the high priority customersE(SH) can
be derived explicitly, whereas the derivation for the response time for the low
priority customers,E(SL), is only approximative.

The model in [70] is validated againstns-simulations and provides high
accuracy under the particular conditions that: (i) All users have the same access
rate; (ii) No packet loss occurs; (iii) The mean file size is at least 10 packets;
(iv) The link load does not exceed 70%.

The results are easy to grasp and provide some intuition for the low load
scenarios. However, the requirement of no loss and only 70% load are too
restrictive. Particularly since the advantages and demand for Differentiated
Services are mainly in high load environments. Using the PS-framework we
are hence not able to quantify the benefit the high priority customers would
get as the load on the network increases. This makes the PS-model unsuitable
to use to motivate users to pay a higher fee for belonging to the high priority
class.

Analysis of the impact on the throughput for single flows caused by prior-
ity queuing and weighted fair queuing have been investigated by Bonald and
Roberts [63]. They investigate differentiation in a general framework, withN
priority classes, and consider set-ups where the differentiation is used either
on the access links or in the back-bone. With the model in [63], Bonald and
Roberts aim for a qualitative feeling for the general effect and relative perfor-
mance between sources in different service classes. The key concept under
study here is the generalized per flow throughput

γ =
E(σ)
µE(S)

, (4.33)

whereSdenotes the response time of an arbitrary flow. This metric is of course
closely related to the work in Vrankenet al. [70], where the response time for
an arbitrary flow as a function of the load was the parameter under study.

The analysis for strict priority queuing on the back-bone link performed by
Bonald and Roberts takes the same form as in the analysis of Vrankenet al.
[70], and Bonald and Roberts also note that the flows with the highest priority
are unaffected by the traffic process from the lower priority classes. For the
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specific case with exponentially distributed service requirements, explicit re-
sults are available for the throughput, for each service classi ∈ 1, . . . ,N. For
access links, where a source is expected to be able to use all available band-
width on its own, explicit formulas for the per class throughput are still readily
available. They also show that lower priority traffic will experience starva-
tion as the load from the high priority class approaches one if strict priority
queuing is used. In the general service requirement distribution case , only an
upper limit on the per class throughput can be found. For heavy-tailed service
requirement distributions, it is likely that a lower priority flow will arrive dur-
ing the service of a large high-priority flow and be denied service for a long
time. Hence, the throughput for lower priority classes approaches zero. Within
the same framework, Bonald and Roberts also analyze the impact of weighted
fair queuing.

4.4.5 Advantages of the Processor Sharing approach

Simple dimensioning guidelines

There are obvious advantages of using the processor sharing model to investi-
gate the interaction between TCP sources and a network. We get an overview
of the expected performance (in an underutilized system) without having to
focus on the specific details of the TCP protocol. Hence, given known ar-
rival intensity and average service requirement for the arrival process, one can
derive engineering guidelines for the configuration of the bottleneck link ca-
pacity that can be used to get a non-congested link. Using the guidelines,
one could quickly assess engineering guidelines to help network designers es-
timate download times for documents of different mean sizes depending on
the core link capacity. It is also possible to observe the network dynamics on
the large scale, the number of simultaneous flows and download times in an
under-utilized system with long file transfers.

Both the in-parameters (network topology, traffic characteristics), and out-
parameters (download times, utilization) are the relevant dimensioning and
performance metrics.

Extending the model

In terms of extending the PS-model, the introduction of priority classes do
not complicate the model significantly. It is also rather straightforward to in-
vestigate the impact on response times for light and heavy tailed flow sizes
respectively caused by different queuing service disciplines [63]. We believe
this kind of qualitative analysis to be the most suitable situation where one
should work with the processor sharing model. Extending the model to a more
realistic TCP model do however not seem promising.
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4.4.6 Disadvantages of the Processor Sharing approach
The PS-model dependence on long files
As discussed above, the PS-model gives good results for long file transfers
in an underutilized system. The requirement for the file transfers to be long
comes from the TCP slow-start effect. The sources start sending data at a
low rate and gradually increase their sending rate until the slow-start threshold
or the maximum congestion window size is reached. During this time the
maximum sending rate estimated by the processor sharing model can not be
used. The slow-start effect could however be included in the model using an
ad hoc approach.

The PS-model lack of high load results
A severe drawback with the PS-model when used to investigate the interaction
between a network and the flow-controlled TCP protocol that needs to re-send
lost packets is that it only gives reasonable results for low loads. Packet loss
and the requirement for lost packets to be resent is not incorporated into the
processor sharing TCP-network model. Hence the estimated file download
times are only approximative as the load increases. The different variants of
TCP that exists (Tahoe, Reno, NewReno, SACK, Vegas) are mainly distin-
guished by their loss recovery mechanisms. As a consequence, it is not possi-
ble to model and distinguish different implementations of TCP protocols and to
investigate the performance of the congestion avoidance, slow-start, timeout,
and exponential back-off mechanisms using the processor sharing model.

Since the gradual increase in network capacity rapidly creates new appli-
cations that use all available bandwidth (Peer-to-Peer networking where users
exchange movies is a recent example), overload is likely to be a persistent
network state. From a modeling and dimensioning point of view, it is really
the performance degradation as the network becomes overloaded that needs
to be investigated and dealt with. Despite the simplicity of the framework
and the performance metrics that are easy to grasp, it is our opinion that the
PS-model is less suitable than the more detailed packet based renewal theory
and the fixed-point models, at least when striving for modeling highly loaded
networks and distinguishing the performance of different TCP flavors.

However, if the goal is to dimension the network for a low-load set-up, it is
easily seen if the network is overloaded by calculating the loadρ. If the load
is too high, a new network capacityµ could be chosen such that the load de-
creases, and then the results available from the model could be re-applied until
the network has been dimensioned to give the required (loss free) performance.

Unsuitable for detailed protocol design
The processor sharing model does not appear promising for the design of new
TCP flow-control protocols. Actually, the model even assumes that there exists
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an ideal flow-control protocol capable of sharing the available capacity fair and
instantaneous.

The requirement for homogeneous environments
The reported PS-model results are only valid when every source has the same
set-up in terms of sending rate, round-trip-time and maximal congestion win-
dow. Fredjet al. [26] do however conjecture that results that are insensitive to
the service requirement distribution in the homogeneous environment will still
be approximatively correct in heterogeneous environments.
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4.5 Control theoretic models
4.5.1 Modeling scope - control theoretic models

Methods from the mature field of classical control theory has been success-
fully applied to the area of TCP-network modeling and flow-controldesign
during the last years. The current TCP flow-control algorithms have been ana-
lyzed, their limitations illuminated, and new scalable variants suitable for high
capacity networks have been proposed.

We consider the control theoretic approach to be a very important area. The
importance stems largely from its aim, not being only to analyze current source
and link protocols, but with the explicit goal of designing and proposing new
stable and scalable flow-control regimes for future high capacity networks.

4.5.2 Overview of literature

Low and Lapsley [48] introduce an optimization approach to flow-control. The
sources and the links aim at maximizing totalutilization under network ca-
pacity constraints. A primal problem where completely synchronized sources
capable of communicating with each other choose individual optimal sending
rates, is introduced. This optimization problem is shown to be approximately
solved in an asynchronous setting via a dual problem where links calculate
prices for their capacity based on local information only. Then the sources
choose their sending rate, also only based on local information, in order to
maximize the difference between their utilization and sending cost. Athuraliya
and Low [6] propose a practical implementation of the algorithm in [48]. The
focus in [6] lies on the link algorithm,REM, which brings high utilization with
low queuing backlog into the network. Used together with the ideal link algo-
rithm in [48], Matlab simulations show that compared to other proposed link
algorithms, REM leads to increased stability in the network and fairness among
the sources. If suitably parametrized, REM also scales well with increasing
network capacity and propagation delay. Low [47] places simplified versions
of current TCP and AQM protocols into the framework proposed in [48, 6]. He
shows that current TCP/AQM combinations implicitly strives towards the so-
lution proposed by the abstract ideal algorithm in [48, 6]. Different TCP/AQM
combinations do however experience varying degrees of success in terms of
convergence speed and stability, and the current protocol also lack properties
making them suitable for future high capacity networks. Low, Peterson and
Wang [50] focus on deriving a scalable TCP/AQM flow-control by combining
the REM link algorithm from [6] with amodifiedvariant of the TCP-Vegas
source algorithm. Paganini [60] performs a control theoretic analysis of the
model in [48, 6] by placing it in the realm of multi-variable feedback theory.
The practical algorithm proposed in [6] is shown to exhibit good properties and
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asymptotically converges to an equilibrium state where overall utility is maxi-
mized while there is few packets back-logged in the queues. The investigation
does however illuminate that choosing an optimal link price update interval
is crucial for thedynamicalnetwork performance. Low, Paganini and Doyle
[49] give an overview of the ideas presented in [6, 49, 48, 50, 60, 47, 41, 34].
A final discussion stresses the importance of suitable update rates for sources
and links, required for the flow control algorithms to scale to future high ca-
pacity networks. These update rules should be individually chosen relative to
the sources’ respective round trip times and the links’ respective capacities.
Kelly [41] investigates flow-control within a similar optimization framework
as used in [48, 6] where he studies the relationship between various fairness
interpretations and the source utility function. Hollot, Misra, Towsley and
Gong [34] propose dimensioning guidelines for RED using a control theoretic
model for the TCP sources, the network delays, and the RED controller. Jin
et al. [37] give a short description of successful test-runs with a new high ca-
pacity TCP/AQM flow-control protocol developed using the control theoretic
ideas introduced in [6, 49, 48, 50, 60, 47, 41, 34].
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Figure 4.7: High level model of control theory approach.

4.5.3 Control theoretical models - the details

In the control theory regime, a network with flow-controlled sources is seen as
one large distributed feedback control system. In a paper by Lowet al. [48],
the concept of ideal flow-control that maximizes overall welfare and avoids
overloading the network is investigated. The framework is first introduced
for a general flow-control algorithm and network where instant coordination
between all senders and links is possible. Flow-control is described as the
interaction between the flow-controlled sources and the networks’ queues that
strives explicitly for solving a large optimization process.
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The high level scheme in Figure4.7shows sources that update their sending
ratexs(t +1) as a function of previous sending rate and the network’sconges-
tion signal m(p). The sources tune their sending rate using theirupdate rule
Fs(xs(t),m(p)). At the same time, the network updates its state and calcu-
lates a pricep(t + 1) (loss rate, delay, etc.), as a function of previous prices
and the current source rates using the link’s update ruleG(∑xs(t), p(t)). Price
information is then signaled back to the sources using the signalm(p). This
iterative procedure hence takes the form

xs(t +1) = Fs

(
xs(t),m(p(t))

)
(4.34)

p(t +1) = G
(
∑x(t), p(t)

)
. (4.35)

The iteration aims at finding an optimal combination of source ratesx and link
pricesp that maximizes overall welfare, constrained by the network capacity.
LetUs(xs) denote theutilizationachieved by sourceswhen sending at the rate
xs, and letc be the link capacity. For given utilization functions, the optimiza-
tion problem can then be described as finding the set of sending rates such that
the overall utilization is maximized while avoiding overloading the network,
theprimal problem

max
xs≥0

∑
s

Us(xs) (4.36)

constraint by∑
s

xs≤ c. (4.37)

Given that each source knows the utilization of all other sources and that in-
stant coordination is possible among sources, it is shown in [6, 48] that if the
utility functionU is strictly concave, then there exists a unique solution to this
optimization process.

Using the control theory framework it is shown that this optimization pro-
cess, which requires communication between all sources, is also solved by a
dual problem. Instead of the sources choosing their sending rates, given the
aggregated arrival stream from all sources the link choose a pricep such that

min
p≥0

D(p) := ∑
s

max
xs≥0

Us(xs)−xsp+ pc. (4.38)

The solution to the optimization problem is described by the fixed-point(x∗, p∗),
where the sources’ sending rates and the link’s price are related through the
equation

U ′s(x
∗
s) = p∗, for all s. (4.39)
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The optimization problem is solved if the sources and the network choose the
parameters(x∗, p∗) instantly. But for this to be possible, communication and
coordination between all sources and network links are required. Such a coor-
dination requirement is obviously a non-desirable and non-scalable solution,
not suitable for flow-control algorithms to be used on the heterogeneous Inter-
net.

Approximative distributed optimization solution by TCP-AQM

Low et al. [6, 48] show that the optimal solution to the optimization process
is approximately found by a flow-control scheme that allows each source and
link to separately optimize its own utility function in an iterative manner. The
sources update their rates using the update rule in equation (4.34) and the links
update their prices using the rule in equation (4.35).

The choice for the links’ price measures and the sources’ sending rates are
then based on local information only and where the sending rates and con-
gestion measures must be estimated by the links and the sources respectively.
Each separate source chooses the sending ratexs, such that the difference be-
tween its utilization and its cost for sending at that rate is maximized, i.e. in
such a way thatU(xs)−xsp is maximized.

So far, the theory introduced has described a general flow-control algorithm
and the existence of a solution to the optimization problem for such an algo-
rithm. This solution is found exact and direct in the synchronized case where
communication is possible between all sources and links, and is found approx-
imatively and in an iterative manner in the asynchronous environment. Lowet
al. [47] show, somewhat surprisingly, that the present TCP flow-control algo-
rithms and AQMs are implicitly and approximatively solving the above opti-
mization problem. However, instead of sources directly choosing their sending
rates and the links their prices to the optimal values, a process that would re-
quire coordination among all sources, the sources’ sending rates and the links’
prices strive toward the optimal point(x∗, p∗) stepwise. Different combina-
tions of TCP variants and link algorithms solve the problem with varying de-
grees of success, both in terms of convergence rate and stability [47, 50].

By analyzing the different TCP flavors behavior during loss free periods and
at loss events, the utilization function for different TCP variants can be derived.
The price calculation used by the AQM is analyzed separately by considering
loss rates and delay in the AQM environment. Depending on what signal the
source algorithm reacts to, each type of AQM then implicitly or explicitly cal-
culates its price for a source’s sending rate by marking/dropping packets and
having this information sent back to the senders. The congestion information is
signaled back to the sources either explicitly by setting an ECN-bit in the pack-
ets or implicitly by having the sources estimate loss rate and delay. The link
price is loss for Reno/DropTail and Reno/RED, and delay for Vegas/DropTail
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and Vegas/RED. Once the utility function,U , for the TCP source and the price
measurem(p) for the link has been derived, the network’s operating point, in
terms of throughput, loss rate and delay are derived by finding the fixed-point
to equations (4.36), (4.37) and (4.38). Closed form solutions exist for the most
fundamental topologies and set-ups, whereas numerical methods will be used
to find the fixed-point in the general case.

Explicit optimization expression for TCP-Reno in RED environment
To describe the level of complexity in the framework, we will now follow Low
et al. [47] and derive the fixed-point solution for the combination of persistent
TCP-Reno transfers in a DropTail environment. The derived TCP-Reno model
only reflects the basic dynamics of this TCP variant. The TCP source is as-
sumed to always use the congestion avoidance algorithm with linear increase
of the sending rate during loss free periods and instant halving followed by
continued linear increase at loss events.

We denote byws(t) the window size of sources (packets), byxs(t) the
sending rate (packets per second), byDs(t) the (assumed constant) round trip
time (seconds), byp(t) the link’s congestion measure, and bym(t) = m(p(t))
the link’s marking probability in periodt. The window size and the sending
rate are related through

ws(t) = xs(t)Ds(t). (4.40)

We start by considering the dynamics of the TCP-Reno source and consider
the rate of change in periodt. Thenxs(t)(1−m(t)) ACKs are received per unit
of time, and hencexs(t)m(t) ACKs are not returned. As each returning ACK
increases the window size by 1/ws(t), and each lost ACK is assumed to halve
the window size, we find the net-change to the window size in periodt to be

ws(t +1)−ws(t) = xs(t)(1−m(t))
1

ws(t)
−xs(t)m(t)

ws(t)
2

. (4.41)

By using the relationship (4.40), we see that the rule for updating the source’s
sending rateFs becomes

xs(t +1) = [xs(t)+
1−m(t)

D2
s
− 1

2
m(t)x2

s(t)]
+ := Fs

(
xs(t),m(p(t))

)
. (4.42)

For the source’s dynamical description in this expression to be complete, we
have to derive an expression for the link’s marking probabilitym(p(t)) by con-
sidering the dynamics of the link’s buffer. With no obvious way of describing
the loss process in a DropTail network explicitly, Lowet al. have to suggest
some way of approximating it from the model. They use the observation that
there must exist a balance between average increase and average decrease of
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the sending rate at the fixed-point, i.e. thatxs(t + 1) = xs(t) on the average.
Inserting this balance relationship into equation (4.42), and by using the ob-
servation that the congestion measurem(p) and the dropping probabilityp are
the same in a DropTail network, we get

m(p) = p =
2

2+x2
sD2

s
. (4.43)

By further using the relationship between the loss rate and the utility function
in equation (4.39) and by integrating both sides, the utility function for the
TCP-Reno source,Us(xs), is found to be

Us(xs) =
√

2
Ds

tan−1
(

xsDs√
2

)
. (4.44)

With known utility functionUs, the source’s update ruleFs, and the relationship
between loss and sending rate in equation (4.43), the fixed-point(p∗,x∗) can
be found explicitly and takes the following simple form

x∗s =
D̄
Ds

c, p∗ =
2

2+c2D̄2 , (4.45)

whereD̄ = (∑sD−1
s )−1.

In [47], similar update rules for links and sources together with expressions
for the fixed-point are derived for TCP-Reno/RED, TCP-Reno/REM, TCP-
Vegas/DropTail and TCP-Vegas/REM.

A model for REM and a modified TCP-Vegas algorithm
In [50] the control theoretic framework is applied to TCP-Vegas and the REM
link algorithm that was introduced in [47]. The explicit goal of REM is to
achieve high link utilization while at the same time being able to control the
backlog. Hence, using REM the desirable high utilization can be combined
with low delay.

The REM algorithm updates the price on linkl using the algorithm

pl (t +1) =
[
pl (t)+ γ(µl bl (t)+xl (t)−cl

]+
, (4.46)

wherecl is the link capacity,xl (t) the aggregated arrival rate, whereµl is a
constant such that 0< µl < 1, bl (t) the queue length, and whereγ is a small
constant corresponding to the step-size of the consecutive price updates. Once
the price has been calculated according to (4.46), packets are marked with a
probability calculated using the separate congestion measure

ml (t) = 1−θ−pl (t). (4.47)
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In the “TCP-Vegas” source algorithm used in [50], the congestion avoid-
ance phase has been modified to let sources estimate the congestion measure
ml (t) by calculating its proportion ˆms(t) of marked returning ACKs. From the
estimated congestion measure ˆms(t), the source inverts relationship (4.47) and
estimates a path price

p̂s(t) =− logθ(1− m̂s(t)).

Then, in contrast to the normal TCP-Vegas that only use observed changes
in the delay to estimate the price, the modified TCP-Vegas source updates its
congestion window size using the update rule

ws(t +1) =




ws(t)+ 1
Ds(t)

, if −ws(t)
Ds(t)

< αsds
p̂s(t)

ws(t)− 1
Ds(t)

, if −ws(t)
Ds(t)

> αsds
p̂s(t)

ws(t), else

(4.48)

whereds is the source’s propagation delay,Ds the round trip time, andαs

denotes the number of packets the source tries to keep in the network’s queues.
The theoretical results and the validating simulations indicate that the com-

bination of this TCP algorithm and the REM link algorithm gives a network
with transient high utilization and controllable delay. Achieving high utiliza-
tion without experiencing significant delay is due to the fact that the network’s
buffers do not have to be full for the network to be considered congested. Here,
congestion only indicates that the arrival rate is higher than the link capacity,
and by using REM this can be signaled back to the sources by marking packets.

Stability and scalability for the optimization model
The equilibrium solution to the proposed flow-control framework in [48, 6]
has been shown to maximize overall welfare and avoid backlogs in the queues.
These results are however transient, and for the asynchronous case do not
provide information on the network dynamics before equilibrium has been
reached. Nor does it describe what happens if the reached equilibrium solution
is inferred with, for example by changing the load. Stability and scalability are
two aspects of flow-control that are discussed explicitly by Paganini [60] and
by Low et al. [49].

Paganini [60] focus on the optimization framework with the link and source
algorithm from [6]. He first shows that the (transient) fixed-point leads to
optimal utilization and short queues. A study of the dynamical performance of
the flow-control algorithm does however show that the step-size parameterγ in
the link price update rule in equation (4.46) needs to be chosen with care for the
system to have adequate response time while still avoiding wild oscillations.

Low et al. [49] focus on the scalability problem of designing a flow-control
algorithm that works for arbitrary delay and network capacity. The main result
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in their work is also that the step-size and updating rate for sources and links
must be chosen proportional to the respective round trip times and link capaci-
ties in order for the flow-control algorithm to scale well in heterogeneous envi-
ronments. Jinet al. [37] discuss results of test-runs that have been performed
over Gbps links over the Atlantic. The tests use a new flow-control protocol
that has been designed using the proposed source and link algorithms from the
optimization based approach. The results in [37] support the scalability design
proposals discussed in [49].

Network fairness interpretations via the utility function

Kelly [41] investigates flow-control using a similar framework as [48, 6]. A
source has a certain utilityUs(xs) while sending at the ratexs, and the price
for capacity on the links depends on the aggregate arrival rate. Similarly to
[48], the existence of a stable equilibrium point is shown for a system with-
out feedback delay. Kelly also study how various fairness interpretations, like
proportional fairness and max-min fairness, can be achieved by weighting the
utility function for different sources. TCP, and particularly a research variant
called MulTCP, is introduced into the framework. Here the flow-control al-
gorithm no longer operates in an environment without feedback delay. Kelly
shows that the possibility for stability for the network with TCP sources largely
depends on the sources’ round trip times. We interpret this as the same con-
cerns raised by Lowet al. [49] where they argued that the update rate for the
source must be related to the round trip time to achieve stability for arbitrary
capacities and propagation delays.

Stability analysis for present TCP/RED environments

Hollot et al. [34] analyze a scenario with long lived TCP flows in a network
with a RED queue. TCP is modeled using a simplified variant of the fluid
model in [54], here ignoring timeouts. A system of equations describing the
interaction between flow-controlled sources and a RED queue with feedback
delay is derived. This non-linear system is linearized and a control theoretic
description of the interaction between the sources, the network’s delay compo-
nents and the RED controller is proposed.

The function describing the transfer function from loss probability to TCP
congestion window size, the transfer function from the change in congestion
window size to queue length, as well as the combined function describing the
relationship between loss probability and queue length are derived. From the
transfer functions, the impact from network load and particularly from the con-
figurable RED parameters on the network’s response time and stability is il-
luminated. Using these observations, dimensioning guidelines for the RED
sample frequency are proposed, needed to achieve stability in this linear feed-
back control system. Once again, analogous to the observations in [49, 41],
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the link’s price update rate and step-size is shown to have a large impact on
network stability.

4.5.4 Advantages of the Control theory approach
There are important contributions to the area of TCP-network modeling offered
by the control theory framework. First of all, in-parameters to the model are
network topology, number of sources and TCP flavors, and out-parameters are
throughput, loss rate and delay. These are relevant and natural in- and out-
parameters. Further, with the foundation of the approach being the mature
area of control theory, there exists a fair amount of methods that can be used to
investigate issues such as stability and convergence rates in a rigorous manner.
Such stability issues have been investigated by Paganini [60], and by Low,
Paganini and Doyle [49].

The control theoretic framework has also proven successful to use during
the design of new flow-control and AQM protocols. The research by Jinet
al. [37] resulting in the Fast AQM Scalable TCP (FAST) protocol suite is one
recent example. During the design of the TCP and AQM protocol, the philos-
ophy has been to separate congestion measures from performance measures
in order to find ways of achieving high performance without overloading the
network. Doing so, they have been able to achieve a scalable stable TCP-AQM
combination.

4.5.5 Disadvantages of the Control theory approach
The control theory methods presented in the literature are not suitable for all
sorts of analysis and traffic scenarios. A disadvantage with the control theory
framework is that most of the results are transient results, suitable for long
lived flows. Hence, the analysis does not tend to be appropriate for model-
ing transfer of files from a general distribution. Further, the utility functions
derived for TCP-Reno and TCP-Vegas only model the high level dynamics of
the protocols. This means a model that only includes the congestion avoidance
phase, no slow-start and no timeouts. This limits the analysis to environments
and traffic set-ups with low loss rates, since the simplified loss recovery phase
will only be valid here. It does however appear possible to make the TCP
models more detailed at the cost of increased complexity.

We also remark that our own simulation studies of persistent file transfers
for TCP-Reno in a DropTail queuing environment have not found the(p∗,x∗)
fixed-point solution in equation (4.45) to be quantitatively correct. Especially,
our simulation studies have shown that the(p∗,x∗) solution overestimates the
source’s sending rate and underestimates the loss rate. We believe this to be a
result of partly a too simple model for the TCP-Reno protocol, and partly due
to the performance degrading synchronization that appear among persistent
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TCP sources in a homogeneous networking environment which is not included
in the model. During these synchronization effects we would typically observe
that the link is underutilized, i.e. that∑sxs < c, while we still experience packet
loss.

While the simplified TCP models presented in the literature by Lowet al.
might not be suitable for distinguishing the finer details of various TCP pro-
tocols they could probably be refined. However, with these shortcomings in
mind, we find it important to once again remark that the main purpose of the
papers presented in this section has not been to model the flow-control pro-
tocols used today. The objective has rather been to, based on control theory,
propose the ideal way a scalable and stable flow-control algorithm should be
designed.
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5 Summary of contributed papers

We will now focus on the research papers in the second part of the thesis.
The relationship between the papers, and their respective contribution to the
TCP modeling area will be clarified. This research has already been partly de-
scribed in Section4.1and Section4.2of the TCP modeling survey. However,
that chapter is intended to be self-sufficient and, as far as it is possible, ob-
jective. Hence, some specific details concerning the research papers are better
described separately here.

We will now summarize the research papers and comment on their relative
merits. The content in the papers has been maintained from the latest version
that was published (Papers 1, 3, 5, 6), submitted (Paper 2) or published as a
technical report (Paper 4).

5.1 Details of Papers 1-6
Main contributions of each paper

• Paper 1 provides closed form expressions for throughput and time-out prob-
ability for TCP-Tahoe in a RED environment. The modular modeling ap-
proach clearly shows for which loss rates a maximal congestion window, a
large initial window, and fast retransmit has impact on performance.
• Paper 2 investigates an aggressive new TCP algorithm that always uses the

exponential window size increase algorithm. A detailed and accurate model
is proposed, and the protocol is implemented inns.

• Paper 3 studies the advanced TCP-NewReno protocol. Under the explicit
assumptions of a RED and a DropTail queue, aspects of TCP performance
that are inherently dependent on the actual implementation of the flow-
control are singled out from what depends on the queuing environment.
• Paper 4 shows in which network environments, and for which traffic types,

a simple queuing model correctly estimates network performance. We de-
scribe how the length of files and the relationship between access and core
link capacity impacts the applicability of different queuing models. We
also illuminate the relationship between different packet loss rate defini-
tions used in the modeling literature.
• Paper 5 is the first paper to propose a model for TCP-Vegas for on-off

traffic and to model TCP-Vegas within a fixed-point framework. With only
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the network topology and description of the average length of the on-off
periods, the link utilization and packet loss rate are estimated.
• Paper 6 presents a unified framework that incorporates the TCP-Vegas

model from paper 5, a novel TCP-SACK model, and a refinement of a pre-
vious TCP-Reno model. The applicability of standard queuing models for
approximating the performance of a bottleneck link is investigated.

Paper 1 - I. Kaj and J. Olsén. Throughput modeling and simulation for
single connection TCP-Tahoe.

In Paper 1 [39], we model the TCP-Tahoe protocol. The aim is on presenting
a general approach for the derivation of throughput for long lived flows. In
Paper 1 we apply this method to a TCP flow-control protocol from the Tahoe
family. The renewal theory based model is introduced in such a way that we
can show gradually the implication of using a maximal congestion window,
a large initial window, an arbitrary duplicate acknowledgement threshold and
combinations thereof. Closed form throughput formulas are derived for the
TCP source as a function of the packet loss rate.

The work investigates the performance of one single TCP source, assumed
to operate in a network where many sources share a single bottleneck. For
TCP-Tahoe, each packet loss event leads to timeout. After each timeout, the
TCP-Tahoe protocol restarts with a congestion window size of one packet. The
evolution of the TCP-Tahoe congestion window size is hence completely de-
termined by the number of packets the source sends and receives ACKs for be-
tween timeout numbern−1 and timeout numbern. We represent the number
of sent packets during this period by the stochastic variableAn. All interaction
between the source and the cross-traffic on the bottleneck link is also captured
via An. Hence, both the length of the inter-loss interval and the size of the con-
gestion window at the time of packet loss is determined byAn. The expected
values of the distributions for the inter-loss times and the congestion window
size, embedded at the loss events, are derived. This derivation is carried out
under general assumptions on the distribution onAn. By considering the time
between timeouts to be a renewal cycle, and the number of packets sent during
this renewal cycle to be a renewal reward, the asymptotic throughput follows
via the renewal-reward theorem. The TCP-Tahoe model is validated in an ideal
simulation environment where independent packet drops on the bottleneck link
are introduced artificially.

Paper 2 - J. Olsén and I. Kaj. Slowstart window modeling for single con-
nection TCP-Tahoe.

In Paper 2 [40], the framework from Paper 1 is applied to a variant of the TCP-
Tahoe protocol that always uses the slow-start algorithm. The TCP model,
though not modeling a TCP algorithm that is being used commercially, be-
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comes very tractable to analyze and the formulas for throughput and time-out
probability are easily implemented in for example Matlab. Starting with the
most fundamental aspects of the protocol, a refinement follows by including a
maximal congestion window.

As in Paper 1, this model also investigates performance for a single source
under the explicit assumption of independent packets, motivated by a correctly
configured RED queue. The model is derived following the method used in
Paper 1. The slow-start algorithm, that increases the congestion window size
by one packet per received ACK, does however lead to different dynamics and
different relationships both between the distributions forAn and the distribu-
tions for the congestion window size, and for the relationship betweenAn and
the inter-loss times.

In the future work section, ongoing work using fixed-point methods, com-
paring performance for multiple sources using this slow-start algorithm and
sources using the normal TCP algorithm used in Paper 1, is mentioned. The
comparison between the slow-start algorithm and the normal TCP-Tahoe al-
gorithm has since been investigated by Olsén via simulations, and analytically
using a fixed-point method where the network is represented by anM/M/1/B
queue. These investigations show that, in a network where all sources use
this aggressive slow-start algorithm for long file transfers, the packet loss rate
increases and the link utilization decreases

The TCP model is validated for two simulation scenarios. The first round
of simulations uses an artificial Bernoulli dropping device, and shows the high
accuracy of the model when the independent packets modeling assumption is
fulfilled. In the second simulation scenario, the packet loss rate in the network
is generated by real cross-traffic and a real RED queue, showing that the model
is still accurate when the modeling assumptions are not completely fulfilled.

Paper 3 - I. Kaj and J. Olsén. Stochastic equilibrium modeling of the TCP
dynamics in various AQM environments.

In Paper 3 [58], we continue and apply our renewal theory framework to
the more advanced TCP-NewReno protocol and compare the TCP-NewReno
model to the TCP-Tahoe model. We also investigate the performance of these
two TCP flavors under the explicit assumptions of independent packet loss
(RED queue) and under strong packet loss correlation (DropTail queue). Hence,
we single out the aspects of TCP performance that are inherently dependent on
the actual implementation of the flow-control algorithm from what depends on
the queuing environment.

Both the independent packets assumption in a RED environment and the
DropTail assumption that packets are independent before the first loss, fol-
lowed by a period when every packet is lost, are extreme. The assumptions are
however to a certain extent supported by simulations and other literature.
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Modeling the TCP-NewReno protocol in this renewal theory framework
increases the complexity considerably compared to modeling the TCP-Tahoe
protocol. The fast retransmit / fast recovery procedure, where the congestion
window is halved after a successful triple duplicate loss detection, introduces
a new dependence between the size of the congestion window at loss events
and the number of successfully transmitted packets between loss events. In
TCP-Tahoe, the source restarts with a congestion window size of one packet
after each congestion event. In such a set-up, the number of packets correctly
sent before the next loss event,An, uniquely determines the size of the con-
gestion window at the next congestion event, and also determines the length
of the loss free period. This is not the case for TCP-NewReno. In the TCP-
NewReno model, a renewal cycle is still defined as the time between two time-
outs and the renewal reward denotes the number of packets sent between these
timeouts. We do now however have possibly multiple fast retransmit / fast re-
covery events between two timeouts. Even if we knowAn, we also have to
know the size of the congestion window at the last loss event to be able to
determine the size at the next loss event. Hence, the size of the congestion
window at then-th consecutive congestion event resolved via fast retransmit /
fast recovery depends on the size of the congestion window at all previous loss
events since the last timeout event. The average number of fast retransmit /
fast recovery events between each timeout is required. We calculate this value
approximately.

Our analysis shows that given a known packet loss rate, the assumption of
independent or correlated packet losses have significant impact on whether a
loss recovery phase can be resolved via fast retransmit / fast recovery or if TCP
will be forced to wait for a coarse timeout.

The TCP and the network models are validated in a single bottleneck envi-
ronment where a further step towards realistic traffic scenarios is taken. The
cross-traffic in the network consists of independent heterogeneous TCP sources,
downloading a medium sized file, in a network that uses real DropTail and
RED queues.

Paper 4 - J. Olsén. On Packet Loss Rates used for TCP Network Modeling.

A deeper understanding of how packet drop occurs in a network is gained from
the simulation study in Paper 4 [57]. We investigate how the packet loss rate
could be defined and measured, partly inspired by the study of the impact on
throughput caused by packet correlation in Paper 3.

We examine various approaches used to model and infer about packet loss
rate in a network. Guidelines about in which network topologies, and for which
kind of traffic characteristics, one can successfully estimate packet loss rate
using simple queuing models are given.

In Paper 1,2, and 3, the packet loss rate is defined via the number of suc-
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cessful inter-loss packets as

p =
1

E(An)+1
. (5.1)

For independent packets, this results inAn being geometrically distributed with
mean value(1− p)/p. The insight that thisp-definition, though tractable for
the model, might be hard to estimate in a real network made us investigate
how packet loss has been defined and measured by other researchers. We then
define and compare five reasonable data based packet loss measures.

We also introduce five queuing models, simulate various set-ups with TCP
traffic in a single bottleneck topology, and investigate the relative merits of the
queuing models for estimating packet loss rate. The queuing model investiga-
tion is later used for the work in Paper 5 and Paper 6, where we combine a
TCP model with a queuing model and find the network’s operating point using
so called fixed-point theory.

The study in Paper 4 shows that the packet loss ratep defined in (5.1) is a
reasonable approximation to the proportion of packets that are dropped from
each single source. The investigations also show that anM/M/1/B and an
M/D/1/B queuing model is good at estimating the packet loss rate in a net-
work with independent sources, transferring short files.

Paper 5 - A. Wierman, T. Osogami, and J. Olsén. Modeling TCP-Vegas
under On/Off traffic.

In Paper 5 [71] and Paper 6 [72], the performance of multiple TCP sources
in a single bottleneck network environment is modeled. The framework used
makes it possible to model different TCP variants for a wide set of traffic types,
and we are hence no longer restrained to long lived flows. This framework also
extends the single source setting used in Paper 1,2, and 3. That framework
required the packet loss rate to be given to estimate TCP performance. Here,
we can infer about network utilization, loss rates and queueing delay with only
the network topology and statistical descriptions of the sources’ traffic as input.

Papers 5 and 6 use a fixed-point method that combines a detailed TCP model
with a queuing model. The performance of respective model for the network’s
operating point is analyzed via mean value analysis. The intuition about suit-
able queuing models that can be used to estimate loss rates for TCP traffic
arriving to a bottleneck link gained in Paper 4 is used here.

In Paper 5, we introduce an innovative model for the rarely modeled TCP-
Vegas variant. TCP-Vegas adjusts its sending rate in response to both packet
loss and changes in the queuing delay. This TCP-Vegas model is novel and is
the first model capable of estimating the network’s operating point for TCP-
Vegas sources sending on/off traffic. In Paper 5 and Paper 6, the TCP-Vegas
source is modeled as a continuous time Markov chain. The states in the
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Markov chain correspond to the congestion window size in different stages of
the slow-start, congestion avoidance, and loss recovery phases. The transitions
between the different states correspond to the behavior of TCP-Vegas when
the source observes packet loss and changes in the network queuing delay.
The stationary distribution of the TCP Markov chain determines the average
sending rate towards the network.

The framework also allows a separate application level to be developed in-
dependently of the TCP model. The high level application model determines
when the TCP source is idle, and when it is active and moves around among the
slow-start, congestion avoidance and loss recovery phases. In Paper 5 and Pa-
per 6, the application model is an on/off model with exponentially distributed
on/off times.

In Paper 5, the network is represented by anM/M/1/B model. Aver-
age packet loss rate and the queuing delay distribution is derived from the
M/M/1/B model, given the aggregate of the average arrival rates fromN TCP-
Vegas sources as input. The source and the network model are then allowed to
interact via feedback until the network’s operating point is found. This fixed-
point is found by a C++ implementation that explores the possible packet loss
rate and link utilization values, using interval halving on the link utilization
value, until the fixed-point is found.

Paper 6 - A. Wierman, T. Osogami, and J. Olsén. A Unified Framework
for Modeling TCP-Vegas, TCP-SACK, and TCP-Reno.
Paper 6 [72] extends the model in Paper 5, showing the strength and the gener-
ality of the proposed framework. Here, the TCP-Reno, TCP-SACK and TCP-
Vegas flavors are all modeled using different continuous time Markov chains.
The TCP models are then combined with simple queuing models within the
fixed-point framework.

Our proposed TCP-Reno model refines a previously introduced TCP-Reno
model, making it more robust in high loss environments. The TCP-SACK
model, though being a straightforward extension of the TCP-Reno model, is
novel. The major contribution of Paper 5 and Paper 6 is however the TCP-
Vegas source model, introduced in Paper 5 and described in more detail in Pa-
per 6. Here, the applicability of theM/M/1/B, M/D/1/B and theMr/M/1/B
batch arrival model for the TCP fixed-point framework are all investigated, and
the conclusions about the merits of respective queuing model in Paper 4 are
used to propose guidelines for suitable TCP-network model combinations.

The model in Paper 6 is validated by extensivens-simulations, showing
the increased accuracy of our extended TCP-Reno model, as well as the high
accuracy of the novel TCP-SACK and TCP-Vegas models. The framework
seems promising and recent research aims at extending the model to allow
multiple bottlenecks in the network and to consider other application types.
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