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Abstract 

From Log-Data to Regressive Machine Learning 

Models for Predictive Maintenance 

Lucas Christiaan van Dam 

 

 
There are three ways to deal with component failure: reactive maintenance, 

preventive maintenance, and predictive maintenance. Reactive maintenance is 

to repair only once something breaks. Preventive maintenance is to repair 

before it breaks, independent of actual wear. Predictive maintenance is 

performed on the basis of real time operational data, repairing when 

components cross a certain degradation threshold.  

 

With classification models one can determine the health state of a component. 

Regression models, on the other hand, allow the user to calculate a more 

precise estimate of remaining useful life. Previous research on regression 

models have exclusively used sensory data while classification models have used 

both sensory data as well as log-data. Research on predictive maintenance using 

regression models have found most success using SVM regression, decision 

trees, random forest regression, artificial neural networks and LSTM models.  

 

Companies have more and more data to their disposal about the performance 

of their machines, but usually in the form of log-data. The goal of this research 

is to find if it is possible to use log-data for regression models. If this is the case, 

more sophisticated regression models can be used to apply predictive 

maintenance more accurately on a broader scale than is currently the case. The 

project was performed through a case study at a company in the semiconductor 

industry in the Netherlands, with years of log-data of their product that are 

gradually degrading over time. After quantifying the log-data and trying all kinds 

of different regression models in combination with different time scales, the 

results were unilaterally abysmal and were unable to make any decent 

prediction.  

 

The reason for this according to several experts in the field of data science is 

that there was no in depth understanding of the data. They say it is required to 

have an integral understanding of the log-data and to closely collaborate with 

field engineers who know the data in and out. If a field engineer can say 

something about the degradation of a machine using only the log-data, a 

machine learning model can do it too. If a machine learning model is unable to 

purposefully overfit on the training data and the results are bad, there is no 

signal in the dataset and the task is impossible. It does not matter if the data 

was originally sensory or log-based, the only thing that matters is understanding 

what the data means and the presence of the degradation signal within. 
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Popular Science Summary 
Maintenance is the act of repairing a machine or tool to maintain it’s usability. This can be done 

reactively upon breakdown, but also preventively, where repairs are done before anything breaks 

just in case. Neither of these two approaches take into consideration the degree of wear on these 

machines or tools. When the degree of degradation of the object under supervision is actively 

tracked while also trying to predict breakdown and decides to repair based on occurred damage, 

it is called predictive maintenance. Tracking the degradation of things requires information about 

how it is doing. In the past factories, for example, relied on experienced mechanics who could hear 

how a machine was doing just by listening to vibrations. As technologies advance we are able to 

gather more and more clues about our machine’s wellbeing in the form of data. But data on its 

own is not useful, we need tools and methods to turn data into information about how the machine 

is doing. And this is where machine learning comes in.  

Machine learning has many applications from automating chess to detecting fraudulent banking 

transactions. But the process behind each application is quite similar: to detect a pattern based on 

previous, similar, examples. By feeding a machine learning algorithm more and more examples of 

a process you want to model, the model learns the information within the data. If the model is 

trained successfully, it can now predict a new outcome with data from a previously unseen data 

point.  

Within machine learning there are several different types that need to be addressed. One is 

classification, and based on an input it receives it will tell you what it is. So, if you were to give an 

image of a cat to a cat-classification model it will (hopefully) tell you that it is in fact a cat. The 

other type is called a regression model. This type will provide the user with a number based on the 

inputs given. If a patient is brought into the hospital with a certain blood pressure, age, and other 

numerical variables that provide information about the health of the patient, the model could 

predict the odds of survival in the next few days. What is important to know is that regression 

models need numerical data, while classification models can work on non-numerical data. The 

latter can take the form of text, images, or other formats. Classification models can use numerical 

data, but regression models have seen no usage of non-numerical data.  

Not a single scientific article talks about this (im)possibility and represents a clear gap of 

knowledge in the literature. Log-data is relatively common whereas numerical data is rarer. So, if 

it is possible to quantify log-data and use it for predictive maintenance, we can increase its 

applications throughout many industries and save a lot of costs. The case study company of this 

research has a lot of log-data and a need to apply regressive predictive maintenance models to its 

machines, since it does not have numerical data. This research quantified their log-data and 

applied it in many different model types to attempt to create a good model. Unfortunately, it was 

not possible to make any useful models from their data. To understand why, several experts were 

interviewed to find out.  

According to them it is very important that the data contains the information about the 

degradation. Collecting data points of a degrading machine does not mean the degradation pattern 

itself is captured. They say that to make sure the information is held in the data, close collaboration 

with a mechanic or other knowledge worker is required to verify its presence. If this is verified and 

the data is then quantified, the data is now indistinguishable from sensory data and the process 

continues as it otherwise would. So, it should definitely be possible to make regression models 

from quantified log-data, but the data pre-processing is more extensive and there’s no guarantee 

the required information can be found within the data.  
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1 Introduction 
This chapter delves into the background and description of the problem under investigation in 

this research. It follows with the problematization, aim, and research questions, finishing with 

the delimitations.  

1.1 Background 
Data is becoming more abundant, and its applications are ever increasing (Holst, 2021). One of 

the industrial applications that is greatly benefitting from the increased availability of data is 

predictive maintenance (Bousdekis, et. al., 2019). Ever since humanity invented tools for survival, 

maintenance has played an important role in society. As our tools got more complex, so did our 

need for maintenance.  

There are three ways, recognized in the literature, to deal with component failure: reactive 

maintenance, preventive maintenance, and predictive maintenance (Paz and Leigh, 1994; Gits, 

1992; Vanzile and Otis, 1992). With the advancement of more tools to obtain value from ever 

increasing volumes of data,  the latter area plays an ever-greater role and is the subject of this 

research.  

Predictive maintenance is not only useful in preventing additional repair cost and maximizing 

component usage, but it also benefits supply chain stability as there is a reduction in unexpected 

downtimes. The global semi-conductor shortage is partly caused by sudden shutdowns within the 

industry that could be prevented with expanding predictive maintenance capabilities (Voas et. al., 

2021).  

Predictive maintenance goes hand in hand with machine learning methods. These models are 

becoming more broadly used in the field of predictive maintenance, as the classical method of 

fitting distributions on degradation trends are losing appeal (Okoh and Roy, 2014). Machine 

learning models are either supervised or unsupervised (Burkov, 2019). In predictive maintenance 

the models are exclusively in the supervised learning domain, as unsupervised learning focusses 

on finding clusters within the data whereas supervised learning tries to predict something 

(Kelleher et. al., 2015)  

Within supervised machine learning two model types can be distinguished: classification and 

regression models (Kelleher et. al. 2015). Classification models will tell the user based on the data 

input what class it belongs to and deals with nominal and ordinal values. Regression models work 

with interval and ratio values and will provide a numerical value based on numerical input.  

 

Figure 1 - Different types of machine learning (Garbade, 2018). 
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1.2 Problematization 
Classification models make mainly use of data sources like log-data and pictures after quantifying 

the data. Regression models usually rely on sensory data or other numerical values. These type of 

models allow the user to determine how much estimated time is expected to be left on a machine 

before it supposedly breaks down (Burkov, 2019, p.19). Classification models can also make use of 

sensory data to determine what class a data point falls into (Alameh et. al., 2019). These models 

can then say something about the health state of a machine but can’t provide an exact estimate of 

remaining life, other than the moment they cross the threshold. Interestingly, there are no known 

examples  in the literature of quantified log-data being used for regression purposes. It is currently 

unclear if this is impossible or impractical and is a clear gap in the literature of predictive 

maintenance.   

1.3 Aim and research questions 
The purpose of this research is to investigate through means of a case study if it is possible to 

quantify log-data, and to create functional regression models for the purpose of predictive 

maintenance. This case study research lays the groundwork for further research into using the 

plentiful log-based data as a substitute for the scarce sensory data to make regressive predictive 

maintenance models.  

Industries benefitting from predictive maintenance applications are not always collecting 

quantitative data used for regression models in previous research. But most machines do produce 

log-data containing, warnings, error codes, and more features, which are stored based on the naïve 

empiricism principle. If it is the case that log-data can be used for the creation of regressive models 

for predictive maintenance, the applications in industry can be greatly increased. Currently, only 

sensory data is used in previous studies which is hard to acquire and takes a conscious effort to 

collect. Log-data on the other hand is plentiful available as it is often generated automatically and 

doesn’t need specialized measurement equipment. 

The thesis is structured as follows: the literature review seeks to uncover what exactly is predictive 

maintenance, what machine learning is. Additionally, it uncovers what models have found most 

success in previous research, and what the steps are to go from data collection to a predictive 

maintenance model. In the method section the study approach is described followed by the case 

study description which entails the case study company, the data collection, processing, and 

modeling. 

The findings were then discussed with experts in the field of data science through interviews to 

finalize conclusions and establish lessons learned. The interviewees are Dr Alican Noyan, founder 

of the data science company Ipsos, Dr Justin Pearson who is a senior data science lecturer at 

Uppsala University, and Dr Inge Taminga who is also a data scientist but works a lot with log data. 

The research questions are stated as followed: 

- What are the steps  from acquiring data to a regressive predictive maintenance 

model?  

- What machine learning models can be used for creating predictive maintenance 

models? 

- How can log data be used for predictive maintenance regression models? 
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1.4 delimitations  
As is further elaborated in the literature review, obtaining data for the application of predictive 

maintenance proves to be incredibly difficult. Ultimately, the only viable way was to perform a 

case study at a company within the semiconductor industry. The drawbacks of this approach are 

that a single case study is unable to generalize the theory to a grander level. Additionally, the 

company is unwilling to publicly publish their data due to security concerns hindering further 

research. But since the aim of the study is exploratory in nature, the drawback is limited.  

In this research the focus will be on a case study attempting to create regressive predictive 

maintenance models based on log data. While the study also includes interviews with experts in 

the field of data science and log data, the time constraint of five months reduces the possibility of 

expanding beyond the current scope. Additionally, this research is purely an operations research 

study and will therefore not include strategic matters such as marketing, strategy, management, 

or other non-technical grounds.   
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2 Literature review 
This literature review consists of three major parts. The first part is about what is and what isn’t 

predictive maintenance. The second part looks at what previous researchers have done to go from 

data to predictive maintenance models using machine learning. It identifies four steps consisting 

out of the collection of data, health indicator construction from the gathered data, division of 

health stages based on the health indicators, and finally the calculation of the remaining useful 

lifetime. The second part ends with notes about shortcomings of this approach for more complex 

degradation patterns, as well as possible relevant solutions provided by different schools of 

research. This third part goes further in depth into what specific machine learning models previous 

researchers have used. Throughout the literature review, choices are made which lead to new 

options. To accompany the reader with an overview, the image below was created to keep track of 

the choices made in this research. Each section will end with (a part of) this final image, shades of 

green represent what path was taken.  

 

Figure 2 - Visualization of the literature review.  

2.1 Types of maintenance 
The literature recognizes three types of maintenance: reactive, preventive, and predictive. These 
three types of maintenance each have their respective advantages, disadvantages and challenges 
which are further elaborated below. In short, preventive maintenance is the act of performing 
maintenance before a part or component risks failure. Reactive maintenance acts after the 
breakdown occurs. Predictive maintenance, if executed well, enables one to know when a 
component is likely to break down just in time before it fails.  

 

2.1.1 Reactive Maintenance 
Reactive maintenance can be seen as an emergency responder to maintenance where equipment 
is operating until it fails. The broken component is then repaired or replaced (Paz and Leigh, 
1994). With reactive maintenance, temporary repairs may be necessary to return equipment to 
acceptable levels of operation, with permanent repairs being delayed for a later time (Gallimore 
and Penlesky, 1988). Reactive maintenance allows a minimal amount of maintenance resource 
allocation and short-term money spent to keep equipment operational (Vanzile and Otis, 1992). 
However, the disadvantages of this approach include unstable and fluctuating production output, 
higher levels of defective products, and possibly increased overall costs to repair catastrophic 
failures where components that break, cause damage to otherwise previously unscaved parts 
(Bateman, 1995; Gallimore and Penlesky, 1988). 

 

2.1.2 Preventative Maintenance 
Preventive maintenance can be referred to as use-based maintenance. It consists of maintenance 
activities that are undertaken after a specified period of time or amount of machine use, 
independent of actual wear (Gits, 1992; Herbaty, 1990). This type of maintenance works with 
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estimations of probabilities that components will fail in the specified interval. The benefits of 
preventive maintenance include reduced probability of equipment faults and extension of 
equipment lifetime. The disadvantage of preventive maintenance, however, is the need to 
interrupt production at scheduled intervals to perform the work, as well as wasting useful lifetime 
of components that are needlessly replaced.  

 

2.1.3 Predictive Maintenance 
When Preventative Maintenance is performed on the basis of real time operational data instead of 
a fixed schedule, it becomes Predictive Maintenance. Predictive maintenance is often referred to 
as condition-based maintenance or monitoring. Specifically, maintenance is initiated in response 
to a specific equipment condition (Vanzile, Otis, 1992; Gits, 1992). Under predictive maintenance, 
diagnostic equipment is used to measure the physical condition of equipment such as temperature, 
vibration, noise, lubrication, and corrosion (Eade, 1997). When one of these indicators reaches a 
pre-specified level, work is undertaken to restore the equipment to proper condition. This means 
that equipment is taken out of service only when direct evidence exists that deterioration has taken 
place. Predictive maintenance has as a goal to provide the user with a life estimate known as 
remaining useful lifetime (Fink et. al., 2015). This type of maintenance is the subject of this 
research.  
 

 
Figure 3 - Literature review visualization step 1.  
 

2.2 From data to RUL 
Companies are most interested in the calculation of the remaining useful lifetime of critical 
components. As machines have a scheduled maintenance moment planned in the future, it helps 
them to know with a good degree of certainty if a component is likely to fail before the next 
scheduled downtime. If the chance of failure, multiplied by the cost of failure, is more than the 
chance of no failure, multiplied by the cost of scheduled repair, the component should be 
repaired and vice versa. Going from the data to predicting the RUL takes four separate steps 
described in the paper by Lei et. al. (2018).  
 
1) Data acquisition  
2) health indicator construction 
3) health stage division  
4) RUL calculation 
 
These four parts of the article are discussed in more detail below and complemented with other 
relevant literature.  
 

2.2.1 Data acquisition 
Data acquisition is the process of observing and saving different kinds of monitoring data from 
sensors placed on the machine under surveillance. Data acquisition systems are often composed 
of sensors, transmission devices and data storage units. The goal of the sensors is to capture the 
data that describe the full degradation process of the machine.  However, it is still difficult to 
acquire run-to-failure data of machinery in high quality for academic research. This is because it 
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requires long term observations to capture the degradation process, machines are not always 
allowed to run until failure. Additionally, there is a lot of noise from the operating environment, 
scheduled maintenance and machine startup influences the degradation pattern, and companies 
are very careful with sharing their data. 
 

 
 
Figure 4 - Four technical processes in a machinery health prognostic program, Lei et. al. (2018)  
(1/4). 
 

2.2.2 Health indicator construction 
The damage of machinery is generally unable to be observed directly because it could interrupt the 
business process. A crack in a spinning component, for example, can only be observed once it stops 
revolving. Furthermore, the accumulating degradation is often taking place at the micro level and 
requires specific instruments to notice. Faults can remain hidden until complete component 
failure due to these reasons. It is therefore reason required to measure different kinds of condition 
monitoring signals, such as vibration signals and acoustic emission signals to estimate the health 
states of machinery in real time. These measurements are usually abundant in helpful information 
about the degradation, it also contains noise which distorts the data. Filtering out the health 
indicators from the noise is key for predictive maintenance purposes (Lei et. al. 
2018).                                                    

  
Figure 5 - Four technical processes in a machinery health prognostic program, Lei et. al. (2018)  
(2/4). 
 

The article by Lei et. al. (2014) further stresses that the two issues related to the health indicator 
construction, is how to construct health indicators from monitoring signals, and how to 
evaluate the suitability of the constructed health indicators for the RUL predictions.  

 
Constructing health indicators from the raw sensory data can be done using dimensionality 
reduction. Lei et. al. (2018) mainly focuses on principal component analysis (PCA), but Burkov 
(2019) adds that UMAP and Autoencoders are also suitable approaches. These three methods 
work along the same logic of merging variables that strongly correlate into a single variable. A data 
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set that, for example, consists of thousands of different variables from its sensors can be turned 
into a more manageable size of only a few hundred variables with these methods. Dimensionality 
reduction will receive more attention in the modelling section of this literature research where 
auto-encoders are explored in more detail.  
Evaluating the suitability of the health indicators depends on how much data there is. Metrics 
depending on a single health indicator require the degradation to be monotonous. Since the 
degrading component can’t undo its accumulated damage by itself, the health indicator is required 
to have this monotonous requirement as well, in order for it to accurately represent the 
degradation process. It is also required to be robust, meaning the noise from the data does not 
influence the trendline much, as it should be a smooth curve matching the degradation pattern 
without sudden jumps or drops. For metrics depending on time as well, trendability is key. As 
opposed to monotonicity and robustness, trendability represents the correlation property between 
the health indicator and time. If there are several health indicators, the most important evaluation 
criterion of them all is that they are consistent and correlate strongly with one another since they 
are supposed to represent the same degradation pattern. If there are different health stages in 
play, the health indicators also need to be identifiable with their respective health stages for it to 
be a good health indicator. 

 

2.2.3 Health stage division 
Degradation of a component is not always a straightforward process. The part can remain 
unscaved for long durations, until it suddenly experiences initial damage during usage. This 
damage can then cause steady degradation until failure. Other types of components start to 
degrade immediately from the moment they are used without suffering structural damage at all, 
like the reduced sharpness of a knife. In order to differentiate, the article by Lei et. al. (2018) 
argues for the division of different health stages representing the health of a component. 
Components that show immediate degradation, that also remains consistent until failure, are not 
required to be divided into different health stages because there is only one. Other components 
have their lifetime divided into two or more health stages where the first stage is healthy, and the 
following health stage(s) represent different degradation patterns. Figure 6 illustrates this 
differentiation between different health stages. As long as the component is in the first health 
stage, the RUL is not possible to be calculated. The RUL prediction should be triggered from the 
start time of the unhealthy stage, which is defined as the first predicting time (FPT). 
 

 
Figure 6 - Four technical processes in a machinery health prognostic program, Lei et. al. (2018)  
(3/4). 
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According to Lei et. al. (2018), the easiest strategy for a two-stage division is to identify whether 
the health indicator exceeds the alarm threshold. As health indicators can fluctuate due to noise 
in the data potentially triggering a false alarm, some measures need to be taken. Li et al. (2016) 
proposed a continuous trigger mechanism, so that only when the health indicators remain above 
the threshold for a longer period of time, the alarm is triggered. Another strategy is to use machine 
learning classification models to determine whether the component is in a healthy stage or not 
(Fink et al., 2015) upon surpassing the alarm threshold.  
 
Multi-stage division is applicable in cases where the degradation trends of components in the 
unhealthy stage are inconsistent and can’t be expressed using a single degradation model. When 
this happens, the unhealthy stage should be further broken down into more stages with respect to 
the various degradation trends. Previous publications differentiated various stages by applying 
unsupervised machine learning models such as K-NN (Ramasso et. al., 2013), and K-means 
clustering (Scanlon et. al., 2013). Neural Networks have also been applied for this purpose 
(Tamilselvan et. al. 2012; Guo et. al. 2016; Ali et. al. 2016; Zhang et. al. 2014) in order to uncover 
different health stages. Once the different health stages have been identified, we can determine 
the RUL for each of the unhealthy stage(s).  
 

2.2.4 Predicting the remaining useful lifetime 
According to the article and Okoh, Roy, (2014), predicting the RUL can be done by applying one 
of four methodologies: analytical based, knowledge based, model driven and a hybrid based 
method. Lei et. al. (2018) further underlines the same four possibilities with slightly different 
names. As Okoh, Roy, (2014) dedicate their whole article to these terms compared to Lei et. al. 
(2018), for whom it is only a small section, the former article’s terms are used in this research.  
 
Knowledge based relies on experts with experience working with a certain component that are 
able to accurately estimate parameters that can be used by computational intelligence to calculate 
when a component will fail. Take for example a seasoned factory worker that can give insights into 
the average lifespan, material characteristics and other component attributes. The analytical-
based RUL prediction approach relies on physical failure techniques. This tested method works 
with equations derived experimentally in the past, by fitting mathematical distributions on 
degradation trends.  
 
The model based approach makes use of statistics and computational intelligence in combination 
with historical data without foreknowledge of the physics of formation of a component. The 
models will try to find patterns in the data and use it to discover equations hidden in the data, 
invisible to us, which are then used for predicting future results. This method is exemplified in 
previous article investigating this very phenomena (sanchez-gonzales et. al., 2020). In their 
research, a neural network was shown how water flows in a box, and the network derived the 
understanding of fluid-physics enabling it to simulate water flow. The model had no previous 
understanding of physics equations and had only access to the raw data. Fluid dynamics formulas 
took humanity hundreds of years to uncover, but the network figured it out by itself in a matter of 
hours. It is for this reason, amongst others, that fitting degradation trends are losing appeal, and 
why this research will also make use of the model based approach.  
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Figure 7 - Four technical processes in a machinery health prognostic program, Lei et. al. (2018)  
(4/4). 

 
 
Figure 8 - Literature review visualization step 2.  
 

2.2.5 More complex components, more complex degradation patterns 
Lei et. al. (2018) describes a detailed step by step process to go from data acquisition to RUL 
predictions. However, the models and previous literature it covered are about relatively simple 
components with a limited ability for varying degradation patterns. The health stages assume that 
the components will degrade roughly the same way each time, but for more complex parts this is 
not necessarily the case. In the image below this problem is exemplified in the graph where the x-
axis represents one distinct path to failure, and the y-axis represents another independent failure 
path. If one of the two failure paths, which are independent forms of degradation, reaches 100%, 
the hypothetical component will fail.  
 

 
 
Figure 9 - Visualization of multi-degradation ambiguity problem. 
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If there is a component that has two distinct features of degrading, but the observer only knows 
about one of them, it can create a false sense of safety. While failure path x indicated only 80% 
degradation while having 20% left until failure, path y resulted in component breakdown before x 
degraded completely. A singular model describing one degradation pattern, even with different 
stages, could miss important information if the component is more complex and has different ways 
of degrading. 
 
MathWorks, the company behind mathematical computing software like MATLAB and Simulink, 
presented a white paper on the subject of predictive data analytics. Depending on the level of detail 
of the data, one can choose three models for predicting the RUL while considering the possibility 
of diverging degradation paths.  
Survival models, similarity models and degradation models.  
Survival models are the most basic one where the only available data is time-to-failure without an 
indicator of degradation variables. It can only make a simple prediction model using the average 
and standard deviation to calculate a probability based remaining useful lifetime.  
Similarity models are usable when there is a lot of data and different instances of the degradation 
pathway from a healthy state to failure making use of sensory data. Based on historical instances, 
a component under surveillance degradation pattern is compared to its predecessors. This method 
is especially useful for situations where the entire degradation pattern is understood. Its RUL is 
then estimated based on what RUL is most similar counterparts had in the past.  
Degradation models, on the other hand, are something in between the other two models. The data 
shows some of the degradation patterns, but only up until a threshold it should not cross, so 
without time-to-failure.  
 
By applying the similarity model with the large quantities of run-to-failure data, it is possible to 
make a model that predicts the remaining useful lifetime of components by comparing it with 
previous instances that behaved similarly (Khelif et. al. 2014). The more data is collected from the 
component’s different failure pathways, the more accurately it can be determined what previous 
instances are most alike, and the more accurate the RUL prediction will be. This way the model is 
able to consider all the different ways the component can degrade, solving the issue of only looking 
at a singular degradation path. This approach does not rely on identifying different health stages 
but still requires good health indicators to perform adequately described in the second step of Lei 
et. al. (2018)’s article. Additionally, this method would be suitable for log-based data as such 
similarity models don’t specifically need quantitative data. Should the components of this case 
study degrade in different manners, the modeling process should make use of similarity models. 

 
Figure 10 - Literature review visualization step 3.  
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2.2.6 Using log data for regression models 
Literature in the field of predictive maintenance, with the goal of predicting remaining useful 
lifetime through regression models, all make use of quantitative data. It should also be noted that 
the NASA dataset (Saxena, 2008) is used very frequently. As mentioned by Lei et. al. (2018), this 
is likely because other datasets are rare or unavailable for researchers.  
 
There are plenty of publications that create classification models by using log data, but these 
provide no varying RUL number (Sipos et. al., 2014; Wang et. al., 2017). A possible explanation 
for this is that machine learning models require large amounts of data inputs. While it is possible 
to extract numerical data from log data, it could very well be that it is not sufficient for a good 
model with high enough accuracy. Another possible explanation is that as data sets have proven 
to be so rare, that there have been no attempts made to make a predictive maintenance model 
based on regression with log data. This research project will investigate the possibility of using 
quantified log-data to create regressive machine learning models, as this is currently unclear. The 
next section of the literature section will review different machine learning modeling methods 
used commonly in previous publications, to learn what models can best be used in this research.  
 

2.3 Model selection 
Okoh and Roy (2014) provide an overview of what models are used in previous publications and 
saw most usage of Artificial Neural Networks, Support Vector Machines, and Fuzzy Logic Systems 
within the model-based approach. None of whom used log-based data but exclusively sensory 
data.  Zhang et. al. (2019) went a step further by comparing and analyzing several more methods 
and provides a foundation to choose models for predictive maintenance projects, based on the 
purpose of the project as well as how much data is available. Additionally, all the previous research 
they analyzed, around 50 papers, was done on the basis of either sensory data (94%, 82% of whom 
were vibration-based) or image recognition (6%), but never on log-data. In this section the terms 
mentioned about different models are explained as well as how they operate, and what insights 
were obtained in previous literature. Inconsistencies within the literature are also highlighted, 
discussed, and clarified. 
 

2.3.1 Machine Learning Models 
The Hundred-Page Machine Learning Book by Andriy Burkov (2019) provides a good overview 
of what machine learning is and describes a number of the models described above in further 
detail. Lei et. al. (2018) separates the different types of models into machine learning and deep 
learning, but Burkov states that deep learning is actually a subset of machine learning. The book 
labels machine learning model types as follows: supervised learning, unsupervised learning and 
reinforcement learning.  Machine learning is defined as such that “it is a subfield of computer 
science that is concerned with building algorithms which, to be useful, rely on a collection of 
examples of some phenomenon.” Furthermore, it is a process of solving a practical problem by 
gathering data, algorithmically building a statistical model based on this dataset, and to solve the 
practical problem at hand (Burkov, 2019, p. 1).  

 
In supervised learning the data is a collection of labelled examples of a certain outcome, for 
instance, if the component has failed or the component is healthy, these two states would be the 
two different labels. The features of a sample are stored into a feature vector x, while the label is 
stored in vector y. Feature vectors can include, for example, time in operation, number of 
microchips handled, temperature measurements, and much more sensory information. “The goal 
of supervised learning is to use the dataset to produce a model that takes a feature vector x as 
input and outputs information that allows deducing the label for this feature vector” (Burkov, 
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2019, p. 1). Relevant instances of supervised learning models are Logistic Regression, Support 
Vector Machines, and Decision Trees. These models will be explained in more detail below.   
 
In unsupervised learning, the data has a feature vector x, but no labeled outcomes. “The goal of 
this type of learning is to create a model that takes a feature vector x as input and transform it 
into another vector or into a value that can be used to solve the problem“ (Burkov, 2019, p. 
2).  This type of learning is useful to understand the data, not so much as to make predictions. As 
the sole purpose of predictive maintenance, as its name suggests, is to predict something, there 
are no relevant example models for the purpose of predictive maintenance. However, as discussed 
in the previous section, K-means clustering, and the Nearest Neighbour algorithms can be used to 
identify different health stages of a degradation pattern.  

 
Reinforcement learning allows for a machine to perceive the state of the environment as a vector 
of features. The algorithm can take actions in a given state, for which it can obtain a reward, often 
leading the machine to another state of the environment. The goal of the algorithm is to learn a 
policy for which it accurately makes the optimal decision based on the feature vector it perceives 
(Burkov, 2019). While this type of learning has found great use in the field of autonomous vehicles, 
games like chess, and Go, previous literature did not use reinforcement learning models for 
predictive maintenance applications.  
 
Deep learning is a special case which is not definitively a part of any of the above mentioned 
learning types. Deep learning algorithms are constructed from multiple simple machine learning 
algorithms and are structured together in complex networks, resembling neurological structures. 
It is a way of learning from large amounts of data and can be used for supervised, unsupervised as 
well as reinforcement learning according to Burkov (2019). Relevant examples of deep learning 
models are: Artificial Neural Networks, Recurrent Neural Networks, and Autoencoders, which will 
also be explained in more detail. Lei et. al. (2018) also found that Machine Learning models, like 
Support Vector Machines, Logistic Regression,  and Decision Trees, worked very well with limited 
amounts of data. Deep Learning models like Artificial Neural Networks, Recurrent Neural 
Networks and Auto Encoders worked better in case of data abundance but performed poorly in 
comparison with reduced amounts of data.  
 

2.3.2 How machine learning algorithms learn 
Before we talk about the different models used in previous literature for the purpose of predictive 
maintenance, it is important to understand some basics of how these algorithms operate. 
According to Burkov (2019), the three fundamental building blocks of any learning algorithm are 
a loss function, an optimization criterion based on the loss function, and an optimization routine 
using training data for the purpose of finding a solution to the optimization criterion. The learning 
algorithm takes in a feature vector x. For every feature, it multiplies it by a weight w for each 
individual feature. The algorithm’s goal is to find optimal values of w, so that when they are 
multiplied with their x, the outcome is as close to the target value as possible. The difference 
between the predicted outcome and the actual outcome is used by the so-called loss function to 
optimize. It does this by taking the partial derivative of each parameter and altering the value of 
w by a certain step size, iteratively, until it reaches an optimum value of w, that gives the smallest 
difference between the predicted outcome and the actual outcome. This process is what is called 
gradient descent and is central to every learning algorithm (Burkov, 2019).In simpler words, the 
algorithm lives in a mathematical plane with multiple dimensions. By moving over this plane (by 
increasing or decreasing weights on certain features corresponding to the dimensions), it senses 
what direction it should go to optimize the final outcome to be as close to the target feature as 
possible. It is based on derivatives from calculus.      
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2.3.3 Supervised machine learning models 

Logistic Regression 

Logistic regression is strictly speaking not a regression, but it is more similar to a classification 
algorithm. What makes it different from a classification algorithm, whose outcome can be either 
one or zero, true or false, is that it provides a value between zero and one. This value range allows 
it to be used for regression purposes as well and does so quite successfully. For logistic regression, 
the outcome variable y can take any value between zero and one, depending on the features in 
feature vector x (Burkov, 2019). The healthy state of a component could be represented by one, 
whereas zero could represent a component failure. One could use data of previous instances for 
logistic regression to make a model that gives a numeric value between 0 and 1 of the likelihood 
the component will fail in a given time period, based on what happened in the past to instances of 
similar features. Within the range of zero to one it is also possible to establish thresholds of 
degradation of health states as mentioned by Lei et. al. (2018).  

 
Figure 11 - Standard logistic function (Burkov, 2019, p. 25).  
 

Support Vector Machines 

This type of algorithm tries to create a vector that best separates the data points based on their 
features and respective label (Burkov, 2019, p. 31). For predictive maintenance purposes, the 
model has a way to deal with multi-class problems with the so-called ‘one versus rest’ strategy. 
This method would allow identification and the separation into different health stages (Lei et. al. 
2018). Additionally, the performance of a SVM is highly dependent on the selection of the so-called 
kernel functions, allowing for separating non-linearly separable data points. A standard method 
for choosing these kernel functions has not been determined, making it more difficult to produce 
reliable results (Lei et. al, 2018). 

 
Figure 12 - An example of an SVM model for two-dimensional feature vectors (Burkov, 2019, 
p.31). 
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Random Forest and Decision Trees 

Decision Trees are one of the older and more intuitive models in the field of machine learning. 
Whether certain values of different parameters are above or below an established threshold, leads 
to the classification of the data instance. In each branching of nodes of the graph, a specific feature 
j of the feature vector x is examined. If the value of the feature is below a certain threshold, one 
branch is followed; otherwise the other branch is followed. Upon reaching the leaf node, it can be 
determined to which class the example belongs (Burkov, 2019, p. 27). In this research a class can 
be a health stage, which can then be used to determine the RUL, but would face similar problems 
as the SVM model mentioned before.  
 
Figure 13 below provides an intuitive example of how a decision trees works based on the 
hypothetical situation who should receive a banking loan depending on age, income, and criminal 
record.  

 
 
Figure 13 - An example of a decision tree.  
 
 
While Decision Trees have lost popularity in the field of machine learning as other models and 
variations vastly outperformed them in accuracy, they regained popularity through an adaptation 
of this algorithm coined random forest. Random forest takes a small sample of the dataset and 
makes a crude decision tree. This process is repeated a number of times resulting in a forest of 
decision trees, simpler and smaller in size compared to one major decision tree. All of these models 
are fed a new instance of the data, and each individual tree provides a prediction. Then the average 
of these outcomes (or majority vote for classification) is used to determine the final outcome value 
(Burkov, 2019).  

 

2.3.4 Deep Learning Algorithms 
Deep Learning is a special approach to machine learning problems. As birds have inspired aircraft 
wing shapes, so have brains inspired Neural Networks through biomimicry. The network is 
constructed from multiple layers of so-called ‘neurons’. Each neuron is nothing more than a 
logistic regression, taking in as input the output of the neurons before it, within the so called 
‘hidden layers’. The first layer of neurons takes in the feature vector x, then passes through the 
hidden layers, to be outputted from the last layer (Burkov, 2019). There are many different types 
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of neural networks, those relevant for this research with regards to predictive maintenance are 
discussed in this section.  
 

Artificial Neural Networks  

ANN for short, are the basic form of Neural Networks and all other forms are based on this 

model. The input variables are connected to all neurons in the first layer, and all outputs of the 

first layer are connected to the next layer. And the next layer is fully connected to the layer after 

that, up until the last layer. The full connectivity characteristic of neural networks leads to 

exponential complexity as each neuron is connected to all neurons in the layer before and after 

it. Adding a neuron, adds an exponential number of new connections every time. While requiring 

a lot of computation power and time, its results can be very impressive and promising. An 

example of an ANN is presented in the image below.  

 
Figure 14 - Multilayer perceptron with two-dimensional input, two layers with four units and 
one output layer with one unit (Burkov, 2019, p. 63). 
 

Feed Forward Neural Networks 

Feed-forward neural networks (FFNN) are the standard and most popular variation of the ANN 
family. FFNN excel at learning the relationship between the health indicators and the remaining 
useful lifetime, which make them very suitable for predictive maintenance purposes (Lei et. al., 
2018). Variations exist in the final layer depending on the goal of the assignment. For a 
classification or regression problem, the last layer contains only a single unit. If this unit’s 
activation function is linear, then it is a regression model. If it is a logistic function, it is a binary 
classification model (Burkov, 2019).     
 

Recurrent Neural Networks 
As opposed to FFNN, whose connected neurons flow in a single direction, Recurrent Neural 
Networks (RNN) have a built-in feedback loop. This allows the network to ‘remember’ previous 
inputs and use the information for forecasting or other potential tasks (Burkov, 2019). According 
to Lei et. al. (2018), RNN are especially suitable for predictive maintenance. This is because of the 
ability in dealing with explicit time-series data, like sensory readings of machinery, that follow a 
specific degradation pattern. Unlike FFNN, RNN can receive a sequence of inputs and produce a 
sequence as an output. Training RNN is exponentially more difficult than FFNN however, due to 
its memorizing nature.   
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Figure 15 - A simple RNN with two feedback loops (Burkov, 2019, p. 73).  
 

Long Short-Term Memory Models 

Similar to RNN networks, this model has the ability to take sequential data as input and remember 
previous states to determine what comes next. Often seen as the improved version of RNN, it does 
not have the problem of vanishing gradient descent and does not get ‘stuck’ while training 
(Sherstinsky, 2020). It does this by having a rather complex node taking into consideration 
previous states, has a method to remember previous states while also enabling the possibility to 
forget previous states. This model is perfect for the usage of time-series data and has seen much 
success in previous research (Bruneo and De Vita, 2019). Figure 16 below exemplifies a standard 
LSTM model.  
 
 
 

 
 
Figure 16 - Generative Recurrent Networks for De Novo Drug Design - Scientific Figure on 
ResearchGate. Available from: https://www.researchgate.net/figure/Model-of-the-RNN-LSTM-producing-
SMILES-strings-token-by-token-The-token-G-denotes_fig2_320813292 [accessed 1 Dec, 2021] 
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Auto Encoders 

This type of network has the property that the input and output layers have similar size, while the 
hidden layer(s) are small(er). This has the result that the vast quantity of sensory data gets 
compressed, in an attempt to delete the noise from the data to get a clear image of the signal which 
accurately represents the degradation process. Auto Encoders are not used in previous literature 
to determine the RUL but can be used in the pre-processing step to clean and organize the data by 
reducing dimensionality, size and complexity of the data. Auto Encoders are also used a lot for 
outlier detection, which could perhaps be used to determine if the component has moved to the 
next health stage (Essien and Giannetti, 2020).  
 

 
Figure 17 - Auto Encoder network illustration (Burkov, 2019, p. 17). 
 

2.3.5 Separating the signal from the noise 
Overfitting is one of the major problems in data modelling. Machine learning models can be taught 

to memorize the dataset and produce a model which perfectly predicts data points in this set. But 

once it is fed new amd previously unseen data, the predictions are usually terrible. This problem 

is beautifully illustrated by the quote: “If you torture the data long enough, it will confess to 

anything” by Ronald H. Coase. But why is this the case? If clean data perfectly captures the 

degradation process with no variation, theoretically overfitting would not be a problem, but rather 

something desirable. Unfortunately, data can never be as pure and will always approximate reality. 

The pure essence of the process we want to observe is what is called the signal, everything else is 

noise. Overfitting is when the machine learning model focuses on the noise instead of the signal, 

because it discovered a coincidental pattern within the training data.  

Canayaz, (2020) used deep neural networks on lung images to detect for COVID-19 infections. 

When using images of lungs, the images must first be made similar enough for the algorithms to 

work, since they need exact same image size, same resolution, etc. The generalization of these 

pictures introduced more noise into the data. Features and attributes having nothing to do with 

the projects goal, detection of COVID-19. It reported high accuracy and recommended it to be 

used for detection in patients. Another paper proved that the algorithm by Canayaz was 

overfitting on the noise by completely removing the signal from the data. They removed the 

signal by replacing the images of the lungs with a black square, but still having access to the 
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introduced noise. The model was still somehow accurately predicting the presence of COVID-19 

without having access to the signal, showing the model was basing it entirely on the noise within 

the data (Maguolo and Nanni, 2021). 

 

Figure 18 - Original and transformed samples from the 4 datasets (Maguolo and Nanni, 2021).  

The goal of machine learning algorithms is to find the signal in the data and separate it from the 

noise. These models can appear to function, simply by overfitting on the noise. Preprocessing of 

the data is incredibly important to filter out as much noise as possible. Additionally, verifying 

there is a signal within is therefore vital, which requires thorough understanding of the data.   
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3 Methodology 
This section starts by describing the research approach, research design and sampling 

procedure for this study. This is followed by the data collection, and processing for the modelling 

stage. Finally, the reliability and validity, limitation and critique towards the methodology are 

discussed. It ends with the ethical considerations that are encompassed in this research.  

3.1 Research approach 
Research usually falls in two categories that are inductive and deductive. Induction is the process 
of creating theory from scratch without any significant fundament in previous theories. This type 
is more common in qualitative research. Deductive research investigates existing theories and 
tries to expand upon, revise or confirm them in their respective environment (Woiceshyn and 
Daellenbach, 2018). When combining these two extremes in the research spectrum, it is called 
abductive research. As this research makes use of both quantitative as well as qualitative research 
it is the most suitable research approach. 

The aim of this research is to investigate if it's possible to quantify log data in a reliable way to 
create a regressive predictive maintenance model, using machine learning methodology. This 
research takes the objectivism point of view. It assumes that there is an external reality that can 
be measured which is not just made up out of our perceptions and actions. The epistemology is of 
a positivist approach, as it makes use of data based on measuring reality through measuring 
instrument observations  (Wang and Peyvandi, 2018).  
 

3.2 Research design 
There are many types of research designs to choose from when conducting a study in the field of 
operations research. Factors that mainly influence the design are generalizability and the research 
setting. In this specific instance a quantitative case study design was chosen as it is exploratory in 
nature (Riege, 2003). To complement the case study design to make the findings more 
generalizable, qualitative interviews were also conducted in line with the mixed methodology that 
mainly focusses on a parallel approach (Yin, 2006). 

In this case the research setting is most suitable for a case study approach. Generally, case studies 
can be separated into four different sections: An organization, a single location, a person or an 
event (Bell, Bryman and Harley, 2019). This case study focusses on a single organization as it 
wants to create regressive models from log data for predictive maintenance purposes. The 
literature showed that there was no research being done to the possibility of using log data for 
these kinds of models. Therefore, the most logical design is to try it and find out. The findings were 
then discussed with experts in the field of data science as well as log data to generalize the findings 
for further research to investigate.  

3.3 Sampling 
Qualitative sampling can be divided in three categories: Judgement sample, Convenience sample, 
and Theoretical sampling (Marshall, 1996). When engaging with convenience sampling the 
procedure is to choose subjects purely on the basis of how easily they can be acquired. This 
approach is popular because of its relative  low amount of effort required, despite its disputable 
rigor in terms quality. On the other hand, judgement sampling, which is also known as purposeful 
sampling (Bell, Bryman and Harley, 2019), is the idea of picking specific data subjects that are 
considered to be able to contribute to a study because of their relevant experience. In this study 
with regards to the interview’s, convenience sampling was used. It was necessary to find an experts 
that can explain more about the signal, an expert who works with log data, and an expert 
knowledgeable about data science who is also connected to academia. These roles were filled by 
Dr. Alican Noyan, Dr. Inge Tamminga, and Dr. Justin Pearson; respectively. This research has a 
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narrow aim with its focus on the Dutch semiconductor industry focusing on improving predictive 
maintenance abilities. The aim of this study is to create new literary understanding which enables 
the industry to apply predictive maintenance in a broader way. It does this through a case study 
which is further complemented with the mentioned expert interviews.  

3.4 Qualitative data collection and processing 
As the case study company throughout the years has gathered qualitative log-based data of their 
equipment in the field on the principle of naive empiricism, the data is by definition a secondary 
data source. The dataset contains machine generated logs and accounts of the occurrence of errors, 
warnings, machine details, field engineer remarks, time stamps and dates. This vast amount of 
qualitative data is stored in the company database. As the data was not gathered with the intent of 
predicting component breakdown, most of the data’s features are not useful and need to be 
processed. Based on the knowledge of employees, company documents, and statistical methods, 
it is determined which features of the data might be useful for the modeling. To filter the data from 
the databases, and to quantify the data in the preprocessing phase, this research made use of the 
programming language Python. All coding scripts can be found in appendix B. The cleaned dataset 
was then used for the creation of several different types of machine learning models. The models 
used error and warning frequency of one window in time, to predict machine downtime in the next 
time window. Numerous time window aggregates were tried to find the best result. The models 
were evaluated based on R-squared and Mean Squared Error metrics. The choice of what models 
and metrics to use was based on what previous researchers used in similar cases.  
 

3.5 Validity and reliability 
Reliability means that when the study is repeated in a similar setup the results are also similar, 
they need to be consistent. Validity on the other hand deals with all steps within the research and 
is meant to ensure that the study is relevant in the way it is prepared, measured and processed. 
Additionally, validity is concerned with ensuring the findings are generalizable (Bell, Bryman and 
Harley, 2019). It is important to differentiate reliability and validity between the quantitative and 
qualitative part for mixed research methods (Zohrabi, 2013). Because quantitatively and 
qualitatively have a different nature they also require different terminology. In qualitative research 
credibility, transferability, dependability, and confirmability are most important whilst 
quantitative research highlights construct validity, external validity, internal validity, and 
reliability (Riege, 2003; Bell, Bryman and Harley, 2019). Riege (2003) summarizes existing 
literature on which measures to take to ensure that one’s research is reliable and valid when 
dealing with case study research. Riege concludes that there are a number of tests that can be 
performed in order to obtain a valid and reliable outcome. These techniques are described below.  

3.5.1 Construct validity  

Construct validity describes how well the study measures what it seeks out to measure. Though  
construct validity of case studies is usually seen as questionable due to the subjectivity of the 
researcher’s affiliation with the case he or she studies (Riege, 2003). Still steps can be taken to 
ensure that a case study obtains as high construct validity as possible. The researcher should 
collect data from several sources, document as many of the data gathering steps as possible, as 
well as getting the results peer reviewed by another party to reduce bias further. This research had 
to rely on the data provided from the company but did take steps in getting the process reviewed 
by several outside sources. Additionally, the claims and statements made by the interviewees were 
cross validated with one another.  
 

3.5.2 External validity  

External validity, also known as transferability, is the generalizability of a research findings and 
conclusions that can be distilled from it. Should the findings be applied to another case and show 
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similar results than the study is considered valid in this regard (Riege, 2003). For case studies this 
is often hard to do and is one of the major criticisms aimed at this type of study design (Riege, 
2003; Creswell et al., 2007; Bell, Bryman and Harley, 2019). Still there are measures that provide 
some  external validity for case studies. These are: using several cases, restricting the scope of the 
research severely, and lastly to thoroughly analyze the empirical findings and compare it with 
previous literature to make proper contributions (Riege, 2003). This research only makes use of a 
single case study, while there is no available literature available. One could argue that external 
validity is therefor low, but the scope is severely limited to an extend where the findings are valid.  
  

3.5.3 Internal validity  

Internal validity is synonymous with credibility as it deals with causality (Riege, 2003; Bell, 
Bryman and Harley, 2019), which means the underlying factors for why cause-and-effect 
relationships occur. But as the scope is limited and this is a pure operations research project, 
causality is not a relevant factor.  
 

3.5.4 Reliability  

Reliability is the process of being able to replicate the study results by repeating it. If another 
researcher follows the exact same procedures and gets similar results it is reliable (Riege, 
2003; Bell, Bryman and Harley, 2019). Though case studies are not known to be easily 
repeatable due to its nature as every case study will be different (Zohrabi, 2013). Several 
measures can be taken in order to make a case study as replicable as possible that includes 
thorough recordings of observations and findings, creating interview guides in order make 
sure that interview questions are relevant, making the interviews structured, and to reduce 
information loss. In this study the data processing steps are recorded in a detailed way. 
Unfortunately, the data could not be published, but the interview transcripts are available in 
the appendix which allows other researchers to read up on before continuing the research.  
 

3.6 Limitations & critique towards the chosen methodology  
The main issue of this methodological approach is generalizability. A single case study is not 
enough to (dis)prove the (im)possibility of using log data for the creation of regressive predictive 
maintenance models. The interviews with experts help to make the findings more generalizable, 
but more case studies would have built a greater foundation. Especially since in this specific case 
study there is a severe deviation from the literature where the components never actually break, 
but are instead deemed non-functional. In the literature, the goal is to prevent catastrophic 
breakdown, but in this case study failure differs for each customer. Future research should focus 
on finding more than one case study and to make sure these subjects of research have components 
that actually break instead of failing in achieving a certain degree of quality.  
 

3.7 Ethical considerations 
This study includes two main ethical considerations which are namely anonymity of the 
interviewees and maintaining company data secrecy (Bell, Bryman and Harley, 2019). Anonymity 
of the interviewees was dealt with by asking if their full name could be included in the study, which 
they all agreed to. With regards to the company secrecy, every single word, label or tag that could 
trace back to the company has been replaced with a synonym or made unreadable. Not even the 
interviewees know what company was involved with this study to protect their secrecy.  
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4 The case study 
This section will go over the details of the case study with regards to the problem at hand, a 

description of the company, the degradation process of their product, the data collection 

process, the processing of the data as well as the modeling procedure.  

4.1 Problem description 
After analyzing the literature in the field of predictive maintenance using  machine learning, it has 
become clear that sensory data is great for the creation of both regression and classification 
models. On the other hand, log data, which is most commonly text-based, is so far only used for 
classification models by previous researchers (Sipos et. al., 2014; Wang et. al., 2017). There were 
no publications found that used log-data for the creation of regression models. For classification 
models, the most important data attribute is that it contains features that distinguish different 
cases from each other (Burkov, 2019). These features are not required to be numerical from the 
start, as text-based data can be turned into numerical data such as binary code. Regression models 
in the literature have exclusively made use of quantitative sensory data, while no mention of log 
data has been made, as the numerical aspect is required for regression models. While log-based 
data is not designed to focus on and store numerical aspects, this can still be derived through 
analytical methods with the intention of subtracting numbers stored within text strings or 
counting occurrence frequency of words or labels. It is important for the field of predictive 
maintenance to investigate if regression models can be created from log data. This is because log 
data is commonly gathered throughout the industry, while sensory data takes a conscious 
company effort to collect and is not a common practice. If it is possible to create regression models 
from quantified log data, predictive maintenance can be applied to a large customer base that is 
currently overlooked.  
 

4.2 Case study company 
As the semiconductor industry is a highly contestable field of industry, with corporate espionage  
being a common threat, the company likes to remain anonymous to safe-guard its secrets. Still, 
the company has an interest in collaborating to answer this research aim. The firm manufacturers 
high-tech components operating at nano-scale and has frequent problems with their products 
slowly degrading during operation until they need to be replaced. As most of their devices have 
been in the field for a long time, they are not equipped with modern sensors needed to capture 
degradation patterns. Upgrading all their machinery is not financially viable, so they prefer to find 
a solution with what they already have. That is years’ worth of log data containing computer-
generated error messages of their machines as they run into problems, containing numeric values 
possibly related to degradation.  
 
For understanding the terms and names used in this text, figure 19 on the next page is provided to 
help the reader understand what is what. The machine the company makes is a very specialized 
product that is part of a bigger machine assembled by another firm. This firm purchases highly 
specialized machines and components from thousands of other companies, including the one of 
this case study. The customer firm assembles all the components and machines into a single chip 
producing machine aggregate and sells it to its customers all over the world. The case study 
company as well as the customer firm both have tens of thousands of employees.  
 
Each and every component in this aggregate of machines can create an error code. Meaning our 
company does not know exactly what every error code does, other than the errors created by its 
own component. This is key to understanding why the company does not know the data in and out 
with regard to the degradation. Technically the case study company has only one customer but 
manages (part of) the customer support of its customer’s customers with regards to its product.  
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Figure 19 – How the machine relates to the grander machine aggregate.  

 

4.3 The degradation process 
The component produced by the case study company moves chips within the machine and 
regulates the temperature, both with extreme precision. As these chips are operating on nanoscale, 
this exact precision is indispensable. While this machine is in operation, the energy used to preheat 
the necessary parts causes grease from the bearings to evaporate slowly. This grease then 
condensates randomly on the surfaces of the machine, which sometimes disrupts the reader’s 
ability to accurately determine the machine's position. As the machine operates on such a small 
scale, inaccurate measurement of its position can have disastrous consequences. At first, the 
machine is able to correct for the buildup of grease in small quantities, but still communicates a 
warning to the user. As time goes on, more grease condensates, leading to more frequent warnings 
until a system error is communicated and the system shuts down. The company suspects that there 
is a relationship between the increasing number of warnings and the amount of grease building 
up within.  
 
Initially, system shutdowns are resolved by resetting the machine, which allows it to operate again 
until the next shutdown. But as more grease condensates on the reader, more system errors are 
happening more frequently. This process continues until the user determines the interruptions 
have become too frequent and decides to replace it. After replacement the warnings and errors 
disappear. These warnings will eventually return over time as the process resets, following a 
similar pattern as before.  
 
As opposed to case studies found in the literature, there is no clear boundary of component failure. 
Every customer’s shutdown tolerance frequency is different. Some customers are not bothered by 
a few shutdowns a week, while others replace a part immediately after only a few interruptions. 
This feature is what makes classification models useless as failure is defined differently for each 
customer, making generalization impossible. Having no sudden event of failure, other than the 
customer’s tolerance of shutdowns, makes similarity-based modeling suggested by MathWorks 
(2014) unfeasible. This is because each customer would need to be modeled separately due to 
variance in shutdown tolerance between customers, and this is assuming each customer is 
consistent with its own tolerance to begin with.  
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In the past, a consultant company has been able to create a classification model claiming moderate 
success, but the case study company was not satisfied. Due to the variance between different 
customer’s shutdown frequency tolerance, the model was not useful as every customer is different. 
The general classification model did not work because it would classify tolerant customer’s 
machines as approaching the replacement threshold, while for intolerant customers it would 
incorrectly predict the machine to not be replaced for a long time.  
 
As opposed to a classification model, a regression model would enable the prediction of shutdown 
frequency. If the firm can predict how many shutdowns the machine would encounter until the 
next scheduled maintenance, the customer can decide if it wants to replace the component now.  
 
The company wishes to create a predictive model by using data extracted from their log data in the 
shape of errors, warnings, frequency, and order of events, to reduce costs at the customer side.   
 

4.4 Data gathering 
The data gathered is confidential and can’t be shared in this research. However, a brief outline and 
structure are provided for understanding the process for future research purposes.  

 
The company keeps track of the event logs of the machines in their database which consists of 
logged errors and events recorded by their own component, as well as all other components. At a 
certain time when an end customer wants to replace the part the case study company is responsible 
for, they are informed. The component is sent back for root-cause investigation to uncover what 
caused the replacement to occur. This could be the grease buildup but could also be physical 
damage. As the component is highly complex, there are many other causes for failure other than 
encoder pollution. The firm investigates the root cause of failure for each machine after it has been 
replaced and returned. Information, other  than cause of failure, is stored such as how long it 
operated in the field, if it was the load or unload robot that failed, what version the robot was, what 
customer it was at, date and time of failure, error codes involved, comments by field engineers, as 
well as many other features. Once a machine’s failure event file has been finalized, the results are 
put in a file that has tracked all failure details since 2015.  
 
In data science clean data is incredibly important. There must be as little variance within the data 
as possible, as this is something the machine learning models overfit on. Take for example the load 
and unload robot. These robots are the same type of robot, but since their usage differs, so does 
their ability to degrade over time. Especially since the load robot also heats the chip before it is 
being processed, while the unload robot does no such thing and experiences no heat related 
degradation. Additionally, there are also different versions of robots. The machine has been 
integrated in many different semiconductor machinery in the past. Only the first version has issues 
with grease condensation. Newer models have hardware changes made to their design that 
prevents grease condensation in the first place. Only data from the first version robot is therefore 
used for this research. 
 
Additionally, there are ways other than encoder pollution that can lead to a robot needing 

replacement. The machinery can Incur physical damage due to a human error, or perhaps because 

of another part in the machine malfunctioning which leads to damage. Only data where grease 

condensation pollution has been determined to be the root-cause of failure is used for this 

research.  
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4.5 Data preprocessing 

Burkov (2019) and the literature provide a solid foundation for creating and improving the 

different kinds of machine learning models. But most of these publications don’t focus as much 

on the data pre-processing step. Researchers like Andrew Ng argue that the data preprocessing 

step is far more important than model optimization (Miranda, 2021; Forbes, 2021). In this 

section, the data preprocessing steps from the book fundamentals of machine learning for 

predictive data analytics (Kelleher et. al., 2015) is followed to ensure a balanced perspective. 

With the machine number and failure date available, we select all events that happened to the 
robot during operation starting from the time it was deployed to the time that it was replaced. 
However, as some robots were in the field for over a decade and the errors the robot can produce 
are in the hundreds, some more filtering had to be done. 

The events and errors of the machine logs are not always linked to grease condensation, despite 
filtering out different types of robots or different failure modes. The company does not exactly 
know which error codes relate to encoder pollution, but by collecting previous consultant reports, 
company attempts to make a less sophisticated classification model resulted in documents 
containing error code names. By analyzing these internal documents, a list of 42 error codes was 
produced that may have something to do with encoder pollution. Later in this section these 
individual errors are further examined with regards to their correlation with degradation to 
determine their usability within the models.  

But before that happens, the initial data structure must be correctly shaped. The structure as it 
currently stands is not yet in a proper form and can’t be used by the models. Machine learning 
models can only accept numeric values, so the data must be transformed first (Kelleher et. al., 
2015). Currently, each error code is a separate event containing the code, the time stamp, the 
machine number, field text, machine number, and details. What we need is the frequency of 
occurrence per error per day in the form of a table that a machine learning model can read. 

 
 

Figure 20 – A snapshot of the raw (anonymized) data structure.  

By applying the pivot function in SQL (see appendix B for what code was used), we count the 
frequency of each error per day and discard the other information not to be used in our models. 
This results in the following illustrative table: 
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Figure 21 – A snapshot of the data pre-processing phase (anonymized).  

This dataset contains 43 variables, including the machine number, excluding the date, and has a 
total of 103920 rows. Yet many of these error codes might not have anything to do with encoder 
pollution. It is required to investigate for each error code which are relevant, and which are not. 

Relevance of these error codes is further analyzed in the following way:  

The occurrence frequency of error codes before and after replacement is compared for every error 
code in the list (see appendix B). Should an error code be related to encoder pollution, the 
hypothesis is that its frequency of occurrence will decrease after replacement. However, some 
customers report the failure once they have replaced the machine, others file a failure the day it 
failed. Therefore, it is unclear if the day of failure is the last day of operation, or the first day of 
operation of the new part. To solve this issue, the frequency of each error is compared for the 30 
days before replacement, and 30 days after replacement. If there is no significant reduction in 
frequency for an error, it is assumed that this error had very little to do with grease condensation 
(Kelleher et. al., 2015), as the replacement was performed specifically due to grease condensation. 
Another part in the machine could’ve been responsible for this error which was not replaced. We 
now have a shorter list of errors, relevant to encoder pollution, which will serve as attributes in 
our models. 

Other than the error codes, features like warnings and total units produced need to be included in 
the features list. As the company suspects that the average units produced per day has something 
to do with the degree of encoder pollution, it is a useful feature to have in the model how many 
units are produced. The company suspects this because the more chips are produced, the more 
their component has to heat and position, the more grease is expected to condensate. Yet the 
amount of chips handled is not directly found in the dataset. But it is still hidden within another 
machine generated message. When a machine initiates a new cycle, it sends out a message with a 
certain code into the log database. By counting these codes per day, it can be derived how many 
units the machine produced on that day. Appendix B contains the python scripts used for this 
purpose.  

The warnings are not so straightforwardly derived, as the number of warnings is hidden within a 
message in the text field. In addition to that, the memory can only store a few bits. This means that 
once the number reaches a certain value, it is reset back to zero. This makes the warnings appear 
far lower than they are as they increase and obfuscates the pattern, as can be seen in figure 22 and 
23 on the next page. Additionally, every time the machine is rebooted, the warnings are set to zero 
as well. A script is written in Python that extracts only the numbers from the text field, and then 
adjusts for the sudden changes caused by either reaching the bit capacity, or a system reboot. The 
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script can be found in appendix B.2. This way the real quantity of warnings is preserved which 
would otherwise be disrupted by the system’s limitations. 

 

Figure 22 – Original warnings graph pre-processed machine. 

 

Figure 23 – Warnings graph processed machine. 

After filtering out the resets to zero caused by either reaching the bit-capacity or the machine 
rebooting, a more linear line can be found within the noise. Yet the strict linearity of the line seems 
odd. Further investigation into different machines found a similar pattern for all warning buildup 
for all machines, as can be seen in figure 24 below. Due to the great variance between machines 
with regards to operating time and breakdown, the x-axis was set to total chips produced instead 
of time in operation. Also, the graphs were started from the moment the first warnings appeared, 
so all lines have the same origin point.  
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Figure 24 – Collective graph of warnings related to total chips produced per machine.  

It can be seen that in this graph that all lines roughly have linear properties, while slopes are 
slightly different. Upon further investigation it turned out that the warnings are simply a 
cumulative function of the machine. Upon triggering the warning error, the machine will 
communicate a set number of warnings every time unit. This is then aggregated into a cumulative 
number that appears to be increasing over time but resembles more of a straight line. The company 
suspected that the number of warnings might indicate the degree of degradation, but this does not 
seem to be the case.  

The table of errors per day, warnings per day, and units produced per day were then merged into 
a single variable table for the use of modeling. There are indications that the warnings have no 
significant relation to the downtime of the machines, so two separate datasets with and without 
the warnings are prepared for modelling. Now that we have all the independent variables, it is time 
to determine the dependent variable.  

4.6 Determining the dependent variable 

Previously, a classification model was made by a consultancy firm that would determine if the 

machine would be replaced within a month or not. As different customers have different 

tolerance towards system shutdowns, this binary classification model performed poorly. As there 

is no predefined failure, we must adapt the outcome variable to something else.  

In this research it is proposed that the dependent variable should be the number of hours of 
downtime. If the model can predict accurately how much downtime the machine will cause in the 
next day, week, or month, the customer can decide if this will be too much based on their respective 
tolerance. This choice of dependent variable eliminates the trouble caused by having downtime 
tolerance variance between different customers. 

Each error that triggers a shutdown has a different amount of downtime it produces on average. 
Some errors are minor and only cause a delay of a few minutes, others can cause hours of costly 
downtime. The downtime of a single day is therefore calculated by multiplying the frequency of a 
certain error that happened on that day by its respective weight corresponding to the downtime it 
causes. These are then summed up for each error and correspond to the amount of downtime for 
that day. 

As it is not clear yet what time window is best for the model’s accuracy, another algorithm was 
created to deal with this. The algorithm sums all events happening in a day, including errors, 
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warnings, units produced, and downtime, and sums them together for how many days one wants 
to look at. The selected time windows are 1 day, 5 days, 10 days, 20 days, and 30 days, based on 
the binning principle described by Kelleher et. al. (2015). It follows that for a certain error code ‘A’ 
with time window 5, we sum all its occurrences in the next 5 days together, every 5 days. Since all 
customers are producing 24/7, weekends do not cause any issues in this calculation. 

Since we want to predict how much downtime there is in the next time window, and not the same 
time window, it is needed to shift the dependent variable one position up. This way the model will, 
for example, align warnings, errors, and units produced of this week, with the downtime of next 
week. Depending on how many days are aggregated, the model will predict for those many days 
into the future. It is important to remember that the model needs to predict downtime of the next 
time window with events of the current time window. If it would calculate this weeks downtime 
with this weeks errors, the model would immediately overfit, since the downtime is derived based 
on the errors and their respective downtime.  

4.7 Modelling 

After having obtained the dataset and having cleaned it thoroughly, it is time to apply the models 

described in the literature review section. In Appendix B, every single Python script can be found 

which were used for this process. While the data has been cleaned, there is still a certain 

unbalance to be found with regards to the dependent variable. As described by Burkov (2019), an 

imbalanced dataset must first be balanced. Our dataset primarily contains dependent y variables 

of no downtime. If there are a lot of cases with no downtime and only a few cases of downtime, 

the model is asymmetrically focused on having little downtime and will predict this for new 

unseen test cases too, reducing accuracy.  

Less sophisticated classification models have the innate ability to produce an accuracy value, since 
they can calculate the correct classifications and divide it by the total cases under surveillance. 
Additionally, they can give further insight into things like true/false positive/negative which 
further nuance the model’s accuracy by exposing bias. Yet regression models don’t have this 
quality and rely on other methods to determine their usefulness.  

In this research both Mean Squared Error (MSE) and R-squared (R2) are calculated in order to 
evaluate the models. Kelleher et. al. (2015) dedicates a whole section to the evaluation of models 
with continuous targets. While our dataset is not exactly a continuous dataset, it might as well be 
considering the large number of values the dependent variable can take on.  

The basic measure of error as described in the book is the mean squared error. Our models train 
on the training set and determine a number of rules from patterns within the data. Then the 
models get the independent variables from the test set and are told to predict what dependent 
variable goes with it. These results are than compared with one another through the formula 
below, resulting in the MSE.   

𝑀𝑒𝑎𝑛 𝑆𝑞𝑢𝑎𝑟𝑒𝑑 𝐸𝑟𝑟𝑜𝑟 =
∑ (𝑡𝑖 − 𝑀(𝒅𝒊))

2𝑛
𝑖=1

𝑛
 

The book further argues that the MSE is an attractive metric because they are in the same unit 
range as the target feature. But when domain knowledge of the data is not fully understood, as is 
the case with this research, it is not possible to properly evaluate model performance. The R2 
metric is a more intuitive number that usually falls between [0,1). The closer to 1, the more 
variance is explained by the model. The mathematical formula of calculating R2 is provided below. 
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𝑹2 = 1 −
𝑠𝑢𝑚 𝑜𝑓 𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑟𝑟𝑜𝑟𝑠

𝑡𝑜𝑡𝑎𝑙 𝑠𝑢𝑚 𝑜𝑓 𝑠𝑞𝑢𝑎𝑟𝑒𝑠
 

Both the MSE and R-squared error metrics are used for the evaluation of the models. The results 
for each model, time window, and evaluation metric can be found in the table in the next section.  

 Since LSTM’s is an improved version of FFNN, FFNN is not modelled. Everything FFNN can do 
LSTM’s can do better. RNN are used for image recognition and serve no purpose for this project, 
since it’s application in previous research was to compare images of components to detect 
degradation.  

There is no proven method to determine the best structure of neural networks, it is an iterative 
approach of trial and error. The ANN model structure is based on similar research by Ali et. al. 
(2015) and the LSTM model is based on similar research by Bruneo and De Vita (2019).  
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5 Results 
In this section the research questions are answered in light of the obtained answers from the 

case study. This is further complemented from insights gained from expert interviews which is 

combined with obtained knowledge from the literature.  

5.1 What are the steps to go from acquiring data to a regressive predictive 

maintenance model? 

Going from the data to predicting the RUL takes four steps starting with data gathering, followed 
by health indicator construction, which leads to health stage division, ending with remaining 
useful life calculations.   
 
Data acquisition systems are often composed of sensors, transmission devices and data storage 
units with the goal of capturing the data that contains the degradation process. Difficulties arise 
with the acquisition of run-to-failure data of machinery  because it requires long term observations 
to capture the degradation process, machines are not always allowed to run until failure. 
Additionally, there is a lot of noise from the operating environment, scheduled maintenance and 
machine startup influences the degradation pattern. On top of that companies are very careful 
with protecting their data.The damage of machinery is generally unable to be observed directly 
because it could interrupt the business process. It is therefore reason required to measure different 
kinds of condition monitoring signals, such as vibration signals and acoustic emission signals to 
estimate the health states of machinery in real time. 
 
Constructing health indicators from the raw sensory data can be done using dimensionality 
reduction like principal component analysis, UMAP and Autoencoders are also suitable 
approaches. Evaluating these metrics depends is done by assessing monotonousness, robustness, 
trendability, and consistency. With a single health indicator require the signal to be monotonously 
decreasing or decreasing, since deterioration can’t be undone by itself. It is also required to be 
robust, meaning the noise from the data does not influence the trendline much, as it should be a 
smooth curve matching the degradation pattern without sudden jumps or drops. For metrics 
depending on time as well, trendability is key. As opposed to monotonicity and robustness, 
trendability represents the correlation property between the health indicator and time. If there are 
several health indicators, the most important evaluation criterion of them all is that they are 
consistent and correlate strongly with one another since they are supposed to represent the same 
degradation pattern. If there are different health stages in play, the health indicators also need to 
be identifiable with their respective health stages for it to be a good health indicator. 
 
Degradation can occur in one or more different health stages. A knife starts to degrade 
immediately from the first moment it is used, while other components remain unscaved for long 
time periods before starting to degrade. Components that show immediate degradation, that also 
remains consistent until failure, are not required to be divided into different health stages because 
there is only one. Other components have their lifetime divided into two or more health stages 
where the first stage is healthy, and the following health stage(s) represent different degradation 
patterns. As long as the component is in the first health stage, the RUL is not possible to be 
calculated. The RUL prediction should be triggered from the start time of the unhealthy stage, 
which is defined as the first predicting time (FPT). 
 
Calculating the remaining useful lifetime can be done by deploying one of the following 
modeling types: analytical based, knowledge based, model driven and a hybrid based method. 
Knowledge based relies on experts with experience working with a certain component that are 
able to accurately estimate parameters that can be used by computational intelligence to calculate 
when a component will fail. The analytical-based RUL prediction approach relies on physical 
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failure techniques, like fitting mathematical distributions on degradation trends. The model based 
approach makes use of statistics and computational intelligence in combination with historical 
data without foreknowledge of the physics of formation of a component. The models will try to 
find patterns in the data and use it to discover equations hidden in the data, invisible to us, which 
are then used for predicting future results. The hybrid approach combines the previous mentioned 
models.  

 

5.2 What machine learning models are commonly used for predictive 

maintenance? 
There are three distinct types of models in machine learning that are useful for predictive 
maintenance: supervised learning, unsupervised learning and deep learning.  
 
In supervised learning the data is a collection of labelled examples of a certain outcome, for 
example if the component has failed or the component is healthy, these two states would be the 
two potential labels. The goal of supervised learning is to use the dataset to produce a model that 
takes a feature vector x as input and outputs information that allows deducing the label for this 
feature vector. Relevant examples of supervised learning models are Logistic Regression, Support 
Vector Machines, and Decision Trees. These models will be explained in more detail below.   
 
In unsupervised learning, the data has a feature vector x, but no labeled outcomes. The goal of 
this type of learning is to create a model that takes a feature vector x as input and transform it into 
another vector or into a value that can be used to solve the problem.  This type of learning is useful 
to understand the data, not so much as to make the predictions itself. It is often deployed for 
classification models, but also finds use in identifying different health stages of a degradation 
pattern. K-means clustering and the Nearest Neighbor algorithms have seen the most use.   
 
Deep learning is a special case which is not definitively a part of any of the above mentioned 
learning types. Deep learning algorithms are constructed from multiple simple machine learning 
algorithms and are structured together in complex networks, resembling neurological structures. 
It is a way of learning from large amounts of data and can be used for supervised, and unsupervised 
learning. Relevant examples of deep learning models are: Artificial Neural Networks, Recurrent 
Neural Networks, and Autoencoders. Machine Learning models, like Support Vector Machines, 
Logistic Regression,  and Decision Trees, worked very well with limited amounts of data. Deep 
Learning models like Artificial Neural Networks, Recurrent Neural Networks and Auto Encoders 
worked better in case of data abundance but performed poorly in comparison with reduced 
amounts of data.  
 
For the purpose of creating regressive predictive maintenance models, it is only possible to look 
at supervised learning and deep learning models. Within these types of models, regression 
models are model type to use. This research investigated LSTM’s, random forest regression, 
decision trees, ANN’s, and SVM’s. Though the results are not conclusive about if all these models 
are useful or not. But since degradation is a trend over time, LSTM’s are expected to be the best 
performing model type.  
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5.3 How can log-data be used for predictive maintenance through regression 

models? 

5.3.1 modelling results 
By applying the machine learning models to the quantified log-data gathered from the machines 

of the case study, an attempt was made to make a predictive regression models. The code used for 

the creating of these models is found in appendix B. Unfortunately, the models performed poorly. 

The table with all the experimental results can be found in appendix C.  

For every model the MSE was at least several hundreds of thousands, but often going over a 

million. On first glance it seemed something went wrong with the R2 due to the fact that a lot of 

values were negative. But upon further research it was found that it is possible to have a negative 

R2 if a straight line is a better predictor than the model itself (Becker and Kennedy, 1992).  

It can be deduced that it is not possible to use this log data for regression modelling. The errors 
and warnings that have occurred do not seem to hold any predictive power for errors and warnings 
that are yet to come. However, that does not mean this result is generalizable to all log-based 
datasets. As it could still possibly work to make a regression model with data containing a signal 
that does relate to degradation. It just didn’t work in this case. The results, as well as the research 
objectives, were further discussed with experts in the field of data science to find an answer to the 
research question. The full transcripts of all interviews can be found in appendix A.  
 

5.3.2 Expert interviews 
Alican Noyan, Data Scientist, PhD in Photonics, and founder of Ipsumio, said that creating 
regression models based on quantified log data is definitely possible as long as there is a signal in 
the data. If there is a signal, it matters not to a machine learning model if the data was initially log 
or sensory based. What is most important to any modelling project is that the data is very well 
understood, which was not the case in this research. Close collaboration with a field engineer or 
workers who know the data inside and out is almost always required. Simply taking data and 
putting it in a model without integral understanding is bound to fail, he said. He further added 
that to know if the signal is hidden in the data you can show the log data to the field expert and see 
if that person can detect deterioration, using only the log-data. If this is possible, then a machine 
learning algorithm can do it too. He continued by suggesting a practical method to determine if 
there is no signal within the data using decision tree models to purposefully overfit. Due to the 
nature of how decision trees work, as seen the literature review, they are able to theoretically 
isolate every data point and create a perfect score on even the faintest patterns. What Alican 
suggested was to take a decision tree, and consciously overfit the model on the training data, and 
use the same training data to predict the outcome it trained on. If the model then does not produce 
a high accuracy, it means there is not a single pattern in the data, not even coincidental patterns 
within the noise. Should this happen then it means it is impossible to create a model on the data.  
 
Using this advice, the purposefully overfitting decision tree was made on the dataset. The results 
were again very poor, with similar MSE results as well as negative R2. This showed that the data 
that was collected had no signal within that relates to predicting degradation of its machines.  
 
The newly gained insights were discussed with PhD Justin Pearson, researcher, and senior lecturer 
at Uppsala university at the department of Computer Science. He said that the purposefully 
overfitting of the decision tree, as a method of concluding the data has no signal, might not be 
mathematically watertight, but it still is a great practical method, nonetheless. He further 
underlined the statements of Noyan with regards to knowing the data inside and out and that if a 
human can detect deterioration within the log-data a machine will too be able to do so too. He also 
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added that the way the data has been quantified was done correctly for this project and there is no 
issue there, but that it is most likely the case that the data simply holds no signal. Further 
nuancing, he did add that the volume of data must be of large enough amounts of quantity. How 
much exactly is hard to tell as there are no broadly accepted metrics that can be used to determine 
this, but he said that the bare minimum is to have as much data as connections within a neural 
network, which is the case for this research.  
 
The third interviewee was Inge Tamminga, senior business intelligence analyst at the Elisabeth-
TweeSteden hospital in the Netherlands. While working in a completely different sector, she works 
a lot with deterioration of patients and comes across large amounts of log data in her work. She 
agrees with the method of quantifying the log data as is done in this research and sides with the 
other experts with regards to the overfitting of the decision tree, as well as the human verifying 
the presence of the signal method. Though one important aspect was missing from the other 
interviews according to her, and that is that the log data must be machine generated. Humans are 
able to read over small spelling mistakes or abbreviations of words, but for machines this creates 
an ever increasing amount of variations and complexity.  
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6 Discussion 
In this section, the empirical findings, initial literary findings together with the expert 

interviews, are discussed with regards to their implications to the research questions.  

The literature provides a clear method of creating a regression model for predictive maintenance 
purposes. This case study sought to expand upon this knowledge base by exploring a question left 
unanswered in the literature: Is it possible to use quantified log data instead of sensory data? The 
case study company has collected a lot of log data related to the performance of their product. 
Previously they have attempted to make several classification models with little success. This is 
due to another deviation from the literature that the machines had no clearly defined failure mode. 
They didn’t break, instead their performance was deemed inadequate by the user. Yet the 
performance requirement from each customer varies greatly. To overcome this issue, this case 
study focused on predicting the performance with regards to downtime per time unit.  
 
The data used for these models are the errors and warnings produced by the machine. The 
company did not have a complete understanding of what the error codes meant exactly, as most 
errors were produced by components from other suppliers. As it was unclear what errors had 
anything to do with encoder pollution, further data cleaning was performed. The warnings that 
the company thought correlated with the grease buildup turned out to be a linear cumulative 
function of the same number every day. While it could provide some insight into a potential 
threshold of grease buildup being reached, its increasing behavior seemed to be completely 
separated from grease buildup.  
 
Once the data preprocessing was finished and the clearing of redundant variables was done, the 
modelling phase began. As the company suspected that the errors and warnings could be used to 
predict future downtime, models were created that would do so. As it was unclear what would be 
the best time frame, so 1 day, five days, 10 days, 20 days, and 30 days were all tried. Unfortunately, 
the models performed poorly. With low R2 and very high MSE, the models proved to be unreliable 
and could not be used to predict downtime in the future based on current values of errors (or 
warnings). While certain errors correlated strongly with encoder pollution, as shown in the data 
pre-processing, they hold no predictive ability at all for future downtime.  
 
An explanation for the high MSE and low R2 is that similar inputs possibly resulted in very 
different outcomes within the model because the time frames were shifted. If we have two distinct 
feature vectors that are still quite similar, but their next individual time periods they are supposed 
to predict are very different from one another, then the model can’t perform well. If we feed the 
machine learning algorithm similar input variables, but the dependent variable is suddenly very 
different, it is impossible the model can make accurate predictions. This also means the 
independent variable is completely separate from the dependent variables, and the independent 
variables hold no predictive power of the dependent variable. It is like telling the model A+B = 5 
and A+B = 123 and then asking what A+B is. The answer will be somewhere in the middle, which 
is a far off from both numbers.  
 
If the case study was successful in the creation of regression models using quantified log data, it 
would’ve shown that it is possible to create regression models from log-data. However, failure to 
do so for one case study is no proof of the contrary. The company expected that there might be a 
pattern within the occurrence of errors, and that errors that already happened could potentially 
predict errors yet to come. But this does not seem to be the case. The company did not know exactly 
what errors related to encoder pollution, nor did they fully understand what the warning frequency 
meant. It becomes clear that the firm does not yet have the required understanding of the data in 
order to make any type of predictive maintenance model at the moment.  
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The experts that were interviewed all agreed upon how important it is to fully understand the data. 

Without integral understanding, such projects are bound to fail. Though their advice of involving 

a field engineer’s expertise for the modelling approach seems to contradict with the literature.  

The literature provides us with four ways of doing model based predictive maintenance: 
Analytical, knowledge-based, model-based, or a hybrid form (Lei et. al., 2019; Okoh and Roy, 
2014). The analytical approach  focusses on applying derived mathematical formulas, like fitting 
distributions, knowledge-based uses the knowledge of experts to derive parameters, while model-
based doesn’t require any pre-requisite knowledge at all. Yet the advice of Dr Noyan, Dr Pearson 
and I. Tamminga is to use the knowledge of experts for the model-based approach. One might 
think that while the advice of interviewees is not exactly knowledge-based, as we are heavily 
relying on machine learning algorithms, it seems at least very similar to a hybrid approach.  
 
The main difference to keep in mind is that the field-engineer experts are simply used to determine 
the viability of the project by assessing the presence of the deterioration signal, and to verify the 
quality of the data. The project would still be very data-driven and is different from the knowledge-
based approach as well as the hybrid-based approach. The experts are not used to derive values of 
parameters, nor to give estimates of degradation times, only to assist in the modelling process 
through data assessment. 
 
Companies that wish to create regressive predictive maintenance models using quantified log-data 
need to critically assess their knowledge about, and the quality of, their data.  It becomes clear that 
domain knowledge and understanding of the data is crucial in any data science project. Without 
this knowledge, it becomes difficult to determine the quality of the data, the presence of any 
signals, or to overcome difficulties during the data cleaning. Additionally, this data must be 
machine generated. 
 
The case study company has gathered data over the past few years in large volumes, on the 
principle of naïve empiricism, but did not possess the understanding of what exactly this data 
means with regards to degradation. Additionally, not having a predefined mode of failure for the 
machines complicated things further as it deviates from the literature in another dimension. To 
definitively uncover if it is possible to make regression models using quantified log data, future 
research should focus on finding a case study where the data is well understood, and machines 
have a clearly defined mode of failure that does not vary per user.  
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7 Conclusion 
This final section presents the findings of this research with regards to its implications, 

contributions to literature, and advise for future research into this topic. 

Artificial intelligence and machine learning models are broadly misunderstood, and its ability is 

usually vastly overestimated by companies. Data is data, no matter if it is sensory data or log data, 

what is important is the presence or absence of the signal one wants to capture. The requirements 

are that there must be enough data, as well as the data being machine generated. If this log data 

contains the signal, machine learning methods allow the creation of regression models for the 

purpose of predictive maintenance.  

But this does not mean that log data gathered randomly from a degrading machine can be 

quantified and used to predict it’s wear. The logs that the machine makes need to contain the signal 

containing information about its degradation. The right way, according to the experts, to make 

regression models from quantified log data is to involve workers who know the machine and its 

data inside and out. The first step is to see if this worker can identify any degradation pattern of 

the machine by reading only the log data. If successful, the second step is to quantify the log data 

into a table containing all the different variables.  

Combining the knowledge of the worker together with statistical methods, one can determine for 

each variable if it should be included in the model or left out. The third step is to purposely try to 

overfit a decision tree model on the acquired training data, if this leads to poor results it means it 

is not possible to make regression models from this data. If it produces good results, the modelling 

phase begins including model optimization. Continuous collaboration with, and involvement of, 

the experienced worker is required for all stages of the process.  

Without domain knowledge and thorough understanding of the data it is not possible to make 

regression models from log data with the purpose of predictive maintenance. But if the 

requirements are met, it is possible to create regression models for predictive maintenance using 

quantified log-data, with the help of experts knowing the data inside and out and having practical 

experience with the degrading component or machine.   
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Appendix A – Interviews 
 

Interview: Alican Noyan 
14/10/2021 

Lucas: 

So a quick recap: my thesis is about if I can use log data to make regression models since in the 
literature it's exclusively making use of sensory data to make regression models. But 
classification models can make use of both sensory and log data. This is basically, according to 
the literature, that for predictive maintenance it is hard to measure degradation. You’d have to 
stop the machine and inspect it up close, often requiring specialized tools, to detect microscopic 
degradation patterns. With sensory data it is hoped that within the vast quantity the signal is 
hidden which can be extracted. 

Alican: 

So for your research, are you interested in making a classification model or only a regression 
model? 

Lucas: 

For the purpose of the research we are only looking at regression models. This is because the 
problem that there is no real definition of failure in this case. The machines in question do not 
break, their frequency of downtime causes by errors increase over time. When a customer thinks 
‘this is too much’ the machine gets replaced. And the variance of tolerance for error/downtime 
frequency is very big leading to it not being possible to generalize a single model for all 
customers. 

The goal of this project will be to predict the amount of interruption hours per time unit, be it 
per day or per week does not matter. 

Now the models that have been made so far are abysmal. The accuracy is very low, and the signal 
which should be linked to degradation, seems to be missing entirely. This made me think of the 
lecture you gave at Fruitpunch, talking about that data = signal + noise, and I was hoping that 
interviewing you would give me insights for the research to find out if there is a signal 
somewhere. 

Lucas explains data structure (classified) 

Alican: 

This is interesting because how do the errors lead to downtime? Is it a scale of 0 to 1? Are these 
inputs at specific time points? Like per second, hour or day? How does this work? 

Lucas: 

So the error counts are an aggregation of what events transpired per day. As you can see we 
count how many errors of each kind occurred per day and sum them up. I also wrote a script that 
can aggregate per two days, or per week or per month, depending on which aggregation level 
yields the best results. The Y variable is calculated by taking the sum of all errors multiplied by 
their respective downtime-weight, as some errors cause an hour downtime, while others cause 
several. 

Alican: 
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So what you want to predict is how many hours of downtime there will be per day? 

Lucas: Yes exactly. 

Alican: 

Alright, so when you take all the inputs of one day, do you then try to predict the downtime of the 
next day? 

Lucas: Yes indeed, or next week if we aggregate to weekly time units. 

Alican: 

Alright that’s good, then I understand what you are trying to do. 

Lucas: Explains warnings. And how previously engineers have found a certain combination of 
errors seems to correlate with future increased replacing of the machine. 

Alican: 

Do you know how these machines work? And what the errors actually mean? Like, would you be 
able to tell if you read the log data, more or less on a superficial level, this code does this, and 
this code means that.. 

Lucas: 

Yes they know what errors mean what and there is a general understanding of what happens. 

Alican: 

Is there more that you want to say? I have some general comments you might find useful but 
maybe there is more you’re not finished yet? 

Lucas: Checks notes. No this is the big picture, please tell what your general comments are. 

Alican: 

Most of the time I spend on the domain. Building the model is the simplest part. Understanding 
the domain and understanding what happens within the data is most important. If you alter the 
data in a beneficial way, it is way more impactful than to optimize models themselves. 
Sometimes you can’t understand the data as much as you would want because of confidential 
issues, or people simply don’t know. Perhaps you only have a screen on a complex machine. IF 
possible, try to understand whats happening. Just like with your cumulative variable, first you 
saw it as a linear line upwards, but then you realized it was simply accumulating something. 
Understanding changes perception. Many of the numbers are zero right? Of the variables? 
Remove any variables that are always zero. You picked everything right? 

Lucas: Yes, any variable that could have anything to do with encoder pollution. I scanned several 
company documents regarding this issue, and noted down every single machine error I could 
find. Also after speaking to employees at the company I noted down every machine error code 
they spoke about. 

Alican: 

What is also important is to check the correlation, feature by feature, with the Y variable. So you 
can see if they are important. 

Lucas: Ah yes, so what I did was to make a script that would count the occurrence of every error 
30 days before replacement, and 30 days after. If there was a significant decrease in occurrence 
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it seems likely the error is relevant. The errors seem to have something to do with the downtime, 
but it could also be through another moderating variable of some sorts. 

Alican: 

That is definitely a possibility. But just to see if there is any relation, check correlation. If there is 
none at all, the data is useless. Also for the downtime per day, what is the range? 0 to … 

Lucas: The range is 0 to 24 hours. The least amount of downtime is 0, but it could in theory be 
down 100% of the day. 

Alican: 

So, 24 is possible and 0 as well? So it is an imbalanced data set considering it is mostly 0 at most 
times. 

Lucas: The literature talks about having a balanced dataset, so having as many zero’s as none 
zero’s for the model to train on. 

Alican: No that is not always needed, there are models that do very well with imbalanced 
datasets. But now I want to ask, what models are you using? 

Lucas: The literature on predictive maintenance tried the following models: Logistic regression, 
Decision Trees and Random Forrest, artificial neural networks, LSTM networks, and Support 
Vector Machines. 

Alican: 

So you tried all these? 

Lucas: Yes, there is still some optimization to do, but the results were abysmal. 

Alican: What error do you use? 

Lucas: Mean squared error. 

Looking into the model scripts 

Lucas: Say I improve the models further, but the accuracy is still abysmal, what requirements are 
there on the data to make regression models based on log data? 

Alican: 

For me it doesn’t matter if its log data or sensory data. What matters is really, if there is an 
expert that can make sense out of the data. So, it a field engineer would look at your data, log 
data or sensory data, and can get an understanding of the healthiness of the machine. That is 
important. If that can be done than definitely there is a signal. So what you can do, regardless of 
models, interview an expert on the field and show him the data. If he can make something out of 
it, the data is good, there is a signal. For example, a worker in a steel factory can estimate based 
on the glowing color of the metal what temperature it has. Even though this is a simple example, 
it is still important. If humans can find a useful pattern in the data, in whatever form, machines 
can make a model out of it too. 

Lucas: Right, its like how factories nowadays complain that they don’t have workers as much as 
before anymore who worked there for more than twenty years and could ‘listen’ to a machine and 
know exactly what up health-wise. Basically, our brains are neural networks, and if we can make 
sense of the data, so can artificial neural networks? 
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Alican: 

Exactly, but it is important that people can understand it from the data. Not just by listening to a 
machine, which is sensory data, but if they look at the log-data. If that is possible, then machines 
can do it too. But be careful about this, because the machine must have the same data s humans. 
If humans can understand ‘based on the log data’ but are actually also using other data 
subconsciously, it might not work. So keep that in mind. Also important is that if the human 
makes weekly predictions, but the model makes daily predictions, it is not matching. These two 
need to match in every step of the process. Also important if you do all this is to look at the 
accuracy of the model. So this range is from 0 to 24 right? So say the standard deviation is one 
hour, that is very good. Five hours? There is some signal there, but it is not very good yet. But if it 
gives random numbers like 12, 20 or 50 hours, there is no signal there. One other thing, the 
random forest, you have this model, right? 

Lucas: Yes, let me pull it up. 

Alican: 

With random forest, in theory, you can overfit any data set because of the nature of how it works. 
Can you make it overfit for me, so we use the training set for testing instead of the testing set. 

Lucas: Changes the right variables to overfit the model 

Alican: 

Hmm, so the accuracy is still not good. 

Lucas: It is slightly better, than before though. 

Alican: 

Yes, but because we overfit, it should be a lot lower. Now let us look at the MSE. Because we 
overfit, it should be very low, as it predicts the instances where we trained on. 

Lucas: Script shows very high MSE. 

Alican: 

So this is very problematic. Because we overfit, the MSE should be incredibly low. But it is very 
high. 

Lucas: I think I have a possible theory, could it be that a certain combination of variables gives us 
different y outcomes, even though the initial variables were exactly the same in both instances? 
So we get different outcomes for the same variables. 

Alican: 

That is a very big problem. Is this possible? 

Lucas: Yes, definitely. 

  

Alican: 

Wow, depending on the y value, what is the variability in y? They might be different, but very 
different is a big issue. If for the same input we get 1 hour and for another 20, there is no way you 
can do this. This is very important for the data requirement. If this happens, that means there is 
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no signal in the data. There is only noise. You should be able to overfit if there is a signal. If the 
same inputs give you different outcomes, it is not possible. 

Lucas: So if we can’t overfit the data, it is definitely impossible to make a model at all? 

Alican: 

Yes, that is indeed the case. It is impossible. I worked with different models on many unrelated 
topics, even quantum physics. And in quantum physics there is uncertainty, where you cannot 
pass some point. But even then I could overfit. Overfitting is not a good thing, but you should be 
able to do it, by definition. Otherwise you have a problem. 

Lucas: It is indeed a problem for my case study company, but at least it is a good thing for my 
research question as it is a very important step to take in the beginning of the research. 

Alican: 

Yes indeed, your task is to investigate. If it doesn’t work, it doesn’t work. Piece by piece 
understand what is the problem. For the same input one is 0 and one is 24 hours, how do you 
expect me to build the model? 

Lucas: Exactly, alright, thank you so much! 

Alican: You’re very welcome, send me an email at anytime if you have more questions. 
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Interview: Dr. Justin Pearson 

22/10/2021 Interview with Dr. Justin Pearson Senior Lecturer in Computer Science at 
Uppsala University 

Lucas: 

In the literature when they make regression models basically what they say is that it is 
very hard to determine when the machine is deteriorating. This is because its hard to see 
what's happening in the inner component. For example, a spinning wheel is constantly 
turning 24/7 and might have microcracks, even if it's sitting still you might not be able to 
see it and need specialized equipment for detection.So what they say is just gather as 
much data as you can and then see if there's a pattern in there and basically every single 
literature article uses sensory data. 

But it's not clearly stated if you can use log data there. The company I am doing my 
thesis at is also interested in that question, because they have lots and lots of log data. So 
do other companies and if you can do that, than that that might open new possibilities 
for companies to use the data they already have instead of having to invest in expensive 
sensory equipment. 

So in the previous interview I had a few days ago what he said was if you have to log 
data, and a human can read it and look at it and see the degradation pattern in there, 
then the computer could do it too. Do you have any comments on that statement? 

Justin: 

So our idea is that humans are smarter than machines, I mean we are smarter than 
machines, but you know I mean if it's part parking recognition and stuff I mean, the fact 
that a human can spot these patterns better than the machine can from these patterns is 
amazing. 

Lucas: 

Right, indeed, so that's also a way he talks of this indication, that it could work like a 
human can read the log-data. If a human can read the log-data and detect a pattern, so 
can a computer. It is of course important that the human does not have access to secret 
subconscious other information its not aware off. That is the hint that is possible. 

Another thing he mentioned was that if you take a decision tree or random forest model, 
and try to overfit, and it does not work, that there is no way you can make a model. The 
signal is not in the data. Which is also the case with my data set. 

Justin; 

Possibly… 

yeah uhm, its not mathematically water tight but its not a bad way to think I guess. But 
yeah I mean if you can't use decision trees, the decision trees as you know from my 
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course, they'll learn anything, yeah but if you can't get it to fetch and learn on that then 
nothing is probably going to work. Interesting, I never thought of that before. 

Lucas: 

Yeah so the previous interviewee said to find the signal in the log-data. He said that it 
doesn’t matter if its sensory data or log data, if there is a signal a human can recognize, a 
computer can do so too. 

Justin: 

Yes, that’s right. 

Lucas: 

Now speaking of data-volume and the models I’m using: 

so we have the vector machines, artificial neural networks, LSTM's, and decision tree, 
and random forest regression. So for each of these models, what would do you think 
would be like a good amount of data for it to work properly. I don’t know if this is an 
impossible question to answer, but roughly speaking, what do you think the 
requirements would be? 

Justin: 

That is impossible to tell… It depends on the number of parameters you want to learn, I 
mean there are theorems which we didn't do in the course with this in mind. The 
theorems try to quantify how much data you need to depending on the number of 
parameters, parameters as in variables. If your neural network got 10 layers and 10 
networks per node and each thing connected which totals 10,000 connections then 50 
sample datasets not going to work. You need at least the bare minimum number equal to 
the amount of free variables in your model. So if you have 50 variables, you need at least 
50 data points. And that is the bare, bare, minimum. 

Most of these models work on gradient descend. one of the big problems with deep 
learning nowadays is they just can't get enough data. And I mean they have these 
problems or these very flat gradients, so these hidden layers, some of the gradients you 
get to change the parameters are sort of so close to a flat line and nothing much happens 
right. So for complex models with many connections you need a lot of data points. 

Lucas: 

Do you have any suggested literature, perhaps with this especially in mind, in finding 
how big the data should be? 

Justin: 

Not necessarily any specific papers, but Andrew Ng has a great video about how to 
evaluate if your model needs more data or if it is overfitting based on the training and 
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testing error. If the two lines in the graph converge but are still far apart, you need more 
data. If the testing error first goes down, but then goes up, your model is overfitting. 
There are also these techniques where you basically try to create more learning data, but 
that is not going to work with log-data of course. What data volume are we talking about 
in your project? 

Lucas: 

So it's it's quite big, so there is a I think around a thousand machines that have been in 
the field for five years and then event logs for every day is logged basically. So we have 
lots and lots of data lots. An error corresponds to when it runs into trouble. So what is 
happening is that there's a there's a component that's moving and the movement is 
regulated by grease. This grease is increase slowly evaporated on a reader. And this at 
first doesn't cause them any problems but slowly more and more trouble arises as the 
reader has trouble reading and and some point this will cause an error. The error 
frequency increases over time. Customers at some point are too frustrated with the 
frequency, and replace the part. So there is no determined ‘failure’ that is generalizable 
for all machines. This is what is different from the literature. 

Justin: 

How did you collect these error labels? Are all errors related to the problem? 

Lucas: 

So I scanned several company documents related to the grease problem, and every error 
code they mentioned I wrote down. I then collected all the data about these errors and 
put them in a table. What I did then was compare the frequency per error 30 days before 
replacement, and 30 days after. Errors that had a significant reduction in frequency had 
something to do with the problem it is assumed. 

Justin: 

Right, I think you're doing the right thing. I think the real challenge with these problem 
is it's actually feature selection and trying to work out what to feed into the algorithms, 
right? And the problem isn't predicting for tomorrow, or with the last five predict five 
days predicting for the next five days and see if it might be better. Or even predicting the 
next month. I think probably in the end, the actual machine learning stuff is not not 
going to be that complicated. 

Right now and you have enough data to make sure volume isn’t any issue. Feature 
extraction, that's the hard thing. 

Lucas: 

Yeah, in the previous interview I was told the same thing that domain knowledge is way 
more important than model optimization and you really need to know what errors are 
actually responsible for this phenomena as some errors are bound to be noise. 
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Justin: 

What company are you doing your project at? 

Lucas: 

Unfortunately, that is confidential, the company is experiencing quite some pressure 
from countries like China who are after their IP, so I can’t go into the details. Though the 
project is not incredible pressing for the company. The newer models have a physical 
preventive solution to prevent the grease from evaporating and condensation elsewhere, 
but they are interested in finding a predictive model for machines that are still in the 
field. 

Justin: 

Totally understandable. But yeah I think it is definitely possible to make a regression 
model from log-data. I mean, for a model it doesn’t really matter what type of data it 
gets, as long as it can detect a pattern in there. Then of course there must be enough data 
available. 

Greece basically yeah OK so they already fixed the new ones but they just killed it so 
many old ones in the field they were like it would help if we could solve it somehow or 
predictively yeah machine learning. 

Lucas: 

Do you have any further comments? 

Justin: 

Hmmm, no not really. But if you have any other questions that you need answering feel 
free to contact me. 

Lucas: 

Alright, thank you very much for your time! It has been very helpful 

Justin: 

My pleasure. 
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Interview: Inge Tamminga 

26/10/2021 

Senior Business Intelligence Analyst at Elisabeth-TweeSteden Hospital, the Netherlands 

Lucas: 

Introduction to research question. Kun je van log-regressie maken? 

Inge: 

So in short about me, I work in the Elisabeth-TweeSteden Hospital, and here we have 
comparatively little digitalization. This is due to legal issues as we can’t just save all 
patients data to make our models on. Ethically it is another issue all together. We do 
work with a lot of quantification, like in your research, but not so much with log data. Yet 
we do have a lot of log data when I consider all the notes doctors make, and all the 
volume of forms being filled in, but we don’t work with this type of data a lot. 

Before our call I thought your questions over you sent in beforehand, and in our case the 
log data is not very useful as it comes with the human factor. But in your case the log 
data can be actually valuable as it is produced by machines. The reason for this is that 
when it is generated by a machine, there are only a number of different variations it can 
produce. A workable amount. But when humans write log data, they can make typo’s, 
debreviate words, basically creating an infinite amount of variations. Too many 
variations for a machine learning model to work with. 

The way it can be quantified, as you did if I understand it correctly, is to quantify the 
data by counting the frequency of words or to filter out numbers within the text. 

Lucas: 

Previous interviewees gave some interesting insights on how to evaluate if you can or 
can’t make a model from the log data: 

If you take your log data, and show it to a field engineer or some other expert who works 
with the machine in question a lot, and they can recognize a pattern of degradation 
within the data, then a computer model can do so too. Do you agree? 

Inge: 

Hmm.. In principle, yes. As our minds are nothing but a neural network, and field 
experts simply have a trained neural network, if they can deduce a signal so should a 
machine be able to do so. BUT, it is very, very important that the data is also machine 
generated. Field engineers could read over spelling mistakes and understand 
debreviations of human generated data, but a machine learning model can’t. This is very 
important to keep in mind. 

Lucas: 
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Alright, good good. Another beautiful insight provided previously was that if you take 
your cleaned dataset, and you try to purposefully overfit it with a decision tree or 
random forest model, and it fails, than that means that it is impossible to make any 
sensible model out of it. 

This is, as he explained, because of the nature of decision trees. Technically they could 
overfit any dataset with a signal, as they can isolate every data point and derive rules 
fitting that. But if even such methods can make any sense of the data, than neither can 
any other ML model. 

  

Inge: 

Let me think about it with a hospital example. Say someone has COPD, then oxygen 
saturation is lower by default. That means that the decision tree would classify the 
person as dying… however, it would likely already account for that all the way at the 
beginning with a COPD yes or no node… So yes. Yes I think this holds true, if you can’t 
overfit with a decision tree no other model will work either. 

Lucas: 

Do you have any further recommendations or requirements on log data for it to be 
useful, or when to know it is useless? 

Inge: So it is important that it is machine generated. And what the other people you’ve 
interviewed have said so far. But other than that I have nothing else to add. 

Lucas: 

Thank you for your time! It has been very helpful. 

Inge: 

No problem at all, happy to help.  
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Appendix B – Programming Code 

 
In this appendix the python scripts can be found that were used for this research. Due to 

confidentiality, some terms had to be anonymized in order to safeguard company secrets.  

Script 1 – Load_warning_Step1_SQL 
This script retrieves the data used for the pre-processing from the SQL database.  
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Script 2 – Load_warning_Step2 
This script uses the output of the previous step and filters out the numbers from the text strings. 

After that it makes sure sudden resets to zero are corrected for.  

 

 

 

Script continues on the next page. 
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Script 3 – Load_warning_Step3_Perday 
This script uses the output of the previous step and alters the structure of the data set from 

separate events to all events summed together in a single day.   
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Script 4 – Load_errors_Step1_SQL 
This script creates a query for SQL that retrieves the errors and places them automatically in the 

right format where errors are summed per day.  
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Script 5 – Load_merge_errors_warnings 
This script merges the two datasets created in the previous scripts into a single dataset based on 

day similarity.   
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Script 6 – Load_fulldata_withdowntime 
This script merges the output of the previous dataset in order to aggregate per days and 

attributes the dependent variable per row.  
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Script 7 – ErrorCounts60Days 
This script takes every error code and checks the frequency of occurrence 30 days before, and 30 

after replacement to see if anything changes. This way the relevance of each error code is 

checked.  
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Script 8 – LSTM  
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Script 9 – Artificial Neural Network 
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Script 10 – Support Vector Regression  
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Script 11 – Decision Tree Regression  
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Script 12 – Random Forest Regression  
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Appendix C – Modelling results 
 

 
SVM Decision Tree Random 

Forest 
ANN LSTM 

Days R2 MSE R2 MSE R2 MSE R2 MSE R2 MSE 

1 -
0.00060
0634058
3346592 

548248 -
1.2411171
9022558
64 

461946 -
0.1941
68489
23975
327 

246146 -
0.00059
3629164
6071457 

277711 -
0.0766
30313
99 

130734 

5 -
0.00294
6017793
480138 

3117976 -
0.472134
3130585
389 

4815088 -
0.076
02967
99361
2864 

3519500 -
0.00333
1953508
248997 

232937 0.0152
64586
99 

771983 

10 -
0.013937
05115317
2009 

839427 -
2.277406
55485113
5 

8495717 -
0.2107
35819
42744
8 

3138478 -
0.018912
3465580
67616 

383985 -
0.6293
46923
9 

2557766 

20 -
0.017576
6575737
91676 

2894298 0.018596
5405046
8551 

12091713 0.032
501214
138915
27 

1192039
6 

-
0.02498
2409620
114332 

320731 -
0.0139
64213
7 

5037718 

30 -
0.006775
8941640
312376 

16746168 -
1.400310
3390750
096 

1823894
4 

0.046
43206
40701
4633 

7245760 -
0.00964
1582756
650946 

430906 -
0.1353
99401
61 

4711622 

 


