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Abstract
Facts about moral disagreement and human evolution have both been said to exclude 
the possibility of moral knowledge, but the question of how these challenges interact 
has largely gone unaddressed. The paper aims to present and defend a novel version of 
the evolutionary “debunking” argument for moral skepticism that appeals to both types 
of considerations. This argument has several advantages compared to more familiar ver-
sions. The standard debunking strategy is to argue that evolutionary accounts of moral 
beliefs generate skeptical implications because they attribute those beliefs to factors that 
are unrelated to their truth. That strategy is vulnerable to “third-factor” responses, which 
invoke first-order moral claims to challenge the assumption that Darwinian factors and the 
moral truths are really unrelated in that way. In contrast, our version is immune to those 
responses, as it does not proceed via assumptions about how Darwinian factors relate to 
the moral facts. Instead, it focuses on what evolutionary accounts of moral beliefs have to 
say about the fact that people often reach divergent moral beliefs. The argument thereby 
illustrates how the debunking strategy can join forces with the argument from moral dis-
agreement. The combination of those strategies presents, we think, a challenge that is 
more formidable than when they are considered separately.
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1 Introduction

Evolutionary debunking arguments in ethics appeal to a Darwinian story about the origins of 
our moral beliefs to support skeptical conclusions about their epistemic status. The standard 
debunking strategy is to reach those conclusions via the assumption that the Darwinian fac-
tors that have shaped our moral beliefs are unrelated to their truth. This is supposed to show 
that it would be a sheer coincidence if those forces have led us to form true moral beliefs 
(which in turn is taken to support a skeptical view), even granted that there are moral truths.

By relying on the premise that the Darwinian factors that have caused our moral beliefs 
are unrelated to their truth, however, debunkers leave room for a powerful response. The 
reason is that whether those factors and the moral truths are unrelated is ultimately a first-
order moral question. On some views about when an action is morally right or a person is 
morally good, they are indeed unrelated, but on others they are not. Hence, if a non-skeptic 
is granted not only the existence of moral facts but also the truth of some of her first-order 
moral beliefs, then she can invoke those beliefs to argue that there is a relation.

For example, consider our beliefs about moral rightness. On a simple evolutionary 
account, we tend to judge an action to be right in so far as it promotes the survival of our-
selves or our kin. If one makes the moral assumption that this natural property also tends to 
make actions right, we can expect at least some level of alignment between our rightness-
beliefs and the rightness-facts. So, given the moral assumption in question, a non-skeptic 
can deny that it would be a sheer coincidence if our moral beliefs were to correspond to the 
facts.

The idea that a non-skeptic can thus invoke first-order moral claims in response to evo-
lutionary debunking challenge underlies so-called “third-factor” accounts of the reliability 
of moral beliefs (see, e.g., Brosnan 2011, Enoch 2010, Schafer 2010, and Skarsaune 2011; 
the example about survival is inspired by Enoch’s account). What is characteristic of those 
accounts is that they appeal to an external, “third” factor (such as the fact that an action pro-
motes survival) which is taken both to (causally) help explain the belief that a given action 
is right, and to (metaphysically) explain that the action is in fact right.

Because of the availability of third-factor responses, the debate about debunking argu-
ments has come to focus on the legitimacy of responding to skeptical challenges by relying 
on beliefs whose epistemic status is at issue (see, e.g., Korman and Locke 2020, Sinclair 
2018 and Vavova 2014). And although things can be said on each side, debunkers do not 
seem to have the upper hand. The reason is that by denying their opponents the right to 
invoke the truth of their moral beliefs, the debunkers run the risk of committing themselves 
to forms of skepticism that go far beyond morality. After all, it is hard to see how one can 
vindicate the reliability of our beliefs in any domain without invoking the truth of some of 
them. Such “over-generalizing” implications are commonly agreed to render the debunking 
challenge less compelling.

Does this diagnosis make the debunking project hopeless? To argue that it does not is 
the aim of this paper. We shall pursue that aim by developing a version of the evolutionary 
debunking challenge that does not rely on the idea that the factors to which an evolutionary 
account attributes our moral beliefs are unrelated to their truth. By thus taking a different 
path, our version survives granting a non-skeptic the truth of her first-order moral beliefs 
and is out of reach of third-factor responses. Hence, it also avoids the over-generalization 
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worries that arise if one insists that third-factor accounts are illegitimately circular. We take 
those features to be significant advantages.

The plan of the paper is as follows. In Sects. 2–4, we state and elaborate a principle 
about knowledge that is central to our version of the challenge. In Sect. 5, we go on to 
argue that an evolutionary account of morality supports thinking that moral beliefs violate 
this principle. Part of our argument relies on the fact that an evolutionary account does not 
only explain why we have the moral beliefs that we have but also why people often end up 
with radically different moral beliefs. Our version of the evolutionary debunking challenge 
therefore allows it to join forces with another prominent argument for moral skepticism, 
namely the argument from moral disagreement. In Sect. 6, we discuss in more detail the 
advantages that our version thus has over the standard debunking strategy, before making 
some concluding remarks in Sect. 7.

Before proceeding, three points about the dialectical geography are in order. The first 
point is that we will pursue our discussion under realist assumptions about moral beliefs 
and the facts they represent. Some debunkers think that one can avoid moral skepticism by 
adopting a different metaethical view, such as constructivism, but this contested issue will 
not be addressed here.1

Second, although debunking arguments rely on complex empirical claims about the ori-
gins of moral beliefs, those claims are rarely subjected to detailed examination. Instead, 
the discussion focuses on what follows from the empirical claims that are put forward. Our 
contribution is no exception. What we seek to defend is the conditional claim that if certain 
empirical assumptions commonly made by moral skeptics about evolution and disagree-
ment are correct, then moral skepticism looms. Since that conditional claim is the target of 
extensive criticism, including that from third-factor theorists, it would nevertheless be an 
important result.2

Third, there are different skeptical conclusions a debunker may pursue. One is that the 
evolutionary considerations undermine the justification of our moral beliefs. The conclu-
sion of our version of the challenge, by contrast, is that there is no moral knowledge (even 
granted the truth of some of our moral beliefs). That said, we think this conclusion may 
have implications for the justification of moral beliefs as well, and will address this issue 
in Sect. 6.3.

1  For instance, Street 2006 takes her version of the evolutionary challenge to support a form of constructiv-
ism in metaethics. See also Kahane 2011, 103 who suggests that the soundness of evolutionary debunk-
ing arguments is conditional on an “objectivist” view about morality. See Tropman 2014 for a critique of 
Street’s constructivism that focuses on this question, and Joyce 2016 for an argument that the debunking 
challenge does not depend on a realist construal of moral beliefs. For more on these issues see also Risberg 
and Tersman 2020a.

2  For further discussion of these empirical issues, see, e.g., Fraser (2010), Machery and Mallon (2010), Kah-
ane (2011), Hopster (2018), Levy and Levy (2020), and the references therein. See also Isserow (2018), who 
argues that the currently most reasonable attitude is suspension of judgment about the correct story about 
how exactly our moral judgments have evolved, and thus about whether that story can underpin a successful 
debunking argument. Isserow suggests that this in itself may support a form of moral skepticism, since it 
may force us to suspend judgment about whether moral beliefs are reliably formed.
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2 Modal Accounts of Knowledge

Any attempt to derive skeptical conclusions from Darwinian considerations has to rely on 
an epistemic principle about what it takes for beliefs to constitute knowledge (or to be justi-
fied, etc.). The idea that underlies standard debunking arguments is that a belief does not 
amount to knowledge if it would take a sheer coincidence for it to be true. While our version 
of the challenge relies on the same general idea, we will focus on an aspect of it that has 
received less attention than alternative ones.

The idea that knowledge requires “non-coincidentally” true beliefs is familiar from the 
debate about Gettier cases, where it is held to explain why subjects in such cases lack 
knowledge. However, although many are attracted to that view, there is controversy about 
how it is best spelled out.3 One reason is that not all coincidences seem to have skeptical 
implications. If we come to believe some meteorological truth by accidentally meeting a 
meteorologist, say, then it is in some sense a coincidence that we have arrived at the truth, 
but this hardly excludes that we have knowledge. So how, more specifically, should the 
relevant concept of a coincidence be understood?

A popular approach is to do so in modal terms. On one attempt, knowledge requires that 
one’s belief is safe from error (see e.g. Pritchard 2005, Sosa 1999a, Sosa 1999b, and Wil-
liamson 2000). The basic idea is that a belief that p is safe just in case one could not easily 
have been mistaken with regard to p. Here is a characteristic formulation:

The Safety Requirement S knows that p only if there are no nearby worlds in which (i) she 
does not have a correct belief as to whether p and (ii) she uses the same method of belief-
formation as the one we actually used to determine whether p is true.

(ii) expresses a type of relativization that is typical for modal accounts of knowledge. It is 
motivated by the fact that what goes on in some nearby worlds is intuitively irrelevant to the 
evaluation of the subject’s actual beliefs. For example, suppose that a subject has obtained 
the true belief that there is a chair in front of her through using the “method” that consists 
in looking around. This belief plausibly constitutes knowledge even if there are nearby 
worlds in which the subject is blind (perhaps due to a freak accident that she has avoided 
in the actual world) and thus fails to discover the chair. By relativizing to methods, one can 
explain that world’s irrelevance. We shall return to some complications with this maneuver 
in Sect. 4. At this juncture, however, we shall focus on clause (i).

For present purposes, the crucial thing to note is that there are two ways in which a 
subject can fail to have a correct belief as to whether p (and thus also two ways in which a 
belief can violate the safety requirement). The first is that she believes that p even though p 
is false. The second is that she does not believe that p (perhaps because she believes not-p 
instead) even though p is true. Thus, if there is a nearby possible world where p is false but 
where she still believes p (and uses the same method), then her belief is not safe. But the 
same holds if there is a nearby world where p is true (and where she uses the same method) 
but where she does not believe that p. Earlier formulations of the safety requirement tended 
to focus only on the first way in which a subject could fail to be correct (see, e.g., see Sosa 

3  Wayne Riggs notes that due to its capacity to explain intuitions about Gettier cases, “the immunity-from-
luck requirement [for knowledge] is virtually the only thing in the theory of knowledge about which we can 
claim consensus” (2007, 330).
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1999a, Sosa 1999b, and Williamson 2000, 128). However, such formulations are now com-
monly taken to be too weak, as there are certain cases of coincidentally true beliefs that 
they fail to capture. For instance, if p is necessarily true, it is trivial that there are no nearby 
possible worlds in which p is false but the subject believes that p. But arguably, the subject’s 
belief that p can still be coincidentally true in the relevant sense—for instance, perhaps she 
has formed it simply through consulting a coin flip. Formulations of safety that focus on 
both ways in which one can fail to be correct have the intuitive result that the subject lacks 
knowledge in that case as well (assuming that there is a nearby world in which the subject 
fails to believe p, even though p is true, because the coin flip had a different result). That is 
why the stronger formulations have gained prominence (see, e.g., Clarke-Doane 2020, 108, 
who follows Pritchard 2009, 34).

3 The Adherence Requirement

When a belief that p does not violate safety in the second of the two ways just indicated (i.e., 
when the subject believes p in all nearby p-worlds where she uses the same method), it is 
said to be adherent. The idea that knowledge requires adherence is part of Robert Nozick’s 
influential “tracking account” of knowledge (1981). That account has been widely discarded 
due to problems with its other main element, according to which knowledge also requires 
“sensitivity” (roughly, that if p had been false then the subject would not have believed that 
p).4 The less-discussed adherence requirement has fared better, however, as is shown by the 
fact that it is entailed by recent formulations of the safety requirement.

The epistemic assumption which our construal of the debunking challenge invokes is 
a version of the adherence requirement. Interestingly, a similar idea can also be seen to 
underlie some of Darwin’s own speculations about his theory’s implications for morality:

If, for instance […] men were reared under precisely the same conditions as hive-
bees, there can hardly be a doubt that our unmarried females would, like the worker-
bees, think it a sacred duty to kill their brothers, and mothers would strive to kill their 
fertile daughters, and no one would think of interfering. Nevertheless, the bee, or any 
other social animal, would, in our supposed case, gain […] some feeling of right and 
wrong, or a conscience. (Darwin 1871, 73)

The idea here is not that we could have been morally mistaken because our beliefs could 
have been the same while the facts were different. Rather, the idea is that our moral beliefs 
could have been different from what they actually are (even if the moral facts remained the 
same) since evolution could have taken a different course. Later Darwinists have reasoned 
similarly. For instance, here is Michael Ruse and E. O. Wilson:

Suppose that, instead of evolving from savannah-dwelling primates, we had evolved 
in a very different way. If, like the termites, we needed to dwell in darkness, eat each 

4  One problem is that the sensitivity requirement implies that we do not know whether we are brains in vats. 
A related one is that the requirement is difficult to reconcile with certain widely held closure principles about 
knowledge. For further discussion, see, e.g., Williamson 2000, ch. 7, and the essays in Becker and Black 
2012. For a defense, see Roush 2005.



F. Tersman, O. Risberg6

1 3

other’s feces and cannibalise the dead, our epigenetic rules would be very different 
from what they are now. Our minds would be strongly prone to extol such acts as 
beautiful and moral. And we would find it morally disgusting to live in the open air, 
dispose of body waste and bury the dead. Termite ayatollahs would surely declare 
such things to be against the will of God. […] Ethics does not have the objective foun-
dation our biology leads us to think it has. (Ruse and Wilson 1985, 52)

However, although the observations by Darwin, Ruse and Wilson are congenial with our 
version of the debunking challenge, they do not amount to full-fledged arguments for moral 
skepticism, even when they are combined with the idea that knowledge requires adherence. 
The reason has to do with the relativization to belief-forming methods. While it is hard to 
know how our cognition would have been structured if we had evolved like hive-bees or 
termites, it seems reasonable to suppose that the methods that we would then have used to 
form moral beliefs are not the same as those we actually use. Thus, due to clause (ii) in the 
safety requirement above, those worlds are irrelevant to whether our actual beliefs consti-
tute knowledge. The same goes for the component of it that requires adherence.5

4 Methods and Positions

As we indicated earlier, however, clause (ii) raises some problems. Before presenting our 
version of the adherence requirement we shall elaborate and rephrase (ii) to avoid those 
problems. Reconsider the subject who knows that there is a chair in front of her even though 
there is a nearby world in which she is blind. The existence of that world does not seem to 
exclude that she actually has knowledge. Now, suppose that there is also a nearby world in 
which the subject is not blind but where her eyesight is considerably worse than it actually 
is. Arguably, that world is just as irrelevant as the first to whether she actually has knowl-
edge. Nevertheless, if she in that world has tried (and failed) to determine whether there 
is a chair in the room by looking around, then there is no clear sense in which the method 
of belief-formation that she uses in that world is different from the one that she uses in the 
actual world. One can of course cook up a purely technical notion of a “method” to get that 
result.6 Nonetheless, we suspect that the relevant factors extend so far beyond those that are 
captured by the ordinary notion of a method that this could be misleading. For these rea-
sons, we shall avoid using the notion of a method and instead invoke the one of a subject’s 
“epistemic position”.

5  Moreover, as Cuneo and Shafer-Landau (2014) emphasize, a given system of rules might only count as a 
moral system if it agrees with a sufficiently large number of claims that they call ‘moral fixed points’—e.g., 
that “[i]t is pro tanto wrong to humiliate others simply for pleasure”, and that “[i]f acting justly is costless, 
then, ceteris paribus, one should act justly” (2014: 405). Thus, if the rules we would have accepted if we had 
evolved like hive-bees or termites differ too radically from the moral rules we currently accept, it might be 
that we would not even count as having moral beliefs in such circumstances. This also supports the idea that 
what we believe in those worlds is irrelevant to the epistemic evaluation of our actual moral beliefs, which, 
again, accords with the adherence requirement. Thanks here to an anonymous reviewer.

6  This seems to be the approach favored by modal epistemologists who believe that methods should be indi-
viduated in an extremely “fine-grained” way (see, e.g., Williamson 2009b). Note, however, that if one goes 
for the strategy of invoking a technical notion to capture the factors that are meant to be “held fixed”, the 
question of whether to call these factors a “method” might simply be a verbal issue.



Hope for the Evolutionary Debunker: How Evolutionary Debunking… 7

1 3

We take a subject’s epistemic position, in relation to some claim p, to be defined by the 
features of her and her situation that affect her capability (either positively or negatively) of 
discerning whether p is true. There are at least three important categories of such features. 
First, a subject’s epistemic position includes abilities of different kinds that she has used to 
form the belief, such as her reasoning skills, her perceptual skills, and her “intuition skills” 
(if such skills exist). The second set of relevant aspects are features of her surroundings that 
influence her capacity to use those skills, such as the lighting conditions, the absence of dis-
turbing noises, and the fact that she is or is not subject to various biases. The third category 
includes the background beliefs (if any) from which the agent has inferred the target belief.

Crucially, our notion of an epistemic position is thus relativized, in the sense that an 
item can be part of the subject’s epistemic position relative to one belief even if it is not 
a part of her position relative to another belief. Whether it is a part of her epistemic posi-
tion relative to a given belief depends on its subject matter. If the belief is obtained solely 
through observation, for instance, the relevant aspects of her situation consist of her per-
ceptual recognition capacities and the conditions which are relevant for their exercise. If 
the belief is inferential, one feature of the agent’s epistemic position is her reasoning skills, 
while another is the set of background beliefs from which the belief is inferred. The case 
of inferential beliefs raises further questions, which also arise for other modal theories of 
knowledge (see e.g. Roush 2012). However, we will set those complications aside in the 
present context and focus solely on non-inferential beliefs (for further discussion of adher-
ence and inferential beliefs, see instead Risberg and Tersman 2019).

The definition of adherence that we shall adopt, then, is the following one:

Adherence: A subject S has an adherent belief that p if and only if she believes that p 
in all nearby worlds in which (i) p is true and (ii) her epistemic position, in relation to 
p, is at least as good as it is in the actual world.

However, the epistemic requirement that we would like to propose does not just state that 
a subject knows that p only if she has an adherent belief that p. The reason is that there are 
cases in which the adherence of the subject’s belief that p is ensured by factors that have 
nothing to do with her epistemic position in relation to p. For instance, suppose that the 
subject accepts some complicated mathematical theorem because of wishful thinking, and 
suppose further that her wishful thinking is so deeply rooted that it ensures that she has the 
same belief in all nearby worlds. Since wishful thinking is not a cognitive resource in a rel-
evant sense, the modal robustness of her belief is, in this case, immaterial to her mathemati-
cal cognitive resources. It is therefore in the spirit of the adherence requirement to deny 
that the subject’s belief constitutes knowledge in this case (even if it happens to be true and 
she holds it in all nearby worlds in which it is true), and it would be desirable to formulate 
an epistemic principle that has this result. The most straightforward way to achieve this is 
to require not just that the belief is adherent, but also that its adherence is ensured by the 
relevant features of the subject’s epistemic position (rather than by wishful thinking or other 
similarly irrelevant factors). Hence, our version of the adherence requirement is as follows: 

The Adherence Requirement: A subject knows that p only if she has a belief that p 
whose adherence is ensured by her epistemic position (in relation to p).
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In what follows, we explain how evolutionary considerations suggest that our moral beliefs 
violate this requirement. As we stressed, we shall focus on non-inferential moral beliefs, 
as we take it that inferential moral beliefs constitute knowledge only if they are inferred 
(directly or indirectly) from some non-inferential moral beliefs that constitute knowledge.

5 The Adherence of Moral Beliefs: Evolution and Disagreement

The strategy we shall use is of the divide-and-conquer-variety. The point of departure is a 
distinction between two kinds of cognitive skills and abilities that could potentially ensure 
the adherence of a set of beliefs. Some of our skills are “domain-specific” in the sense that 
they can be used to acquire knowledge only, or at least primarily, in some specific area. An 
example of such a skill may be our ability to quickly learn languages at an early age. In 
addition, we have “general” skills that we use to acquire knowledge in many different areas. 
Hearing and deductive reasoning are two examples of such skills.

Now, if it can be shown that we have neither domain-specific skills nor general skills 
that secure the adherence of moral beliefs, it follows (given that the distinction is exhaus-
tive) that those beliefs violate the adherence requirement and therefore do not constitute 
knowledge. And what we shall argue is that this can be shown. Evolutionary considerations 
suggest that we lack domain-specific skills which could ensure the adherence of our moral 
beliefs. However, they do not rule out that our general skills fail to make our moral beliefs 
adherent. In that case, we shall instead appeal to moral disagreement. This is how our rea-
soning allows the evolutionary debunking strategy and the argument from disagreement to 
join forces.

Our argument against the existence of sufficiently robust domain-specific skills in the 
moral domain focuses on the commonly accepted fact that Darwinian processes have only 
partially shaped the contents of our moral beliefs. The dispositions we have inherited define 
certain broad, vague limits within which our moral commitments may fall. What is excluded 
by those limits is, for instance, the view that it is an absolute moral duty to kill one’s off-
spring. Within the limits, however, other factors determine what moral views we, more 
specifically, embrace.7 One reason for that “leeway” is that the enhanced fitness of having 
moral beliefs is to some extent independent of their specific contents. The acceptance of 
moral rules in a community might enhance fitness by disposing its members not to free-ride 
or harm their offspring. However, many different moral rules could make them so disposed, 
and from the point of view of evolution (if one may say so), the details are not important.

Another reason why the Darwinian processes have promoted flexibility in our moral 
sensibilities is that the extent to which a set of moral beliefs enhance fitness depends on the 
circumstances in which the subject lives (where those circumstances may include the access 
to crucial resources). It is sometimes held that such differences explain, for example, why 
polyandry and polygamy are encouraged in some cultures but frowned upon in others. This 

7  As Richard Joyce notes, there is “a large body of results from experimental psychology [which] demon-
strates how easily people’s moral attitudes can be swayed by seemingly arbitrary environmental factors, 
such as the presence of an overflowing garbage can (Schnall et al. 2008) or bright lighting (Zhong et al. 
2010). Moral variation, far from being something that the moral nativist denies, is a datum that he or she 
must accommodate.” (Joyce 2016, 131).
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context-sensitivity of the enhanced fitness that moral beliefs can bring also helps to explain 
why our inherited dispositions to form such beliefs allow for considerable leeway.

A third reason has to do with the value of the capability of adapting to new social circum-
stances. Groups change over time, through new members and new coalitions. To facilitate 
these changes, individuals need to be open to renegotiating their views about how to live. 
By stubbornly holding on to one’s initial ideas, without any ability to revise them, one might 
miss the opportunity of forming new alliances which may prove vital for survival.

If our remarks here are on the right track, they suggest that the Darwinian processes 
have worked against the emergence of domain-specific moral skills of the type that would 
provide adherence. For, while such skills would have steered us robustly towards certain 
specific moral beliefs—namely, the true ones—evolutionary processes have favored flex-
ibility in our moral outlooks. Having such skills would, in many cases, simply not have 
benefited our ancestors.

We may now turn to our general skills. The reason why we need a separate argument in 
that case is that there has clearly not been a Darwinian pressure against the emergence of 
such skills. However, this is where moral disagreement comes into play. Our general skills 
clearly have some impact on our moral beliefs—for example, we use our reasoning skills 
to revise our moral beliefs upon finding that they are inconsistent. However, what the exis-
tence of certain types of moral disagreement illustrate is that those skills nevertheless do not 
secure the adherence of our moral beliefs.

It is commonly recognized that not all moral disagreements have skeptical implications. 
The fact that our moral beliefs are opposed by people who are less well equipped than our-
selves in terms of reasoning skills, the lack of bias, access to relevant non-moral evidence, 
and so on, does little to show that our moral beliefs are not adherent. Such disagreements are 
as irrelevant as Darwin’s scenario in which we have evolved like hive-bees. The interesting 
cases are those of disagreement between people who are “peers”, in the sense that they are 
in equally good epistemic positions relative to the disputed issue. It is disagreements of that 
kind that skeptical arguments from moral disagreement have traditionally focused on, and 
the adherence requirement justifies this focus.8 For plausibly, if two people disagree about 
p even though their epistemic positions in relation to p are equally good, then neither party 
has an adherent belief about p, no matter whether p is true. Instead, what their disagree-
ment reveals is that whoever is right about the issue at hand, their epistemic positions fail to 
ensure that each of them could not easily have had the belief of their opponent, even while 
the facts and their cognitive resources remained the same.9 More precisely, if p is true and 
the person who believes that p thus is correct, the fact that her opponent rejects p shows 
that their epistemic capabilities simply are not good enough to determine, in a sufficiently 

8  It is worth noting that not only moral anti-realists and skeptics but also non-skeptical moral realists have 
often taken the challenges posed by moral disagreement very seriously (for two examples, see Smith 1994 
and Parfit 2011). For this reason, we think our contention that moral disagreement may have skeptical 
implications does not in any illegitimate way beg the question against non-skeptics. Thanks here to an 
anonymous referee.

9  As we noted in Sect. 4, there are situations in which features that are not a part of the subject’s epistemic 
position, such as wishful thinking, ensure that there are no nearby worlds in which she has a different belief. 
When that holds, there will also be no nearby world in which the subject has the belief of the peer with 
whom she disagrees. However, such beliefs do still not satisfy the adherence requirement, as the adherence 
of the subject’s beliefs is not, in such cases, ensured by her epistemic position. Thus, the adherence require-
ment accommodates the idea that neither party to a peer disagreement has knowledge even if each party has 
the same beliefs in all nearby worlds.
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robust way, whether p is true. If p is instead false and the person who rejects p is correct, 
the same reasoning applies to her. Therefore, in a peer disagreement, neither party’s belief 
satisfies the adherence requirement (we develop this argument in more detail in Risberg and 
Tersman 2019).

The above reasoning shows that our general skills ensure the adherence of moral beliefs 
only if those beliefs are not contested by people whose general skills are at least as good as 
ours. And the point is that there seems to be a large number of cases where our disputants’ 
skills are not thus inferior. That is, it is plausible to suppose that our moral beliefs are very 
often contested by people whose general cognitive skills are at least as good as ours. While 
this is obviously an empirical claim, we shall not assess its merits but simply help our-
selves to it in this context, since our aim is to show that there is room for a strong skeptical 
argument given the truth of the empirical conjectures that skeptics invoke (see Sect. 1).10 
And, for the reasons noted above, this claim about the existing moral disagreements in turn 
excludes that our general cognitive skills ensure the adherence of the relevant beliefs.

Our version of the debunking challenge can thus be summarized as follows: Moral 
knowledge exists only if the adherence of some (non-inferential) moral beliefs is ensured 
either by domain-specific or by general cognitive skills. What the Darwinian considerations 
suggest is that we do not have domain-specific skills of the relevant type. The reason is that 
such skills would prevent the leeway and flexibility in our moral beliefs which are important 
preconditions for the survival value of having them. Moreover, the second possibility—that 
the adherence of our moral beliefs is ensured by our general cognitive skills—is ruled out 
by the existence of moral disagreement between persons whose general cognitive skills are 
equally good. Why do such disagreements not by themselves show that moral beliefs violate 
the adherence requirement? Because they leave open the possibility that the adherence of 
some of the conflicting beliefs is ensured by skills that are specific to the moral domain. 
What the skeptic needs is a positive reason to deny that there are such skills. And that posi-
tive reason is provided by the evolutionary perspective.11 Thus, while neither the evolution-
ary considerations nor assumptions about moral disagreement by themselves show that our 
moral beliefs violate the adherence requirement (and thus fail to constitute knowledge), the 
combination of them do.12

10  For discussions of the relevant empirical evidence, see, e.g., Demetriou 2014, Doris and Plakias 2008, 
Fraser and Hauser 2010, and Nisbett and Cohen 1996. For an argument that it is often very hard to determine 
whether someone is our peer, see King 2012. Note however that the empirical claim that we are assuming 
here is not that there is often peer disagreement full stop about morality, but the weaker one that there is often 
moral disagreement between people who are peers with respect to their general cognitive skills.
11  In a discussion of philosophical disagreement, Van Inwagen 1996 raises the question of how he can ratio-
nally believe various controversial philosophical theses (e.g., that free will is incompatible with determin-
ism) despite the fact that they are rejected by philosophers, such as David Lewis, who appear to be no less 
competent than himself. He writes: “I suppose my best guess is that I enjoy some special sort of philosophical 
insight … that, for all his merits, is somehow denied to Lewis. And this would have to be an insight that is 
incommunicable—at least I don’t know how to communicate it—for I have done all I can to communicate it 
to Lewis, and he has understood perfectly everything I have said, and he has not come to share my conclu-
sions.” (1996: 138) In effect, what we are suggesting here is that the corresponding response to moral dis-
agreement—that there exists “a special sort of moral insight” that some moralizers enjoy and others lack—is 
difficult to reconcile with a plausible story about the evolution of moral beliefs.
12  See Tersman (2017) for a different way to argue that appeals to moral disagreement can help an evolution-
ary debunker address third-factor responses. The main difference is that the argument presented there invokes 
different (and non-modal) epistemological assumptions.
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6 Objections, Replies and Implications

In this section, we discuss how our argument can avoid some common objections to both 
debunking arguments and to arguments that appeal to moral disagreement. The objections 
we have in mind are those that appeal to third-factor accounts of the reliability of moral 
beliefs, the related over-generalization worries that arise if such responses are dismissed as 
illegitimately circular, and the response to arguments from disagreement that point to the 
fact that there are also cases of widespread moral agreement. We shall also discuss what the 
conclusion that there is no moral knowledge implies for the justification of moral beliefs.

6.1 Third-factor Accounts and Over-generalization Worries

As we noted in the introduction, third-factor responses to evolutionary debunking argu-
ments invoke first-order moral beliefs to question the claim that the Darwinian factors that 
have shaped our moral beliefs are unrelated to their truth. Many debunkers criticize such 
responses by insisting that they beg the question (see, e.g., Fraser 2014, 471, Joyce 2016, 
157–158, Street 2008, Sect. 6, and Street 2011, Sect. 6). On one version of this idea, the 
viability of third-factor presupposes that there are grounds for thinking that the pertinent 
moral beliefs are true, which is the very assumption that debunkers aim to refute.

The problem with this complaint is that it seems to rely on a very demanding epistemic 
principle, namely the idea that we are permitted to rely on our beliefs in an area only if 
we can explain their reliability without assuming the truth of some of them. The problem 
is that it is hard to see how our beliefs in any domain can escape skepticism if this idea is 
correct (for this point, see, e.g., Kelly 2008, Korman and Locke 2020 and Pryor 2004). For 
example, consider our perceptual beliefs. We do have an outline of an account of the reli-
ability of such beliefs, which is based on our idea about how our sense organs work and have 
evolved. However, that account begs the question against perceptual skeptics in exactly the 
same way as that in which third-factor accounts begs the question against moral skeptics. 
For the only support we have for the assumptions that the account invokes comes from the 
very beliefs whose reliability it is meant to secure; namely, our perceptual beliefs. By ruling 
out third-factor responses on the ground that they are question-begging, debunkers accord-
ingly risk committing themselves also to perceptual skepticism. And the same can be said, 
it seems, for most or all other domains of inquiry.

This faces proponents of the standard debunking challenge with a dilemma. They must 
either accept the legitimacy of third-factor responses, in which case their challenge fails, 
or dismiss those responses by adopting principles that risk leading to global skepticism. 
However, our version of the debunking challenge avoids this dilemma as it is out of reach 
of third-factor responses. For when confronted with our “argument from adherence”, it does 
not help the non-skeptic to invoke the (alleged) truth of her first-order moral beliefs, as the 
challenge this provides differs from standard versions. For example, even if it is true that 
euthanasia is impermissible or that polyandry is defensible, those truths do not undermine 
the argument against the existence of relevant domain-specific skills in the moral domain, 
since they do not change the fact that a significant amount of flexibility in one’s moral views 
is advantageous. Similarly, even if it is true that euthanasia is impermissible or that polyan-
dry is defensible, those truths do not undermine our argument for thinking that our general 
cognitive skills also fail to ensure the adherence of moral beliefs. For since our first-order 
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moral beliefs will often be disputed by subjects whose general cognitive skills are equally 
good—or so, at least, we have assumed—we may conclude that those skills do not ensure 
the adherence of either belief without taking a stand on the question of whether those beliefs 
are true. Hence, there is no need for an advocate of the argument from adherence to counter 
third factor-responses with principles that invite global skepticism.

The points just made show that our argument is not vulnerable to third-factor objections. 
However, they only amount to a partial response to the over-generalization concern, as they 
only undermine one possible argument to the effect that debunkers are committed to skepti-
cal theses that go beyond ethics. We deem that there is some room for generalizability, but 
also that it is limited. In other words, it is likely that there are areas besides ethics where the 
relevant cognitive skills do not generate adherent beliefs but also areas where they do. Many 
perceptual beliefs are likely to be adherent, for example, since vision presumably counts as 
a cognitive skill (at least in favorable cases).13 By contrast, given a realist construal of aes-
thetic beliefs and the facts they concern, such beliefs may well fail to satisfy the adherence 
requirement. To determine whether the adherence requirement supports skepticism about a 
given domain requires a careful examination of the ways in which beliefs in that domain are 
formed, and we have not undertaken any such investigation.

It must be noted, however, that it is not always clear when the fact that an argument for 
moral skepticism can be extended to another area should be seen as a problem. Perhaps we 
simply should be skeptics about the other domain. Of course, if the area in question includes 
claims that are used as premises in the skeptical argument, then there are worries about self-
defeat (cf., e.g., Cuneo 2007, Kyriacou 2016). Such a worry would arise if the argument 
from adherence were equally applicable to epistemological beliefs (including beliefs in the 
adherence requirement) as to moral ones. But, while this issue requires more attention than 
we can give it here, we think a case can be made for thinking that moral beliefs and epis-
temic beliefs differ with respect to their adherence due to possible differences in their evolu-
tionary backgrounds. As we have stressed, the survival value associated with our disposition 
to form moral beliefs is to a great extent independent of which specific contents it ultimately 
results in. Many incompatible sets of beliefs can play the role responsible for the selection 
of the disposition. The same does not seem to hold for our disposition to make epistemic 
evaluations, whose main function is to steer us away from falsehoods. As Quine once put it: 
“Creatures inveterately wrong in their inductions have a pathetic but praiseworthy tendency 
to die before reproducing their kind” (1969, 126).

6.2 Moral Agreement

A common strategy among moral non-skeptics with regard to arguments from disagree-
ment is to stress that although there is (peer) disagreement about many moral questions, 
there are also those that command near-universal agreement, such as, e.g., that pain is bad, 
that torturing babies is wrong, and so on. That observation has been held to diminish the 
skeptical worries the disagreement raises (see, e.g., Huemer 2016, Parfit 2011 and Smith 
1994). For what the agreement might seem to suggest is that arguments from disagreement 

13  Moreover, if perceptual beliefs are in a good epistemic standing, then one may argue (via the Quine-Put-
nam indispensability approach) that the same holds for those of our beliefs that contribute to empirical expla-
nations, including mathematical and perhaps even logical ones. See, e.g., Colyvan 2001 and Woods 2019.
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at best establishes restricted forms of skepticism, which target controversial moral beliefs 
but leaves others unscathed (for this position, see McGrath 2008).

However, whether an argument from moral disagreement is vulnerable to this objection 
depends on why the disagreement is supposed to generate skeptical implications. In our 
argument, the relevance of disagreement is due to the adherence requirement. Peer dis-
agreement is simply a symptom of the more fundamental fact that the conflicting beliefs are 
not adherent. Since a belief can fail to satisfy the requirement even in the absence of this 
symptom, it is not immune to the challenge just because it is not disputed, not even if the 
subject also holds it in all nearby possible worlds in which its content is true. To satisfy the 
requirement, its adherence must also be ensured by the agent’s cognitive skills—otherwise, 
its status could be challenged on the same grounds as the belief in a mathematical theorem 
that is based on mere wishful thinking (see Sect. 4). This means that the existence of moral 
agreement spells trouble for the argument from adherence only if we have reason to think 
that the agreement obtains because our cognitive skills have ensured that it does. And the 
problem is that such explanations are less plausible than the alternative one which is offered 
by the evolutionary perspective our argument invokes. On the evolutionary account, there 
is agreement about the badness of pain and the wrongness of torturing children, not because 
we have cognitive skills that allow us to accept these views, but because rejecting them is 
beyond the broad limits on our moral commitments that our inherited dispositions set.

What makes the evolutionary account more plausible is that it helps to explain both why 
there is disagreement about certain moral issues and why there is a tendency towards con-
sensus about others. With regard to questions concerning which there is no evolutionary lee-
way, we tend to reach agreement. When there is such leeway, however, we disagree because 
context-sensitive factors instead determine what different individuals end up believing. By 
contrast, the explanation of moral agreement which appeals to our cognitive skills leaves 
it mysterious why disagreement is so widespread about other moral questions. If we have 
skills that enable us to adherently believe that pain is bad, it is unclear why those capacities 
do not enable us to have adherent beliefs about the many other moral issues about which 
there is instead widespread disagreement.

Of course, these considerations do not conclusively refute an explanation of moral agree-
ment which appeals to our cognitive skills. But the point is just that there is an alternative 
explanation of both moral agreement and disagreement that, we think, is superior. This is 
why our argument fares better also relative to the objection from moral agreement.

6.3 Moral Justification

We shall finally address the question of what implications our conclusions about moral 
knowledge might have for the justification of moral beliefs.14 The question is complicated 
by the dispute between internalists and externalists in epistemology. While the distinction 
between internalism and externalism can be drawn in different ways, our adherence condi-
tion on knowledge is at least manifestly externalist in the sense that it concerns modal and 
causal facts about a subject’s belief that are not always “accessible” to her. Internalists about 
justification typically doubt the relevance of such inaccessible factors. That said, as David 
Enoch notes, even though the debunking challenge (both his version and ours) “does start 
from an externalist perspective”, it can plausibly be “‘internalized’ […] even assuming that 

14  We thank an anonymous reviewer for urging us to address this question.
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internalists are right about epistemic justification” (Enoch 2010, 423). For instance, it is 
consistent with internalism to hold that when a subject learns that her belief violates the 
adherence requirement, then that information undermines its justification. This accords with 
the following principle that Lutz (2020) takes to underlie Enoch’s construal of the debunk-
ing challenge:

Internalization: If F is a necessary, external condition on knowledge, and a subject’s 
belief that p lacks F, then, if the subject learns that her belief lacks F, the subject is no 
longer justified in believing that p. (Lutz 2020, 293, notation adjusted)

As Lutz notes, an attractive feature of this principle is that it explains why learning that one’s 
belief is coincidentally true if true at all tends to undermine its justification. For instance, if 
one believes that the time is 17:30 on the basis of looking at a clock, learning that the clock 
in question is broken is arguably undermining. And what one learns in this kind of case is 
exactly that one’s belief violates a necessary “external” condition for knowledge (i.e., a kind 
of anti-coincidence condition).

That said, the internalization principle also faces potential problems. For one, an inter-
nalist might suggest that in order for the discovery that a belief violates F to undermine the 
subject’s justification for believing that p, it is not enough that F is in fact necessary for 
knowledge—perhaps the subject must also believe (and/or have reason to believe) that F 
is necessary for knowledge.15 Moreover, there are some cases where the principle arguably 
fails to apply. It may well be reasonable to be highly confident that one’s lottery ticket will 
lose, for instance, even if one is also aware that one is not in a position to know whether 
the ticket will lose. On the other hand, this putative counter-example to the internalization 
principle is arguably due to features of statistical evidence and less-than-full belief that, we 
think, are not usually relevant for the justification of moral beliefs (for further discussion of 
knowledge and statistical evidence, see, e.g., Littlejohn 2020).

We will not attempt to sort out these complications here. We only wish to note that 
appealing to a principle along the lines just indicated is a promising way to argue from 
skepticism about moral knowledge to skepticism about moral justification.

7 Concluding Remarks

We have offered a version of the evolutionary debunking strategy which does not assume 
that the factors that have influenced moral beliefs are unrelated to their truth. We have fur-
thermore argued that this is a crucial advantage as it puts our version out of reach of third-
factor responses. Thus, we do not have to counter those responses by invoking epistemic 
principles that invite obvious over-generalization worries.

There is another feature of our version of the evolutionary debunking strategy which sug-
gests that it is less likely to over-generalize; namely, that it pays more attention to the details 
of the explanations provided by the evolutionary approach. Some debunkers take the only 

15  If one goes this far, there are difficult questions about where one should draw the line. For example, 
should the internalist also require that the subject believes (and/or has reason to believe) in the internalization 
principle? Some of these issues are discussed in the recent debate about “higher-order evidence”; see, e.g., 
Christensen 2010, Lasonen-Aarnio 2014, and Risberg and Tersman 2020b.
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relevant feature of that approach to be that it vindicates Gilbert Harman’s claim that the best 
explanations of our moral beliefs never cite their truth (Harman 1986). Accordingly, they 
tend to think that the evolutionary theory may be replaced in their challenge without loss by 
any other theory about the origins of moral beliefs that also vindicates Harman’s claim. For 
example, here is Joyce (see also Bedke 2014, Sect. 2, and Street 2006, 155):

The first thing to note about [the debunking argument] is that the evolutionary per-
spective is, strictly, dispensable. Were we to explain our moral beliefs by reference 
to, say, developmental and socialization processes, then, so long as these processes 
similarly nowhere imply or presuppose that our or anyone else’s moral judgments are 
true, the same epistemological conclusion could be drawn. (Joyce 2016, 125)

In our view, however, Harman’s claim provides a too slim basis for a skeptical challenge. 
A skeptic might appeal to it in defense against the objection that the mere fact that we have 
moral beliefs justifies thinking that they are true. But to turn that defensive argument into 
a more offensive one (for the conclusion that we lack moral knowledge or justified moral 
beliefs), the skeptic needs to make further problematic assumptions, such as that other types 
of justification somehow do not count. And then she once again risks committing herself to 
ideas that generalize too broadly by leading to skepticism also in other areas that deal with 
facts that seem to be causally inert, such as logic or mathematics.

In the argument from adherence, by contrast, the evolutionary perspective is not so eas-
ily replaced. That reason is that this argument does not just focus on Harman’s claim but on 
elements of the evolutionary approach that other theories about the origins of moral beliefs 
do not include, including those that pertain to moral disagreement. That allows us to argue 
more offensively for the view that there is no moral knowledge, via the idea that the evo-
lutionary perspective suggests that moral beliefs violate the adherence requirement. More-
over, what the evolutionary perspective says about moral beliefs differs from what it says 
about the origins of beliefs in other domains. There is therefore no automatic way to extend 
the argument from adherence so that it entails skepticism about those domains as well. For 
example, whether we have cognitive skills that secure the adherence of our mathematical 
beliefs is a question our argument leaves open, even granted that the best explanations of 
those beliefs do not imply their truth.

Last but not least, when the debunking strategy is combined with the argument from dis-
agreement, in the way that the argument from adherence does, we are able to avoid some of 
the most influential objections to both those strategies. The adherence requirement explains 
why the patches of near-universal moral agreement need not undermine the argument from 
disagreement, while the invocation of disagreement in the debunking challenge allows us to 
avoid third-factor responses to it. This interdependence is a crucial finding, as a fair assess-
ment of moral skepticism—and, of course, of any other philosophical position—can only be 
done if one considers the totality of considerations that speak in its favor.
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