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Abstract 
Machine learning generally requires large amounts of data, however data is often limited. On the whole the amount of 

data needed grows with the complexity of the problem to be solved. Utilising transfer learning, data augmentation and 

problem reduction, acceptable performance can be achieved with limited data for a multitude of tasks. 

 

The goal of this master project is to develop an artificial neural network-based model for food waste analysis, an area 

in which large quantities of data is not yet readily available. Given two images an algorithm is expected to identify 

what has changed in the image, ignore the unchanged areas even though they might contain objects which can be 

classified and finally classify the change. The approach chosen in this project was to attempt to reduce the problem the 

machine learning algorithm has to solve by subtracting the images before they are handled by the neural network. In 

theory this should resolve both object localisation and filtering of uninteresting objects, which only leaves 

classification to the neural network. Such a procedure significantly simplifies the task to be resolved by the neural 

network, which results in reduced need for training data as well as keeping the process of gathering data relatively 

simple and fast. 

 

Several models were assessed and theories of adaptation of the neural network to this particular task were evaluated. 

Test accuracy of at best 78.9% was achieved with a limited dataset of about 1000 images with 10 different classes. 

This performance was accomplished by a siamese neural network based on VGG19 utilising triplet loss and training 

data using subtraction as a basis for ground truth mask creation, which was multiplied with the image containing the 

changed object.  
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Sammanfattning 
Maskininlärning kräver generellt mycket data, men stora mängder data står inte alltid till förfogande. 

Generellt ökar behovet av data med problemets komplexitet. Med hjälp av överföringsinlärning, 

dataaugumentation och problemreduktion kan dock acceptabel prestanda erhållas på begränsad 

datamängd för flera uppgifter.  

 

Målet med denna masteruppsats är att ta fram en modell baserad på artificiella neurala nätverk för 

matavfallsanalys, ett område inom vilket stora mängder data ännu inte finns tillgängligt. Givet två 

bilder väntas en algoritm identifiera vad som ändrats i bilden, ignorera de oförändrade områdena även 

om dessa innehåller objekt som kan klassificeras och slutligen klassificera ändringen. 

Tillvägagångssättet som valdes var att försöka reducera problemet som maskininlärningsalgoritmen, i 

detta fall ett artificiellt neuralt nätverk, behöver hantera genom att subtrahera bilderna innan de 

hanterades av det neurala nätverket. I teorin bör detta ta hand om både objektslokaliseringen och 

filtreringen av ointressanta objekt, vilket endast lämnar klassificeringen till det neurala nätverket. Ett 

sådant tillvägagångssätt förenklar problemet som det neurala nätverket behöver lösa avsevärt och 

resulterar i minskat behov av träningsdata, samtidigt som datainsamling hålls relativt snabbt och 

simpelt.  

 

Flera olika modeller utvärderades och teorier om specialanpassningar av neurala nätverk för denna 

uppgift evaluerades. En testnoggrannhet på som bäst 78.9% uppnåddes med begränsad datamängd om 

ca 1000 bilder med 10 klasser. Denna prestation erhölls med ett siamesiskt neuralt nätverk baserat på 

VGG19 med tripletförlust och träningsdata som använde subtraktion av bilder som grund för 

framställning av grundsanningsmasker (eng. Ground truth masks) multiplicerade med bilden 

innehållande förändringen.  
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1 Introduction 

1.1 Background 

In 2011 the Food and Agriculture Organisation of the United Nations (FAO) estimated that a third of 

the food produced worldwide is discarded or in other ways lost or not consumed. A substantial part of 

this food loss can be categorised as food waste, food discarded in retail or later stages of the food 

consumption chain. The potential for improvement and effectivisation can therefore accurately be 

described as large. To this end knowledge about exactly what foodstuff is wasted would be useful, as 

actions to remedy the waste or methods for better disposal options can be investigated if knowledge of 

what compromises food waste is acquired. Lack of food waste data is named in the 2021 FAO Food 

Waste Index Report as a matter to be resolved in the near future to tackle the issue of food waste. 

However, as it stands very few actors (hotels, restaurants, retailers or other handlers of foodstuff) 

make the effort of categorising what foodstuff is discarded, hence the actual composition of food 

waste remains elusive [1]. One potential solution would be to automate the process via artificial 

intelligence.  

 

The perhaps most rapidly advancing field of artificial intelligence today is the data-driven approaches 

commonly referred to as machine learning, and the most impressive feats in machine learning have to 

a large extent been achieved by the biologically inspired Artificial Neural Networks. Artificial neural 

networks, often simply called neural networks, have in recent years achieved good performance on 

tasks historically challenging for artificial intelligence including speech recognition and computer 

vision-based tasks [2, 3, 4]. 

 

The intention with data-driven learning and neural networks is to let algorithms find a suitable answer 

to a task solely by providing them with data, but for the algorithms to detect the desired pattern in the 

data large quantities of data is generally required. 

The ever widening availability of data has greatly contributed to the surge of neural networks. Some 

datasets have de-facto become industry standard of sorts, such as CIFAR, MNIST and perhaps most 

prominently ImageNet, a dataset which consists of over 14.000.000 images with over 20.000 labels 

used in the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) competition [5], an 

annual competition held 2010-2017 with the goal of having the best performing model on the 

ImageNet dataset.  

 

Nonetheless a common challenge when it comes to machine learning is the amount of data needed for 

algorithms to properly detect patterns. When data is limited the models trained on said limited data 

might not achieve acceptable performance. To address this issue a multitude of methods to make 

neural networks achieve better performance on smaller sets of data have been developed, including 

data augmentation and transfer learning [3]. 

 

There are areas where the amount of collected data is limited. If neural networks can be shown to 

attain adequate performance even on lesser data these fields too can be opened up for automatisation 

via machine learning. One such area is waste. This thesis is aimed at food waste in particular; 

however, the problems tackled, data shortage and change detection, ought to have broader 

applications as well.  

 

Food waste categorization is a prime candidate for automatization via machine learning. 

Categorization of food waste is a work-intensive yet unrewarding activity for actors producing food 
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waste, however, object detection and classification are both fields in which neural networks, 

especially convolutional neural networks (CNN) have excelled lately. Other classification networks 

such as Pl@ntNet for plant classification of user input [6] and R-CNN [7] as well as its derivatives [8, 

9] for object detection have been successfully implemented. 

 

Malefors et al. has  developed a prototype of a compost analyser consisting of a scale and a camera. 

The camera is triggered when the scale registers an added weight, i.e. foodstuff being discarded, and 

takes a picture. Five such prototypes have been created and distributed in five different households. In 

terms of data generation this ought to provide a steady flow of images, though when the project was 

initiated the collected images numbered in mere hundreds and no labels had yet been added. 

 

1.2 Purpose and goals 

The aim of this project is to develop and implement a neural network-based algorithm capable of 

solving a task close to that of food waste classification as a proof of concept, ideally with a model 

ready to be trained once food waste data has been collected. To this end a number of objectives which 

should be achieved include 

 

● Finding or creating a suitable dataset to simulate food discardation properly 

● Create a neural network-based model capable of: 

○ discerning what has been added to an image 

○ classifying the changed region, disregarding other potential objects although it might 

have an appropriate label for them 

○ achieve above listed objectives to a satisfactory degree on a small dataset 

● Train and evaluate said model 

 

 

1.3 Task and scope 

The idea pursued in this project is to make an algorithm capable of comparing the newly taken picture 

to a previously taken picture in order to register what has changed, and classify the changed region. 

This ought to provide a decent estimate of the challenges a future neural network will handle when 

analysing food waste. Furthermore this should be done in such a way that the network can be 

implemented as soon as possible, without the need for rigorous data collecting which requires both 

effort and time.  

 

Some challenges of the project include the ability for the network to detect only the newly added food 

waste in an image, disregarding previously added waste even though it might have an appropriate 

label for it, the lack of data as no large labelled dataset for foodstuff and especially food waste has 

been produced and appropriate image processing to maximise performance. 

 

A fully fledged model capable of food waste analysis will not be developed, instead the project strives 

towards a proof of concept, and examining what approach could feasibly be undertaken for food 

waste analysis in the future. 
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1.4 Outline 

The next chapter will explain the theoretical background  and concepts relevant to the project. The 

following chapter explains the work undertaken and methods used. The chapter after that presents the 

results and discusses them, and the final chapter attempts to summarise what can be learned from this 

project. 

 

2 Theory 

2.1 Machine learning 

Machine learning is a branch within the wider field of artificial intelligence utilising data to predict 

patterns. The idea is to let the intelligence learn how to solve a task itself by providing it with a 

dataset rather than explicitly programming it to do so. Supplying the machine learning algorithm with 

sufficient amounts of data to train on will “teach” it to extrapolate the learned solution to other, 

unseen data. Today artificial neural networks and more specifically deep neural networks are the 

predominant modes of machine learning in many fields, including visual tasks [3, 4].  

 

There are a number of visual based tasks a machine learning algorithm can be used for. Classification 

is the correct prediction of an object's class or label, localisation is the correct prediction of an object’s 

placement and size in a picture, usually via a bounding box. Object detection is the correct prediction 

of labels in addition to localization of multiple objects in an image [3]. Change detection is in the 

context of this thesis detection of changes between images.  

 

2.2 Machine learning approaches 

2.2.1 Supervised learning 

 Supervised learning is a branch of Neural networks where the network is given data complete with 

labels, as opposed to unsupervised learning which learns a pattern without the need for labels. The 

output of the network is compared with the label of the data and the weights are updated accordingly. 

It is often described as the simplest approach, but it also generally yields the most robust models and 

needs the least amount of data [3, 4].  

 

2.2.2 Unsupervised learning 

Unsupervised learning can be described as letting the machine learning algorithm find a pattern in the 

data without describing what it is looking for. More complex than supervised learning, unsupervised 

learning generally requires vast amounts of data and can be used to find previously unknown patterns 

in the data [3, 4].  

 

2.2.3 Semi-supervised learning 

Semi-supervised learning is applicable when some data has been labelled, but some remains 

unlabeled. There are many approaches to semi-supervised learning but one technique is training a 

supervised model on the labelled part of the dataset and have it predict the labels of the unlabeled part. 

The labels it predicts with sufficient certainty are added to the labelled data and another model is 
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trained on the new, enlarged dataset, which produces a better performing model if the new data was 

labelled correctly [3, 4]. 

 

2.3 Convolutional neural networks 

An artificial neural network consists of multiple interconnected artificial neurons. Each neuron 

receives a number of inputs and depending on these inputs will output a value. Typically, these 

neurons are arranged into layers consisting of neurons that are not connected amongst themselves, but 

all connect to the same other layers. In a so-called feedforward neural network, one layer will provide 

inputs to the second layer, which in turn will provide inputs to the third layer and so on. If the 

artificial neural network consists of many layers it is said to be a Deep Neural Network, though no 

exact limit for when a neural network is to be described as deep is defined. The first layer to receive 

data from outside is known as the Input Layer, it transfers the data to later layers referred to as Hidden 

Layers which each, in turn, transform the data. The final layer is called the Output Layer and provides 

the estimate or prediction of what the neural network infers from the data. When training the neural 

network, the prediction from the output layer will be compared to the label of the data via a loss 

function and the model updated using backpropagation and an optimization algorithm. The 

optimization algorithm, usually based on gradient descent, is responsible for the actual decrease of 

loss function, and changes weights starting from the layer closest to the output layer and propagating 

backwards toward the input layer, hence the term backpropagation [3, 4]. 

 

A common problem in neural networks is overfitting [4]. Since neural networks are able to leverage 

very complex algorithms they can produce very high dimensional solutions. This can turn into a 

problem if a neural network learns how to describe noise or coincidences present in the training data. 

The model will find a solution which explains the training data well, but does not carry over to other 

data. This lack of generalisation in a complex solution is known as overfitting. The phenomena is 

illustrated in figure 2.1. Figure 2.2 shows a simple way to recognize overfitting, if the training error 

keeps diminishing but test/validation error instead increases the model has likely started to overfit.  

 

 

 

 
 

Figure 2.1: Illustration of overfitting. The green line, which represents an overfitted solution, 

performs well for the data trained on, i.e. the dots present in the image. The black line, an 
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example of an appropriate solution, is however likely to perform better on new, unseen data. 

(source: [20]) 

 

 

 

 

 

 

 
 

Figure 2.2: Detection of overfitting in a neural network’s learning curve. At a certain point, 

testing error or loss is likely to start increasing with further training, this is the point at which 

the model has started overfitting to the training data. (source: [21]) 

 

For this project, the optimization algorithm chosen was adaptive moment estimation (Adam). Adam is 

based on normal gradient descent, but further takes the momentum as well as an average of past 

updates into account to converge to a solution faster while still being computationally cheap and is 

widely seen as the standard optimizer for deep neural networks [10]. The reason Adam was chosen 

was the belief that fast convergence would benefit a network attempting to converge to a decent 

solution with little data.  

 

 

2.3.1 Convolutional layers 

 

 
 

Figure 2.3: Illustration of convolutional layers. (source: [22]) 
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Convolutional layers, the namesake for the Convolutional Neural Network (CNN), are inspired by the 

cat’s brain’s visual cortex [11, 12, 13], and are a staple when it comes to neural networks processing 

images. In a convolutional layer a neuron doesn’t consider the entire previous layer, but only a 

subpart of it defined by the kernel (also known as filter). For instance, if a convolutional layer has a 

kernel of size 5x5 every neuron in the layer will consider an area of 5x5 in the previous layer. The 

idea is that the neural network will in this way learn basic low-level features, such as a line or an 

angle, and then combine these low-level features to recognize more complex patterns like an eye or an 

ear, so-called high-level features. The output of a single neuron in a convolutional layer can be 

calculated as 

 
 

where i denotes row, j column and m the feature map, 𝑠ℎand  𝑠𝑤 the horizontal and vertical stride, 

𝑓ℎand 𝑓𝑤 are the height and width of the receptive field (in figure 2.3 denoted √𝑛𝑎), 𝑚′ the number of 

feature maps in the previous layer,   𝑥𝑖′,𝑗′,𝑘′ is the output of the neuron in the previous layer with row 

𝑖’, column 𝑗’ and feature map 𝑘′, 𝑏𝑘 the bias term for feature map k and 𝑤𝑢,𝑣,𝑘′,𝑘is the connection 

weight between any neuron in feature map k of the layer l and its input located at row u, column v [3, 

4].  

 

2.3.2 Pooling layers 

Pooling layers are usually implemented in between convolutional layers to reduce the image in order 

to reduce computational load, memory usage and parameters. Similarly to convolutional layers each 

neuron in a pooling layer considers only a subpart of the previous layer, but rather than extract 

features via changing weights a pooling layer simply condenses a group of inputs into one, usually via 

taking the maximum, minimum or mean of the inputs. A further advantage of pooling is induces a 

slight invariance in the images [3, 4, 12].  
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2.3.3 Fully connected layers 

 

 

Figure 2.4: Illustration of fully connected layers. (source: [23]) 

 

Perhaps the layer that springs to mind when thinking of neural networks, in a fully connected layer, 

also referred to as a dense layer, every neuron of the active layer is connected to every neuron in the 

neighbouring layers. The purpose of the fully connected layers could be said to be allowing the neural 

network to find its own solution to the problem, as the layers provide the algorithm ample opportunity 

to dynamically shape weights in order to achieve a good approximation of the solution [3, 4]. Fully 

connected layers are usually applied at the end of a CNN model, just before the output layer.  
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2.3.4 Activation function 

 
 

Figure 2.6: Four of the most common activation functions: the Sigmoid function (a), 

Hyperbolic Tangent function (b), Rectified linear unit (ReLU) (c) and leaky ReLU (d) 

 

The Activation Function of a layer determines the output of the neurons compromising the layer. In 

essence, the activation function acts on some linear combination of inputs, yielding the output. The 

rectified linear unit (ReLU) is the most popular activation function, due to insensitivity to vanishing 

gradients and computational efficiency. ReLU is defined as 

 

                              𝑓(𝑥)  =  𝑚𝑎𝑥(0, 𝑥)    (2.2) 

 

Some drawbacks of ReLU is the lack of properly defined derivative at x = 0, causing a bouncing 

behaviour with gradient descent, and more importantly the problem of dying ReLU:s. Dying ReLU:s 

is caused by the ReLU functions disregard of anything negative, if a neuron using ReLU is updated in 

such a way that every input to the neuron end up negative, the neuron will “die”, i.e. the output will be 

set to 0 and no amount of training will change it since the gradient for negative values is 0.  

A solution to the dying ReLU problem is the Leaky ReLU function, 

 

    𝑓(𝑥)  =  𝑚𝑎𝑥(𝛼𝑥, 𝑥)   ⋀    0 <  𝛼 << 1   (2.3) 

 

which alleviates the dying ReLU problem by allowing a small “leaking term” for negative values. 

This term ensures the gradient is never zero for any value, and hence the neurons cannot “die”. 

Another popular alternative is the (zero-centred, normalised) Sigmoid function 
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    𝑓(𝑥)  =  1 ÷ (1 + 𝑒𝑥)     (2.4) 

 

 and the Hyperbolic Tangent function  

 

    𝑓(𝑥)  = ( 𝑒𝑥 − 𝑒−𝑥) ÷ (𝑒𝑥 + 𝑒−𝑥)   (2.5) 

 

These three alternative functions are not as commonly used as ReLU since they are computationally 

heavier than ReLU and, in the cases of Sigmoid and Hyperbolic Tangent functions, more sensitive to 

vanishing gradients, but can be worth examining as well. In a conventional CNN classifier a softmax 

or sigmoid function is applied to the output layer. A softmax function normalises the output into a 

probability distribution, hence providing the network’s prediction. A Sigmoid function will for each 

label provide the network’s inferred likelihood of the corresponding object being present in the image 

evaluated, and can be useful if there’s a risk of several labelled objects present in the image [3, 4].  

 

2.4. Siamese neural networks 

Networks which take multiple inputs to produce a single output are usually called fusion networks, as 

the branches of the networks have to be fused somewhere in the structure. A particular type of fusion 

networks are Siamese Neural Networks (SNN), a type of fusion network which consists of multiple 

parallel networks with shared weights, essentially making them identical. Recently SNN coupled with 

advanced ranking loss functions such as contrastive or triplet loss are seeing increasing popularity and 

have excelled in many tasks such as, perhaps most prominently, face recognition with FaceNet [14] as 

the current benchmark but also the somewhat to this thesis relevant area of remote sensing [15].  

 

When training, the SNN will be given multiple inputs, outputting embeddings, often visualised as 

vectors in euclidean or cosine space, upon which a loss function is applied. After training is done, a 

single branch of the SNN will be given a single input with one resulting embedding which can be 

interpreted as the network’s prediction. The prediction cannot be used directly for classification, but 

can be used as input for a metric classification algorithm such as k-NN or another neural network 

updated with for instance categorical cross-entropy loss [14].  

 

2.5 Loss function 

The loss function is the metric to be minimised by the algorithm and defines what the neural network 

will strive for. A loss function is simply a description of how large the error a model makes is. There 

are several loss functions suited for different applications, in this project categorical cross-entropy and 

triplet loss were evaluated, as the two could both feasibly manage this task but have different 

properties that might be desirable [3, 4]. 

 

2.5.1 Categorical cross-entropy loss 

One of the most commonly used loss functions for image classification is categorical cross-entropy 

[4]. Based, as the name implies, on mathematical entropy, it can be described as calculating the 

distance from the predicted distribution and the actual distribution, hence minimization of the 

categorical cross-entropy loss will also lead to a minimization of the distance between the predicted 

output and desired/actual output. Mathematically categorical cross-entropy loss is defined as  
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𝐿 =  − ∑  𝑛
𝑖 = 1 𝑝(𝑖)𝑙𝑜𝑔(𝑞(𝑖))    (2.6) 

 

where L denotes the loss, n the number of classes, p the label of the i:th element and q the prediction 

of the i:th element.  

 

2.5.2 Triplet loss 

 

 
 

Figure 2.5: An illustration of triplet learning (source: [14]). 

 

The process of using triplet loss is similar no matter what format the input data has, but as images are 

used in this thesis it will be explained in terms of images. When utilising triplet loss for image 

classification a triplet of images is created, an anchor image with a random label, a positive sample 

with the same label as the anchor and a negative sample with a different label. The triplet of images 

are passed to a triplet network, a type of SNN with three inputs, and are encoded into embeddings by 

the weight-sharing subnetworks. As explained in section 2.4 these embeddings can be represented as 

vectors in multi-dimensional Euclidean space. The triplet loss is then applied as 

 

  𝐿 = ∑  𝑁
𝑖 [ ∥ 𝑓(𝑥𝑖

𝑎) − 𝑓(𝑥𝑖
𝑝) ∥2

2 −∥ 𝑓(𝑥𝑖
𝑎) − 𝑓(𝑥𝑖

𝑛) ∥2
2+ 𝛼]

+
  (2.7) 

 

where 𝑥𝑖
𝑎, 𝑥𝑖

𝑝
 and 𝑥𝑖

𝑎 denotes anchor, positive and negative respectively and f(x) the embedding of an 

image. The loss seeks to change these vector representations so that the distance between the anchor 

and the positive image is reduced while the distance to the negative image is increased, see figure 2.5 

[14]. In this way similar labels are clustered and a distance-based metric classifier such as K-NN can 

be applied. 

 

The generation of triplets (triplet mining) is not trivial. Initially generating triplets at random will 

yield many “hard triplets”, where the distance between the anchor and the two reference images can 

be altered to gain better performance, but as the network learns random triplet generation will 

generally contain many “soft triplets”, triplets where the positive image and anchor image are already 

in close proximity whereas the negative image is far away. A network will not learn anything from 

such soft triplets and hence learning will converge. Instead, semi-hard triplet mining is often applied. 

In this approach, triplets are generated randomly and evaluated by the network, but only a subset 

where it has been validated that a certain percentage of the generated triplets are hard are actually 

used for training [14]. This combining of input images to create triplets is part of the reason why 

siamese networks can learn from less data since possible triplet combinations for a dataset is much 

higher than the number of data instances. 
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Figure 2.6: Example of model collapse. On the seventh epoch, the inputs all have distinct 

locations (a). After the eighth epoch, the model has collapsed, and most inputs are mapped to a 

single point (b). After the ninth epoch, the model has collapsed entirely and every input is 

mapped to the same point (c). 

 

The main advantage of SNN:s with ranking losses is that they can theoretically be trained using fewer 

images as well as performing better than categorical cross-entropy on datasets with few examples per 

label. SNN:s can theoretically even solve the so-called “One-shot learning” problem i.e. only have to 

see one instance of a class to reliably predict that class in the future. Downsides include the cost of 

training, as triplet loss is computationally heavier than categorical cross-entropy; the difficulty of 

training as triplet loss has a tendency to, if instanced improperly, map every input to a single point, a 

phenomenon referred to as “model collapse” demonstrated in figure 2.6; finally, sensitivity to outliers 

in the training data, as single instances of labels mapped far from the appropriate cluster might cause 

large significant errors in later classification [14]. The sensitivity to outliers can be mitigated by the 

classifier, for instance by increasing the K required in a K-NN classifier a single outlier will not cause 

mislabeling, but doing so might reduce performance on datasets with few instances per class. After 

all, a K-NN with a K of 5 cannot be expected to reliably predict a class with a single example. 

 

2.6 Transfer learning 

In machine learning, transfer learning refers to the practice of loading a whole or parts of a previously 

trained model rather than training a new model from scratch. Once the pre-trained model is loaded, 

some parts of it may be “frozen”, i.e. will not be updated when further training takes place, saving 

significant processing power. Transfer learning allows anyone to run powerful benchmark networks 

such as ResNet50 or VGG19 pre-trained on large datasets such as ImageNet, which could otherwise 

require significant time and processing [3].  

 

While not exclusive to CNN:s, transfer learning works particularly well when the transferred network 

is a CNN. This owes to the fact that the upper layers of the CNN extracts low-level features shared by 

many feature extraction tasks [3]. For instance the upper layers of a CNN trained to identify cats 

might pick up lines, curves, colours and angles, the middle layers might combine them into features 

such as eyes and ears and the lower layers combine these features into cats. If it is desired to train a 

network to identify birds instead, the upper, more abstract layers (perhaps even middle layers) could 

still prove useful as lines and angles can be combined into beaks and wings, meaning only the lowest 

layers need to be retrained. It might be worth noticing that this is a romanticised example. In practice 

CNN:s might pick up low-level features that seem nonsensical to humans, but the general idea still 

applies[3, 4].  
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The result of transfer learning is that a network can be pre-trained on unrelated images. Not being 

forced to train a network from the ground up reduces both training times and amount of data needed. 

 

2.6.1 VGG16 and VGG19 

 

 
 

Figure 2.7: Architecture of VGG16. The grey boxes represent convolutional layers, the red 

pooling layers, the blue fully connected and the green the softmax output. (source: [24]) 

 

VGG16, named after the department of Visual Geometry Group in the University of Oxford, is a deep 

CNN architecture often presented as a benchmark CNN for classification tasks and commonly used 

for transfer learning. Introduced in the 2014 ImageNet Challenge, the idea behind VGG16 is the usage 

of many stacked convolutional layers with small 3x3 kernels and stride 1 in order to stack activation 

functions (ReLU in the case of VGG16) to achieve a more discriminative decision function and 

reduce the risk of overfitting. VGG19 is a later network largely inspired by VGG16, the main 

difference being that VGG19 has 19 layers compared to VGG16’s 16 [3, 4, 16]. 

 

2.6.2 ResNet50 

 
 

Figure 2.8: Illustration of a skip-connect (the arrow skipping the l-1 Layer) (source: [25]) 

 

Neural networks have been observed to perform better with a deeper architecture, but naively stacking 

layers will see a performance decrease as vanishing gradients and accuracy saturation increases. 
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Vanishing gradients is a problem common especially in deep neural networks updated with 

backpropagation. The problem manifests because the gradient responsible for updating the weights 

decreases exponentially in relation to the number of layers when propagating through the network. 

Vanishing gradients will result in the initial layers being updated very slowly, causing the model to 

require potentially impossibly vast amounts of data and training time to converge to a good solution. 

Accuracy saturation, also known as degradation, is a phenomena that occurs when neural networks 

reach a significant depth. Intuitively, one would expect a deeper network to be able to resolve a 

problem at least as accurately as a shallower model, but it has been experimentally found that after a 

certain depth, further increasing depth will actually result in worse performance, both on test and 

training data [17].  

 

A residual neural network employs skip connections to counteract vanishing gradients and accuracy 

saturation. The skip connections in a residual network allow the backpropagation error signal to take 

“shortcuts” through the skips, allowing the upstream layers to be updated with a signal not affected by 

the cumulative diminishing of all previous layers. Such skip connections permit significantly more 

layers to be added to a model without significant performance decrease caused by accuracy saturation 

or vanishing gradients, resulting in a net increase in performance [17].  

 

ResNet50 is a residual neural network with 50 layers available as a transfer learning model in Keras 

pre-trained on the ImageNet dataset.  

 

2.6.3 Xception 

 
 

Figure 2.9: Simplistic implementation of an Inception module. (source: [18]) 

 

The Inception family of networks strives to improve performance by increasing layer depth and width 

rather than just depth like residual networks. Inception architectures are made of Inception modules 

that work by splitting the network into multiple channels consisting of one or multiple convolution 

layers with different sized kernels all acting upon the same input and recombining the output of said 

channels via concatenation. A simple but computationally heavy version of an Inception module is 

illustrated in Figure 2.9, in practice skip-connects, pointwise (1x1) convolutions and separation of 
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large-kernel convolutions into smaller-kernel convolutions are used to increase performance and 

reduce computational load. The multi-channel analysis of Inception networks can be useful if the size 

of the area of interest in the input is unknown or varies; a larger kernel in a CNN will detect large 

structures whereas a smaller kernel will detect small structures. By passing the input to large and 

small kernels Inception networks have shown promising results in image classification [18].  

 

Xception or Extreme Inception is an architecture proposed by F. Chollet heavily inspired by the 

Inception architectures, postulating that spatial channels can be analysed entirely separately. Xcption 

achieved significantly better performance than comparable networks on datasets with few images per 

label in the paper it was presented, and was hence deemed suitable for this thesis [19]. Xception is 

readily available in Keras and can be loaded pre-trained on ImageNet. 

 

2.7 Digital images 

Digital images can usually be treated as matrices. Two of the most common formats are RGB (red-

green-blue) images and grayscale images. The matrix representations can be either two dimensional 

A(i,j)  in the case of grayscale images or three dimensional A(i,j,c) in the case of RGB images. One 

specific element in the matrix represents one pixel in the image, or the pixel’s value of red, green or 

blue in the case of an RGB image. 

 

2.7.1 Image subtraction 

 If the corresponding pixels in two different images have the same colour a subtraction of the two 

images will output a third image where the corresponding pixel has been set to 0. This can be used as 

a rough change detection algorithm, as only pixels which differ between the images will contain 

nonzero values whereas the unchanged pixels will be set to zero, as illustrated by the first three 

images (a), (b) and (c) in figure 2.13.  

 

 
 

Figure 2.10: An illustration of misalignment-induced noise. Two well-aligned images 

subtracted results in a subtraction image essentially only containing the features of the changed 

object (a), but if the two images are misaligned by 5 pixels the resulting subtraction image will 

contain irrelevant features from many objects present in the image (b), acting as noise and 

reducing performance. 

 

Ideally classification of the new image would yield a class for the changed object, but there are some 
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aspects to keep in mind. As depicted in Figure 2.10, image subtraction is very sensitive to image 

misalignment, depending on the picture even a slight misalignment can create noise in the entire 

output image. Furthermore the output image will be a combination of the two images. This has two 

potential problems. Firstly the area covered by the added object will be embedded in the output image 

and might cause unnecessary complexity in the resulting image if the background is not uniform. In 

addition objects of no interest from the initial state might be embedded in the output image. For 

instance if a large object is added and partially or entirely covers a previously added object, that 

previously added object will not be eliminated by subtraction but manifest in the output image as an 

object within the larger object of interest. This effect is seen in figure 2.10 (a) as a round shape is 

visible in the upper left corner of the square object of interest. This is the result of the square object, in 

this case a container, covering the smaller round object, in this case a barrel, already present. Secondly 

if an object added has a colour similar to that of the background, such as a white piece of paper added 

over a white background, the output image will be very faint.  

A potential remedy to these problems would be to include the image with the added object as 

input to the neural network along with the subtraction image. Another would be to generate truth 

masks from the image subtractions, which when multiplied with the image where the object has been 

added would result in an image of the object added as it appears in the actual image, with residual 

embedded images and the background removed. 

 

 
 

Figure 2.11: The result of subtracting two images in which a large object spawned displacing 

other objects, causing the outlines of the displaced objects to show up in the resulting 

subtracted image.  

 

Another problem that was observed with the data, which could persist even with real image data, was 

that when an object was spawned in such a manner that it displaced or more other objects already in 

frame the resulting subtraction image would contain the outline of the perturbed object, as illustrated 

in image 2.11. It was speculated that average pooling would alleviate this problem, as the long slender 

outlines would be pooled together with background pixels and reduced in magnitude to a greater 

extent than the pixels of actual changed objects.  
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2.7.2 Image flipping 

 
 

Figure 2.12: A n-dimensional exchange matrix 

 

Images, much like matrices, can be flipped if multiplied with a similar-dimensioned exchange matrix, 

i.e. an anti-diagonal matrix containing only ones in the anti-diagonal with the rest of the elements set 

to zero. Image flipping can be used for data augmentation, as was done in this project. If we denote an 

exchange matrix with E, and our image with I, the operators IE, EI and EIE will result in vertical, 

horizontal and vertical as well as horizontal flips, respectively. 
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2.8 Automated truth mask generation 

 
 

Figure 2.13: The steps of the automated mask generation. The initial image (a) and the final 

image (b) are subtracted, resulting in a subtraction image (c). Setting all values larger than a 

certain value to 1 and the rest to 0 in the subtraction image will result in a rough truth mask (d), 

which when multiplied with the final image (b) will result in a “cropped” image (e) ideally only 

containing the changed object.  
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No general terminology for change detection was found, so for this report the image where an object 

has been added will be referred to as the “final image”, the image where the change object isn’t yet 

present instead labelled “initial image”, and the subtraction of these two images will be referred to as 

a “subtraction image”. Subtracted images can be used as a basis for truth mask generation. By setting 

every value below a certain threshold to 0 and the rest to 1 an image that only highlights the changes 

can be created. By multiplying the final image with a proper truth mask the result will be an image 

where everything but the changed object has been set to 0. This has the potential advantage of no 

background residuals from the initial image in the image used for classification. In addition the 

images will likely be more similar to the images in ImageNet compared to the subtracted images, 

possibly requiring less retraining of transferred models pre-trained on ImageNet. 

 

It should however be noted that since the mask will be based on a subtraction image, issues regarding 

noise induced by misalignment, object perturbation and illumination difference persists and could 

even be amplified by the mask-generated input images. 

 

2.9 Cross-correlation  

Cross-correlation is a common signal processing operation in some senses similar to a convolution. 

Cross-correlation is a measure of how similar two functions are. Cross-correlation is useful for finding 

a sample signal embedded in a larger pattern, such as a sub-image present in a larger image, and could 

feasibly be used to align misaligned images. Two dimensional Cross-correlation can be defined as 

 

   𝐶(𝑖, 𝑗) = ∑𝐻
𝑖=0 ∑𝑊

𝑗=0 𝐼(𝑥, 𝑦)𝑇(𝑥 + 𝑖, 𝑦 + 𝑗)   (2.9) 

 

where H and W denotes the height and width of one image I, and T denotes the other image.  
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3 Method and implementation 

3.1 Methodology 

At the onset of the project, the data gathered was deemed insufficient to train a robust neural network 

model. Instead, a similar dataset would have to be either generated or found. By combining images 

via subtraction the task presented to the neural network should be reduced to classification, a task 

simple enough for good performance to be achieved even with limited data. Data augmentation via 

flipping was deemed suitable for the task as food waste added to a bin will not have any particular 

orientation.  

 

3.2 Dataset generation 

 
 

Figure 3.1: Example of dataset image containing all ten different objects used in the dataset.  

 

Due to lack of direct food waste data a dataset was created in the game Garry's Mod for this project. 

The idea behind the creation of a new dataset rather than use pre-existing datasets was for images to 

be in longer sequences with multiple objects added to an area rather than just one image pair of one 

“before” image with one corresponding “after” image which most pre-existing datasets provide. This 

in order to simulate multiple instances of food waste discardation before final disposal of accumulated 

waste and explore avenues of training not available to single image pairs.  

 

944 training images were created in total, with sequences of images varying in length from 42 to 175. 

The number of images per class was kept roughly even. The image sequences are taken with one 

object of ten selected props added between each image with the corresponding label recorded in a 

CSV-file. The number of images was kept relatively low to save time and investigate how a neural 

network would perform on a small-sized dataset, given that future data will likely be hand labelled.   
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When generating images in Gary’s mod, a static camera was pointed at the ground from an elevated 

position. Objects were then spawned in the camera’s field of view, with a screenshot taken from the 

camera’s point of view between every object spawn.  

 

3.3 Development 

The neural network and other code was developed in Python using Keras, a high-level API allowing 

for rapid development and testing of neural networks, with TensorFlow backend. It was written as 

Jupyter notebooks and implemented on Google Colaboratory, an online Python development 

environment that provides remote access to processors including GPUs.  

 

A multitude of models were developed. Hyperparameter optimization was done for the most 

promising models via kerastuner, a Keras tool for varying the composition of the neural network to 

find the optimal hyperparameters.  

 

3.4 Image processing 

3.4.1 Sorting and structure 

Since the order of the images is important for this task the images were sorted before being loaded. 

The sorting algorithm removed any character in the names of the images that could not be interpreted 

as an integer and then sorted the images by their now only integer name. This method of sorting 

works so long as the images are named in a way that will result, after “integerisation”, in a latter 

image having a larger integer for name. Two examples of such formats are “YYYY-MM-DD-

HH:MM” or simply, as was done with the custom dataset, naming the images as integers starting from 

0 and counting upwards. 

 

After sorting the images were loaded as RGB into two separate arrays. At any given index, the first 

array would contain the initial image and the other would contain the final image in which one object 

had been added. Some image pairs depicted the end of a series as the initial image with an image void 

of objects as the final image, these pairs were deleted, though this “end-of-series” could be its own 

label if so desired. 

 

As there is a risk of multiple food-waste types being discarded in one deposit, a multi-label test set 

was created by simply subtracting one image with the image two steps later in the sequence, hence 

two objects would be added in between images. The labels were updated accordingly. No training was 

conducted on this type of data. 

 

3.4.2 Data splitting and augmentation 

Since the images are all taken from above image flipping was thought to be a suitable form of data 

augmentation, as food discarded in a compost bin will not have any particular orientation. The images 

were flipped over the x-axis, y-axis and both axes to increase the size of the dataset four times. Since 

data augmentation might compromise the integrity of a test dataset drawn from augmented data as the 

neural network might have “seen” the images in the test dataset from different angles, the test data of 

144 images used for validation was drawn from the initial 944 unaugmented images, meaning 800 

images augmented into 3200 images were used for training. In addition to these sets, a new dataset 

consisting of 129 images was created for testing the final models optimised on the validation images. 
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The new dataset could be integrated into the main dataset, but due to memory constraints when using 

Google Colab and for the desire to test every model against the same dataset it was kept separate and 

only used when model optimization had taken place. 

 

3.4.3 Input generation 

Different methods of supplying these images to the network were tried, including multiple inputs of 

the images or combined versions of them such as subtraction, multiplication, concatenation or some 

arrangement thereof. The method that stood out as the best performing were the ones that were based 

on subtraction. Subtraction runs the risk of making input values negative, if a negative value is 

handled by a ReLU-activated neuron the neuron will set the negative value to 0 and hence lose useful 

information available in the image. To alleviate this the absolute of the subtraction as well as a 

normalisation of the output to values between 0-1 were used and evaluated. 

 

Image misalignment was not a problem with the Gary’s Mod dataset, but might be when training a 

future network using real-world images. For this reason, a method of aligning images by correlating 

them and finding the maximum was devised. To make the method more stable the assumption that 

two consecutive images would not be misaligned by more than ten pixels was made, limiting the 

search for the correlation maximum to the centre 20x20 of the correlation matrix. The method was 

tested by shifting every final image a random number of pixels, though no more than ten in either 

axis, and training the model on the generated re-aligned dataset.  

 

During testing it was found that there is a slight risk of the realignment algorithm misaligning images 

in such a way that simple subtraction without alignment might perform better, therefore the algorithm 

was extended to compare the means of the aligned subtraction and the unmodified subtraction with 

the idea being that a lot of residues will increase the mean of the yielded subtraction image, passing 

the image with the lower mean to the neural network.  

 

Some issues arose when an object was spawned in such a manner that it displaced one or more other 

objects already in frame, the resulting subtraction image would contain the outline of the perturbed 

object. It was hypothesised that this kind of noise could be alleviated by utilising average or even 

minimum pooling between the convolutional layers, since the long, slender noise outlines generated 

by slight displacement would be pooled together with black, zero-valued pixels of the background, 

being entirely eliminated by applying minimum pooling and reduced by average pooling. The 

necessity of modified pooling was also evaluated, as it is not without doubt that the benefits of 

reduced perturbation outlines would outweigh the drawback caused by the average poolings blurring 

effect on the actual object of interest. 

 

3.5 Network architecture 

Three network architectures were validated. A CNN based on VGG19, one based on ResNet50 and 

another based on Xception all pre-trained on ImageNet. For each approach both a siamese structure 

with triplet loss and a conventional CNN structure with categorical cross-entropy was constructed and 

validated. Furthermore some hyperparameter optimisation using Keras tuner was conducted.  
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4 Results and Analysis 

The performance of the models presented in this section are all implemented with generous or no 

early stopping since training times were relatively short, no obvious signs of severe overfitting were 

observed and training the model on the entire dataset was thought to provide a clear picture of the 

performance of the different models. Weights were however restored to the best performing values 

with regards to validation loss before test loss and accuracy were calculated. It should further be noted 

that since the validation dataset was rather small and drawn randomly from the same dataset as 

training data the validation loss and accuracy varied between runs, test loss and accuracy was more 

stable.  

 

4.1 Image realignment 

The image realignment algorithm was validated by training the same network, a VGG19 based 

approach that generally performed well, three times: once using the unperturbed perfectly aligned 

data, once using perturbed data where the images were randomly misaligned by 0-10 pixels in both 

dimensions and once using perturbed data realigned by the algorithm. 

 
 

Figure 4.1: Learning curves for the same VGG19-based model trained on perfectly aligned 

images (a), perturbed images (b) and perturbed images aligned by the correlation alignment 

algorithm (c). 

 

As can be seen in figure 4.1 the model makes no progress when evaluating the perturbed data, but the 

aligned and re-aligned data achieve similar performance. It should be noted that the validation data 

used in figure 4.1 was drawn from the augmented dataset and as discussed in section 3.3.2. yields 
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better values than if the validation data had been drawn from non-augmented data, which was done in 

the following sections. 

 

 
 

Figure 4.2: The image alignment algorithm illustrated on real data. The initial (a) image is 

subtracted with the final image (b), resulting in the subtracted image (d). The correlation of the 
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images (c) is used to align them. The left column (1) illustrates the effects of well-performing 

image subtraction, the right column (2) demonstrates the issues arising from differences in 

illumination. 

 

 
 

Figure 4.3: Images illustrating a large object inducting misalignment in the correlation-

alignment algorithm. When a large piece of paper is added (a) to the initial image (b), the 

correlation matrix (c) misaligns the images, resulting in unaligned subtraction (d) 

outperforming the algorithm-aligned subtraction (e). 
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The image realignment algorithm was further validated on data gathered by the system developed by 

Malefors. Manual evaluation was undertaken of 152 inspected samples. As for the performance of the 

alignment algorithm without backup subtraction-without-alignment 115 were deemed of good quality 

and 37 of poor quality. Of the poor quality images, illumination differences in input images 

constituted 21, this phenomenon is illustrated in the right column (2) of image 4.2. None of these 21 

were misaligned by the algorithm, but the correlation matrices indicated that the algorithm struggled 

with aligning them. 12 poor images were caused by obscuring large objects, sometimes even 

prompting the cross-correlation-based algorithm to induce a misalignment. The final four were caused 

by large displacement of either camera or food waste. When applying nonaligned subtraction backup 

some improvements were noticed in the poor quality images caused by obscuring objects: 6 were 

better aligned by the non-aligned subtraction algorithm and 6 were unaffected. 46 images warranted 

realignment by the algorithm. 5 images were misaligned by the algorithm before the backup 

nonaligned subtraction method was implemented. After implementation of the backup method one 

image remained inadequately aligned, in which a large object induced misalignment in the correlation 

algorithm and perturbation of the camera caused the unaligned subtraction to be unsatisfactory as 

well.  

 

4.2 Input to the neural network 

Different methods of inputting the images were evaluated including separate before- and after images, 

subtraction or subtraction-derived, concatenation, multiplication and combinations thereof. All were 

evaluated on a VGG19-based network with 25 unfrozen layers. The only methods which performed 

well under the constraints of the thesis were subtraction or subtraction-derived, with other methods of 

combination without at least one subtraction-based input image failing to decrease validation loss in 

any quantifiable way.  

 

Of the subtraction-based methods evaluated, the automated truth-mask approach resulted in the lowest 

losses, but interestingly normalised subtraction images resulted in the highest accuracy. Adding the 

final image as well as the subtracted image had a slight detrimental effect on the result, as presented in 

table 4.1. It can also be noted that leaving a smaller part of the transfer learning model unfrozen when 

using truth mask-multiplications as input results in better accuracy but higher loss.  
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Table 4.1: Results of different inputs for a VGG19 based network with 25 unfrozen layers if not 

otherwise specified. The networks were trained 7 times on 3200 images for each input type, and 

validated on 144 images with a further 95 images used for hold-out testing. 

 Train loss/ 

accuracy 

average 

Train loss/ 

accuracy 

best 

Validation 

loss/ 

accuracy 

average 

Validation 

loss/ 

accuracy 

best 

Test loss/ 

accuracy 

average 

Test loss/ 

accuracy 

best 

Truth mask 

(13 

unfrozen) 

0.3237/ 

0.8786 

0.1682/ 

0.9497 

0.8695/ 

0.7270 

0.7467/ 

0.7926 

1.2080/ 

0.6782 

0.8546/ 

0.7474 

Truth mask 

(25 

unfrozen) 

0.6040/ 

0.7587 

0.1939/ 

0.9394 

1.0795/ 

0.6497 

0.8564/ 

0.7704 

1.1097/ 

0.6451 

0.7336/ 

0.7157 

Absolute 

value 

0.2512/ 

0.9188 

0.0903/ 

0.9753 

1.0263/ 

0.7429 

0.7795/ 

0.8000 

1.9720/ 

0.5789 

1.6716/ 

0.6631 

Normalised 

input 

0.1765/ 

0.9512 

0.0439/ 

0.9881 

0.8823/ 

0.8001 

0.6397/ 

0.8376 

1.5805/ 

0.6707 

1.0759/ 

0.8000 

Normalised 

input with 

final image 

0.3370/ 

0.8568 

0.1373/ 

0.9653 

0.7991/ 

0.7325 

0.7406/ 

0.7926 

1.4079/ 

0.6126 

1.1275/ 

0.7368 

 

4.3 Performance of models 

Initially rigorous hyperparameter optimization was undertaken with regards to the shape of the fully 

connected top layers, but during testing it quickly became apparent that the exact structure of the fully 

connected layers did not seem to matter much, but the variation of them took up significant time. To 

alleviate this a decently performing fully connected architecture consisting of two layers with 4500 

nodes in the first layer followed by 500 in the second was used for all models, with dropout 

regularisation in between the layers still subject to hyperparameter optimisation.  

 

4.3.1 Activation functions 

The best performing combination of activation functions seemed to be ReLU in the convolutional 

layers followed by sigmoid activated fully connected layers. The activation functions of the first 

layers of the CNN as well as the activation functions in the fully connected layers were made into 

hyperparameters and tuned by kerastuner. As expected ReLU was preferred by the tuner in the 

convolutional layers, but kerastuner indicated that pure sigmoid activation in the fully connected 

layers yielded the best performance. To validate this, more throughout testing was conducted, with 

results shown in table 4.2. The testing supported the notion that using Sigmoid activation functions in 

the fully connected layers had a positive impact on the performance of the model. This test was not 

repeated for triplet loss, but the tuner did indicate that a similar setup was favourable in the triplet loss 

model as well. 
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Table 4.2: Examination of activation functions in the fully connected layers. The model was a 

VGG19-based CNN with categorical cross-entropy loss. Each instance was trained 7 times. The first 

line indicates which activation function was used for the layer with 4500 neurons, the second which 

activation function was used for the 500 neuron layer acting as input to the output layer. 

 1: ReLU 

2: ReLU 

1: Sigmoid 

2: ReLU 

1: ReLU 

2: Sigmoid 

1: Sigmoid 

2: Sigmoid 

1: Tanh 

2: Sigmoid 

1: Tanh 

2: Tanh 

Average 

test loss 

1.9524 1.6593 1.4903 1.4056 1.4616 2.0615 

 

4.3.2. Categorical cross-entropy 

 
 

Figure 4.4: The accuracy (a) and loss (b) of a VGG19-based neural network using normalised 

images as input. 

 

 
 

Figure 4.5: The accuracy (a) and loss (b) of a ResNet50-based neural network using normalised 

images as input. 
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Figure 4.6: The accuracy (a) and loss (b) of an Xception-based neural network using normalised 

images as input. 

 

All models were evaluated using normalised and truth mask-generated images as input.  

The generally best performing model was a VGG19 based network, the performance in figure 4.4. 

The model achieved at best a validation accuracy of 85.93% and a corresponding validation loss of 

0.6545. An observation made was that for subtracted images the model performed best when the 

entire VGG19 architecture was left unfrozen, implying that analysing images composed of two 

subtracted images is different enough from analysing “common” images to warrant retraining of even 

the upper convolutional layers responsible for low-level feature extraction. The test loss was 

substantially higher, at best around 1.15 with a corresponding accuracy of 75.79%.  

 

Table 4.3: performance of CNN:s using categorical crossentropy loss. The networks were trained 7 

times on 3200 images for each input type, and validated on 144 images with a further 95 images used 

for hold-out testing. The Xception model was prone to failure when training with mask-generated 

input, hence only the best performing models are presented. 

 Train loss/ 

accuracy 

avg 

Train loss/ 

accuracy 

best 

Val loss/ 

accuracy 

average 

Val loss/ 

accuracy 

best 

Test loss/ 

accuracy 

average 

Test loss/ 

accuracy 

best 

VGG19 

normalised 

input 

0.1441/ 

0.9607 

0.0593/ 

0.9837 

0.7406/ 

0.8275 

0.6545/ 

0.8593 

1.5330/ 

0.6601 

1.1503/ 

0.7579 

ResNet 

normalised 

input 

1.0410/ 

0.841 

1.0279/ 

0.8469 

1.6072/ 

0.4931 

1.5771/ 

0.5111 

1.4523/ 

0.5187 

1.4299/ 

0.5368 

Xception 

normalised 

input 

1.4012/ 

0.5789 

1.3466/ 

0.6159 

1.5410/ 

0.4761 

1.4812/ 

0.5704 

1.4364/ 

0.5488 

1.3842/ 

0.5684 

VGG19 

mask-

generated 

0.1596/ 

0.9399 

0.0953/ 

0.9678 

1.0495/ 

0.7577 

0.9196/ 

0.8000 

1.2303/ 

0.6500 

1.1252/ 

0.6947 
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input 

ResNet50V

2 

mask-

generated 

input 

1.0781/ 

0.7972 

0.9954/ 

0.8147 

1.6392/ 

0.4519 

1.5280/ 

0.4519 

1.4958/ 

0.4782 

1.4004/ 

0.5053 

Xception 

mask-

generated 

input 

-/ 

- 

1.4070/ 

0.5063 

-/ 

- 

1.5051/ 

0.4222 

-/ 

- 

1.4070/ 

0.5063 

 

 

 

 

 

4.3.3 Triplet loss 

 
 

Figure 4.7: The output of a Xception-based neural network trained with triplet loss before 

training (a), after training (b) and when predicting test data (c). 
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Figure 4.8: Learning curves of three neural networks trained with triplet loss. The bases for the 

models were Xception (a), VGG19 (b) and ResNet50V2 (c).   

 

The triplet loss models were trained using semi-hard batch mining. Normalised and truth-mask based 

input images were provided to the network. A K-NN algorithm was implemented for classification. 

Varying K in the K-NN algorithm did not appear to affect the performance, but it was kept at 1 since 

any other value is not compatible with the one-shot learning a siamese model is theoretically capable 

of. A K of three or more will require two or more samples of a label to predict that label. Different 

transfer learning models were evaluated using the normalised input as well as the mask-generated 

input discussed in section 4.2. Each model was trained 7 times on 3200 images for 100 epochs or until 

a generous early stopping with patience of 15 epochs patience with regards to the validation loss 

stopped the training. The weights were restored to the best value regarding validation loss The 

average of the runs as well as the best run presented in Table 4.4. VGG19 still outperformed ResNet 

and Xception, but Xception performed significantly better than when trained with categorical 

crossentropy loss. Mask-generated input seemed to perform slightly better than normalised 

subtraction images. 
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Table 4.4: performance of CNN:s using triplet loss. The networks were trained 7 times on 3200 

images for each input type and validated on 144 images with a further 95 images used for hold-out 

testing.  

 Training loss 

avg/best 

Validation loss 

avg/best 

Test loss avg/best Test accuracy 

avg/best 

VGG19 

normalised input  

0.0560/ 

0.0200 

0.6589/ 

0.6096 

0.6743/ 

0.5986 

0.7143/ 

0.7579 

ResNet50V2 

normalised input 

0.3678/ 

0.3105 

0.9211/ 

0.8983 

0.9040/ 

0.8788 

0.4872/ 

0.5168 

Xception 

normalised input 

1.52e-4/ 

2.45e-6 

0.6560/ 

0.5913 

0.6361/ 

0.5907 

0.7007/ 

0.7368 

VGG19 mask-

generated input  

0.1429/ 

0.0593 

0.6184/ 

0.5564 

0.6595/ 

0.6038 

0.7128/ 

0.7895 

ResNet50V2 

mask-generated 

input 

0.3893/ 

0.1727 

0.9387/ 

0.9345 

0.8529/ 

0.8451 

0.5184/ 

0.5380 

Xception mask-

generated input 

0.006229/ 

0.002604 

0.6786/ 

0.6397 

0.6580/ 

0.6230 

0.7278/ 

0.7474 

 

4.4 Pooling 

The pooling strategy was evaluated by replacing maximum pooling layers in a VGG19 model with 

average pooling layers of otherwise identical proportions. VGG19 has 5 pooling layers in total. 

Minimum pooling wasn’t evaluated for two reasons, first since it cannot be reliably implemented 

when normalised input is used; second because the destructive properties of minimum pooling with a 

zero-valued background was thought to outweigh the potential benefit of cleaner images since not all 

images would have perturbation or other kinds of noise induced but still be subject to the erasure of 

pixels carrying information. In addition to the results presented in table 4.5, replacing pooling layers 

higher in the architecture than third was also investigated but yielded substantially worse performance 

than average pooling in the lower layers, so was not investigated further. 
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Table 4.5: Testing of replacement of the standard max-pooling layers with average pooling in a 

VGG19-model utilising categorical crosscorrelation loss.  

 First 

pooling  

Second 

pooling 

Third 

pooling 

First and 

second 

poolings 

First and 

third 

poolings 

First three 

poolings 

Only max 

pooling 

(reference

) 

Test loss 

average/b

est 

normalise

d input 

1.2796/ 

0.9697 

1.4200/ 

1.1188 

1.5207/ 

1.1850 

1.2360/ 

1.0889 

1.4089/ 

1.1129 

1.9600/ 

1.6821 

 

1.3340/ 

1.0178 

Test loss 

average/b

est mask-

generated 

input 

0.9253/ 

0.7744 

1.1465/ 

0.9567 

0.9265/ 

0.7712 

1.0630/ 

0.9484 

1.0519/ 

0.9332 

1.1369/ 

1.0020 

0.9790/ 

0.7613 

 

4.5 Semi-supervised learning 

The semi-supervised algorithm was validated by training a supervised network on 1500 images, a 

further 1500 images were then predicted by the supervised network and the ones predicted with a 

certainty of > 0.75 were added to the initial dataset. The network was based on VGG19 with 

categorical cross-entropy loss, but only three layers of the VGG19 model were left unfrozen owing to 

the smaller initial dataset. The batch size was kept at 100 images per epoch, but with the expanded 

datasets the epochs were expanded with the number of added images divided by 100. A further 776 

images were withheld and used for validation with 95 images used for testing. The results are 

presented in table 6.6, it can be seen that the model performs better when re-trained with the expanded 

dataset.  

 

Table 4.6: A number of test runs of the semi-supervised learning algorithm 

 Loss Validation 

loss 

Test loss Number of 

confidentl

y 

predicted 

images 

Loss on 

expanded 

dataset 

Validation 

loss on 

expanded 

dataset 

Test loss 

on 

expanded 

dataset 

Test 1 0.5925 1.3599 1.2563 492 0.4562 1.2621 0.9935 

Test 2  0.5830 1.4648 1.4719 507 0.5139 1.3522 1.3265 

Test 3 0.5517 1.4008 1.3982 498 0.4853 1.3305 1.2839 

Test 4 0.5476 1.2665 1.3045 494 0.4731 1.2446 1.1528 

Test 5 0.5806 1.2976 1.3226 531 0.4823 1.2788 1.2828 
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4.6 Multiple labels 

To evaluate performance on multiple labels, a VGG19 model was trained as normal using categorical 

cross-entropy loss but evaluated on images containing two changed objects. The average accuracy 

achieved was 39.14%, significantly lower than on single objects.  

 

4.7 Performance on different classes 

To get a better picture of the neural network’s performance and potential pitfalls or problematics, each 

class of objects were evaluated separately. For each input type a VGG19-based neural network with 

categorical crossentropy loss was trained seven times and the accuracy for each label was recorded. 

The results are presented in table 6.7. Seemingly, larger objects such as the washing machine, gas 

tank, container and wheel are easier to classify, no matter the input. Furthermore, truth-generated 

input performs significantly better when the colour of the object and background are similar, such as 

for the gas tank, bathtub and metal cylinder. There is some indication that normalised subtraction 

images perform better when the object is dark, such as with the dumpster and the blue container, 

though it isn’t the case with the wheel or blue sofa.  

 

Table 4.7. A: accuracy of a VGG19-based neural network on different objects 

 Washing 

Machine 

Gas Tank Blue container Wheel Bathtub 

 

     

Average 

accuracy 

normalised 

input (%) 

95.714 84.286 100.0 64.286 42.857 

Average 

accuracy 

truth-mask 

generated 

input (%) 

98.571 90.0 94.286 

 

65.714 60.0 
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Table 4.7. B: accuracy of a VGG19-based neural network on different objects 

 Blue barrel Dumpster Blue Sofa Metal 

Cylinder 

Sphere 

 

     

Average 

accuracy 

normalised 

input (%) 

32.857 68.571 54.286 27.143 17.143 

Average 

accuracy 

truth-mask 

generated 

input (%) 

41.429 44.286 54.286 64.286 22.857 
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5 Discussion 

5.1 Image realignment 

The image realignment algorithm shows promising performance, with essentially all Gary’s mod 

images realigned correctly and only one case of 152 real images showing poor alignment after 

processing. The correlation algorithm was computationally heavy, with 944 images taking just over 

two hours to align. Since a third of the real images seemed to benefit from image realignment, it 

seems justified to include the realignment algorithm when the future system is ensembled.  

 

5.2 Discrepancy between dataset used and true images 

Some of the largest differences between the dataset generated in Garry's Mod and the generated food 

waste images are caused by the idealised nature of the Garry's Mod dataset. Objects don’t change 

between images in Garry’s mod, but food waste might. For instance, a leaf might wither, changing 

both its colour and shape in between images. Furthermore, all objects of the same label are identical in 

the Garry’s Mod dataset, whereas for instance a piece of discarded meat might vary greatly in size, 

shape and colour. Real images are likely to be subject to more residual background effects, discussed 

in section 2.6., because every added instance of food waste is very likely to cover a previously 

deposited item rather than a monotone background. Finally, food waste being thrown in a bin will 

vary slightly in distance to the camera and hence size in the image depending on the amount of food 

waste already present. 

 

A discrepancy noted was the size of objects in the Garry’s Mod dataset was significantly smaller than 

in the food waste data inspected. Coupled with the fact that the models performed poorer on smaller 

objects, this could contribute to models performing better on food waste data than on the Garry’s Mod 

dataset. 

 

Nonetheless, the Garry’s Mod dataset ought to provide a decent estimate of methods applicable on 

future food waste implementations, with the performance on the Garry’s Mod dataset presumably 

acting as an upper limit on how well a model might perform with similar amounts of real-world data. 

To achieve similar performance, it’s likely more images per label is needed when using food waste 

images. 

 

5.3 Neural network models 

5.3.1 Input 

The input to the neural network that achieves the best performance is the generated truth-mask 

multiplied with the final image. When analysing the different classes, it is shown that a significant 

contributor to this increase in performance is the truth-mask inputs insensitivity to objects with similar 

colour as the background; in a purely subtraction based image, these objects will consist of very small 

values whereas in a mask-based input the object will be shown in the correct colour.  

 

When real data is considered the advantage of mask generated input is likely to be amplified, since 

problems caused by the embedding of the initial images in the subtraction image will be greater for 

real data than the Garry’s Mod dataset, as discussed in section 5.2. Mask generated input should be 

intrinsically immune to this kind of noise, though it was not examined in this project.  
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5.3.2 Architecture 

Generally VGG19 seems to outperform other, more advanced models. This is not entirely unexpected, 

as a shallow model learns faster than a deeper model and therefore might outperform a deeper model 

especially when training data is limited. One advantage of using Xception, namely the ability of the 

network to adaptively choose appropriate filters to recognize the same object although the size of said 

object in the input image might vary, might not be as pronounced in this problem, since all pictures 

were or will be taken from roughly the same distance, meaning certain classes of objects will 

generally be roughly the same size. In this sense the VGG19 convolutions, though not as capable of 

detecting a class of objects if they vary in size, are well suited to the Garry’s Mod dataset. This size 

invariance might not carry over to real food waste data, evening the performance between VGG19 and 

Xception. 

 

It is difficult to draw a conclusion when comparing average pooling to max pooling, however the tests 

seem to indicate that there might be a slight benefit to replacing one or even a few of the initial 

pooling layers with average pooling. The performance enhancement on the Garry’s Mod dataset is, 

while quantifiable, so slight that re-evaluation on real world data is required. As discussed in section 

3.3.3. average pooling will pool multiple pixels together and pass the average of them to the next 

layer. The performance increase is thought to result from the noise generated by objects perturbed 

being reduced in magnitude to a greater degree than the object of interest. From the real-world data 

inspected this cause of noise in images seemed even more prevalent than in the Garry’s Mod dataset, 

additionally foodstuff shrinking between images gave rise to noise with a similar profile, which ought 

to be alleviated by average pooling as well.  

 

5.3.3 Learning curves 

The performance of the models on the limited dataset suggests that the approach is feasible even with 

limited data. However, all learning curves indicate that it is very likely that even the currently used 

models would benefit from having more than 100 images per label. Most obviously training and 

validation loss are still decreasing when categorical cross-entropy is used with ResNet50V2 or 

Xception as both the training loss and validation loss is still decreasing when all training data has been 

used, see figure 4.5. and 4.6, indicating undertraining. When training a VGG19-based network the 

learning curve, figure 4.4., with a large separation between validation loss and training loss indicates 

that the training data is not representative of the validation data, a common problem with small 

datasets which can be alleviated with more training data. 

 

The behaviours of the triplet loss models are more difficult to analyse, but generally have large gaps 

and oscillating behaviour in the validation loss, indicating non-representative training data. An 

interesting thing to note is that the validation loss of the Xception-based model only starts decreasing 

once the training loss has already decreased significantly. This behaviour was observed in all 

Xception-based triplet loss models.  

 

Further data augmentation, such as rotating images, could conceivably be undertaken to alleviate the 

undertraining issues, though the issue of non-representative training data is likely to persist. 

 

A positive takeaway is that >70% test accuracy could reliably be achieved. A model with accuracy of 

70% would be a good base model which could be improved upon with semi-supervised learning. 
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Even higher validation accuracy was achieved, though the small validation dataset drawn randomly 

makes validation performance a relatively unreliable predictor of model success.   

 

5.3.4 Losses  

Categorical cross-entropy and triplet loss both achieved comparable accuracy of roughly 75%. 

Interestingly triplet loss seems to perform better with mask-generated input whereas categorical cross-

entropy achieved better results when normalised subtraction images were used as input. The Xception 

model performed better with triplet loss, which seems to be an effect of triplet’s loss ability to 

perform better with limited data.  

Though triplet loss slightly outperforms cross-entropy loss the difference is so small that neither can 

be said to be clearly better suited for the task at this stage. Which one would be recommended if both 

cannot be evaluated would depend on the nature of data gathered for the model. If the data has few 

examples per class then triplet loss ought to perform better, but if the data is noisy or likely to be 

continuously expanded categorical cross-entropy might be more suited to the task.  

 

5.3.5 Shortcomings and further improvements 

The largest uncertainty factor in the tests is likely the small validation and test sets used. As with any 

set of data, less data will feature more noise and patterns not present in a larger data pool. This affects 

the quality of the evaluation negatively. The tradeoff between more training data producing a better 

model harder to evaluate or reserving a larger test dataset while risking hampering the model’s 

performance is a common problem in machine learning tasks. The collection of further data to test on 

was deemed both time consuming and not in line with the original idea of creating a model on a 

limited dataset and therefore not conducted.  

 

The effects of data augmentations were never evaluated. It’s reasonable to assume the data 

augmentation undertaken improved the performance of the model, but it was never investigated by 

how much. In addition, no data augmentation other than image flipping was examined. Image rotation 

could feasibly be undertaken. Evaluating the performance of models on different amounts of 

augmented data could provide insights into how much data augmentation is worthwhile to conduct. 

 

The alignment algorithm could conceivably be expanded upon to alleviate illumination issues, should 

this be deemed necessary. An idea not investigated in this thesis would be to subtract some 

multiplication of the mean of the images before subtracting the images with each other, or possibly 

after subtracting the images. The idea behind this is that ideally, uniformly illuminating a picture 

should add a constant factor to every pixel of the image increasing the mean of the image. By 

subtracting the mean from said image, the difference between the two differently illuminated images 

might be reduced, as the mean of the illuminated image will be larger than the mean of the non-

illuminated image. It should be noted, however, that if the two images already have similar 

illumination, subtracting the mean before subtracting them can cause issues similar to illumination 

difference if for instance a large object added significantly changes the mean of the image. This could 

potentially be alleviated by only taking the mean of an otherwise unchanged part of the image, for 

instance a corner where an added object won’t affect the mean but the illumination will. 

 

As discussed in section 2.7., the automated truth mask generation works by simply setting every value 

above a certain threshold in an image to 1 and the rest to 0. The optimal threshold was not 

investigated, a threshold value of 0.15 was simply chosen at random and seemed to perform well with 
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the Garry’s Mod dataset. More throughout investigation of the threshold value could benefit model 

performance. More advanced thresholds, such as based on the mean of the image evaluated, could 

also be investigated and might increase performance. 

 

The generated truth masks could be used as inputs to a Faster R-CNN or similar object detection 

algorithm. The approach will likely not generate as good results as Faster R-CNN trained on hand 

drawn truth masks, but might outperform the standard CNN approaches undertaken in this project if 

multi-label food discardation is common in the future generated data. 

 

All image subtraction was conducted via subtracting the final image from the initial image. It would 

be a simple and well worth endeavour to investigate whether subtracting the initial image from the 

final image instead would yield better results.  

 

Some combinations of images were never evaluated, such as truth mask and final image, mask-

generated input and final image as well as negative and mask-generated input. It was assumed that 

more inputs would create more irrelevant information for the neural network to extract relevant 

information from, something which would demand more training and hence more data. Under this 

assumption more multi-input approaches were not evaluated. Some of these input constellations might 

perform well, especially when a significant dataset has been gathered. 
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6 Conclusions and further work  

To summarise a dataset thought to be a reasonable approximation of food waste deposition was 

constructed in Gary’s Mod. Different image processing alternatives including concatenated, separate 

images, subtraction and multiplication were evaluated, subtraction was found to produce the best basis 

for input to the neural networks, thought to be the result of the neural networks being relieved of the 

task of change detection and the subtractions elimination of irrelevant information in the input. 

Several neural network models based on VGG19, Xception and ResNet50 were constructed and 

evaluated on the Garry’s mod dataset, of which VGG19-based models seemed to perform the best. 

The performance was achieved with simple labelling of one integer per image pair. Triplet loss 

slightly outperformed categorical cross-entropy loss, but not to such a degree that categorical cross-

entropy should be ruled out in a future assembly. Sigmoid activated fully connected layers as well as 

some average pooling in the CNN seemed beneficial to the model. In total the project goals outlined 

in section 1.2, creating a dataset and training a model on said dataset capable of classifying a changed 

item, have been achieved to a great degree.  

 

The future choice of loss function might hinge more on the different advantages of the losses, as both 

can seemingly achieve acceptable performance. Triplet loss’ potential better performance on less data 

did not show as promising results as one might have hoped, but the positive aspect of one-shot 

learning might still justify a triplet loss based approach in the future. A model utilising categorical 

cross-entropy has the advantage of ease of retraining, as a crossentopy model can just be further 

trained on new data whereas an entirely new model will likely benefit from being entirely retrained on 

both the old and new data.  

 

If data availability is similar to the 100 instances or fewer of every class investigated in this project, 

mask-generated inputs given to a VGG-based triplet loss network with sigmoid activated dense layers 

and one or two initial average pooling layers in the CNN architecture seems to be the best performing 

architecture. If more data is gathered more advanced architectures, such as Xception,  could be 

evaluated.  

 

In general it is believed that further research or model improvements on the Garry’s Mod dataset will 

not serve to increase understanding of behaviour of similar models for food waste analysis 

significantly. Instead, the acquisition of real world food waste images would be the most beneficial 

activity for future research into this particular topic. Once sufficient data has been gathered, 

superficial reevaluation of the findings in this project followed by more rigorous optimization could 

be undertaken. If the project is to be expanded upon using the Garry’s Mod dataset the most 

worthwhile question for investigation ought to be data augmentation and effects thereof. 
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