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Abstract 
This thesis aimed to create a tool that could assist climate researchers in their fieldwork. 
Through dialog with researchers at Stockholms University a need and interest for automated 
digitization and summarization of their handwritten notes could be identified. Climate research 
may require work conducted out in the field and during fieldwork, many researchers prefer to 
take handwritten notes which can generate large physical archives. A downside with only 
physical archives is that the data and knowledge stored here become less available and create 
a threshold for researchers to use the data since manually digitizing handwritten texts can be 
very time-consuming. At the end of the thesis, a software program was created which could 
automatically digitize and summarize handwritten texts to save time for researchers. The tool 
consists of (1) Google Cloud Vision API used to digitize a photo of handwritten text by using a 
convolutional neural network (CNN) and (2) the transformer-based algorithm GPT-3 used to 
summarize the digitized text. The GPT-3 algorithm provided two different engines, Davinci and 
Curie. The performance of the algorithms was evaluated with a data set consisting of 
handwritten texts provided by Stockholms University. The results indicated that the performance 
of Google Cloud Vision API was highly correlated to the quality of the image and the way of 
handwriting. With a unique handwriting follows a poor classification of letters since the algorithm 
performed badly on shapes that were unfamiliar. A survey was used to evaluate the 
performance of GPT-3. The survey got 73 responses where the subjects would grade five 
summaries conducted by a human and the GPT-3 engines Davinci and Curie respectively from 
the same text. The results from the survey indicated that the performance of the engine Davinci 
was comparable to the performance of a human while Curie was not a preferable option. 
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Populärvetenskaplig sammanfattning
Till följd av människans snabbt upptrappade utsläpp av växthusgaser ser vi ett allt mer
reellt hot av människans fortsatta existens på denna jord. Under de senaste åren har
vi sett en ökning av extremväder som lämnar förödande konsekvenser bakom sig. Kli-
matforskare över hela världen jobbar idag med att monitorera och hitta lösningar på kli-
matförändringarna, bland annat för att säkra människans fortsatta överlevnad. Forskn-
ingsnätverket INTERACT består av forskningsteam som bedriver forskning i arktiska
regioner och ämnar för att skapa ett naturligt samarbete mellan olika forskningsstationer
genom exempelvis delning av data. Detta examensarbetet skedde i samarbete med IN-
TERACT och syftar till att underlätta delningen av data.

I fältarbeten är det vanlig att forskare antecknar sina observationer för hand. Det kan
leda till att stora arkiv med handskriven data samlas där lite data digitaliserats då det
är väldigt tidskrävande att manuellt skriva av anteckningar i exempelvis en dator. Det
medför även att delning av data mellan olika forskningsstationer försvåras på grund av
avstånd till andra arkiv. I detta projektet skapades ett digitalt verktyg som från bilder av
handskriven text automatiskt digitaliserar den och vidare automatiskt kan summera texten
för att ge forskare möjligheten att få en snabb överblick av materialet. Förhoppningen är
att verktyget ska användas av klimatforskarna i INTERACT-nätverket för att digitalisera
sin analoga data som möjliggör delningen av data med andra i en större utsträckning.

För att skapa verktyget så användes två AI-baserade algoritmer, Google Cloud Vision
API och GPT-3. Google Cloud Vision API:et användes för kunna extrahera handskriven
text ifrån en bild och generera digitalt skriven text. Den opererar genom att lokalisera
bokstäver i en bild och sedan försöker den baserat på statistik klassificera vilken bokstav
den har framför sig. Med den digitala texten tillgänglig kunde sedan GPT-3 appliceras för
att summera texten.

Google Cloud Vision API:et utvärderades med hjälp av bilder på handskriven data ifrån
Stockholms Universitet. Resultatet påvisade att algoritmen fungerade väl för högupplösta
bilder med lättläslig handstil. Vid fall med lågupplösta bilder med svårläslig handstil
fungerade algoritmen sämre. Ifrån detta kunde slutsatser dras kring att Google Vision
Cloud API:et fungerar väl vid vissa förutsättningar men vid sämre förutsättningar kommer
den alltid producera sämre resultat än en människa, även om den må arbeta snabbare.

För att verktyget skulle generera så bra summaringar som möjligt undersöktes två olika
inställningar i GPT-3 med hjälp av en enkätundersökning där studiedeltagarna fick gradera
tre summeringar ifrån bäst till sämst. Det deltagarna inte visste var att två av dessa sum-
meringar gjorts med hjälp av GPT-3 och den tredje skrevs av en människa. Resultatet från
studien påvisade att en av inställningarna på GPT-3 kan generera summeringar likvärdiga
med en människas.

Examensarbetet har bistått forskningsnätverket INTERACT med ett verktyg som automa-
tiskt ifrån bild på handskriven text kan digitalisera den och summera den. Resultatet
har även visat på att vid rätt förutsättningar kan AI producera resultat likvärdigt med en
människas arbete men på betydligt kortare tid.
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1 Introduction
This master thesis aims to assist climate researchers with a program for automated digiti-
zation of analog text archives. To be more precise, getting handwritten text into machine-
printed text without manual typing. The user is then able to further process the text
by summarizing it. The tool is based on the AI techniques optical character recogni-
tion (OCR) and transformers which is a type of neural network (NN). The motivation
of this study is to contribute to the fight against climate change by simplifying the time-
consuming task of manually digitizing an analog file and summarizing it, saving time and
making more data available for researchers.

1.1 Background
Climate change is a worldwide threat to humans and nature. The effects of it can be ob-
served in today’s society with increasing natural disasters such as more frequent events
of extreme drought or heavy rainfall, forest burnings, coral reefs dying, and extinction of
species [1][2]. Even though many people, companies, and countries are taking measure-
ments to reduce their climate impact, actions need to be taken on a global scale to avoid
the worst impacts of climate change [3].

A lot of research is conducted on climate change to gain an understanding of the under-
lying causes and their impact. This master thesis is a part of the EU’s non-profit and
open-source initiative INTERACT III which is an extensive network consisting of 16
countries and 89 research stations pursuing research in climate change in the Arctic re-
gion. The purpose of the initiative is to build the capacity to identify, understand, predict
and respond to environmental changes in the Arctic. INTERACT III consists of multiple
work packages (WP) specializing in different areas that are seeking to fulfill this purpose
[4][5].

This master thesis is part of ”WP6: making data widely available”. A preliminary study
for WP6 was conducted by consultants at AFRY to explore the needs of researchers and
station managers. The aim of the preliminary study was to investigate what research
had been conducted, what data had been collected, and what obstacles these researchers
encountered with artificial intelligence (AI) in mind. With this knowledge, possible AI-
based solutions can be developed to help researchers in their fieldwork or in the docu-
mentation and analysis stage. The preliminary study describes, among other things, that
a lot of different types of data are collected from research stations, e.g. time series, and
images. Even though not all data collected is useful in research conducted today there
may be valuable potential for the data in future research [6]. An emerging theme based
on interviews with station managers was the digitization of physical/analog data. There
are also data stored analogously in field journals or field maps. To digitize just a few
field journals manually would take a significant amount of time and is therefore not pri-
oritized. Data is valuable and making it digital can provide safer and more permanent
storage where more interested parties can access the data. An interest in summarizing
text could be identified as archives containing long texts in field journals could benefit
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from being shortened to get the whole picture with a significantly reduced amount of text.

The data used in this thesis is images of field journals from Tarfala Research Station, a
sample presented in Figure 1.1. For the digitization of the handwritten text, the Google
Cloud Vision API is utilized. It will be implemented in the program and evaluated for the
data used in this thesis. For the summarization, the private algorithm GPT-3 API will be
used. Two different engines of GPT-3 will perform two separate summaries for each data
sample and an evaluation of which engine creates the best summaries will be investigated
with the help of a survey.

To summarize, this thesis aim to answer the questions:

1. Is it possible to build a program that can digitize handwritten text on a physical
object and summarize it?

2. Which GPT-3 engine is recommended for summarizing the data used for this thesis
(field journals with handwritten text)?

3. How does the Google Cloud Vision API perform on the data used in this thesis?

Figure 1.1: A cropped version of a data sample from the data set originating from a field
journal from Tarfala Research Station used in this thesis

1.2 Purpose and Goals
Based on the results and knowledge from the preliminary study [6] the purpose of this
master thesis took shape. There exists a need for a simplified way of digitizing analog
data that significantly shortens the time taken to manually digitize a file. A potential need
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for further processing of text can be identified as a short summary can give scientists an
overview of the main content of a text. Therefore this master thesis will investigate how
you can digitize and summarize handwritten text on a physical object with the help of
AI, create a program researchers can use to digitize and summarize their own data and
evaluate the tools that make up the program. In order to achieve these goals for the work
was stated:

• Gain access to GPT-3

• Successfully make API calls on both Google Cloud Vision and GPT-3

• Connect the digitization and summarization to create a pipeline

• Find flaws and strengths in Google Cloud Vision and GPT-3

• Get at least 30 responses on the survey to evaluate the performance GPT-3

1.3 Tasks and Scope
The main task of this thesis is to create a program that from a photo of handwritten text
can digitize the text and create a summary of it. It will investigate the techniques in the
APIs (Google Cloud Vision and GPT-3) utilized to create the program and explain the
theory behind them. The APIs will be evaluated, Google Cloud Vision by experiments
and GPT-3 with experiments and a survey. Lastly, the thesis will answer the questions in
Section 1.2.

The scope of the thesis was defined to meet the time limits of the project. The performance
of the APIs will only be investigated for one data set. Only summaries from five data
samples will be evaluated in the survey in the hope of attracting more subjects. Only
summaries with the same settings for GPT-3 will be evaluated in the survey. Only the
Google Cloud Vision API and the GPT-3 API will be investigated and evaluated.

1.4 Outline
Chapter 1 presents the background and motivation for this thesis, a short project descrip-
tion, tasks, scope, and methods. Chapter 2 presents the theory behind the APIs used in
this thesis. Chapter 3 describes the data used in this thesis and motivates the choice of
the data. Chapter 4 presents the methods behind this thesis and will explain more about
the APIs and how they operate. It will also show the pipeline as a whole and present
the design of the survey. Chapter 5 will present the results of Google Cloud Vision and
GPT-3 and discuss them. Lastly, Chapter 6 will draw conclusions based on the results and
propose extensions that may make this thesis even better.
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2 Theory
This section will present the theory behind this master thesis. It will present machine
learning and neural networks which are the foundation for both the digitization and sum-
marization part of the project. Then convolutional neural networks and transformers will
be presented which are the main components in the digitization and summarization pro-
cesses respectively. Lastly, the machine learning subfield of natural language processing
to which this thesis belongs is presented with the theory behind optical character recogni-
tion which expands the explanation of digitization beyond convolutional neural networks.

2.1 Machine Learning
Machine learning (ML) is a subfield within AI which is about computer programs that can
learn, reason and act based on data [6][7]. A machine learning algorithm is a computer
program based on a mathematical model that describes the relationship between involved
variables from observed data the algorithm has been trained on, also known as training
data. Based on the pattern of the training data the machine learning algorithm can make
predictions and decisions for new unseen data based on statistics [7]. It can be used for
answering questions such as ”does this image contain any areas of spilled oil?”, ”which
students will drop out of school?”, ”how moist is this soil today at 10 am?”.

The interest in machine learning has grown tremendously in the last couple of years due
to a large amount of available data of interest to analyze and draw conclusions from.
It is a suitable approach for problems where there is insufficient theoretical knowledge
but enough observed examples to form an algorithm that can capture the behavior of the
examples. Therefore, machine learning may be very useful in a diverse range of fields
such as e.g., health care, social studies, natural sciences, and image analysis. [8]

The machine learning field can be divided into different categories based on how the
model is trained. The most common ones are:

• Supervised learning: Trying to find the behavior/pattern between input and output.
The input data will be labeled to its corresponding output data and divided into
a training set and a test set. The algorithm will use the training set to capture the
behavior of the data and the test set to estimate how accurate it can make predictions
on never-before-seen data.

• Unsupervised learning: In contrast to supervised learning the data used in unsuper-
vised learning will not have labeled data. It is mainly used for clustering, meaning if
new data is introduced it uses the previously learned behavior of the data to classify
the new data.

• Reinforcement Learning: This area of machine learning is concerned with how
a software agent makes decisions in an environment to maximize some type of
reward. The method is based on encouraging desired behaviors of the algorithm
and/or punishing undesired behaviors.
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• Deep Learning: Uses neural networks to find patterns in data. The neural network
can be supervised, unsupervised, or reinforced depending on what problem it is
facing.

2.2 Neural Networks
One of the main uses of artificial neural networks is for data analysis. A neural network
is an algorithm that consists of many small elements called neurons that are connected
with one another and have the ability to communicate according to a set of rules. With
this algorithm scientists hoped to achieve the abstract and complex phenomenon of ”in-
telligence”. Neural networks can process large amounts of data and make surprisingly
accurate predictions, like many other statistical methods, but this does not make them
”intelligent” in the usual sense of the word [9].

2.2.1 Structure of Neural Networks

Each neuron will receive input from neighboring neurons or external sources which will
be used to calculate a number that will be forwarded to other neurons [10]. The neu-
rons are structured in so-called layers. These layers can be further categorized into three
categories: input layer, hidden layer/layers, and output layer.

• Input layer: It has the same number of neurons as the data points in one data sample
[9]. E.g., if the input data is a set of time series, each sample containing 24 data
points, the input layer of the neural network will contain 1x24 neurons.

• Output layer: For a classification problem the output layer has the same number of
neurons as the classes of the problem. E.g., for a neural network predicting if there,
based on time series data of temperature, will be sunny or not during a day the
two classes will be ”sunny” and ”not sunny” and the output layer will contain 1x2
neurons. For a problem where the output is the prediction of a value, e.g., what the
temperature will be tomorrow at noon, the output layer will contain a 1x1 neuron
which outputs the predicted value [10].

• Hidden layer: In between the input layer and the output layer it is common to have
hidden layers. The number of hidden layers is up to the architect of the network
to decide depending on the problem [9]. The hidden layers can be used for dimen-
sional reduction (e.g., going from an input layer of 1x24 neurons to an output layer
of 1x2 neurons) and to capture more complex behavior of the input data.

The neurons in these layers can be connected in different ways. In order to grasp the math-
ematical background of neural networks, the mathematical connection for a one-layered
network (only an input layer and an output layer) is investigated. Let x = [1 x1 x2 ... xp]

>

be the input data and ŷ be the prediction. The prediction of the input data will be given by
[7]:

ŷ = h(W1x1 +W2x2 + ... +Wpxp +b) (2.1)
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where b is a constant, and h : R→ R is a nonlinear scalar function called activation
function. There exist many different activation functions but the most standard choice
today is the ReLU which is defined as h(z) = max(0,z). The neural network described by
Equation (2.1) is visualized in Figure 2.1 [7].

Figure 2.1: A one layered neural network where the arrows indicate multiplication and the
circle indicates addition between the factors where the sum is the input in the activation
function h

A neural network with an input layer, one hidden layer, and an output layer is a two-
layered neural network. The mathematical relationship described in Equation (2.1) can
be extended for a two-layered network by introducing neurons in the hidden layer, also
known as hidden units. The hidden units are denoted as qk where k = 1, ...,U denotes
which hidden unit out of a total of U hidden units that is being calculated. The superscript
(1) respectively (2) denotes the i:th layer in the neural network, to which the parameter
belongs to. The prediction ŷ will now have the hidden units qk as input parameters [7].

q1 = h(W (1)
11 x1 +W (1)

12 x2 + ... +W (1)
1p xp +b(1)1 )

q2 = h(W (1)
21 x1 +W (1)

22 x2 + ... +W (1)
2p xp +b(1)2 )

...

qU = h(W (1)
U1 x1 +W (1)

U2 x2 + ... +W (1)
U p xp +b(1)U )

ŷ =W (2)
1 q1 +W (2)

2 q2 + ... +W (2)
U qU +b(2)

(2.2)
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Further Equation (2.2) can be rewritten with matrices. Define the matrices:

W(1) =


W (1)

11 . . . W (1)
1p

...
...

W (1)
U1 . . . W (1)

U p

 b(1) =

b(1)1
...

b(1)U


W(2) =

[
W (2)

1 . . . W (2)
U

]
b(2) =

[
b(2)
] (2.3)

Now the two layered neural network in Equation (2.3) can be rewritten as:

q = h(W(1)x+b(1))

ŷ = W(2)q+b(2)
(2.4)

Figure 2.2: A two layered neural network with only some of the variables drawn out.
The arrows indicate multiplication, circle indicates addition between the factors where
the sum is the input in the activation function h

In Figure 2.2 a two-layered neural network is presented. Since all input variable is con-
nected to each hidden unit in the subsequent layer the hidden layer is a dense layer. This
results in each connection having a unique weight W associated with it. A two-layered
neural network can be useful, but the real descriptive features can be found when multiple
hidden layers are stacked on top of each other. Then we achieve a deep neural network
which is more powerful when capturing complex behaviors such as the relationship be-
tween a sample of data and its class [7].

When the layers are stacked on top of each other it means that the first layer q(1) is the
input to the second layer q(2) and etc. It can be described mathematically by extending
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Equation (2.2)

q(1) = h(W(1)x+b(1))

q(2) = h(W(2)q(1)+b(2))
...

q(L−1) = h(W(L−1)q(L−2)+b(L−1))

ŷ = W(L)q(L−1)+b(L)

(2.5)

Similar to the rewriting of Equation (2.2) into Equation (2.4) with the help of matrices,
Equation (2.5) can be rewritten as well. These matrices are defined by:

ŷ =

ŷ1
...

ŷn

 X =

x>1
...

x>n

 Q =

q>1
...

q>n

 (2.6)

Which yields:

Q = h(XW(1)>+b(1)>)

ŷ = QW(2)>+b(2)> (2.7)

This is visually represented in Figure 2.3

Figure 2.3: A multilayered neural network with only some of the variables drawn out.
The arrows indicate multiplication, circle indicates addition between the factors where
the sum is the input in the activation function h
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For a classification problem where the output is a category y ∈ {1, ...,M} a deep neural
network that outputs a numerical value can be extended with the softmax-function:

softmax(z),
1

ΣM
j=1ez j


ez1

ez2

...
ezM

 (2.8)

By extending Equation (2.5) the neural network will output the probability of y belonging
to a class yi given the input xi.

q(1) = h(W(1)x+b(1))

q(2) = h(W(2)q(1)+b(2))
...

q(L−1) = h(W(L−1)q(L−2)+bL−1)

z = W(L)q(L−1)+b(L)

g = softmax(z)

(2.9)

where the numerical output of the last layer z= [z1, ...,zM]> is mapped to g= [g1, ...,gM]>

where gm is the class probability p(yi = m|xi). From the laws of statistics it follows that
the class probabilities will always be on the interval gm ∈ [0,1] and ΣM

m=1gm = 1 [7].

2.2.2 Structure of Convolutional Neural Networks

A convolutional neural network (CNN) is a kind of neural network which specializes
in data that is two-dimensional, e.g., images which is the most common use case for
CNNs. With a 2D-grid-like structure, CNNs can be good for capturing patterns in images
by investigating each pixel. An image can be an input to a 1D-NN by submitting the
image as a long vector to the neural network, but this will eliminate every horizontal or
vertical pattern (depending on which dimension you choose to reduce) and a lot of useful
information is lost. By submitting an image as a 2D input to a CNN the information
between nearby pixels is preserved [7].

On a gray scale image, each pixel has a value between 0 and 1, representing black and
white respectively. The pixel value is stored in the CNN input x where each element is
denoted as x jk where the indices j and k specify the position of the pixel.

9



Figure 2.4: A 4x4 pixel image, its corresponding pixel values and the input variables in
the CNN where the pixel values are stored

CNNs are usually structured with an input layer, several hidden layers, and an output
layer. There exist different types of hidden layers such as a convolutional layer, pooling
layer, drop out layer, etc. This thesis will only further investigate the convolutional layer.

Using dense layers (where each input variable is connected to each hidden unit in the
subsequent layer) on images has been found to be generally bad in generalizing and may
not perform well on unseen data. A convolutional layer in contrast to a dense layer only
connects some closely located pixels to a hidden unit presented in Figure 2.5.

Figure 2.5: Example of an input layer of 6× 6 pixels and how the variables can be con-
nected to the hidden units in the hidden layer

Figure 2.5 illustrates how an 6×6 input layer can be connected to the hidden layer. Mov-
ing the filter (the red lined region) on the input layer one step horizontally or vertically
results in a corresponding movement on the hidden layer. When obtaining a window that
is outside of the input layer dimensions (which in this example is achieved for all the
hidden units on the border) a multiplication with zero is obtained when multiplying the
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input layer with the weights W (1)
11 ,W (1)

12 , ...,W (1)
3,3 . The nine parameters are the same as all

hidden units [7].

In order to obtain a model sufficient to obtain all interesting properties in an image, the
CNN can be extended by adding more filters that produce so-called channels. When
adding multiple filers in convolutional layers each filter can be observant of different
behaviors in an image such as edges, lines, or circles. This can enable the CNN to capture
a variety of specific behavior which can make it perform its task with higher accuracy.
For the example in Figure 2.5 if three filters are applied the 6×6 hidden layer would be
replaced with a 6× 6× 3 (rows × columns × channels) hidden layer. When adding an
extra dimension to the hidden layer it becomes a so-called tensor with three dimensions.
Continuing to stack multiple convolutional layers after each other in the CNN, each filter
will depend on all channels in the previous layer. As a consequence, each filter is a tensor
with the dimensions (filter rows × filter columns × input channels × output channels)
[7].

2.2.3 Transformers

Transformers are a type of neural network based on the so-called attention mechanism
which is popular in language modeling and machine translation. Previously recurrent
models like Recurrent Neural Networks (RNN) or Long-Short Term Memory Neural Net-
works (LSTM-NN) were established as state-of-the-art models for language modeling but
have the disadvantage of only supporting serial computations. Transformers on the other
hand can perform computations in parallel to a much further extent which can reduce
the number of clock cycles significantly. The transformer uses an attention mechanism
called self-attention. It relates different positions of a sequence to create a representation
of the sequence. The self-attention has proven to be useful for a variety of tasks including
reading comprehension, summarization, and textual entailment [11].

The transformer has an encoder-decoder structure. The encoder maps an input sequence
of symbols (x1, ...,xn) to a representation z=(z1, ...,zn) which is interpretable to the trans-
former. Given z the decoder generates an output sequence of symbols (y1, ...,ym) one
element at a time. The model is autoregressive in each step which means the previously
generated symbols are additional inputs when creating the next symbol. A symbol in this
context could be a word, number, or end of sentence character [11].
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Figure 2.6: Model architecture of the transformer

The encoder to the left in Figure 2.6 consists of N = 6 layer, each consisting of two
sub-layers, the multi-head attention layer, and the feed forward layer. The decoder to
the right in Figure 2.6 also consists of N = 6 identical layers. It has three sub-layers,
a multi-head attention layer, and a Feed forward layer like the encoder but the decoder
also contains an additional layer with masked multi-head attention. Each layer has a
residual connection followed by a normalization layer generating an output of the form
LayerNorm(x+Sublayer(x)). To understand how the transformer operates each compo-
nent is investigated further:

• Input/Output Embedding: Computers cannot understand words, but they can un-
derstand numbers. By representing words in a vector space, the computer can indi-
rectly interpret the words. Such a vector space is called an embedding space and is
of dimension dmodel . In the embedding space, words closely related to each other
will have a smaller distance to each other than non-related words [11]. In Figure
2.7 a simplified example of a embedding space is represented
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Figure 2.7: A simplified example of an embedding space with dmodel = 2. Words more
closely related to each other like ”jazz”, ”disco” and ”hip hop” is spatially closer to one
another in contrast to other more unrelated words like ”necklace” or ”Nairobi”

• Positional Encoding: Depending on where a word appears in a sequence it will have
different meanings. The positional encoder is a vector that takes the absolute and
relative position of a word in a sequence into account. The vector is generated by:

PE(pos,2i) = sin
(

pos
100002i/dmodel

)
PE(pos,2i+1) = cos

(
pos

100002i/dmodel

) (2.10)

where pos is the position of the word and i is the dimension of the positional en-
coding. This means that the dimension of the positional encoding corresponds to
a sinusoid. Hence the positional encoding will use Equation (2.10) on the vector
corresponding to the relevant word in the embedding space which creates a vector
representation of a word and its context [11].

• Multi-Head Attention in the Encoder: The attention block tries to capture how rel-
evant the different words in a sequence are in relation to each other. For every word
an attention vector is created which captures contextual relationships [11].

• Feed-Forward: A fully connected feed-forward network is found at the end of both
the encoder and decoder. It consists of two linear transformations with the ReLU
activation function. The feed-forward network will transform the attention vectors
into a valid input for the next block in the pipeline [11].
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• Masked Multi-Head Attention: For a summarization problem the encoder block
is fed with an original text while the decoder block is fed with a summary of the
original text one word at a time when training the algorithm. The masked multi-
head attention block will capture how the words in the sequence being fed to the
decoder block relates to each other but in contrast to the multi-head attention block
it will mask all next coming words in a sequence when focusing on a word since
the decoder is an auto regressive model and will only produce one word at a time,
hence should not be able to look into the future [11].

• Multi-Head Attention in the Decoder: The block in the decoder works similarly to
the block in the encoder but will now try to relate how the attention vectors from
all the words from the encoder block and the attention vector from one words in the
decoder block is related. This is where the summarization mechanism happens.

• Linear: A feed forward neural network where the number of neurons will be the
same as the number of words in the summarization [11].

• Softmax: Transforms the output from the linear feed forward network to a proba-
bility distribution, showing the likeliness of the next word in the sequence [11].

2.2.4 Training

Neural networks are parametric models with parameters θ consisting of all model weights
matrices W and offset vectors b. Training a neural network is primarily an optimization
problem where the goal is to find the values of the parameters θ which generates the most
accurate predictions ŷ for the input x. This is described mathematically in Equation (2.11)

θ̂ = argmax
θ

J(θ) J(θ) =
1
n

n

∑
i=1

L(xi,yi,θ) (2.11)

where J(θ) is the so called cost function and L(xi,yi,θ) is the so called loss function.
The loss function will measure how far away from the accurate solution the estimated
solution is. For a regression problem it is common to use the squared error loss function
in Equation (2.12) and for a classification problem it is common to use the cross-entropy
loss function in Equation (2.13) [7].

L(x,y,θ) = (y− f (x;θ))2 (2.12)

L(x,y,θ) =−ln gy(f(x;θ)) =−zy + ln
M

∑
j=1

ez j (2.13)

where z j = f j(x;θ) is the jth output of the last layer before the softmax function g(z).

When training a neural network the value of the parameters θ is initialized with random
values. For each training data sample, the parameters are updated for which parameters
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generate the smallest cost function J(θ). The training ends when a set criterion is met,
e.g., for how many times the neural network should train on a data sample. After the
training is completed, the neural network can be used to predict the outcome for new
unseen data points [7].

2.3 Natural Language Processing
Natural language processing (NLP) is the subfield of ML and linguistics. It is used for
representing and analyzing human language computationally to satisfy the need of com-
municating with a machine in natural language. NLP has gained more attention over
the recent years and is applied in, among other things, email spam detection, translation,
information extraction, and summarization [12].

Languages are defined by a set of symbols and a set of rules. Symbols can be combined
in line with the rules to make words and sentences which in turn contain information that
may be conveyed. An NLP algorithm can be trained to identify patterns that arise due to
these rules [12].

2.4 Optical Character Recognition
An intuitive way of getting data into a computer is to type it in through a keyboard though
this method may be very time-consuming, especially when dealing with a larger amount
of data. Optical Character Recognition (OCR) can be used as an alternative way of typing
through a keyboard when dealing with text that is either machine-printed or handwritten.
OCR is the technology of automatic optical recognition of a character or in other words
machine reading. The input is always a visual representation and recognition is performed
after writing or typing is completed off-line as opposed to on-line where recognition oc-
curs as each character is drawn [13]. For example, it can be used for getting a JPEG image
of text to machine-printed text one can edit in a text editor.

The modern OCR methods make use of neural networks and is a classification problem.
The different classes of the problem are set as letters and symbols. By subjecting a neural
network to a training data set of labeled data it will try to learn the patterns of the differ-
ent classes, teaching the neural network which classes exist and what they look like. A
common way of performing OCR from start to finish is illustrated in Figure 2.8 [13].
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Figure 2.8: A common OCR pipeline which can get text on a physical object (such as a
book) to machine-printed text

The five processes in Figure 2.8 are further explained by:

1. Optical Scanning: By scanning or photographing the physical document of interest
one can get a digital representation of the text that can be transferred to a computer
[13].

2. Location and Segmentation: In a document with text there may also be figures,
graphs, etc. that are not of interest when performing OCR. This process of the
pipeline will locate the areas of text and segment (isolate) them for the next steps in
the pipeline [13].

3. Preprocessing: There might be defects from the optical scanning phase such as
low resolution or smeared or broken characters. By preprocessing the text, and
attempting to fix eventual defects, the character recognition may work better than
without any preprocessing. The preprocessing step can contain different processes,
but some common ones are normalization (straightening and making the size of
the characters uniform) and smoothing (filling small gaps and flattening edges and
lines) [13].

4. Feature Extraction: Can be made with e.g. convolutional neural networks where the
input is the pixels from the image of one character and the output is the probabilities
of the character belonging to each class (where the classes are defined as a letter,
number, or symbol). The class with the highest probability will be the machine-
printed digit corresponding to the character on the physical document [13].

5. Recognition Postprocessing: The result after the text recognition is a set of indi-
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vidual symbols. The symbols themselves may not be very useful for extracting
information but in combination with others they can make up strings of words and
numbers. This process is called grouping. Up until grouping each character is
treated separately, but afterward, letters will form words. Two common ways to deal
with potential errors in the words are to either utilize the possibility of sequences of
characters appearing together (e.g., the possibility of ”k” appearing after an ”h” is
zero) or check the existence of each word in a dictionary. The latter approach is the
most common one where if an error is detected, the word is switched for the most
similar word [13].

The performance of the OCR is strongly related to the quality of the input. If there is a
lot of noise in the input picture, the OCR pipeline may have a hard time segmenting and
locating characters and may give a bad result for applying neural networks in the feature
extraction state. Even though the OCR technology has come a long way and can generate
some impressive results it is nowhere near the human ability to read [13].
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3 Data
The data used for this master thesis are images of field journals from Tarfala Research
Station in northern Sweden located at an archive at Stockholm University. The images of
the handwritten text inside the field journals were collected with a Nikon D5100 camera
on a tripod, indoors with good light settings, and around 1000 images were collected.
Some of the journals had a clearly stated author and dates including the year, others were
less informative with no author or dates. The readability of the handwritten text varied
a lot and came to affect the choice of data used in this project. In Figure 3.1 three data
samples from different field journals are presented.

(a) A clip from a field journal written by Per Holmlund in 2011

(b) A clip from a field journal written by Valter Schytt, year unknown

(c) A clip from a field jounal with unknown author from unknown year

Figure 3.1: Clips from three data samples written by different authors

Due to the performance of the Google Vision API used for the OCR and the authors’
ability to identify the handwritten words this thesis was limited to only using data samples
from the unknown author that is represented in Figure 3.1c. The choice will be further
motivated in Section 5.1.2. This meant only a subset of 25 images from the original data
set was used in this thesis. Of those 25 images, not all images contained text, two of them
were images of the cover and other pages only contained measurements that were not
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suitable for summarization. In the end, only nine images containing eleven days’ diary
notes could be used. But it seems that they were enough to evaluate the performance of
the Google Cloud Vision API and the GPT-3 algorithm.
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4 Method
This section presents the APIs Google Cloud Vision and GPT-3 which are used for digi-
tization and summarization respectively. A pipeline that illustrates how to get a summa-
rized digitized file from a handwritten physical document is represented and lastly how
the survey that was used to evaluate the performance of GPT-3 was conducted.

4.1 Google Cloud Vision
The Google Cloud Vision API [14] is a pre-trained tool that can be used to perform OCR
on handwritten text in images and extract it to machine-printed text. In general, it operates
with the help of a CNN by [15]:

1. Detecting the text

2. Identifying the direction of the text (north, east, south, west)

3. Identifying how the text has been written, with the help of a machine or manually

4. Performing layout analysis by distinguishing title, headings, footers, and page num-
bers and classifying tables, figures, etc.

5. Classifying the detected characters and output the results [15]

The Google Cloud Vision API is an application program interface (API) that basically can
be explained as a service. An API is a black box containing all the logic for a specific task
that one can utilize without having insights into how the black box really works [16]. For
this thesis the only input to the Google Cloud Vision API was an image and a language
specification of the text in the image, the output is a txt-file containing the extracted text
from the image. After obtaining the output various amounts of manual editing were done
to correct spelling mistakes.

There are various other OCR APIs to choose from such as Amazon Textract [17] provided
by Amazon Web Services and Computer Vision OCR [18] provided by Microsoft Azure
Cognitive Services. The decision to use the Google Cloud Vision API was made due to
the broad language support [19] which is beneficial when building a tool for researchers
from different countries. After some research, it was also found that the Google Cloud
Vision API may perform better on handwritten text in contrast to the other previously
mentioned APIs [20][21].

4.2 GPT-3
For this thesis, the Generative Pre-trained Transformer-3 (GPT-3) API[22] was used to
summarize the text from the field journals provided by Tarfala Research Station. After
receiving the machine-printed text from the OCR processes with Google Cloud Vision
API and manual editing, this text was subjected to the GPT-3 algorithm to create a short
summary of the original text.

In July 2020 the research company OpenAI published a paper on their new auto-regressive
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language model GPT-3, built on the transformer described in Section 2.2.3. With its 175
billion parameters it is more than ten times bigger than the previously biggest language
model Turning NLG [23] provided by Microsoft. Recent work within NLP has shown
benefits with training a model on a large set of data followed by fine-tuning for a specific
task. This method still requires data sets with thousands or tens of thousands of task-
specific samples in order to obtain usable results. The GPT-3 algorithm was trained on a
filtered version of the Common Crawl data set [24] constituting nearly a trillion words, an
expanded version of the unreleased WebText data set created by OpenAI, internet-based
book corpora and the English Wikipedia [25]. GPT-3 has mainly been trained on English
text but since it has been trained on so much data some Swedish text accidentally appeared
in the data set. It will not perform as well in Swedish as it does in English but does have
a good knowledge of the Swedish language [26]. In total the size of training data is 45
terrabytes [27]. On 45 terrabytes you can store about 22 500 hours of HD-movie which is
equivalent to the same memory usage as 360 iPhones or 180 MacBook computers [28].

The GPT-3 algorithm can perform a variety of natural language generation (NLG) tasks.
Table 4.1 shows different areas of usage and some examples of each area to get a grasp
of GPT-3’s diversity [29]. For this thesis the Transformation category containing summa-
rization is relevant.

Classification Generation Factual Responses
Tweet Sentiment Idea generator Provide factual answers

Company categorization Email generator [30]
Transformation Completion Conversation

Summarize text [31] Generate code [32] Chat bot [33]
Movie titles to Emojis Sentence completion [34] Dungeon Master in D&D [35]

English to French

Table 4.1: Areas of usage of the GPT-3 algorithm with some examples

The GPT-3 API is not available to the public, in order to access it you must apply and get
accepted by OpenAI. Once accepted you can interact with the GPT-3 API through their
website [36] or in an integrated development environment (IDE) on your computer.

Since GPT-3 is a versatile algorithm there are different components to it that one must
comprehend in order to achieve the desired output. The following sections will describe
these components.

4.2.1 Engines

The GPT-3 API provides access to four different engines. The different engines are good
at different tasks and work in slightly different ways [37]. This thesis makes use of two
of these engines, Curie and Davinci which are recommended for summarization tasks and
will therefore only describe the two of them further.

Davinci is the most versatile and powerful engine. It can perform any task the other
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engines can perform and often with fewer instructions in the prompt which will be further
explained in Section 4.2.2. When using GPT-3 for a task where a lot of understanding is
required, like summarization for a specific audience, Davinci will in general produce the
best output of the four engines. The increased capabilities of Davinci come with the price
of computing resources and will therefore be slower and have a higher cost per API call
than the other engines. The other engine used in this thesis Curie is a very powerful and
fast engine. Even though Davinci is better at analyzing complicated text Curie is also a
good choice for tasks such as summarization. Curie is also faster and costs 1/10th of an
API call for Davinci [37].

4.2.2 Prompt

The prompt is the input to GPT-3 where the user can provide the algorithm with instruc-
tions and data. Since the instructions will be in text format the user needs to design a clear
and concrete text in order to achieve the desired output. It is also important to remem-
ber that the algorithm is stochastic which means one input can produce different outputs
and results can be hard to reproduce. In Figure 4.1 two prompt examples and the text
generated by GPT-3 in both English and Swedish are represented
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(a) An example with English text and its corre-
sponding summary. ”tl;dr” stands for ”too long
did not read” and is a common phrase for sum-
mations occurring in the training data

(b) An example with Swedish text. First its pro-
vided with instructions, than the data to perform
the actions on

Figure 4.1: Two example prompts in Swedish and English. The bold text is text generated
by the user and the regular text is text generated by GPT-3. The sequence ’###’ is used
as a separator between instruction, data and output. Since GPT-3 is stochastic the outputs
represented in this image can differ from simulation to simulation. The results in these
images has been cherry picked based on which output best represents the task.

For the examples in Figure 4.1 providing instructions and data works well for achieving
desirable output from GPT-3. This might not always be the case and further informa-
tion needs to be provided to the GPT-3. In the GPT-3 documentation OpenAI state that
”showing, not just ’telling’, is the secret to a good prompt” [36]. This means providing
examples to GPT-3 can be helpful to achieve desirable output. An example of such case
is provided in Figure 4.2
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(a) An English tweet sentiment classifier (b) A Swedish tweet sentiment classifier

Figure 4.2: Two prompts in Swedish and English where examples have been provided to
GPT-3 from the user to show the desired behaviour of the algorithm. The sequence ’###’
is used to separate the instructions and examples

Another helpful way to achieve the desired output is to use the Instruct series [38]. It is
a model built on top of Curie and Davinci to make it easier for the user to instruct the
algorithm on the desired behavior. It is important to know that the Instruct series is still
currently a beta version which means that they will be changed over time which might
cause bad results in the future for some use cases. Figure 4.3 shows an example when
using the same input for Davinci and Davinci-Instruct-Beta
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(a) Performing the task using Davinci (b) Performing the task using Davinci-Instruct-
Beta

Figure 4.3: Two prompts with the same input but the output is generated with different
versions of the same engine, Davinci and Davinci-Instruct-Beta

In Figure 4.3a) one can observe the Davinci engine answering the question but also con-
tinuing with other questions and answers which in this case was not the intent. In Figure
4.3b) Davinci-Instruct-Beta generates the desired output with only an answer to the ques-
tion without any further conversation.

4.2.3 Parameters

In order to obtain sought out output from GPT-3 the user can use its different parameters
settings. The parameters will effect the behaviour of GPT-3 and can result in very different
outputs given the same input

• prompt: User input to the algorithm.

• max tokens ∈ [1 2048]: The length of the response, can be maximum 2048 tokens
including the text provided by the user in the prompt. One token is approximately
four characters for normal English text.

• temperature ∈ [0 1]: Controls how stochastic/random the model is. When the
value approaches zero the model will become deterministic and repetitive.

• top p ∈ [0 1]: Controls the diversity. If the value is set to 0.2 it means only the 20%
most likely words are considered for the next word generation.

• frequency penalty∈ [0 1]: Determines how much a new token is penalized based
on the existing frequency in the text so far. Decreases the probability of the model
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to repeat itself.

• presence penalty ∈ [0 1]: Determines how much a new token is penalized based
on existence in the text so far. Increases the probability of the model generating text
about new topics.

• stop: Separates examples. In thesis ”###” is consequently used as a stop sequence
but can be set to whatever the user prefers [39].

4.3 Pipeline
Combining the Google Cloud Vision API and the GPT-3 API with the help of manual
editing a software program which enables the process of going from image (containing
text) to machine-printed summarization was created. In Figure 4.4 the different steps in
the integration are visualized

Figure 4.4: Pipeline

First data is collected with the help of handwritten text (in this case field journals from
Tarfala Research Station) and a camera. From the data collection images of the hand-
written text are obtained and forwarded to the OCR which in this case is provided by the
Google Cloud Vision API. After receiving the output from the OCR manual editing is
often needed to correct typos. The text is then forwarded to the GPT-3 algorithm together
with instructions and examples on how the model should behave (similar to the example
shown in Figure 4.2. Finally, a txt-file is obtained with the summarized text

4.4 Survey
A survey study was made to evaluate how human experience summaries made by GPT-
3 [40]. It contained five machine-printed texts from a field journal provided by Tarfala
Research Station, more specifically the field journal with no known author or year repre-
sented in Figure 3.1c), with three corresponding summaries. Two summaries were created
with GPT-3, one with the Davinci engine and the other with the Curie engine, the third
summary was written by the author of this report.

The subjects were informed that the purpose of the survey was to evaluate the ability of
GPT-3 to summarize texts. They were informed that the summaries had been produced
in different ways with no further details. Once they’d read through the original text they
were informed to grade the summaries with ”best”, ”next best” and ”worst” based on
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which summary they thought best captured the content in a concise way and give a short
explanation to their grading.

People invited to participate in the survey were employees at AFRY’s Uppsala office and
friends and family to the author of this report.
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5 Results and Discussion

5.1 Optical Character Recognition
5.1.1 Photographing text

When performing OCR with the Google Vision API there are constraints on how an image
is taken in order to achieve a somewhat ok result. If a page of text is photographed with
an approximately 90-degree angle from the center of the paper and the paper is flat the
Google Vision API outputs results with the words in the correct order and is in general
able to detect all the words (note the difference between detecting and correctly classify)
given that the lighting of the picture is good. The Google Vision API may obtain a non-
desirable result when the paper in the photograph is not completely flat. It can cause the
words on the same line to appear to be on different lines to the Google Vision API which
causes the wrong ordering of the words in the output.

A tool that can be recommended when photographing a paper with text with a mobile
phone is the app Adobe Scan which tries to achieve the appearance of a scanned photo
on a regular photo. When photographing text with a mobile phone it can be difficult to
achieve a clear picture with an approximately 90-degree angle from the paper and the
Adobe Scan may make this process easier.

5.1.2 Performance of the Google Cloud Vision API

About 1000 data samples were collected from different field journals from Tarfala Re-
search Station. Initially, the 709 data samples from the field journals written by Valter
Schytt were intended to be used for this thesis but since chunks of the text were not read-
able the OCR performed poorly on the data, and manual editing was not feasible. This
would leave the summarization step with poor conditions and another subset of the data
set was chosen. The chosen subset represented in Figure 3.1c) from an unknown author
contained only 25 samples which left limitations on cherry-picking between the samples
but were evaluated to be enough for evaluating the ability of GPT-3 to summarize the text.

For the data set used in this thesis, the Google Cloud Vision API is good at detecting each
character but not as good at correctly classifying them. This statement can be supported
by the example represented in Figure 5.1.
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(a) One data sample of handwritten text
in the field journal

(b) Output of the OCR

Figure 5.1: After performing OCR on 5.1a) the result in 5.1b) is obtained with Google
Cloud Vision API

As shown in Figure 5.1 the Google Cloud Vision API detects almost all letters in the
image but many characters are wrongly classified. The letter ”E” is often classified as
”IE” due to the unique handwriting of the author. For a human reader, conclusions can
be drawn that even if the author’s ”E”’s do look like an ”IE” it would still be interpreted
as the letter ”E” due to the human ability to analyze context. The algorithm also makes
mistakes on other characters, one of those cases appear on line five in Figure 5.1a) in
the word ”beställt” where the double ”l”’s are interpreted as a ”u”. Looking closely the
double ”l”’s does look like a ”u” but for a human, it is interpreted as a double ”l” due to
context. In this case, about 89% of all characters were correctly classified.

When dealing with double-paged data the algorithm was not able to make distinctions
between the pages and interpreted it as one page. This caused wrong ordering of words
and a lot of manual editing to correct its mistake. When dealing with double-paged data
further preprocessing is required by splitting the image into two images with one page in
each image.

The Google Cloud Vision API will perform poorly on data with unique handwriting since
it will have a hard time classifying symbols with a shape it has not seen before. This is
observed with the ”IE”-case in Figure 5.1. When dealing with data that is barely readable
to a human the algorithm is set up to fail. The performance of the OCR will not be better
than the quality of the input data.

29



5.2 Summarization
5.2.1 Settings

The results were produced with the Davinci-Instruct-Beta and Curie-Instruct-Beta en-
gines. The prompt was provided with instructions on behavior, followed by examples
containing the original text, a corresponding human-made summarization, and lastly the
text to be summarized by GPT-3. The prompt input for Curie and Davinci is represented
in Figure 5.2

Figure 5.2: The prompt input used to produce the results. ”orginaltext” should be inter-
preted as a variable containing the original text to be summarized by GPT-3

The three examples were chosen due to the mixture of text length and the fact that they
met the condition of a maximum of 2048 tokens in the prompt.

Designing the prompt can be a bit tricky. It requires a process of trial and error in order
to achieve the desired results. For a user, it can be hard to grasp what instructions are
clear and precise to GPT-3 and different formulations were experimented with in order to
achieve a summary representation of the original text. It is also essential to be consequent
when using examples in the prompt. If an example diverges from the others GPT-3 might
not be able to achieve the sought-out task. The algorithm will analyze the pattern of
the examples and tries to replicate that pattern on the last input in the prompt but if the
intended pattern is broken it may fail to capture the behavior.
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When experimenting with the parameters it was found that with a higher temperature
the algorithm added content to the story that was not true to the original text and some-
times created sentences that did not make sense. An example of this is presented in Figure
5.3

Figure 5.3: Experiments with the parameter temperature where two different outputs
were generated with the value set to 1.0 and 0.3 respectively

The parameter values used to create the results in the survey were set to temperature

= 0.3, max tokens = 400, top p = 1.0, frequency penalty = 0.0, presence penalty =
0.0, stop = ”###”. The variable max tokenswas set to 400. For top p, frequency penalty

and presence penalty standard values were set since they proved to generate desirable
results.

5.2.2 Outputs

Below the summaries generated by the GPT-3 engines, Davinci-Instruct-Beta and Curie-
Instruct-Beta are presented, created with the prompt and settings described in Section
5.2.1. The human-made summaries are also presented in this picture since they will be
relevant for Section 5.3.
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(a) Data sample from 4th of August

(b) Data sample from 7th of August

(c) Data sample from 9th of August

(d) Data sample from 10th of August

32



(e) Data sample from 11th of August

Figure 5.4: Data samples containing the original text and their corresponding summaries
constructed by the GPT-3 engines Davinci-Instruct-Beta, Curie-Instruct-Beta and the au-
thor of this thesis

The results presented have been cherry-picked based on which summaries generated from
GPT-3 yield the best result based on the length of the original text, and their ability to
shorten the number of characters from the original text and capture the content.

5.3 Survey
The survey got 73 responses. Out of those people 56,2% were male, 39,7% female,
and 4,1% did not want to state their gender identity. 63% were in the age group 21-30,
13,7% were 31-40 years old, 5,5% were 41-50 years old, 9,6% were 51-60 years old. The
following graphs visualize how the 73 subjects graded the summaries in Figure 5.4 and
how they graded them in total, adding the numbers from all previous graphs.

(a) Survey results from the data sample of 4th of
August

(b) Survey results from the data sample of 7th of
August
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(c) Survey results from the data sample of 9th of
August

(d) Survey results from the data sample of 10th
of August

(e) Survey results from the data sample of 11th
of August

(f) Sum of the grades from all the data samples
in a), b), c), d) and e)

Figure 5.5: Results from the survey visualizing the distribution of grades for the sum-
maries made by Davinci-Instruct-Beta, Curie-Instruct-Beta and a human

The graphs in Figure 5.5 visualizes how the 73 subjects graded the summaries in Figure
5.4a-e) presented in the survey. Figure 5.5f) presents the sum of all the grades in Figure
5.5a)-e).

Observing the results for the data samples individually in Figure 5.5a)-e) on 3/5 samples
the summaries from Davinci were the favorite of the subjects and 2/5 times the human-
made summaries were the favorite. Curie did not generate any summary that yielded the
best result according to the subjects of the survey and was never even close to becoming
the favorite option. In 4/5 samples Curie was voted to generate the worst summaries.

Comparing the different graphs in Figure 5.5a)-e) to each other it is found that in some
cases the subjects vote fairly unanimously and in others, the group was more divided.
Figure 5.5a) is an example of a case where the group voted nearly unanimously. The
smaller the shortest side of the triangle is the more unanimous the votes for that summary
are (for total unanimity the triangle would become a line) and in this graph, each grading
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has one spike from each summary which clearly got the most votes. Some short comments
from the subjects were selected to motivate their grading and are represented in Figure
5.6. Since the subjects were not aware of how the summaries had been generated their
comments have been edited, swapping their references to the different summaries with
their true origin.

Figure 5.6: Selected comments from the subjects motivating their grading on the sum-
maries in Figure 5.4a)

In Figure 5.5b)-e) the preferences of the group are more scattered in some aspects. For
example in Figure 5.5b) all of the shortest sides on the triangles belonging to Davinci,
Curie and Human are quite wide which shows a broader variety in preferences in this
example. Some selected comments for this example is provided in Figure 5.7

Figure 5.7: Selected comments from the subjects motivating their grading on the sum-
maries in Figure 5.4b)

In Figure 5.5d) it can be observed that even if Davinci receives the best grades in gen-
eral the results of the human-made summary and the Davinci-made summary does not
differ that much as opposed to other examples (e.g. Figure 5.5a)) where there is a big-
ger difference between the summary with the most ”best”-votes and the summary with
the most ”next best”-votes. The same goes for Figure 5.5e) where neither of the GPT-3
generated summaries achieves good grades and can be assumed to be quite like-worthy of
each other. This shows that for some cases where a summary is the next best it can either
be ”almost the best” or ”almost the worst”. Some selected comments corresponding to
Figure 5.5e) is represented in Figure 5.8
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Figure 5.8: Selected comments from the subjects motivating their grading on the sum-
maries in Figure 5.4e)

In Figure 5.5f) the sum of all gradings presented in Figure 5.5a)-e) can be observed. The
graph shows that the human-made summaries got the most ”best”-votes in total (154) and
were not far behind Davinci (147). Curie got significantly fewer ”best”-votes than the two
of them (64). Regarding the ”next best”-votes the human-made summaries got the most
votes (140) with Davinci (115) and Curie (110) fairly close behind. Lastly, Curie got a lot
more ”worst”-votes in total (191) than both Davinci (103) and the human (71). This image
indicates that for the prompt settings described in Section 5.2.1 Davinci performs almost
as good as a human on summarizing text whereas Curie is not able to achieve preferable
summaries. Comparing the performances of Davinci to the of human in Figure 5.5f) the
human obtains the most ”best”- and ”next best”-votes and based on this information one
could say that the human outperforms Davinci. On the other hand Figure 5.5a)-e) shows
that Davinci in 3/5 cases is most desirable in contrast to 2/5 for the human.

Regarding how well Davinci or Curie performs in correlation to the length of original
texts no obvious pattern is shown for the given results.
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6 Conclusions and Future Work
It is possible to create a pipeline that takes analog data to digital data and summarizes it
by using the Google Cloud Vision API and GPT-3 API.

Utilizing OCR with Google Cloud Vision API it is found that the performance is strongly
related to the quality of the picture, the angle of the camera to the paper, and the read-
ability of the handwriting. There are ways to cope with the photographing factors such
as using a quality camera with a tripod and using your hands to force e.g., a book to have
approximately a 90-degree angle to the lens of the camera or using the app Adobe Scan
if pictures are taken with a phone. The readability of the handwriting though is not some-
thing the user can affect and is a limitation to the product created in this thesis. If a data
sample is unreadable to a human it will most likely be unreadable to the OCR tool used
and the results will not be better than the data provided.

As a user, it is not possible to make alterations to the Google Cloud Vision API today
but from experiments in this thesis, it would be a welcomed feature to the algorithm. By
adding some extra training with your own data set to the tool common mistakes could be
avoided. The algorithm could then become more adaptable and perform better at unique
styles of handwriting. It would also be a way for the user to deal with images that have
not been perfectly photographed and get the correct order of the words in the output. It
would also be appreciated if the algorithm was able to make page separations when pho-
tographing an e.g. book. Separating a picture into two pictures takes time, especially
when dealing with larger data sets. The main goal of this thesis is to help climate re-
searchers with automatizing parts of their work, enabling more time for them to deal with
other tasks. The less manual work required for the OCR, the more the main goal of this
thesis is fulfilled.

It is possible to create summaries preferable to humans in Swedish using GPT-3. Depend-
ing on the parameter values, instructions, and examples the output may vary a lot and by
iteration, a user will have to test different settings in order to achieve the desired output.

The settings of GPT-3 in this thesis may not work well on other data which one may want
to summarize with GPT-3. For data in another language it would not work well at all
and instructions and examples in that language would be essential in the prompt. Ac-
cording to the results, the settings used in this thesis proved to work in favor of the engine
Davinci-Instruct-Beta and quite bad for Curie-Instruct-Beta. With other parameter values,
instructions, and examples the results could be completely different. The cherry-picking
of data to be used in the evaluation and of the stochastic produced summaries inserts
a bias in the problem which has affected the results. Making other decisions regarding
cherry-picking different results could have been obtained.

The results from the survey show that for the data and settings used in this thesis the
engine Davinci-Instruct-Beta’s ability to summarize a text is equivalent to the author’s
ability to summarize. Using summaries from another human may have given a different
result. Determining which of the two performed best can be interpreted in two ways,
Davinci got the best results in most of the summaries individually but calculating the total
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votes the human got the best results. It also shows that Curie-Instruct-Beta is in no way
near the human ability to summarize text for the settings used in this thesis.

To improve the outputs from GPT-3 more experiments with the prompt and settings could
be done. It is also a possible option to use different instructions for the different engines
to see if it can make Curie-Instruct-Beta excel.

Based on the results of this thesis, if a user wants to summarize a text using AI the GPT-3
algorithm with its engine Davinci-Instruct-Beta is recommended
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Appendix
All code can be found in this GitHub repository: https://github.com/majalinderholm/
nlp_interact
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