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Abstract

Grammatical Error Correction refers to the task of automatically correcting errors
in written text, typically with respect to texts written by learners of a second
language. The work in this thesis implements and evaluates two methods to
Grammatical Error Correction for Swedish. In addition, the proposed methods
are compared to an existing, rule-based system. Previous research on GEC
for the Swedish language is limited and has not yet utilized the potential of
neural networks. The first method implemented in this work is based on a neural
machine translation approach, training a Transformer model to translate erroneous
text into a corrected version. A parallel dataset containing artificially generated
errors is created to train the model. The second method utilizes a Swedish version
of the pre-trained language model BERT to estimate the likelihood of potential
corrections in an erroneous text. Employing the SweLL gold corpus consisting
of essays written by learners of Swedish, the proposed methods are evaluated
using GLEU and through a manual evaluation based on the types of errors and
their corresponding corrections found in the essays. The results show that the
two methods correct approximately the same amount of errors, while differing
in terms of which error types that are best handled. Specifically, the translation
approach has a wider coverage of error types and is superior for syntactical and
punctuation errors. In contrast, the language model approach yields consistently
higher recall and outperforms the translation approach with regards to lexical
and morphological errors. To improve the results, future work could investigate
the effect of increased model size and amount of training data, as well as the
potential in combining the two methods.
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1 Introduction

The ability to communicate through the written medium is an essential skill in many
contexts in today’s society. For learners of a new language, linguistic knowledge of
the specific language that has not yet been acquired can lead to various errors in
written text. The presence of linguistic errors in writing may potentially decrease
the effectiveness of communication, constitute a distraction to the reader and in
the worst case lead to misunderstandings. Moreover, the perceived competence and
trustworthiness of the writer may be damaged when the reader notices errors in the
text (Planken et al., 2019), which could have negative implications in e.g. professional
settings. Another issue is the challenge for a computer to accurately process erroneous
texts, given that most of today’s NLP tools are developed for standard language.

In educational contexts, learners can obtain feedback on their writing and have their
texts proofread by an expert of the language. However, this task is time-consuming
for the proofreader and the feedback may not be available to the learner at any time.

While tools for automatically correcting errors have been around for many years in
e.g. word processors, these tools are often aimed at native writers. Thus, they may fail
to address the language issues specific to second language learners (Hammarberg and
Grigonyté, 2014).

Given this, extensive work has been done to develop tools for automatically cor-
recting spelling and grammatical errors made by second language learners, so far with
English being the dominating language of concern. These tools aim to enable rapid
checking and/or correction of the texts and may also facilitate the user’s language
learning (Nagata and Nakatani, 2010). In this thesis, the aim is to develop tools
for automatic Grammatical Error Correction (GEC) for texts written by learners of
Swedish.

1.1 Purpose

Up to this point, most research on GEC for the Swedish language has not utilized
the potential of neural network models. Instead, it has mostly investigated the use of
rule-based correction, smaller language models and machine learning algorithms with
a capacity below that of neural models. One likely reason for this is the difficulty to
develop and evaluate such models when annotated datasets specific to the GEC task
are lacking, which is the case for a majority of languages other than English.

The recently proposed SweLL gold corpus (Volodina, Granstedt, et al., 2019)
containing annotated Swedish essays written by second language learners has extended
the possibilities for research on the Swedish language within the GEC area. Using this
corpus as the guiding element, the work in this thesis will implement and evaluate
two methods for GEC.

The first method is based on a neural machine translation approach, where a model
for machine translation is trained to translate a text with errors into a corrected version.
The data used for training the model contains artificially generated errors, created
by inducing noise into a large amount of sentences from a corpus of grammatically
correct text. While this may work as a solution to the problem of data sparsity, the

5



system performance may suffer if the training on artificial errors fails to transfer well
to real examples.

The second method is based on a language model approach, where possible cor-
rected versions of an erroneous sentence are first created by substituting each word
with a set of alternatives. A Swedish version of the language model BERT (Devlin
et al., 2019) is then employed to estimate the likelihood of the sentence with regards
to each of the alternative words, aiming to find a corrected version of the sentence
that is more likely than the original. As this model has already been pre-trained on
large amounts of native Swedish data, it is advantageous in the way that it can be
used without the employment of large parallel GEC corpora. At the same time, it
may suffer from the drawback of not being trained on task-specific data.

This thesis aims to investigate the capacity for error correction of the two methods.
Specifically, the following research questions will be answered:

• How do the methods differ regarding their ability to correct errors?

• What are the strengths and weaknesses of the respective method with regards
to the types of errors that can be handled?

1.2 Outline

The thesis is structured as follows. In Chapter 2, the concept of Grammatical Error
Correction is presented, covering the development of the field and the most recent
approaches to the task for both English and Swedish, as well as the methods that have
been employed for extending the amount of data available for training.

In Chapter 3, the experimental setup of this study is defined, presenting the two
main approaches and the procedure for generating artificial training data. Further, the
evaluation methods and the data used for evaluating the models are described.

In Chapter 4, the results of the evaluations are presented and discussed, outlining
the strengths and weaknesses of the two methods in relation to the SweLL data.

In Chapter 5, the work is concluded and suggestions for future research are given.
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2 Background

This chapter presents the task of Grammatical Error correction and gives an overview
of the progress within the research area. Over the years, several different approaches
have been attempted to address the task, from rule-based systems to classification,
machine translation, language modelling and edit-based methods. The content in
this chapter will briefly cover the earliest approaches and focus on the more recent
advances of the field.

2.1 Grammatical Error Correction

The task of Grammatical Error Correction takes as input a text or sentence containing
some amount of linguistic errors and aims to transform the input into a grammatically
correct version. The errors may constitute grammatical errors as well as spelling errors
or other deviations from the norms of the specific language, such as word choice. An
example of an erroneous sentence and its corrected version is given below:

Original: På sommar jag ska flytta in i ett lägenhet har.

Corrected: I sommar ska jag flytta in i en lägenhet här.

(This summer I will move into an apartment here.)

The quality of the correction is evaluated against a gold corpus which commonly
contains erroneous texts that have been manually annotated with errors and/or
corrections (Y. Wang et al., 2020). Typically, the datasets used for developing GEC
systems consist of parallel corpora with ungrammatical texts and their corresponding
corrected versions.

Most of the recent approaches to GEC employ supervised neural models where
the need for large amounts of training data in order to reach high performance
levels poses a challenging aspect. For a majority of languages other than English, the
availability of such datasets is highly limited, which has lead to several strategies for
data augmentation in low-resource settings, such as using parallel sentences from
Wikipedia revision history (Lichtarge et al., 2019) or generating artificial errors by
inducing noise in a large corpus of grammatically correct text (Grundkiewicz and
Junczys-Dowmunt, 2019).

Another challenge is the fact that single sentences often contain multiple errors
of different types. Furthermore, the types of errors may differ with regards to the
writer’s native language based on the notion that the writer tends to transfer linguistic
characteristics from his or her native language during second language acquisition
(Richards, 1974). With the vast possibilities for language variation and given the
scarce availability of real examples to use for training, it is difficult to capably capture
every potential error pattern.

In order to promote the development of the field and ease the comparison of
different approaches, several shared tasks on grammatical error correction have been
organized during the last decade, e.g. HOO-2012 (Dale et al., 2012), CoNLL-2014
(Ng et al., 2014) and BEA-2019 (Bryant et al., 2019). These tasks provide predefined
datasets and evaluation measures to be used by the teams participating in the task
with the aim of developing the best-performing GEC system.
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2.2 Rule-based Correction

The first approaches to GEC employed hand-written rules which were often aimed
at detection of errors rather than correction, typically targeting a few error types
(Park et al., 1997, Schneider and McCoy, 1998). These methods commonly made
use of parsers and lexical or morphological resources such as lookup tables and
lexicons. Park et al. (1997) employed the Combinatory Categorial Grammar formalism
together with morphology tables and lexicons containing information about part-
of-speech and categories. Through these tools, they developed an English grammar
checking system that was able to identify errors regarding wrong capitalization, wrong
agreement, wrong verb form, missing fragments (e.g. subjects, prepositions, articles),
and redundant elements.

Schneider and McCoy (1998) detected errors through a parser employing a grammar
that had been extended with error-production rules corresponding to certain error
types made by learners of English. The inclusion of these rules meant that sentences
containing the specified error types could be accepted by the grammar and thus
identified by the parser. The types of errors were related to agreement and use of
determiners, whose error production rules were created from an analysis of writing
samples. When testing their system on ungrammatical sentences in essays, it correctly
flagged 63% of the addressed errors.

A third system utilizing error rules to identify grammatical problems is Granska
(Eng: “review”, “examine”), developed for the Swedish language (Domeij et al.,
2000). This system is further described in Section 2.8 on Swedish grammatical error
correction.

2.3 Classification-based Correction

In a classification-based approach to GEC, multi-class classifiers are typically trained
on large amounts of grammatically correct data to learn the contextual patterns of
certain part-of-speech types, e.g., prepositions or articles (Y. Wang et al., 2020). The
goal is then to correct sentences containing errors regarding these word types by
predicting the most likely replacement for an incorrect word from a set of candidates.
Works that used this technique include Han et al. (2006) and De Felice and Pulman
(2007) who corrected errors in article and preposition usage respectively. This was
done by extracting features representing the context of these word types, which were
then used to train classifiers.

More error types could be corrected by combining multiple classifiers that each tar-
gets a specific error type. Rozovskaya et al. (2013) developed an approach that aimed
to correct errors relating to the use of prepositions, articles, noun number, subject-verb
agreement, and verb forms, each handled by one of five classifiers. Depending on the
targeted error type, the classifiers employed different features such as word n-grams
and part-of-speech preceding or following the target word, and different data for
training.

While the classification approaches could be tailored to correct specific error types,
they required extensive feature engineering and only captured a limited amount of
errors. As discussed by Rozovskaya et al. (2014), one aspect that may impair model
performance is the occurrence of multiple errors in combination, since the way that
these errors interact with each other may obstruct the correction made by individual
classifiers.
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2.4 Correction by Machine Translation

In recent years, significant progress has been made by framing the GEC task as a
sequence to sequence problem inspired by machine translation (MT), first under the
statistical approach and later by utilizing neural networks. These methods aim to
translate an ungrammatical source sentence into its most probable corrected target
version. As with translation between two languages, large amounts of parallel data are
needed to train the models.

2.4.1 Statistical Machine Translation

Statistical machine translation is an approach where the translation model learns to
translate based on statistics from corpora of parallel texts in the source and target
languages (Koehn, 2009). More specifically, the goal is to find the most probable
sentence built from a number of possible alternatives at each step of the translation.
Typically, the translation can either be performed word-by-word or on the phrase
level. A phrase here refers to any multi-word unit and is not correlated with the
linguistic notion of a phrase. The probability of a translation for a certain word
or phrase is estimated based on the counts of the mappings between source and
target words/phrases in the training corpus. Hence, the units in the source and
target sentences need to be aligned. Further, a language model is leveraged to score
the translation hypothesises based on the probability of them occurring in a text,
an estimate that is learnt separately from a large monolingual corpus in the target
language.

Brockett et al. (2006) proposed one of the first works to utilize the statistical
MT approach, addressing errors regarding uncountable nouns, e.g. information and
homework in the Chinese Learner English Corpus CLEC (Gui and Yang, 2003). Using
data created by inducing artificial errors similar to those found in the CLEC corpus,
the MT system was trained on erroneous phrases aligned to their corresponding
grammatical targets. The system successfully corrected 61.8% of the errors in the test
data, which consisted of sentences from English websites in China.

Subsequently, systems were developed to target more error types in the data, which
was made possible e.g. by combining multiple components of rule-based correction,
statistical machine translation, a separate, large language model in addition to the
smaller model embedded in the MT system, and filtering of error types (Felice et al.,
2014). The rule-based system provided suggestions for the most common errors. The
candidate sentences from these suggestions were then ranked by the larger language
model, and the best translations passed on as input to the MT system. Then, the MT
system proposed translation hypotheses containing the 10 most likely corrections
for each sentence, scored using the language model built into the MT system. The
resulting correction candidates were then further ranked by the larger language model
to yield the most probable correction. Lastly, the filtering component was used to
exclude unnecessary corrections.

2.4.2 Neural Machine Translation

Neural machine translation is based on the concept of neural networks, which use
layers of units (or “neurons”) that compute functions over some input to predict an
output (Jurafsky and Martin, 2022). Using data consisting of parallel input and output,
such as sentences from a source and target language, the neural model can learn how
to transform the input into the output (Goldberg and Hirst, 2017).
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A type of neural network particularly suited for sequential data is the Recurrent
Neural Network (RNN). The RNN is realized through the so called encoder-decoder
mechanism (Cho et al., 2014), where an encoder maps an input sentence to a vector.
This is passed on to a decoder that generates a target sentence by predicting the next
word given the encoded vector and the previously predicted words of the sentence. In
addition, the use of an attention mechanism (Bahdanau et al., 2015) makes it possible
for the decoder to direct its focus to the most relevant parts of the source sentence,
without the need to remember the complete sentence.

In one of the first works to employ neural MT for GEC, Yuan and Briscoe (2016)
used a bidirectional RNN with attention trained on close to 2 million sentences from
the Cambridge Learner Corpus (Nicholls, 2003) and the FCE dataset (Yannakoudakis
et al., 2011).

While purely neural models were initially unable to compete with the best statistical
models, significant improvements were seen when the Transformer model (Vaswani
et al., 2017) was introduced, outperforming both the previous neural and statisti-
cal approaches for the GEC task (Junczys-Dowmunt, Grundkiewicz, Guha, et al.,
2018). The Transformer is an encoder-decoder architecture relying solely on attention
mechanisms. The attention enables the model to incorporate knowledge about the
other words in the sentence while processing a given word. More specifically, the
Transformer uses the concept of multihead attention by which it can jointly process
information from different parts of the sentence.

In the Building Educational Applications (BEA) 2019 shared task on Grammatical
Error Correction, two thirds of the participating teams utilized machine translation
approaches based on the Transformer (Bryant et al., 2019). As pointed out by the
organizers of the task, this resulted in that the main approaches of the proposed
systems were very similar, and their differences were mostly seen in factors such as
the use and generation of artificial data, the employment of multiple models, and the
application of output re-ranking.

For example, Grundkiewicz et al. (2019) evaluated sequence-to-sequence Trans-
former models of different sizes, and combined multiple models with a language
model. Their best-performing system was pre-trained on 100 million sentences con-
taining artificially generated errors, paired with their corresponding grammatically
correct versions. The training then continued using additional data consisting of au-
thentic errors, known as fine-tuning. Further, a right-to-left re-ranking technique
was employed where the sentences were processed by additional models but from
the opposite direction. Since these models use a different context than the regular
left-to-right models, they may be better at correcting certain error types.

2.5 Language Model Approaches to Correction

A language model (LM) is used to estimate the probability of a given sequence of
words, based on word sequences seen in the training corpus. The language model
approach to GEC is based on the idea that a sentence containing incorrect language
will have a lower probability than a grammatically correct sentence with the same
meaning (Bryant and Briscoe, 2018). Assuming that a sentence contains errors, the
aim is to find a way to transform the sentence into a version that is assigned a higher
probability by the language model.

In one of the first works to utilize a language model for GEC, the LM was combined
with classifiers that identified the most probable prepositions or articles in erroneous
sentences (Gamon et al., 2008). The corrected sentence proposed by the classifier was
then scored by the language model in relation to the original sentence. If the corrected
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version was assigned a higher probability, it was chosen as the correction. Hence, the
function of the LM was to validate the correction already suggested by the classifier.

Initially, the use of language models for GEC was overshadowed by the success
of translation methods, but in 2018, new progress was seen in a work by Bryant and
Briscoe (2018). This followed from the fact that a language model that has already
been trained on large amounts of grammatically sound text does not need much
annotated GEC-specific data to be applicable to the task. Hence, it may be especially
relevant for languages where there is little or no annotated training data available.

In their LM approach, Bryant and Briscoe corrected misspellings and inflectional
errors, morphological errors, and errors related to articles and prepositions. Using a
5-gram language model, their algorithm for correction was based on five steps: First,
the log probability of the input sentence was calculated by the language model. Then,
a confusion set containing possible replacements for each token in the sentence was
created. The language model then scored each version of the sentence where each
token had been replaced with each of the candidates from its confusion set. If a
replacement resulted in a sentence probability higher than a certain threshold, this
token was chosen to replace the original word. Lastly, these steps were repeated until
no more corrections could be done to increase the probability.

While this approach did not outperform the state-of-the-art results for GEC, it was
still comparable to some of the best machine translation systems. More than anything,
it demonstrated the potential in using a model that does not need large, annotated
datasets for training.

The use of more sophisticated language models was subsequently proposed by
Alikaniotis and Raheja (2019), who employed several language models based on the
Transformer, namely BERT (Devlin et al., 2019), GPT (Radford et al., 2018), and
GPT-2 (Radford et al., 2019). These models differ slightly in the way they have
been trained; the GPT and GPT-2 models are designed to predict the next word
in a sequence, while BERT aims to predict words that has been masked out in the
sequence.

Alikaniotis and Raheja (2019) applied the same method of utilizing confusion sets
to score different variants of each source sentence and targeted the same error types
as done by Bryant and Briscoe (2018). All their Transformer models substantially
outperformed the previous LM approach from Bryant and Briscoe and were not overly
far from the performance of the state-of-the-art systems. The performance of the
two GPT models were very similar, while BERT performed considerably worse. The
authors argued that this is due to the differences in the way the models have been
trained. The framing of the task was more suited for the GPT models which were
designed to predict the next word in a sentence. A different procedure where e.g. a
preposition in the sentence had been masked out in order to find the most probable
alternative might have enabled BERT to perform better.

Moreover, the authors pointed out that the method had some weaknesses, as
the corrections are limited to replacing errors with candidates in the confusion sets.
Hence, errors in the shape of missing words were not handled. Further, the system
was designed to only capture specific error types and did not cover errors outside of
this subset.

A slightly different approach that still utilized a large pre-trained language model
was proposed by Rothe et al. (2021). They employed the mT5 model (Xue et al.,
2020), which is a large-scale language model pre-trained on 101 languages. The mT5
is a multilingual version of T5 (Raffel et al., 2020), a Transformer-based text-to-text
model applicable to several different NLP tasks. Rothe et al. adapted the mT5 model
to the GEC task by generating artificial errors in the model’s training corpora for all
101 languages, while only English, German, Russian and Czech were evaluated. By
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pre-training on the grammatically corrupted data and then fine-tuning on annotated
datasets containing genuine errors, their results surpassed the previous state-of-the-art
on the standard GEC test sets for all four languages.

2.6 Edit-based Correction

While the translation approach to GEC aims to output complete sequences of tokens
and their error labels, the recently adapted edit-based approach works by solely
predicting the sequence of edits required to transform the incorrect sentence into
a correct version. The problem is thus reduced to a sequence labeling task, where
each token in a sequence is assigned a label, seen also in e.g. part-of-speech tagging or
Named Entity Recognition.

For the GEC task, the application of such a technique can be motivated by the
fact that for most of the time, there is substantial overlap between the erroneous
and corrected sentences. In a machine translation approach, learning to copy the
words that do not need correction requires considerable effort in terms of data and
computations, while a sequence labeling system could simply label all the input words
with an edit for copying. Naturally, this would not be the end goal since nothing gets
corrected, but it would still yield better results than generating wrong words in cases
where they should have been copied straight off as they were. Works employing the
edit-based technique for GEC include Awasthi et al. (2019), and Omelianchuk et al.
(2020).

Awasthi et al. (2019) proposed a set of copy, delete, append, and replace operations,
as well as operations that applied inflection to words in order to transform the source
sentences into the target sentences. Further, the edit operations for each token were
predicted independently from the other tokens, meaning that they can be predicted in
parallel and is thus faster than processing the tokens sequentially. As some corrections
may be dependent on a previous correction, the tagging process was reiterated several
times for each sentence and applied to the most recent output. They employed a pre-
trained BERT model which was further trained on a corpus containing synthetically
generated errors.

Similarly, Omelianchuk et al. (2020) proposed a set of 5000 tags denoting operations
such as keeping, deleting, inserting or swapping tokens, changing the form of verbs,
or converting between singular and plural for nouns. They also utilized a BERT-like
Transformer model trained on artificially generated data. Additionally, several encoders
from pretrained transformers (BERT, RoBERTa, GPT-2, XLNet, and ALBERT) were
employed and evaluated both as single models and when combined into ensembles.
As the predictions were done in parallel, the speed of the system was at the time of
writing 10 times faster than the state-of-the-art Transformer performing sequential
decoding.

2.7 Data Augmentation Methods

Since the amount of parallel training data required to train large neural translation
models is limited, especially for languages other than English, several methods that
aim to generate additional training data have been proposed. Two approaches applied
in recent years are back-translation and different noise injection techniques. The
back-translation approach works by training a reverse translation model to translate
clean sentences into erroneous sentences from existing parallel data (Kiyono et al.,
2019). The generated erroneous sentences are then paired with the original, error-free
sentences. One advantage of this method is the potential to generate a large variety
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of errors with an error distribution similar to that of real data (Xie et al., 2018).
However, this presupposes that some amount of parallel data to use for training such
a model already exists.

The noise injection approach constitutes directly injecting noise into the clean
sentences through certain operations, such as deleting, adding, replacing or swapping
tokens in the sentence with some probability (Zhao et al., 2019). Additionally, the
noising operations can be applied on the character level to create spelling errors
in individual words, as proposed by Lichtarge et al. (2018). To make the possible
token replacements more realistic than randomly sampling a word from a vocabulary,
confusion sets containing words that are likely to be confused with each other can be
employed.

Grundkiewicz et al. (2019) built such confusion sets by extracting suggestions
provided by a spellchecker that produces suggestions based on the orthographic and
phonological similarity between words. Noise could thus be induced into clean sen-
tences by sampling a number of words and replacing them with a random suggestion
from the spellchecker. For example, the word large could produce a confusion set
containing the words larger, lag, lake, barge, Lodge, lodge.

Another method was proposed by Li and He (2021), where the error patterns of
annotated data were extracted in order to create a noising scheme that use word
replacements based on which words that were confused in the real data. An example
given was to replace the word is with are, as this would mimic an error seen among the
error patterns. Li and He (2021) further employed additional noising schemes where
tokens were replaced with synonyms, inflection forms and, in cases of functional
words such as determiners and prepositions, another word of the same type.

A method where errors could be induced into grammatical sentences from a given
error tag was proposed by Stahlberg and Kumar (2020). Their approach made it
possible to generate many different versions of the same input sentence based on
the error tag. For example, the input sentence “There were a lot of sheep” might
be changed to “There were a lot of sheeps” given an error tag corresponding to a
morphological error, or to “There was a lot of sheep” given a tag denoting a subject-
verb agreement error. The sentence corruptions could be generated either with an
edit-based Transformer model which could predict the error tag and the edits needed
to change the source sentence into the target, or by producing the complete sentences
with a regular Transformer trained on a parallel corpus consisting of grammatical
sentences annotated with error types.

2.8 Swedish Grammatical Error Correction

In the late 90’s, a project focusing on Swedish grammar checking resulted in the
Granska system (Domeij et al., 2000). This system utilized part-of-speech tagging,
morphological features, phrase structures, and a set of error rules in order to identify
grammatical problems in sentences, such as agreement errors and split compounds.
Granska was originally developed for native Swedish writers, and in the succeeding
CrossCheck project, the aim was to adapt the system to second language learners
(Bigert et al., 2004). This was done through two additional systems: ProbGranska,
which was built on a statistical method that finds unconventional grammatical con-
structions from part-of-speech trigram frequencies (Bigert and Knutsson, 2002),
and SnålGranska, implemented by training a machine learning algorithm to detect
split compound and agreement errors based on artificially generated erroneous texts
(Sjöbergh and Knutsson, 2005). The project also resulted in the development of a
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corpus containing texts written by learners of Swedish (Lindberg and Eriksson, 2004),
which were used to evaluate the grammar checking methods.

More recently, several studies addressing linguistic errors in text but with a more
limited focus on a few error phenomena have been proposed. For example, Grigonyte
and Hammarberg (2014) investigated how misspellings made by learners of Swedish
as a second language are affected by the pronunciation of the intended word. With
the help of a spell-checker and a dictionary with information about pronunciation,
they measured the similarities between the misspelled word and the pronunciation of
the correct word, and the correct spelling and the pronunciation of the correct word.
From this they were able to identify that approximately 21% of all misspellings were
affected by the pronunciation of the intended word.

Pilán and Volodina (2018) proposed a method to correct errors in texts written by
learners of Swedish through correction candidates obtained from word embeddings.
These represent words in a vector space where words similar in meaning are expected
to be close in proximity to each other (Bengio et al., 2000). This means that words with
a particular meaning which have been used in a similar way on numerous occasions but
with different spelling due to an error may have a similar vector representation. Hence,
by retrieving the most similar words for a misspelled word from the embeddings,
there is a chance that the intended word will be among these.

Getman (2021) developed a tool for automatically detecting erroneous words and
sequences of words, which then provides suggestions on similar words and morpho-
logical features to use as corrections. The system utilized a language model to find
unknown words or bigrams containing unknown word sequences. These words and
bigrams were segmented using the morphological segmentation tool Morfessor (Smit
et al., 2014). The segments were then combined with other segments derived from
the same word in order to form new words. The different combinations were scored
with a sub-word language model to identify the most likely correction candidates.

The corrections were then suggested to the user, when applicable also including the
most probable morphological features that should be applied in order to correct the
sequence. This was achieved by first using the language model to find a number of
words most likely to follow the unknown word, and further filtering out words whose
part-of-speech made it less suitable in the context. The most frequent instances of
the morphological features extracted from these words were then shown to the user.

While examples of the segmentation procedure is not provided by Getman, the
unknown bigram “din mobilen” (Eng: *your the phone) might, among other segments,
have resulted in the segment “mobil”. The new bigram “din mobil” could thus be
suggested to the user along with other alternative bigrams and the recommendation
to use the indefinite form of “mobilen”.

A corpus with news articles consisting of approximately 6.8 million sentences were
used to train language models. As discussed by the author, the reliance on bigrams to
identify incorrect sequences resulted in low recall, while using trigrams and fourgrams
lead to many false positives, which could possibly be mitigated by a larger training
data size.
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3 Methodology

This chapter presents the procedure of developing the two methods for Grammatical
Error Correction which are compared in this work. First, the data used to evaluate
the systems is described, followed by a section on common evaluation metrics and
the chosen evaluation process. The two separate approaches are then presented.

3.1 Data

The data used for model development and evaluation comes from the SweLL (Swedish
Learner Language) gold corpus (Volodina, Granstedt, et al., 2019), a collection of 502
essays written by learners of Swedish from the age of 16 between the years 2017–2021.
The essays have been collected from schools teaching Swedish as a second language,
i.e. SFI (Swedish for immigrants), universities and upper secondary schools. The essays
have been classified into the three proficiency levels beginner (A), intermediate (B)
and advanced (C), which are approximate levels based on the course levels given
at different school types. The beginner level corresponds to courses from SFI, the
intermediate level represents courses in adult education for Swedish as a Second
Language (SVA), and the advanced level constitutes upper-secondary education and
university courses. A total of 81 unique native languages are represented among the
writers.

A normalized version of each essay has been created where the deviations from
standard Swedish have been corrected, and the changes made to the original essays
have been annotated with correction labels from a taxonomy of 35 different correction
types. Additionally, to ensure that the essay writers remain anonymous, the essays
have been pseudonymized by replacing words that can identify the writer with
pseudonyms.

As described in the SweLL correction annotation guidelines (Rudebeck and Sund-
berg, 2021), the taxonomy of correction types constitutes five main categories: 1)
orthographic corrections, referring to corrections related to spelling, casing, and
spaces and hyphens, 2) lexical corrections, addressing errors related to word choice
and formation, 3) morphological corrections, relating to inflectional morphology, 4)
syntactical corrections, addressing phrase and clause structure as well as missing or
redundant words, the order of words, and other more complex syntactic corrections,
and 5) punctuation corrections, addressing the use of punctuation marks and sentence
boundaries.

3.1.1 Data Preprocessing and Splitting

In order to evaluate the system output in relation to source and target sentence
pairs, the sentences need to match in number and be aligned to their corresponding
source/target versions. The SweLL gold corpus contains 7 807 original sentences
and 8 137 normalized sentences. This is the result from the normalization process,
where some of the original sentences have been split into multiple sentences. To
obtain the parallel dataset required for evaluation in the present study, the original
dataset is adapted by manually splitting the original sentences to align with the 8,137
normalized sentences, hence creating a dataset of 8,137 sentence pairs. Some essays

15



Version Sentences
SweLL Gold

Corpus
Original 7,807
Normalized 8,137

Validation

Level A 1,334
Level B 208
Level C 760
Total 2,302

Test

Level A 1,719
Level B 782
Level C 3,334
Total 5,835

Table 3.1: Sentences in the SweLL Gold Corpus and aligned data splits used in model training and
evaluation.

in the original dataset contain essay identification numbers included at the beginning
of the running texts of the essays, and several essays have newline characters within
sentences which reflects the use of line breaks by the essay writers. The adapted
version of the dataset is further cleaned by removing such essay identification numbers
and new line characters.

The SweLL gold corpus is split into test and validation parts, where the validation
data enables the translation model to measure the progress during training. Since the
SweLL gold corpus contains essays over three different levels which may contain
different types of errors, the splitting of validation and test sets is done so that the
proportions of the different levels match the proportions in the complete corpus.
Further, the sentences included in the validation set are randomly sampled as complete
essays, ensuring that essays in the validation set do not also occur in the test set.
Statistics for the SweLL gold corpus and the selected data splits can be seen in
Table 3.1.

3.2 Evaluation

The output of a GEC system typically contains sentences annotated with error/correction
tags with the same format as in the dataset used for testing. The evaluation of the
system performance is done by comparing the system output on the test set to the
gold standard, i.e. the correct sentences. Evaluation measures based on this method
include e.g. Errant (Bryant et al., 2017), which extracts the edits from the original and
corrected sentence pairs and assigns them to error types from a set of 25 categories.
The edits in the system output are then compared to the edits of the gold standard
by measuring the overlap. An advantage of this measure is the possibility to group
the results by error type and hence evaluate how the system performed on different
errors.

Another method for evaluation is to measure the performance based on the cor-
respondence of output and reference sentences only, without the use of any er-
ror/correction tags. The GLEU (Generalized Language Evaluation Understanding)
metric (Napoles et al., 2015) has been inspired by the BLEU metric (Papineni et al.,
2002) used to evaluate machine translation. GLEU compares n-grams between the
reference and system output, and calculates a weighted precision of n-grams that gives
extra weight to n-grams which have been correctly changed. This is done to reflect
the fact that in a monolingual task such as GEC, only some parts of the sentence
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need to be changed, while unchanged words in a bilingual translation task would be
considered an error.

In this thesis, the GLEU measure is used to evaluate the overall performance on
the test set for both models. In addition, a smaller sample of the systems’ outputs are
manually compared to the corresponding sentences in the SweLL gold data. This is
done by utilizing the graphic interface of the SVALA tool (Volodina, Matsson, et al.,
2019), which is the tool used to pseudonymize and normalize the essays from the
SweLL gold corpus, and annotate them with the correction labels. An example of an
annotated sentence pair in SVALA can be seen in Figure 3.1.

Figure 3.1: Example of a sentence pair in the SVALA tool.

The sentences from the system’s output are assigned labels with regards to whether
the eventual changes match the corrections in the gold sentences. For instance, a
word in the original sentence may have been labeled with a M-Def tag, indicating a
correction relating to the definiteness of a word, and paired with a normalized sentence
where this correction has been applied. If the sentence from the system’s output has
successfully been assigned the same correction, this correction label is marked with
1, and else with 0. Compiling statistics based on the individual corrections enables a
comparison between the two models regarding which error types were best handled
by each model respectively.

3.3 Method 1: Translating Erroneous Sentences

Through this method, the aim is to translate incorrect sentences into corrected versions.
First, a new parallel dataset containing sentences with artificially generated errors is
created, based on a large corpus of news articles. Utilizing the Transformer architecture,
the translation model is trained on this dataset, and then used to translate the test
portion of the SweLL data. An overview of the method can be seen in Figure 3.2.

Figure 3.2: Overview of Method 1.

3.3.1 Artificial Error Generation

In order to satisfy the training data size requirement for the Transformer model,
approximately 10.8 million grammatically correct sentences are corrupted into erro-
neous versions. The erroneous sentences are then paired with the original sentences
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to form a parallel dataset for training. The original sentences come from the news
portion of the publicly available Swedish Culturomics Gigaword Corpus (Eide et al.,
2016) between the years 2010–2015.

The error generation is inspired by the process described by Grundkiewicz et al.
(2019), who used a spellchecker to obtain suggestions for substituting and inserting
words into grammatical sentences, and in addition swapping and deleting words. The
idea of the spellchecker is to obtain word replacements that are similar to the original
word, with the aim to mimic a situation in which the writer might have confused
the chosen word with the intended word. Given that the spellchecker can generate
suggestions even for correctly spelled words, the word “accept” may result in the
suggestions {accepts, accent, accepted, except, accede, accost}. Grundkiewicz and
Junczys-Dowmunt (2019) found the method of incorporating confusion sets from
a spellchecker to yield higher performance of the translation model than methods
employing Levenshtein edit distance (Levenshtein et al., 1966) or similarities obtained
from word embeddings.

In an attempt to make the errors more realistic and diverse, the present work also
introduces errors in the sentences based on linguistic knowledge, as done e.g. by
Li and He (2021). This is realized by first examining the types of errors made in
the development data in order to form an idea of what linguistic characteristics are
involved in those errors. The aim is then to reproduce these patterns in the error
generation procedure. To facilitate this, a large Swedish lexicon called SALDO (Borin,
Forsberg, and Lönngren, 2012) which includes morphological information about the
word entries is employed, as well as lists of common articles and adpositions.

Errors in the SweLL Gold Corpus

The SweLL correction annotation guidelines provide an overview of the distribution of
correction labels in the data, grouped according to the five main categories which each
contain several labels, and a sixth group of miscellaneous tags. In addition, statistics
about the correction label distribution and the corresponding corrections in the essays
can be viewed in the graphical interface of KORP. KORP (Borin, Forsberg, and
Roxendal, 2012) is the corpus infrastructure of Språkbanken (the Swedish Language
Bank), which provides the access to the SweLL gold corpus.

With a focus on the most common types, this tool is used to analyze the correction
labels, which amounts to a total of 29 285 labels, along with the error distribution
overview and the examples provided in the correction guidelines. While the distribu-
tion of errors is too diverse to be completely covered in the error generation within
the scope of this project, some noticeable patterns are observed and hence leveraged
in the error generation algorithm.

For the Orthography category, the regular spelling error (O) is the most common
correction label. By studying the occurrences of these errors in KORP, it is found that
a significant proportion of the misspellings is related to the use of the letters å, ä, ö, as
these letters seem to have been confused with the letters a, e and o. Other common
spelling errors are the use of a single consonant in words that are to be spelled with
double consonants, the use of a single k in place of ck, and the dropping of the last
character of the word.

In the Lexical category, the most common correction label L-W denotes errors
regarding incorrect choice of a word or phrase. The KORP statistics show that ad-
positions are frequent among these errors, and the most suitable adposition is often
mistaken for another adposition.

Errors common in the morphological category are related to incorrect use of definite
and indefinite forms of nouns, adjectives, particles, pronouns, and articles, labeled
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under the M-Def tag. For example, the indefinite form of the word “familj” (family)
is frequently used in contexts where the definite form “familjen” (the family) would
had been correct.

The M-Verb label also has a high number of occurrences in this category, denoting
corrections involving verb inflection and the use of auxiliaries.

In the syntactical category, common errors include missing and redundant words
(labeled S-M and S-R respectively), while errors in the punctuation category often
constitutes missing punctuations (P-M).

Error Creation Operations

This section describes how the operations substitute, insert, delete, and swap are used
for inducing noise into the clean sentences, and how they are intended to handle
various error types including the ones observed from the analysis of the SweLL corpus.

Substitute Substitutes a word with another word. The source of the substitution
depends on the part-of-speech tag of the word. Nouns, adjectives, verbs, and
pronouns are substituted with another, randomly selected, word form of the
given word. The word forms are obtained from SALDO, and word substitutions
from this source are intended to mimic errors related to morphology.

Articles and prepositions are substituted with a randomly selected word of the
same type from word lists containing articles and common adpositions. This
procedure is included to reflect the high frequency of preposition errors among
the correction labels regarding wrong word choice, and to mimic errors of
incorrect use of articles.

Words not from these part-of-speech categories are substituted with a sim-
ilar word randomly selected from a confusion set generated by the aspell
spellchecker.1 The word replacements from such a confusion set intend to
mimic additional errors of wrong word choice. In case the spellchecker was
unable to provide any replacements, the word is simply replaced with a random
word from a vocabulary built from the original 10.8 million sentences, which
includes the 10 000 most common words.

Insert Inserts a random word from the vocabulary at the position following a given
word. Although this operation does not create particularly realistic errors, it
intends to mimic the use of redundant words.

Delete Deletes a given word from the sentence. This operation is intended to create
errors of missing words.

Swap Swaps a given word with the following adjacent word. This operation may
mimic incorrect adverbial or finite verb placement, or other word order errors.
Not taken into consideration is that some word order errors may involve longer
distances between the misplaced words, and hence, these errors might not be
learned by the translation model.

Spelling and Punctuation Errors The spelling errors are induced on top of the word
level operations by applying the same operations on the character level. Consequently,
a random character from the alphabet may substitute a given character in the word or
be inserted adjacent to the character, and a character may be deleted or swapped.

1http://aspell.net/
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Furthermore, to recreate the commonly occurring spelling errors regarding the use of
å, ä and ö, these characters are replaced with vowels often confused with the respective
letter. If double consonants exist, these are changed to single consonants, and the use
of ck is changed to a simple k. Finally, to create errors of missing punctuation, an
operation exists that removes a full stop or comma, if present in the sentence.

Error Generation Algorithm

In this section, the algorithm used to sample words to be perturbed in the sentences
is described. The approach mainly follows the procedure proposed by Grundkiewicz
et al. (2019). An overview of the error generation process is seen in Figure 3.3.

Figure 3.3: Overview of Error Generation Process.

Word Level Errors For each input sentence, a value is sampled from a normal distri-
bution with a mean of 0.2 corresponding to the word error rate of the SweLL data,
and an arbitrary standard deviation of 0.2. This value is multiplied with the sentence
length and rounded to the nearest integer. This integer defines the number of words
to change, which are then randomly sampled from the sentence.

For each of the sampled words, one of the operations substitute, insert, delete and
swap as described in the previous section is performed. The operation to be performed
is randomly selected with probabilities chosen to match the distribution of errors
in the SweLL corpus that the respective operation intends to mimic. While this is
difficult to quantify and control with high precision due to the many correction types
in the taxonomy, the estimated probabilities are set as seen in Table 3.2 on the next
page.

Character Level Errors Following the error generation at the word level, spelling
errors are induced in the sentence with a probability of 0.4, given that the SweLL
gold corpus contains on average 0.4 spelling errors per sentence. Thus, the probability
of one spelling error is 0.4. To obtain the probabilities of additional spelling errors
up to the number of tokens in the sentence, this value is decreased by raising it to
the power of each of the integers denoting the token index in the sequence of tokens
(e.g. 1, 2, 3, 4, 5). A random number of spelling errors to induce in the sentence is
sampled based on these probabilities. Which type of spelling error operation to apply
is then sampled with arbitrary probabilities chosen with the same values as used by
Grundkiewicz et al. (2019) (see Table 3.2 on the following page).

As an exception to the conditions regarding spelling error induction, the algorithm
favours errors related to the use of å, ä, ö and double consonants, by first checking
if these can be generated in the word. If not possible, the algorithm proceeds to
randomly select one of the standard operations. Here, the delete operation deviates
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Operation Probability
Word level Character level

Substitute 0.69 0.7
Insert 0.08 0.1
Delete 0.13 0.1
Swap 0.1 0.1

Table 3.2: Probabilities for error generation operations

by only deleting the last character of the word as opposed to deleting any random
character, as this type of error was observed to be common in the SweLL gold corpus.

Lastly, if the sentence contains a full stop or comma, this is removed with a
probability chosen to resemble the distribution of this correction label in the SweLL
gold corpus. As there are 1,834 errors corrected for missing punctuation in the
original 7,807 sentences, the probability of a missing punctuation error in a sentence
is estimated to 1, 834/7, 807 = 0.23. Examples of a artificially generated sentences
with errors and their clean, original versions are seen in Table 3.4.

Original
Den kreativa processen är aldrig enkel, men tid ökar chansen
att det blir bra, resonerar han.

+ Errors
Dren kreativa process ärt enkel aldrig, men tid ökar chansen
att wn blir bra, resonerar han .

Gloss
The creative process is never easy, but time increases
the chance that it will be good, he reasons.

Original
Det kan låta konstigt, men det är faktiskt lätt att glömma bort
sig och köra för fort på 50-, 70- och 90-vägar.

+ Errors
Det kan låta konstigt, men det är faktiskt lätt att glömma bort
sig och kora för flört på dam 50-, 70- och 90-vägar.

Gloss
It may sound strange, but it’s actually easy to forget
and drive too fast on 50, 70 and 90 roads.

Figure 3.4: Examples of artificially generated sentences.

3.3.2 Transformer Models

As briefly described in the Background chapter, the Transformer (Vaswani et al., 2017)
is an encoder-decoder model based solely on attention mechanisms (Bahdanau et al.,
2015), with the ability to process the words of a sentence in parallel rather than
sequentially. Its benefits over recurrent models include less computational complexity
and time, and better handling of long-range dependencies in the sentences. The
components of the Transformer architecture (seen in Figure 3.5 on the following page)
are stacks of encoder and decoder layers that the input sentences are passed through.
The encoder component transforms the input sentence into a vector which is then
used by the decoder to output a translation. As described by Vaswani et al. (2017),
the encoder component constitutes 6 layers, which each is made up of a multi-head
self-attention mechanism and a feed-forward network. The multi-head self-attention
mechanism is in turn composed of 8 parallel attention layers, which each can process
different aspects of the relationships between the words in a sentence. In other words,
the calculations done through the self-attention carry information about the relevance
of a given word to the other words in the sentence.
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Similar to the encoder, the decoder contains 6 blocks with multi-head self-attention
and a feed-forward network. In addition to this, each block also contains a masked
multi-head attention layer, which ensures that the decoder can only base its prediction
for a given word on the preceding, already predicted words in the sentence, and not
on the subsequent words. Lastly, the decoder component applies a linear transforma-
tion and a softmax function to transform the output into next-token probabilities
corresponding to the tokens in the model’s vocabulary for the target language.

Figure 3.5: The Transformer architecture. Adapted from Vaswani et al. (2017).

Attention

The computations performed in the attention layers are dot products between the
vectors of the pairs of input tokens, allowing the vectors to be compared to each other
(Jurafsky and Martin, 2022). These vectors can take on three different roles, known as
query, key and value:
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Figure 3.6: Multi-Head Attention. Adapted from Vaswani et al. (2017).

• The query constitutes the word which is currently being compared to the
previous words, that is, the focus of attention.

• The key constitutes a word which precedes the word currently being attended
to.

• Lastly, the value is used when calculating the output resulting form the input
which is the current focus of attention.

To obtain vectors representing the different roles, the input vectors are multiplied
with weight matrices for the respective role, which are learned during training. In
order to compare an element at the current focus of attention with a previous element,
the dot product between the query and the key vectors is calculated. To avoid that
this product becomes too large, it is scaled by dividing it by the square root of the
query and key vectors’ dimesionality, denoted as

√
𝑑𝑘 .

The scores obtained from these scaled dot product calculations, over all previous
elements in the sequence, are normalized by a softmax function which turns them
into probabilities, represented as a vector of weights. These weights denote the
proportional relevance of each previous word to the current focus of attention. The
output at the current timestep can then be generated by multiplying the value vectors
obtained so far with their respective weights and summing them.

Advantageously, the attention calculations can be done over the complete input
sequence in parallel by combining all the input vectors into a single matrix, and
subsequently produce matrices of the queries (Q), keys (K) and values (V) as well.
The attention computation can then be denoted as follows:

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄,𝐾,𝑉 ) = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (𝑄𝐾
𝑇

√
𝑑𝑘

)𝑉

In addition, since the Transformer utilizes multi-head attention, the attention
function is performed in each of the layer’s 8 attention heads, using different matrices
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for the keys, queries and values. The outputs from the heads are then concatenated
and can be used in further processing (see Figure 3.6 on the previous page).

To be able to attend to the source sentence when producing the output in the
encoder, the queries in the current decoder layer come from the decoder layer below
it, while the keys and values come from the final layer of the encoder (Vaswani et al.,
2017). According to Jurafsky and Martin (2022) this is realized in an extra attention
layer in the decoder, known as cross-attention or encoder-decoder attention.

3.3.3 Experimental Setup

The artificially generated dataset of 10.8 million sentences is used to train a Trans-
former model for translation. Prior to training, the data is segmented into subword
units through byte pair encoding (Sennrich et al., 2016), using 85,000 merge op-
erations. The model is trained with the marian-nmt toolkit (Junczys-Dowmunt,
Grundkiewicz, Dwojak, et al., 2018), and the training configuration mostly follows
the setup of the sequence-to-sequence model proposed by Grundkiewicz et al. (2019).
While they employed the larger Transformer model in their final system, here the
“Transformer Base” is used, producing vector outputs with a dimensionality of 512
units, and with the same number of layers and attention heads as in the original
configuration proposed by Vaswani et al. (2017) described in the previous section.

The training is done for 5 epochs, meaning that the model processes the entire
training data 5 times. Every 5000 updates, the model is validated on the validation set
using GLEU. If the model has not improved the GLEU score for 10 successive runs,
training is stopped.

Optimization The training is done using the Adam (Adaptive Moment Estimation)
optimizer (Kingma and Ba, 2014). As described by Jurafsky and Martin (2022), the
optimizer is in control of the model’s learning by updating the weights of the model
to minimize the loss function. The loss function is calculated in terms of cross-entropy,
quantifying the distance between the predicted output and the true target value. In
order to learn the weights that minimize the loss function, gradient descent is used.
Briefly described, this method utilizes the gradient of the loss function, which is a
vector with a direction that results in the largest increase of the function’s value. To
make the value smaller, the update is thus made in the opposite direction of the
gradient.

Mini-batches are dynamically sized to fit into one GPU with 16 GB memory. The
size of the mini-batch denotes the number of sentences over which to compute the
gradient and update the weights. Optimizer delay (Bogoychev et al., 2018) with a
value of 3 is applied to delay the updates of the optimizer to be done every three
batches. This delay accumulates the gradients before they are sent to the optimizer,
hence reducing the communication with the optimizer and improving speed.

Learning Rate The learning rate affects the size of the update made by the optimizer.
Following Grundkiewicz et al. (2019), a learning rate of 0.0003 is used. Learning
rate warm-up (Goyal et al., 2017) is applied for the first 16,000 iterations, and the
learning rate is then exponentially decayed. The warm-up intends to make the model
more stable in the early stages of training by carefully updating the weights, starting
from a smaller learning rate than intended and gradually increasing it. By decaying
the learning rate, the model performs the updates in smaller steps as it approaches
the minimum, thus aiding the model in finding this minimum rather than oscillating
around it (Nakamura et al., 2021).
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Dropout According to Junczys-Dowmunt, Grundkiewicz, Guha, et al. (2018),
dropout can be used to corrupt the source sentences further and thereby condi-
tion the model to become more inclined to correct errors rather than just copying the
words. Similar to Grundkiewicz et al. (2019), dropout is applied in the current model
on entire embedding vectors for source and target words with probabilities of 0.3 and
0.1. Dropout is additionally applied between transformer layers with a probability of
0.3, and to the transformer attention and feed-forward networks with a probability of
0.1.

Smoothing Label smoothing (Szegedy et al., 2016) is applied with a factor of 0.1.
This type of regularization is done to make the model more adaptable and prevent
it from becoming too confident about its predictions, by introducing a smoothing
factor to the final output probabilities such that the gap between the largest and all
the smaller probabilities is diminished. Müller et al. (2019) demonstrated that this
smoothing mechanism improves machine translation quality in terms of BLEU score
and accuracy, while also making the confidences of the model’s predictions better
match the accuracy of those predictions. Additionally, using a smoothing factor of
0.0001, exponential smoothing (Junczys-Dowmunt, Grundkiewicz, Dwojak, et al.,
2018) is applied by exponentially averaging the parameters of the model, which is
continually done during training.

Tied Embeddings The embeddings of the encoder and decoder as well as in the output
layer all share the same weights. This tying of embedding matrices was proposed by
Press and L. Wolf (2017), who showed that it can reduce model size considerably
without decreasing performance.

Decoding Decoding is done with beam search using a beam size of 12. Thus, for
every step in generating words in the output sentence, the 12 words with the highest
probability from the entire vocabulary are kept as options. At a given step, the 12 best
hypotheses are extended at the subsequent step, again scoring all possible next words
and keeping the 12 best hypotheses. This continues until 12 full sentence hypotheses
have been generated, whose scores are then normalized by sentence length. Finally,
the hypothesis with the highest score is selected as the output sentence.

3.4 Method 2: Scoring Sentences with BERT

In this method, the pre-trained language model BERT is used to score the likelihood
of sentences, comparing an original, erroneous sentence with alternative corrected
versions. The potentially corrected versions are created by replacing every word in the
sentence with each word from a set of alternative words. Similar to the generation
of erroneous sentences in the previous method, the word replacements are obtained
from the Aspell spellchecker and the SALDO morphology lexicon. The method aims
to find a sentence where the replaced words result in a higher likelihood compared to
the original sentence. The underlying assumption is that a correct sentence is more
likely than an incorrect.

This section begins by introducing BERT, its Swedish version KB-BERT, and the em-
ployed approach of masked language model scoring. The procedure for implementing
an error correction method by means of these techniques is then described.
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3.4.1 Bidirectional Encoder Representations from Transformers (BERT)

Bidirectinal Encoder Representation from Transformers (BERT) (Devlin et al., 2019) is
a language representation model based on the Transformer, but using only the encoder
component of the architecture. Accomplished through the steps of pre-training and
fine-tuning, BERT can be applied to numerous natural language processing tasks. In
the pre-training step, BERT was trained on a large amount of unlabeled data, namely
the BookCorpus (Zhu et al., 2015), consisting of 800 million words, and English
Wikipedia, consisting of 2,500 million words. During fine-tuning, the parameters
learned from the pre-training step are used to initialize the model, which is then
further trained on smaller, labeled datasets which target specific NLP tasks, such as
classification and Question Answering.

BERT was implemented in two different sizes, differing in terms of the number of
Transformer blocks, size of embedding vectors and number of self-attention heads
used. The 𝐵𝐸𝑅𝑇𝐵𝐴𝑆𝐸 has 12 Transformer blocks, a hidden size of 768 units, and 12
self-attention heads. The 𝐵𝐸𝑅𝑇𝐿𝐴𝑅𝐺𝐸 has 24 Transformer blocks, a hidden size of 1024
units and 16 self-attention heads.

Masked Language Modelling

The bidirectional nature of BERT means that for a given token in a sentence, the
model can attend to both the previous and succeeding words, i.e., the left and right
context. This is realized through one of two pre-training steps, known as Masked
Language Modelling. During training, 15% of the input tokens are randomly masked
by replacing them with a [MASK] token. The aim of the model is to predict the original
token, which is done using cross-entropy loss where the outputs are compared to
the true values and the weights of the model are adjusted iteratively to minimize the
difference.

It should be noted that the [MASK] replacement is only used in 80% of the cases,
and 10% of the time, the token is replaced by a random token, and for the remaining
10%, the original token is simply left unchanged. This is done to mitigate the fact that
the [MASK] token does not occur in the fine-tuning step. Further, the keeping of the
original token conditions the model towards the actual answer.

Next Sentence Prediction

The second pre-training task is Next Sentence Prediction, in which the model learns to
handle tasks involving two sentences that are related in some way, such as in Question
Answering and Natural Language inference. Here each pre-training example consists
of a pair of sentences following each other, denoted as sentence A and sentence B.
In 50% of the cases, sentence B is a sentence that is naturally expected to follow
sentence A, i.e. there is a semantic relationship between the sentences. In the other
cases, sentence B is a random sentence from the corpus. The goal of the model is to
predict whether or not sentence B is the next sentence to follow sentence A.

3.4.2 Swedish BERT

A Swedish version of BERT called KB-BERT has been developed by the National
Library of Sweden (KB) (Malmsten et al., 2020). The model has been trained on texts
from a variety of sources including newspapers, government reports, e-books, social
media, and Swedish Wikipedia, amounting to a total of 260 million sentences. For
the tasks of Named Entity Recognition and Part-of-Speech tagging, the model has
been shown to outperform the multilingual version of BERT and a Swedish version

26



from the Swedish Public Employment Service (which was trained on considerably
less data).

3.4.3 Masked Language Model Scoring

BERT has been designed to mainly predict single words from the left and right context
of a sentence, rather than the probability of the complete sentence. However, it is
possible to estimate the pseudo-log-likelihood score of a sentence by masking each
word one at a time, compute the log-probabilities of the original words, and then
summing them to obtain a single score for the complete sentence. This approach was
initially explored by A. Wang and Cho (2019) and subsequently adapted by Shin
et al. (2019) and Salazar et al. (2020). Here it was used for the task of scoring a set of
hypothesis sentences generated by e.g. a speech recognition or machine translation
system in order to find the most likely sentence.

3.4.4 Correction Procedure

The correction procedure implemented in this work is inspired by the method first
proposed by Bryant and Briscoe (2018), and later adapted by Alikaniotis and Raheja
(2019), described in Section 2.5. Similar to both of these works, the procedure
designed for the current study generates new words from spelling and morphology
lexicons that may constitute corrections in a given erroneous sentence.

Then, the new sentences generated by applying the correction candidates to the
original sentence are scored using the technique for masked language model scoring
developed by Salazar et al. (2020). This has been made available as a Python tool,2

in which the Swedish KB-BERT model can be imported from the Huggingface
Transformer library (T. Wolf et al., 2020). An overview of the correction procedure is
seen in Figure 3.7

Figure 3.7: Overview of Method 2.

To further illustrate the correction process, the following sentence will be used as
an example:

*Kafe hade kallnat så jag *dricka inte upp det.

(The coffe had cooled so I did not drink it.)

Here the noun Kafe has been misspelled (Correct in this context: Kaffe), and is
using the wrong form of definiteness (Correct: Kaffet). Further, the verb dricka (Eng:
drink) uses the infinite form when the past form drack would be the most likely in
this context.

2https://github.com/awslabs/mlm-scoring
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Candidates

Using the Aspell dictionary, each word is checked against the dictionary. A word not
in this dictionary indicates a potential spelling error, and Aspell then proceeds to
generate suggestions for the misspelled word, which are saved as candidates. To keep
down the amount of computations at a later stage of the process, the number of saved
spelling candidates is limited to the first 10 suggestions.

Further, each word in the sentence is looked up in the SALDO morphology lexicon,
and inflectional forms of the words present in this lexicon are saved as candidates.
Finally, if the word constitutes an article or adposition, candidates are generated from
lists containing common articles and adpositions. Examples of spelling suggestions and
inflectional forms generated from the words Kafe and dricka can be seen in Table 3.3.

Word Correction type Candidate set

kafe
Spelling kafé kaffe café käft käke käre kåre gåve

Morphology
kafeet kafeers kafets kafet kafes kafeets
kafeerna kafeernas kafeer

dricka
Spelling -

Morphology

drucknes dricke drucke drucknas druckens drickorna
drick drickande drickes drucken druckits druckets
druckne drickor drack drickornas dricks drickandes
dricker drickans drickats drickors druckes druckit ...

Table 3.3: Spelling and morphology candidates generated for the words kafe and dricka.

New versions of the original sentence are then generated by replacing each original
word with each word from its saved candidates, changing only one word for each new
version. A subset of the new sentence versions generated from the candidates for Kafe
and dricka can be seen in Table 3.4. One thing to note is that new words and sentence
versions are attempted to be generated for every word in the sentence, even though
the original word may be perfectly correct. Furthermore, many of the new sentences
do not make sense and would rather worsen the sentence further. To find the best
word replacements, the technique of masked language model scoring with BERT is
employed, further described in the next section.

Original word New sentence versions Score

Kafe

Kafé hade kallnat så jag dricka inte upp det. -4.81
Kaffe hade kallnat så jag dricka inte upp det. -3.59
Café hade kallnat så jag dricka inte upp det. -4.61
Käft hade kallnat så jag dricka inte upp det. -4.75
Käke hade kallnat så jag dricka inte upp det. -4.82

dricka

Kafe hade kallnat så jag drucknes inte upp det. -6.78
Kafe hade kallnat så jag dricke inte upp det. -4.87
Kafe hade kallnat så jag drack inte upp det. -3.98
Kafe hade kallnat så jag drucknas inte upp det. -7.77
Kafe hade kallnat så jag druckens inte upp det. -7.27

Table 3.4: New sentences generated by replacing the words Kafe and dricka with their respective
candidates.
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Scoring Sentence Candidates

Using BERT, the original sentence is scored to obtain its log-likelihood. For each word
in the sentence, each new sentence version generated by replacing that word is scored
by BERT, as seen in Table 3.4 on the previous page. Then, the word candidate resulting
in the highest score, with the condition that this score is at least 4% higher than the
original likelihood, is set to replace the original word in the sentence. Following
the approach by Bryant and Briscoe (2018), this threshold is used to mitigate false
positives occurring from changing an already correct word into something slightly
more probable.

When each word in the sentence has been checked for replacements yielding a
sentence with a higher score, the resulting sentence with the new words taking the
places of the original words constitute the corrected version. The complete process is
then repeated again, with the possibility to find additional correction candidates from
the newly replaced words and obtain an even more likely sentence during the second
iteration. Using the example sentence from the previous section, the corrections made
for the first and second iteration and the resulting log likelihoods can be seen in
Table 3.5. Here the candidate Kaffe was found as the most likely replacement word
for Kafe during the first iteration, along with the word drack as a replacement for
dricka. In the second iteration, Kaffe generated additional morphology candidates not
occurring in the first iteration. In particular, as one of them being Kaffet, this increased
the likelihood of the sentence further.

Step Sentence Score
Original Kafe hade kallnat så jag dricka inte upp det. -4.86
Iteration 1 Kaffe hade kallnat så jag drack inte upp det. -2.20
Iteration 2 Kaffet hade kallnat så jag drack inte upp det. -1.77

Table 3.5: Corrections to the original sentence after the first and second iteration.

Differences from previous methods

In the approach by Bryant and Briscoe (2018) described in Section 2.5, only one
word is corrected at a time, starting with the most serious error which results in the
highest increase in language model score when corrected. After updating the sentence
with this correction, the candidate generation process for every word, and scoring,
followed by correction of a single word in the new sentence is reiterated until no
further improvement in terms of language model score can be achieved.

The advantage of only changing one word at each iteration is that a certain correction
done early in the process may influence the succeeding corrections. Yet, the potentially
high number of iterations for a longer sentence, where the correction candidates
are recreated every time, results in a very high number of total sentences to score.
Additionally, the sentences are passed individually to the scoring function of the LM
model, which in the current implementation was found to be computationally costly.

Bryant and Briscoe used a 5-gram language model which had been trained on the
One Billion Word Benchmark dataset (Chelba et al., 2013). The speed of which
such a model scores sentences can be expected to be much higher compared to a
pre-trained neural model like BERT, despite using a GPU. The current approach aims
to increase speed and decrease memory usage by scoring as many sentences at the
same time as possible. Instead of passing the sentences one at a time to the language
model, every sentence generated from replacing the words with correction candidates
are passed in a single chunk, thus reducing the number of calls to the language model.
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As described in the previous section, this is only repeated twice per sentence, changing
every word that results in a higher sentence score during the same iteration.

Alikaniotis and Raheja (2019) also employed BERT as well as other neural language
models in their adaptation of the method from Bryant and Briscoe. They note that a
more greedy approach than the one taken by Bryant and Briscoe is required to make
the process more manageable in terms of computations. They corrected the words
in the sentence from left to right, updating the original sentence before proceeding
with the next word. Hence, they start by only generating candidates for the first word,
score the new sentences and update the first word as needed. Then, the candidates
for the second word are generated and the sentence containing the new word at the
first position is scored, applying each candidate. This is repeated for every word in
the sentence. While this strategy is able to account for changes done earlier in the
sentence, the call to the language model needs to be repeated for every token of the
sentence, assuming that the sentences generated from the candidates of a given token
are passed as a chunk.
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4 Results and Discussion

This chapter presents and discusses the results of the two correction methods when
applied to the evaluation data. First, the overall performance of the two methods as
measured in terms of GLEU score is presented. Then, the results from the manual
evaluation examining the performance over correction types are presented, analyzing
the strengths and weaknesses of each method. Additionally, the results are compared
to Granska, one of the existing tools for Swedish GEC described in Section 2.8.

4.1 Evaluation by GLEU

Table 4.1 displays the GLEU scores for the two methods on the evaluation data. The
results are shown for the complete evaluation data comprising sentences from the
three different proficiency levels A, B, and C, as well as for each individual level. To
the best of the author’s knowledge, no previous works have yet employed the SweLL
gold corpus for the task of GEC. Hence, there are no real baseline results to which the
current approach can be compared. However, by calculating the GLEU score of the
original, unnormalized sentences, a score representing a system which has made no
corrections at all is acquired. This score serves as the baseline and is used to assess how
much the proposed correction methods have improved the unnormalized sentences.

System
Level

All A B C
Uncorrected (baseline) 0.44 0.29 0.17 0.53
Translation 0.51 0.42 0.30 0.58
LM Scoring 0.52 0.42 0.32 0.58

Table 4.1: GLEU score results.

As seen in Table 4.1, the GLEU scores indicate that both methods have, to some
extent, improved over the baseline throughout all levels and for the full data. The
smallest improvements are seen for level C. One hypothesis regarding the reason for
this might be that a more advanced writer could be expected to make fewer errors,
resulting in less errors for the systems to correct. However, the baseline GLEU score
of 0.53 indicates that the original sentences still differ considerably from the gold
versions (a GLEU score of 1 would indicate perfect similarity). Examining the error
distribution over the levels in the SweLL correction annotation guidelines also reveal
that level C does not appear to display notably fewer errors when compared to the
other levels. Thus, another possible explanation could be that the C level in particular
contains errors which the two systems were unable to handle satisfactory.

The two methods consistently yield very similar results, while the second method
using Language Model Scoring performs slightly better. Despite the equal performance,
the methods may still display differences in terms of the error types they are able to
handle, which is further investigated in the next section.
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4.2 Manual Evaluation by Correction Types

To further analyze the performance of the two methods, a total of 200 erroneous
sentences from the systems’ outputs are randomly sampled. In order to make the
results more generalizable to the full dataset, the sampling is done so that the distri-
butions over the different levels match the distributions in the complete evaluation
data. The N number of sentences by level thus results in 𝑁𝐴 = 116, 𝑁𝐵 = 20 and
𝑁𝐶 = 64. Sampled sentences which are found to contain no errors are resampled until
the desired number of sentences is obtained.

As described in Section 3.2 on the evaluation procedure, the sampled sentences
are compared to the corresponding gold sentences using the SVALA tool, recording
whether the gold corrections applied in the normalization of the original sentences
have also been applied in the sampled output sentences. A correction equal to the
gold correction is considered as a true positive, while an unaltered error or other
deviation from the gold correction is considered a false negative (see Figure 4.1 for an
illustration). The result for each correction type is reported in terms of recall, given by
the number of correctly reproduced corrections (true positives) divided by the actual
number of the particular correction type in the sampled sentences (true positives +
false negatives).

Figure 4.1: Illustration of the of manual annotation, where a correction reproduced by the system
is marked as a true positive (TP) and an omitted correction as a false negative (FN).

An analysis of this sort is straightforward to carry out, while it does not account for
false positives, i.e, the ways of which the systems may have applied a different change
to the erroneous token or sequence than intended according to the gold sentence,
or the cases where the system has unnecessarily changed a part of the sentence that
was not incorrect to begin with. This would require a more elaborate annotation
procedure of the output sentences, distinguishing between omitted and incorrect
changes, and potentially adding additional labels to represent unwanted changes.

4.2.1 Results by All Levels

Table 4.2 on page 34 and Figure 4.2 on page 35 details the results of the manual
annotation per correction type collected over all levels for the two systems. In the
table, the N column denotes the number of occurrences for each correction label
encountered over all sampled sentences. The number of each correction label whose
correction was successfully reproduced by the respective system is shown in the “Corr”
columns. The succeeding R columns present the recall of each system per label. The
𝑅Trans − 𝑅LM column presents the estimated difference between the two models in
terms of recall.

While several correction types will be described and discussed in the following
sections, a short description of all the types from the SweLL taxonomy can be found
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in the Appendix. For a more detailed presentation including examples, the reader is
referred to the SweLL annotation guidelines (Rudebeck and Sundberg, 2021).

As seen in Table 4.2 on the following page, some correction labels occur only a
few times in the sample and their corresponding errors have been corrected by one of
the systems to a large degree, e.g. the M-Adj/adv label which occurs once and has a
perfect recall in the translation system. Accordingly, one may be mislead to think that
the system is particularly good at correcting this type of error. At the same time, the
LM system has not corrected the single M-Adj/adv label in the sample, resulting in a
zero recall. This yields the largest possible difference between the models in terms of
recall, even though the difference only constitutes a single example.

Consequently, the small numbers of many labels in the sample imply a high level
of uncertainty regarding the results. An estimate based on such a small amount of
information may be insufficient for drawing conclusions about the complete dataset.
To illustrate this, Table 4.2 on the next page and the subsequent tables for each level
includes the confidence intervals (CI) of the models’ differences in recall at a signifi-
cance level of 𝛼 = 0.05. These numbers indicate that, with a 95% level of confidence,
the true difference between the models lies within this interval. Additionally, the
confidence intervals for each correction type by model are shown as error bars in
Figure 4.2 on page 35 and in subsequent figures for each level.

SweLL Main Correction Categories

Following the detailed results by all correction types, Table 4.3 on page 35 summarizes
the recall and model difference for the five main correction categories in the SweLL
taxonomy. Using a significance level of 𝛼 = 0.05, Fisher’s exact test is applied to
assess whether the differences are statistically significant. For each category, the null
hypothesis to be tested states that the two models perform equally in terms of recall.
The alternative hypothesis claims that the type of model do affect the outcome in
recall, and hence the models perform differently. The results are shown in the p-value
column, denoting the probability of observing a difference of the estimated size if the
null hypothesis were true.

As implied by the p-values, the data provides strong support for the claim that
there are differences between the models’ abilities to correct errors within the lexical,
morphological, punctuation and syntactical categories. The estimates indicate that
the translation model is superior regarding errors in the punctuation and syntactical
categories, while the LM scoring model performs better in the lexical and morpholog-
ical categories. However, it can also be noted that the total recall over all categories
does not differ significantly between the models (p = 0.203). This is reasonable given
that both models correct roughly the same amounts of errors, while their respective
corrections are distributed differently over the categories.

Strengths and Weaknesses of the Methods

The strengths and weaknesses of the respective method can quite naturally be ex-
plained by how their correction procedures work. As seen in Figure 4.2 on page 35,
the translation method addresses significantly more correction types compared to the
LM scoring method. At the same time, for the correction types that are handled by
both systems, the LM scoring method has a recall that is consistently higher (or equal,
in a few cases). This shows that while the translation system is more general, the LM
scoring system performs better with regards to the errors types that it does cover.

The translation system corrects sentences based on a large number of examples
of incorrect-correct sentence pairs. The erroneous examples were created using the
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substitute, insert, delete, and swap operations, applied on randomly sampled words or
letters to modify in the sentences. Combined with word replacements from the Aspell
dictionary, the SALDO morphology lexicon, and lists of prepositions and articles, the
method has the potential to generate a wide variety of error types, depending on the

All Levels
Translation LM Scoring

𝑅Trans − 𝑅LM 95% CI
Category N Corr R Corr R
C 34 4 0.12 0 0 0.12 [-0.01, 0.27]

L-Der 23 2 0.09 4 0.17 -0.08 [-0.29, 0.12]
L-FL 4 1 0.25 2 0.5 -0.25 [-0.66, 0.32]
L-Ref 17 2 0.12 3 0.18 -0.06 [-0.31, 0.19]
L-W 116 8 0.07 22 0.19 -0.12 [-0.21, -0.03]
Lexical 160 13 0.08 31 0.19 -0.11 [-0.19, -0.04]

M-Adj/adv 1 1 1.0 0 0 1.0 [-0.12, 1.0]
M-Case 3 0 0 1 0.33 -0.33 [-0.79, 0.29]
M-Def 73 18 0.25 22 0.3 -0.05 [-0.2, 0.09]
M-F 15 4 0.27 4 0.27 0 [-0.3, 0.3]
M-Gend 28 10 0.36 17 0.61 -0.25 [-0.47, 0.01]
M-Num 38 5 0.13 16 0.45 -0.29 [-0.46, -0.09]
M-Other 7 2 0.29 4 0.57 -0.28 [-0.62, 0.19]
M-Verb 63 16 0.25 24 0.38 -0.13 [-0.28, 0.04]
Morphological 228 56 0.25 88 0.39 -0.14 [-0.22, -0.06]

O 98 31 0.32 45 0.46 -0.14 [-0.27, -0.01]
O-Cap 7 2 0.29 0 0 0.29 [-0.12, 0.64]
O-Comp 13 4 0.31 0 0 0.31 [0.02, 0.58]
Orthography 118 37 0.31 45 0.38 -0.07 [-0.19, 0.05]

P-M 47 12 0.26 0 0 0.26 [0.13, 0.4]
P-R 14 0 0 0 0 0 [-0.22, 0.22]
P-Sent 1 0 0 0 0 0 [-0.79, 0.79]
P-W 14 0 0 0 0 0 [-0.22, 0.22]
Punctuation 76 12 0.16 0 0 0.16 [0.08, 0.26]

S-Adv 18 5 0.28 0 0 0.28 [0.04, 0.51]
S-Clause 32 4 0.12 0 0 0.12 [-0.01, 0.28]
S-Comp 5 0 0 0 0 0 [-0.43, 0.43]
S-Ext 17 0 0 0 0 0 [-0.18, 0.18]
S-FinV 18 6 0.33 0 0 0.33 [0.09, 0.56]
S-M 38 3 0.08 0 0 0.08 [-0.03, 0.21]
S-Msubj 8 3 0.38 0 0 0.38 [-0.03, 0.69]
S-R 52 0 0 0 0 0 [-0.07, 0.07]
S-Type 23 2 0.09 2 0.09 0 [-0.19, 0.19]
S-WO 7 0 0 0 0 0 [-0.35, 0.35]
Syntactical 218 23 0.11 2 0.01 0.1 [0.05, 0.14]

X 1 0 0 0 0 0 [-0.79, 0.79]

Total 835 145 0.17 166 0.20 -0.03 [-0.06, 0.01]

Table 4.2: Results by correction type over all sampled output sentences for the two models denoted
as “Translation” and “LM Scoring”. N denotes the total label counts in the sample, Corr
denotes the number of corrected items by the respective model, and R denotes recall.
The model difference 𝑅Trans − 𝑅LM is indicated in terms of recall.
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All Levels

Category
Recall

𝑅Trans − 𝑅LM 95% CI p
Trans LM

Lexical 0.08 0.19 -0.11 [-0.19, -0.04] 0.005
Morphological 0.25 0.39 -0.14 [-0.22, -0.06] 0.002
Orthography 0.31 0.38 -0.07 [-0.19, 0.05] 0.339
Punctuation 0.16 0 0.16 [0.08, 0.26] <0.001
Syntactical 0.11 0.01 0.1 [0.05, 0.14] <0.001
Total 0.17 0.20 -0.03 [-0.06, 0.01] 0.203

Table 4.3: Recall results and model difference by main category over all levels.

Figure 4.2: Recall shown by correction type over all levels for the two models.
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outcome of the random sampling. Employing the insert, delete, and swap operations
allows for reordering of words, which enabled the creation of erroneous examples
on the syntactical level. Errors of missing punctuation is also created by applying
the delete operation. However,the randomness of the generation results in that the
realism of the errors may vary, and a large number of sentences is required to obtain
useful examples.

The many correction types handled by the translation system indicates that the
artificial error generation method was relatively successful at modelling a wide range
of error constructions. Still, the quite low scores for several of the correction categories
may be a consequence of the errors being too random. Hence, the number of useful
examples may have been too few for the model to sufficiently learn how a certain
error type behaves across different contexts. Given that previous works showing good
results often employ substantially more data than in the current study, an increase in
training data size may lead to improvements.

Nonetheless, a wide coverage of correction types may still be considered a significant
strength of the translation system over the LM system. By nature, the LM system
cannot add or remove any of the words in the sentences, nor perform any type
of reordering. This is reflected in the systems inability to handle most errors in
the syntactical category, including wrong placement of adverbials and finite verbs
(correction labels S-Adv and S-FinV respectively), errors related to clause structure
(S-Clause), missing subjects (S-Msubj), and other missing words (S-M). The example
in Figure 4.3 displays a case where the translation system has inserted a missing subject
(det), recreating the same corrections as in the gold sentence. The LM scoring system
is unable to make this type of correction, and in this case it has also made additional
changes that makes the sentence deviate even more form the gold version. Observing
the examples in the sampled data, the overall impression is that the translation system
tends to leave the correct parts of the sentences unchanged, while the LM scoring
system more often makes unnecessary changes.

Original sentence:
Jag tycker att det är viktigaste att finns ett riktigt café
i skolan.

Translation system:
Jag tycker att det är viktigt att det finns ett riktigt café
i skolan.

LM Scoring system:
Jag tycker att det är viktigt att finnas ett riktigt café
efter skolan.

SweLL gold:
Jag tycker att det är viktigt att det finns ett riktigt café
i skolan.

Gloss:
I think it is important that there is a real café
in school.

Figure 4.3: Example 1. Words highlighted in green indicate corrections corresponding to the gold
standard. Words highlighted in blue indicate other (incorrect) changes.

In the example in Figure 4.4 on the following page, the translation system has
corrected the finite verb placement error (S-FinV), from de va till var de. As seen from
the gold sentence, both systems have left the spelling error of de uncorrected, as well
as the incorrect word choice of samma in place of likadant. In addition, the translation
system has inserted the missing full stop at the end of the sentence, which is not
handled by the LM scoring system. However, the LM scoring system has successfully
corrected the misspelled murmmor (correct: mormor. Eng: grandmother). Overall, this
system is slightly better at handling regular spelling errors (O label), likely because
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it has access to a wide range of correction candidates from the Aspell dictionary for
every misspelled word.

Original sentence:
när jag bodde i mitt land de va nasta samma
men jag bodde med min murmmor bara

Translation system:
När jag bodde i mitt land var de nästan samma
men jag bodde med min murmmor bara.

LM Scoring system:
när jag bodde i mitt land de var nästan samma
men jag bodde med min mormor bara

SweLL gold:
När jag bodde i mitt land var det nästan likadant
men jag bodde med min mormor bara.

Gloss:
When I lived in my country, it was almost the same
but I lived with my grandmother only.

Figure 4.4: Example 2.

While correcting a larger amount of regular spelling errors compared to the transla-
tion system, the LM scoring system does not include any check for use of capitalization,
hence not correcting errors of the O-Cap type, also belonging to the Orthography
category. Although this was not actively addressed in the artificial error generation for
the translation method, the translation system has still managed to correct some of
these errors, with an example seen in Figure 4.4. Potentially, this was learnt from the
numerous examples of correct capitalization occurring in the data.

Also from the Orthography category, the O-Comp type refers to errors related to
spaces and hyphens between words, including e.g. the creation of split compounds.
As the LM method does not operate on more than one word at a time, these errors
are left uncorrected. Surprisingly, the translation method successfully corrects some
of these errors, despite the fact that it was not accounted for in the artificial error
generation. An example is seen in Figure 4.5, where jätte ledsen has been corrected to
jätteledsen.

Original sentence: När jag såg ditt mial blev jag jätte ledsen.
Translation system: När jag såg ditt mejl blev jag jätteledsen.
LM Scoring system: När jag såg ditt mål blev jag jätte ledsen.
SweLL gold: När jag såg ditt mejl blev jag jätteledsen.

Gloss: When I saw your email, I was very sad.

Figure 4.5: Example 3.

The most frequently occurring error type in the data sample constitutes the wrong
use of a word or phrase, denoted by the L-W label from the lexical category. Although
neither of the methods corrected a particularly large proportion of these errors, the
LM scoring methods still scored more than twice as high as the translation method.
This highlights what can be considered the real strength of the LM scoring method.
While the translation model must learn e.g., which preposition is the most suitable in
a certain context from similar examples which may be limited in the training data,
the LM scoring system has in any given case access to numerous alternatives that can
be tested through the LM ranking procedure. This results in a higher recall for many
correction types compared to the translation system. The example in Figure 4.6 on
the next page shows how the LM scoring system has corrected both of the errors
constituting incorrect choice of prepositions in the beginning of the sentence, changing
för into med and av into om.
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Original sentence:
Du kan prata för mig av problem som har du
på området jobba , skolan och kan jag hjälpa dig.

Translation system:
Du kan prata för mig om problem som har du
på området , jobba , skolan och kan jag hjälpa dig.

LM Scoring system:
Du kan prata med mig om problem som har du
på området jobba , ska och kan jag hjälpa dig.

SweLL gold:
Du kan prata med mig om problem som du har
på området jobb och skola, och jag kan hjälpa dig.

Gloss:
You can talk to me about problems you have
in the area of work and school, and I can help you.

Figure 4.6: Example 4.

Common correction types in the morphological category include corrections re-
garding the definiteness of nouns and verbs as well as the use of articles (M-Def),
number corrections (M-Num), and corrections of inflectional verb forms and use of
auxiliaries (M-Verb). The LM scoring system corrects more errors than the translation
system in this category, yielding a statistically significant difference (p = 0.002) as seen
in Table 4.3 on page 35. One of the larger differences between the models for this
category is seen for the M-Num type. In the example in Figure 4.7, the LM scoring
system has corrected the pronoun inga to its singular form ingen, thus agreeing with
the singular noun roll.

Original sentence:
Det spelar inga roll om det är sommar eller vinter
men jag känner mycket lung och glad där.

Translation system:
Det spelar inga roll om det är sommar eller vinter
men jag känner mycket ung och glad där.

LM Scoring system:
Det spelar ingen roll om det är sommar eller vinter
men jag känner mycket lunga och glad där.

SweLL gold:
Det spelar ingen roll om det är sommar eller vinter
men jag känner mycket lugn och glädje där.

Gloss:
It does not matter if it is summer or winter
but I feel a lot of peace and joy there.

Figure 4.7: Example 5.

Belonging to the labels outside of the five main categories, the C correction type
denotes consistency corrections required as a consequence of a previous correction.
The intention was to handle this in the LM method by iterating over each sentence
twice, though it did not succeed for any of the evaluated examples.

In summary, the systems demonstrate different strengths and weaknesses in terms
of which error types they correct, which follows from their different correction proce-
dures. The translation system utilizes knowledge from a large number of examples of
correct-incorrect sentence pairs, containing numerous types of errors from all main
error categories. As shown, it performs best of the two systems in the syntactical and
punctuation category, having learnt how to correct these types of errors from the
training data. In addition, it covers a wider range of correction types compared to the
LM scoring system, although with quite low recall.

In contrast, the LM scoring system generates word-by-word correction candidates
from a set of replacements, with the scoring function of BERT contributing to finding
the most plausible corrections. The system performs better in the lexical and morpho-
logical category, having access to a large number of alternatives that can be tested as
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Original sentence:
Det är viktigt att man bruka cykla till jobbet eller till stan,
det är jattefint för kroppen också!

Translation system:
Det är viktigt att man brukar cykla till jobbet eller till stan,
det är jattefint för kroppen också!

LM Scoring system:
Det är viktigt att man brukar cykla till jobbet eller till stan,
det är jättefint för kroppen också!

SweLL gold:
Det är viktigt att man bruka cykla till jobbet eller till stan,
det är jättefint för kroppen också!

Gloss:
It is important to cycle to work or to town,
it is great for the body too!

Figure 4.8: Example 6.

corrections. At the same time, it covers fewer correction types than the translation
system. There is however no significant difference between the models’ overall recall
when the complete sample of sentences from all proficiency levels are included.

Unhandled Correction Types

One thing to note is that the SweLL taxonomy of correction types contains a total of
35 types, while the results of the current study only show 31 types. The 4 types not
included either denote information which does not constitute actual corrections, e.g.,
comments (given by the labels Com! and OBS!), or labels not present in any of the
sampled evaluation sentences (Cit-FL, and S-Other). These last two labels have low
occurrences in the complete SweLL corpus (54 and 80 occurrences respectively), but
could potentially have been included by sampling more sentences.

It can also be noted that a number of correction types are not handled by any of
the systems, namely P-R (use of redundant punctuation), P-Sent (related to sentence
splitting or merging), P-W (wrong use of punctuation), S-Comp (use of compound
words vs multi-word expressions), S-Ext (extensive corrections, often rebuilding the
complete syntactic structure of a text segment, sometimes with a result involving
subjectivity or randomness), S-R (use of redundant words), S-WO (word order errors
not related to the placement of finite verbs or adverbials), and X (unintelligible
strings). Hence, these types are not included in Figure 4.2 on page 35 and subsequent
figures for each level.

Except for the S-R label denoting errors related to redundant words, most of the
error types not handled by any of the systems display quite low frequencies in the
sampled data. Redundant words are naturally not corrected by the LM method since
it cannot delete words. In addition, the difficulty of identifying this error for the
translation model may lie in the fact that it often presents itself in contexts where
the word use might not indicate that there is anything obviously wrong in terms of
grammar. Instead, the correction is made to adhere to common praxis of the language.
The example in Figure 4.8 illustrates this, where the words “man bruka” have been
marked as redundant in the gold sentence. Both systems have kept the words and
simply corrected the form of the auxiliary verb “bruka” (English: use (to), usually),
which nonetheless results in a grammatical sentence.

Another example, which regards the S-Comp type, is both systems inability to
discern that the phrase “ro och lugn” (Eng: peace and calm) should ideally be corrected
by swapping the words ro and lugn, hence forming a more established expression.
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4.2.2 Level A Results

The distribution of covered correction types for the Level A sentences shows a pattern
similar to the full sample for both methods, as seen in Figure 4.10 on page 42. While
the models differ with high significance in the punctuation and syntactical categories
according to Table 4.4, the total recall shows no difference whatsoever between the
models. As was the case in the analysis over all levels, the translation model has a
higher recall in the punctuation and syntactical categories, and the LM scoring model
in the lexical, morphological, and orthography categories.

Level A
Recall

𝑅Trans − 𝑅LM 95% CI p
Category Trans LM
Lexical 0.10 0.19 -0.09 [-0.19, 0.02] 0.137
Morphological 0.26 0.36 -0.1 [-0.21, 0.01] 0.112
Orthography 0.32 0.39 -0.07 [-0.2, 0.07] 0.436
Punctuation 0.18 0 0.18 [0.07, 0.31] 0.003
Syntactical 0.14 0 0.14 [0.08, 0.21] <0.001
Total 0.20 0.20 0 [-0.05, 0.05] 1.0

Table 4.4: Recall results and model difference by main category for level A.

An example from this level, show in Figure 4.9, illustrates the at times relatively
flexible nature of the translation system, as it has made several changes that lead to
a grammatically correct result, apart from the uncorrected finite verb placement at
the beginning of the sentence. In this case, the outcome does not have the intended
meaning, and can instead be read as “I think we should give her a present that can
remind her of her life”. The correction from påminna (Eng: remind) to minnas (Eng:
remember) is labeled by the L-Der type, which denotes changes to the internal
morphological structure of word stems, regarding both derivation and compounding.
While the verbs påminna and minnas have the same stem, distinguishing which of the
two that should be used in a certain context may require a deeper knowledge that
exceeds the capacity of both correction systems.

Original sentence:
Så tycker jag att vi ska ge en present till henne
som kan hon påminna sig i hennes liv.

Translation system:
Så tycker jag att vi ska ge en present till henne
som kan hon påminna henne om hennes liv.

LM Scoring system:
Så tycker jag att vi ska ge en present till henne
som kan hon påminna sig om hennes liv.

SweLL gold:
Så jag tycker att vi ska ge en present till henne
som hon kan minnas i sitt liv.

Gloss:
So I think we should give her a present
that she can remember in life.

Figure 4.9: Example 7.
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Level A
Translation LM Scoring

𝑅Trans − 𝑅LM 95% CI
Category N Corr R Corr R
C 19 3 0.16 0 0 0.16 [-0.04, 0.38]

L-Der 9 2 0.22 0 0 0.22 [-0.12, 0.55]
L-FL 3 0 0 1 0.33 -0.33 [-0.79, 0.29]
L-Ref 11 2 0.18 3 0.27 -0.09 [-0.41, 0.25]
L-W 68 5 0.07 13 0.19 -0.12 [-0.23, 0]
Lexical 91 9 0.10 17 0.19 -0.09 [-0.19, 0.02]

M-Adj/adv 1 1 1 0 0 1.0 [-0.12, 1.0]
M-Case 1 0 0 0 0 0 [-0.79, 0.79]
M-Def 40 9 0.23 12 0.3 -0.07 [-0.26, 0.12]
M-F 10 2 0.2 2 0.2 0 [-0.34, 0.34]
M-Gend 14 5 0.36 6 0.43 -0.07 [-0.38, 0.26]
M-Num 14 2 0.14 7 0.5 -0.36 [-0.61, 0.01]
M-Other 3 1 0.33 1 0.33 0 [-0.53, 0.53]
M-Verb 51 14 0.27 20 0.39 -0.12 [-0.29, 0.06]
Morphological 133 35 0.26 48 0.36 -0.1 [0.21, 0.01]

O 77 23 0.3 35 0.45 -0.15 [-0.3, 0]
O-Cap 5 2 0.4 0 0 0.4 [-0.12, 0.77]
O-Comp 8 4 0.5 0 0 0.5 [0.07, 0.78]
Orthography 90 29 0.32 35 0.39 -0.07 [-0.2, 0.07]

P-M 33 9 0.27 0 0 0.27 [0.11, 0.44]
P-R 6 0 0 0 0 0 [-0.39, 0.39]
P-Sent 0 - - - - - -
P-W 10 0 0 0 0 0 [-0.28, 0.28]
Punctuation 49 9 0.18 0 0 0.18 [0.07, 0.31]

S-Adv 8 3 0.38 0 0 0.38 [-0.03, 0.69]
S-Clause 17 2 0.12 0 0 0.12 [-0.09, 0.34]
S-Comp 2 0 0 0 0 0 [-0.66, 0.66]
S-Ext 8 0 0 0 0 0 [-0.32, 0.32]
S-FinV 14 4 0.29 0 0 0.29 [0.01, 0.55]
S-M 22 1 0.05 0 0 0.05 [-0.11, 0.22]
S-Msubj 7 3 0.43 0 0 0.43 [-0.02, 0.75]
S-R 27 0 0 0 0 0 [-0.12, 0.12]
S-Type 11 2 0.18 0 0 0.18 [-0.11, 0.48]
S-WO 3 0 0 0 0 0 [-0.56, 0.56]
Syntactical 109 15 0.14 0 0 0.14 [0.08, 0.21]

X 1 0 0 0 0 0 [-0.79, 0.79]

Total 492 100 0.20 100 0.20 0 [-0.05, 0.05]

Table 4.5: Level A results by correction type for the two models. N denotes the total label counts
in the sample, Corr denotes the number of corrected items by the respective model,
and R denotes recall. The model difference 𝑅Trans − 𝑅LM is indicated in terms of recall.
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Figure 4.10: Level A recall shown by correction type.
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4.2.3 Level B Results

Since there are few sentences and hence few correction labels within this portion of
the sample, the insecurity of the results is very high, as seen from the error bars in
Figure 4.11 on the next page. Moreover, Table 4.6 shows that there are no statistically
significant differences between the models for any of the correction categories, which
likely follows from the low numbers. Thus, it is difficult to draw any conclusions
from the results. In general, the pattern looks somewhat similar to the overall results,
with the exception that the translation model performed slightly better in the lexical
category for this level. Additionally, the number of correction types handled is lower
for both systems compared to level A and the complete sample, which potentially
also may be a consequence of the small sample. It can be noted that the translation
system has corrected more errors in total, although the low numbers again do not
provide enough evidence for concluding anything in general.

Level B

Category
Recall

𝑅Trans − 𝑅LM 95% CI p
Trans LM

Lexical 0.25 0.19 0.06 [-0.22, 0.34] 1.0
Morphological 0.19 0.24 -0.05 [-0.29, 0.2] 1.0
Orthography 0.27 0.27 0 [-0.34, 0.34] 1.0
Punctuation 0.20 0 0.2 [-0.11, 0.51] 0.474
Syntactical 0.10 0.05 0.05 [-0.14, 0.25] 1.0
Total 0.18 0.14 0.04 [-0.08, 0.15] 0.675

Table 4.6: Recall results and model difference by main category for level B.
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Figure 4.11: Level B recall shown by correction type.
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Level B
Translation LM Scoring

𝑅Trans − 𝑅LM 95% CI
Category N Corr R Corr R
C 4 0 0 0 0 0 [-0.49, 0.49]

L-Der 3 0 0 1 0.33 -0.33 [-0.79, 0.29]
L-FL 1 1 1 1 1 0 [-0.79, 0.79]
L-Ref 2 0 0 0 0 0 [-0.66, 0.66]
L-W 10 3 0.3 1 0.1 0.2 [-0.16, 0.51]
Lexical 16 4 0.25 3 0.19 0.06 [-0.22, 0.34]

M-Adj/adv 0 - - - - - -
M-Case 1 0 0 1 1 -1.0 [-1.0, 0.12]
M-Def 9 3 0.33 1 0.11 0.22 [-0.17, 0.55]
M-F 2 0 0 0 0 0 [-0.66, 0.66]
M-Gend 2 0 0 0 0 0 [-0.66, 0.66]
M-Num 4 1 0.25 1 0.25 0 [-0.49, 0.49]
M-Other 2 0 0 2 1 -1.0 [-1.0, -0.07]
M-Verb 1 0 0 0 0 0 [-0.79, 0.79]
Morphological 21 4 0.19 5 0.24 -0.05 [-0.29, 0.2]

O 9 3 0.33 3 0.33 0 [-0.38, 0.38]
O-Cap 1 0 0 0 0 0 [-0.79, 0.79]
O-Comp 1 0 0 0 0 0 [-0.79, 0.79]
Orthography 11 3 0.27 3 0.27 0 [-0.34, 0.34]

P-M 6 2 0.33 0 0 0.33 [-0.12, 0.7]
P-R 2 0 0 0 0 0 [-0.66, 0.66]
P-Sent 0 - - - - - -
P-W 2 0 0 0 0 0 [-0.66, 0.66]
Punctuation 10 2 0.20 0 0 0.2 [-0.11, 0.51]

S-Adv 2 1 0.5 0 0 0.5 [-0.27, 0.91]
S-Clause 0 - - - - - -
S-Comp 1 0 0 0 0 0 [-0.79, 0.79]
S-Ext 2 0 0 0 0 0 [-0.66, 0.66]
S-FinV 2 1 0.5 0 0 0.5 [-0.27, 0.91]
S-M 5 0 0 0 0 0 [-0.43, 0.43]
S-Msubj 1 0 0 0 0 0 [-0.79, 0.79]
S-R 5 0 0 0 0 0 [-0.43, 0.43]
S-Type 3 0 0 1 0.33 -0.33 [-0.79, 0.29]
S-WO 0 - - - - - -
Syntactical 21 2 0.10 1 0.05 0.05 [-0.14, 0.25]

X 0 - - - - - -

Total 83 15 0.18 12 0.14 0.04 [-0.08, 0.15]

Table 4.7: Level B results by correction type for the two models. N denotes the total label counts
in the sample, Corr denotes the number of corrected items by the respective model,
and R denotes recall. The model difference 𝑅Trans − 𝑅LM is indicated in terms of recall.
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4.2.4 Level C Results

For the sentences belonging to this level, the LM scoring system has clearly outper-
formed the translation system. As apparent from Figure 4.13 on page 48, the LM
scoring system covers almost as many correction types as the translation system, and
the recall of the LM scoring system is consistently higher for the correction types that
both systems correct. The summary in Table 4.8 shows that the LM scoring system
achieves higher recall in the lexical, morphological, and orthography categories, while
not being a statistically significant difference for the orthography category. More-
over, the total results shows a significantly higher recall for the LM scoring system,
something that was not found for level A and B, nor for the results by all levels.
This suggests that the main advantage of the LM scoring method is seen for level C
sentences.

Specifically, this could possibly be due to the LM scoring system being particularly
successful in handling errors from the M-Gend (gender) type in the morphological
category, correcting 11 out of 12 errors. In the lexical category, the most common
correction is the L-W type (wrong word or phrase). The LM scoring system is able to
correct this type mostly with regards to adpositions. As illustrated by the example
below, other incorrect word choices can easily be missed by both systems, as they
don’t constitute obvious errors in the grammatical sense. In this sentence, the word
blev (Eng: became) has in the gold correction been replaced with byggts (built) and
the word begagnar with the far more common synonym använder (Eng: use).

Level C

Category
Recall

𝑅Trans − 𝑅LM 95% CI p
Trans LM

Lexical 0 0.21 -0.21 [-0.33, -0.1] <0.001
Morphological 0.25 0.48 -0.23 [-0.37, -0.08] 0.006
Orthography 0.29 0.54 -0.25 [-0.4, 0.19] 0.721
Punctuation 0.07 0 0.07 [-0.14, 0.3] 1.0
Syntactical 0.08 0.01 0.07 [-0.01, 0.15] 0.117
Total 0.13 0.22 -0.09 [-0.16, -0.03] 0.008

Table 4.8: Recall results and model difference by main category for level C.

Original sentence:
Tills idag blev nätet över hela världen,
som man begagnar väldigt mycket.

Translation system:
Tills idag blev nätet över hela världen,
som man tjänar väldigt mycket.

LM Scoring system:
Tills idag bliv nätet över hela världen,
som man begagnar väldigt mycket.

SweLL gold:
Fram tills idag har nätet byggts över hela världen,
som man använder väldigt mycket.

Gloss:
Until today, the net has been built all over the world,
which is used a lot.

Figure 4.12: Example 8.

The GLEU evaluation indicated that essays from level C were the hardest to correct
for both systems, as seen from the modest increase in GLEU score compared to the
baseline. Observing the error counts in the level C results of Table 4.9 on the next
page shows that there were relatively few errors in the orthography category. Since

46



both systems scored decently in this category regardless of level, these corrections may
have had a notable influence on the systems’ success. Hence, the absence of spelling
errors, being the error type most easily corrected, may have reduced the resulting
GLEU score for level C.

Level C
Translation LM Scoring

𝑅Trans − 𝑅LM 95% CI
Category N Corr R Corr R
C 11 1 0.09 0 0 0.09 [-0.18, 0.38]

L-Der 11 0 0 3 0.27 -0.27 [-0.57, 0.04]
L-FL 0 - - - - - -
L-Ref 4 0 0 0 0 0 [-0.49, 0.49]
L-W 38 0 0 8 0.21 -0.21 [-0.36, -0.07]
Lexical 53 0 0 11 0.21 -0.21 [-0.33, -0.1]

M-Adj/adv 0 - - - - - -
M-Case 1 0 0 0 0 0 [-0.79, 0.79]
M-Def 24 6 0.25 9 0.38 -0.13 [-0.36, 0.13]
M-F 3 2 0.67 2 0.67 0 [-0.53, 0.53]
M-Gend 12 5 0.42 11 0.92 -0.5 [-0.73, -0.12]
M-Num 20 2 0.1 8 0.4 -0.3 [-0.53, -0.03]
M-Other 2 1 0.5 1 0.5 0 [-0.57, 0.57]
M-Verb 11 2 0.18 4 0.36 -0.18 [-0.49, 0.18]
Morphological 73 18 0.25 35 0.48 -0.23 [-0.37, -0.08]

O 12 5 0.42 7 0.58 -0.16 [-0.48, 0.21]
O-Cap 1 0 0 0 0 0 [-0.79, 0.79]
O-Comp 4 0 0 0 0 0 [-0.49, 0.49]
Orthography 17 5 0.29 7 0.54 -0.25 [-0.4, 0.19]

P-M 8 1 0.12 0 0 0.12 [-0.22, 0.47]
P-R 6 0 0 0 0 0 [-0.39, 0.39]
P-Sent 1 0 0 0 0 0 [-0.79, 0.79]
P-W 2 0 0 0 0 0 [-0.66, 0.66]
Punctuation 15 1 0.07 0 0 0.07 [-0.14, 0.3]

S-Adv 8 1 0.12 0 0 0.12 [-0.22, 0.47]
S-Clause 15 2 0.13 0 0 0.13 [-0.09, 0.38]
S-Comp 2 0 0 0 0 0 [-0.66, 0.66]
S-Ext 7 0 0 0 0 0 [-0.35, 0.35]
S-FinV 2 1 0.5 0 0 0.5 [-0.27, 0.91]
S-M 11 2 0.18 0 0 0.18 [-0.11, 0.48]
S-Msubj 0 - - - - - -
S-R 20 0 0 0 0 0 [-0.16, 0.16]
S-Type 9 0 0 1 0.11 -0.11 [-0.43, 0.2]
S-WO 4 0 0 0 0 0 [-0.49, 0.49]
Syntactical 78 6 0.08 1 0.01 0.07 [-0.01, 0.15]

X 0 - - - - - -

Total 247 31 0.13 54 0.22 -0.09 [-0.16, -0.03]

Table 4.9: Level C results by correction type for the two models. N denotes the total label counts
in the sample, Corr denotes the number of corrected items by the respective model,
and R denotes recall. The model difference 𝑅Trans − 𝑅LM is indicated in terms of recall.
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Figure 4.13: Level C recall shown by correction type.
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4.3 Comparison with Granska

In this section, the two methods implemented in this work is compared to the existing
Swedish correction system Granska (Domeij et al., 2000). Although a quantitative
evaluation based on correction types similar to what was done in the previous section
would be more informative, the analysis presented here is solely qualitative and
focuses on a small number of examples from the previously sampled sentences.
These examples contain different types of corrections, demonstrating the capacity
of the Granska system compared with the translation and LM scoring systems. The
comparison does not in any way make clear every aspect of the Granska system’s
ability to correct errors, but rather aims to provide an overall indication of how the
corrections of the methods implemented in this work may resemble or contrast those
from an existing Swedish system. The original, erroneous sentences are fed as input to
the Granska web interface,1 which then produces suggested corrections. Occasionally,
there are multiple suggestions for a single error, and in those cases, the first suggestion
is chosen.

Original sentence: en gang per år de gär också fistivarl
Translation system: En gång per år ger de också fistivarl.
LM Scoring system: en gang per år det går också festival
Granska: en gång per år de ger också fistivarl
SweLL gold: En gång per år ordnar de också en festival.

Gloss: Once a year they also organize a festival.

Figure 4.14: Example 9.

The example in Figure 4.14 shows a case where all three systems produce different
corrected versions of the original sentence. Similar to the translation system, Granska
corrects the misspelled gang and gär, although in the second case the intended
word is unclear. Granska and the translation system both leave the potentially more
challenging spelling error of fistivarl uncorrected, which is successfully corrected by
the LM scoring system. In addition to being misspelled, the word gär is marked as an
incorrect word choice (L-W) in the gold correction, and hence replaced by ordnar
(Eng: organize). Quite expected, none of the systems makes this correction. The
translation system corrects the finite verb placement error (S-FinV), resulting in ger
de, as well as the capitalization (O-Cap) of the first word, and the missing full-stop
(P-M) at the end of the sentence. However, neither system corrects the missing article
(M-Def) before the word festival.

While not correcting the S-FinV in the last example, Granska is able to handle
certain syntactical errors. As seen in Figure 4.15 on the next page, it corrects the
adverbial placement error (S-Adv) of the words är inte. This correction is also made
by the translation system, which in addition inserts the missing word för (S-M). None
of the systems however corrects the other word order error (S-WO) seen for the
words mogna tillräktligt.

In the example seen in Figure 4.16 on the following page, Granska and the LM
scoring system have changed the gender of the words ett och annat to correct the
agreement error with regards to the noun förslag. Both of these systems thus reproduce
the M-Gend corrections made in the gold sentence, whereas the translation system
makes no changes.

Figure 4.17 on the next page illustrates an example containing incorrect inflectional
forms of the verbs var och äta, which in the gold sentence have been corrected

1https://skrutten.csc.kth.se/scrut.php?ruleset=svesve
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Original sentence:
Man kan också förstå de som oroar sig
att 16-åringar är inte mogna tillräktligt.

Translation system:
Man kan också förstå de som oroar sig för
att 16-åringar inte är mogna tillräktligt.

LM Scoring system:
Man kan också förstå de som oroar sig
att 16-åringar är inte mogna tillräckligt.

Granska:
Man kan också förstå de som oroar sig
att 16-åringar inte är mogna tillräktligt.

SweLL gold:
Man kan också förstå de som oroar sig för
att 16-åringar inte är tillräckligt mogna.

Gloss:
One can also understand those who worry
that 16-year-olds are not mature enough.

Figure 4.15: Example 10.

Original sentence: Jag har en annan förslag som är bättre!
Translation system: Jag har en annan förslag som är bättre!
LM Scoring system: Jag har ett annat förslag som är bättre!
Granska: Jag har ett annat förslag som är bättre!
SweLL gold: Jag har ett annat förslag som är bättre!

Gloss: I have another suggestion that is better!

Figure 4.16: Example 11.

using the M-Verb label. The corrections are not made by Granska, which provides
only spelling suggestions for this sentence. While the LM scoring system successfully
performs the M-Verb corrections, it also makes several unwanted changes to parts of
the sentence that were already correct.

Original sentence:
Jag brukar läsa några båker när jag var där och driker
kaffe eller äta frukost i den fina vädret i naturen.

Translation system:
Jag brukar läsa några båker när jag var där och dricker
kaffe eller äta frukost i det fina vädret i naturen.

LM Scoring system:
Jag brukar läsa några båker när jag är där och dricker
kaffe eller äter frukost its det fina vädren its naturen.

Granska:
Jag brukar läsa några åker när jag var där och dricker
kaffe eller äta frukost i den fina vädret i naturen.

SweLL gold:
Jag brukar läsa några böcker när jag är där och dricker
kaffe eller äter frukost i det fina vädret i naturen.

Gloss:
I usually read a few books when I’m there drinking
coffee or having breakfast in the nice weather in nature.

Figure 4.17: Example 12.

As previously mentioned, the manual evaluation over all levels for the translation
and LM scoring system showed that none of the systems were able to correct any of
the errors regarding redundant words (S-R). Apparently, this is an error type where
Granska surpasses the other systems, as it has removed the redundant att in the
example seen in Figure 4.18 on the following page.

In the preceding examples, the performance of the Granska system appears to be
comparable to either one of the translation and LM scoring systems. In addition, one of
the examples revealed that it can handle errors regarding redundant words, which are
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Original sentence:
Jag brukar att gå och träna svenska och hjälpa
nya människor som kommer.

Translation system:
Jag brukar att gå och träna svenska och hjälpa
nya människor som kommer.

LM Scoring system:
Jag brukar att gå och träna svenska och hjälpa
nya människor som kommer.

Granska:
Jag brukar att gå och träna svenska och hjälpa
nya människor som kommer.

SweLL gold:
Jag brukar att gå och träna svenska och hjälpa
nya människor som kommer.

Gloss:
I usually go and practice Swedish and help
new people coming.

Figure 4.18: Example 13.

consistently uncorrected by the other two systems throughout the complete sample.
Moreover, although the translation system was able to correct some split compounds,
Granska utilizes error rules specifically targeting this error type, which likely yields
more robust results.

Still, longer sentences containing a wide range of error types and the need for
extensive corrections attest there are evident shortcomings of both Granska and the
systems implemented in this work. An example is seen in Figure 4.19 on the next
page, containing numerous errors out of which each system only corrects a few. In
the gold sentence, the sequence “är problemet som” has been corrected into “det är
för problem” with the S-Ext type, indicating an extensive correction. The intended
meaning and syntactic structure of the sentence can be considered somewhat vague,
and overall, the corrections require several additions and removals of words. It is not
unreasonable to believe that only human reasoning and a certain degree of subjectivity
would suffice in fully correcting this sentence, or other comparable examples. On
that account, there are undoubtedly remaining difficulties and challenges to fully
automatic correction for the systems implemented in this work.
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Original sentence:
Jag vill att vet vad är problemet som jag inte kan gå
till kursen det finns ingen plats eller ni har stoppade
den här kurs och ni ska inte har det igen.

Translation system:
Jag vill att det vad är problemet som jag inte kan gå
till kursen, det finns ingen plats eller ni har stoppat
den här kursen och ni ska inte ha det igen.

LM Scoring system:
Jag vill att vet vad är problemet som jag inte kan gå
till kursen det finns ingen plats eller ni har stoppat
den här kursen och ni ska inte ha den igen.

Granska:
Jag vill att vet vad är problemet som jag inte kan gå
till kursen det finns ingen plats eller ni har stoppat
den här kurs och ni ska inte ha det igen.

SweLL gold:
Jag vill att veta vad det är för problem som gör att jag
inte kan gå på kursen: Finns det ingen plats eller har ni
stoppat den här kursen och ni ska inte ha den igen?

Gloss:
I want to know what problem is making me unable to
attend the course: Is there no space or have you
discontinued this course and will not give it again?

Figure 4.19: Example 14.
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5 Conclusion

The purpose of this thesis was to assess the differences between two methods for GEC
in Swedish texts, and identify the strengths and weaknesses of the respective method
with regards to the correction of different types of errors. The GLEU evaluation
indicated small differences between the correction systems implemented through
the methods, although slightly higher scores for the LM scoring system. The manual
evaluation by correction types confirmed the relatively modest differences between
the systems in terms of overall recall, while for level C, the LM scoring system had an
advantage.

Considering the individual main correction categories from the SweLL data and
their subcategories, there were evident differences in terms of the strengths and
weaknesses of each method. The main strength of the translation model was shown to
be its ability to handle a wide range of error types. Additionally, it was more successful
at correcting errors in the punctuation and syntactical categories, in particular for
proficiency level A, but also when regarding all levels.

The weakness of the translation method was the low recall compared to the LM
scoring method. This is likely due to how the artificial erroneous sentences in the
training data were generated, possibly not yielding as many realistic examples as would
be required for each error type to be adequately handled in different contexts.

The strength of the LM scoring method was its superior performance for corrections
in the morphological and lexical categories, mainly for level C and over all levels. This
can be explained by the fact that the system can utilize a wide range of potential
corrections for every erroneous word, accessed through the resources of spelling,
morphology, adposition, and article lists. Further, the large amount of sentences on
which BERT has been trained helps to ensure that the chosen corrections are plausible.

The main weakness of the LM scoring method concerned its inability to modify the
word order, as well as add and remove words in the sentences. Thus, most syntactical
errors and errors related to punctuation were unaddressed. Moreover, the scoring by
BERT sometimes yielded unnecessary changes assigned to parts of the sentence that
were not in need of correction. Possibly, this could be mitigated by a more precise
tuning of the threshold indicating when a correction should be accepted.

Generally, both methods also possess the weakness of not correcting more com-
plex errors related e.g. to words and phrases appropriate in a certain context or to
established expressions within the language.

This work contributes to the field by proposing two neural approaches to Gram-
matical Error Correction for Swedish. To the best of the author’s knowledge, it is
also the first work to utilize the SweLL corpus for the task of GEC, hence present-
ing a baseline for future studies. For future work, the proposed methods could be
improved in several ways. The translation model trained on artificial erroneous data
could potentially benefit from employing more data. Additionally, a transformer of a
larger size could be utilized. This also applies to the LM scoring method, where the
BERT base model could be replaced by a larger version (if and when such a model
would be available for the Swedish language). Adapting a more exhaustive search over
every potential sentence version created from the correction candidates might further
increase the results, as done by Bryant and Briscoe (2018). Additional resources such
as a synonym dictionary could be incorporated when producing correction candidates
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in the LM scoring system and in the replacement operation of the artificial error
generation for the translation method, to improve handling of incorrect word choices.
Another possible direction which could potentially improve the overall correction
results is to investigate how the two methods can be combined, given that they have
different strengths.

It can also be said that considerable improvement would be needed before it is likely
that the proposed correction systems may be truly useful for real users. A grammar
correction tool that only corrects some errors or produces outright wrong corrections
will likely only confuse the user, which was previously studied with regards to error
detection by Nagata and Nakatani (2010). An evaluation of how grammar aids such as
the ones implemented in this work would affect the users’ learning could potentially
serve as a guideline in designing useful correction methods, which is a topic for future
work.
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Appendix

Correction types in the Swell taxonomy
O - Orthographic corrections

O Regular spelling error.
O-Cap Use of uppercase or lowercase letters.
O-Comp Removal or addition of spaces and hyphens between words.

L - Lexical corrections

L-Der
Corrections regarding word formation, either through derivation
or compounding.

L-FL Corrections of foreign words to Swedish.
L-Ref Use of anaphoric expressions.
L-W Wrong choice of word or phrase.

M - Morphological corrections
M-Adj/adv Corrections of adjective to adverb form.
M-Case Change of case form for nouns and pronouns.

M-Def
Corrections of definite and indefinite forms, removal
and addition of articles.

M-F Wrong form of otherwise correct grammatical category.
M-Gend Corrections of gender forms.
M-Num Corrections of number.
M-Other Other morphological corrections.
M-Verb Corrections of inflectional verb forms and use of auxiliaries.

P - Punctuation corrections
P-M Corrections of missing punctuation.
P-R Corrections of redundant punctuation.
P-Sent Corrections regarding splitting or merging sentences.
P-W Wrong choice of punctuation mark.

S- Syntactical corrections
S-Adv Corrections regarding adverbial placement.
S-Clause Corrections through changes to the basic clause structure.

S-Comp
Corrections regarding use of compound words and
multi-word expressions.

S-Ext Extensive, complex corrections.
S-FinV Corrections regarding finite verb placement.
S-M Corrections of missing words.
S-Msubj Corrections of missing subjects.
S-Other Other syntactical corrections.
S-R Removal of redundant words.

S-Type
Corrections involving the change into another part-of-speech
or phrase type.

S-WO Other word order corrections.
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Correction types in the Swell taxonomy, continued
Other tags

C
Consistency correction, required as a consequence of another
correction.

Cit-FL
Marks an acceptable use of a foreign word, which does not
need to be translated into Swedish.

Com!, OBS! Comments and notes.
X Marks an unintelligible string.
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