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Att sammanfatta färgklickar i siffror

Ett microarrayexperiment resulterar i tusentals siffror, som talar om hur
olika gener påverkas av exempelvis en cancerbehandling. Siffrorna är svå-
ra att sammanfatta med traditionella statistiska metoder. En av de många
nya metoder de biomedicinska forskarna behöver kallas B.

Med den statistiska metoden B kan man, med datorns hjälp, sålla ut de
kanske 20 av 5000 gener som påverkats av en medicinsk behandling. Utan
en dylik metod måste man manuellt kontrollera de så kallade M-värdena
för varje gen, vilket är alltför tidskrävande, för att inte tala om enahanda och
tråkigt. Min avhandling består av fyra artiklar, i vilka jag utvecklat, generali-
serat och utvärderat statistikan B för analys av microarraydata. Arbetet har
till viss del utförts i samarbete med forskare i Melbourne (Australien), Ber-
keley (USA), Stockholm och Uppsala.

Glasbit med färgklickar på

En microarray är en ca 2 × 5 cm2 stor glasskiva med tusentals små pric-
kar på. Var och en av prickarna representerar en gen, och består av en klick
DNA från den genen. Experimentet innebär att man smetar på prover från
två olika typer av celler, till exempel från behandlade respektive obehand-
lade bröstcancerceller som i avhandlingens andra artikel. Forskaren som
utför experimentet vill veta om cellerna börjar använda sig av andra gener
när man behandlar dem. (Alla celler i kroppen har likadana, kompletta gen-
uppsättningar. De använder sig dock av olika gener och blir på så sätt olika
såsom hjärnceller skiljer sig från leverceller.) Om en gen är vanlig i ett cell-
prov kommer det att fastna mycket substans på motsvarande klick på glas-
skivan. Det behandlade provet färgas därför rött och det obehandlade grönt.
Då kan man mäta optiskt om det fastnat mest rött eller grönt på varje gens
prick (se Figur 1), och avgöra om genen används mer, mindre eller lika myc-
ket efter behandlingen.

Nästan noll eller långt från noll

Färgresultaten sammanfattas till ett så kallat M-värde för var och en av de
kanske 5000 generna man undersöker. Ju vanligare en gen blivit av en be-
handling desto högre blir M-värdet. En gen som ej påverkats, och därmed
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Figur 1: Färgklickarna i ett microarrayexperiment representerar olika gener. Bilden
visar en liten andel av prickarna i förstoring, inklusive ett större färgfält nere till
höger som kommit till av misstag. Generna (prickarna) bakom detta får därför fel
färg.

är lika vanlig i båda cellproverna får M-värdet noll (eller åtminstone ungefär
noll, då viss slumpmässig variation alltid finns i experimentet). Gener som
blivit ovanligare får ett negativt M-värde. Det gäller att avgöra vilka gener
som påverkats, dvs vilka som har ett M-värde markant större eller mind-
re än noll, och vilka som bara varierar slumpmässigt. Detta är statistikerns
uppgift. Enklast försöker man definiera en gräns, till exempel 0.7, så att man
med någon viss säkerhet kan påstå att generna med större M-värden än 0.7
(eller mindre än -0.7) har påverkats av behandlingen. Oftast gör man flera
microarrayer, replikat, för att få flera M-värden för varje gen, detta för att
få ett säkrare resultat. I bröstcancerexperiment i artikel två har vi fyra M-
värden för varje gen. Sex geners M-värden illustreras i Figur 2a. Vi ser att
M-värdet varierar något från mätning till mätning. Några gener verkar vara
upp- eller nerreglerade medan andra håller sig kring nollvärdet. Uppgiften
är fortfarande att avgöra vilka gener som påverkats, dvs har M-värden som
signifikant skiljer sig från noll.

Undvik rötägg och färgspill

Ett enkelt sätt är att titta på medelvärdet av M-värdena för varje gen (Figur
2a). De gener som har höga M-värden får då höga medelvärden (generna 1,
2 och 5 i diagrammet), och man kan definiera en gräns för medelvärdet som
ovan; gener med medelvärden extremare än säg ±0.4 kan påstås vara signi-
fikant påverkade. Om vi gör så får vi dock med luriga gener med ett udda
mycket extremt M-värde (till följd av något fel i experimentet, kanske som
i Figur 1) trots att de andra värdena är små (gen 2 i Figur 2). Helst vill vi ha
en metod som sållar bort dessa rötägg. B är en statistika som gör just detta.
Varje gen får ett beräknat B-värde som är högre ju mer påverkad genen är.
Strategin är att ta hänsyn både till medelvärdets storlek och hur mycket M-
värdena varierar (variansen). En gen för vilken alla M-värdena är stora, så
att medelvärdet blir stort, får ett högt B-värde. En gen med bara ett extremt
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stort M-värde där de andra M-värdena ligger kring noll får en stor varians
som viktar ner B-värdet. På så sätt kan vi få fram en gräns, säg -1 i Figur 2b,
så att generna med B större än noll är de som verkligen har påverkats av
behandlingen. Hur man beräknar B? –Jo, så här:
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–Lätt som en plätt alltså! Metoden har hittills varit mycket uppskattad i bio-
medicinska kretsar, och därför har jag utvecklat flera varianter av B för stora
experiment där flera behandlingar jämförs parallellt på olika microarrayer.

Figur 2: Till vänster: M-värden och medelvärden för sex gener i ett bröstcancerex-
periment. Vilka medelvärden är signifikant skilda från noll? Medelvärdet hos den
gröna genen dras upp utav ett extremt högt M-värde. Till höger: B-värden för al-
la generna i experimentet. Ju högre B-värdet är, desto mer har genen påverkats av
behandlingen. Den gröna, falska genen viktas ner eftersom dess M-värden varierar
för mycket för att vi skall tro på den.
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Contributions

This section summarizes the main contributions of each paper, and gives a
note on the authors’ contributions to the work. The comprehensive sum-
mary is written individually by me. I have also written all the papers, in
correspondence with the respective co-authors, Terry Speed (University of
California, Berkeley and the Walter and Eliza Hall Institute of Medical Re-
search, WEHI, in Melbourne) as well as my supervisor Tom Britton (Stock-
holm University).

Paper I presents an empirical Bayes statistic B , to distinguish differentially
expressed genes in replicated, two-channel microarray data. The sam-
ple distributions of the thousands of genes involved in a microarray
experiment are summarized into prior distributions to improve the
inference of each single gene. I constructed the statistic and com-
pared it to existing candidates after Terry Speed’s ideas, and under his
guidance. We also got some input from David Freedman (University
of California, Berkeley) in terms of the parameterization. I provided
software through the sma R package (Section 3.8). This is the paper
that has generally had the largest impact of those in the thesis.

Paper II concerns the analysis of a 2 × 2 factorial microarray experiment,
which is repeated at different time points. The analysis is based on
a gene-specific linear model with an interaction parameter, an ex-
tended version of B (Smyth, 2004) that is designed for linear model ef-
fects, as well as a method to select genes with a predefined trend in ex-
pression using projection scores. The statistical methods were derived
by me under the ideas and guidance of Terry Speed. The microar-
ray experiment was performed by Suzie Grant, who was supervised by
Glenn Begley. Suzie also wrote the paragraph about the specific cDNA
microarrays that she used. When this paper was first written (see the
second paper of my licentiate thesis, Lönnstedt 2001), I extended B
to suit a linear model framework, used the extended B in the analysis,
and provided the software in sma. When I was on parental leave, how-
ever, Gordon Smyth (WEHI) reparameterized the extended B so that
it could handle missing values, improved the parameter estimators,
implemented the method in the Limma R package (Section 3.8) and
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(later) published it in Smyth (2004). Paper II is now based on Gordon’s
version of B rather than mine, so that it can be published as an appli-
cation of statistics to a specific medical project. My extended version
of B is presented in Section 5.2.1.

Paper III assesses the robustness of our empirical Bayes methods to the vi-
olation of model assumptions entailed by microarray data. We derive
estimators of two of the hyperparameters of B . When the estimators
are evaluated, we get reason to suspect bad fitness of the data. There-
fore, we then present two full Bayes alternatives to B , which we call C
and D . Model D includes an additional experimental variance compo-
nent, which proves useful for microarray data. When B , C , D and a few
more statistics are compared, the full Bayes methods do not show any
substantial improvements on the empirical Bayes methods. Hence,
the study gives confidence in favour of using the latter for microarray
data. I derived the estimator in collaboration with Tom Britton. I de-
signed the C and D models and performed the method comparison.

Paper IV presents an empirical Bayes statistical framework for ANOVA hy-
pothesis to suit two-channel microarray data. The most important re-
sult is a posterior log odds-ratio B1 of differential expression between
RNA samples from any number of treatment conditions. If there are
no missing values, B1 grows as an empirical Bayes F -statistic, with
prior as well as sample sums of squares in both the numerator and
denominator. The paper also contains an algorithm which uses B1

to group the treatments by significantly equal expression levels for
each single gene. Furthermore, a posterior log odds-ratio is derived
for more general ANOVA tests of microarray data. I have worked out
the statistics and the algorithm, and provide software on my home-
page. The cell line dataset that I used for demonstration was provided
by Rebecca Rimini and Peter Nilsson. The biological validation survey
was done by Rebecca, and she also wrote the corresponding last three
paragraphs of Section 4 in Paper IV.
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1. Introduction

In 1856, the Augustinian monk Gregor Mendel (1822-1884) started his ex-
periments with the hybrid cultivation of pea plants. Along the route to un-
derstanding the secrets of our heritable information, the whole genome of
man and other organisms have recently been sequenced. Scientists are able
to find the DNA code of each gene. We now face a new area of genome re-
search called functional genomics. Functional genomics deals with explor-
ing the biological role of each particular gene. The introduction of cDNA
microarrays has substantially improved on the possibilities to do so.

The genetic code in a single cell of an organism contains all the biolog-
ical information needed to create that organism. All the cells in our body
carry identical, complete sets of our genes. It is differences in how the cells
make use of the genes that causes them to be different and to have differ-
ent functional roles. Microarrays are a new set of genetic tools to examine
which genes are used within different cells. They can provide clues for the
genes’ possible functions. The microarray technology offers new challenges
when it comes to data analysis, since thousands of genes are examined in
parallel, but only with very few replicates. This thesis presents four papers
on the statistical analysis of microarray data, with focus on testing genes for
differential expression using empirical Bayes theory.

In Section 2 we explain the biology behind cDNA microarrays. The sec-
tion is divided into two parts. In Section 2.1 we outline some genetic back-
ground. The microarray technology itself is explained in Section 2.2. Section
3 contains a general history and current issues of the statistical analysis of
microarray data. Section 4 is devoted to relevant statistical theory. General
hierarchical Bayes theory, including empirical Bayes theory, is reviewed in
Section 4.1. In Section 4.2 we derive the empirical Bayes log posterior odds
B presented in Paper I. Section 5 summarizes the contents of the four papers
in this thesis, Papers I-IV.
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2. cDNA microarray biology

2.1 Genetic background
The genome consists of long deoxyribonucleic acid (DNA) molecules which
are neatly packed up into chromosomes in the nucleus of each cell. A DNA
molecule is usually a double helix of two complementary polynucleotide
strands. Each strand is built up by a sequence of the bases adenine (A),
thymine (T), guanine (G) and cytosine (C). Figure 2.1 shows the structure
of the DNA double helix. The bases are paired so that an A in one strand

Figure 2.1: The DNA molecule has the structure of a double helix. It is built up by
pairs of the bases A, T, G and C. The order of the bases holds the genetic informa-
tion. Image origin: http://academy.d20.co.edu/kadets/lundberg/dnapic.
html.

can only bind to a T in the other, and a C can only bind to a G. The two
strands are called complementary, since each strand hence holds the same
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sequence information. Some segments of the DNA sequence contain ge-
netic information and are – loosely – called genes.

Within the DNA sequence of a gene, short words are formed by consec-
utive triplets of the bases A, G, C and T. Each three-letter word, or codon,
codes for one out of 20 amino acids. (Several three-letter words code for the
same amino acid.) The cell can build long chains of the amino acids accord-
ing to the order of the codons. The chain constructed from one gene forms
a large cellular molecule called a protein. The protein is the functioning tool
of the gene. In this way, different genes (DNA sequences) cause the cell to
produce different proteins, which alter the function of the cell. Some pro-
teins are e.g. mainly produced in liver cells, and others are produced in the
brain. As a consequence, liver cells differ from brain cells. In the same way,
tumour cells differ from normal cells and medically treated cells from those
untreated.

The extent to which a gene is used to produce proteins is known as gene
expression. Early methods for studying gene expression includes e.g. North-
ern and Southern blots. These only allow for a handful of genes to be studied
in parallel, and so, they were further developed into the microarray technol-
ogy. With microarrays, thousands of gene expressions can be monitored in
the same experiment.

Microarray technologies include several kinds of so-called cDNA microar-
rays and oligonucleotide arrays. We primarily consider the cDNA microar-
rays. They were developed at Stanford (Brown & Botstein 1999, DeRisi et al.
1997, Eisen & Brown 1999). However, most of the results in this thesis are ap-
plicable to oligo systems like those developed by Affymetrix (Lipshutz et al.
1999, Pease et al. 1994, Lockhart et al. 1996), Agilent (http://www.chem.
agilent.com/Scripts/pds.asp?lPage=2433) or two-channel CodeLink
arrays (http://www4.amershambiosciences.com/aptrix/upp01077.ns
f/Content/Products?OpenDocument&ParentId=456493&moduleid=165
085) as well.

We refer the reader to Gonick & Wheelis (1991) and Griffiths et al. (1996)
for a deeper introduction to the relevant biology.

2.2 cDNA microarray technology

The cDNA microarray technology relies on the mechanism in which the cell
produces a protein from a sequence of DNA, a gene. This procedure can be
divided up into three steps; replication, transcription and translation. Dur-
ing replication, the piece of double stranded DNA corresponding to a gene
is duplicated. During transcription, the DNA copy is split apart so that one
strand can be used to transcribe a new, single-stranded sequence of mes-
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Figure 2.2: The central dogma of molecular biology describes how the DNA of
one gene is duplicated, copied into mRNA and finally translated into a protein
molecule. The image originates from http://allserv.rug.ac.be/~avierstr/
principles/centraldogma.html.
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senger ribonucleic acid (mRNA), which will be complementary to that DNA
strand. The task of the mRNA is to carry the sequential information from
the nucleus of the cell to the cytoplasm. There, it is translated into a pro-
tein which is constructed by a ribosome (translation). The whole procedure
is referred to as the central dogma of molecular biology, see Figure 2.2. The
amount of mRNA copies floating around on their way to a ribosome reflects
the extent to which the corresponding gene is expressed in the cell.

The goal of a microarray experiment is to examine how much gene-speci-
fic mRNA there is in a certain kind of cells, for each out of a large set of
predefined genes. A microarray is a glass slide (see Figure 2.3) with lots of
small spots on it. Each spot corresponds to one of the predefined genes
of interest, and consists of copies of single stranded complementary DNA,
cDNA, from that particular gene. The cDNA is made in advance by so-called
reverse transcription of mRNA. The gene cDNA spots on a microarray are
sometimes referred to as probes. On one microarray there are usually 5,000
to 30,000 probes. These are spotted or printed onto the microarray slide by
a robotic arrayer, so that the spots form a large grid, an array. Each spot
contains thousands of copies of the cDNA fragment from one gene. Nor-
mally, all the spots hold cDNA from different genes, but sometimes replicate
spots are printed for each gene on the same microarray. Up to this point, the
microarray slides are prepared in advance. In each microarray experiment,
several identically spotted slides are used to produce replicate observations
of gene expression.

Figure 2.3: A microarray is usually a glass microscope slide (in the foreground)
spotted with cDNA fragments by an arrayer with several print-tips, which can dimly
be seen in the background of this photograph.

It is not possible to control the exact number of cDNA copies printed onto
each spot on the microarray slide. As will become clear, this has the effect
that we cannot measure the absolute expression levels of the gene in a cell
sample. We always have to derive the relative expression levels between two
samples of cells. The two cell samples to be compared for gene expression
are often cells subject to some treatment versus normal (non-treated) cells,
tumour cells versus normal tissue, or just two different kinds of tissue. For
each of the two samples, the mRNA segments that float around in the cells
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are isolated, and each sequence is reverse transcribed into cDNA. The cDNA
segments are then labelled with a fluorescent dye. Usually, the treatment (or
tumour) cDNA is labelled red using Cy5 (Cyanine 5) and the normal green
using Cy3 (Cyanine 3).

Equal amounts of the two labelled cDNA samples are added to the mi-
croarray. The sample cDNA will then hybridise to the cDNA spots on the
glass slide, i.e. it will pair with its complementary fragments of cDNA on the
slide. If a gene has a higher level of expression in the treatment sample than
in the normal, there will be more red than green dye on its spot and the spot
will look red. The gene is upregulated. If the gene is downregulated, it has a

Figure 2.4: mRNA from two cell samples is reverse transcribed into cDNA and la-
belled with fluorescent dye. The cDNA is added to the cDNA-printed microarray
slide and the labelled segments of cDNA will hybridise to those stuck on the slide.

lower expression level after the treatment than before, and the spot will look
green. Any difference in expression between the cell samples (up- or down-
regulation) is referred to as differential expression. A flowchart of the cDNA
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microarray experiment is shown in Figure 2.4.
The intensities of red and green dye all over the slide are detected with a

laser scanner. This results in two TIFF files, one for each dye channel. The
TIFF files are the starting point of a statistical analysis. The red and green
intensity scanned images can be overlaid to produce a visibly interpretable
image of the microarray results. Figure 2.5 shows part of such a microarray
image, and Figure 2.6 shows an overlaid image of a complete microarray
slide. The grid of spots on the slide in Figure 2.6 is divided up into blocks.
The spots within each block are printed by the same print-tip of the arrayer.

Figure 2.5: Each spot on the microarray slide will hold some amount of red and
green dye. The colours reflect the relative expression level of the gene between the
two cell samples. A bright red spot shows that the corresponding gene was upregu-
lated in the red sample and a green spot reflects downregulation in the red sample
compared to the green. This image comes from Hanna Göransson, Uppsala Uni-
veristy.
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Figure 2.6: The spots on a microarray slide are divided up into blocks. All the spots
within one block were printed by the same print-tip, or pin, of the robotic arrayer.
The arrayer that printed this slide has its pins in a 6×4 grid, so that it has 24 pins in
total. The size of the whole microarray slide is approximately 2 × 5 cm2.
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3. Statistical analysis of cDNA
microarray data

The statistical analysis of cDNA microarray data is often divided into sev-
eral important steps. Prior to performing the actual biological experiment,
the experimental design should be addressed. After the scanning of the slide
TIFF images, careful image analysis and normalisation of the data follow. As
the last step, the biological question of interest is considered, testing which
genes are differentially expressed between the cell samples, clustering, dis-
crimination etc. Biologically, this thesis focuses on finding differentially ex-
pressed genes, but also includes issues on the experimental design, and a
small time profile study in Paper II. We base most of our statistics on em-
pirical Bayes methods, but also investigate model assumptions using full
Bayes hierarchical models. We now give an overview of the statistical analy-
sis of microarray data. It is loosely based on the historical order in which the
methods have appeard. For an overview slightly more oriented to microar-
ray users rather than statisticians, we refer to Smyth et al. (2003b). See also
books, such as Speed (2003), Wit & McClure (2004) or Lee (2004).

3.1 Image analysis

In the early days of microarrays, experiments were performed based on a
single microarray slide only. Statistical analysis concentrated on the image
analysis and statistics that compared the two gene-specific intensities of red
and green dye. These intensities are often denoted by Rg and Gg for a gene
g .

The aim of image analysis is to extract foreground and background inten-
sity measurements for each spot on the microarray. Already when scanning
the slide, it is important to set the brightness levels of the TIFF files so that
the brightest pixels are just below the level of saturation, to capture the vari-
ation of the pale pixels. This is done by adjusting the photomultiplier tube
(PMT) voltage. When a TIFF file for each of the red and green channels is
produced, a step called addressing, or gridding, follows. The objective is to
find the approximate location of the center of each spot on the images. In
the segmentation, the shapes of the spots are identified, and the pixels of
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the images are classified as foreground or background pixels depending on
whether they are inside a spot or not, see Figure 3.1. Next, foreground and
background intensity pairs (R f g ,G f g ) and (Rbg ,Gbg ) are extracted for each

Figure 3.1: This is part of a microarray image, where the spots have been identified
(addressed), and the pixels have been classified as foreground (inside spot) or back-
ground (between spots) pixels. Some software only has fixed circles to segment the
pixels, while some can use adapted spot shapes, as here.

gene g from its set of pixels. Usually, the final intensities are derived by sub-
tracting the background estimates from the foreground, e.g. by local back-
ground subtraction (Rg = R f g −Rbg and Gg =G f g −Gbg ), so that the intensity
of each spot is corrected for local variations across the slide. There are sev-
eral approaches to all these steps of the image analysis, regarding for exam-
ple which pixels to estimate the foreground and background from, whether
to use the mean or median of the selected pixels, and even whether to per-
form background subtraction at all. Yang et al. (2002a) summarize most of
these approaches. Yang et al. also present some evidence that local back-
ground subtraction often introduces so much noise to the data that it is bet-
ter to avoid it, provided careful normalisation is carried out. They present a
method for global background subtraction that estimates a smoothed back-
ground intensity surface over the whole slide.

3.2 Single slide analysis
Chen et al. (1997) present what may be the first statistical method for mi-
croarray data. They assume that Rg and Gg are normally distributed and

that the differential expressions
Rg

Gg
have a coefficient of variation c which

is common to all genes. This c is estimated from house-keeping genes on
the slide. These are assumed not to be differentially expressed. Confidence

intervals are derived for
Rg

Gg
to test whether Rg is significantly different from

Gg . Newton et al. (2001) incorporate the fact that the variance of
Rg

Gg
in-
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creases for low intensities Rg or Gg . They specify a hierarchical Bayes model
for the intensities and their expected values using gamma and Bernoulli dis-
tributions, and derive a posterior estimator of differential expression.

3.3 Logratios and normalisation
It soon turned out that the sources of variation were too many and the ex-
perimental errors too large for single slide experiments to be reliable, see e.g.
Lee et al. (2000). Today, most experiments have 3 to 20 replicate microarray
slides. The art of calibrating the data so that several slides can be compared,
and adjusting it for artefacts, is known as normalisation.

It is good to display microarray data in different plots to examine its qual-
ity and biases. The result of the image analysis of each microarray is the set
of gene-specific red and green intensities (Rg ,Gg ). The distributions of the
intensities are heavily skewed to the left, and therefore it is now customary
to work with their logarithms to the base 2, log2 Rg and log2 Gg . The rela-
tive expression level is usually measured by the logratio or M-value Mg =
log2

Rg

Gg
= log2 Rg − log2 Gg . The first step of the normalisation often consists

of plotting the M-values against the average abundances Ag = 1
2 (log2 Rg +

log2 Gg ); a so-called MA-plot. In many experiments, it is only a small per-
centage of the genes that have different expression levels between the cell
samples. Therefore, the logratios should be roughly symmetrically distri-
buted around zero. Most commonly, though, the M A-plot displays a de-
pendency between M- and A-values. This dependency is called dye-bias. It
occurs because the fluorescent red and green dyes influence the ability of
the cDNA segments to hybridise to the spots on the microarray slides. Quite
often, the binding works better with Cy3 than with Cy5 at low intensities
(low values of A). The phenomenon, which is shown in Figure 3.2, is often
corrected for by fitting a lowess line l (A) through the cloud of dots in the
MA-plot, and subtracting the intensity-specific bias from the logratios. The
new, normalised M-value for a gene g would be Mg − l (Ag ), see Figure 3.2.

This method to correct microarray data for dye bias is called the global
lowess normalisation, and was presented in Yang et al. (2002b). Microar-
ray data can also suffer from spatial bias, if one of the dyes has bound bet-
ter than the other in some region of the microarray slide, or if any print-
tip on the arrayer that spotted the slide was damaged. Yang et al. (2002b)
correct for this with print-tip specific lowess lines, print-tip normalisation.
Generally, microarray data must always be carefully examined for a range
of possible types of bias, including those just described, spatial scale differ-
ences within slides, scale differences between slides, as well as quality, to
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Figure 3.2: After image analysis, the data from a microarray slide consists of a red
and a green intensity measurement for each gene (upper left). These values are
transformed into gene-specific logratios M and average abundances A. Genes that
are not differentially expressed should have M ≈ 0, but often the M-values must be
corrected for a series of artefacts as e.g. dye bias (upper right), in a procedure called
normalisation.
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make the comparison of expression levels between slides possible. There
are other schemes for normalisation than the series of diagnostic plots pre-
sented in Yang et al. (2002b) (or the recent extensions in Xiao et al. 2005).
Kerr et al. (2000) and Wolfinger et al. (2001) propose the use of ANOVA
models for normalisation. These models rely on the single intensity mea-
surements Rg and Gg . Therefore, they can be applied to single- as well as
multiple-channel microarray technologies. They cannot, however, incor-
porate continuous corrections for bias as do the lowess methods. More re-
cent normalisation issues include obtaining meaningful single-channel in-
formation through single-channel normalisation (Huber et al. 2002, Yang &
Thorne 2003).

3.4 Multislide analysis and Bayesian methods

Early statistics for multislide microarray experiments include gene specific
t-tests and/or permutation methods (see e.g. Dudoit et al. 2002b and Galit-
ski et al. 1999), as well as maximum likelihood methods (Ideker et al. 2000),
to find differentially expressed genes. A note of concern was, and still is, to
control the family-wise Type I error rate (see Section 3.7 in this overview), in
the multiple testing of perhaps ten thousand genes. In Dudoit et al. (2002b)
this was done using adjusted p-values estimated by permutation as in West-
fall & Young (1993). By this time, many investigators had also turned to ex-
ploratory cluster analysis tools and discrimination methods, see Section 3.5.

Traditional t-statistics soon turned out to be unsuitable for microarray
data. Because of the large number of genes included in microarray experi-
ments, there are always some genes with a very small sum of squares across
replicates, so that their (absolute) t-values are large regardless of whether
or not their averages are large. Some of these turn out to be false positives
for the t-statistic. In some early studies, only the average logratios (fold-
changes) were considered for testing genes for differential expression. The
average statistic is highly influenced by extreme observations, outliers, and
hence unsuitable for data with as few replicates as microarray data. (See
also Section 4.2 and Figure 4.1.) Several alternative statistics have been pro-
posed to overcome these problems, and many of them are influenced by
Bayes theory. The main topic of this thesis is empirical Bayes methods for
replicated microarray data.

A sophisticated statistic S AM (Tusher et al. 2001), slightly moderates the
t-statistic by adding a suitable constant in the denominator of the t-statistic.
S AM can be thought of as a Bayesian t-statistic, where the denominator is
a sum of a global, prior standard error, and the gene-specific standard error
of the gene’s average logratio.
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In Paper I we present an empirical Bayes log odds-ratio B , which is sum-
marized in Section 5.1. The statistic B is reparameterized into LOD in Smyth
(2004), where a complete, stable parameter-estimation procedure is sug-
gested. Smyth (2004) also notes that LOD (or B) is monotonically increas-
ing in a tuned t-statistic similar to S AM . Smyth (2004) has implemented
the LOD method as the function ebayes() in the freely available R package
Limma (Smyth et al. 2003a).

In a slightly different empirical Bayes framework Baldi & Long (2001) mod-
el each channel (log2 R and log2 G) separately, using normal distributions
with conjugate priors (normal and inverse gamma). This results in two pos-
terior models for each gene, and the posterior probability that the two loca-
tion parameters are equal, P (log2 R = log2 G|Data).

Empirical Bayes approaches to inference seem natural, since microarrays
hold information about thousands of genes simultaneously. This overall in-
formation is summarized into prior parameters, to be combined with means
and standard deviations at the gene level. Their performances are all much
superior to the usual t-statistic and average. They do, however, make distri-
butional assumptions in order to produce conjugate priors for the parame-
ters.

In the third paper of this thesis (Paper III) we examine the model assump-
tions of B through an estimator of the proportion of differentially expressed
genes in a microarray experiment. The poor performance of this estimate
motivates us to leave the empirical Bayes model for full Bayesian treatment,
so that we can choose parameters and distributions that better fit microar-
ray data. We examine the performances of a couple of hierarchical Bayes
models using Markov Chain Monte Carlo simulations. We conclude, how-
ever, that the empirical Bayes methods presented in Paper I, Smyth (2004)
and Baldi & Long (2001), as well as the simple moderated t-statistic S AM of
Tusher et al. (2001) all do better than the full Bayes methods in terms of the
numbers of false positive and false negative genes in non-parametric sim-
ulations. This evidence strengthens our confidence in the empirical Bayes
methods.

The number of empirical Bayes and full Bayes methods for microarray ex-
periments is now large and ever increasing. A quick browse in the Pubmed
database (http://www.ncbi.nlm.nih.gov/entrez/query.fcgi) gave about 100
titles on the topic. Long et al. (2001), Efron & Tibshirani (2002), Broët et al.
(2002), Kendziorski et al. (2003) and Ishwaran & Rao (2003) are just a hand-
ful of examples. For comparison, a search for “microarray statistics” gave
more than 1700 articles, and lately that figure has increased with nearly 100
articles per month.
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3.5 Cluster analysis and discrimination
Cluser analysis and discrimination methods are two topics within microar-
ray analysis that offer alternative questions to that of finding differentially
expressed genes. These topics have to some extent been assessed by com-
puter and algorithm based groups rather than by statisticians. The two sci-
entific groups even use different vocabularies for the methods. Within ma-
chine learning, cluster analysis is called unsupervised learning and discrim-
ination methods are referred to as supervised learning.

With unsupervised learning, the genes can be clustered into groups ac-
cording to similar expression patterns under different conditions (e.g. time
series). If the groups are known in advance, e.g. from the functions of the
genes (the training dataset), a discrimination method should be used to as-
sign the other genes to the groups. The related task of identifying genes that
characterize the different tumour classes is known as variable selection.

The methods can be used to classify genes themselves. A different, popu-
lar application is the classification of cancer cells. We refer to an early as well
as a recent overview with comparisons of methods, Dudoit et al. (2002a) and
Lee et al. (2005). Bayesian theory has an influence in this field too, as in e.g.
Parmigiani et al. (2002).

3.6 Design of microarray experiments
In parallel with the emergence of Bayesian methods for differentially ex-
pressed genes, the microarray experiments grew to include more than two
cell samples. When many experimental conditions are involved, a demand
for experimental design is introduced.

The design of cDNA microarray experiments must be based on compar-
ing pairs of cell samples, since only the relative expression levels between
the two samples hybridised to the same slide can be measured. It is com-
mon to draw a figure with arrows between the cell samples involved in the
experiment. Each arrow represents one microarray slide. See Figure 3.3 and
Figure 3.4.

The most basic issues in the experimental design are whether to perform
direct or indirect comparisons. Assume that we wish to compare two cell
samples A and B, and we can afford two microarray slides. With the direct
design, we would hybridise the two cDNA samples of A and B to both slides.
Also, we would reverse the colour labelling of the red and green dyes be-
tween the samples in the two hybridisations. This so-called dye swap is a
method to minimize the dye bias.

If, however, we can only afford a minimal amount of mRNA from A and B,
sufficient for one hybridisation, or if we would like to link this experiment
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(a) Indirect design (b) Direct design

Figure 3.3: cDNA microarray experiments are based on comparing pairs of cell
samples. One microarray slide can be represented by an arrow connecting the two
samples hybridised to the slide. Two cell samples A and B can be compared via a
reference sample (a) or directly (b).

to other experiments through a common reference sample Ref, we should
instead choose an indirect design. Then, the samples A and Ref would be
hybridised to one of our slides and B and Ref to the other. Both designs are
drawn in Figure 3.3.

Figure 3.4 shows the design figure of the factorial experiment presented
in Paper II. It contains four cell samples and 12 slides. The total number
of slides is usually small in microarray experiments for financial reasons (2-
50 slides). An intricate experiment therefore has a lot to gain from a good
design. The design questions are focused on the number of slides that can
be afforded and on which comparisons that are most important with respect
to the biological tasks of the experiment. The variance coefficients of the
effects (parameters) involved in an experiment are derived on the diagonal
of (X ′X )−1, where X is the design matrix. Given the number of microarray
slides available, several potential designs can be drawn and summarized in
design matrices. The variance coefficients of the designs are compared, and
the design with the smallest variance coefficients for the most important
comparisons (or parameters, or effects), or ideally for all of the comparisons,
can be chosen. When the experiment is performed, the chosen parameters
are estimated with a linear regression model for each gene.

Kerr & Churchill (2001) were the first authors to discuss experimental de-
signs for microarray data. They introduced the direct (loop) and indirect
(reference) designs. Glonek & Solomon (2004) study variance coefficients in
the framework of optimal designs, and provide tables of common designs
such as factorial and time series experiments. In Wolfinger et al. (2001)
mixed models are used to assess both the experimental design and normal-
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Figure 3.4: Paper II presents a factorial experiment with a breast cancer cell line
treated with one, both or neither of the treatments oncostatin M and epidermal
growth factor. The experimental design is represented by arrows in the diagram.
The parameterisation used is indicated in the corners of the cell sample squares,
including the baseline expression level µ, which can not be estimated in the com-
parative microarray experiments.

isation of microarray data. These papers are also all discussed in Yang &
Speed (2002). For the general theory of experimental design, please see e.g.
Montgomery (1997).

The empirical Bayes statistic B is extended to fit multieffect microarray
data in the original version of Paper II, which can be found in the second
half of the licentiat thesis Lönnstedt (2001). Also, Smyth (2004) presented
the reparameterized version LOD of B in a framework of linear models, see
Smyth (2004).

3.7 Assessing significance
Empirical Bayes log odds-ratios testing microarray data for differential ex-
pression (such as Paper I and Smyth 2004) are usually not connected to tra-
ditional p-values that control the significance level of the results. The meth-
ods are seen as providing rankings of the genes. This is due to the unrelia-
bility of hyperparameter estimates, and the failure of the underlying model
to fit satisfactorily. The common normality and independence assumptions
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are not to be taken literally. Rather, they are regarded as devices leading to
formulae which can improve upon the usual “frequentist” statistics such as
the mean or t-statistic. As is discussed in Paper III, the normality assump-
tion is probably a good rough first approximation, but it would not be wise
to base formal inference on it. Also, in reality, many genes are dependent
to some degree, because they are biologically related, whereas other genes
are totally independent. Even if p-values could be derived in principle, they
would be more misleading than informative, because of the strong distribu-
tional assumptions they would be based upon.

Having said this, there still remain efforts trying to assess the significance
of microarray data. The multiple testing approaches have relied on the Fam-
ily Wise Error Rate (FWER) and the False Discovery Rate (FDR). FWER is the
probability of at least one false positive among the genes selected as differ-
entially expressed. Bonferroni is perhaps the most widely used method to
control the FWER (see Hochberg & Tamhane 1987). The adjusted p-values
used in Dudoit et al. (2002b) (see Section 3.4) are based on a step-down re-
sampling procedure from Westfall & Young (1993), and is presented further
in Ge et al. (2003). They make no distributional hypotheses. Unfortunately,
though, a relatively large number of microarray replicates (16 microarrays if
there are 15,000 genes) are required in order to be able to detect any differ-
entially expressed genes, because the method is so stringent.

In the microarray context, it is not a serious problem if a handful of genes
are falsely detected as differentially expressed. This motivates using the
FDR, which is less stringent than the FWER. FDR is the expected proportion
of errors among the genes selected to be differentially expressed, and was
introduced by Benjamini & Hochberg (1995). Tusher et al. (2001) and Storey
& Tibshirani (2003) first select potential differentially expressed genes, and
then estimate the FDR of the selected genes by re-sampling, given that at
least one gene was selected. Storey & Tibshirani (2003) also introduce a q-
value, which corresponds to the posterior probability that a gene is not dif-
ferentially expressed given the observed data of the gene.

3.8 Recent developments within microarray
analysis

Today, microarrays are used as a tool within large, neatly planned experi-
ments. These can involve many experimental conditions, time series, fac-
torial designs etc. Paper IV provides an example. It presents a dataset with
replicate microarrays for each of nine cell lines. The aim is to find genes
that are differentially expressed between the cell lines, as opposed to genes
that have equal expression levels in all nine cell lines. Three empirical Bayes
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statistics are developed for this purpose. Two of them have the form of pos-
terior log odds-ratios and the third is an F -statistic. Also, the framework
yields empirical Bayes F -statistics for general ANOVA hypotheses, for exam-
ple with several factors. Independently, Cui et al. (2005) published a simi-
lar method, where the James-Stein shrinkage concept was used instead of
empirical Bayes models to share information across genes. Other related
papers are Kendziorski et al. (2003) and Ishwaran & Rao (2003).

Much recent and current research has also been devoted to gene expres-
sion in sets of genes rather than single genes. Basically, this is done in one
out of two ways. According to the first scheme, one would ask whether any
of the genes found to be differentially expressed in the single gene analy-
sis can be grouped together by gene functions or locations. This can in
turn be done by searching the new gene ontology (GO) database (http:
//www.geneontology.org, Ashburner et al. 2000). According to the other
scheme, predefined sets of genes (perhaps from GO) would be tested for
differential expression as in Mootha et al. (2003), where a non-parametrical
approach to this topic is presented. There will most likely be parametric
alternatives appearing soon.

The GO database is built up as three parallel, detailed classification sys-
tems from knowledge about gene elements on different levels, such as func-
tion, the tissue where they appear etc. Building the GO database has been
a large focus of computer- and algorithm-oriented bioinformaticians over
the last handful of years. Also, there has been much effort in the implemen-
tation of methods. In addition to web-page driven software, many of the
methods have been provided within the freely available statistical language
R (Ihaka & Gentleman 1996). Well known software for gene expression anal-
ysis is the Limma (LInear Models for MicroArray data) Bioconductor R pack-
age (Smyth et al. 2003a and Gentleman et al. 2004). When the work on this
thesis was started, the implementation of ideas was given in the R package
sma (Statistical Microarray Analysis), but sma has now been abandoned for
Limma.

The idea of microarrays for gene expression measurements is also being
broadened and extended to address new issues, including ChIP-chip (Buck
& Lieb 2004) for the unbiased identification of protein binding sites, arrays
to study translation (Arava et al. 2003), methylation patterns (Nouzova et al.
2004), different types of protein microarrays, as well as SNP genotyping mi-
croarrays (Liljedahl et al. 2004) and resequencing microarrays. All these
new methods offer new statistical challenges of normalisation, hypothesis
testing etc., including general as well as local issues.
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4. Statistical theory

Most of the methods presented in this thesis are derived within the area
of hierarchical Bayes theory, and in particular empirical Bayes models. In
all four papers, this theory is used to derive different posterior odds-ratios.
In this section we summarize the general framework of hierarchical Bayes
models and Markov Chain Monte Carlo simulations with the Gibbs sam-
pler, including the ideas of empirical Bayes theory. We also derive the odds-
ratio B of differential gene expression in Paper I. The aim is to write all the
prior/posterior calculation details out here, since this is not done in the pa-
pers.

4.1 Hierarchical Bayes and MCMC
In Bayesian statistics, some information other than that provided by the ex-
perimental data is included in the model. Generally, knowledge from pre-
vious experiments or prior assumptions can be incorporated. In the con-
text of microarray data, prior model assumptions are usually built up by the
complete set of observed data for all the genes included in the experiment
(the set of genes represented on each microarray slide). The prior distri-
butions can then improve the inference of each particular gene, so that the
data of each gene is studied in relation to the complete set of genes.

Let us build a hierarchical Bayes model for a dataset D , with parameters
u and hyperparameters θ, such that

D ∼π(D|u),

u ∼π(u|θ) and

θ ∼π(θ),

where π are the respective distribution functions. The quantities D , u and θ

can be vectors or single parameters. In our case, we aim to estimate a func-
tion f (θ,D), for example a log odds-ratio (see Section 4.2), so we want to esti-
mate the parameters θ from the posterior distribution π(θ,u|D). If the prior
distributions are such that the posterior distributionπ(θ,u|D) can be explic-
itly derived, then they are called conjugate prior distributions. In empirical
Bayes models, the prior distributions are conjugate, and the hyperparame-
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ters θ are estimated from the data so that π(θ) is not needed. See e.g. Raiffa &
Schlaifer (1961) for more empirical Bayes theory. In a full Bayes model non-
conjugate priors can be assumed. The distribution π(θ,u|D) is then only
known up to proportionality, by π(θ,u|D) ∝ π(θ,u,D) = π(θ)π(u|θ)π(D|u).
The idea of MCMC is to construct a Markov chain {(θt ,ut ); t = 1,2, . . .} with
stationary distribution φ=π(θ,u|D) and estimate θ from the empirical dis-
tribution by taking averages of the observed Markov chain realizations. The
posterior expectation of any desired function f is similarly approximated by

E( f (θ,D)) ≈ 1

|S|
∑
t∈S

f (θt ,D),

where S is a sequence of steps (of length |S|) in the Markov chain. This se-
quence is commonly of the form S = {a + ( j − 1)d ,1 ≤ j ≤ N }, where a is
called the burn in time and d reflects the thinning of the procedure.

To construct a Markov chain with stationary distribution φ we might be
able to use the Gibbs sampler method. In this method each of the compo-
nents (θ,u)k of θ and u is updated sequentially at each time point, given
the current state of all the other components (which together form a vector
which we call (θ,u)−k ). The new candidate for each (θ,u)k is sampled from
the marginal posterior distribution π((θ,u)k |(θ,u)−k ,D).

If any marginal posterior distribution is only known up to proportionality
we can still sample parameter realizations from it using the single compo-
nent Metropolis-Hastings method. We then sample a candidate (θ,u)′k from
any conveniently chosen proposal distribution q((θ,u)k |(θ,u)−k ,D), accept

it with probability min(1,
π((θ,u)′k |(θ,u)−k ,D)
π((θ,u)k |(θ,u)−k ,D)

q((θ,u)k |(θ,u)−k ,D)
q((θ,u)′k |(θ,u)−k ,D) ), or otherwise just

keep the old parameter value. For details on MCMC we refer to Gilks et al.
(1996, Chap. 1). Lehmann & Casella (1998) gives an introduction to Bayesian
and empirical Bayes theory in Chapter 4.

4.2 The empirical Bayes odds-ratio B of
differential gene expression

In this section, we derive the odds-ratio B of differential expression pre-
sented in Paper I. This gives a flavour of the calculations behind many of
the expressions derived in the papers of this thesis.

We assume a microarray experiment with n microarray slides. The slides
have G spots on them, each representing one gene. Let us say that on each
microarray, a treated cell sample is compared to control cells, and we wish to
select genes that have been regulated by the treatment. The slides could be
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technical or biological replicates. If they are technical replicates, the same
cell samples were used to extract mRNA for all the slides. If different treated
and control cell samples were used for each slide the replicates are biolog-
ical. On this basis, we can assume that the replicate observations for each
gene are independent. We now wish to construct an empirical Bayes model,
which we will apply to each single gene included on the microarrays. The
unknown hyperparameters in our model will be estimated from the com-
plete set of genes.

Let Mg = (Mg 1, . . . , Mg n) be the logratios of our green and red intensities
for a gene g . We regard Mg as random variables from a normal distribution
with gene-specific mean µg and variance σ2

g . Let Ig indicate whether the
gene is normal (µg = 0) or differentially expressed (µg �= 0),

Ig =
{

0, if µg = 0,

1, if µg �= 0.

We are interested in whether the gene is differentially expressed, i.e. in Pr (Ig

= 1|(Mg )), or rather in the (logarithm of the) odds, Bg ,

Bg = log
Pr (Ig = 1|(Mg ))

Pr (Ig = 0|(Mg ))
= log

Pr (Ig = 1|Mg )

Pr (Ig = 0|Mg )
. (4.1)

The logarithm of the whole expression to the right of “log” should be taken,
although we most often omit the brackets throughout the thesis. Now, by
Bayes’ theorem (see e.g. Gut 1995),

Pr (Ig = 1|Mg ) = Pr (Ig = 1, Mg )

Pr (Mg )

= Pr (Ig = 1)Pr (Mg |Ig = 1)

Pr (Ig = 1)Pr (Mg |Ig = 1)+Pr (Ig = 0)Pr (Mg |Ig = 0)
,

and similarly for Pr (Ig = 0|Mg ). Hence

Bg = log
p

1−p

Pr (Mg |Ig = 1)

Pr (Mg |Ig = 0)
, (4.2)

where P (Ig = 1) = p is the unknown proportion of differentially expressed
genes in the experiment.

Since we study many genes simultaneously, we would like to use all our
knowledge about the means (µg ) and variances (σ2

g ) for all the genes. We
can do this by using prior distributions for µg and τg = na

2σ2
g

, where a is a

variance hyperparameter. We choose to impose a prior on τg to ease the in-
terpretation of the resulting statistic. Alternatively, we could specify a prior
directly for 1/σ2

g . We calculate (4.1) from the joint densities depending on
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the indicator Ig :

Bg = log
p

1−p

fIg=1(Mg )

fIg=0(Mg )

= log
p

1−p

∫∫
fIG=1(Mg ,µg ,τg )dµg dτg∫∫
fIg=0(Mg ,µg ,τg )dµg dτg

= log
p

1−p

∫∫
f
(
Mg |µg ,τg

)
fIg=1

(
µg |τg

)
f
(
τg
)

dµg dτg∫
f
(
Mg |µg = 0,τg

)
f
(
τg
)

dτg
. (4.3)

We will typically let the prior distribution of µg be normal and the prior of τg

gamma, or equivalently chi-square. These are conjugate distributions that
allow us to calculate the marginal densities fI (Mg ) explicitly (see Section
4.1). In terms of τg , we have assumed that, independently and identically
for all genes,

Mg j |µg ,τg ∼ N

(
µg ,

na

2τg

)
j = 1, . . . ,n.

Now let

τg ∼ Γ(ν,1) and µg |τg

{ = 0, if Ig = 0

∼ N
(
0, cna

2τg

)
, if Ig = 1

,

where ν, a and c are hyperparameters common to all genes. More precisely,
ν represents the degrees of freedom, a is a scale factor and so is c. The de-
pendence between the sampling variance σ2

g = na
2τg

and the prior variance of

non-zero means, cna
2τg

, is necessary to make the distributions conjugate. We

have the following prior densities:

f (τg ) = 1

Γ(ν)
τν−1

g e−τg

fIg=1(µg |τg ) = (2π)−1/2c−1/2
(

na

2τg

)−1/2

e−
1
2

2τg
cna µ

2
g

(
fIg=0(µg ) = δ(0)

)
f (Mg |µg ,τg ) = (2π)−n/2

(
na

2τg

)−n/2

e−
1
2

2τg
na Σ j (Mg j−µg )2

= (2π)−n/2
(

na

2τg

)−n/2

e−
1
2

2τg
na (Σ j (Mg j−Mg ·)2+n(Mg ·−µg )2),

where the last step is a consequence of the fact that Σ j (Mg j −µg )2 =Σ j (Mg j
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−Mg ·)2 +n(Mg · −µg )2. The joint densities conditioned on Ig in (4.3) will be

fIg=1
(
Mg ,µg ,τg

)= (2π)−n/2
(

na

2τg

)−n/2

e−
1
2

2τg
na (Σ j (Mg j−Mg ·)2+n(Mg ·−µg )2)

× (2π)−1/2c−1/2
(

na

2τg

)−1/2

e−
1
2

2τg
cna µ

2
g × 1

Γ(ν)
τν−1

g e−τg

=K × (πnac)−1/2τn/2+ν−1/2
g e−τg− τg

na Σ j (Mg j−Mg ·)2− τg
a (Mg ·−µg )2− τg

cna µ
2
g

and

fIg=0
(
Mg ,µg = 0,τg

)= (2π)−n/2
(

na

2τg

)−n/2

e
− 1

2

2τg
na

(
Σ j M 2

g j

)
× 1

Γ(ν)
τν−1

g e−τg

=K ×τn/2+ν−1
g e−τg− τg

na Σ j M 2
g j ,

where K is a constant common to all genes. We next derive the marginal
densities needed for (4.3).

fIg=1(Mg ) =K

∫
τn/2+ν

g e−τg− τg
na Σ j (Mg j−Mg ·)2

×
(
(πnac)−1/2τ−1/2

g

∫
e−

τg
a (Mg ·−µg )2− τg

cna µ
2
g dµg

)
dτg

=K

∫
τn/2+ν

g e−τg− τg
na Σ j (Mg j−Mg ·)2(

(πnac)−1/2τ−1/2
g

×
∫

e−
τg
a

cn+1
cn

(
µg− cn

cn+1 Mg ·
)2+ τg

a
cn

cn+1 M 2
g ·−

τg
a M 2

g ·dµg
)
dτg .

By identifying the posterior distribution N
(

nc
1+nc Mg ·, a

2τg

nc
1+nc

)
of each mean

µg |τg , µg can be integrated out and

fIg=1(Mg ) =K × (1+ cn)−1/2
∫

τn/2+ν
g e−τg− τg

a s2
g−

τg
a

1
1+nc M 2

g ·dτg ,

where s2
g = 1

nΣ j (Mg j − Mg ·)2. Now, we note that τg can be integrated out

using its posterior distribution Γ

(
ν+ n

2 ,1+ 1
a (s2

g +
M 2

g ·
1+nc )

)
, so that

fIg=1(Mg ) = . . . =K × (1+ cn)−1/2Γ
(n

2
+ν
)[

1+ 1

a

(
M 2

g ·
1+ cn

)]−(ν+ n
2

)
.

Similarly,

fIg=0
(
Mg
)=K ×Γ(ν+ n

2
)

[
1+ 1

a
(s2

g +M 2
g ·)
]−(ν+ n

2 )
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and hence by (4.3)

Bg = log
p

1−p

1�
1+nc


 a + s2

g +M 2
g ·

a + s2
g +

M 2
g ·

1+nc



ν+ n

2

. (4.4)

The larger the value of B , the more evidence there is of differential ex-
pression. The only gene specific part of B is the last ratio. It can be shown
that this ratio increases monotonically with the magnitude of a smoothed
t-statistic (Smyth 2004). This t-statistic is based on an empirical Bayes es-
timate of the standard error. In equation (4.4), the gene-specific standard
error is represented in s2

g and a holds the prior information about the vari-
ance. We can deduce that an increasing differential expression (and hence
an increasing M 2

g .) increases Bg , all the more if the variance is small. If M 2
g .

is small too, a ensures that the ratio cannot blow up due to a very small vari-
ance. Since microarray experiments usually require statistical analysis of
thousands of genes simultaneously, but with only few replicates, this prop-
erty of empirical Bayes statistics has proved very fruitful. Namely, using the
average M-value Mg · as a statistic for differential expression, some genes
will be driven by outliers, and using the ordinary t-statistic, others will be
strongly influenced by tiny standard error estimates. Empirical Bayes statis-
tics can rule out both of these categories of genes, which would otherwise
easily be falsely detected as differentially expressed. This is illustrated in
Figure 4.1. The plots in Figure 4.1 are taken from part of the breast can-
cer experiment in Paper II, and contain in effect four replicate M-values for
each out of 4608 genes. The performance of the mean-statistic, t-statistic
and B is shown for a handful of illustrative genes. In particular the light blue
gene has a very small variance, and therefore, the t-statistic becomes very
large, although the average is close to zero. Also, the green gene has an out-
lier, so that the average is very large in spite of moderate relative expression
levels among the other replicates. Both of these genes are down weighted in
B , which credits a high average only if the variance is not too large.
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Figure 4.1: These plots come from part of the breast cancer experiment in Paper
II, and contain four replicate M-values for each out of 4608 genes. In the left upper
plot, the four replicated (normalised) logratios are plotted on top of each other, to
show their spread. The green gene has an extreme outlier, and has a large average
Mg · (upper right). It would be falsely selected as differentially expressed if only the
average was considered. The light blue gene has a small average and an unusually
small variance, and therefore the magnitude of its t-statistic is very large (lower
left). Using B (lower right), we avoid selecting both the light blue and the green
gene.
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5. Summary of papers

5.1 Paper I — Replicated microarray slides

In Paper I a statistic B (4.4) is presented for the selection of differentially
expressed genes in replicated microarray experiments. B is a log posterior
odds of differential expression, based on the logratios Mg j , g = 1, . . . ,G and
j = 1, . . . ,n for G genes, each represented on n replicate microarray slides.
The Mg j are regarded as normally distributed random variables with gene-
specific expectations and variances,

Mg j |µg ,σg ∼ N (µg ,σ2
g ). (5.1)

Given the parameters, all genes and replicates are assumed independent.
This is of course not true, but provides a pragmatic basis for modelling the
data. Most genes have µg = 0, but a small proportion p of genes have µg �= 0,
indicated by Ig = 1 as opposed to Ig = 0. The log posterior odds for gene
g to be differentially expressed is calculated as Bg = log

(
Pr (Ig = 1|Mg )/

Pr (Ig = 0|Mg )
)
, where Mg = (Mg 1, . . . , Mg n). By assuming conjugate prior

distributions for the variances of the genes (inverse gamma, na
2σ2

g
∼ Γ(ν,1)),

as well as for their means µg where µg �= 0, (µg |σ2
g , Ig = 1) ∼ N (0,cσ2

g ), we
obtain an explicit formula for B ,

Bg = log
p

1−p

1�
1+nc


 a + s2

g +M 2
g ·

a + s2
g +

M 2
g ·

1+nc



ν+ n

2

,

where s2
g = 1

nΣ j (Mg j − Mg ·)2. The use of B provides a ranking among the
genes based on high relative expression level and replicability. It rules out
the groups of genes that are easily falsely selected if only the average expres-
sion or a t-statistic is used. For details, see Section 4.2.

The hyperparameters a andν contain the prior variance assumptions and
are estimated from the complete set of gene-specific sample variances in the
experiment. For the estimation of p and c, see Section 5.3.
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5.2 Paper II — Microarray analysis of two
interacting treatments: a linear model and
trends in expression over time

Paper II describes the analysis of a 2 × 2 factorial microarray experiment.
The experiment uses the MCF-7 breast cancer cell line, treated with neither,
one, the other, or both of the growth factors oncostatin M (OSM) and epider-
mal growth factor (EGF). OSM is a cytokine in the interleukin 6 (IL-6) family,
which is known to inhibit the proliferation of breast (and other) cancer cells.
EGF is a polypeptide growth factor which, on its own, stimulates the prolif-
eration of breast cancer cells. When breast cancer cells are treated with OSM
and EGF combined, there is evidence that the inhibitory effects of OSM are
enhanced. Target samples of mRNA were obtained from unstimulated cells,
and from cells 30 minutes, 1 hour, 4 hours and 24 hours after stimulation
with some combination of OSM and EGF. At each time point, microarray
slides were hybridised as indicated by the arrows in Figure 3.4 (Section 3.6),
except that OSM was not compared to EGF 24 hours after treatment. The
point of an arrow represents the cell sample labelled red, and the other end
represents the green sample.

The main aim of the experiment is to determine which genes either OSM
or EGF alone affects, and which genes change as a result of the joint effect
of OSM and EGF. The latter might consist of totally different genes from the
ones found in the separate analyses. We apply a linear model for the logra-
tios of each gene, with independent parameters for the OSM effect (o), the
EGF effect (e) and for their interaction (oe). The parameters are indicated
in the corners of the sample squares of Figure 3.4 in Section 3.6. A design
matrix X for a specified time point can be derived from the figure. Let the
columns of X represent e, o and oe respectively, and let the rows correspond
to the slide numbering in Figure 3.4. Then
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X =




0 1 0

0 −1 0

1 1 1

−1 −1 −1

1 0 0

−1 0 0

0 1 1

0 −1 −1

1 0 1

−1 0 −1

−1 1 0

1 −1 0




(5.2)

for the first three time points. At the last time point the two last rows of X
are omitted (only the first 10 comparisons were performed 24 hours after the
treatment). We calculate robust estimates of the parameters from the linear
model. To test each effect for differential expression we apply the empiri-
cal Bayes B-statistic from Paper I, but in the reparameterized form of Smyth
(2004), which is extended for application to a linear model. By displaying the
results in a series of plots, we are able to compare the influence of the dif-
ferent treatments on each gene. In particular, we manage to identify genes
that are regulated only when both treatments are applied.

We are also interested in activated genes exhibiting certain temporal ex-
pression patterns, such as early (30 minutes, 1 hour) and late (4 hours, 24
hours) responding genes. Traditionally, analyses of microarray time course
experiments have concentrated on grouping genes with similar temporal
patterns (trends). We adopt the slightly different approach of seeking genes
that follow a predefined trend. Our method builds on the simple idea that
genes that follow a predefined trend in expression may be identified by hav-
ing a substantial projection along that trend. We apply this idea to each of
the effects o, e and oe. In this way, we can select genes that follow a trend,
even though they are not necessarily significantly differentially expressed at
any single time point involved.

The first version of Paper II is contained in the licentiat thesis (the sec-
ond paper in Lönnstedt 2001), and includes an extension of B to suit linear
model effects. This extension of B has been replaced by LOD (Smyth, 2004)
in the current version of Paper II, but we describe the extended B next.

33



5.2.1 B based on independent, sufficient
statistics of the gene sample means and variances.

Suppose that we do not have access to the complete set of data (Mg j ), but
only to independent, sufficient statistics of the mean µg and variance σ2

g for

each gene g , say (mg ) and (s2
g ) respectively. We would like to calculate B

based on these statistics. In analogy to (4.1) and (4.2),

Bg = log
Pr (Ig = 1|mg , s2

g )

Pr (Ig = 0|mg , s2
g )

= log
p

1−p

Pr (mg , s2
g |Ig = 1)

Pr (mg , s2
g |Ig = 0)

Assume that there are some constant k and degrees of freedom f so that
approximately for all g ,

mg |µg ,σg ∼ N (µg ,σ2
g /k)

s2
g f /σ2

g |σg ∼χ2( f ) (5.3)

Then, we can use prior distributions corresponding to those in Paper I,
namely τg ∼ Γ(ν,1) and µg |τg , Ig = 1 ∼ N (0,cka/2τg ), where ν represents
the prior degrees of freedom, a a prior positive scale parameter and τg =
ka/2σ2

g . The resulting posterior log odds-ratio is

Bg = log
p

1−p

1�
1+kc


 a + f s2

g /k +m2
g

a + f s2
g /k + m2

g

1+kc



ν+ f

2 + 1
2

. (5.4)

5.2.2 Example: B for each factorial effect

At each time point in our factorial microarray experiment we are measuring
three effects: o, e and oe. For each effect and time point we independently
wish to select the significant genes, the genes for which the data suggests
that there is a true effect, according to the statistic B in equation (5.4).

The procedure will be described for o 30 minutes after treatment, but ap-
plies equally to e and oe and for each time point, except that there are fewer
microarray slides 24 hours after treatment.

Let g denote the gene indices for our G = 4,608 genes, and j the microar-
ray slide number ( j = 1. . .12). In this experiment, each gene is represented
by two spots on each microarray slide. Let Mg j l be the l th logratio from slide
j for gene g , l = (1,2). Given the design matrix X in (5.2),

M̄g = Xβg +εg, M̄g = (Mg 1·, . . . , Mg 12·), εg = (εg 1, . . . ,εg 12),

34



where Mg j · is the average relative expression of gene g within slide j and
βg = (eg ,og ,oeg ). Right now, we are only interested in (og ), the second ele-
ment of (βg ). Aiming for a setup such as (5.3), our effect estimate for gene
g is mg = ôg = (X ′X )−1X ′M̄g (or the corresponding robust estimate, like
rlm.series() in Limma).

We now need to use the assumption that εg j ∼ N (0,σ2
g ) independently.

Let σ2
g b be the variance component between slides for gene g , and σ2

g w the
corresponding variance component within slides. Then

Var(Mg j l ) =σ2
g b +σ2

g w ,

σ2
g = Var(Mg j ·) =σ2

g b +σ2
g w /n and

Var(ôg ) =Coσ
2
g =Co(σ2

g b +σ2
g w /n),

where n is the number of replicates within slides (which is 2 in our example)
and C = (Ce ,Co ,Coe ) =diag

[
(X ′X )−1

]
. The unbiased estimate of the variance

σ2
g , s2

g = (M̄g −X β̂g )′(M̄g −X β̂i )/(12−3) is independent of ôg and has 12−3 =
9 degrees of freedom. The setup corresponding to (5.3) is thus

ôg |og ,σ2
g ∼ N (og ,Coσ

2
g )

9s2
g /σ2

g |σ2
g ∼χ2(9).

From (5.4) we identify k = 1/Co and f = 9 and consequently

Bg = log
p

1−p

1�
1+ c/Co


 a +9Co s2

g + ô2
g

a +9Co s2
g + ô2

i
1+c/Co



ν+ 19

2

for gene g . The analogs apply to the effects e and oe; one obtains Ce =Co =
1/4 and Coe = 1/2.

5.3 Paper III — Hierarchical Bayes models
for cDNA microarray gene expression

This paper assesses the robustness of empirical Bayes methods to the viola-
tion of model assumptions entailed by microarray data.

In the first part of the paper, the two parameters p and c from B in Paper I
are estimated. The prior proportion of differentially expressed genes p was
never estimated in Paper I. It was (is) generally fixed to a small number, such
as 0.01. In many microarray experiments, only a small proportion of the
genes can be expected to have different expression levels between cell sam-
ples. The parameter c is a constant in the variance of the non-zero means.
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It relates the variances of each Mg j to those of µg (µg |σ2
g , Ig = 1 ∼ N (0,cσ2

g ),

see Section 5.1). The connection between the expected sample variance σ2
g

in (5.1) and the variance in the prior distribution of µg is necessary for the
priors to become conjugate. If it were excluded, the method would be fully
Bayesian, and computationally much more demanding. The construction
is not generally biologically motivated, although some scientists argue that
genes with a high expression level often have a relatively high sample vari-
ance. In Paper I, c was not successfully estimated. The estimators of p and
c presented in Paper III are based on the method of moments.

The estimators of p and c are evaluated for a real microarray dataset, to be
0.942 and 1.24, respectively. At least the p-estimate is unrealistic, which sug-
gests that the data does not fit the empirical Bayes model very well. This is
not surprising, since our aim is to separate a mixture of zero-centred normal
distributions with different variances. By experience we know that microar-
ray data is not normally distributed, and the actual tail distribution of the
data will influence the estimates. In the second part of the paper, we there-
fore investigate whether we can find a better model for microarray data in a
full Bayesian setup.

We present two full Bayesian models, called C and D . Model C is just a
minor change from B . It avoids the biologically unmotivated proportional-
ity c between gene variances and the prior variances of the means. We did
not observe any major differences from B in favour of the model C . Model
D is constructed to fit our microarray data very well. The most important
change from B is that we introduce an additional variance component to
the model. We assume that the means µg | Ig = 0 of the genes with no dif-
ferential expression are not strictly equal to zero, but vary according to a
normal distribution N (0,τ2

0) with a small variance τ2
0.

The proposed methods C and D are compared to the mean-statistic, t-
statistic, B (or rather LOD in Smyth (2004)), the empirical Bayes statistic
of Baldi & Long (2001) and the tuned t-statistic of Tusher et al. (2001) on
simulated data and on one real dataset. Our main conclusion is that for our
data, the full Bayesian models do not provide any improvement over the
empirical Bayes methods. The study therefore gives confidence in favour of
using empirical Bayes methods for microarray data.

5.4 Paper IV - Empirical Bayes microarray
ANOVA and grouping cell lines by equal
expression levels
The aim of Paper IV is to derive empirical Bayes F -statistics for traditional
ANOVA hypotheses, for microarray data. Three potential statistics are pro-
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posed, within the same parametric framework; B1, B2 and F1. We assume
that k different treatment samples are compared to a common reference
sample. For each gene g , the treatment specific relative expression levels
βg j , j = 1, . . . ,k and the gene-specific variance σ2

g are estimated via e.g. a

linear model from the normalised logratios by β̂g j , j = 1, . . . ,k, and s2
g .

We extend the definition of B in Paper I to apply to any number k of cell
samples or treatments compared to the common control. The result is an
empirical Bayes log odds-ratio, which we call B1:

B1g = log
P (βg 1 �=βg 2 �= . . . �=βg k |Dg )

P (βg 1 =βg 2 = . . . =βg k |Dg )
.

The data Dg now consist of k effect estimates and the sample variance,
Dg = (β̂g 1, . . . , β̂g k , s2

g ). B1 is a statistic to separate genes for which all treat-
ment effects are different from genes that have equal relative expression lev-
els for all treatments. By the notation βg 1 �= βg 2 �= . . . �= βg k we (inappro-
priately) mean that all the parameters βg 1,βg 2, . . . ,βg k are distinct. This is
also denoted by Ig = 1 as opposed to Ig = 0. The assumption that all the
effect parameters are distinct is a theoretical assumption behind the spe-
cific model of B1, but the aim of our test statistic is to select genes for which
not all treatments have equal effect. Although the theoretical assumptions
slightly disagree with the purpose, the resulting statistic proves more useful
than B2, which is constructed to better correspond to the alternative hy-
pothesis. Assuming normal-gamma prior distributions of the gene specific
parameters, we derive

B1g = log
p

1−p

P (Dg |Ig = 1)

P (Dg |Ig = 0)

= log
p

1−p

√√√√√
∑

j
ν0+νg j

νg j∏
j
ν0 j+νg j

νg j

(5.5)

×




d0s2
0 +dg s2

g +
∑

j
β̂2

g j

νg j
−
(∑

j
β̂g j
νg j

)2

1
ν0

+∑ j
1

νg j

d0s2
0 +dg s2

g +
∑

j
β̂2

g j

νg j
−∑ j

ν0 j

ν0 j+νg j

β̂2
g j

νg j




k+dg +d0
2

, (5.6)

where j = 1, . . . ,k for all the sums and products. The quantities p, ν0, (ν0 j ),
d0 and s2

0 are hyperparameters, (νg j ) are constants from the linear model,
and dg and s2

g are the gene specific degrees of freedom and sample variance.

We also show that if all genes have the same number of replicates, and

37



there are no missing values, then B1 = b + c logF , where

F =
d0s2

0 + (1−a)
∑

j
∑

h x2
j h +a(SSE +SST )

d0s2
0 +
∑

j

[
(1−a j )

∑
h x2

j h +a j SSE j

] (5.7)

and a, (a j ), j = 1, . . .k, b and c are constants common to all genes. We have
assumed that the data concerning each particular gene constitute a series
of n logratios (x j h), j = 1, . . . ,k, h = 1, . . . ,n j , so that each logratio x j h comes
from hybridisation number h comparing the j th treatment to the control
sample, and

∑
j n j = n. The numerator of F represents the model with equal

means, and the denominator that with different means. In both the numer-
ator and the denominator there is prior information consisting of d0s2

0 (a
prior variance assumption common to all genes) and the x2

j h terms, and
“frequentist" sums of squares SST , SSE and the SSE j (the part of SSE sup-
plied by the measurements in treatment j ). The amount of prior informa-
tion taken into account is determined by the constants a, (a j ) and d0, which
could be set by the user or estimated from the data.

The model for B1 is based upon testing whether the treatment means are
all different versus all equal. However, ANOVA aims to find genes with any
differences between the means, including for example genes for which only
one treatment differs from the rest, genes for which there are two groups
of treatments with equal relative expression levels within each group etc.
The statistic B2 includes all possible ways in which the treatment means can
differ in this sense. The framework is similar to that of B1, but B2 includes
likelihood expressions of the many different model cases. Therefore, it is
computationally a lot more expensive than B1.

When all genes have the same number of replicates, the framework of B2

yields a likelihood expression for each possible model similar to the numer-
ator or denominator of (5.7). By combining pairs of models into an em-
pirical Bayes F -ratio similar to (5.7), any ANOVA hypotheses can be tested,
including several factors, interactions etc.

The method F1 is an F -statistic where both the treatment mean squares
in the numerator and the sample variance in the denominator have been
replaced by the posterior estimates of their expectations, under the same
model assumptions as for the case of different treatment means in B1.

The statistics were compared to the traditional F -statistic as well as to
some other existing candidates (Smyth 2004, Tai & Speed 2004). The test
statistic B1 performed superiorly to the other methods in terms of false de-
cisions on simulated data.

The purpose of our empirical Bayes test statistics is that of traditional
ANOVA, i.e. to identify genes with significantly different fold changes. Genes
cannot be said to have equal expression levels just because they are not
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identified as differentially expressed. Like the usual F -statistic, our statis-
tics cannot, for example, directly endeavour to cluster genes according to
relative expression patterns. However, we also present an algorithm to as-
sess whether the relative expression levels of a single gene can be grouped
together because of significant equality between cell lines. The algorithm
is recursive, and based on the B1 log odds-ratio, and its reversion prop-
erty, namely that the negative of a log odds-ratio is a statistic which tests
for equal rather than different expression levels: −Bg 1 = log(P (βg 1 = . . . =
βg k )/P (βg 1 �= . . . �=βg k )). For each gene g , we order the expression estimates
β̂g j j = 1, . . . ,k that we wish to cluster, perform a test of H0 : the expression
estimates are not all equal vs H1 : the expression estimates are all equal. If
the test statistic −Bg 1 does not lead us to reject H0, we split the group of ex-
pression estimates into two subgroups according to the largest geometrical
gap in the ordering. Then, we perform the test again on each new subgroup
and continue until H0 is rejected or each group consists of one expression
estimate only.

The grouping algoritm is a way to cluster treatments on the gene level in a
statistical framework. It is an example of how a posterior log odds-ratio can
be used in intricate statistical hypothesis tests to answer specific scientific
questions.
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