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Abstract

In this thesis, we investigate the usefulness of a group of features in genre
classification problems for news. We choose a diverse feature set, covering features
related to content and styles of the texts. The features are divided into two
groups: semantic and stylistic. More specifically, the semantic features include
genre-exclusive words, emotional words and synonyms. The stylistic features
include character-level and document-level features.

We use three traditional machine learning classification models and one neural
network model to evaluate the effects of our features: Support Vector Machine,
Complement Naive Bayes, k-Nearest Neighbor, and Convolutional Neural Net-
works. The results are evaluated by F1 score, precision and recall (both micro-
and macro-averaged). We compare the performance of different models to find
the optimal feature set for this news genre classification task, and meanwhile seek
the most suitable classifier.

We show that genre-exclusive words and synonyms are beneficial to the clas-
sification task, in that they are the most informative features in the training
process. Emotional words have negative effect on the results. We present the
best result of 0.97 by macro-average F1 score, precision and recall on the feature
set combining the preprocessed dataset and its synonym sets generated based on
contexts classified by the Complement Naive Bayes model.

We discuss the results achieved from the experiments and the best-performing
models, answer the research questions, and provide suggestions for future studies.
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1. Introduction

Genre by definition in the context of language technology, is a grouping method for
texts which serve the same communicative purpose (Kessler et al., 1997). Texts are
categorized into various genres for practical usage. The discussions on genres can be
traced back to the era of Aristotle, and the earliest recognized genres include fiction,
essays, biography, etc. The definition of genre has been extended, and new genres
are constantly being invented over time. Since the beginning of this century, genres
have started to be used for classifying human activities, such as business and religion
(Beghtol, 2001). This definition of genre has also been used in a previous study on a
news genre classification task (Dai and Huang, 2021). Books in a library are stored in
the digitized index according to subdivided genres so that people can easily find the
one they are searching for. People can manually identify the genre of an article by the
keywords and jargon in it, while computational linguists are interested in designing
computer models to perform genre classification in a quantitative manner.

Automatic genre classification emerged in the 1990s (Karlgren and Cutting, 1994).
With hundreds and thousands of books being published and huge amounts of texts
being posted online every year, humans have entered an era of information explosion.
The demand for an efficient automatic classification model is thus becoming increas-
ingly high, making genre classification a constantly hot topic. Genre classification
also has important intersections with other natural language processing (NLP) tasks,
such as information retrieval and authorship attribution (Abdullah and Zamil, 2018;
Elayidom et al., 2013). Experts in this field are doing continuous efforts in introducing
new methods to improve model performance and generalize them to tackle more
languages. Papers are proposed about various themes in this field, like academic paper
classification and cross-lingual genre classification (Dalan and Sharoff, 2016; Petrenz,
2012). Shared tasks about text classification problems in a more general sense are
also initiated from time to time, inviting computational linguistics to participate, like
semantic relations classification from Gábor et al. (2018).

Current approaches toward genre classification mostly deal with this problem
using low-level text features, like character level features. A genre-related word
correlated between training and test sets can benefit model performance (Petrenz
and Webber, 2011). Fang and Cao (2010) employed Part-of-Speech (POS) tags in
genre classification based on the hypothesis that the distribution of types of texts
vary from genre to genre (Rayson et al., 2002). Goldstein et al. (2007) explored the
effect of layout, character and structural features, derivative features and grammatical
features. Petrenz (2012) performed cross-lingual genre classification based on stable
features (language-specific, language-independent and comparable features) and target
language adaptation. Asheghi et al. (2014) implemented a set of lexical and structural
features in a semi-supervised graph-based approach, including function words, named
entity tags, etc.

In news classification, Dai et al. (2018) and Dai and Huang (2021) proposed
structure-based classification approaches that detect the commonly used news struc-
tures used in the news articles. Alhindi et al. (2020) proposed that opinion-based
news are semantically different from factual news due to the difference of intents,
and thus these two types of news articles can be classified according to argumentative
and persuasive discourses. Similar to their starting point, we hypothesize that genres
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within the field of news can be identified through genre-specific features. Apart from
semantic features, we also investigate the effect of a series of stylistic features that
have been widely used in text classification problems.

1.1. Purposes

We believe that performing genre classification from a content-based aspect can help
us gain a deeper understanding of the specific linguistic patterns within each genre.
Identifying differences among genres can benefit lots of other NLP tasks, such as part-
of-speech (POS) tagging and word sense disambiguation (Luo and Perin, 2017). In this
thesis project, we pose the following two research questions and design experiments
upon them:

• What kind of influence do semantic features (genre-specific and emotional
features) have on genre classification results?

• How do stylistic features (at character, word and document levels) influence the
performance of genre classification models?

Our hypothesis is that different genres possess their unique sets of features, like
genre-specific words, POS tags and emotions. In our experiments, we build models
to automatically classify a news dataset containing five genres, namely Business,
Entertainment, Politics, Sports and Technology, as defined by Greene and Cunningham
(2006). We investigate the effect of two sets of features, namely semantic and stylistic
features. For semantic features, we choose genre-exclusive words, emotional words
and synsets. For stylistic features, we choose a set of features at character, word and
document levels. Our models are trained on these different sets of features separately
and integrally to test their effect in news genre classification. To intuitively evaluate
our model performance, we build a baseline model using Bag-of-Words (BoW) feature
representation with a Support Vector Machine (SVM) classifier on lemmatized texts.
Three traditional machine learning classifiers and one neural network model are
implemented in this study for comparison purpose.

1.2. Outline

The remaining parts of this thesis are structured as follows:

• Chapter 2 introduces the theoretical background and previous studies of genre
classification. We introduce genre classification from two angles: traditional
and computational approaches. In the traditional part, we introduce genre
classification based on systemic functional linguistics and corpus linguistics. In
the computational part, we explain several commonly used techniques for text
classification tasks. We provide an overall review on the related work about
the three principal components of our experimental settings, namely semantic
analysis, stylistic analysis and classifier selection.

• Chapter 3 describes the details of our experimental pipeline, including the
dataset, text preprocessing techniques, semantic and stylistic feature extractions,
model construction, training and evaluation metrics.

• Chapter 4 presents the results of our experiments, divided into two parts
with discussions: results on semantic features and results on semantic+stylistic
features. The best-performing models are also analyzed in detail.

• Chapter 5 provides the conclusions of this project. We briefly review the
experiment process and answer the research questions. We also offer some
suggestions that may be helpful for future work.
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2. Research Background

In this chapter, we introduce the general background of genre and text classification
as well as the related work to this thesis, which cover both traditional linguistic
background and machine learning background.

2.1. Genre in Traditional Linguistic Studies

As defined by linguists, the development of a genre is related with repeated use of text
types in similar situations. As time passes by, it is perceived that there are homologies
among situations where a certain type of conversations takes place. These shared
features gradually increase and sediment to form the characteristics of a so-called
genre (Bazerman et al., 1994).

2.1.1. Systemic Functional Approaches to Genre

Systemic functional linguistics assumes that language structures are closely related to
social circumstances in which they are formed to reach certain social purposes or fit
in a certain social context. Language is thus organized by its social functions within
a culture. Systemic refers to the system of choice presented to a language user for
the realization of social purposes and contexts. Based on Halliday (2014)’s work in
systemic functional linguistics, Martin (1997) enriched the definition of genre so that
it shares a mutual realization with register, a clustering of semantic features according
to situation types. Genre is concerned with the context of culture, and register is
about the context of situation. Martin (1997)’s theory further complemented the
definition of genre by connecting social purposes with text structures. This theory
enriches the definition of genre from merely conveying social purposes to including
texts register analysis, language metafunction, and more micro analyses of semantic,
lexical, grammatical and phonological features (Bawarshi and Reiff, 2010).

2.1.2. Historical and Corpus Linguistic Approaches to Genre

Historical linguistics treats genre classification from two angles: deductive and induc-
tive text typologies. The deductive approach creates several main categories for genre
and text classification. For example, the main category longacre is based on text types
including narrative, expository, behavioral and procedural. The narrative text type
further contains genres such as fairy tales and novels (Bawarshi and Reiff, 2010).

The inductive approach is based on perceived textual patterns. This approach
benefits from corpus linguistics to a large extent, because corpora help searching for
patterns hidden in texts. Biber (1994) analyzes linguistic feature variations among gen-
res by first obtaining the frequency of those features in texts, and then applying them
to a statistical analysis across 23 genres and examining their degrees of occurrences
(Bawarshi and Reiff, 2010).
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2.2. Genre Classification from a Computational Linguistic Aspect

In the context of NLP, researchers automate the process of genre classification using
computational methods to maximize the efficiency and accuracy of the task, which
have been gaining increasing focus as more and more corpora are made available.
Similar to classifications on other subjects, current approaches treat text classification
as a machine learning problem in which vectors are created from text-based data.
Models are built upon extracted features from the training set, and the characteristics
within the training set are captured so that models are able to classify unseen texts
that share homologies with the training data.

2.2.1. Word Representations

This section lists and explains some typical word representation strategies for text
classification: one-hot encoding, Bag-of-Words (BoW) and term frequency–inverse
document frequency (Tf-idf).

One-Hot Encoding

One-hot encoding is a popular method for representing categorical data. In one-hot
encoding, the dimensions of feature space are equal to the number of unique words
in the dataset, assigning weights to all the features inside. Every word has its own
dimension in which it is encoded with the integer 1 at its position in the vocabulary,
while words in the other positions are encoded with 0, as displayed in the below
example.

Sentence Yukos had filed for bankruptcy protection
Yukos [1 0 0 0 0 0]
had [0 1 0 0 0 0]
filed [0 0 1 0 0 0]
for [0 0 0 1 0 0]
bankruptcy [0 0 0 0 1 0]
protection [0 0 0 0 0 1]

Bag-of-Words (BoW)

BoW is an extension of one-hot encoding, in that it squashes the one-hot dimensions
of words within a sentence into one dimension (Naseem et al., 2021). The length of
the vectors is equal to the vocabulary size. The matrix built from BoW ignores the
order and semantic relationships of words. As vocabulary size can increase infinitely,
the length of the vectors also increases, resulting in a sparse matrix with 0s in most of
the indices. The example below shows BoW encoding for two sentences.

Corpus
Yukos had filed for bankruptcy protection,
All of your assets are protected until the bankruptcy is over

Vocabulary
Yukos, had, filed, for, bankruptcy, protection, All, of,
your, assets, are, protected, until, the, is, over

BoW of Sentence 1
[1, 1, 1, 1, 1, 1, 0, 0,
0, 0, 0, 0, 0, 0, 0, 0]

BoW of Sentence 2
[0, 0, 0, 0, 1, 0, 1, 1,
1, 1, 1, 1, 1, 1, 1, 1]
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Term Frequency-Inverse Document Freuqency (Tf-idf)

Term frequency (Tf) calculates the frequency of a word appearing in a sentence. In
other words, Tf of a word is the result of dividing it by the total number of words in a
sentence. Idf stands for the frequency of a word across a set of documents, which is
used to calculate the importance of a word. It weighs down common words while
assigning more weights to rare words. The closer a weight is to 0, the more common a
word is. It is calculated by dividing the total number of documents by the number
of documents containing the term, and then calculating its logarithm. Tf-idf is the
multiplication of Tf and idf.

2.2.2. Machine Learning Models

In this section, we introduce some of the most popular models for text classifica-
tion. All the traditional classification models have been surveyed in Kadhim (2019)
previously. Three basic and popular neural network models are introduced as well:
feed-forward neural networks, recurrent neural networks, and convolutional neural
networks.

Naive Bayes

Naive Bayes Classifier is popular in text classification tasks because of its simplicity
and satisfying performance (Horecki and Mazurkiewicz, 2015). It hypothesizes that
all attributes of an example are independent of each other given the context of the
class. It is based on a probability theorem defined in the following equation:

𝑃 (𝐴|𝐵) = 𝑃 (𝐵 |𝐴) × 𝑃 (𝐴)
𝑃 (𝐵) (2.1)

where A is a class and B is a document. Two types of models are included under the
Naive Bayes category, of which one is multi-variate Bernoulli model, and the other is
mutinomial model. Multi-variate Bernoulli model ignores the dependencies among
words and binary word features. Multinomial Naive Bayes is a uni-gram language
model with word frequencies, which captures the importance of words. A document
is represented as an ordered sequence of words from the shared vocabulary, and
the probability of each word is independent of its context and position (McCallum,
Nigam, et al., 1998).

In this thesis, we use Complement Naive Bayes, which is a variant of the standard
Naive Bayes algorithm. Opposite to Naive Bayes, it calculates the probability of a
document belonging to all classes instead of a particular class. The smallest value is
selected among the calculations for all classes based on the theory that the smaller
a value is, the more probable it is for the document to belong to that class (Rennie
et al., 2003).

Support Vector Machine (SVM)

Another widely used classifier in text classification is SVM. It is well known for
the simple structure, complete theory, high adaptability, global optimization, etc.
It classifies documents by finding an optimal hyperplane in the feature space. The
optimal hyperplane is decided by its distances from the data points in the separated
spaces. The dimensions of the hyperplane are equal to the number of input features.
The original data points are compressed to a support vector set which consists of
data points closer and influential to the hyperplane, then the model learns from the
compressed subset and the rules decided by the support vector (Z. Liu et al., 2010).
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K-Nearest Neighbors (KNN)

KNN is based on the assumption that similar data points are close to each other
in distance as well. KNN classifies a data point by its k nearest data points through
calculating their distances to it. The data point is then classified to the class which the
majority of its k nearest data points belong to (Z. Liu et al., 2010). The best value of k
depends on the data. The k value also influence the level of noise on the classification.
Larger k reduces more noise but on the other hand makes the boundaries between
classes less evident (Khamar, 2013).

Feed-Forward Neural Networks

Feed-forward neural networks are the simplest artificial neural networks, because the
nodes are not connected in a circle. Instead, as implied by the name, information
is passed in one direction. Words are learnt using a BoW model. The vector sum
or average of the word embeddings are taken as the representation of the texts and
then passed through the feed-forward layers, or Multi-Layer Perceptrons (MLPs).
Classification is then performed on the final layer’s representation using a classifier
such as Naive Bayes or SVM (Minaee et al., 2021).

Recurrent Neural Networks (RNNs)

RNNs are a form of neural networks that is opposite to feed-forward neural networks.
In RNNs, data are processed through cycled nodes using feedback loops. Texts are
viewed as sequential data. RNNs capture the dependency information between a word
and its previous words, thus taking text structures into account, which is beneficial to
text classification. Among the variants of vanilla RNNs, one of the most frequently
used is Long Short-Term Memory (LSTM) which captures long-term dependencies
(Hochreiter and Schmidhuber, 1997). LSTM addresses the gradient vanishing or
exploding problems of vanilla RNNs by adding a memory cell which stores values
over arbitrary time intervals with an input gate, an output gate and a forget gate to
deal with the ingoing and outgoing information (Minaee et al., 2021).

Convolutional Neural Networks (CNNs)

CNNs are initially aimed for image processing, but they have been proven a powerful
tool for text classification as well. In contrast to RNNs, CNNs capture local patterns
and assume that they are insensitive to position change. These patterns can be key-
words or phrases across texts, so they are suitable for various text classification tasks.
CNNs are composed of three types of layers: convolutional layer, pooling layer and
fully connected layer. Chen (2015) proposed a model with one convolutional layer
on the word vectors extracted by word2vec. The output of the convolutional layer
is convoluted by the second convolutional layer with a filter. Then a max-over-time
pooling layer is added to choose from the sentence the most important global feature
which is later flattened and fed into the fully connected layer.

2.3. Related Work

In this section, we discuss the approaches considering semantic and stylistic features as
well as classifiers that have been conducted in previous studies and are highly relevant
to our thesis.
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2.3.1. Semantic Analysis

Luo and Perin (2017) conducted research on the semantic and lexical information
presented within news genres on a New York Times dataset containing 52 editorial
desks (genres). To find out the distinctive lexicon within each genre, they represent the
data by co-occurrence statistics. The lemmas are viewed as nodes of the network, and
two neighboring words are connected by an undirected edge in the network. Weight is
put on an edge based on the frequency of the two words appearing together regardless
of order. Then the co-occurrence network is evaluated by node degree and page rank
score. Their results show that high-degree nodes include both commonly used words
in all contexts regardless of genre, like say and one, and genre-specific words which
illustrate the characteristics of the genres. They also found that node degrees are
highly proportional to node page ranks. In most cases, a high-degree lemma has a high
page rank score as well. Thus, these genres share similar node degree distributions by
page rank. Differences are only observed for nodes with low page rank scores, which
represent words not carrying genre-related information. Their study reveal that text
graph properties are strongly correlated with each other, and co-occurrence networks
can thus be beneficial to text classification tasks.

Nielsen (2011) manually built a sentimental lexicon called aFinn. The initial re-
sources of the lexicon are from tweet postings about the United Nation Climate
Conference (COP15). The lexicon is then gradually expanded by adding the following
data: the updated tweet postings on COP15, the Original Balanced Affective Word
List by Siegle (1994), Internet slang from the Urban Dictionary,1 the Compass DeRose
Guide to Emotion Words2 and its synonyms in Wikitionary.3 Finally, Microsoft web
n-gram similarity web service4 is used to discover more relevant words. The sentimen-
tal strengths are marked with integer scores ranging from -5 to +5, representing very
negative sentiments to very positive ones. The lexicon has a tendency of biasing to-
wards negative words, which is also observed in the OpinionFinder sentiment lexicon
(Wilson et al., 2005).

Ozdemir and Bergler (2015) compared aFinn (Nielsen, 2011) with their newly
compiled Gezi sentiment lexicon and several other lexica: NRC, Bing Liu’s Lexicon,
and MPQA in ablation experiments. Their research also includes a term overlap check
for these lexica, and results show that aFinn has a 0.831 agreement ratio with the
most popular sentiment lexicon, NRC, and 0.85 with Gezi, which is very similar to
NRC but bigger. To compare the performance of these lexica individually and jointly,
they chose two tasks from SemEval-2015 shared tasks: tweet polarity classification
and sentiment degree association to tweets of figurative language. Results show that
aFinn, despite its smallest size (about 7% the size of NRC (Mohammad and Turney,
2013a), which consists of approximately 14,000 words), is the best solo performer
among all in almost all the experiments. Ozdemir and Bergler (2015) speculated that
this is due to the fact that the construction of aFinn is limited to only include entries
with consistent sentiment labels.

Kim et al. (2017) proposed two emotion-based models consisting of two feature
sets for genre classification. The emotional words come from the NRC lexicon defined
by Mohammad and Turney (2013a), which are grouped into eight emotion directions.
The data they use is fictions in five literary genres. The first model is composed of
the words in the intersection of the NRC lexicon and the dataset. The second model
not only contains the emotional words, but also includes their labels and positions

1https://www.urbandictionary.com/
2http://www.derose.net/steve/resources/emotionwords/ewords.html
3https://www.wiktionary.org/
4https://www.microsoft.com/en-us/research/project/web-n-gram-services/
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in texts. Their experiments show that the first model improves the F1 scores of two
of the five genres significantly, which leads to an improvement in the micro-average
F1 score. Compared with the first model, the second model performs significantly
worse. Their findings are that the first model is able to reach competitive performance
with the normal BoW-based model, while the second model is less suitable for genre
classification.

Adding additional data sources is a frequently used approach in many papers. Szy-
manski and Lynch (2015) made use of an additional collection of 1 million English
books across five centuries for their text date classification using the Google Books
Syntactic N-Grams database by Goldberg and Orwant (2013). They experimented
with this data augmentation method along with the other stylistic features in classifi-
cation settings at different lengths of time spans, from 6-year to 50-year. The accuracy
scores show that this additional dataset benefits the accuracy of their models by
approximately 5% on average.

Wei and Zou (2019) implemented a combined data augmentation method and
tested it in five typical text classification tasks: Stanford Sentiment Treebank, customer
reviews, subjectivity vs. objectivity dataset, question type dataset, and Pro-Con dataset
(Ganapathibhotla and B. Liu, 2008; Li and Roth, 2002; Q. Liu et al., 2015; Pang and
Lee, 2004; Socher et al., 2013). This approach includes four sub-methods: synonym
replacement, synonym insertion into a random position within sentences, random
swap of words within sentences, and random deletion of words by a certain probability.
One of the four sub-methods is applied randomly to each sentence in the training set.
To alleviate the inequal distribution of noises in long and short sentences, the number
of words changed are varied according to the sentence length. The results indicate
that their data augmentation method is especially beneficial for smaller datasets, while
the performance gain is marginal when data is sufficient or pre-trained models are
used.

2.3.2. Stylistic Analysis

Argamon-Engelson et al. (1998) explored the effect of function words and syntactic
structures in text style classification, which is similar to topic classification. Function
words are words such as and, about and the. Syntactic structures are extracted by POS
tag trigrams, because trigrams are informative enough while being computationally
manageable. They experimented on four news datasets, and all the results show that
a combination of function word features and syntactic features benefit the accuracy
scores.

Szymanski and Lynch (2015) extracted n-gram features at letter, word, and syntactic
levels for a diachronic text classification problem. The features include character n-
grams, POS tag n-grams, word n-grams and syntactic phrase-structure rule occurrences.
They evaluated their models by accuracy score, and the results show that while each
of the four features outperforms the baseline, a combination of the four leads to the
best-performing model at all class levels of granularity.

Štajner and Zampieri (2013) has proven that capturing stylistic changes, including
average sentence length, average word length, lexical density and lexical richness
is helpful in Portuguese temporal text classification problems across four centuries.
They first extracted these four features and analyzed their distribution. Taking the
initial analysis into consideration, they conducted five sets of classification experi-
ments, including both multi-class classification among the four centuries and binary
classifications between each two of the four centuries, and then measured the results
using weighted average F1 score. Results show that stylistic features improved their
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model performance significantly when big differences are found among the target
classes in the initial stylistic analysis.

Knauth (2019) explored a set of stylistic features in a binary hyperpartisan classifi-
cation task from SemEval-2019 shared tasks. Their features include number of words
in verb, noun, adjective and adverb categories, lexical density as ratio of non-stopword
words to total words, huffman compression ratio (Huffman, 1952), readability scores,
and vocabulary variety. The features are tested using SVM with rbf kernel. They tested
their stylistic model on two test sets provided by the publisher and article against the
other content feature based model which is composed of attributively used adjectives
and lemma-bigram similarity scores. On the by-publisher test set, the stylistic model
gave better results than the other one.

Bilal et al. (2019) selected a diverse group of features for a rumor stance classifica-
tion problem, among which includes sentiment features and stylistic features. The
sentiment features they used are six sentiment lexica: SentiStrength (Thelwall et al.,
2010), aFinn (Nielsen, 2011), SentiWordNet (Esuli and Sebastiani, 2007), Effect-
WordNet (Choi and Wiebe, 2014), SenticNet (Cambria et al., 2014) and Hu&Liu
opinion lexicon.5 The stylistic features they chose are: question marks count, excla-
mation marks count, sentence length, uppercase ratio, consecutive characters and
letters, and URLs presence. The other feature types included in their study are meta-
structural features, Cosine similarity with parents, etc. An ablation test is conducted
on their features. Compared with the results gained on all features, their macro-F1
score decreases by 0.002 without sentiment features, and the score decreases by 0.048
without stylistic features.

Haider and Palmer (2017) explored the effect of a wide range of stylistic features in a
genre classification task of contemporary German, ranging from shallow-level features,
such as function words and character n-grams, to deep-level features extended beyond
linguistically motivated features with a fine-grained morphology, psycholinguistic
word norms, and topic models. It turned out that a combination of all features,
including POS tags, verb classes, surface cues, morphological features, word norms,
connectives and content words, gives the highest scores for all classifiers.

2.3.3. Classification Models

In Szymanski and Lynch (2015)’s temporal classification task, they experimented
with three implementations of SVM: the standard SVM, SVM regression, and the
Weka implementation of ordinal regression using an SVM base classifier. Although
theoretically ordinal classification fits for classes in a natural order, it produced worse
accuracy than the standard SVM, as well as SVM regression.

In Štajner and Zampieri (2013)’s temporal text classification research, they imple-
mented four classification algorithms to test the influence of their feature sets: Naive
Bayes, Weka6 implementation of Support Vector Machines with normalization and
poly kernels, JRip, and Weka implementation of C4.5 (Cohen, 1995; Quinlan, 2014).
They experimented on different divisions of time spans. The models are evaluated by
weighted average F-measures. Among the four classifiers, Naive Bayes performed the
best in all their experiments except the one on the 17th and 18th centuries.

Knauth (2019) experimented on their feature sets using SVM with rbf kernel in a
binary classification problem. They built two models for the task, one based on the
stylistic features, and the other based on the content features.

Haider and Palmer (2017) used several different classification algorithms for their
genre classification problem: Linear Discriminant Analysis (LDA), a Naive Bayes

5https://www.cs.uic.edu/ liub/FBS/sentiment-analysis.html
6https://www.cs.waikato.ac.nz/ml/weka/
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Multinomial classifier, Random Forest ensemble classifiers (FOREST) and SVM. Their
results indicate that the FOREST classifier is the most stable one when encountering
feature change. But the best result is achieved by SVM on the LDA with 200 topic
dimensions on content words.

Kim et al. (2017) chose two models to test their emotional word based method
and three for the emotion arc based one in the German genre classification problem:
a random forest classifier (RF), a multi-layer perceptron (MLP), and a CNN. They
evaluated their models using micro-average F1 score. For the original BoW feature set,
RF performs better than MLP, while it is the opposite for the emotional word based
approach. For the emotion arc based approach, RF and MLP have equal performance,
which is slightly surpassed by CNN.

Wei and Zou (2019) performed their experiment on the data augmentation method
with two neural network models for text classification in general: an RNNs model
with LSTM and a convolutional neural network model (CNN). They performed the
experiments on both the original dataset and the augmented dataset separately for
comparison. Their results reveal that CNN generally produces higher scores than
RNN no matter if the data is augmented. The highest score is achieved by CNN with
data augmentation on the full training set. However, the improvement in accuracy
gained by data augmentation is in a decreasing tendency as the data amount increases.
This phenomenon indicates that data augmentation is more suitable for tasks lacking
data.
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3. Methodology

This thesis aims to explore the impact of a wide range of features in genre classification
for news. The features investigated in this study include low-level features (character
n-grams, etc.), high-level features (lexical information, POS tag features, etc.) and
derived features (type-token ratio, readability score, etc.) (Qureshi et al., 2019). We
divide our feature sets into two groups: semantic features and stylistic features.

Figure 3.1.: Experiment Pipeline

More specifically, in semantic feature experiments, we evaluate the effect of emo-
tional content, genre-exclusive content and synonyms, and we use the original datasets
after text preprocessing for comparison. In stylistic feature experiments, we evaluate
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the use of character n-grams, POS tags, document length, average sentence length,
average word length per document, type-token ratio, lexical diversity and readability
scores. In this chapter, we first describe the dataset, the preprocessing techniques and
the process of building the features from it. Then we move on to discuss the model
construction and evaluation metrics.

Figure 3.1 shows the flowchart of our experiments. The model takes the original
BBC texts as input. Then the texts go through simple text preprocessing before being
fed into later experiment steps. In the semantic feature experiments, we experiment
on three kinds of features: genre-exclusive words, emotional words and synonyms.
The genre-exclusive words and emotional words are extracted from the preprocessed
texts. For the synonyms based on POS tags, there are three sets of output features
which are generated from preprocessed texts, extracted genre-exclusive words, and
both genre-exclusive words and emotional words. The context-based synonyms are
generated from the preprocessed texts. In the stylistic experiments, the features are
generated from either the original texts or the features from the semantic experiments.
Then the models are trained and tested on these different sets of features.

3.1. Data

The data is from a BBC news dataset covering 5 genres from 2004-2005 collected by
Greene and Cunningham (2006). The dataset consists of 2158 documents in total,
divided into genres including business, entertainment, politics, sports and technology.
All the documents are in txt format with irrelevant information such as HTTP headers
and webpage ADs removed by Greene and Cunningham (2006). This dataset is
appropriate for text classification tasks, proven by many previous studies like Sinoara
et al. (2019). Due to the relatively small size of our dataset, 30% of the data are
randomly shuffled and split to form the test set. This training test split ratio has also
been used in Swarnalatha et al. (2021) and Fanny et al. (2018)’s papers. Since cross
validation will be performed in part of the experiments, we do not split training and
validation sets manually in advance. As displayed in Table 3.1, the document and
token numbers distribute quite evenly, with the Entertainment genre having slightly
less data. The distributions share similar trends in the training set and the test set,
which is important so that the results on the test set can best reflect the impact of our
experimental features.

Classes
Num of docs in
training set

Num of tokens
in training set

Num of docs
in test set

Num of tokens
in test set

Business 347 686678 163 326553
Entertainment 266 520136 120 224301
Politics 298 822681 119 296584
Sport 352 677136 159 292392
Technology 294 886070 107 307450
Total num 1490 3446217 668 1447280

Table 3.1.: Dataset Overview

3.1.1. Text Preprocessing

We conduct some commonly used text preprocessing to filter out useless or disturbing
information from the data, which is also what Luo and Perin (2017) applied to their
data before doing semantic analysis. The first step is removing punctuations and other
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symbols like newline characters and tabs from the original texts. Then the texts are
tokenized, and the stopwords are removed. In these steps, we remove the redundant
information that are common in all English contexts. Then the texts are lemmatized,
so that different word inflections can be represented by one lemma they share, which
will be beneficial for later experiments on semantic features. The tokenizer, stopwords
and lemmatizer are all from the Natural Language Toolkit (NLTK) (Bird, 2006),
which has been used in Qureshi et al. (2019)’s paper for a binary genre classification
task as well.

Taking the below paragraph (Greene and Cunningham, 2006) as an example, we
can see that the texts are reduced to containing only meaningful words, and the word
inflections are reduced to their lemmas while preserving their meanings.

Original texts Preprocessed texts
"Japan’s economy teetered on the brink
of a technical recession in the three
months to September, figures show. \n
Revised figures indicated growth of just
0.1% - and a similar-sized contraction
in the previous quarter."

"Japan economy teetered brink
technical recession three month
September figure show Revised figure
indicated growth 0 1 similar sized
contraction previous quarter"

Table 3.2.: Example of Preprocessed Texts

3.2. Semantic Features

This section includes genre-exclusive words extraction, emotional words extraction,
and synonyms generation. These features are selected because they not only imply
word meaning by definition, but also take in-context meanings of words into account.
Luo and Perin (2017)’s research has proven that the distributions of low to high degree
words share highly similar trend for all genres, which means genre-exclusive words
are representative of the genres they belong to, since their numbers are proportional
to the amount of data within the genres. Features filtered by emotions have been
implemented by Kim et al. (2017) in literary genre classification, and results revealed
that emotional lexical features significantly improve model performance on some
genres, indicating that emotional words can positively influence genre prediction even
though they are not content-related. Synonym replacement and insertion has been
proven a powerful data augmentation method in text classification problems (Wei
and Zou, 2019). In our study, we augment our data by adding sentences created by
synonym replacement.

3.2.1. Genre-Exclusive Words Extraction

The genre-exclusive words are extracted based on word co-occurrence network (Luo
and Perin, 2017). A word co-occurrence network shows the relations among words
within sentences. Two words are linked by an edge in the network when they co-occur
in a sentence regardless of adjacency. On one hand, the network reflects syntactical
relations between words (Z. Zhang et al., 2018), while on the other hand, it contains
the implicit semantic information of a group of texts.

The network edges in our experiment are undirected, with their weights indicating
the closeness between words. The co-occurrence matrices are first built for the five
genres respectively using CountVectorizer from the Scikit-learn library by Pedregosa et
al. (2011). Then the matrices are converted to co-occurrence graphs using NetworkX,
a Python package for analyzing networks (Hagberg et al., 2008). To obtain the most
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important words in the genres, the graphs are sorted by node degrees. High node
degrees indicate words of high frequency with a lot of connections. Since not all words
convey genre-related information, we only retain 200 words with the highest node
degrees for each genre, of which the common words shared by the five genres are
then filtered out. The words left are the genre-exclusive features. More specifically,
there are 74 words left for the Business genre, 85 for the Entertainment genre, 97 for
the Politics genre, 122 for the Sports genre, and 158 for the Technology genre, which
constitute the genre-exclusive feature set.

Figure 3.2 and 3.3 depict the word clouds of the features before and after genre-
exclusive words extraction. The differences show that only words that are highly
relevant with the Business genre are retained as useful features, and redundant infor-
mation is excluded, like said and one.

Figure 3.2.: Lemmas in the Business Genre
Figure 3.3.: Genre-Exclusive Lemmas in the

Business Genre

3.2.2. Emotional Words

In this section, we extract words that convey emotions from the preprocessed texts,
based on the hypothesis that different genres convey emotions at different degrees
and from different aspects.

The emotional lexicon used in this experiment is the AFINN Lexicon (Nielsen,
2011) because of its relatively small size and satisfying results gained in previous
research (Ozdemir and Bergler, 2015). The lexicon is a mixture of various data
sources, including Twitter postings and dictionaries. It contains 3382 unique words
with sentiment polarity scores from very negative to very positive (Nielsen, 2011).
In Ozdemir and Bergler (2015)’s comparative study, AFINN outperforms the other
emotional lexicons like NRC (Mohammad and Turney, 2013b) and Bing (Hu and B.
Liu, 2004) in a sentiment analysis on Twitter. Since tweets and news have intersections
in many ways, we assume AFINN is the most suitable choice for our experiments as
well.

In this experiment, we extract emotion-related words from the preprocessed texts.
A word is considered conveying emotion if it exists in both the texts and the lexicon.
Figure 3.4 shows the distribution of emotional words in each genre. It is obvious that
the Politics genre expresses the most emotions, while the Business and Entertain-
ment genres possess less emotions. Figure 3.5 is the word cloud generated from the
emotional words in Business genre, which indicates that words conveying emotions
have been successfully extracted. Since the purpose of our research is to evaluate
the impact of emotional words, we group them as a whole instead of taking their
sentiment polarities into consideration. In the expectation that emotions would fur-
ther enrich the content that is defined meaningful in the genre-exclusive feature
set, we experiment with emotional features together with genre-exclusive features.
Altogether, the size of the genre-exclusive+emotional feature set is 2281 words. More
specifically, there are 327 features for the Business genre, 338 for the Entertainment
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genre, 643 for the Politics genre, 502 for the Sport genre, and 471 for the Technology
genre.

Figure 3.4.: Emotional Words Distribution

Figure 3.5.: Emotional Words in Business Genre

3.2.3. Synonym Generation by POS Tags

In this section, we generate synonyms from the input features using WordNet (Miller,
1995). Taking advantage of the structure of WordNet synset, we construct the syn-
onym features based on whether a synonym shares the same POS tag with the original
word in the context. The POS tag features are first generated using the NLTK package
and then transformed into the WordNet format. As shown in Table 3.3, for the word
state, we generate its synonyms by filtering out all the non-noun synsets.

Word All synsets Noun synonyms

state

Synset(’state.n.01’), Synset(’state.n.02’),
Synset(’state.n.03’), Synset(’state.n.04’),
Synset(’state_of_matter.n.01’),
Synset(’state.n.06’),
Synset(’country.n.02’),
Synset(’department_of_state.n.01’),
Synset(’state.v.01’), Synset(’submit.v.02’),
Synset(’express.v.04’)

department_of_state
country
state_of_matter
state

Table 3.3.: Synonyms of state
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Figure 3.6 shows the word cloud of genre-exclusive words expanded with synonyms
of the Business genre. Compared with Figure 3.3, we can see that the representations
of the genre have been expanded to include more highly business-related words.

Figure 3.6.: Business-Genre-Exclusive Words Expanded with Synonyms

As has been illustrated in Figure 3.1, synsets by POS tag features are generated
from three sources: genre-exclusive words; genre-exclusive and emotional words;
preprocessed texts. They are treated as augmented data and experimented together
with the above three feature sets. When used together with genre-exclusive words,
the feature set contains 159 features for the Business genre, 178 for the Entertainment
genre, 189 for the Politics genre, 388 for the Sport genre, and 384 for the Technology
genre. When used together with genre-exclusive and emotional words, there are
totally 523 features for the Business genre, 541 for the Entertainment genre, 972 for
the Politics genre, 986 for the Sport genre, and 772 for the Technology genre. When
synonym generation is applied on the whole preprocessed texts, the Business genre
is represented by 553,774 words in total, the Entertainment genre is represented by
450,675 words, the Politics genre is represented by 648,133 words, the Sport genre is
represented by 552,773 words, and the Technology genre is represented by 635,219
words.

3.2.4. Synonym Generation by Context

In this section, we propose another synonym generation approach other than by POS
tags, which is disambiguating words based on their contexts using the Lesk algorithm
provided by Bird (2006). Since context is needed for this method, this approach can
only be applied on the proprocessed texts. The Lesk algorithm takes a word and the
sentence it occurs in as input, and outputs the synset with the highest number of
overlapping words between the sentence and the definitions of the synset (Bird, 2006).
Different from the POS-tag-based approach, this method performs more precise word
sense disambiguation. Figure 3.7 is the word cloud composed of synonyms of the
preprocessed texts, and Figure 3.8 is the word cloud containing both the preprocessed
texts and their synonyms. Since only one synonym is retained for each word, the size
of the this feature set is much smaller than the one described in last section. There are
146,152 words in the Business genre, 112,270 in the Entertainment genre, 165,082 in
the Politics genre, 144,847 in the Sport genre, and 166,610 in the Technology genre.
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Figure 3.7.: Synonyms of Preprocessed
Texts

Figure 3.8.: Preprocessed Texts and Syn-
onyms

3.3. Stylistic Features

In this section, we generate the following sets of stylistic features based on either the
preprocessed texts or the semantic features extracted in the last section: character
n-grams, character n-grams within word boundaries, POS tags, average sentence
length, average word length per document, document length, type-token ratio, lexical
diversity, and readability scores. As have been proven by many previous research,
these features are commonly implemented in text classification problems, and they
have produced satisfying results (Kapusta et al., 2021; Štajner and Zampieri, 2013;
Szymanski and Lynch, 2015).

3.3.1. N-gram Features

The preprocessed texts are represented as character and POS tags. Character n-grams
are crucial to assess the effect of spelling, syntactic and non-alphabetic changes
inside and outside word boundaries. They can reflect the information carried at
morphological and syntactic levels by detecting variations of word stems, gaps between
words and punctuation, and frequency fluctuations of prepositions and conjunctions
(Szymanski and Lynch, 2015). POS tag n-grams reflect the morphological information
within a sentence. The n-gram ranges are from unigram to trigram, chosen based on
previous studies and decided by empirical experiments (Szymanski and Lynch, 2015).
The n-gram features are extracted using CountVectorizer from the Scikit-learn library.

3.3.2. Document-Level Features

The document-level features we choose to add are average sentence length, average
word length per document, document length, type-token ratio, lexical diversity, and
readability scores. To extract average sentence length, we use the preprocessed texts
that keep the periods. The calculations of average sentence length (ASL), average
word length per document (AWL), and document length (DL) are straightforward,
using the following formulae based on number of words (W), number of sentences
(S), sentence length (SL) and word length (WL):

𝐴𝑆𝐿 =
𝑠𝑢𝑚(𝑆𝐿)
𝑛𝑢𝑚(𝑆) (3.2)

𝐴𝑊𝐿 =
𝑠𝑢𝑚(𝑊𝐿)
𝑛𝑢𝑚(𝑊 ) (3.3)

𝐷𝐿 = 𝑛𝑢𝑚(𝑆) (3.4)

Type-token ratio is calculated through the type-token ratio method in the lexical-
richness module from Python Package Index - PyPI (2021), which computes the ratio
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of the number of types and the number of total words in a piece of text (Chotlos,
1944; Templin, 1957). Taking the below preprocessed excerpt from the Business
genre as an example, the number of unique word forms is 18, and the total word
number is 19, so the TTR is approximately 0.94.

Excerpt
Num of
unique words

Total num
of words

Type-token
ratio

Traditionally ticket sale festive
season account 20 annual total
Although admission actually
fallen year predicted high
increasing ticket price

18 19 0.94

Table 3.4.: TTR Calculation Example

Lexical diversity is computed through the measure of lexical textual diversity
proposed by McCarthy and Jarvis (2010) using the lexicalrichness package by Python
Package Index - PyPI (2021). Texts are first cut into sequences by the same TTR scores,
and then the average length of the sequences is computed. Higher scores indicate
higher lexical diversity.

The readability is measured using Flesch Reading Ease (FRE), which computes
the readability score of a document by its word counts, sentence counts and syllable
counts (Flesch, 1948). It is implemented through the readability module in Python
Package Index - PyPI (2021). To match with the input format of this method, the
preprocessed texts keeping periods are used as input, segmented and separated into
lines by period. The formula is as below:

𝐹𝑅𝐸 = 206.835 − 1.015 × 𝑡𝑜𝑡𝑎𝑙 𝑤𝑜𝑟𝑑𝑠

𝑡𝑜𝑡𝑎𝑙 𝑠𝑒𝑛𝑡𝑒𝑛𝑐𝑒𝑠
− 84.6 × 𝑡𝑜𝑡𝑎𝑙 𝑠𝑦𝑙𝑙𝑎𝑏𝑙𝑒𝑠

𝑡𝑜𝑡𝑎𝑙 𝑤𝑜𝑟𝑑𝑠
(3.5)

3.4. Models

In this section, we discuss the baseline model and the experimental models. We ex-
periment on our feature sets with three traditional classifiers and one neural network
model: Support Vector Machine (SVM), Complement Naive Bayes (CNB), k-Nearest
Neighbors (KNN), and Convolutional Neural Network (CNN). The traditional ma-
chine learning classifiers are from the Scikit-learn library, and the CNN is built using
Keras (Chollet et al., 2015; Pedregosa et al., 2011). All the four classifiers are widely
used in text classification experiments (Haider and Palmer, 2017; Q. Liu et al., 2016;
Štajner and Zampieri, 2013; Wei and Zou, 2019).

3.4.1. Baseline Construction

We set the baseline model as linear SVM classifier with BoW features on the prepro-
cessed texts. BoW is commonly used in baseline models in text classification problems
(Pang and Lee, 2004; Wang and Manning, 2012). Linear SVM is chosen as it is one of
the most common classifiers for text classification, because the high-dimensionality
nature of text feature representations makes data linearly separable. The input to this
model is the original training set after text preprocessing.
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3.4.2. Traditional Models

Three traditional machine learning models (SVM, CNB, KNN) are chosen to evaluate
the effect of our feature sets.

As vectorizer we use the CountVectorizer from the Scikit-learn library (Pedregosa
et al., 2011).

We choose the classifiers based on previous studies (Chakravartula, 2019; Pandey
and Dutta, 2014; Szymanski and Lynch, 2015; Q. Zhang et al., 2007). All the three
classifiers remain their default settings in our experiments to minimize the effect
of different classifier hyper-parameters. As has been developed and experimented
step by step in the paper by Rennie et al. (2003), the reason for us using CNB is
that it addresses several intrinsic problems of the standard Naive Bayes and improves
its performance on text classification problems, like representing texts in a more
multinomial way and improving the handling of word occurrence dependencies.

To obtain the best n-gram ranges for words, characters and POS tags on the valida-
tion set, the models are tuned by a k-fold cross validation through grid search with
k=5 using GridSearchCV (Pedregosa et al., 2011). At each iteration, the training data
is divided into an 80% training set and a 20% validation set.

3.4.3. Neural Network Model

We build a conventional one-dimensional neural network (1D CNN) to investigate
the performance of our feature sets in neural networks using the sequential model
from Chollet et al. (2015). We add an embedding layer which maps the input features
into a dimensional space using the Rectified Linear Unit activation function (ReLU)
with dropout rate=0.2. An 1D convolution layer is added with 250 output filters,
length of the 1D convolution=3 and ReLU activation function. Max pooling is used.
Then a densely-connected hidden layer with 0.2 dropout rate and ReLU activation
function is built. Finally, the output layer is added using softmax activation function
with unit number equal to the number of genres.

3.5. Model Training and Evaluation Metric

30% of the dataset is split into a test set randomly, and the rest is the training set using
the splitting tool from the Scikit-learn library (Pedregosa et al., 2011). The input
features to the four classifiers include the following combinations:

• genre-exclusive features;
• genre-exclusive words and emotional words;
• genre-exclusive words, emotional words and their synsets by POS tags;
• synsets of preprocessed texts by POS tags;
• synsets of preprocessed texts by contexts;
• stylistic features of preprocessed texts;
• stylistic features of extracted semantic features.

Experiments are performed to select the model producing the best classification
results, as well as to investigate the different performance of the above combinations
of features. To evaluate the effect of the feature sets, we obtain the optimal n-gram
ranges of each model through a 5-fold cross validation, and calculate the macro-
average F1 score, micro-average F1 score, precision and recall of each model on the
test set.

Macro-average F1 measure is widely used for evaluating classification models in
various tasks, like offensive language detection and temporal information classification
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(Menini et al., 2020; Sigurbergsson and Derczynski, 2020). The scores of all the
models with different feature inputs and classifiers are compared with the baseline
model. To perform a more comprehensive analysis, the precision and recall scores
(both micro-average and macro-average) are calculated as well. The F1 scores are
calculated for each class using the following equation in terms of precision and recall,
and then the average of all the classes are computed (van Rijsbergen, 1979):

𝐹1 = 2 × (𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑟𝑒𝑐𝑎𝑙𝑙)
(𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙) (3.6)
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4. Results and Discussion

In this chapter, we present the results of our experiments on the test set, compare
them to the baseline model, discuss their differences in performance, and analyze
the best-performing model. Our experiments cover two big subsets: one on only the
semantic features, and the other on the combination of the semantic and stylistic
features. The experiments are performed on two kinds of features: one on extracted
and generated features, and the other uses the preprocessed texts as input as well.
In the experiments with stylistic features, the models first go through a 5-fold cross
validation, and then the test results are obtained on the optimal n-gram settings. We
report our results of each model by F1 score, precision and recall (both macro-average
and micro-average), implemented through the Scikit-learn library (Pedregosa et al.,
2011).

All test results are summarized in Tables 4.1 and 4.2. The semantic+stylistic feature
combination produces significantly better results than using only the semantic features.
In the semantic+stylistic experiments, most models trained only on the extracted
features instead of the whole dataset perform substantially worse than the baseline
model except the CNB models, in line with what we observe in the semantic experi-
ments. The best results of both feature experiments are obtained through the CNB
classifer on preprocessed texts with additional synonyms generated by context, which
is a remarkable improvement from the baseline with respect to F1 score, precision
and recall.
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No. Features Classifier
Macro
F1

Micro
F1

Macro
Precision

Micro
Precision

Macro
Recall

Micro
Recall

BoW on
preprocessed
texts (baseline)

SVM 0.45 0.44 0.78 0.44 0.47 0.44

1
BoW on
genre-exclusive
words

SVM 0.74 0.73 0.82 0.73 0.74 0.73
CNB 0.64 0.62 0.81 0.62 0.64 0.62
KNN 0.48 0.48 0.63 0.48 0.50 0.48
CNN 0.06 0.16 0.03 0.16 0.20 0.16

2

BoW on
genre-exclusive
and emotional
words

SVM 0.55 0.53 0.80 0.53 0.56 0.53
CNB 0.52 0.50 0.82 0.50 0.52 0.50
KNN 0.48 0.47 0.63 0.47 0.50 0.47
CNN 0.06 0.16 0.03 0.16 0.20 0.16

3
Genre-exclusive
words and their
synsets (POS)

SVM 0.72 0.70 0.80 0.70 0.72 0.70
CNB 0.63 0.61 0.79 0.61 0.62 0.61
KNN 0.46 0.45 0.63 0.45 0.47 0.45
CNN 0.08 0.24 0.06 0.24 0.20 0.24

4

Genre-exclusive,
emotional words
and their synsets
(POS)

SVM 0.51 0.48 0.77 0.48 0.51 0.48
CNB 0.51 0.49 0.77 0.49 0.51 0.49
KNN 0.42 0.42 0.55 0.42 0.44 0.42
CNN 0.08 0.24 0.05 0.24 0.20 0.24

5

Preprocessed
texts and
their synsets
(POS)

SVM 0.41 0.41 0.65 0.41 0.46 0.41
CNB 0.13 0.25 0.25 0.25 0.21 0.25
KNN 0.42 0.44 0.76 0.44 0.43 0.44
CNN 0.13 0.26 0.10 0.26 0.22 0.26

6

Preprocessed
texts and
their synsets
(contexts)

SVM 0.57 0.57 0.78 0.57 0.60 0.45
CNB 0.97 0.97 0.97 0.97 0.97 0.97
KNN 0.40 0.43 0.74 0.43 0.42 0.43
CNN 0.12 0.24 0.09 0.24 0.20 0.24

Table 4.1.: Test Results on Semantic Features
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No. Features Classifier
Ngram
ranges

Macro
F1

Micro
F1

Macro
Precision

Micro
Precision

Macro
Recall

Micro
Recall

BoW on
preprocessed
texts

SVM NA
0.45
(baseline)

0.44 0.78 0.44 0.47 0.44

0
Stylistic
feature
experiments

SVM
(1,3)
(1,3)

0.45 0.52 0.70 0.52 0.52 0.52

CNB
(1,3)
(1,3)

0.93 0.93 0.94 0.93 0.93 0.93

KNN
(1,3)
(1,3)

0.30 0.35 0.54 0.35 0.35 0.35

CNN
(1,3)
(1,3)

0.08 0.24 0.05 0.24 0.20 0.24

1

Stylistic
features +
genre-exclusive
words

SVM
(1,3)
(1,3)

0.10 0.20 0.31 0.20 0.22 0.20

CNB
(1,3)
(1,3)

0.49 0.46 0.78 0.46 0.49 0.46

KNN
(1,3)
(1,3)

0.16 0.21 0.19 0.21 0.20 0.21

CNN
(1,3)
(1,3)

0.06 0.18 0.04 0.18 0.20 0.18

2

Stylistic
features +
genre-exclusive
and emotional
words

SVM
(1,3)
(1,1)

0.21 0.38 0.15 0.38 0.36 0.38

CNB
(1,1)
(1,3)

0.29 0.36 0.52 0.36 0.40 0.36

KNN
(1,3)
(1,2)

0.06 0.17 0.03 0.17 0.20 0.17

CNN
(1,1)
(1,3)

0.06 0.18 0.04 0.18 0.20 0.18

3

Stylistic
features +
genre-exclusive
words and their
synsets (by POS)

SVM
(1,3)
(1,2)

0.27 0.36 0.40 0.36 0.34 0.36

CNB
(1,3)
(1,3)

0.73 0.73 0.75 0.73 0.75 0.73

KNN
(1,2)
(1,1)

0.08 0.24 0.05 0.24 0.20 0.24

CNN
(1,2)
(1,3)

0.08 0.24 0.05 0.24 0.20 0.24

4

Stylistic
features +
genre-exclusive,
emotional
words and their
synsets (by POS)

SVM
(1,3)
(1,3)

0.20 0.36 0.15 0.36 0.34 0.36

CNB
(1,1)
(1,3)

0.34 0.37 0.71 0.37 0.40 0.37

KNN
(1,2)
(1,1)

0.08 0.24 0.05 0.24 0.20 0.24

CNN
(1,3)
(1,1)

0.06 0.18 0.04 0.18 0.20 0.18

5

Stylistic
features +
preprocessed
texts and
their synsets
(by POS)

SVM
(1,3)
(1,3)

0.32 0.41 0.69 0.41 0.39 0.41

CNB
(1,3)
(1,3)

0.95 0.95 0.96 0.96 0.95 0.96

KNN
(1,3)
(1,3)

0.30 0.35 0.54 0.35 0.35 0.35

CNN
(1,1)
(1,2)

0.08 0.24 0.05 0.24 0.20 0.24

6

Stylistic
features +
preprocessed
texts and
their synsets
(by contexts)

SVM
(1,3)
(1,3)

0.70 0.71 0.84 0.71 0.72 0.71

CNB
(1,3)
(1,3)

0.91 0.91 0.93 0.91 0.91 0.91

KNN
(1,3)
(1,3)

0.30 0.35 0.54 0.35 0.35 0.35

CNN
(1,2)
(1,2)

0.12 0.25 0.09 0.25 0.21 0.26

Table 4.2.: Test Results on Semantic and Stylistic Features
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4.1. Analysis on Model Performance

From Table 4.1 and 4.2, we can see that the SVM model produces fairly good scores
higher than the other three models when implemented on feature sets composed of
single words, while it shows average performance when contexts are included. The
results on single features are expected because intuitively the single-word features
should be genre-representative and perfectly linearly separable, especially for the
genre-exclusive features. The reason for its less remarkable performance on context-
included features might be that context itself introduce noises to the classifier, and
when augmented with synonyms, the problem gets worse.

The CNB model also appears to be robust given almost all the situations, producing
scores above the baseline, though lower than SVM on single-word features. It can also
outperform the baseline even with the smallest feature set. Naive Bayes algorithm
is well known for its usefulness when dealing with small datasets and suitability
for text classification. This could partly explain its fairly good performance in these
experiments. Another fact is that CNB compensates for several weaknesses of standard
Naive Bayes.

The performance of the KNN model varies drastically in the semantic experiments
and the semantic+stylistic experiments. In the semantic experiments, it produce
relatively stable scores around 0.45, however, in semantic+stylistic experiments, it
produces extremely low scores, similar to the SVM classifier. The most probable fact
leading to these results is that the value of K remains default for all experiments
instead of adjusted by the number of samples in the training set.

The performance of the CNN model is poor in all the experiments. The general
results suggest that it has not learned anything informative from the training process.
Thus the conclusion might be drawn to that CNN can barely function properly on
small dataset, especially on those extremely scarce single-word features, even if they
are highly informative, as there are only some hundreds of features representing a class,
which is far from enough to train a neural network model. The class-specific results of
the CNN models in the appendix clearly show that these models are malfunctioning,
which also give evidence to this conclusion. The shallow structure of this CNN might
also make it hard to distinguish between classes, let along it is trained without fine
tuning (learning rate, etc.). The skewness of our training sets might also contribute to
this result.

Looking into the class-specific scores of the models on genre-exclusive words in
the semantic experiments, we can see that SVM and CNB performs fairly well
on the first four classes, all of which exceeding the baseline. One exception is the
Technology genre, which has low precision and very high recall, which might indicate
that the test set of this genre is very different from the training data, causing the
model making many wrong predictions. The results on the preprocessed texts also
prove that the poor performance on the Technology genre is model- and feature-
independent. Their satisfying performance on genre-exclusive words is consistent
with the results on the other single feature sets as well. Whereas when applied on
the augmented preprocessed texts, CNB performs unbelievably poor on the one with
POS tag generated synonyms, with most texts being misclassified into the Business
genre. But this is not the case after the stylistic features being added, where all classes
obtain an F1-score higher than 0.95. Contrary to CNB, SVM apparently benefits
more from the synsets generated by POS tag than from the ones generated by context.
When applied on synonyms generated by context, it achieve similar results with on
genre-exclusive, emotional words and synsets by POS tags. Thus we can conclude that
synonyms generated from POS tags provide more information than the ones generated
by context. Compared with SVM and CNB, the performance of the KNN model is
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less remarkable, its class-specific scores are all lower than the baseline when applied
on single features. Adding the whole texts augmented by synonyms does not help
much with its performance either, but only increases the scores near to the baseline.
The performance of CNN is too poor that it hardly reflects any useful information
concerning our features.

After combining stylistic features, the performance of SVM and CNB on single
features are much worse than without stylistic features. Especially for SVM, the F1
scores drop to around 0.10 on the stylistic features + genre-exclusive words feature
set, while CNB is able to maintain average performance as the baseline. However,
the performance of CNB is much improved when synonyms are put into use. For
example, on the stylistic + genre-exclusive words and synsets feature set, the F1
scores for all classes are above the baseline, and high precision and recall are observed
simultaneously for four of the five classes. What’s worth noticing is that the scores
of the Technology genre hereon start to rise considerably, which implies that stylistic
features are of great importance when semantic features are not able to represent a
class well when using CNB. Synonyms generated by context are much more helpful
to the SVM model than the ones by POS tags, where the recalls for the Politics and
Technology genres are extremely low though the precisions are high, indicating that
too few documents that belong to them are recognized. On the other hand, the
performance of these two feature sets are equal with the CNB model, where all the
precision, recall and F1 scores are around 0.90. While proving to be helpful on the
CNB model, the stylistic features harms the KNN model severely. It is apparently
malfunctioning especially on single-word features, where it randomly classifies all
documents to one genre.

4.2. Analysis on Semantic Features

Table 4.1 sums up the test results of the experiments on the semantic features, which
are measured by F1 score, precision and recall (Pedregosa et al., 2011; van Rijsbergen,
1979). As macro-average scores are calculated by weighing and aggregating classes
equally, we consider the macro scores to be more suitable for our task since the class
distributions are quite even. We proceed with the analysis and discussion depending
on the macro scores, which would also make the discussion more clear and readable.
Overall, SVM outperforms the other models on the single features with the default
hyper-parameter settings, while CNB produces the highest F1 score over all the
experiments. The averaged macro F1 of the CNB models is 0.57, the averaged macro
precision is 0.74, and the averaged macro recall is 0.58, while the averaged macro F1
scores of SVM, KNN and CNN are 0.58, 0.44 and 0.09, the averaged macro precision
of them are 0.77, 0.66 and 0.06, and the macro recall are 0.60, 0.46 and 0.20
respectively. In the experiments, the highest macro-average F1 score obtained is 0.97,
achieved by CNB on the feature set of preprocessed text+synsets by contexts. The
best results over all our experiments are from the CNB classifier on the preprocessed
texts and their synsets (by contexts) feature set, in which the macro-average F1 score
is 0.97, as well as the precision and recall.

To make an intuitive comparison among the feature sets, we take the results gained
from the CNB models as an instance and discuss it in comparison with the others in
detail. Three types of extracted and generated features are used in our experiments:
genre-exclusive words, words conveying emotions, and synonyms. The model relying
solely on the genre-exclusive words results in a macro F1 score of 0.64, a macro
precision of 0.81, and a macro recall of 0.64, which are better than the baseline scores.
However, the macro recall deteriorates by a noticeable degree after expanding the
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features with emotional words, which leads to a decrease of the macro F1, as well
as an overall decrease in the class-specific F1 scores. This result is also observed for
the SVM model. Adding synsets of the genre-exclusive words also has a marginally
negative effect on the model. This phenomenon is in line with the SVM and KNN
model performance as well. The combination of genre-exclusive words, emotional
words and their synsets is harmful to the CNB model as well, which is reasonable
since the feature group without synsets already worsens model performance. With
this feature set, the F1 score of the CNN model is increased by 0.09, with both the
precision and recall increased. As we can tell from the above analysis, depending on
the classifier we use, the first and the fourth groups of features have either positive or
negative effect on the results, while the second and the third groups of features do not
lead to any improvement for most of the models. From the above observations, we
speculate that the variation in performance is due to two reasons. Firstly, depending
on the classifier we use, the generated synonyms sometimes act as supplementary
information, while most time as merely noise that disrupts the classification process.
Secondly, contrary to our hypothesis, the emotional words might to a large extent be
shared by the five genres, thus confusing the model.

The remaining two sets of experiments use the preprocessed texts and their syn-
onyms as input. One surprising outcome is that CNB gives low scores on preprocessed
texts with synsets by POS tags, while the other models are slightly influenced by this
feature set in a positive way. The class-specific results shows that a majority of the
documents are classified into Business genre, and the performance on Politics genre
is especially bad. The best result of the semantic feature experiments comes from
the CNB classifier applied on the preprocessed texts and their synsets generated by
taking contexts into account, with the highest F1 score of 0.97. This result is expected
since all the original training texts which share common points with the test texts
are put into use, in complement with additional synonym features, which is also
proved by the marginl increase in the score of SVM. However, this feature set does
not seem to benefit the other two models compared to feature group 5. Thus, we can
conclude that synonyms generated by contexts are far more beneficial to CNB than
synonyms generated by shared POS tags, while it’s less evident for the SVM model
and the opposite for the KNN and CNN models. This feature set can be considered
an advantageous component of the model as long as it is used together with a suitable
classifier.

4.3. Analysis on the Combination of Semantic and Stylistic Features

In Table 4.2, we present the test results obtained on the combination of semantic
features and stylistic features. Experiments 0 are done solely on the stylistic features.
In line with what we observed on the semantic features in last section, CNB is
still the best-performing classifier. The best results are gained through CNB on
preprocessed texts and synsets by POS tags with a remarkable improvement of
0.50 in macro-average F1 score compared with the baseline. However, considering
the notable size difference between feature group 5 and 6, it can be concluded that
synonyms generated by contexts also bring positive impact on the models. Considering
computational efficiency, they might be better than the POS tag generated ones. The
CNB models significantly outperform the other three models under all the feature
settings. CNB is able to produce scores near to or higher than the baseline while the
others suffer from data insufficiency and yield low scores, where the preprocessed
texts are not put into use. The averaged F1 score of the CNB models is 0.62, the
averaged precision is 0.78, and the averaged recall is 0.65, while the averaged F1 scores
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of SVM, KNN and CNN are 0.38, 0.16 and 0.09, the averaged macro precision scores
are 0.54, 0.23 and 0.06, and the averaged recalls are 0.48, 0.25 and 0.20 respectively.
According to all the evaluation metrics, the CNB models outperform the others to a
considerable extent.

Similar to what we did in the semantic experiment analysis, here we also take the
performance of CNB as the main analysis object to proceed with the discussion. All
the F1 scores obtained from the CNB models are higher than or equal to the baseline
except the one on the second and fifth feature sets, which are apparently lower than
the baseline. The combination of genre-exclusive words and stylistic features is able
to keep the model performance slightly above the baseline. This result indicates
that models can achieve satisfying performance even with solely single informative
word inputs. The results of feature group 0 suggests that stylistic features are of
huge significance in this classification task. After adding the stylistic features, CNB
is able to achieve comparable performance with the best-performing model in the
semantic experiments. This is in line with our expectation, in that the features we
choose can capture the text characteristics and in-text relations on character, word
and document levels, and they have proven their importance in multiple previous
studies. Similar to what we see in the semantic feature experiments, the addition
of emotional words does not help with the classification. Compared to the models
without emotional words (the first and the third feature group), the second feature
group lowers the F1 score by 0.20, the fourth feature group lowers the F1 score by
0.39. These phenomena further confirmed that the emotional features cause negative
effect on this genre classification task, while genre-exclusive and synonym features
make the model more robust when combined with our diverse stylistic features.

The synonyms appear to be beneficial to the model performance either generated
from shared POS tags or by contexts. This is partly contrary to the results from the
semantic feature experiments, where synsets by POS tags on the preprocessed texts
severely harm the CNB model performance. Conspicuous gains are also observed in
the results of the other three models for the last group of features. Combined with the
stylistic features, the synset features generated by shared POS tags are beneficial to
the model, unlike the results in the semantic experiments. From these sets of results,
we can draw the conclusion that synonym features on the original dataset after minor
text preprocessing can to a large extent improve model performance. In comparison
with the semantic feature experiments on the fifth feature group, it is convincing that
for synonyms generated by POS tags, the presence of the stylistic features is crucial.

4.4. Best Performing Models

In this section, we provide a detailed analysis on the results obtained from the best-
performing models in the two sets of experiments respectively.

Genre Precision Recall F1-score
Business 0.98 0.96 0.97
Entertainment 0.95 0.97 0.96
Politics 0.97 0.96 0.96
Sport 1.00 0.99 1.00
Technology 0.95 0.99 0.97

Table 4.3.: CNB Performance on Semantic Feature Experiment
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Figure 4.1.: CNB Performance on Semantic Feature Experiment

The best results in the semantic feature experiments are obtained on the features
combining preprocessed texts and their synsets generated by contexts. From the class-
specific results displayed in Table 4.3, we can see that in terms of precision, the Sport
genre has the highest score of 1.00, and all the other genres are scored high above 0.95
as well. As to recall, Sport and Technology genres reach 0.99, while the lowest scored
genre is Business. Regarding F1, the highest score comes from the Sport genre, which
is 1.00, and the other four genres are above 0.95 as well, indicating that this model
performs the best on the Sport genre and well on all the genres. Relating back to Table
3.1, we can see that the number of documents in the Technology genre is relatively
smaller compared with the others, while the Sport genre has the highest number of
documents. However, it is on the contrary considering the number of tokens, with the
Sport genre having obviously less data than the Technology genre. Consequently, we
can speculate that more data does not necessarily contribute to genre classification.
One possible explanation is that even though the other genres possess large amount
of texts, there is noise inside the data. Another explanation is that those misclassified
documents are not as distinctly featured as the others, making them sharing too many
intersections with the other genres.

The confusion matrix of the best performing model is shown in Figure 4.1, which
displays the classification distribution more intuitively. From the aspect of number
of confused documents, the model performs the best on the Technology and Sport
genre. It shows slightly worse but still satisfying performance on the Entertainment
and Politics genres. The Business genre is found with the most confused documents.
The Business texts are confused the most with the Politics genre, with the Entertain-
ment and Technology genres coming in second. This further confirmed the second
explanation above. No intersection is found with the Sport genre.
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Genre Precision Recall F1-score
Business 0.96 0.96 0.96
Entertainment 0.98 0.88 0.93
Politics 0.94 0.95 0.95
Sport 0.94 1.00 0.97
Technology 0.95 0.98 0.97

Table 4.4.: CNB Performance on Semantic+Stylistic Feature Experiment

Figure 4.2.: CNB Performance on Semantic+Stylistic Feature Experiment

As shown in Table 4.4, trained on the preprocessed texts and their synsets generated
by shared POS tags in combination with the stylistic features, the CNB classification
algorithm performs well on all the genres, with the Entertainment genre coming in
first, scoring 0.98. The genre with the second highest precision is the Business genre,
which is scored 0.96. The Technology genre is also of high precision. The genres with
the worst precision are the Politics and Sport genres, but they are only marginally
lower than the others. Regarding recall, the highest scored genre is Sport, while the
lowest is Entertainment, which is a 0.12 difference. With respect to F1, Sport and
Technology genres are scored the highest.

Figure 4.2 is the confusion matrix for this sementic+stylistic model. After adding
the diverse group of stylistic features, we can observe an improvement for the Sport
genre compared with the confusion matrix of the semantic model. There are seven
documents in the Business genre being mis-classified elsewhere, 15 documents for the
Entertainment genre, 6 for the Politics genre, and 2 for the Technology genre, and all
the documents are correctly classified in the Sport genre. We can conclude that the
semantic+stylistic feature combination helps improving the prediction in general, but
slightly underperforms the best model from the semantic experiments.
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The above results and analysis demonstrate that semantic features are partly helpful
in this genre classification problem (genre-exclusive words and synonyms), and stylistic
features have a generally positive effect on the model performance.
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5. Conclusion and Future Work

In this thesis, we have experimented with various semantic and stylistic features
and classification models with the purpose of investigating the effects of the afore-
mentioned features and finding out a suitable classification algorithm for our chosen
genre classification problem. The dataset we use is a BBC news dataset consisting of
2158 documents, divided into five genres: business, entertainment, politics, sport, and
technology.

Two types of features have been explored, namely semantic features and stylistic
features. The semantic features include: genre-exclusive words extracted from the
original dataset, emotional words extracted from the original dataset, and synonyms
generated from either the whole texts or the aforementioned extracted features. The
stylistic features are of a wide range from character level to document level, including:
character n-grams within or beyond word boundaries, POS tags, average sentence
length, average word length per document, document length, type-token ratio, lexical
diversity, and readability scores. Four classification models have been implemented:
SVM, CNB, KNN and CNN. We keep the default hyper-parameters for the traditional
machine learning classifiers, and we do not change the layer settings of the CNN during
training, so as to minimize the effect of classifiers and make the contributions of the
feature sets more pronounced. 5-fold cross validations are performed for the stylistic
feature experiments and the semantic+stylistic feature experiments to determine the
optimal character n-gram ranges.

The genre-exclusive features are beneficial to the classification. With only single
genre-exclusive words, the SVM, CNB and KNN models are able to perform better
than the baseline model. We extract the genre-exclusive words by node degree. Future
studies can explore deeper into this feature set by including other word ranking
methods, like node page rank scores, and evaluate the extent of similarities among
genres. The emotional features have been proven to be harmful to the classification,
however, we have only experimented with one emotional lexicon, and this might
be caused by the bias of this specific lexicon. Future studies can experiment with
more sentiment or emotional lexica separately or mixed. Depending on the other
experimental settings, synonyms can be helpful to the classification task. When applied
on preprocessed texts in combination with the stylistic features, synonyms generated
by shared POS tags gives ideally high results, but without the stylistic features, it
underperforms even with those single extracted features. Synonyms generated by
contexts are significantly beneficial to the models regardless of other settings. In our
experiments, we only include one synonym with the highest possibility to be fit into
the contexts for one word. Future studies may include more from the synsets. In the
future, more classifiers, no matter traditional or neural networks, can also be put into
experiments to test their suitability with the data and features. We only experimented
with the stylistic features as a whole. It would be interesting to see the results of the
ablation experiments on the stylistic features in the future.

Conclusively, our thesis has proven that some semantic features are informative
and helpful in genre classification problems, while some still needs to be further
investigated. The stylistic features are beneficial to the classification and can produce
satisfying results both when used alone and in combination with the semantic features.
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A. Class-Specific Results for All Models

Genre Precision Recall F1-score
Business 0.98 0.37 0.54
Entertainment 0.74 0.53 0.62
Politics 0.94 0.14 0.25
Sport 1.00 0.31 0.47
Technology 0.23 0.99 0.38

Table A.1.: SVM on Preprocessed Texts (Baseline)

Genre Precision Recall F1-score
Business 0.95 0.57 0.71
Entertainment 0.96 0.61 0.74
Politics 0.87 0.75 0.81
Sport 0.93 0.80 0.86
Technology 0.40 0.96 0.57

Table A.2.: SVM on Genre-Exclusive words

Genre Precision Recall F1-score
Business 0.97 0.40 0.57
Entertainment 1.00 0.46 0.63
Politics 0.87 0.64 0.74
Sport 0.89 0.71 0.79
Technology 0.31 0.97 0.47

Table A.3.: CNB on Genre-Exclusive words

Genre Precision Recall F1-score
Business 0.96 0.28 0.44
Entertainment 0.52 0.32 0.39
Politics 0.68 0.44 0.53
Sport 0.74 0.53 0.62
Technology 0.28 0.93 0.43

Table A.4.: KNN on Genre-Exclusive words
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Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.00 0.00 0.00
Technology 0.16 1.00 0.28

Table A.5.: CNN on Genre-Exclusive words

Genre Precision Recall F1-score
Business 0.91 0.31 0.46
Entertainment 0.95 0.58 0.72
Politics 0.94 0.27 0.42
Sport 0.95 0.62 0.75
Technology 0.27 1.00 0.42

Table A.6.: SVM on Genre-Exclusive and Emotional words

Genre Precision Recall F1-score
Business 0.97 0.21 0.34
Entertainment 1.00 0.42 0.59
Politics 0.93 0.34 0.49
Sport 0.93 0.65 0.77
Technology 0.25 1.00 0.40

Table A.7.: CNB on Genre-Exclusive and Emotional words

Genre Precision Recall F1-score
Business 0.90 0.23 0.37
Entertainment 0.60 0.41 0.49
Politics 0.62 0.46 0.53
Sport 0.73 0.48 0.58
Technology 0.28 0.92 0.43

Table A.8.: KNN on Genre-Exclusive and Emotional words

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.00 0.00 0.00
Technology 0.16 1.00 0.28

Table A.9.: CNN on Genre-Exclusive and Emotional words
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Genre Precision Recall F1-score
Business 0.95 0.62 0.75
Entertainment 0.84 0.66 0.74
Politics 0.83 0.78 0.81
Sport 0.98 0.58 0.73
Technology 0.39 0.96 0.56

Table A.10.: SVM on Genre-Exclusive and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.94 0.41 0.57
Entertainment 0.93 0.42 0.57
Politics 0.88 0.64 0.74
Sport 0.90 0.69 0.78
Technology 0.31 0.97 0.47

Table A.11.: CNB on Genre-Exclusive and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.90 0.23 0.36
Entertainment 0.61 0.32 0.42
Politics 0.75 0.44 0.55
Sport 0.60 0.52 0.56
Technology 0.26 0.87 0.40

Table A.12.: KNN on Genre-Exclusive and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.25 0.99 0.40
Technology 0.04 0.01 0.01

Table A.13.: CNN on Genre-Exclusive and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.95 0.36 0.52
Entertainment 0.77 0.51 0.61
Politics 0.91 0.27 0.42
Sport 0.98 0.41 0.58
Technology 0.25 0.99 0.40

Table A.14.: SVM on Genre-Exclusive, Emotional Words and Their Synsets (POS)
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Genre Precision Recall F1-score
Business 0.95 0.36 0.52
Entertainment 0.77 0.51 0.61
Politics 0.91 0.27 0.42
Sport 0.98 0.41 0.58
Technology 0.25 0.99 0.40

Table A.15.: CNB on Genre-Exclusive, Emotional Words and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.85 0.17 0.29
Entertainment 0.61 0.36 0.45
Politics 0.54 0.44 0.48
Sport 0.51 0.45 0.48
Technology 0.26 0.80 0.39

Table A.16.: KNN on Genre-Exclusive, Emotional Words and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.24 1.00 0.38
Technology 0.00 0.00 0.00

Table A.17.: CNN on Genre-Exclusive, Emotional Words and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.99 0.58 0.73
Entertainment 0.69 0.82 0.75
Politics 0.94 0.29 0.44
Sport 1.00 0.31 0.47
Technology 0.31 1.00 0.47

Table A.18.: SVM on Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.24 0.90 0.38
Entertainment 0.29 0.08 0.13
Politics 0.00 0.00 0.00
Sport 0.45 0.03 0.06
Technology 0.28 0.05 0.08

Table A.19.: CNB on Preprocessed Texts and Their Synsets (POS)
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Genre Precision Recall F1-score
Business 0.76 0.47 0.58
Entertainment 0.25 0.93 0.39
Politics 0.96 0.21 0.34
Sport 0.82 0.44 0.57
Technology 1.00 0.10 0.19

Table A.20.: KNN on Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.22 0.30 0.26
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.28 0.78 0.41
Technology 0.00 0.00 0.00

Table A.21.: CNN on Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.98 0.36 0.53
Entertainment 0.68 0.59 0.63
Politics 0.90 0.15 0.26
Sport 1.00 0.28 0.43
Technology 0.24 0.99 0.39

Table A.22.: SVM on Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 0.98 0.96 0.97
Entertainment 0.95 0.97 0.96
Politics 0.97 0.96 0.96
Sport 1.00 0.99 1.00
Technology 0.95 0.99 0.97

Table A.23.: CNB on Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 0.64 0.50 0.56
Entertainment 0.26 0.93 0.40
Politics 0.88 0.18 0.29
Sport 0.91 0.38 0.54
Technology 1.00 0.10 0.19

Table A.24.: KNN on Preprocessed Texts and Their Synsets (Context)
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Genre Precision Recall F1-score
Business 0.19 0.23 0.21
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.26 0.78 0.39
Technology 0.00 0.00 0.00

Table A.25.: CNN on Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 1.00 0.25 0.39
Entertainment 0.43 0.74 0.54
Politics 1.00 0.03 0.07
Sport 0.50 0.92 0.65
Technology 0.55 0.64 0.59

Table A.26.: SVM on Stylistic Features + Preprocessed Texts

Genre Precision Recall F1-score
Business 0.99 0.85 0.91
Entertainment 0.92 0.93 0.92
Politics 0.97 0.96 0.96
Sport 0.86 1.00 0.92
Technology 0.96 0.93 0.94

Table A.27.: CNB on Stylistic Features + Preprocessed Texts

Genre Precision Recall F1-score
Business 0.81 0.08 0.15
Entertainment 0.24 0.71 0.35
Politics 0.71 0.10 0.18
Sport 0.43 0.60 0.50
Technology 0.50 0.23 0.32

Table A.28.: KNN on Stylistic Features + Preprocessed Texts

Genre Precision Recall F1-score
Business 0.24 1.00 0.39
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.29.: CNN on Stylistic Features + Preprocessed Texts
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Genre Precision Recall F1-score
Business 0.52 0.07 0.13
Entertainment 0.83 0.04 0.08
Politics 0.19 1.00 0.31
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.30.: SVM on Stylistic Features + Genre-Exclusive Words

Genre Precision Recall F1-score
Business 1.00 0.28 0.44
Entertainment 0.79 0.31 0.44
Politics 0.92 0.41 0.57
Sport 0.93 0.45 0.60
Technology 0.24 1.00 0.39

Table A.31.: CNB on Stylistic Features + Genre-Exclusive Words

Genre Precision Recall F1-score
Business 0.26 0.52 0.34
Entertainment 0.00 0.00 0.00
Politics 0.34 0.13 0.19
Sport 0.23 0.08 0.11
Technology 0.11 0.25 0.16

Table A.32.: KNN on Stylistic Features + Genre-Exclusive Words

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.18 0.99 0.30
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.33.: CNN on Stylistic Features + Genre-Exclusive Words0

Genre Precision Recall F1-score
Business 0.49 0.90 0.63
Entertainment 0.00 0.00 0.00
Politics 0.28 0.87 0.43
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.34.: SVM on Stylistic Features + Genre-Exclusive and Emotional Words
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Genre Precision Recall F1-score
Business 0.94 0.20 0.33
Entertainment 0.39 0.73 0.51
Politics 0.00 0.00 0.00
Sport 1.00 0.11 0.20
Technology 0.27 0.96 0.42

Table A.35.: CNB on Stylistic Features + Genre-Exclusive and Emotional Words

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.18 1.00 0.30
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.36.: KNN on Stylistic Features + Genre-Exclusive and Emotional Words

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.18 1.00 0.30
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.37.: CNN on Stylistic Features + Genre-Exclusive and Emotional Words

Genre Precision Recall F1-score
Business 0.31 0.99 0.47
Entertainment 0.50 0.01 0.02
Politics 0.73 0.25 0.37
Sport 0.00 0.00 0.00
Technology 0.48 0.47 0.47

Table A.38.: SVM on Stylistic Features + Genre-Exclusive and Synsets

Genre Precision Recall F1-score
Business 0.96 0.48 0.64
Entertainment 0.66 0.80 0.72
Politics 0.70 0.79 0.74
Sport 0.79 0.77 0.78
Technology 0.64 0.90 0.75

Table A.39.: CNB on Stylistic Features + Genre-Exclusive and Synsets
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Genre Precision Recall F1-score
Business 0.24 1.00 0.39
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.40.: KNN on Stylistic Features + Genre-Exclusive and Synsets

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.24 1.00 0.38
Technology 0.00 0.00 0.00

Table A.41.: CNN on Stylistic Features + Genre-Exclusive and Synsets

Genre Precision Recall F1-score
Business 0.33 0.88 0.48
Entertainment 0.00 0.00 0.00
Politics 0.41 0.80 0.54
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.42.: SVM on Stylistic Features + Genre-Exclusive, Emotional Words and Synsets

Genre Precision Recall F1-score
Business 0.81 0.31 0.44
Entertainment 0.23 0.96 0.38
Politics 1.00 0.01 0.02
Sport 0.75 0.09 0.17
Technology 0.74 0.64 0.68

Table A.43.: CNB on Stylistic Features + Genre-Exclusive, Emotional Words and Synsets

Genre Precision Recall F1-score
Business 0.24 1.00 0.39
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.44.: KNN on Stylistic Features + Genre-Exclusive, Emotional Words and Synsets
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Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.18 1.00 0.30
Sport 0.00 0.00 0.00
Technology 0.00 0.00 0.00

Table A.45.: CNN on Stylistic Features + Genre-Exclusive, Emotional Words and Synsets

Genre Precision Recall F1-score
Business 0.63 0.33 0.43
Entertainment 0.25 0.91 0.39
Politics 1.00 0.01 0.02
Sport 0.72 0.64 0.68
Technology 0.86 0.06 0.11

Table A.46.: SVM on Stylistic Features + Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.96 0.96 0.96
Entertainment 0.98 0.88 0.93
Politics 0.94 0.95 0.95
Sport 0.94 1.00 0.97
Technology 0.95 0.98 0.97

Table A.47.: CNB on Stylistic Features + Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.81 0.08 0.15
Entertainment 0.24 0.71 0.36
Politics 0.71 0.10 0.18
Sport 0.43 0.62 0.51
Technology 0.50 0.22 0.31

Table A.48.: KNN on Stylistic Features + Preprocessed Texts and Their Synsets (POS)

Genre Precision Recall F1-score
Business 0.00 0.00 0.00
Entertainment 0.00 0.00 0.00
Politics 0.00 0.00 0.00
Sport 0.24 1.00 0.38
Technology 0.00 0.00 0.00

Table A.49.: CNN on Stylistic Features + Preprocessed Texts and Their Synsets (POS)
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Genre Precision Recall F1-score
Business 1.00 0.46 0.63
Entertainment 0.41 0.99 0.58
Politics 0.97 0.31 0.47
Sport 0.93 0.89 0.91
Technology 0.87 0.94 0.91

Table A.50.: SVM on Stylistic Features + Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 0.97 0.87 0.92
Entertainment 0.91 0.88 0.89
Politics 0.98 0.90 0.94
Sport 0.79 1.00 0.88
Technology 0.98 0.89 0.93

Table A.51.: CNB on Stylistic Features + Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 0.81 0.08 0.15
Entertainment 0.24 0.71 0.36
Politics 0.71 0.10 0.18
Sport 0.43 0.62 0.51
Technology 0.50 0.21 0.30

Table A.52.: KNN on Stylistic Features + Preprocessed Texts and Their Synsets (Context)

Genre Precision Recall F1-score
Business 0.22 0.20 0.21
Entertainment 0.00 0..00 0.00
Politics 0.00 0.00 0.00
Sport 0.25 0.82 0.39
Technology 0.00 0.00 0.00

Table A.53.: CNN on Stylistic Features + Preprocessed Texts and Their Synsets (Context)
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