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Abstract

Ciphers are encrypted documents created to hide their content from those who
were not the receivers of the message. Different types of symbols, such as zodiac
signs, alchemical symbols, alphabet letters or digits are exploited to compose
the encrypted text which needs to be decrypted to gain access to the content
of the documents. The first step before decryption is the transcription of the
cipher. The purpose of this thesis is to evaluate an automatic transcription tool
from image to a text format to provide a transcription of the cipher images.
We implement a supervised few-shot deep-learning model which is tested on
different types of encrypted documents and use various evaluation metrics to
assess the results. We show that the few-shot model presents promising results
on seen data with Symbol Error Rates (SER) ranging from 8.21% to 47.55% and
accuracy scores from 80.13% to 90.27%, whereas SER in out-of-domain datasets
reaches 79.91%. While a wide range of symbols are correctly transcribed, the
erroneous symbols mainly contain diacritics or are punctuation marks.
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1. Introduction

In the 16th century Protestant England, Queen Elizabeth I imprisoned her first
cousin, the Roman Catholic and Queen of Scots Mary, after the latter was forced to
abdicate the Scottish throne. The Roman Catholics considered Mary as the legitimate
heir to the throne and wanted to depose Elizabeth. A recusant, Anthony Babington,
and a Jesuit priest, John Ballard, made a plot to rescue Queen Mary and assassinate
Queen Elizabeth. For this purpose, Babington managed to send encrypted letters to
the imprisoned Mary. However, Thomas Phelippes, a spy agent and cryptanalyst,
acquired and decoded the letters along with Mary’s responses, which clearly revealed
her intentions for getting rescued and usurping the throne. Also, Queen Elizabeth’s
spies falsified letters to retrieve more information concerning the conspirators hiding
behind this plot. Eventually, Queen Mary, Babington, and those who were found
to have conspired against the crown were executed. This is very well known as the
Babington Plot, in which more than 100 ciphers were sent1. Be that as it may, clearly
cryptology betrayed Queen Mary.

Figure 1.1.: Page of ciphers used by Mary Queen of Scots1

Ciphers were created to hide diplomatic and scientific information, personal details
such as private letters or diaries, and information concerning secret societies from
those who were not the receivers of the message (Megyesi et al., 2020). The alphabet
of these documents ranges from Latin and Greek letters to symbols and zodiac signs.
Today, this information is still sparsely hidden in libraries and archives across the
world, mainly from the early modern period. Unless these ciphers are decrypted,
researchers cannot study those from a historical point of view and retrieve information
concerning cultural heritage. In order to exploit the cryptographic algorithms and
decrypt the message of the documents, all this material must first and foremost be
digitised (image format) and hereupon transcribed. Manual transcription is a highly

1https://www.nationalarchives.gov.uk/education/resources/elizabeth-monarchy/ciphers-used-
by-mary-queen-of-scots/
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time-consuming process, expensive and error-prone and by virtue of this reason,
automatic methods are the optimal choice (Fornés et al., 2017), even though manual
transcription is often considered more reliable (Piotrowski, 2012).

What makes the automatic process demanding and challenging for supervised
methods in Optical Character Recognition (OCR) or Handwritten Text Recognition
(HTR) is the lack of labelled data. The alphabets of the ciphers are unique when it
comes to symbols because they are not derived from known scripts but the alphabet
is invented. As a result, no adequate amount of labelled data exists for training such
models, despite the advance of deep learning. Apart from that, the study of symbol
recognition techniques are on demand mainly due to the arcane nature of the symbols.
Automatic transcription can be problematic at times because the manuscript paper
is degraded, symbols might be connected with each other or letters overlap, white
spaces are unclear and because a vast amount of (cursive) handwriting styles exists.

In general, tools and algorithms that tackle the decryption problem of historical
ciphers are not the main focus of current research in cryptology, although many
of the former have been developed for other deciphering tasks (Megyesi et al.,
2020). However, a step towards the direction of developing software tools either for
automatic transcription (Johansson, 2019) or for cryptography and cryptanalysis
purposes, such as the CrypTool2 (Megyesi et al., 2020), is already taken. Nowadays,
image processing techniques are constantly improved to serve HTR tasks and make
automatic transcription feasible.

1.1. Purpose and Research Questions

The purpose of this study is to evaluate an automatic transcription tool (TRAN-
SCRIPT tool) developed within the Decrypt2 project framework. The latter releases
open-source resources and tools to assist researchers of historical cryptology in
transcription, analysis and decryption of historical ciphertexts. Specifically, for the
automatic transcription of cipher manuscripts, a supervised few-shot deep learning
algorithm method is assessed. The algorithm is incorporated in the tool to process
manuscript images in a pipeline from cropping and binarization to line segmentation
and parameters setup, resulting in the transcription acquisition. The components are
tested in various pipelines, and the latter are compared and evaluated thoroughly.
Furthermore, the TRANSCRIPT tool is described and evaluated from the user’s
perspective and new functionalities are proposed.

Concisely, answers are provided to the following questions:

• What is the efficiency of the TRANSCRIPT tool according to the evaluation
metrics on generating automatic transcriptions of encrypted documents? Are
the automatic transcriptions preferable to the manual ones?

• Does the few-shot model perform similar in all ciphers independent of hand-
writing styles, symbol sets or image peculiarities?

• Which symbols are mostly and less correctly recognised in each dataset? Does
the handwriting style affect the accuracy rate of each symbol?

2https://de-crypt.org/about.php
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2. Previous work

In the following chapter, the readers will get engaged and acquainted with terms and
concepts related to historical cryptology, on which the study of encrypted documents
is grounded. The project within whose framework the evaluated tool is incorporated,
will be presented along with the project’s resources. Finally, the different supervised
methods that have already been tested in various studies aiming to the automatic
transcription of cipher manuscripts will be described.

2.1. Historical Cryptology

The science of cryptology, a word that comes from the Greek roots crypt (hidden)
and logos (discourse), is comprised of cryptography and cryptanalysis. The aim of
cryptography is to develop various encryption techniques to hide the content of a
message. Cryptanalysis uses techniques, such as the frequency analysis, to identify
patterns and shed light on the content of the encrypted message.

When the sender wants a message to reach the receiver in secrecy, this message,
which is called plaintext, must be encrypted to an unreadable form, the ciphertext.
A key is the necessary component of mathematical operations for the encryption or
decryption process, meaning to convert the plaintext elements (words, numbers etc.)
to ciphertext elements and the opposite. It is obvious that both parties must posses
the corresponding key. If the same key is used for encryption and decryption, that
would be a symmetric one, otherwise if it is only used for creating the ciphertext
or for recovering the original message, it would be an asymmetrical one. It is also
common for non-encrypted text (text written in a natural language) to be embedded
in ciphertext. This is called cleartext.

2.1.1. Decrypt Project

Encrypted documents are the centre of attention of the Decrypt project, which coor-
dinates historians/linguists and computer scientists/cryptologists towards pertinent
tasks. Various individual studies have been conducted either in the recent cryptology
field or independently of the latter, to build models and architectures for cipher
analysis. These efforts however are more fruitful when systematized, leading to the
development of powerful decryption tools, such as the CrypTool 2, even if they cannot
undertake extensive tasks yet in the matter of automatic transcription. The Decrypt
project is the only open-access research project (along with the CrypTool project)
that attempts to facilitate research in the field by providing: data collections of en-
crypted documents (which are usually dispersed, un-indexed and lost across archives
and libraries); semi-automatic tools and methods for cipher transcription; automatic
detection of cipher genre and plaintext language; and automatic deciphering of those
documents.

Also, the researchers in the project exploit image processing techniques and deep
learning architectures to perform automatic transcriptions tasks. These tasks entail
classifying cipher symbols leading to a symbol database assembly. It is heavily
important that the transcription step presents high recall first and foremost to ensure
that all symbols are transcribed, and is error-free (precision) as much as is feasible
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as it will highly affect the decryption of the document. Developed tools within the
project already exist for cryptanalysis purposes, such as cipher-document clustering,
parsers for structure identification and tools that retrieve keys based on plaintext or
ciphertext.

Another initiation made within this project is the HistCorp collection (Pettersson
and Megyesi, 2018) which mainly includes various historical corpora from different
languages and time periods, as well as character/word based language models. These
resources aim to language recognition of the ciphertext and cleartext. The language
models are also implemented via a tool incorporated in the database which creates a
decrypted text (plaintext) by mapping ciphers to keys. The database is also connected
to the CrypTool2 which undertakes automatic decoding of encrypted documents.

2.1.2. DECODE Database

The Decrypt project holds collections (keys and ciphers) written in various languages
(natural or not), originating from different countries and time spans. In order to
include an encrypted document in the collection, first it must be retrieved from
the source (e.g., archive), be digitised so that it is digitally acquired, reinforced
with metadata information and then it can be stored in the official database of the
project: the DECODE3 database. The latter provides a graphical user-interface in
which users can upload encrypted documents or simply make a query. Copyrighted
images can remain private and be visible to the owner only. This database is a
novel attempt related to the infrastructure of historical cryptology (Megyesi et al.,
2019) and collects records in a systematic way to support historians, researchers and
individuals interested in historical cryptology. One can find information regarding
the documents’ current location, origin, content (machine-readable transcription),
format and more. Supplementary documents may be provided along with the images
of the encoded text, for instance transcriptions, deciphered text, cryptanalysis and
statistics etc.

2.2. Transcription

Living in a mass-digitization era, libraries and archives depend on the emerge of
prominent technologies and architectures for transforming image content to machine
readable text format. OCR and HTR are methods that address the issue of text
recognition, however not adequately when it comes to handwritten manuscripts and
especially encrypted documents. Various OCR engines such as ABBYY Finereader4,
Tesseract5 or OCRopus6 tackle this issue in earlier studies (Springmann et al., 2014)
with moderate results. The advent of machine learning and Neural Networks (NN) has
improved the HTR architectures, and image processing techniques specifically, which
undertake automatic transcriptions of manuscripts. For instance, the Transkribus7

platform provides a user-friendly interface that allows the user to train models that
output transcriptions of manuscripts automatically (Muehlberger et al., 2019) or
use pre-trained models. In terms of image analysis, image binarization, de-noising
and de-skewing (page alignment) are essential for text isolation and detection to
discard any element that is not part of the text, such as ink, specks of dirt or ink
bleed-through from the back sheet, and bring the line text in a horizontal plane. In

3https://de-crypt.org/decode
4https://www.abbyy.com/
5https://github.com/tesseract-ocr/
6https://github.com/ocropus/ocropy
7https://readcoop.eu/transkribus/
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the subsequent section information is provided concerning several supervised methods
and techniques implemented by language experts and technologists to address the
problem of automatic transcription of encoded manuscripts (ciphers).

2.2.1. Supervised Learning

If an adequate number of labelled data for a corresponding task exists, researchers
usually opt for supervised methods as these present a higher performance compared
to unsupervised methods. In this case, models are trained based on previous experi-
ence (labelled data) to predict new outcomes. Implementing supervised learning on
automatic cipher transcription is rather inappropriate for this case of handwriting
recognition since a huge amount of ground truth data is required. As an exception,
the few-shot model which is considered to be supervised, does not require a substan-
tial amount of labelled data to be trained (Section 2.2.1.1). Supervised learning and
NN might be more appropriate for the handwritten recognition of non-encrypted
cleartext.

Deep learning techniques have various applications and these architectures are
advantageous when it comes to image processing. The latter is imperative for HTR
challenges, which result from handwriting style variance, poor text quality and paper
degradation, especially for historical manuscripts. By exploiting a vast amount of
data, NN can learn the representations of data based on their features by mimicking
the human brain’s behavior and transforming the data into vector representations.
Different types of NNs are used to address HTR problems, such as Recurrent Neural
Networks (RNN), Long-Short Term Memory (LSTM) and Convolutional Neural
Networks (CNN), whose detailed description is out of the scope of this study. In
Chapter 4 we elaborate on the few-shot architecture, which is exploited in the
experiments.

Constant research on deep learning architectures is conducted so that the latter
can map handwritten text image to the corresponding labels with high accuracy but
without requiring the provision of a significant amount of labelled data. In research,
a multi-dimensional RNN, and specifically a multidimensional LSTM, was tested on
an offline handwriting recognition task on Arabic data (Graves and Schmidhuber,
2008), winning a handwriting recognition competition, as well as on English and
French handwritten scripts (Voigtlaender et al., 2016). Multi-dimensional Recurrent
Neural Networks (MDRNNs), a generalization of a random RNN, can handle higher
dimensional data, such as images, without requiring image vector generation from
an image to present a good performance.

Fornés et al. (2017) implemented a Multi-Dimensional LSTM (MDLSTM) model on
a semi-automatic transcription task in which ciphertext is automatically transcribed
in a computer-readable format and then manually evaluated. Six different ciphers,
whose ciphertext contained digits only, and a total amount of 15 pages consisted the
training set, plus 5 pages for validation. For testing, pages from the same ciphers, as
well as from new, unseen records with the same symbol test were used. Those were
manually transcribed by various individuals but were evaluated and post-corrected
by an expert as well, to compare the human time effort. The average accuracy was
88% which decreased significantly when a cipher with different handwriting style
(than those included in the training set) was tested. According to the results, if the
accuracy of the transcription was below 90%, the manual transcription was slower
even with post-corrections on the output. It is important to note though that no
time is taken into consideration for preparing the training data, a step that includes
the transcription of the ground truth pages and image pre-processing.
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Another attempt at automatic transcription of ciphers by means of supervised
algorithms has been undertaken by Renfei (2020). He introduced an attention-based
Sequence-to-Sequence model, which was originally proposed for handwritten word
recognition (Kang et al., 2018). For training and testing he exploited three different
types of records with different writing styles and symbol sets: the Borg cipher, the
Copiale cipher and numerical ciphers consisting of digits, retrieved by the DECODE
database. The implemented dataset is the one used for all experiments within the
DeCrypt project. Initially the results were not satisfying, mainly by virtue of the low
quality of the transcription data, as this type of experiments require aligned data. A
good alignment means that text blocks, text lines, words, sentences or characters of
a cipher image are correctly mapped to the corresponding parts of a transcription.
The results were improved once this problem was solved. When it comes to the
alignment process, the results were not adequate again in all cipher types. The size
of the dataset affects the performance of the automatic transcription, as the best
results occurred on the ciphers with the greatest training set (the digit based ones).
Also, every symbol in the cipher should be represented with one symbol and not an
array of symbols and he proposes that the attention mechanism can be improved by
a label smoothing technique.

In summary, the aforementioned techniques can be significantly effective and show
propitious results, especially when applying deep learning methods. However, the
requirement of labelled data remains a hindrance since generating ground truth data
manually and from scratch is a time consuming and expensive process.

2.2.1.1. Shot Learning

Few-shot learning is a type of machine learning algorithm in which a learning model
is fed with few labelled data and can recognise objects with little supervision, in the
same way as people do. In the few-shot process, a training set and a support set
are required. The training set is a big set with many labelled objects in every class,
whereas the support set is a smaller one that includes a few objects with labelled
images from the class that is not part of the training data. The performance of the
task is evaluated by using a test set. In case the support set includes one object only
in each class, it is called one-shot learning. Otherwise, if several examples for each
class in the support set are provided, it is called few-shot learning. What is important
to be considered when training the model is that none of the classes included in the
support set should exist in any class of the train set, meaning that these sets are
disjoint. Moreover, the size of the training set is not necessary to be an enormous
one since the purpose of few-shot learning is not to classify data after having seen a
vast amount of examples, but rather tell the difference between the data and classify
those based on the support set. These classification problems are also defined as
N-way K-shot, where N is the number of the unique classes and K is the number of
the labelled samples of each class that are included in the support set. In theory,
the number of ways and shots can affect the overall accuracy, which drops with a
greater number of N and increases with more K-shots. In short, this technique could
be ideal for performing automatic transcriptions of cipher documents since not much
ground truth data is available for every type of ciphertext.

Koch et al. (2015) pretrained a Siamese Convolutional Neural Network to learn
image representations, and then address one-shot learning to compare a (vector)
feature from the network to the given query. The SNNs are very useful for learning
generic image features and use those for unknown class predictions by computing
pairwise similarity scores. They are also quite easy to train. The model was trained
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on an Omniglot8 subset, significantly outperformed all baselines and achieved results
close to successful performances of previous research. Omniglot is an online encyclo-
pedia of writing systems and languages and the Omniglot dataset is a synthetic one
that consists of labelled character-images with various alphabets and handwritten
characters or symbols.

Other recent advances in this area are the research of Snell et al. (2017) who
extended their Prototypical Networks to few-shot and zero-shot learning, with the
latter achieving state-of-the-art results. This method is simpler and more efficient
than meta-learning algorithms, which use ample data from previously seen tasks
to learn how to learn and then learn new tasks using less data; Sung et al. (2018)
proposed a Relation Network for few-shot and zero-shot learning which also presents
significant results; Li et al. (2019) introduced a Category Traversal Mode so that all
support classes of the few-shot module are approached as a whole instead of being
separate, reaching a competitive performance compared to state-of-the-art systems.

Research combining few-shot learning approaches and encoded manuscripts is
quite recent. Souibgui et al. (2021) proposed an architecture for recognizing first-seen
alphabets of ciphered manuscripts. They trained the model on a synthetic dataset
and tested it on a set of ciphers same as the one used in previous experiments
(Borg and Copiale), which defines the problem as a few-shot symbol detection. The
model is a Siamese version and includes four stages: extracting features from a
query (which is a handwritten line) and the support images (a small set of labelled
images for meta-learning); an attention mechanism that improves the shape of the
boxes including each symbol; a feature combination that will eventually output the
bounding boxes; and finally the classification step, in which similarities between the
proposed regions and the support symbols are compared. The synthetic training
data is retrieved from the Omniglot dataset, while for the testing set the Copiale
cipher and the Borg cipher are retrieved from the DECODE database for evaluation.
The evaluation was a two-fold one: with and without retraining (fine tuning). In the
first case, the model outperforms compared to unsupervised clustering methods from
previous research (Baró et al., 2019), and presents competitive results against the
supervised MDLSTM (Fornés et al., 2017). However, the latter requires high human
effort since the ground truth data of the train set must be manually transcribed in the
first place. Fine-tuning with only 2 labelled pages (low human effort) of ciphertext
considerably improves the performance of the model.

A significant extension of this investigation is the work of Souibgui et al. (2022). In
order to reduce the human labour when it comes to manual annotation they proposed
a pseudo labeling few-shot transcription method. This methods could tackle the
problem of manuscripts that consist of rare alphabets or limited labelled data. The
main difference between these two works lies within the fine-tuning stage. In the first
case, a few pages of encrypted documents (thousands of symbols) must be manually
transcribed to acquire the ground truth and the bounding boxes, whereas in this
novel approach what is proposed is a pseudo-labeling technique. Manuscripts aimed
for fine tuning are annotated in an automatic way as synthetic lines are generated
based on 5 shots (examples per symbol) that the user has selected. The model
is trained once again on Omniglot symbol alphabets. The results assert that this
technique can improve the predictions when it comes to unseen alphabets and scripts
since the Symbol Error Rate (SER) is low and comparable to similar studies. More
details of this evaluation metric are presented in the Subsection 4.3.2. Depending on
the test dataset (Borg, Copiale and Codex Runicus), this model outperforms even
supervised models (MDLSTM) or some few-shot models.

8https://omniglot.com/
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Magnifico (2021) examined and compared two machine learning architectures, an
unsupervised clustering algorithm (Baró et al., 2019) and a supervised few-shot deep
learning model (Souibgui et al., 2021). Once again retrieved from the DECODE
database, the Borg, Copiale and Ramanacoil ciphers were included in the test set,
and also images from the Borg and Copiale documents were used for training the
few-shot model. In previous, similar studies, synthetic alphabets from Omniglot were
exploited for the training process. Concerning the clustering model, apart from a few
parameters that can be chosen by the user and substantial effort in the clustering
step, no high user interaction is required. For the few-shot architecture, the first two
steps (Alphabet Support/Line Segmentation and Threshold/Shot number selection)
require some level of user interaction whereas the final step is a complete automated
process, leading to the transcription output. The few-shot architecture outperforms
the clustering algorithm according to the SER results. Moreover, the few-shot model
presents significantly better results for Copiale and Borg cipher, whose pages were
also included in the training set, rather than the out-of-domain Ramanacoil cipher.

This study is mainly a continuation of Souibgui et al. (2021) and Magnifico (2021)
and will be presented in the following chapters.
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3. Data

For this study, in which we evaluate a supervised few-shot algorithm for the automatic
transcription of historical ciphers, we use a sample of five different types of ciphers
either completely dissimilar to each other or sharing common attributes. These
aspects would concern: the complexity of the writing style of the manuscript; the
kind of the unique symbols that comprise the alphabet of the cipher (Latin and
Greek alphabets, digits, graphic signs or mix); the existence of characters that are
connected to each other or overlap, leading to an increased difficulty in the symbol
segmentation process; the size of the alphabet; and the alignment level of the text.
Thus, the main reason for this choice is to analyze the performance of the algorithms
and evaluate their generalization degree.

3.1. The Borg Cipher

The Borg cipher is a 17th century, in all likelihood, encrypted book, located at the
Biblioteca Apostolica Vaticana. Within the 408 manuscript pages of the book, one
can track 34 different characters ranging from esoteric symbols and zodiac signs to
Roman and Greek letters, and some diacritics. It is common that spaces between
cipher sequences exist, which is not always clear if it is intentional to set boundaries
or the writing style is actually a scriptio continua (no spaces between words).

The book’s transcription, transliteration and decipherment reveal various treat-
ments against diseases of the period, as well as the pharmaceutic knowledge of that
time. The language of the deciphered text is Latin and old Italian. Some parts of
non-encoded text also exist in the book, written in Latin (Aldarrab et al., 2017). A
small example of the Borg cipher is presented below, along with its alphabet.

Figure 3.1.: Borg cipher example and the alphabet of Borg cipher.
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3.2. The Copiale Cipher

This book9 dates back to the mid-eighteenth century and is comprised of 105 pages
and 75,000 handwritten characters, with 99 of those being unique (Knight et al.,
2011). The latter can either be uppercase/lowercase Roman letters with or without
diacritics and zodiac and alchemical symbols, or Greek letters. The deciphered
text is written in German and reveals information regarding a secret society of the
18th century, the "Oculist order". Knight et al. (2012) provide more information
concerning the content of the cipher and the Oculists’ society. An example of the
Copiale cipher is presented below.

Figure 3.2.: Copiale cipher example and the alphabet of Copiale cipher, apart from 8 large
undeciphered characters.

3.3. The Ramanacoil Cipher

The 46 pages of the Ramanacoil cipher –39 pages of ciphertext– are in essence two
encrypted Dutch letters written in 1674 by a diplomat and warrior, Van Goenssenior
senior. These are addressed to the Lords Seventeen in The Netherlands and the
governor general in Batavia, a former historical name of the capital of Indonesia,
respectively (Dinnissen and Kopal, 2021). 55 code symbols are used overall, which vary
between (double) Latin letters, words, code symbols, abbreviations, and punctuation
marks. At the time of Dutch East India Company, Van Goens senior planned to
conquer Sri Lanka, the island Ramanacoil and coastal area around it and submitted
his request through these letters (Dinnissen and Kopal, 2021).

9https://cl.lingfil.uu.se/ bea/copiale/
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Figure 3.3.: Ramanacoil cipher example

Figure 3.4.: Ramanacoil key

3.4. Codex Runicus

The 202 pages of Codex Runicus were written in around 1300AD entirely in medieval
runes. This document is not an actual cipher per se but it is included in the study as
it can be seen as such through its unique symbol system. This runic text was found
on 100 parchment leaves and includes the Scanian Law, a provincial law, which was
the oldest one preserved from the Scania Danish land (Norse, n.d.). The runes of
this manuscript are dotted runes, which are in fact diacritical marks either placed on
the staves or between the staves and their branches, which alters the sound values
as well.

Figure 3.5.: Codex Runicus example and the Runic alphabet, where each rune corresponds to a
Latin alphabet letter.

3.5. Digit-Based Ciphers

Finally, the digit-based ciphers from the Secret Archives of the Vatican (Archivio
Segreto Vaticano, ASV) is the last type of cipher that consists the dataset of this
study. These manuscripts are not books but rather a collection of ciphers composed
of digits (0-9) with cleartext (not enciphered text) in between, and the writing
styles or boundaries of the digits differ among the various pages. The digits may be
decorated or diacritics might appear below or above those. Typically, concerning
the content, the encrypted letters are correspondences between the Vatican and the
papal nuncios in France/Spain/Portugal from the 16th to 18th century (Lasry et al.,
2021).
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Figure 3.6.: Example of a Digit cipher from ASV (Vaticano, 2016b)

3.6. Document Peculiarities

The above documents present characteristics which will be described from a paleo-
graphic point of view as accurately as possible given the writer’s knowledge in this
field.

When it comes to page and text orientation, the Copiale and Codex Runicus
manuscripts are highly aligned and de-skewed. The horizontal orientation of the text
and the unskewed lines may be factors that could lead to the production of a more
accurate automatic transcription as it facilitates the image processing step. On the
other hand, the Borg and Ramanacoil pages do not constantly include text lines that
are highly aligned to the orientation of the page. The Vatican digit based ciphers
fall in both categories depending on the archive, but in most cases they present a
balanced alignment.

Concerning handwriting style, letter size and diacritics, the handwriting in Copiale
cipher is clearly highly neat. The existence of prolonged strokes is however a hindrance
as it can lead to symbol connection when those are individually selected as images in
the segmentation process. A few logogram symbols, which are bigger than the rest
of the symbols, also appear. Similarly, in Codex Runicus the writing style is clear,
not highly cursive and the characters do not overlap. Moreover, according to the
typical nature of the runes’ design, the text consists of obliques and vertical strokes,
while horizontal lines and round shapes are avoided. The oblique strokes however are
occasionally curved in the Codex Runicus (Peratello, 2020) and horizontal lines may
appear. Similarly to the Copiale cipher but in a less complex way when it comes to
writing style, the characters of the Ramanacoil are quite regular and elongated strokes
are less common than in the Copiale cipher. This means that in the segmentation
process, these characters will not overlap with each other, but occupy their own
pixel space. Finally, in the Borg cipher, the text orientation is straight. On the other
hand, the handwriting style is rather cursive leading to unaligned characters with
different size and shapes, which is likely to affect the transcription output since in the
segmentation process the pixel squares may frequently overlap. As a rule of thumb,
the writing style in the Vatican digit based ciphers is clear and digits occasionally
have elongated strokes. In Borg, Copiale and Codex Runicus it is also common to
notice rubrics and initials, and which can be colorful in Codex Runicus. The above
features are summarized in Table 3.1.
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Page/Text
orientation

Letter/Symbol
size

Strokes/
Overlap Rubrics

Borg Aligned/
deskewed Various Yes Yes

Copiale Highly aligned/
deskewed

Fixed size +
logograms Yes Yes

Ramanacoil No complete
alignment Fixed size Yes No

Runicus Highly aligned/
deskewed Fixed size Less

common Yes

Digits Mainly aligned Fixed size Less
common No

Table 3.1.: Document peculiarities

3.7. Data Curation

The above datasets have been selected for three main reasons: first and foremost, the
manuscripts have been transcribed by various individuals and their ground truth is
available, which allows the evaluation of the automatic transcriptions; and secondly,
pages of four of the ciphers, Borg, Copiale, Digits and Runes are used for fine-tuning
the Few-shot model. This means that by including pages from both seen and unseen
(out-of-domain Ramanacoil) classes in the test set, we can perform a more in-depth
analysis and draw conclusions concerning the tool’s functionality. Finally, the results
can be compared to the findings of previous case studies that exploited the same
data. Appendix A includes all the cipher images related to this study, separated in
training, validation and test sets for reproducibility reasons in future research.
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4. Methodology

The methods exploited for the evaluation of the automatic transcription tool of
encrypted documents are presented in this chapter. Specifically under the image
processing perspective, we present the few-shot architecture of the SNN which is
implemented, the features provided by the tool and, finally, the different evaluation
metrics used for the output analysis.

Grounding the few-shot concept to the current study, the object detection is
defined as a few-shot symbol detection at line level. The handwritten lines of the
encrypted documents are individually extracted and used as the query images. The
various symbols that comprise the corresponding cipher are the support set images. In
order to implement the few-shot classification method, an artificial SNN is exploited
and its architecture is described in the following section.

4.1. Few-shot Architecture

The few-shot symbol detection architecture is inspired by Fan et al. (2020) who
proposed a novel few-shot object detection network. Souibgui et al. (2021) adjusted
this architecture to symbol detection instead of object detection, since the former
problem is more challenging due to the great similarity between handwritten symbols.
The model is a Siamese version of the one Ren et al. (2015) proposed, which was a
Faster R-CNN detector. The model’s architecture is depicted in 4.1 (Souibgui et al.,
2021) and four main steps constitute the architecture of the designed model: feature
extraction, region proposal, feature combination and classification.

First of all, the feature representations must be extracted from the query image,
which is a segmented line from the encrypted document, as well as from the support
images, which include various image examples of the symbol alphabet. These inputs
are then propagated through a VGG16 feature extractor, a 16-layer deep vision
architecture developed by Simonyan and Zisserman (2014), and the features from
the query image and the support images are obtained. As the last step of this point,
the weights, meaning the tuning parameters, are calculated.

The obtained two feature maps (query and support) are then delivered to the
Region Proposal Network (RPN) in the Regions proposal step. The RPN computes a
depth-wise cross correlation between the query feature map and the support feature
map by using an attention mechanism. The latter applies a repetitive average pooling
on the support feature map until a 1 × 1 × 𝐶 shape (where C is the number of
channels of the features) is obtained. The attention feature map (𝐴𝑤,ℎ,𝑐) leading to
the generation of the region proposals is defined by:

𝐴𝑤,ℎ,𝑐 = 𝑆1,1,𝑐 ·𝑄𝑤,ℎ,𝑐 (4.1)

where 𝑆1,1,𝑐 is the post pooling support feature map, 𝑄𝑤,ℎ,𝑐 is the query features
and 𝑤 ∈ {1, ...,𝑊 }, ℎ ∈ {1, ..., 𝐻 } and 𝑐 ∈ {1, ...,𝐶}.

The feature combination takes place in the next step. The Regions of Interest
(ROI) pooling is applied on the support features and the features of the proposed
regions to obtain similar shapes by generating tensors of the same size. Subtraction
is the exploited detection function that combines the two ROI pooled feature maps.
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In the final classification step, the predictor receives the combined feature map of
7 × 7 ×𝐶 shape and size from the previous stage to obtain the bounding boxes and
assign the corresponding class. Initially, a sigmoid activation function will distinguish
similar (1) from dissimilar (0) classes of the proposed regions after been compared to
the support symbol. Finally, a regression is implemented to fit the bounding boxes
to the (similar) detected symbols.

Figure 4.1.: The few-shot symbol detection architecture (Souibgui et al., 2021).

4.2. TRANSCRIPT Tool Features and User Interaction

The TRANSCRIPT tool incorporates features which either process actions automat-
ically or require some human effort. Three main processes take place within the tool
interface: pre-processing, image processing and post-processing, depicted in figure
4.2.

Figure 4.2.: The main processes of the TRANSCRIPT tool along with the corresponding steps.
For the Image Processing, only the line segmentation and few-shot are utilized in
this study. The steps in which human effort is required are indicated with H.
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Pre-processing
In the pre-processing step the user must crop and binarize the selected images,

and rotate if necessary depending on the line orientation of the pages. Cropping
and rotation require human effort, whereas in the binarization step the user must
simply select between five different algorithms: Otsu, Gaussian, Adaptive, Niblack
and Sauvola (Baró et al., 2019).

Image Processing
Next, segmentation, line segmentation, label propagation and method/models

generated by two algorithms, Clustering and Few-shot are implemented. Only the
Few-Shot algorithm on line level is the within the scope of this study method.

Users can either segment the lines of the images manually or use two different
methods: use no line segmentation and use a few consecutive segmented lines. In the
first case the process takes place completely automatically and in the second case
the user must segment manually 1-2 lines from each image to feed the model with
these examples and then the algorithm segments the rest of the lines automatically.
Between those two processes, the consecutive line segmentation requires human
effort, while the first one is completely automatic.

For the few-shot method, there are five different parameters that the user needs
to opt for: the alphabet, the trained model, space recognition, the number of shots
and the threshold level. At this point, all procedures are automated since the user is
not required to provide any alphabet images or train any model, as the decoding
algorithm undertakes to generate the transcription output automatically. The users
only need to select the different parameters for the desired output.

The alphabets are the support features or, in other words, the support images that
include the character related information and represent the alphabet of the whole
document. Currently, five models representing five cipher alphabets are provided:
the Borg, the Copiale, the Digits, the Ramanacoil and the Runicus alphabets. The
architecture behind this parameter requires that for each alphabet, ten images
of every symbol of the corresponding alphabet must be provided to generate the
alphabet, unless the existence of some symbols is very rare. For instance, if a cipher
document consists of 30 different symbols, then its alphabet will include 300 images,
ten for every symbol of the document. By using a query line and the support images,
the potential bounding boxes (coordinates) of these symbols can be generated. The
alphabets are already provided in the tool interface.

The TRANSCRIPT tool incorporates five training models: the Omniglot, the
Borg, the Copiale, the Runicus and the Digits model. No model is trained for the
Ramanacoil as it is the out-of-domain dataset for this study (only its alphabet is
required for the few-shot learning). Based on Souibgui et al. (2021), the Omniglot is
the main model in this few-shot approach, trained on synthetic data. Specifically, the
"images_background" Omniglot dataset (Lake et al., 2015) consists of 30 different
alphabets, which is 964 different symbol classes. Some of these classes are also
included in this study’s datasets, such as Latin and Greek alphabets or punctuation
symbols. The few-shot training can benefit from a high number of classes but not by
a high amount of examples per class. Thus, the last 10 symbol examples from each
class are used to generate the support image set and the first 7 symbols from each
class for the synthetic query lines. Using the latter, 2000 lines of ciphertext with 5 to
50 symbols are created in which the symbols are placed in random distance and the
overlapping is rather high. The bounding boxes are the ground truth of the model
and the bounding boxes of the query will receive the label 1 or 0 if their content is
similar to the symbols of the support images or not. The rest of the models are not
trained from scratch but rather fine-tuned on specific ciphers. For Borg, Copiale,
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Digits, and Runicus a small amount of real data (2 or 5 labelled pages to be more
precise) is used for fine-tuning the Omniglot model.

When it comes to space recognition, spaces might indicate word boundaries
depending on the type of the encrypted document. Thus, if white-spaces appear on
a regular basis in the document, the user should select this option.

As the next step, the user must define the number of shots, meaning how many
examples of each class (each unique symbol) will be included in the support set.
Ultimately, the confidence threshold must be determined as well. In this case, the
only symbols that will be transcribed are those which are assigned a similarity score
greater than the threshold value.

Finally, the transcription output is acquired when the bounding boxes on the
query line are obtained. Specifically, each image from the support set (alphabet) is
compared to the symbols of the query image (creating the boundary boxes), and
then the decoding algorithm traverses the query image with the bounding boxes from
left to right. The boxes which are maintained are those with the greatest similarity
scores for the corresponding symbol.

Post-processing
The last step in this process is the post-correction. The user can can make

adjustments in the automatic transcription output by correcting the output and
transcribing manually the missing symbols that were not transcribed due to threshold
value. The bounding boxes for each symbol along with the corresponding transcribed
character are visible at this step.

4.3. Evaluation

In order to evaluate the results in a semi-automatic way, an array of evaluation
metrics has been exploited, influenced by Magnifico (2021)’s methodology: the SER,
used to retrieve the best model for each type of cipher document; the Character
recognition, where we compare the ground truth alphabet with the tested alphabet
and calculate how many characters are recognized out of all pages of a dataset in
general and in each tested page specifically; the Character-by-character evaluation,
where we compare the gold characters and the transcribed characters one by one
to calculate Accuracy, Recall, Precision and F1 scores; and finally the confusion
matrices, to implement a symbol evaluation . The evaluation of the recognition is
implemented through different Python executable files, one for each type of cipher
document, by using various imported libraries, and which can be accessed at the
writer’s personal GitHub page. The script can be divided in two major parts: data
preparation and evaluation.

4.3.1. Data preparation

Before evaluating the results, the data must first be collected. For every dataset,
ground truth data and test data are stored in separate dictionaries as different
processes need to be implemented for the gold/test set. The transcription output
can be downloaded from the TRANSCRIPT tool interface in plaintext (.txt) format.
The gold standard data is stored in the same format.

Three types of dictionaries are generated for the ground truth data: the main
golden truth dictionary, one that stores data with uncertain instances and one
with placeholders. The first one stores all symbols that exist in the golden truth
transcriptions. Regarding the second one, it is common that symbols may exist whose
transcription is uncertain or more than one possible interpretations of a symbol
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exists. These uncertain cases are added to the uncertain dictionary, which is needed
for the character-by-character evaluation, further described below.

It is apparent that the test transcriptions do not include all the symbols that exist
in ground truth. Thus, in this case placeholders are used to fill the gap in the test
transcriptions to ensure that each line of the gold line stores the same number of
symbols with the corresponding line of the automatic output. A reconstruction of
this method if given in example 1, where X is the placeholder position and it is
added in the transcription output plaintext file.

Example 1 Gold line: [1 5 4 8 3 9]
Test line: [1 5 8 9]
Placeholder line: [1 5 X 8 X 9]

Rarely, a symbol is transcribed in the test lines but does not exist in gold lines.
Most of the times, this would be the case of noise in the binarized image. To ensure
the equal number of symbols within these lines, placeholders are added in the gold
lines as well. Calculating the number of instances included in test but not in gold
lines can provide a general insight regarding the image processing efficiency.

For the test transcriptions, two types of dictionaries are generated: the main
transcription dictionary and the placeholder dictionary, under the same rational as
the gold dictionaries. Finally, the gold alphabet and the transcription alphabet are
the sets which store the alphabets, the unique symbols of each dataset, which are
required for the alphabet recognition in the evaluation process. Figure 4.3 illustrates
the described process.

Figure 4.3.: The types of dictionaries that store the ground truth and the transcription data
(Rectangles), the sets that store the gold alphabet and the transcription alphabet
(Rounded Rectangles) and the information that can be derived from the gold and
the transcription dictionaries (Hexagons).
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4.3.2. Evaluation Measures

As mentioned, the results are evaluated by an array of four methods: the SER method,
the Character recognition, a Character-by-character evaluation, and Confusion
matrices.

SER
Character Error Rate (CER), or Symbol Error Rate (SER), is probably the most

commonly used evaluation metric for HTR. This indicates the number of characters
or symbols that are incorrectly transcribed, thus lower CER means better results.
SER is computed according to the following formulas

𝑆𝐸𝑅 =
𝑆 + 𝐷 + 𝐼

𝑁
(4.2) 𝑆𝐸𝑅 =

𝑆 + 𝐷 + 𝐼

𝑁𝑚𝑎𝑥

(4.3)

where S stands for the number of substitutions, D is the number of deletions, I is
the number of insertions and N is the length of the ground truth data. The second
formula is a normalized version of the SER which is implemented in cases the number
of insertions is large, because this can lead to a percentage that exceeds 100%. 𝑁𝑚𝑎𝑥

is the longest lines (that include the most characters) between the gold standard and
the transcription output. The SER is calculated through the Levenshtein distance
method and the editdistance python library. In this method, the gold and the
main transcription dictionaries are used.

This metric depends on the Levenshtein distance which measures text similarity
between two sequences, meaning how similar is the output to the ground truth based
on edit distance. In other words, this is the minimum number of operations we
need to do to reach the ground truth sequence from its corresponding output. These
operations are of three types: substitution, removal and insertion. In the first, a single
character a is replaced by another different character b (e.g., two operations from
life to love). In the second, a single character is completely removed, transforming
for instance playful to play (three operations). In insertion, a single character is
inserted to transform pose to prose.

Alphabet/Character Recognition
Here we compare the ground truth alphabet/transcription with the tested alpha-

bet/transcription and implement two types of recognition: an alphabet recognition,
in which the unique symbols (types) that appear in the ciphertext of each dataset are
identified, and a character recognition, in which we calculate how many characters
(tokens) are recognized out of all pages of a dataset in general and in each tested
page specifically. The golden truth (gold transcription) and the main transcription
(test transcription) dictionaries along with the gold alphabet and the transcription
alphabet are exploited in this function of the script. Influenced by Magnifico (2021),
below is presented the formula of the (total) character recognition algorithm which
provides an average percentage of characters for each page (r) that are correctly
recognised by the model as symbols:

(4.4)

where c is the predicted character over which we iterate from the total amount of
tokens of an analysed page C, belonging to the 𝑇𝑡𝑒𝑠𝑡 which is the symbols (tokens) of
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the output transcription and 𝑡𝑔𝑜𝑙𝑑 is the length of the ground truth transcription.
Finally, n is the number of pages of the corresponding dataset and 𝑟 provides the
average percentage of all recognised characters for a specific dataset. The results
of this measure indicate if the models succeed in discerning meaningful symbols
from the ciphertext in general, without taking into consideration if the symbols are
accurately transcribed. Example 2 clarifies the implementation of this measure:

Example 2 Gold line: [1 2 3 3 4]
Alphabet: [1,2,3,4]
Test1 line: [1 3 3 3 4] –> 100% recognition (5/5)
Test2 line: [1 ♀ 3 3 4] –> 100% recognition (5/5)
Test3 line: [1 3 3 4] –> 80% recognition (4/5)

In the Test1 and Test2 lines, 5/5 symbols are recognised, correctly or not, whereas
in the last example a symbol is left untranscribed meaning that the model failed to
recognise the existence of a symbol.

Character-by-Character Evaluation
This method provides insight to a greater extent when it comes to symbol recogni-

tion and model performance. This time both dictionaries for placeholders and for
the uncertain instances are exploited.

To evaluate the best models’ performances, as well the correctness of the characters’
transcription, we use Accuracy, Precision, Recall, F1 scores and Error Rate. These
metrics are calculated based on the below formulas:

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑡𝑝

𝑓 𝑟𝑒𝑞.𝐺𝑆
(4.5)

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑡𝑝

𝑓 𝑟𝑒𝑞.𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛
(4.6)

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑡𝑝

𝑓 𝑟𝑒𝑞.𝐺𝑆
(4.7)

𝐶𝐸𝑅 = 1 − 𝑡𝑝

𝑓 𝑟𝑒𝑞.𝐺𝑆
(4.8)

where tp is the true positives (correct predictions of a symbol), freq.Prediction is
the amount of all transcribed instances of this symbol and freq.GS is the amount of
the correct instances of this symbol, retrieved from the gold dictionary. Precision
and Recall are calculated for symbol of every dataset separately and then the Mean
Precision and Mean Recall for the whole model is computed. The latter are required
to calculate the F1 scores for each model by implementing the formula:

𝐹1 = 2 · 𝑀.𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ·𝑀.𝑅𝑒𝑐𝑎𝑙𝑙

𝑀.𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +𝑀.𝑅𝑒𝑐𝑎𝑙𝑙
(4.9)

An addition to the current study is the detection of three types of the following
pair-symbol cases: placeholders (meaning completely untranscribed symbols) between
the ground truth and the transcription output; ground truth uncertainties (symbols
with "?") and the corresponding symbols in the transcription output; and missing
symbols due to threshold level and the corresponding ground truth symbols.

Confusion Matrices
Finally, the confusion matrices are generated, to retrieve the best and worst symbol

results per document and across all documents. Similar to the character-by-character
recognition, the placeholder dictionaries are the required ones for this process.

Figure 4.4 illustrates the implemented methods and the generated information.
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Figure 4.4.: The four implemented methods of the study (Rectangles), along with the derived
information from each process (Hexagons).
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5. Experimental Setup

This chapter describes in detail all steps that are taken, from image uploading to the
automatic transcription generation. A more detailed description on the evaluation
implementation is also provided.

5.1. TRANSCRIPT Tool Workflow

To transcribe the manuscripts, we first pre-process the input images and then we
apply handwritten text recognition. The experiments in this section are described
step-by-step, following the structure implemented in the TRANSCRIPT tool interface:
pre-processing, image processing and manual post-correction. The former two are
within the scope of this study and are described below for each type of encrypted
document. The amount of time spent for each process is also part of the evaluation
and presented in Chapter 6.

5.1.1. Pre-processing

The image pre-processing when few-shot learning is used consists of three steps:
image upload, cropping the image which also might include rotation, in case the
lines are not straight, and binarization to convert the images to black-and-white.

Image Upload
First, the document images need to be uploaded into the TRANSCRIPT tool. For

our encrypted sources, the documents can be directly imported from the DECODE
database. Most images of the test sets are already included in the DECODE database,
and thus can be imported directly in the TRANSCRIPT tool. This concerns Borg,
Digits and Ramanacoil documents. For the Runic and Copiale, the upload feature of
the tool was utilized. Although the Copiale images exist in the database, images of
higher resolution were required for this case only to achieve better results.

After uploading the documents, the user can produce different saves either to
create some checkpoints or to conduct various experiments. An example of multiple
saves is depicted in 5.1.

Figure 5.1.: Saves examples

Crop/Rotation
In the pre-processing step, the images must be first cropped as close to the symbols

as possible. Page numbering is cropped and lines with cleartext are avoided to the
greatest extent. All images are cropped apart from the ones in Codex Runicus, as
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the pages are already cropped close to the text boundaries. A rotation function
is also available. This however is only necessary for the Ramanacoil pages where
the diversity, when it comes to line orientation, is rather high. This was possible to
be established only by visual inspection according to the writer’s perspective and
maintain a sufficient orientation. The pages are perfectly oriented in the pages of
the rest datasets.

Figure 5.2.: Before and after orientation for Ramanacoil pages

Binarization
Binarization is tested empirically with all the provided methods at this step

already mentioned in 4.2. Each method is separately implemented on the pages of
each dataset. The best method for each page was decided based on visual inspection
and value judgment.

For Borg cipher, Adaptive, Niblack and Sauvola methods cause a lot of noise in
the background of the images. On the other hand, Otsu and Gaussian are rather
effective, with some ink spots still remaining in a few cases after using the latter
and which could be mistaken for diacritics. Thus Otsu is the method selected for
binarizing Borg images.

For Copiale, Gaussian and Sauvola methods affect the clarity of the images as
the symbols are blurry and some parts of the symbols are missing (such as the end
points) and background noise still remains with the Adaptive method. Otsu is the
binarization method selected for this cipher as well, since this is a simple and in
general reliable method, as stated in the tool interface.

Regarding the Ramanacoil images, the symbols in this dataset are quite thin
in all pages so what is required is a method that does not absorb much of their
density. The Adaptive method fits this case best. With Otsu (and Sauvola at times)
some symbols became so highly transparent that they disappear. After applying the
Gaussian method, the symbols are too thick on the right boundaries and much of
the background noise still remains with the Niblack method.

In Runicus, the Sauvola and Adaptive method cause a bit of noise due to the
parallel lines that are used as line boundaries, and background noise is also apparent
with the Niblack method. Otsu and Gaussian generated similar results, however the
symbols in the page after using the latter method are thicker (bold) and thus, Otsu
is selected for this dataset.

Finally, all Digit documents are binarized with the Otsu method, apart from the
France_64_7_068v page for which the Adaptive seems to be proper. In this page
the digit symbols are thinner than in the previous images and the Otsu method
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almost makes these symbols disappear. The rest of the methods cannot remove the
background noise to an adequate extent.

5.1.2. Image processing

The image processing consists of two steps: line segmentation and few-shot imple-
mentation.

Line Segmentation
For every dataset, both line-segmentation methods (consecutive and non consecu-

tive line selection) are tested and post corrections are made in this step to achieve
the best results in the upcoming few-shot recognition. In Borg cipher, both methods
require a similar amount of human effort for segmentation adjustments. By selecting
consecutive lines for the Copiale cipher, only a few adjustments are required (per
page) contrary to the other method in which all lines are selected automatically. In
Ramanacoil, the consecutive line selection has a much less successful effect than the
complete automatic method. Due to the bad performance of the line-segmentation
function, the lines had to be segmented almost from scratch as it was not visible at
some point whether the segmentation was correct or not due to the great overlapping
level of the boundary boxes (Figure 5.3). The consecutive lines selection method
is highly effective in Digits and especially in Runicus images. Some images of the
Digits dataset however do not respond in the same way in cases where cleartext
intervene between the ciphertext lines (Figure 5.4).

Figure 5.3.: Line segmentation for Ramanacoil

Figure 5.4.: Cleartext between ciphertext lines

Few-Shot
In the few-shot step, different models and various parameters are exploited depend-

ing on the existence of previous research results. As already mentioned, the Omniglot,
Borg, Copiale, Digits and Runicus models are tested with different number of shots
(1 or 5) and threshold values (0.4, 0.6, 0.8). For each dataset, a baseline (Omniglot)
is also established to which the efficiency of the rest of the models is compared.
The tables below present the model selection with the different parameters for each
dataset.
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According to previous research (Souibgui et al., 2021) the five-shot models presented
the best results for Borg and Copiale. Thus, only five-shot models are tested in the
current study for these datasets, which are presented in Tables 5.1 and 5.2.

Borg Cipher Alphabet Model
No of
Shots Threshold

Space
Recognition

Baseline Borg Omniglot 1 0.4 Yes
Model 1 Borg Borg 5 0.4 Yes
Model 2 Borg Borg 5 0.6 Yes
Model 3 Borg Borg 5 0.8 Yes

Table 5.1.: Borg experiments

Copiale
Cipher Alphabet Model

No of
Shots Threshold

Space
Recognition

Baseline Copiale Omniglot 1 0.4 No
Model 1 Copiale Copiale 5 0.4 No
Model 2 Copiale Copiale 5 0.6 No
Model 3 Copiale Copiale 5 0.8 No

Table 5.2.: Copiale experiments

To our knowledge, this is the first time that Digit ciphers and Codex Runicus are
tested with few-shot models, thus both one and five shot parameters are tested along
with threshold values ranging from 0.4 to 0.8 (Tables 5.3, 5.4).

Digits Alphabet Model
No of
Shots Threshold

Space
Recognition

Baseline Digits Omniglot 1 0.4 No
Model 1 Digits Digits 1 0.4 No
Model 2 Digits Digits 1 0.6 No
Model 3 Digits Digits 1 0.8 No
Model 4 Digits Digits 5 0.4 No
Model 5 Digits Digits 5 0.6 No
Model 6 Digits Digits 5 0.8 No

Table 5.3.: Digits experiments

Finally, in this study we test the Ramanacoil, an out-of-domain cipher that has
not been part of any modeling. For this reason, and in order to grasp the big picture,
the Ramanacoil is tested with a combination of all models provided by the tool,
along with a variety of number of shots and threshold values (Table 5.5).

After the few-shot method is complete, the transcriptions are downloaded as
plaintext files in the local drive via the export function of the tool.
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Codex Runicus Alphabet Model
No of
Shots Threshold

Space
Recognition

Baseline Runic Omniglot 1 0.4 No
Model 1 Runic Runic 1 0.4 No
Model 2 Runic Runic 1 0.6 No
Model 3 Runic Runic 1 0.8 No
Model 4 Runic Runic 5 0.4 No
Model 5 Runic Runic 5 0.6 No
Model 6 Runic Runic 5 0.8 No

Table 5.4.: Runicus experiments

Ramanacoil Alphabet Model
No of
Shots Threshold

Space
Recognition

Model 1 Ramanacoil Omniglot 1 0.4 Yes
Model 2 Ramanacoil Omniglot 1 0.6 Yes
Model 4 Ramanacoil Omniglot 5 0.4 Yes
Model 4 Ramanacoil Omniglot 5 0.6 Yes
Model 5 Ramanacoil Borg 1 0.4 Yes
Model 6 Ramanacoil Borg 1 0.6 Yes
Model 7 Ramanacoil Borg 5 0.4 Yes
Model 8 Ramanacoil Borg 1 0.6 Yes
Model 9 Ramanacoil Copiale 1 0.4 Yes
Model 10 Ramanacoil Copiale 1 0.6 Yes
Model 11 Ramanacoil Copiale 5 0.4 Yes
Model 12 Ramanacoil Copiale 5 0.6 Yes
Model 13 Ramanacoil Runic 1 0.4 Yes
Model 14 Ramanacoil Runic 1 0.6 Yes
Model 15 Ramanacoil Runic 5 0.4 Yes
Model 16 Ramanacoil Runic 5 0.6 Yes
Model 17 Ramanacoil Digits 1 0.4 Yes
Model 18 Ramanacoil Digits 1 0.6 Yes
Model 19 Ramanacoil Digits 5 0.4 Yes
Model 20 Ramanacoil Digits 5 0.6 Yes

Table 5.5.: Ramanacoil experiments

5.2. Evaluation

At this point of the study we evaluate the generated plaintext transcriptions. These
are exploited to investigate first and foremost which models and which parameters
present the best results, and subsequently retrieve more information regarding
the model performance on the symbol recognition. SER, Character recognition,
Character-by-character evaluation and confusion matrices are the metrics exploited
in this study. This process is completed in two rounds: one for optimization and one
for final testing.
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5.2.1. Optimization

In this round, we are interested in finding the model that performs the best for
each dataset. As mentioned, every dataset corresponds to a separate executable
Python file, and all work in a similar way. First, we create the main dictionaries
and alphabets for the ground truth and the transcription outputs, as depicted in 4.3.
From the main transcription dictionary (test) we retrieve the number of missing
symbols per dataset, which is the number of symbols that were not transcribed
due to threshold level. Then, we exploit the dictionaries to calculate the SER and
normalized SER with the Levenshtein method for all models presented in 5.1, 5.2, 5.3,
5.4 and 5.5. In order to find the best model for each dataset, we sum the normalised
SER with the missing symbol percentage since in both cases the best results are
those with the lower percentage, and seek for the best trade off between those two
values.

5.2.2. Final Testing

Moving on to the main evaluation, once the models with the best performances for
each dataset are revealed, the Character recognition algorithm is implemented on the
corresponding output. At this point the gold alphabet and the transcription alphabet
(test) generated in the previous round are compared. Also, the total number and
the number per page of recognized characters is provided. In other words, we gain
insight on how many symbols are missing in general and are not transcribed out
of all existing symbols in the ground truth. This metric is useful since it indicates
at what level the model can discern symbols from dirt on ink spots, leading to a
preliminary evaluation.

Until this point, the placeholders dictionaries are not exploited at all. Their
application however is indispensable in the character-by-character evaluation and
to generate the confusion matrices. This entails manual effort and human intuition
since each line of the ground truth and the test output must be compared and all
missing gaps must be filled. It is important not to interpret the absence of a symbol
in the test output as a gap that must be filled as this might be the case of a symbol
that is simply incorrectly transcribed. This is a rather time consuming process, but
otherwise the evaluation metrics of the following blocks (precision, recall, accuracy
etc.) provide non-grounded information.

After creating the placeholders for all best models’ output apart from the Ra-
manacoil (explained below) and ensuring that the number of symbols in each ground
truth line is equal to the number of symbols in the test output lines, we create the
rest of the dictionaries: uncertain gold dictionary and the placeholder dictionary
for the ground truth and transcription (test) data. Then, we start implementing
the Character-by-character evaluation. Model accuracy, mean precision, mean recall,
model error rate, F1 scores and precision/recall for each character are calculated
based on the placeholder dictionaries.

Valuable information is gained from the uncertain and placeholder dictionaries. In
ground truth, when a questionmark (?) follows a symbol or occupies the position
of a symbol, it indicates an uncertain transcription. No uncertain cases exist in the
Copiale gold standard , thus this dictionary is not implemented for that dataset.
From the uncertain dictionary, we count the number of uncertain cases in the
ground truth data and pair each uncertain instance with the corresponding symbol in
the transcription output to compare. From the gold placeholder dictionary, we count
the number of symbols that exist in the test output but not in the ground
truth and from the transcription placeholder dictionary the number of symbols
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that were not transcribed at all and were not recognised by the algorithm. All
these untranscribed cases are paired with the corresponding instances of the ground
truth or the opposite. We also pair the missing symbols (untranscribed symbols due
to threshold value) of the transcription output with the corresponding symbols of
the ground truth.

The final process concerns the preparation of the confusion matrices. The frequen-
cies of the most and less successfully transcribed symbols are calculated. Apart from
that however, it is essential that these frequencies must be normalized according
to the number of times a symbol appears in the transcription. For instance, if one
character presents 100% accuracy and appears twice, whereas a character presents
90% accuracy and appears 50 times, this affects the rational on what is considered
to be a better or worse result. The confusion matrices of the top 5 and bottom 5
recognised symbols are generated. The output includes four matrices in total for
each dataset, with both normalized and not normalized frequencies. Finally, we
implement a common-symbol comparison across all datasets to examine the symbols’
performances depending on the handwriting style of each symbol.

Unfortunately, adding the placeholders to the Ramanacoil output is not feasible
due to the model’s performance. Apart from the fact that it would be highly time
consuming in this case, the main issue is that it is not clear in many cases which
symbols are actually transcribed or to which character the transcribed symbol
corresponds to. This mainly happens when the boundary boxes contain more than
two symbols and the transcribed symbol is incorrect. An example is depicted in
Figure 5.5.

Figure 5.5.: Example of Ramanacoil transcription with the transcribed symbols of the bounding
boxes.

Since character-by-character evaluation and confusion matrices cannot present
any valuable information in this case, what provides a deeper insight (apart from
the alphabet recognition) is to calculate the frequencies of each symbol separately,
both in gold and test transcription, and draw some conclusions on which symbols
are most likely to be correctly transcribed.
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6. Results

In this chapter, the results from the conducted experiments are collected and pre-
sented. The first section concerns the aggregated results from the performance of all
models. Then, there is one section dedicated to each evaluation process: character
recognition, character-by-character evaluation and confusion matrices. In the final
section, the time required for each step of the experiments within the TRANSCRIPT
tool is presented.

6.1. Model performance

At this optimization stage, the models are assessed based on the SER scores (4.3)
and the missing symbol rates. In both cases, the best results are those with the lowest
values. Thus, the best performance is the one that presents the lower summation
of those two values and provides the optative trade off. Table 6.1 presents the
models with the greatest performance for each dataset. Table 6.2 includes the SER,
normalized SER and number of missing symbols for each best performing model,
along with their corresponding baseline. More details for all tested models can be
found in Appendix B.

Dataset Alphabet
Training
Model

No of
Shots Threshold

Space
Recognition

Borg Borg Borg 5 0.4 Yes
Copiale Copiale Copiale 5 0.4 No
Digits Digits Digits 5 0.4 No

Runicus Runic Runic 5 0.4 No
Ramanacoil Ramanacoil Digits 5 0.4 Yes

Table 6.1.: Best models and selected parameters for each dataset.

Model Norm SER SER Missing symbols
Borg 43.39% 47.55% 0.78% (6)

Omniglot baseline 73.24% 76.71% 23.32% (156)
Copiale 8.12% 8.21% 0.57% (32)

Omniglot baseline 42.51% 42.6% 8.10% (433)
Digits 29.35% 30.35% 0.77% (29)

Omniglot baseline 76.41% 97.51% 15.40% (442)
Runicus 9.06% 9.17% 1.41% (22)

Omniglot baseline 53.51% 53.51% 0
Ramanacoil 79.45% 79.91% 10.28% (1419)

Omniglot baseline 85.21% 84.96% 22.28% (2501)

Table 6.2.: SER/Missing symbols rates and baseline results. The values in the parentheses
indicate the number of the missing symbols.

As Table 6.1 shows, there is a general consensus that the models with the highest
performance are those for which the selected parameters are 5 number of shots and
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0.4 threshold level. If we take a closer look at the total results (Appendix B) we notice
that the lowest percentage of missing symbols is always achieved with the 5-shots
and 0.4 threshold parameters. Also, the lowest SER is once again presented with 5
number of shots and either 0.4 or 0.6 threshold level. Copiale and Runicus present
the best performance, with Digits and Borg following and the Ramanacoil model
being at the bottom of the performance list. It should be reminded at this point
that for the latter we only exploit the Ramanacoil alphabet and not any training
model that is fine-tuned with pages from Ramanacoil dataset as it is out-of-domain.
The Ramanacoil and Copiale model present comparable results to previous studies
(Magnifico, 2021; Souibgui et al., 2021), the Borg model performs worse than previous
research (Souibgui et al., 2021) and no previous results exist for the Digits and
Runicus models. However, the only test set of this study that is the same as those
used in previous research, is the Ramanacoil one.

6.2. Character Recognition Results

As mentioned in previous chapters, the purpose of the Character recognition method
is to assess the models’ performances by investigating initial findings which provide
some general insight on the character recognition process. The following results
pertain to the models that performed best among the rest, which are the 5-shot
models with 0.4 threshold. Table 6.3 presents the results of the character recognition.
Specifically, the first column is the number of the gold alphabet characters recognized
by the models, and the second column is the number of characters recognised in total
out of all tested pages. More details on the gold alphabet symbols and the recognised
alphabet symbols can be found in Appendix C. In Appendix D are presented the
exact number of characters that are recognized per page and in the following table
we include the minimum and maximum percentage of characters recognised among
all pages. Note that in cases the rate exceeds 100% means that some characters
which do not exist in the ground truth are transcribed, which is probably due to
noise points, as for example ink spots on the page, or ligatures and symbols’ end
points.

Alphabet recognition Total recognition Per page (min-max)
Borg 104.16% (25/24) 89.15% (830/931) 88.43% - 90.24%

Copiale 89.77% (79/88) 98.66% (5594/5670) 96.70% - 101.39%
Digits 92.10% (35/38) 86.90% (3722/4283) 78.14% - 98.61%

Runicus 100.00% (25/25) 98.15% (1541/1570) 93.12% - 101.09%
Ramanacoil 41.09% (30/73) 56.56% (12389/21905) 45.49% - 62.83%

Table 6.3.: Alphabet recognition and total recognition rates. The values in the parentheses is
the amount of alphabet characters and total number of characters recalled by the
model.

Due to the low performance of the models on the Ramanacoil cipher, only an
indicative assessment was implemented to retrieve information regarding the symbol
recognition. Table 6.4 presents all the recognized symbols along with their frequency
in the test output and the ground truth. The rest of the symbols that were not
detected and the frequencies are included in Appendix E. The model recognizes
alchemical symbols, zodiac signs, digits and miscellaneous symbols but mainly in an
inconsistent way as most of the times, recall is either too high or precision too low
as a rule of thumb. This means that the gap frequency between the transcription
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output and the gold standard is huge most of the times. Overfitting is significantly
evident in symbols such as Conjunction (V), Pisces (f) and 2 (2 ), while underfitting
occurs more in Male (♂), <SPACE> ( ), SquareRight (<), Lambda (_), Leo (�),
and Semisextile (⊻). The transcription frequency of some symbols, as for example
Female (♀), Colon (:), 0 (0 ), Underscore (_) , 3 (3 ), and Tin (q), seems to be closer
to the ground truth frequencies compared to the rest of the symbols.

Transcription Symbol Frequency Gold Frequency
Earth ♁ 1882 1192
Conjunction V 1760 408
Pisces f 1064 285
2 2 831 13
, , 782 477
Taurus ] 741 1176
Infinity ∞ 669 378
Mercury ' 639 1017
Opposition W 612 214
Sun À 603 162
Male ♂ 514 3552
Verdigris ⊕ 492 291
<SPACE> SPACE 351 3152
Female ♀ 327 423
Gamma Γ 279 995
: : 154 48
Square □ 108 612
Fire △ 108 361
SquareRight < 85 1855
Quincux ⊼ 85 657
0 0 79 30

_ 56 19
3 3 41 7
Lambda _ 28 912
Leo � 26 614
Arrow ↦→ 16 207
Tin q 12 22
Gemini ^ 11 685
. . 4 85
Semisextile ⊻ 1 1221

Table 6.4.: The recognised symbols from the Ramanacoil Cipher, the corresponding transcription
and frequencies: the number of times the symbols exist in the transcription output
and in the gold standard.

6.3. Character-by-Character Evaluation

In this section more detailed results of the current study are presented. The validity
of the results lies in the existence of the placeholders, the symbols manually added
subsequently in the plaintext output. In Table 6.5, Accuracy, Model Error Rate,
Mean Precision, Mean Recall and F1 scores are presented for each model, apart
from the Ramanacoil, where the placeholders implementation was not feasible. Mean
precision and mean recall are the average values of the precision and recall of each
character in every cipher. More information regarding each character’s performance
is provided in Appendix F.
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Model Accuracy M.Precision M.Recall F1
Borg 81.82% (18.18%) 83.81% 82.67% 83.24%

Copiale 90.27% (9.73%) 91.11% 90.94% 91.03%
Digits 80.13% (19.87%) 73.22% 69.31% 71.22%

Runicus 88.91% (11.08%) 90.40% 91.15% 90.77%

Table 6.5.: Accuracy (Model Error Rate), M.Precision, M.Recall and F1 scores for each cipher.

Copiale and Codex Runicus yield the best results, with the Borg and Digit ciphers
following. Although the Digits model presents acceptable accuracy results, it is worth
paying attention to the Recall value which is rather low compared to the rest of the
models, meaning that the model still transcribes incorrectly a significant amount of
some symbol categories. Apart from that, there is a significant difference between
the Recall of the Digits to the Character Recognition results of the same dataset
(86.9%). The information revealed by these results is that the model is capable of
identifying the symbols of these manuscripts, but does not transcribe those accurately.
For instance, and according to Table 6.3 and Appendix F, the symbol 4_. (4 with
dot below) is mostly transcribed as the digit 4. The fact that all instances of this
symbol are identified and transcribed (correctly or not) justifies the high Character
Recognition results, as well as the low Recall rate for this symbol (0.23%) since it is
transcribed incorrectly as a rule of thumb.

Appendix G provides more in depth information (per document) related to which
specific symbols were less recognized or left untranscribed. The dictionaries which
include the uncertain cases and placeholders are exploited for these findings. The
first two columns (apart from the Copiale) include the ground truth symbols that
are transcribed with uncertainty by the transcriber (indicated by "?" following the
uncertain symbol), along with the corresponding symbols that are automatically
transcribed by the model. The next two columns present the ground truth symbols
that were not transcribed by the model due to threshold value, and how many
times these symbols were left untranscribed (frequency). Moving on to the next two
columns, these include the symbols for which placeholders had to be inserted in
the test set, as these symbols remained completely untranscribed, along with their
frequencies (how many times a placeholder needed for that symbol). The last column
includes symbols that were transcribed by the model, but do not exist neither in
the ground truth nor the document as such. What is appropriate to be specified is
that "X" is the symbol assigned for the placeholders and "?" for the untranscribed
symbols due to threshold.

The most essential finding in Borg Cipher is the significant number of times that
"<SPACE>" was not recognised at all. In Digit ciphers, it is apparent that "1" is an
issue when it comes to automatic transcription. What was also discovered during the
manual insertion of the placeholders, an ordinary case was the misconception of "1"
as "5" and the opossite. Moreover, when two "0" were placed next to each other in
the ground truth, it was very common for that only one of those to be transcribed,
which explains the high placeholder frequency of this symbol.

In Codex Runicus, colon (:) is the main symbol left untranscibed as it was not
recognized at all in the image analysis, while many symbols that were left untrascribed
by virtue of threshold value never actually existed in ground truth but was mainly
noise mistaken as a character. In Copiale, no symbol is transcribed as an uncertain
case in ground truth and the bar (|) symbol is the one mostly left unstranscibed.
Also, 19 missing symbols (symbols left untranscribed due to threshold value) are
detected but no symbol exists in the ground truth at the corresponding position.
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6.4. Confusion Matrices

As a continuation of the character-by-character evaluation, in this section are pre-
sented the five most recognised and five less recognised symbols per dataset. For
each cipher/codex we report the symbols that present 100% Recall rates but do not
include them in the confusion matrices to retrieve more information related to the
next five best symbols. The best and worst rates are calculated by normalizing the
data according to the total number of the occurrences of the corresponding symbol
in the whole dataset. The confusion matrices with non-normalised data are presented
in Appendix H.

Figure 6.1.: Confusion matrices for the best five and worst five rated symbols for Borg Cipher.
The characters in the parentheses indicate how the cipher symbols are transcribed
in the plaintext files.

For the Borg cipher, the best symbols which present 100% Recall are _, e, and
the digit 2. Two of the symbols of this matrix (x and w) are also present in the
non-normalised matrix meaning that these symbols are highly recognisable. However,
in the latter matrix, spaces are also identified as a high precision symbol, even though
according to previous findings, it is the symbol that most placeholders are assigned
to in Borg cipher. This is the reason why spaces are ranked among the worse rated
symbols in the normalised matrix.
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Figure 6.2.: Confusion matrices for the best five and worst five rated symbols for Copiale Cipher.
The characters in the parentheses indicate how the cipher symbols are transcribed
in the plaintext files.

For the Copiale cipher, the best symbols which present 100% Recall are the

alphabetic symbols a, d, i, k, u, the symbols (no), (car), (grl), (grc) and
the quotation mark ". The most important finding in this cipher is that the most
unsuccessfully recognised symbols are punctuation marks, and specifically ..., : and .

Figure 6.3.: Confusion matrices for the best five and worst five rated symbols for the Digit
Ciphers. Circumflex (ˆ) indicates that the following symbol is placed on top of the
previous symbol, and underscore (_) the opposite.

No digit symbol presents 100% Recall. The digit 8 is most successfully transcribed.
In the previous section, we detected that the digit 1 was the most absent symbol
from the test output as most placeholders were inserted for this symbol. This finding
justifies why the latter is among the worst five rated symbols and it is only one
between these five symbols that occurs in a high frequency.
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Figure 6.4.: Confusion matrices for the best five and worst five rated symbols for Codex Runicus.
The characters in the parentheses indicate how the cipher symbols are transcribed
in the plaintext files.

The Runic symbols that present 100% Recall are the (m), (ø), (g), (p) and
(y). Three of these are placed in the worst non-normalized matrix, which confirms

that by normalizing the data according to the total number of the occurrences of
the corresponding symbol in the whole dataset, we retrieve more valid results. Once
again, the punctuation marks are placed among the worse ranked symbols of this
dataset.

6.5. Evaluation of Symbol Set

Finally, in this section we present the results of the common-symbol evaluation across
datasets, which we implement in order to investigate if the type of the alphabet
affects the model performance. Table 6.6 shows the percentage of the type of symbols
that each dataset consists of.

Cipher Alphabet symbols Digits Zodiac Alchemical Punctuation Miscellaneous
Borg 13.98% 15.27% 18.06% 28.49% 10.54% 13.66%

Copiale 68.07% 2.5% - 4.62% 2.52% 22.27%
Digits - 100% - - - -

Runicus 79.05% - - - 20.95% -

Table 6.6.: The types of symbols that each encrypted document consists of and the correspond-
ing rates.

Digits symbols can be found in the Digit ciphers, Borg and Copiale (Table 6.7).
The digit 3 is the only common between Copiale and the Digit cipher, and the digits
8,2,6,4,5 are those that the Borg and Digit ciphers have in common. All digits in
Copiale and Digit ciphers present high F1 scores, which is not always the case for
the digits included in the Borg cipher.

39



Digit Symbols Digit ciphers Borg cipher Copiale cipher
8 96% 91% -
2 92% 29% -
3 93% - 96%
6 93% 86% -
4 93% 71% -
5 84% 62% -

Table 6.7.: The common digit symbols between three types of ciphers, Digit, Borg and Copiale,
along with their F1 scores.

The lowercase Greek letter 𝛿 is the only alphabet symbol that two ciphers have in
common: the Borg and the Copiale cipher. The letter is better recognised in Copiale,
with 91% F1 score, whereas it presents 73% F1 score in Borg.

Borg and Copiale cipher also share two alchemical symbols: ♀ and ♂. These are
more accurately transcribed in Copiale (91% and 97% correspondingly), however
the F1 scores in Borg for these symbols are not low (89% for both).

Colons (:) exist in Codex Runicus and Copiale ciphers, presenting significantly
higher F1 score in the former (83%) to the latter (31%).

In Appendix I more confusion matrices can be found which present the afore-
mentioned symbols across all documents where they exist and are compared to all
symbols to which are incorrectly transcribed.

6.6. Time Elapsed

The above evaluations are focused on the models’ performances and their efficiency
in the automatic transcription task. It is equally important to take into consideration
the tool’s effectiveness from the user’s perspective as well when it comes to the time
required for the whole process. Table 6.8 presents the duration of each step within the
TRANSCRIPT tool per document. The measurements are implemented per page and,
when required, average number of lines and characters per page. Line segmentation 1
is the first method of the automatic line segmentation and the second is the one for
which the consecutive line selection is needed. The average number of lines is taken
into account for the post corrections process and the average number of symbols per
page for the few shot implementation. The time for the manual transcription for
each document (per page) is also provided, retrieved from the DECODE database.

Process Borg Copiale Digits Runicus Ramanacoil
Avg no of lines 21.3/page 17.3/page 15.7/page 14/page 40.8/page

Avg no of symbols 310.3/page 708.7/page 631/page 434.25/page 2739.6/page
Cropping 10"

Binarization Instant
Rotation - - - - 1’

Line Segmentation 1 Instant
Line Segmentation 2 30"

Post corrections 1’ 50" 1’, 30" 30" 20’
Few shot 1-shot 30" 2’ 40" 30" 1’
Few shot 5-shots 1’ 5’ 1’ 1’ 5

Total Time 3’10" 8’30" 3’50" 2’40" 27’40"
Manual time 45’ 45’ 23’14" 16’ 4h 10’

Table 6.8.: The approximate amount of time per page required by the TRANSCRIPT tool or
user for each process.
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The automatic transcription process is faster in Codex Runicus with Borg cipher
following up, even if the average number of symbols is greater in the latter than
in the former. The Digit ciphers are transcribed almost as fast as the Borg cipher,
whereas more time is needed for the Copiale. We need to keep in mind that the
Copiale images are of higher resolution than the rest of the images, a parameter
which likely affects the duration of the automated process up to a point. Finally,
the Ramanacoil pages include the greatest number of lines and symbols among all
datasets. However, what mainly delays the process are only the post corrections
made during the line segmentation step, since the rest of the time durations are
comparable to other datasets, such as Copiale. Also, the difference between the time
required for the manual and automatic transcription is significant and the former
increases as long as the number of symbols and lines per page increase, or it depends
on the writing style of each document.
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7. Discussion

In this chapter we analyse the results of the conducted experiments and discuss the
functionality of the TRANSCRIPT tool from the user’s perspective.

7.1. Model Performance and Character Analysis

As presented in the previous chapter, the 5-shot and 0.4 threshold are the optimal
parameters for all documents: Copiale, Runicus, Digits, Borg and Ramanacoil.
According to the SER for all documents, and Accuracy and F1 scores for the in-
domain documents, the most efficient transcriptions are those generated for the
Copiale cipher and Codex Runicus, with the Borg and Digit ciphers following up.
Codex Runicus and Copiale present the highest Precision and Recall rates, meaning
that not only most of the symbols are transcribed, but are transcribed correctly
as well. Precision is slightly greater in Borg than Recall and in the Digit ciphers
many symbols are left untranscribed according to the Recall score. By studying
the cross-model performances, it is apparent that even the worst 5-shot models of
Copiale and Runicus are still better than the results presented for the best models of
Borg, Digits and Ramanacoil. This indicates that the efficiency of the TRANSCRIPT
tool depends on the nature of the encrypted document. Specifically, text orientation,
clear character boundaries, handwriting style, spaces that indicate word boundaries,
skew lines and fine-tuned model absence are the key elements that can lead to more
or less accurate transcriptions.

Copiale and Runicus images are the most consistent ones when it comes to the
first two features. As a rule, the Digit pages also include straight text orientation
but do not present similar results as the Copiale and Runicus datasets. Handwriting
style is the underlying explanation. Whereas the symbols of Copiale and Runicus
seem to be written by one scrivener, the same characters in the Digit ciphers may
have different forms from page to page. This means that if the ten images included in
the support set (the alphabet of the cipher) or the pages used for fine-tuning derive
only from documents with a specific handwriting style, it is likely that documents
of the same alphabet (when it comes to content), but different handwriting style
will present lower character recognition. What was also initially suspected is that
cleartext would probably affect the transcription output. The algorithm however
seems to be rather capable of identifying the cleartext, which is affirmed of the total
character recognition presented in the only page which, after cropping, includes
cleartext between the lines (Spain_364C_6_184v). More similar images are required
to draw safer conclusions. Straight text orientation and several handwriting styles
are also features that exist in the Borg cipher. However, the high SER in this
case is mainly caused by the number of spaces, which mark word boundaries, that
remained unrecognized and untranscribed in the output transcription (58/127 were
not transcribed). No apparent pattern exists on this type of recognition as the size
of the gap (space) between the characters is not a determinant factor since bigger
and smaller spaces are still identified.

In the Ramanacoil dataset, the high SER scores can be the result of two main
reasons: skew lines and fine-tuned model absence. The images of these documents
are highly disoriented, not always though at page level. This means that half of a
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page might present a straight orientation, whereas the rest of the page is a different
matter; and when we attempt to rotate the image in order to amend the skewed
lines, the straight orientation of the rest of the page is lost. Thus, perfect orientation
is never achieved, and this justifies the fact that the automatic line segmentation
method is not accurate especially in pages where lines are differently oriented. In
many cases where the automatic line segmentation is effective (using the consecutive
line method), this might not be clear to the user due to the constant overlap of the
boundary boxes. What is suggested in order to distinguish which is the main cause
that brings about the low performance in the Ramanacoil transcriptions is either
to test datasets that consist of pages with complete straight orientation but are
out-of-domain (no pages used for fine tuning the corresponding model), or implement
a new crop feature in the tool. Specifically, if images with diverse orientation are
exploited by the user, these can be sub-cropped into more parts depending on which
parts the orientation alteration is apparent. The different parts could be merged
again once the automatic recognition is completed.

The Ramanacoil SER and character recognition results are comparable to those of
previous research (Magnifico, 2021) since the same test set has been employed. In the
later study, the best SER results (75.4%) were retrieved when using the Omniglot
as model parameter with 5 number of shots and 0.4 threshold value. However, in
the current study it is not the Omniglot model that presents the best results for the
Ramanacoil (82.66%); it is the Digits model, which presents 79.45% SER. These
differences can be interpreted in three ways: in the current study, we implemented
the automatic line segmentation feature, which was not available before. A significant
quantity of lines though was segmented from scratch for aforementioned reasons.
This process in combination with the cropping one might have somehow affected
the final output. The second scenario is the choice of the binarization method. After
visual inspection, the Adaptive method was the one implemented in this study for
the Ramanacoil images, whereas Magnifico (2021) opted for the Sauvola method.
This being the case and if the Sauvola is a better binarization method, it could
considerably improve the results of the best model of this study, which is the Digits
one with 5 number of shots and 0.4 threshold, since the deviation between the two
Omniglot model results is 7.26%. A future suggestion would be that the binarization
methods are not only tested through visual inspection, but after model optimization,
an automatic transcription is generated using the best models and all binarization
methods one by one. The SER results would provide a less unambiguous answer to
this matter, as well as a better insight on the symbols that are constantly transcribed
incorrectly.

Furthermore, apart from SER additional information can be provided regarding
model performance and character recognition by calculating the exact number
of insertions, deletions and substitutions of the Levenshtein distance method. By
exploiting the placeholders in this study, a comprehensive overview is provided for
the number of these operations for each model. According to the total number of
characters included in each document, most of the insertions are implemented in the
Digit ciphers (548) and in Borg cipher (48), less in Codex Runicus (32) and Copiale
(102). By insertions we mean the symbol instances which are not recognised at all
from the algorithm and consequently are not transcribed. Specifically, in the Digit
ciphers the digit 1 was the one mostly remained completely unrecognized by the
algorithm. The times this symbol was inserted (217) was more than the times that
was correctly transcribed (191) and usually it was misinterpreted as the digit 5 (17)
or 1 with dot on top (1ˆ.). In these documents, the symbol 1 is commonly one small
vertical line, which indicates that it is probably mistaken as noise and is not taken
into consideration. Also, the worse rated digit symbols are digits with diacritics, dots
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or apostrophes. In Borg, the main problematic case is the space symbols which are
inserted 58 times (and 65 were correctly transcribed). This means that if the space
recognition parameter was not selected, all evaluation metrics would have presented
better results. In Codex Runicus, insertions concern the colon (:) punctuation mark
which remained untranscribed 25 times, but was correctly recognized 224 times, and
semicolon (;), which was the worse rated symbol of this dataset. Finally, in Copiale
the bar symbol (|), ] and colon (:) were the mostly inserted symbols. Dots , colons
and ellipsis (. . . ) are also symbols that present the worst rates in the confusion
matrices.

A general insight regarding the number of deletions could be provided by the
number of symbols that are included in the transcription output but not in the gold
standard. Once again, according to the total number of golden truth characters,
most symbols (18) were deleted from Codex Runicus, mainly punctuation marks
(colon, comma, semi-colon), the i symbol and missing symbols not transcribed due to
threshold level. 5 symbols were removed from Borg cipher, 30 from Copiale (missing
symbols as a rule of thumb) and 4 characters from the Digit ciphers.

The number of substitutions can be calculated if we subtract the deleted, sub-
stituted and true positive characters from the total amount of symbols of each
document. 66 characters from Borg and 284 from the Digit ciphers were substituted
(7%), 420 from Copiale (7.5%) and 125 from the Codex Runicus (8%). If we compare
these rates with the missing symbols of Table 6.2, we can see that a very small
amount of the substituted symbols are missing symbols, meaning that most of the
substituted symbols are incorrectly transcribed and not left untranscribed due to
threshold level.

We can draw two types of conclusions from the above information. The first
concerns the type of the mistaken symbols leading to erroneous transcription. Out
of all three Levenshtein distance operations, Digit and Borg ciphers present the
highest insertion rates, meaning there is a significant amount of symbols which are
not detected at all from the algorithm. The amount of insertions is the operation
that affects the most the SER rate, since among all SER and normalized SER, these
two sets present the greatest difference between these two rates. On the other hand,
the highest rates in Runicus and Copiale are detected in the substitution process,
meaning that not many characters remain unrecognized in the image, but many
characters are transcribed incorrectly (or not transcribed by virtue of the threshold
level). The second kind of information regards to the symbols related to the erroneous
transcription. For Borg, most insertions are space symbols, for Digits the symbol 1,
for Runicus the colon (:) and for Copiale the bar (|), ] and colon (:). Various symbols
consist the deleted symbol set, but those we should focus on are punctuation marks
(colon, semi-colon) and missing symbols. By missing symbols we mean that for a
great amount of missing symbols due to threshold, there is no symbol correspondence
in the gold truth set because no symbol exists in the image at the specific position.
Finally, symbols that mostly need to be substituted (no missing symbols) among all
encrypted documents are punctuation marks, such as colon, semi-colon, the digit 1
and digits with diacritics.

Finally, the cross-symbol evaluation per dataset reveals which symbols tend to
remain unrecognized regardless of the features of the encrypted document. The most
apparent examples are the colon, which presents 83% F1 score in Borg and 31% in
Copiale, and the digit 2, with 29% F1 score in Borg and 92% in digit ciphers. The digit
5 also presents moderate results, better in Digits (84% F1) and less adequate in Borg
(62%). Alphabet and alchemical symbols seem to be more accurately transcribed in
Copiale than Borg cipher.
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In general, it seems that a pattern exists for the most erroneous symbols (colon,
semi-colon, ], 1, digits with diacritics). These present some shape similarities, and
specifically these symbols are either a type of vertical line-symbols or include dots
and they are also most likely to be misinterpreted one with each other. The same
symbols among the datasets with different handwriting may affect the transcription
output in general, but the results indicate that the aforementioned symbol examples
are those which are most likely to be incorrectly recognised or not recognised at all.

7.2. A Note on User’s Perspective

Apart from the quality of the automatic transcription as such, what is equally
important for users is to be able to use a user-friendly tool with minimum involvement.
The TRANSCRIPT tool is rather easy to be operated and incorporates processing
steps that can be implemented straightforward. At the same time, there is always
room for improvement for a more user-friendly environment.

The TRANSCRIPT tool performs fast according to the Table 6.8 and it is ad-
vantageous when long ciphers or multiple pages must be transcribed, which is a
time-consuming manual process. In order to provide a more accurate evaluation
on whether automatic or manual transcription is preferable, we need to study in
the future the time required for the post-processing step as well, in which the user
fixes the incorrect transcriptions and adds those missing. What we could claim
though at the time being is that for Copiale and Codex Runicus, which include a
significant number and variety of symbols per page and in conjunction with the
great model performance, it is worth opting for the automatic process which is by
far faster than the manual transcription, and they do not require significant human
effort for post-corrections according to SER results. Manual transcription times for
Borg and Copiale are significantly greater than the time required for the automatic
transcription. Despite that more symbols are included in the Copiale pages, the
manual transcription time is equivalent to the time needed for the Borg cipher
because of the latter’s writing style, which is less clear than the Copiale. Automatic
transcription would also be preferable for Borg cipher due to the nature of the
untrunscribed symbols (spaces) which are easily post-added. Moreover, even if the
automatic process took more time in the Ramanacoil due to the line-segmentation
post correction, the automatic transcription time is incomparable to the manual
transcription time. However in this document, post-corrections in the transcription
would still require a significant amount of time due to the high SER. Finally, the Digit
ciphers present a high SER, but digit symbols are usually easy to be transcribed,
leaving room for discussion regarding which transcription method is best for this
case.

Moving on to the tool architecture, apart from importing documents from the
database, it is significant that users can upload and work with their own ciphers.
The user can select and deselect the images of the project to create a new save
and initiate the automatic transcription process. A useful improvement is for the
user to be enabled to delete any pages as well that that are not of interest. This is
especially useful when the images are imported from the database, since a dataset
might include many cipher pages, as well as empty pages or cover pages.

Users can create new saves within the same project to run multiple experiments.
The names of these saves however should not include any whitespaces, otherwise
the saves cannot be deleted, duplicated or renamed. Moreover, the window which
informs the user about the latest changes of a specific save obstructs the user from
viewing the saves when the save list is quite long.
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In the pre-processing stage, an improvement function that could be added is when
one image is being cropped, rotated or binarized, the name of the image appears
above the image. This can assist users when they are working with a wide range of
pages. Moreover, a suggestion for all processing steps is the inclusion of an undo/redo
functionality so that users will not need to start a process from scratch but only
negate the last command, such as fix a wrongly added bounding box or a mistake
while cropping the image.

One of the most important suggestions that would minimize user intervention
when it comes to out-of-domain documents concerns the alphabets included in the
image-processing step. If the alphabet of the potentially tested document does not
exist in the tool, the few-shot method cannot be implemented, unless the user
provides ten images of each symbol included in the documents that must be tested.
To avoid this time-consuming process, what is suggested is a new feature that will
automatically detect the alphabet of a new document when it does not exist in
the TRANSCRIPT tool. In this study, the out-of-domain Ramanacoil cipher was
tested with multiple models in order to evaluate each performance. However, when
the user tests an out-of-domain dataset, he/she should directly exploit one model
that would possibly lead to the best results. This depends of course on the type of
symbols included in the corresponding dataset. The Omniglot model already includes
a substantial amount of synthetic data. What is proposed is the training of a generic
model, the "cipherglot" model which will consist of symbols that are excluded from
Omniglot but are represented in the rest of the models (Borg, Copiale etc.). This
feature will broaden the variety of encrypted documents that can be tested with this
tool and hopefully present even more promising results.

Finally, a pipeline-decision tree is presented in Appendix J which suggests the
methods that should be selected in the tool interface according to the user’s needs.
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8. Conclusion

In this study we evaluated an automatic transcription tool on handwritten encrypted
historical sources. The evaluated model is a supervised few-shot architecture (Souibgui
et al., 2021) which is first trained on synthetic data from the Omniglot dataset and
fine-tuned on a small amount of labelled data for a particular cipher. The model
is implemented in the TRANSCRIPT tool allowing necessary pre-processing steps,
such as image binarization, cropping and rotation and line segmentation that are
required as input format to the few-shot architecture. Ciphers with five symbols
sets have been tested, containing a large variety of symbols: digits, zodiac signs,
alchemical symbols, alphabet letters, runic symbols and miscellaneous.

The TRANSCRIPT tool including the various models was tested on in and out-
of-domain data. Various evaluation metrics were implemented on the transcription
outputs: the Symbol Error Rate and Levenshtein distance in the optimization step
to reveal the model with the highest performance for each document, and Accuracy,
Recall, Precision, F1 scores and Error Rate in the character recognition, character-
by-character evaluation and confusion matrices to provide the assessment’s results.

The results indicate that the TRANSCRIPT tool is promising and performs
significantly better on attuned datasets. The parameter consensus is that for all
tested models, 5 examples of each symbol type (number of shots) and 0.4 threshold
value are optimal to tune the model to get the best results. Straight text alignment
is an important consideration and it can affect the transcription result in a positive
(Copiale, Codex Runicus) or negative way (Ramanacoil). The handwriting style also
affects the character recognition, as the same symbol might perform better or worse
among the datasets. No information indicated that the size of the document affects the
model’s performance, but the existence of connecting characters or elongated forms
of characters is more crucial in the model’s effectiveness. The Few-shot algorithm
is suggested for all sizes of datasets and particularly the longer ones in which the
automatic transcription with post-processing is likely to be faster than the manual
transcription alone. Also, some symbols which are commonly erroneously transcribed,
as for example 1, ], | , and :, present shape similarities (such as vertical-line shape). In
general, symbols with diacritics, spaces and punctuation marks are less recognised by
the algorithm, whereas zodiac signs, alchemical and alphabet symbols are successfully
transcribed, as a rule of thumb.

The main future research proposals concern out-of-domain datasets. At the moment,
the alphabets (support features) of the implemented datasets are included in the tool
interface. It will be highly valuable however for the users if the alphabet of the cipher
they opt for could be automatically generated, which would decrease the level of
intervention, meaning manually providing the support set. Moreover, apart from the
Omniglot model, a generic model with symbols that are excluded from the former
could be generated. This one will consist of various symbols, such as alchemical,
zodiac signs etc., with different handwriting styles and will provide the users with
more options to select. Also, more out-of-domain documents with straight alignment
should be tested in the future to draw safe conclusions on whether the images’ text
orientation affects the transcription output. Finally, datasets with diverge alphabets
and graphic styles can be tested in future studies and compare a greater amount of
common symbols which the documents share, to further investigate the effect of the
handwriting style on the models’ performance.
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Appendices

A. Train/Validation/Test Sets

Borg
Train Validation Test

Borg 278, TR 136R Borg 284, TR 139R Borg 322, TR 157R
Borg 280, TR 137R Borg 377, TR 184V Borg 390, TR 191R
Borg 287, TR 140V Borg 410, TR 201R
Borg 316, TR 154R
Borg 328, TR 160r
Borg 332, TR 162R
Borg 369, TR 180V
Borg 370, TR 181R
Borg 386, TR 189R
Borg 395, TR 193V
Borg 404, TR 198r

Table .1.: Borg Train/Validation/Test Sets

Ramanacoil
Training Validation Test

Ramanacoil 6955 Ramanacoil 6957 Ramanacoil 6958
Ramanacoil 6956 Ramanacoil 6967 Ramanacoil 6968
Ramanacoil 6959 Ramanacoil 6972 Ramanacoil 6973
Ramanacoil 6960 Ramanacoil 6977 Ramanacoil 6978
Ramanacoil 6965 Ramanacoil 6982 Ramanacoil 6983
Ramanacoil 6969 Ramanacoil 6987 Ramanacoil 6988
Ramanacoil 6970 Ramanacoil 6992 Ramanacoil 6993
Ramanacoil 6971 Ramanacoil 6999 Ramanacoil 7000
Ramanacoil 6974
Ramanacoil 6975
Ramanacoil 6976
Ramanacoil 6979
Ramanacoil 6980
Ramanacoil 6981
Ramanacoil 6984
Ramanacoil 6985
Ramanacoil 6986
Ramanacoil 6989
Ramanacoil 6990
Ramanacoil 6991
Ramanacoil 6996
Ramanacoil 6997
Ramanacoil 6998

Table .2.: Ramanacoil Train/Validation/Test Sets
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Copiale
Train Validation Test

Copiale 04, TR PAGE 6 Copiale 04B, TR PAGE 7 Copiale 02B, TR PAGE 3
Copiale 07B, TR PAGE 13 Copiale 14B, TR PAGE 27 Copiale 03B, TR PAGE 5
Copiale 08, TR PAGE 14 Copiale 23, TR PAGE 44 Copiale 05B, TR PAGE 9
Copiale 08B, TR PAGE 15 Copiale 30B, TR PAGE 59 Copiale 16, TR PAGE 30
Copiale 09, TR PAGE 16 Copiale 43, TR PAGE 84 Copiale 20B, TR PAGE 39
Copiale 11, TR PAGE 20 Copiale 35, TR PAGE 68 Copiale 40B, TR PAGE 79
Copiale 12, TR PAGE 22 Copiale 47B, TR PAGE 93 Copiale 49, TR PAGE 96
Copiale 13B, TR PAGE 25 Copiale 53B, TR PAGE 105 Copiale 51 TR PAGE 100
Copiale 14, TR PAGE 26
Copiale 16B, TR PAGE 31
Copiale 18, TR PAGE 34
Copiale 18B, TR PAGE 35
Copiale 19B, TR PAGE 37
Copiale 21B, TR PAGE 41
Copiale 22, TR PAGE 42
Copiale 22B, TR PAGE 43
Copiale 23B, TR PAGE 45
Copiale 24, TR PAGE 46
Copiale 24B, TR PAGE 47
Copiale 27, TR PAGE 52
Copiale 28B, TR PAGE 55
Copiale 29B, TR PAGE 57
Copiale 30, TR PAGE 58
Copiale 31, TR PAGE 60
Copiale 32, TR PAGE 62
Copiale 33, TR PAGE 64
Copiale 34B, TR PAGE 67
Copiale 39, TR PAGE 76
Copiale 40, TR PAGE 78
Copiale 42B, TR PAGE 83
Copiale 45, TR PAGE 88
Copiale 45B, TR PAGE 89
Copiale 48, TR PAGE 94
Copiale 48B, TR PAGE 95
Copiale 51B, TR PAGE 101
Copiale 52B, TR PAGE 103
Copiale 53, TR PAGE 104

Table .3.: Copiale Train/Validation/Test Sets
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Runicus
Training Test Validation
Page124 Page107 Page30
Page109 Page108 Page97
Page110 Page99
Page137 Page173

Table .4.: Runicus Train/Validation/Test Sets

Vatican
Training Validation Test

France_4_1_220r France_4_1_221r France_4_1_220v
France_6_1_236r France_6_1_235v France_6_1_234v
France_6_1_234r France_18_3_233r France_64_7_068v
France_6_1_235r France_64_3_049v Spain_423_4_300v
France_18_2_206v Spain_423_10_491v Spain_423_5_374r
France_64_2_040v Spain_423_7_388v Spain_423_6_384v
France_64_4_056v Spain_364C_6_184v
France_64_5_060v
France_64_6_064v
Spain_423_9_415v
Spain_423_1_281v
Spain_423_1_282v
Spain_423_2_294v
Spain_423_2_294r
Spain_423_4_300r
Spain_423_6_384r
Spain_423_7_388r
Spain_423_8_391r
Spain_423_9_415r
Spain_423_10_491r
Spain_423_10_492r
Spain_423_10_492v
Spain_423_3_297r
Spain_423_1_281r
Spain_423_1_282r
Spain_423_1_283r
Spain_364C_6_184r
Portugal_1A_1_024v

Table .5.: Vatican Train/Validation/Test Sets
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B. Model Performances
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Figure .1.: Model comparison. The lower the SER and Missing symbols rates, the better the
performance.
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C. Alphabet Comparison

Figure .2.: Alphabet comparison. The tables include the symbols that exist both in gold and test
alphabet of the corresponding datasets, and the last line of each table (apart from
the Runic) indicates the symbols that do not exist in both gold and test alphabets.
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D. Character Recognition

Characters recognized per page
Borg_0157r: 90.24% 296/328
Borg_0191r: 88.66% 297/335
Borg_0201r: 88.43% 237/268
Copiale_003: 101.39% 582/574
Copiale_005: 98.63% 723/733
Copiale_009: 99.36% 629/633
Copiale_030: 96.70% 734/759
Copiale_039: 97.37% 704/723
Copiale_079: 98.63% 721/731
Copiale_096: 98.86% 783/792
Copiale_100: 99.03% 718/725
France_4_1_220v: 88.70% 770/868
France_6_1_234v: 78.14% 962/1231
France_64_7_068v: 80.69% 669/829
Spain_364C_6_184v: 97.64% 787/806
Spain_423_4_300v: 98.61% 71/72
Spain_423_5_374r: 97.14% 408/420
Spain_423_6_384v: 96.49% 55/57
Runicus_page30: 100.0% 373/373
Runicus_page97: 101.09% 372/368
Runicus_page99: 100.0% 349/349
Runicus_page173: 93.12% 447/480
Ramanacoil_6958: 45.49% 1900/4177
Ramanacoil_6968: 61.06% 1292/2116
Ramanacoil_6973: 58.10% 1607/2766
Ramanacoil_6978: 58.30% 1711/2935
Ramanacoil_6983: 60.19% 1554/2582
Ramanacoil_6988: 58.88% 1541/2617
Ramanacoil_6993: 56.47% 1567/2775
Ramanacoil_7000: 62.83% 1217/1937

Table .6.: The amount of the recognized characters per page with the corresponding rates.
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E. Ramanacoil Gold Symbols

Transcription of not recognized/
not transcribed symbols Gold Frequency

Libra 179
Moon 32

Equivalent 30
- 21

SquareLeft 19
4 16
" 15
5 13

Node 12
6 10
1 8
8 8
= 8
) 8
( 7
? 7
9 5
„ 5

plus signˆMercury 4
7 3

plus signˆ3 3
Purify 3

; 3
t 2

:ˆ3 2
CircledEquals 2

I 2
Conjunction, 1

Tinˆm 1
X 1
! 1

plus signˆSemisextile 1
plus signˆEarth 1

’ 1
plus signˆ1 1

SquareRightˆ3 1
.ˆ3 1
9: 1

SquareRight__ 1
SquareRight, 1

TaurusˆSquare 1

Table .7.: Symbols (cleartext) that were not recognised in the Ramanacoil Cipher and their
gold frequencies.
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F. Precision/Recall/Error Rate value for each character
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G. Character Information

Table .8.: Character information for Borg and Digit Ciphers.
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Table .9.: Character information for Codex Runicus and Copiale Cipher. Values in parentheses
indicate frequency, otherwise frequency is 1.

H. Confusion Matrices

Figure .3.: Confusion matrices for the best five and worst five rated symbols for Borg Cipher,
non-normalised data (true-positives).
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Figure .4.: Confusion matrices for the best five and worst five rated symbols for Copiale Cipher,
non-normalised data (true-positives).

Figure .5.: Confusion matrices for the best five and worst five rated symbols for the Digit
Ciphers, non-normalised data (true-positives).
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Figure .6.: Confusion matrices for the best five and worst five rated symbols for Codex Runicus,
non-normalised data (true-positives).

I. Cross-symbol Confusion Matrices

Figure .7.: Alphabet cross-confusion matrix.

Figure .8.: Alchemical cross-confusion matrix.

Figure .9.: Punctuation cross-confusion matrix.
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Figure .10.: Digits cross-confusion matrix.

J. User Pipeline for the TRANSCRIPT Tool

1) Binarization methods
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2) Line segmentation methods

3) Few-shot parameters

Figure .11.: A decision tree guide of the tool for the users.
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