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Abstract

The research of open-domain, knowledge-grounded dialogue systems has been
advancing rapidly due to the paradigm shift introduced by large language mod-
els (LLMs). While the strides have improved the performance of the dialogue
systems, the scope is mostly monolingual and English-centric. The lack of multi-
lingual in-task dialogue data further discourages research in this direction. This
thesis explores the use of transfer learning techniques to extend the English-
centric dialogue systems to multiple languages. In particular, this work focuses
on five typologically diverse languages, of which well-performing models could
generalize to the languages that are part of the language family as the target
languages, hence widening the accessibility of the systems to speakers of var-
ious languages. I propose two approaches: Multilingual Retrieval-Augmented
Dialogue Model (𝑥𝑅𝐴𝐷) and Multilingual Generative Dialogue Model (𝑥𝐺𝑒𝑛𝐷).
𝑥𝑅𝐴𝐷 is adopted from a pre-trained multilingual question answering (QA) sys-
tem and comprises a neural retriever and a multilingual generation model.
Prior to the response generation, the retriever fetches relevant knowledge and
conditions the retrievals to the generator as part of the dialogue context. This
approach can incorporate knowledge into conversational agents, thus improving
the factual accuracy of a dialogue model. In addition, 𝑥𝑅𝐴𝐷 has advantages
over 𝑥𝐺𝑒𝑛𝐷 because of its modularity, which allows the fusion of QA and dia-
logue systems so long as appropriate pre-trained models are employed. On the
other hand, 𝑥𝐺𝑒𝑛𝐷 takes advantage of an existing English dialogue model and
performs a zero-shot cross-lingual transfer by training sequentially on English
dialogue and multilingual QA datasets. Both automated and human evalua-
tion were carried out to measure the models’ performance against the machine
translation baseline. The result showed that 𝑥𝑅𝐴𝐷 outperformed 𝑥𝐺𝑒𝑛𝐷 sig-
nificantly and surpassed the baseline in most metrics, particularly in terms
of relevance and engagingness. Whilst 𝑥𝑅𝐴𝐷 performance was promising to
some extent, a detailed analysis revealed that the generated responses were not
actually grounded in the retrieved paragraphs. Suggestions were offered to miti-
gate the issue, which hopefully could lead to significant progress of multilingual
knowledge-grounded dialogue systems in the future.
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1. Introduction
Enabling humans to converse with machines freely in natural languages is conceiv-
ably one of the primary goals in the research of artificial intelligence and language
technology. This research area has arisen from the famous work of Turing (1950). It
sparkled a widespread interest in building machines that are able to pass “the Turing
test”. To pass the test or, more generally speaking, to achieve this goal, machines
have to demonstrate conversational skills that imitate parts of human intelligence
in a conversation with a human being without being detected as a machine. This
includes being able to interpret languages, apply knowledge in the memory, reason
about relevant concepts, and produce an engaging and contextually appropriate re-
sponse. However, being able to demonstrate those behaviors does not necessitate
that machines will have the capacity of human intelligence. The intelligence of
human beings comprises various kinds of intelligence, some of which might not be
demonstrated in a conversation. For instance, humans are not consciously aware
of sub-conscious thoughts and hence have difficulties in articulating them. Yet, the
sub-articulate thought itself is part of human intelligence and machines are inca-
pable of acquiring this kind of intelligence (Michie, 1993). Despite that, having a
conversational agent (chatbot) where it is able to demonstrate human-level conver-
sational behaviors is still more desirable, since it provides a sense of companionship
and is more engaging in a conversation. As such, many researchers have dedicated
their works in open-domain chatbots to improve the natural language understand-
ing and generation. While the research is blossoming for English-speaking chatbots,
the same cannot be said for other languages.
The current state-of-the-art dialogue systems can produce interesting and empa-

thetic responses as well as answer knowledge-related questions, albeit often inconsis-
tently. Nonetheless, it remains lacking in terms of generating responses in the native
language(s) of different language speakers. This aspect is essential, considering the
gigantic number of non-English speaking population and the diversity of languages
in the world. To illustrate the point, the percentage of English speakers (as first
language and second language) is 18.987% worldwide, while the rest is composed of
other languages such as Mandarin Chinese, Hindi, and Spanish, to mention just a
few (Eberhard et al., 2022). In fact, there are over 7,100 living languages across the
globe, according to Ethnologue (Eberhard et al., 2022). Given that, it is crucial to
develop chatbots for other languages as well. Besides, the ability to converse in one’s
native language enables a much faster and more convenient information-seeking or
chit-chatting process, without the hassle of trying to find an answer that might not
be accurate or even available in the language.
While most of the major languages have their own resources of knowledge and

information, such as Wikipedia sites dedicated to a particular language, the depth
and breadth of available information differs notably between languages (Asai, Ka-
sai, et al., 2021). This results in an imbalanced distribution of information across
linguistic communities on the web (Valentim et al., 2021). In particular, there is
plenty of reference or information on the internet that is only available in English,
given that English is the most used language on the internet (Group, 2011). Many
languages, as such, suffer from information scarcity and information asymmetry
(Asai, Kasai, et al., 2021), meaning that non-English languages typically have fewer
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reference articles and are less likely to have answers in the target language when the
questions are strongly related to entities in other cultures (Asai, Kasai, et al., 2021;
Callahan and Herring, 2011). Because of such issues, finding answers in a language
other than English on the internet is often more challenging.
With the advances in natural language research, it is of vital importance to in-

vestigate mitigations of the language barrier and its consequent issues. Most impor-
tantly, making information and technology become more accessible to speakers of
non-English languages is indispensable. While machine translation (MT) tools exist,
information-seeking users should be able to obtain the intended information easily
and quickly in one system without the aid of MT. On top of that, a native system
is often more culturally aligned with speakers of the target language. Moreover, the
inclusion of an enormous group of linguistic communities is beneficial to a dialogue
system in that it could generate responses stemmed from a more diverse point of
view (Muller et al., 2021). This seems important, not just from the perspective of
technological advancement, but also social responsibility, to promote fair and repre-
sentative technological systems where anyone can access them from anywhere in the
world. The combination of advancing technology and bearing social responsibility
is exactly what motivates this thesis work. More specifically, this research attempts
to use various machine learning and deep learning techniques to help bridge the gap
in multilingual open-domain, knowledge-grounded dialogue systems.

1.1. Purpose
Overall, the purpose of this thesis is to explore efficient approaches for creating
a robust multilingual dialogue system, which can answer inquiries and respond to
statements in the target language engagingly.
The majority of the state-of-the-art dialogue and question answering (QA) sys-

tems are only developed in an English-centric framework (Asai, Kasai, et al., 2021).
In addition, to the best of my knowledge, there are no multilingual open-domain,
knowledge-aware datasets. This combination makes building a multilingual conver-
sational AI system much more arduous and less motivating.
Despite the dire situation, there has been progress in exploring QA systems in a

multilingual setting (Asai, Kasai, et al., 2021). However, most of the literature is
only dedicated to QA rather than dialogue tasks. Granted, going from retrieving
only the minimal answer to being able to handle other dialogue skills, such as generat-
ing answers in an engaging or informative way, being able to respond to statements,
or even showing personality and empathy, is an entirely different matter. There-
fore, it poses a challenge where one has to explore various ways to leverage current
state-of-the-art frameworks and datasets to create such a system without high costs.
Furthermore, while there has been an increasing focus on multilingual QA, less at-
tention is placed on multilingual dialogue. Recent progress in non-English dialogue
systems are mostly in a monolingual setting (Qun et al., 2020; Sugiyama et al., 2021;
Zhou et al., 2021). Furthermore, most of these are task-oriented dialogue systems
where the user has a clear intent and a concrete task to accomplish (Razumovskaia
et al., 2021). Training a system for an additional language is not only expensive
but often non-viable due to limited data in under-resourced languages (Ruder and
Sil, 2021). As such, a resource-efficient and generic alternative would be to create
a multilingual dialogue system without training individually for each language by
leveraging large language models that have been pre-trained on various languages.
This thesis work, therefore, proposes two methods to address the aforementioned

limitations and to explore a multilingual open-domain dialogue system that involves
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a blend of task and chit-chat functions where users have either an information-
seeking intent (asking factual questions) or no specific intents rather than chit-
chatting. Specifically, the first proposed approach makes uses of a pre-trained
multilingual QA system and performs a zero-shot transfer learning to a multilin-
gual dialogue task. The second proposed method takes advantage of a pre-trained
English dialogue system by transferring it to a multilingual setting in a zero-shot
training. The ultimate goal of this study is to investigate whether transfer learning
is effective for creating a multilingual dialogue system where it can generate engag-
ing, informative, and factually accurate responses in the target language, given the
absence of in-task multilingual data. In particular, I will attempt to answer the
following research questions in this work.

• Which of the proposed methods is the best for introducing English-centric
dialogue frameworks to other languages, considering overall performance and
cost?

• What are the impacts of English intermediate-task training on the target task
(multilingual dialogue system) in terms of dialogue-like response features?

• What are the impacts of cross-lingual transfer on the aspect of multilinguality?

• How does the cross-task transfer of a multilingual question answering model
impact the final dialogue system in terms of dialogue responses and multilin-
guality?

1.2. Outline
This thesis work comprises the following parts.

• Chapter 2 gives a comprehensive overview of the theoretical background and
related studies of this work. This section first introduces various open-domain
QA systems, including long-form QA and multilingual QA, along with rele-
vant datasets and state-of-the-art models. After that, open-domain dialogue
systems are discussed, including knowledge-grounded dialogue, the applica-
tion of a pre-trained language model in this task, and multilingual dialogue.
The succeeding section introduces Transformer and the related language mod-
els. Then, it discusses transfer learning and its central frameworks. Lastly,
this chapter also introduces different evaluation metrics for dialogue systems,
including automated measures and human evaluation.

• Chapter 3 describes the linguistic phenomena of the five languages involved
in this work and details the various training datasets.

• Chapter 4 specifies the details of the two proposed methods and the experi-
mental setup, including system designs and model architectures.

• Chapter 5 describes the evaluation methods for the proposed systems. The
assessments comprise both automated and human evaluations so as to provide
a comprehensive evaluation on the proposed approaches.

• Chapter 6 presents the experimental results in a quantitative and qualitative
aspect.
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• Chapter 7 discusses and interprets the findings in-depth. It also includes an
analysis of the user evaluation results. Ethical concerns of creating a conversa-
tional AI system are discussed as well, followed by limitations of this research
and suggestions to alleviate the limitations and the ethical issues. This chapter
ends with recommendations on future research directions.

• Chapter 8 provides conclusions of this study. This chapter includes a summary
of the key findings as well as reflections on the experiments and results.
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2. Background
As the present work attempts to leverage various techniques in machine learning
(ML) and natural language processing (NLP) to create the proposed multilingual
dialogue systems, the background chapter provides an overview of the theoretical
frameworks and techniques involved in the proposed methods. They are loosely
divided into five sections, namely, question answering (QA) task (Section 2.1),
open-domain dialogue (Section 2.2), Transformers and pre-trained language mod-
els (Section 2.3), transfer learning (Section 2.4), and dialogue evaluation methods
(Section 2.5).

2.1. Question Answering
2.1.1. Open-retrieval QA
Traditional QA systems usually comprise several components: question processing,
document retrieval, and answer processing (D. Chen and Yih, 2020). The retrieval
part is commonly based on techniques from information retrieval (IR). In particular,
QA is composed of several types of tasks, of which machine reading comprehension
(MRC) and open-retrieval QA (ORQA) are the most important. The pivotal differ-
ence between the two systems is MRC’s assumption that a gold paragraph exists
and that it contains an answer when given a question (Ruder and Sil, 2021). Based
on this assumption, MRC models only need to look for a passage containing the
relevant answer(s). On the contrary, in ORQA, the system searches a relevant
document from a large corpus, then processes the documents to identify the most
relevant answer to the given question (D. Chen and Yih, 2020).
It is worth noting that questions that seek information in the existing online

system are not typically grounded by just an article where it contains a gold answer.
Rather, it involves a huge set of collections with various knowledge sources like
Wikipedia, articles from different institutions and organizations, Quora, and so on
(Komeili et al., 2021). As such, there has been an increasing research attention on
ORQA such as the works of Asai, X. Yu, et al. (2021), D. Chen et al. (2017), and
Seo et al. (2019) and D. Chen and Yih (2020). Recent research combines traditional
techniques of IR and MRC (Guu et al., 2020; Min et al., 2019; Seo et al., 2019) to
create a modern ORQA system. In general, there are three leading strategies for
this task (D. Chen and Yih, 2020):

• Two-stage retrieve-read. This approach contains two components, namely
a retriever and a reader. The retriever is used to search for documents contain-
ing the answer for a given question in a large document collection. The reader
is then employed to find the answer in the retrieved document or paragraph.
Implementation for the retriever typically uses the conventional vector space
approaches like TF-IDF or BM25 (Robertson and Zaragoza, 2009), while for
the reader, a neural MRC model is generally used. Recent state-of-the-art
techniques include multi-passage training (C. Clark and Gardner, 2017) and
passage re-ranking (Nogueira and Cho, 2019).
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• Dense retriever with end-to-end training. Instead of using traditional IR
approaches, this method uses neural machine learning models in the retriever
component. A popular technique is to use dense representations – learning
embeddings from a small number of questions and paragraphs using a basic
bi-encoder (Karpukhin et al., 2020) – for retrieval, then employ joint training
on the retriever and reader components.

• Retriever-free. This category relies on using large pre-trained models (De-
vlin et al., 2019; Radford, Narasimhan, et al., 2019) and the training data
as their parametric memory acting as an implicit knowledge base. Using the
models directly on QA tasks, as in a zero-shot approach (Raffel et al., 2020),
or fine-tuning with QA datasets, are common approaches in the research com-
munity.

2.1.2. Dense Passage Retrieval for QA
As mentioned in the above section (2.1.1), current techniques in MRC and ORQA
are streamlined from the complicated approaches in early research (D. Chen and
Yih, 2020). While a modern two-stage approach generally uses a traditional vector
space method such as TF-IDF or BM25 (Robertson and Zaragoza, 2009), these con-
ventional approaches rely on the lexical overlap between the question and context,
meaning that paraphrases or synonyms that contain totally different tokens would
not be mapped to vectors close to one another (Karpukhin et al., 2020).
Considering this weighty shortcoming, Karpukhin et al. (2020) proposed an im-

proved retriever by leveraging dense, latent semantic encoding as the representations
of the questions and passages. Take the question “Who became the principal of Hog-
warts after Snape in Harry Potter?” as an example. The answer can be retrieved
from the context “Professor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagallProfessor Minerva McGonagall succeeded Severus Snape in the
post of Head of Hogwarts School of Witchcraft and Wizardry after the Second Wiz-
arding War”. A system that relies on term match is unlikely to retrieve such a
context because there is barely any lexical overlap between the words principal and
head. Contrarily, a system that uses semantic retrieval is likely to match “principal”
with “head” given their semantic similarity, and therefore, is more likely to obtain
the correct context.

Using a pre-trained BERT model (Devlin et al., 2019) with dual-encoders (Brom-
ley et al., 1993), Karpukhin et al. (2020) introduced a dense embedding model
– Dense Passage Retrieval (DPR) – that not only significantly outperformed the
standard vector space methods, but also provided considerable improvements on
the results of multiple QA datasets. The key idea of DPR is to map all text pas-
sages in a collection 𝑀 to an index, then onto a low-dimensional and continuous
vector space, which allows the retriever to fetch the top 𝑘 passages efficiently at
run-time (Karpukhin et al., 2020). To enable quick retrieval from a substantial
amount of documents, DPR employs FAISS (J. Johnson et al., 2019), which is a
very efficient library that can perform similarity search and cluster dense vectors to
build a high-speed inverted index. Since DPR are FAISS-based (J. Johnson et al.,
2019), the documents are cached and stored in a distributed approximate nearest-
neighbor database as the index, hence enabling fast and efficient search. Moreover,
Karpukhin et al. (2020) trained DPR via in-batch negative training – an efficient
training strategy for dual-encoders to increase the number of negative examples in
the collection – and they proved the importance of this training technique with the
performance gains. Negative examples are often hard to find, given the gigantic
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pool of passages. In addition, the passages can be irrelevant or inaccurate with-
out being specified explicitly. Conversely, positive examples typically are available
explicitly. Therefore, increasing the number of negative passages enhanced the re-
triever’s ability to identify and separate the positives from the negatives, which
leads to a better performing retrieval model despite the small training size (1,000
samples) (Karpukhin et al., 2020). On account of the improved answer retrieval and
fast inference speed, the use of DPR has become prevalent for QA tasks (Asai, X.
Yu, et al., 2021; Komeili et al., 2021; P. Lewis, Perez, et al., 2020; Qu et al., 2020).

2.1.3. Retrieve-then-generate Approach
Both dialogue and QA tasks are under the category of a knowledge-intensive NLP
task, which refers to systems that require a huge amount of world knowledge (Mail-
lard et al., 2020; Petroni et al., 2020). For instance, an open-domain dialogue system
would require general knowledge about the world to generate factoid answers. The
model architectures used for text generation are, hence, often different than for
classification tasks. Research has found that pre-trained language models’ strong
performance can be attributed to the parametric memory, which stores billions of
nodes of factual knowledge into its parameter (P. Lewis, Perez, et al., 2020). How-
ever, there has been doubts about the ever-increasing model parameters as well as
its feasibility and sustainability in the long term (P. Lewis, Perez, et al., 2020).
One of the main concerns is that the stored knowledge is static while facts evolve
over time (P. Lewis, Perez, et al., 2020). In addition, parametric-only generative
models are more prone to “hallucinations” (Maynez et al., 2020), which refers to a
phenomenon where a model produces factually incorrect information (Marcus, 2020;
Shuster et al., 2021). Common hallucination examples include confounding the facts
between two entities or producing an error (incorrect statement) in the factual to-
kens (Shuster et al., 2021). A typical example of hallucination is “Former London
mayoral candidate Zac Goldsmith has been chosen to stand in the London mayoral
election.”, where the words in orange refer to hallucinated information whereas the
words in blue correspond to correct information (Example retrieved from the paper
of Maynez et al., 2020).

In view of that, P. Lewis, Perez, et al. (2020) proposed Retrieval Augmented
Generation (RAG) architecture, a model that combines both parametric and non-
parametric memory for the natural language generation (NLG) tasks. RAG uses
retrieve-then-generate approach and has two components, including a neural re-
triever (non-parametric) and a pre-trained sequence-to-sequence (seq2seq) model
for response generation given the retrieved results (parametric) (P. Lewis, Perez, et
al., 2020). The information retrieval component is a DPR model (see Section 2.1.2;
Karpukhin et al., 2020) while the generation component is an encoder-decoder model
(BART, M. Lewis et al., 2020). An overview of the approach is illustrated in Figure
2.1. For each query 𝑥 , a retriever is employed to find the top-𝐾 documents 𝑧𝑖 using
Maximum Inner Product Search. The relevant document 𝑧𝑖 is then treated as a
latent variable and marginalized in a series of seq2seq predictions based on different
documents in order to obtain the final prediction 𝑦.

For a typical pre-trained language model, updating information means retraining
the whole model with new data. Since the internal knowledge of RAG can be
supplemented using DPR or changed by using a different document collection, the
system is able to learn knowledge-intensive tasks without retraining the entire model
(P. Lewis, Perez, et al., 2020). The authors reported that RAG is able to adjust
the answers by leveraging the knowledge provided in the swapped data, in spite of
the static parametric knowledge. In the case of QA and dialogue systems, answers
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can be time-sensitive since not all knowledge or information is static. As such, the
adaptive approach of RAG is invaluable when the downstream applications require
intensive knowledge.
P. Lewis, Perez, et al. (2020) also found that RAG is capable of generating

more varied, factual, and specific texts than state-of-the-art seq2seq models with
parametric-memory only. Because of that, RAG or its retrieve-then-generate prin-
ciple is used widely for knowledge-intensive NLP applications, such as QA and
dialogue systems (Asai, X. Yu, et al., 2021; Komeili et al., 2021).
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Query
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End-to-End Backpropagation through q and pθ

Figure 2.1.: RAG illustration. Adapted from “Retrieval-Augmented Generation for Knowledge-
Intensive NLP Tasks” by P. Lewis, Perez, et al. (2020).

2.1.4. Long-form QA
Long-form question answering (LFQA) is a task evolved from ORQA (see Section
2.1.1). The fundamental distinction between these two QA tasks is the generated
answer. In LFQA, the answer is of paragraph length and more in-depth, as opposed
to a short, factual answer in standard ORQA tasks. For instance, when asked “Why
do adults like drinking coffee when it tastes so bad?” (Fan et al., 2019), a short
answer containing a single phrase or just only the facts as in ORQA is unlikely to
provide a satisfactory answer. Instead, a longer, more elaborate answer is required
to explain the answer properly. As such, a decent answer to the above question
would be “Children generally like sweet things, probably because they are growing
and sugars help with that growth. Coffee, on the other hand, is bitter and generally
an acquired taste”. (The corresponding answer in the ELI5 dataset; Fan et al.,
2019).
As illustrated in the example above, complex or open-ended questions, such as

questions involving why and how, require explanations instead of a straightforward
and factual answer. These kinds of questions are common in our daily lives; hence,
conversational AI systems should be able to provide answers to these questions in
addition to the short, factual questions such as “When is the next Eurovision?”
that most existing QA tasks handle.
According to Krishna et al. (2021), LFQA adopts the retrieve-then-generate ap-

proach (P. Lewis, Perez, et al., 2020) and comprises two components:
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• Retriever, in which the component searches an external knowledge source
for relevant documents given a question.

• Generator, in which the module generates an answer in paragraph length
based on the retrieved documents. It is important to synthesize information
in the retrieved documents into multiple sentences for a detailed response.

In view of the rising need for this task, Fan et al. (2019) created a dataset –
ELI5 – which is the first large-scale dataset that is publicly available. They sourced
the data from a subreddit of “Explain Like I am Five (ELI5)” on Reddit, where
open-ended questions are asked and easy-to-understand (comprehendible for a five-
year-old child) responses are provided by the users of the community. The dataset
contains 270,000 questions and answers on a wide variety of topics.
Krishna et al. (2021) built a LFQA system that uses sparse attention (Routing

Transformer; Roy et al., 2021) and contrastive retrieval learning to bridge the re-
search gap in this task and have demonstrated state-of-the-art results on the ELI5
dataset. They evaluated the answer quality using precision (retrieval component)
and ROUGE-L (C.-Y. Lin, 2004) (text generation component). Despite the decent
performance, they found that ROGUE-L is not reliable for evaluating this task.
Given the long and free-form output in LFQA, as opposed to the constrained an-
swers in summarization tasks (see Section 2.5.1), it is challenging to differentiate
valid answers from invalid ones. In view of that, Krishna et al. (2021) suggested
using task-specific metrics for measuring the semantic overlap (Sellam et al., 2020)
instead of the lexical overlap between the generations and the reference texts.
Moreover, there was little evidence that their proposed model used the retrieved

documents to generate answers, since the authors found that generated texts are
similar, regardless of the quality of the retrievals. They assumed this issue as the
overlap in training and validation set in the ELI5 dataset, as it might exclude the
need for retrieval (Krishna et al., 2021). Mahapatra et al. (2021) performed a
semantic similarity study on the dataset and their results confirmed the findings
of Krishna et al. (2021) on the aspects of the overlap between the sub-datasets
(Mahapatra et al., 2021). Although Fan et al. (2019) tried to alleviate the issue by
using TF-IDF overlap, it was not sufficient to identify the paraphrased questions in
the dataset. Instead, Krishna et al. (2021) suggested curating the dataset carefully
taking the data overlap into consideration so as to prevent duplicates in LFQA
datasets. One suggestion is to curate a held-out dataset of a genre or domain to
reduce the overlap possibility. For instance, one can keep the question-answer pairs
on Music in the held-out sets only (Krishna et al., 2021).

In regards to the outstanding challenges LFQA faces, Mahapatra et al. (2021)
created a LFQA dataset (Mahapatra-LFQA) with reduced overlap in the training
and validation sets in comparison to the ELI5 dataset. Since their study of the ques-
tions’ semantic similarity demonstrated the high overlap between the sub-datasets,
they set the similarity threshold to 0.83 and removed questions that scored higher
than the threshold (which indicates its semantic similarity to other questions in the
dataset) in order to minimize the overlap. In addition, instead of using one sub-
reddit only, they included three, namely, “Explain Like I am Five (ELI5)”, “Ask
Historians”, and “Ask Science”, to further diversify the topics of interest in the
Mahapatra-LFQA dataset (Mahapatra et al., 2021).

One concern about the use of three different subreddits is that “ELI5” contains
a diverse set of topics, while the others consist of a topic of their own. Hence, the
proportion of the questions from “Ask Historians” and “Ask Science” might be much
higher than the questions from “ELI5”. As a consequence, one should consider the
goal of his/her task when using this dataset and adjust the proportion of the topics
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accordingly. In the case of this thesis work, using a LFQA dataset for training might
help guide the models to produce responses in a longer-form, therefore providing
more informative and potentially engaging answers.

2.1.5. Multilingual QA
Overview

Research in ORQA is evolving rapidly (Asai, X. Yu, et al., 2021; D. Chen et al., 2017;
Karpukhin et al., 2020); however, little focus has been placed on non-English systems
(Asai, X. Yu, et al., 2021; P. Lewis, Oğuz, et al., 2020). Although numerous methods
discussed above (see Section 2.1.1 and 2.1.4) can be applied to a multilingual setting,
multilingual QA (multi-QA) faces many unique challenges (Ruder and Sil, 2021),
some of which are included in the following:

Limitation of translation Early work has attempted to create multi-QA datasets
with machine translation (MT) (Asai, Kasai, et al., 2021; Longpre et al., 2021)
by adding an MT component in the pipeline to translate non-English questions
and answers into English and feed them to an English ORQA system. Current
MT technology, nevertheless, is not able to produce fully accurate translations.
The quality of translations to languages with lesser resources is especially poor
(J. H. Clark et al., 2020; Kreutzer et al., 2021). For instance, when using MT for
English to Czech, a low-resource language with flexible word order, the translated
outputs tend to preserve the word order of the source language instead of the target
language (J. H. Clark et al., 2020). This results in error propagation from the
MT component into the downstream QA task. Moreover, translated texts, whether
via human or machine translation, often suffer from “Translationese” where the
sentences are unnatural-sounding and noticeably different from native sentences
solely (Lembersky et al., 2011; Rabinovich and Wintner, 2015).

English-centric bias One of the limits of using translation-based datasets is the
inherited bias from the English-, Western- centric datasets, or both. Questions
that originate in a target language are often specific to the cultures of the language
speakers, and therefore, they might be barely present in another language with a
different culture. For instance, users living outside of the United States are less
likely to ask questions about American cultures and politics, such as American
baseball players. Translating these questions into English, as such, would limit the
system to retrieve answers of an American-English-centric culture only, while the
answers might actually be present in the target language (Asai, Kasai, et al., 2021;
J. H. Clark et al., 2020). This would lead to many questions being unanswerable,
as reported in the work of J. H. Clark et al. (2020).

Information scarcity Although common knowledge sources like Wikipedia have
language-specific collections, the amount and the depth of the information in each
language’s site vary significantly (Ruder and Sil, 2021). As such, many language-
specific Wikipedias do not have the relevant information. This situation is more
severe for under-sourced languages, which require cross-lingual datasets in order to
create a well-performing multi-QA system.

In light of the issues mentioned above, some researchers hired professional trans-
lators to create a multi-QA dataset (Artetxe et al., 2020), while others used nat-
uralistic data originating in the target languages (J. H. Clark et al., 2020; J. Liu
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et al., 2019). Data generated by native speakers is often more representative of the
end-users in real-world applications (Asai, Kasai, et al., 2021), while the ones that
are professionally translated might still carry the cultures of the source language and
hence do not fully represent the cultures of native speakers. Therefore, naturalistic
data should be common practice compared to data generated by translation.
Another approach to mitigate the challenges is using cross-lingual retrieval (Asai,

Kasai, et al., 2021). Retrieving answers in non-original languages alleviates infor-
mation scarcity of under-represented languages (Asai, Kasai, et al., 2021; Group,
2011). For example, Asai, Kasai, et al. (2021) reported that cross-lingual retrieval
increases the coverage of answers significantly across all languages in the experiment
with up to 40% of improvements for some languages such as Bengali.

Datasets for Multilingual QA

There are three broad categories in multilingual QA datasets (Ruder and Sil, 2021).
The first one is monolingual ORQA, which refers to a language-specific dataset
with a focus on specialized domains, such as Chinese history exams (Z. Zhang and
H. Zhao, 2018); whilst the second one – multilingual MRC – is generally created
by translation, such as in the case of 𝑀𝐿𝑄𝐴 (P. Lewis, Oğuz, et al., 2020) and
𝑋𝑄𝑢𝐴𝐷 (Artetxe et al., 2020). The third category is multilingual ORQA datasets,
which usually comprises naturalistic data. For instance, 𝑇𝑦𝐷𝑖 QA (J. H. Clark
et al., 2020), a dataset containing 11 typologically diverse languages, is created by
asking native-speaking annotators to write “information-seeking” questions to better
reflect the interest and use case of the native speakers. This strategy mitigates the
issue of lexical overlap in the questions and answers in some MRC datasets like
𝑀𝐿𝑄𝐴 (P. Lewis, Oğuz, et al., 2020), although resulting in a more challenging QA
task. One pitfall is that using in-language retrieval has led many resource-scarce
languages to having unanswerable questions due to the limited information in the
source collections (Wikipedia in this case; Asai, Kasai, et al., 2021).
To tackle the unanswerable questions issue, Asai, Kasai, et al. (2021) introduced

𝑋𝑂𝑅 −𝑇𝑦𝐷𝑖 QA (XOR QA) that encourages cross-lingual answer retrieval instead
of in-language retrieval. Its goal is to create answers for multilingual questions from
non-English native speakers based on multilingual resources. The dataset is created
by translating the unanswerable questions in 𝑇𝑦𝐷𝑖 QA to English, then retrieving
the relevant paragraph(s) by context from an English Wikipedia. This cross-lingual
retrieval approach substantially reduces the number of unanswerable questions in
the dataset. The dataset, therefore, consists of naturalistic, information-seeking
questions across 7 typologically diverse languages for open retrieval from Wikipedia
(Asai, Kasai, et al., 2021).

Multilingual QA Models

Modern multilingual QA systems are commonly based on pre-trained multilingual
Transformers such as XLM-R (Conneau et al., 2020) and mT5 (Xue et al., 2021)
(see Section 2.3.4).

Most prior work used translate-test as the model for multilingual ORQA tasks,
given that it does not require access to resources other than English (Ruder and Sil,
2021). The general idea is to translate the input data into English, which is typically
done via an online MT system as a black box (Shima and Mitamura, 2010) or a
neural MT system (P. Lewis, Oğuz, et al., 2020), followed by applying it to a pre-
trained, English retrieval model. During inference, back translation is performed to
translate the predicted answers in English to the target language. Figure 2.2 shows
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the process of translate-test. Despite the convenience, relying on MT might cause
error propagation and over-dependence on the English data only (Ruder and Sil,
2021) (see Section 2.1.5).

Question
in target language

Question
in English

Machine 
Translation

Passages
in English

English 
Retrieval

Answer in
in target language

English QA

Answer in
in English

Machine 
Translation

Figure 2.2.: Translation-test approach in multilingual open-retrieval QA (ORQA). Figure
adapted from “Multi-domain Multilingual Question Answering” by Ruder and Sil
(2021). Note that the flags are used for visual representation only and are not
intended to reflect the language variety in the setup.

Using a cross-lingual retriever and a document reader is another strategy aside
from translation. To this end, fine-tuning a pre-trained multilingual model with
questions in target languages and contexts in English is a standard method (Ruder
and Sil, 2021). However, limiting retrieval to English collections leads to narrowed
perspectives and knowledge sources. Some researchers have therefore extended the
retrieval of documents from one language to multiple languages (Asai, X. Yu, et al.,
2021; Shi et al., 2021; X. Zhang et al., 2021).
X. Zhang et al. (2021) attempted to approach this strategy by using merely En-

glish data to fine-tune a pre-trained multilingual retrieval model, although they
reported that the generalization to other languages is under-performing. A better
solution would be fine-tuning with multilingual data (Asai, X. Yu, et al., 2021) to
ensure better generalization on other languages. Alternatively, one can make use
of weak supervision to expand the multilingual training data (Asai, X. Yu, et al.,
2021; Shi et al., 2021). For instance, Asai, X. Yu, et al. (2021) leveraged Wikipedia
language links by retrieving articles that match the original answer and answer para-
graph in another language(s) and using them as additional training data. Figure
2.3 illustrates the data expansion process.
Using the amassed multilingual passages from the retriever, one can further train a

pre-trained multilingual model such as𝑚𝑇5 (Xue et al., 2021) for answer generation
given the passages as input (Asai, X. Yu, et al., 2021; Muller et al., 2021). 𝐶𝑂𝑅𝐴
by Asai, X. Yu, et al. (2021) uses this architecture for multilingual passage retrieval
and answer generation in any direction without the dependence on English input
(Asai, X. Yu, et al., 2021). By fine-tuning the data of multiple languages on 𝑚𝑇 5,
they achieved state-of-the-art results for multi-QA in an open-retrieval setting for
seven typologically diverse languages. The model is independent of language-specific
translation and is even able to answer questions in languages that are unseen during
training. As 𝐶𝑂𝑅𝐴 can retrieve answers from any language in the training data in
principle, the unseen languages benefit from a linguistically close or similar language
with richer language resources during cross-lingual retrieval, hence having a decent
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“who play 
abed in 
community?”

Figure 2.3.: Cross-lingual data mining via Wikipedia language links. Adapted from “Multi-
domain Multilingual Question Answering” by Ruder and Sil (2021) based on “One
Question Answering Model for Many Languages with Cross-lingual Dense Passage
Retrieval” by Asai, X. Yu, et al. (2021).

performance despite having no training data. In addition, Asai, X. Yu, et al. (2021)
demonstrated the effectiveness of large-scale cross-lingual retrieval for improving
answer coverage, therefore reducing the number of unanswerable questions (Asai,
X. Yu, et al., 2021). For instance, an unanswerable Japanese query in MKQA 現
在の火星の気温は？ “What is the current temperature on Mars?” was found with
the correct answer 現在の火星の表面での年平均気温は、210K 以下であり “The current
average annual temperature on Mars is less than 210K.” using 𝐶𝑂𝑅𝐴, thanks to the
cross-lingual retrieval feature. The full pipeline of 𝐶𝑂𝑅𝐴 can be seen in Figure 2.4.

mGEN: Multilingual Answer Generator

Eye of the Tiger

Eye of the Tiger — песня 1982 года
американской группы Survivor. Песня была
написана по просьбе Сильвестра Сталлоне
для фильма «Рокки 3»Композиторы: 
Фрэнки Салливан, Jim Peterik.

Generator
Eye of the Tiger

アイ・オブ・ザ・タイガーとは、アメ
リカのロックバンド「サバイバー」が
1982年にリリースした楽曲である。
レーベルはScotti Brothers Records。作詞
・作曲はFrankie Sullivanと Jim Peterik。

Frankie 
Sullivan

: বাঘের চ াখ গানটি চে লিঘখঘে
(Who wrote the song eye 
of the tiger)

Question 
Encoder

Maximum Inner
Product Search

Passage
Encoder

mDPR: Multilingual Dense Passage Retriever

Figure 2.4.: CORA illustration. Figure adapted from “One Question Answering Model for Many
Languages with Cross-lingual Dense Passage Retrieval” by Asai, X. Yu, et al.
(2021).

More precisely, 𝐶𝑂𝑅𝐴 consists of a multilingual retriever (mDPR) and a multilin-
gual answer generator (mGEN). Formally, 𝐶𝑂𝑅𝐴 is formulated as in Equation 2.1,
where 𝑞𝐿 corresponds to an input question, P𝑚𝑢𝑙𝑡𝑖 refers to multilingual passages
that takes in 𝑞𝐿 for passage retrieval, and 𝑎𝐿 presented the generated answer based
on those passages in the target language.
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P𝑚𝑢𝑙𝑡𝑖 =𝑚𝐷𝑃𝑅(𝑞𝐿, 𝐶𝑚𝑢𝑙𝑡𝑖), 𝑎𝐿 =𝑚𝐺𝐸𝑁 (𝑞𝐿, P𝑚𝑢𝑙𝑡𝑖) (2.1)

mDPR is an extension of Dense Passage Retriever (DPR; Karpukhin et al.,
2020) (see Section 2.1.2) to a multilingual setting. It used mBERT (Devlin et al.,
2019) as the pre-trained multilingual model and fine-tuned the model using a cross-
lingual data mining strategy for encoding the questions and passages separately. The
language representation of the passages is then stored locally as 𝐶𝑚𝑢𝑙𝑡𝑖 . Equation
2.2 shows the encoding process in mathematical formulation. Note that 𝑝 represents
a passage containing a fixed-length sequence of tokens from documents in multiple
languages.

𝑒𝑝𝐿 =𝑚𝐵𝐸𝑅𝑇𝑝 (𝑝) (2.2)

During inference,𝑚𝐷𝑃𝑅 retrieves 768-dimensional encoding of the question, which
can be represented as 𝑒𝑝𝐿 = 𝑚𝐵𝐸𝑅𝑇𝑞 (𝑞𝐿). The underlying concept is to compute
the scores between the encoded question 𝑞𝐿 and the passage 𝑝 by calculating the
maximum inner product of their respective encoding vectors ⟨𝑒𝑝𝐿 , 𝑒𝑝⟩.

mGEN ’s base architecture is𝑚𝑇 5 (Xue et al., 2021) – a multilingual text-to-text
Transformer (see Section 2.3.4) – which can generate texts for multiple tasks and
in various languages, even the ones that are unseen during training. The answer is
generated token-by-token in the target language based on the retrieved multilingual
passages P𝑚𝑢𝑙𝑡𝑖 . The output of mGEN is a sequence probability of 𝑎𝐿, which is
formally presented in Equation 2.3, where 𝑎𝐿𝑖 is the 𝑖-th token in the generated
answer and𝑇 represents the answer length. A language tag is appended to a question
to signal the target language.

𝑃 (𝑎𝐿 |𝑞𝐿,P𝑚𝑢𝑙𝑡𝑖) =
𝑇∏
𝑖

𝑝 (𝑎𝐿𝑖 |𝑎𝐿<𝑖 , 𝑞𝐿,P𝑚𝑢𝑙𝑡𝑖) (2.3)

The modular approach that 𝐶𝑂𝑅𝐴 takes indicates its underlying principle as
retrieve-then-generate (see Section 2.1.3), which allows easier adaptation to differ-
ent downstream tasks as opposed to an end-to-end model. Moreover, this strategy
has been reported to be high performing for knowledge intensive NLP tasks such as
ORQA and open-domain dialogue systems (Komeili et al., 2021; P. Lewis, Perez,
et al., 2020). As such, I decided to adapt 𝐶𝑂𝑅𝐴 from QA to dialogue and using it
as one of the proposed methods for a multilingual dialogue system for this thesis.
To briefly summarize this section, open-domain QA and dialogue systems are

closely related, considering that both require data containing an enormous amount
of world knowledge. While the advance of open-domain dialogue systems has barely
been extended to the multilingual part, QA systems have outpaced them in this
regards with several state-of-the-art multilingual QA datasets and systems. There-
fore, leveraging the similarity between the two tasks, this thesis has chosen to use
transfer learning techniques to adopt multilingual open-domain QA datasets and
systems for building a dialogue counterpart.

2.2. Open-domain Dialogue Systems
Dialogue systems can be roughly categorized into two groups. The first is a task-
oriented system, whose goal is to assist the user with a specific intent, such as flight
ticket booking or restaurant table reservation (Zaib et al., 2021). The second group
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is open-domain dialogue systems, which can be further divided into either a chat-
oriented or a question-answering dialogue system (Ni et al., 2021; Zaib et al., 2021).
In contrast to task-oriented dialogue systems, open-domain dialogue systems are
intended for chit-chatting without task and domain restriction (Ni et al., 2021).
Several approaches are generally used to create an open-domain dialogue system:

(i) retrieval-based systems, (ii) generative models, as well as (iii) ensemble systems
(Ni et al., 2021). A retrieval-based system obtains the response from a pre-existing
response set by selection. In contrast, a generative dialogue system is based on a
sequence-to-sequence (seq2seq) model for input and dialogue history mapping in
order to generate a response, which might be unseen during training (Ni et al.,
2021). An ensemble approach combines the strength of the two methods, either by
(i) comparing the generated responses with the retrieved responses to choose the
one with the highest score, or (ii) leveraging the generative models to refine the
response retrieved (Song et al., 2016; Q. Zhu et al., 2018).
Retrieved-based model is able to select from a set of human responses. As a

consequence, the responses are more coherent and interesting than generative models
(Ni et al., 2021), which are infamous for producing generic and dull responses (J.
Li, Galley, Brockett, J. Gao, et al., 2016). Nonetheless, the systems are limited
by the finitude of the response sets (Q. Zhu et al., 2018). Q. Zhu et al. (2018)
also found that the retrieved responses do not correlate strongly with the context
of the dialogue. Conversely, the strength of a generative dialogue system lies in its
flexibility to produce context-related responses even without relevant training data
(Ni et al., 2021).

2.2.1. Knowledge-Grounded Dialogue
An ideal dialogue system should be able to handle three tasks: (i) chit-chatting,
(ii) information-seeking, and (iii) specific tasks such as movie ticket booking. With
research in chat-oriented dialogue models rapidly progressing, increasing effort has
been placed on knowledge-grounded systems so as to infuse the two goals (i, ii) into
building a more advanced and well-rounded dialogue system that reflects human-
to-human dialogue exchange, which typically involves some external commonsense
or world knowledge (Ni et al., 2021). By grounding dialogue generation with extra
knowledge from unstructured documents like Wikipedia, the systems are able to
generate responses that display their knowledgeability during exchanges with human
assessors (Dinan et al., 2019; Shuster et al., 2021; Y. Zhang et al., 2020).

The majority of the prior work adopted an ensemble approach to create a knowledge-
grounded system (Dinan et al., 2019; Ghazvininejad et al., 2018; W. Zhu et al.,
2017). For instance, Ghazvininejad et al. (2018) applied Memory Networks (Sukhbaatar
et al., 2015) for external knowledge storage and then used a generator to retrieve
the relevant knowledge. To increase the size of knowledge parameters, some have
applied large-scale pre-trained language models such as GPT-2 (Radford, J. Wu,
et al., 2019) to open-domain dialogue response generation and proven the promise
of leveraging these language models (Adiwardana et al., 2020; Roller et al., 2020;
Y. Zhang et al., 2020).

2.2.2. Pre-trained Language Models for Dialogue Systems
In spite of the gigantic amount of knowledge in the large pre-trained language mod-
els, they are only able to acquire the standard semantics from the training data (Y.
Zhang et al., 2020). The generated response might, consequently, be inappropri-
ate or dull when specific knowledge is required. Furthermore, generative language
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models are notorious for their “hallucination” of which a model produces factually
inaccurate responses (Maynez et al., 2020). This issue remains an open challenge
in the language technology research community (Shuster et al., 2021). Researchers
have attempted to mitigate hallucination in dialogue systems by grounding dialogue
models with world knowledge and reported improvements in hallucination (Dinan
et al., 2019; Shuster et al., 2021). Another direction for mitigating the issue is
by leveraging retrieval-augmented generative models such as 𝑅𝐴𝐺 (P. Lewis, Perez,
et al., 2020) (see Section 2.1.3). Even though 𝑅𝐴𝐺 was designed for ORQA (P.
Lewis, Oğuz, et al., 2020), some researchers found that its ability to augment ex-
ternal knowledge to the base architecture decreases hallucination of the final model
(Izacard and Grave, 2021; Komeili et al., 2021; Shuster et al., 2021).

In addition, recent advancements in text generation have employed modular gen-
eration components with promising performance (Gupta et al., 2020; Khot et al.,
2020). For QA tasks, Khot et al. (2020) applied a generative model that fragmen-
tizes the task that the existing QA models are in the language for HotpotQA. In
terms of knowledge-grounded dialogue, Komeili et al. (2021) used internet search
query as a modular, intermediate step to augment the model while Adolphs et al.
(2021) proposed merging QA and dialogue models as modules for a dialogue system.

Although there was previous work that also explored the combination of the two
tasks, they were in different directions. For example, FriendsQA (Z. Yang and J. D.
Choi, 2019) was created by using the transcripts of the TV show Friends. Reddy et
al. (2019) introduced a conversational question answering task (𝐶𝑜𝑄𝐴) and datasets
that contain questions in a conversational exchange and possible multiple follow-
ups. The question and answer pairs in 𝐶𝑜𝑄𝐴 are written to measure the ability of
a system to understand conversation history (Reddy et al., 2019). It is important,
however, to consider that these datasets are based on QA tasks and thus the target
responses are short and direct, as opposed to the more engaging and longer form
reply from a dialogue model. Consequently, if using merely the conversational QA
datasets to train a dialogue model, it may result in a QA model that comprehends
the context of dialogue structure, instead of a dialogue system that can respond in
an engaging and appropriate way (Adolphs et al., 2021).

In order to tackle this problem, Adolphs et al. (2021) proposed Knowledge to
Response (𝐾2𝑅), a modular approach to dialogue response generation that contains
two components: a knowledge prediction model and a response generation model
based on the knowledge from the previous component and the context. Results
showed that 𝐾2𝑅 can incorporate a QA model as the knowledge model to increase the
knowledgeability of the final model. Moreover, this strategy can make the answers
generated from a QA model more conversational. More importantly, Adolphs et
al. (2021) reported that the increased knowledge in the system relieves the issue of
hallucination while generating more engaging and knowledgeable answers as assessed
by human evaluators. In light of the model efficiency and flexibility, 𝐾2𝑅 has inspired
this thesis work to approach the multilingual dialogue system task with a modular
system design.

2.2.3. Multilingual Dialogue Systems
While the task of multilingual task-oriented dialogue is gaining more attention
from researchers, little focus has been directed on open-domain systems (Z. Lin
et al., 2021; Razumovskaia et al., 2021). In contrast to task-oriented dialogue,
open-domain dialogue systems might not require annotated data. In particular, re-
searchers have used unstructured data as the pre-trained dataset(s) for generative
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dialogue models; nevertheless, such a case has not been explored in a multilingual
setting (Dinan et al., 2019; Shuster et al., 2021; Y. Zhang et al., 2020).

Even though annotated data might not be mandatory, it typically helps boost
the quality and performance of a model quite significantly. Similar to multilingual
QA, creating datasets in this domain is very costly, especially so for a dialogue task
given that the utterances in a conversation are generally much longer than the ones
in a QA task. The scarcity of multilingual annotated datasets is hence the biggest
challenge of this task (Razumovskaia et al., 2021). Z. Lin et al. (2021) provided
the first multilingual dataset in this domain by extending the persona-based dataset
ConvAI2 (Dinan et al., 2020) to six languages (Chinese, French, Indonesian, Italian,
Korean, and Japanese). They first machine translated the training, validation, and
test sets using PapaGo (for Korean only) and Google Translate, followed by having a
native-speaking annotator to revise the automatically translated dialogues for each
language. However, the multilingual dataset, like the original dataset, focuses on
personal situations and engaging contexts only.
Most previous work on dialogue and QA tasks has relied on MT systems or

multilingual representations (Razumovskaia et al., 2021) (see Section 2.1.5). While
MT might be a viable option for linguistically similar languages, the scenario is
different when applying to distant languages. In both cases, there are likely errors
in the MT step due to the inconsistent translation quality, which can lead to error
propagation in the later pipeline (see Section 2.1.5). As a result, using multilingual
representations in a pre-trained multilingual language model should be a better
alternative. Some researchers have demonstrated promising results of leveraging
multilingual models in QA systems (Asai, X. Yu, et al., 2021).
With the advances of QA, dialogue, and text generation frameworks, incorporat-

ing QA and dialogue tasks has become a workable option for building a modular
dialogue system that takes in the intersected tasks, such as in the case of 𝐾2𝑅. Con-
tinuing on these lines, this thesis work aims to take a modular approach to build a
multilingual open-domain dialogue system infused with knowledge.

2.3. Transformers and Pre-trained Language Models
The use of pre-trained language models in recent work on the subject of dialogue
and QA models is increasingly prevalent (Razumovskaia et al., 2021). This can be
attributed to previous success of adopting these models to dialogue models with
huge improvements (Henderson et al., 2020). This section, hence, takes a closer
look at pre-trained language models, including Transformer and other variants like
poly-encoder Transformer and multilingual language models.

2.3.1. The Transformer Model
Transformer-based neural networks (Vaswani et al., 2017) have become a predomi-
nant architecture in the majority of NLP applications. It has achieved state-of-the-
art results in a wide variety of tasks (Devlin et al., 2019; Humeau et al., 2020). The
success largely stems from the novel component – the self-attention mechanism. Its
core idea is to encode the relationship between the current token and every other
token in a sequence by allowing each token to interact with one another, with a goal
of identifying the most important relationship to pay attention to with regards to
the current token (Vaswani et al., 2017). By incorporating the previously processed
tokens to the current one, it allows the Transformer to give a stronger association
of other semantically relevant tokens to the currently processed token. Take the
following sentence as an example: “Every year I celebrate my mother’s birthday

22



with a black forest cake.”. For the word “celebrate”, the self-attention layer might
focus more on “birthday” than “I” given that “celebrate” indicates happiness and
social gathering while “birthday” typically implies an joyous occasion for celebra-
tion. Therefore, these two tokens have a higher semantic relation than other tokens
such as “I”, whose role is only to indicate the agent of the celebration. As such,
when processing the token “birthday”, the model is able to extract the information
it requires (“celebrate”) even though the token is not the immediate proceeding or
following token. It, therefore, allows the Transformer to form connections between
the output vectors of the encoder and decoder, which are then used as prediction
of the target word. However, other algorithms, such as Recurrent Neural Network
(RNN), only allow access to the previous token. Hence, if the input sequence is too
long, the model may take many steps to reach the desired output vectors and forget
the contents of tokens with a more distant position. While the above sentence only
requires a RNN model to take 2 steps to reach “celebrate” from “birthday”, many
sentences in English are complex and long, such as sentences with at least one de-
pendent clause. These complex sentence structures might result in the model taking
far more steps to reach the most relevant tokens in the sentence. By connecting two
distant words, Transformer allows longer-term dependency and therefore is better
at learning the syntax and context of the input sentence than RNNs (Vaswani et al.,
2017).
Vaswani et al. (2017) presented the Transformer architecture with an encoder-

decoder structure, of which each encoder-decoder contains 6 identical layers with
feed-forward layers and multi-head self-attention mechanisms. There is also a spe-
cialized masked multi-head attention in the decoder. As the self-attention mecha-
nism is able to capture the dependency between the tokens in the input, it allows the
Transformer to perform seq2seq tasks without using recurrence modules and with
improved performance. Moreover, the self-attention mechanism enables parallel
training of the networks, thereby reducing the computational cost and complexity.

2.3.2. Transformer-based Language Models
Pre-training language models have been reported to be effective in improving nu-
merous downstream tasks (Devlin et al., 2019; Howard and Ruder, 2018; Radford,
Narasimhan, et al., 2019). In particular, most pre-trained language models are
Transformer-based, since Transformer architecture allows the model to learn high-
level representations of the input text (Devlin et al., 2019; Raffel et al., 2020). Being
capable of learning from massive, unlabeled datasets in a self-supervised manner,
these models can be easily fine-tuned onto a downstream task, thereby learning
general language understanding.
As Transformer can have different learning objectives, one can compose a network

by using different modules, including encoder only, decoder only, and both encoder
and decoder module. The self-attention mechanism is configured and learned ac-
cording to the module; hence, each module is good at solving different tasks (Q. Liu
et al., 2020). In particular,

• Encoder only, in which the model uses self-attention layers to attend to
both the preceding and succeeding tokens in the input. As such, it can per-
form a wide range of tasks, such as extractive QA and summarization, as
well as classification. The majority of the state-of-the-art models use a bidi-
rectional self-attention mechanism and are trained with a Masked Language
Modeling (MLM) objective (see Section 2.3.2). BERT (Devlin et al., 2019),
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XLM-RoBERTa (XLM-R; Conneau and Lample, 2019) , and RoBERTa (Y.
Liu et al., 2019) are some notable examples.

• Decoder only, in which the model is restricted to attend to the preceding
tokens only. It specializes in text generation based on previously processed
text. GPT-3 (T. B. Brown et al., 2020) is a prime example of this architecture.

• Encoder-Decoder, in which the model has both advantages of the two sep-
arate modules and is capable of handling text generation and processing com-
plex information like classification. This structure is generally used for more
complex tasks, such as abstractive summarization and QA, as well as machine
translation. T5 (Raffel et al., 2020) and BART (M. Lewis et al., 2020) are
two examples of models with this architecture.

BERT

There are two major directions to apply pre-trained language models to NLP tasks:
feature-based and fine-tuning. The feature-based method, such as GloVe (Penning-
ton et al., 2014), includes the pre-trained representations on the task-specific ar-
chitectures, whereas the fine-tuning strategy, such as GPT (Radford, Narasimhan,
et al., 2019) relies entirely on fine-tuning all of the pre-trained parameters onto the
downstream tasks, thereby minimizing the parameters for each specific task. Both
strategies use the standard unidirectional language models for learning language
representations.
The self-attention mechanism in Transformer (Vaswani et al., 2017) also uses the

same directionality and thus only attends to its preceding tokens. This unidirection-
ality poses a huge limitation when considering sentence-level tasks. To mitigate this
issue, Devlin et al. (2019) proposed a bidirectional encoder for incorporating con-
text from both directions. Bidirectional Encoder Representations from Transformers
(BERT; Devlin et al., 2019) is an improved unsupervised fine-tuning approach for
language model pre-training.
The base architecture of BERT is similar to that of GPT (Radford, Narasimhan,

et al., 2019) in that both consist of 12 Transformer modules with identical numbers
of self-attention heads. BERT differs from that of GPT (Radford, Narasimhan,
et al., 2019) in that it only uses non-masked multi-head attention layers. More
precisely, Devlin et al. (2019) proposed two key pre-training objectives for BERT:

• Masked language modeling (MLM). The model randomly masks 15% of
the words in an input sentence. The masked sentence is then fed to the model
for predicting the masked words. As attention is computed by considering
the relationship of each token and all other tokens in the input sequence, this
architecture enables the model to be bidirectional innately.

• Next sentence prediction (NSP). Having concatenated a pair of masked
sentences as new input, the model then takes them during pre-training and
predicts if the two sentences are consecutive. This objective is useful for tasks
that require deeper language understanding, such as QA.

Using both objectives enables the model to learn an inner representation of the
languages in the training data, which can be helpful for feature extraction when
applying to downstream tasks (Devlin et al., 2019).
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2.3.3. Transformer Architectures: Bi-, Cross-, and Poly- encoders
Bi- and Cross- encoders

In ML, a model scores the candidate labels given an input context (Humeau et
al., 2020). In NLP, the labels and the inputs are considered as text sequences.
One of the key approaches is bi-encoders, such as LSTMs (Lowe et al., 2015) and
Transformer Memory networks (Dinan et al., 2019), which maps the input and
its candidate label individually to a shared feature space. Then, the similarity
score is measured by calculating the dot product, non-linearity, or cosine similarity
between the two items (Humeau et al., 2020). Bi-encoders is capable of caching the
representations of a huge set of candidates since representations are separate from
one another. Therefore, bi-encoders can reuse those representations, resulting in an
efficient evaluation process and fast inference.
In addition to using bi-encoders as a fine-tuning approach, there has been in-

creasing research on cross-encoders. Cross-encoders concatenate the input and the
candidate to make a new input, which is then fed to a non-linear function for scoring
the match of the input and the candidate according to any dependencies it wants.
Transformers (Urbanek et al., 2019; Wolf et al., 2019) is one of the prime models.
By concatenating the two sequences of texts and applying self-attention on each
layer, each word from the candidate label can pay attention to each word from the
input, and vice versa, thereby achieving full (cross) self-attention. As a consequence,
cross-encoders tends to attain higher accuracy scores (Humeau et al., 2020). While
performance improves using cross-encoders, the trade-off lies in the huge compu-
tational cost. Since the representations of cross-encoders take much more time to
compute, it is infeasible to implement it for some tasks, such as massively multilin-
gual language models, or models with billions of dense vector embeddings (Humeau
et al., 2020).

Poly-encoders

Combining the strengths of both architectures, Humeau et al. (2020) proposed poly-
encoders. Similar to bi-encoders, poly-encoders also encode each input context
and candidate label separately. However, at the final stage, they perform an extra
attention layer using global context vectors to extract more information, prior to
the computation of the final dot product. This mechanism enables the candidate
encoding to be incorporated into the context encoding before the computation of
the final score (Humeau et al., 2020). The individual encodings allow caching of
candidate representations, whilst the additional attention layer between the inputs’
global features and a candidate enables a richer interaction of the two items before
the final computation. As such, this approach has a higher performance than bi-
encoders and a faster inference time than cross-encoders.
The architecture and dimension of poly-encoders are identical to BERT-base (De-

vlin et al., 2019), which consists of 12 layers, 12 attention heads, as well as a hidden
size of 768. Like a standard bi-encoder, this architecture uses two Transformers for
the input context and label, respectively. It then encodes the candidate to a sin-
gle vector 𝑦𝑐𝑎𝑛𝑑𝑖 in order to create a pre-computed cache of the encoded responses.
Rather than using only one vector as in the bi-encoder, poly-encoder uses𝑚 vectors
(𝑦1𝑐𝑡𝑥𝑡 ..𝑦𝑚𝑐𝑡𝑥𝑡 ) as the input representation considering the longer sequence of the input
compared to a candidate. Note that the size of 𝑚 has an impact on the inference
speed. Afterward, one extracts the representation of 𝑦𝑖𝑐𝑡𝑥𝑡 using 𝑐𝑖 by applying self-
attention to all of the outputs of the previous layer. One then learns 𝑚 context
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codes (𝑐1, ..., 𝑐𝑚) for obtaining the 𝑚 global features representing the input context.
As such, 𝑦𝑖𝑐𝑡𝑥𝑡 is calculated as in Humeau et al. (2020):

𝑦𝑖𝑐𝑡𝑥𝑡 =
∑
𝑗

𝑤𝑐𝑖
𝑗 ℎ 𝑗 where (𝑤𝑐𝑖

1 , ..,𝑤
𝑐𝑖
𝑁 ) = softmax(𝑐𝑖 · ℎ1, .., 𝑐𝑖 · ℎ𝑁 )

One can then attend the𝑚 global input features with 𝑦𝑐𝑎𝑛𝑑𝑖 as the query (Humeau
et al., 2020):

𝑦𝑐𝑡𝑥𝑡 =
∑
𝑖

𝑤𝑖𝑦
𝑖
𝑐𝑡𝑥𝑡 where (𝑤1, ..,𝑤𝑚) = softmax(𝑦𝑐𝑎𝑛𝑑𝑖 · 𝑦1𝑐𝑡𝑥𝑡 , .., 𝑦𝑐𝑎𝑛𝑑𝑖 · 𝑦𝑚𝑐𝑡𝑥𝑡 ) (2.4)

The end score for a candidate is then 𝑦𝑐𝑎𝑛𝑑𝑖 · 𝑦1𝑐𝑡𝑥𝑡 , which is the same as in a
bi-encoder. Since the number of tokens (𝑁 ) is larger than the input vectors (𝑚),
and the attention on the input and candidate is only computed at the top layer,
the computational speed is far higher than cross-encoders. Figure 2.5 displays the
diagram of the poly-encoders architecture.
In the original paper, Humeau et al. (2020) pre-trained two models, one trained

on Wikipedia and the Toronto Books Corpus as in BERT-base (Devlin et al., 2019),
another on Reddit (Mazaré et al., 2018) as a better-suited dataset for the dialogue
evaluation task. The input is the context and the label is the next utterance when
performing pre-training on the Reddit dataset. As for the Wikipedia and Toronto
Books Corpus, they followed Devlin et al. (2019)’s approach on input representation
– where the input is a sentence and the label is the next sentence in the text. They
reported higher performance of the model pre-trained with Reddit since the data is
more similar to the downstream dialogue task than the Wikipedia + Toronto Books
dataset.

Figure 2.5.: Illustration of the Poly Encoders architecture, illustration adapted from “Poly-
encoders: Transformer Architectures and Pre-training Strategies for Fast and Ac-
curate Multi-sentence Scoring” by Humeau et al. (2020).

2.3.4. Multilingual Pre-trained Language Models
Overview

Massively multilingual models are generally a variant of the standard Transformer-
based language models. For instance, mBERT (Devlin, 2018) is a multilingual
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version of BERT (Devlin et al., 2019), and mT5 (Xue et al., 2021) is a close vari-
ant of T5 (Raffel et al., 2020). These multilingual models are trained in multiple
languages and are capable of processing or generating text in a corresponding lan-
guage. Inheriting the benefits from its pre-trained parent model, the multilingual
variant is excellent at learning in-depth knowledge from its training data (M. Lewis
et al., 2020; Xue et al., 2021). Research has shown that multilingual pre-training is
effective on numerous downstream NLP tasks, such as semantic role labeling (Fei
et al., 2020) and entity linking (De Cao et al., 2021).

T5

As mentioned in Section 2.3.2, T5 is based on Transformer (Vaswani et al., 2017)
with a standard encoder-decoder structure, which enables it to handle both process-
ing and generating tasks.

The distinctive feature of T5 is the unified “text-to-text” format that input and
output are in a natural language text format, instead of the traditional language
representations as in BERT (Devlin et al., 2019) and Transformer (Vaswani et al.,
2017). T5 follows the configuration of the BERT base model (Devlin et al., 2019)
(see Section 2.3.2) for training with a self-supervised and an MLM objective. More
importantly, the configuration of T5 allows using an identical training objective for
every task, which translates to the convenience of using merely one set of hyper-
parameters for fine-tuning downstream tasks effectively.

mT5

mT5 (Xue et al., 2021) is a multilingual version of the “Text-to-Text Transfer Trans-
former” (T5 Raffel et al., 2020) with 101 languages based on a Common Crawl-based
dataset. Its base architecture and objective follow that of 𝑇 5 so as to inherit all the
advantages of T5 (see Section 2.3.4). The primary difference between the two mod-
els is the training data: Instead of only using Common Crawl data in English, it
uses 101 languages in the Common Crawl.
Results showed that this massively multilingual model is highly capable of a var-

ied set of benchmark tasks, in addition to the inherited benefits of a T5 model.
Moreover, the encoder-decoder architecture allows mT5 to generate texts in an un-
seen language (Xue et al., 2021), thereby extending the potential of handling even
more languages than the pre-trained 101 languages.
A critical factor when pre-training multilingual language models is the sampling

of data from each language. It is vitally important to balance the high-resource and
low-resource languages in the data. As under-sourced languages usually have a small
data size, sampling them too often will result in over-fitting the model. However,
sampling too infrequently from resource-rich languages will lead to under-fitting the
model as well. In Xue et al. (2021)’s study, they referenced the sampling techniques
in BERT (Devlin, 2018) and XLM-R (Conneau et al., 2020) and adopted sampling
to increase the size of lower-resource languages. More precisely, the sampling prob-
ability is 𝑝 (𝐿) ∝ |𝐿 |𝛼 , where 𝑝 (𝐿) represents the probability of the sampling text
from a certain language when performing pre-training, and |𝐿 | refers to the num-
ber of examples in that language. 𝛼 represents the hyper-parameters and can be
adjusted to control the probability of the increase in the under-sourced languages’
data during training. Xue et al. (2021) used 𝛼 = 0.3 after performing an ablation
study to find a reasonable trade-off between performance on low- and high-resource
languages. By employing this technique, mT5 has achieved state-of-the-art results
on a diverse range of languages and tasks, particularly for NLG tasks.
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Having reviewed several Transformer architectures and language models, it is ap-
parent that their capability and performance on a variety of tasks are sublime. In
particular, poly-encoders Transformer excels at obtaining richer information while
being computational efficient, which makes it an excellent candidate for knowledge-
intensive tasks such as QA and dialogue systems. Some open-domain knowledge-
grounded dialogue systems also applied this Transformer architecture and reported
state-of-the-art performance (Humeau et al., 2020; Roller et al., 2021; Shuster et
al., 2021). It is worth-noting that most studies that used poly-encoders Transformer
were focused on English tasks only (Roller et al., 2021; Shuster et al., 2021); nev-
ertheless, the scope could be theoretically widened to other languages such as in
the case of BERT (Devlin et al., 2019) and its multilingual version mBERT (De-
vlin, 2018). Taking that into consideration, this project used a pre-trained dialogue
system based on the poly-encoders Transformer architecture for introducing the
English-centric framework to other languages.
Moreover, mT5 has been shown to be effective for different multilingual NLP

tasks, as demonstrated by B. Y. Lin et al. (2021)’s common sense reasoning task,
Hasan et al. (2021)’s abstractive summarization task, as well as Asai, X. Yu, et al.
(2021)’s multilingual ORQA task. Their results further confirmed the capability
of 𝑚𝑇5 beyond the original paper. As a result, following the work of Asai, X. Yu,
et al. (2021), whose task is closely related to dialogue, I decided to use 𝑚𝑇5 as the
dialogue response generation model for this thesis work in the hope of incorporating
its multilinguality to the English-centric dialogue datasets, thereby creating a robust
multilingual dialogue system without in-task training data.

2.4. Transfer Learning
The essence of transfer learning is to apply extracted knowledge from a source
task or domain to a different target task or domain by taking advantage of the
shared knowledge (Ruder et al., 2019). Transfer learning has become the keystone
of the latest progress in NLP, chiefly due to the predominant presence of pre-trained
language models and the state-of-the-art performance on a broad range of tasks
(Ruder et al., 2019). The benefits are manifold depending on the type of transfer
learning. There are two principal forms of transfer learning, including transductive
and inductive transfer learning (Ruder, 2019). The former is applied when the source
and target setting share the same tasks, such as domain adaptation or cross-lingual
learning, whilst the latter is used to learn a new target task, either sequentially
or simultaneously (Ruder, 2019). In the following subsections, I will introduce
intermediate-task learning (see Section 2.4.1) and multi-task learning (see Section
2.4.2) .
As mentioned above, transfer learning has plenty of virtues. A notable one is

the transfer of linguistic knowledge from one setting to another since many NLP
tasks share common language knowledge like linguistic representations and syntactic
similarities (Ruder et al., 2019). Besides, researchers would not need additional
labeled data (in the case of transductive transfer) or would require a lesser amount of
annotated data (in the case of inductive transfer) given that the common knowledge
has already been extracted from the source task (Ruder et al., 2019).

Considering that the target task in a transfer learning scenario is typically low-
resource, one can improve the efficacy of this approach by incorporating various
training techniques, such as combining sequential transfer learning, multi-task fine-
tuning, or both so that the model can gather a diverse set of signals from related
datasets and tasks (Ruder et al., 2019).
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2.4.1. Intermediate-task Learning
Intermediate-task learning, sometimes referred to as sequential transfer learning, is
performed by sequential fine-tuning, first on a pre-trained model, such as GPT-2
(Radford, J. Wu, et al., 2019) or BERT (Devlin et al., 2019), as an intermediate task,
then on the target task like classification or QA (Phang et al., 2020). Researchers
have reported that this type of transfer learning has the most substantial improve-
ments on the target task performance (Ruder et al., 2019), especially for language
understanding tasks in a monolingual, English-centric setting (Phang et al., 2020).

Seeing that most previous work has only tested the effectiveness of intermediate-
task learning on English-based systems, Phang et al. (2020) explored its impact on
non-English systems and reported that the benefits of an English intermediate-task
training even extend to non-English target tasks, with decent performance gains on
QA tasks. Moreover, employing multi-task learning in the intermediate step further
boosts the performance of the target tasks (Phang et al., 2020). An additional
advantage of intermediate-task training is the added stability when fine-tuning the
target tasks, which decreases the variance of the validation performance markedly
(Phang et al., 2019).

Despite the multiple benefits of this technique, the target performance is not
guaranteed and can be strongly affected by the selection of intermediate tasks (Ruder
et al., 2019). Prior work showed that using similar tasks in the intermediate step
is advantageous instead of using dissimilar tasks (Phang et al., 2020; Ruder et al.,
2019). For example, word-level representations are not helpful for sentence-level
predictions. Hence, one should be careful when choosing the pre-training and target
tasks (Aribandi et al., 2021). Howard and Ruder (2018) and Peters et al. (2018)
showed that pre-training lowers the amount of annotated data required to achieve
decent performance; as a result, applying related tasks is particularly useful when
the target task has limited data (Phang et al., 2019). Furthermore, pre-training
provides improvements on the sample efficiency on the final target task (Yogatama
et al., 2019).
Another factor to consider is the size of the target tasks. T.-Y. Chang and Lu

(2021) found that the performance of the target task and the effectiveness of the
intermediate-task have a strong correlation with the target task size. Specifically, the
improvements on the best result from sequential transfer learning diminish gradually
as the training size increases. As such, the size of training data in the target task is
crucial and should be determined carefully.

A final facet to consider is the impact of the intermediate training size. Evidence
showed that using a small set of data (2,000 samples) has already resulted in notable
improvements on the target tasks (T.-Y. Chang and Lu, 2021). One of the plausible
explanations is that this fine-tuning strategy provides high-level guidance on the
pre-trained language model and therefore bridges the gap between the pre-training
model and the fine-tuning phase (T.-Y. Chang and Lu, 2021).

2.4.2. Multi-task Learning
In addition to sequential transfer learning, joint training – commonly referred to
as multi-task learning – has become a widespread method when pre-training or
fine-tuning a machine learning (ML) model.
The intuition behind this approach is identical to the one of human learning in

which one often applies related knowledge learned from other tasks as a helping
force to learn a new task (Mahabadi et al., 2021). For example, it is usually easier
for someone to learn to play the accordion if they already know how to play the
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piano as compared to someone who does not. In the case of machine learning, the
knowledge learned from one task during joint training can often benefit other tasks
(X. Liu et al., 2019).

The primary goal of multi-task learning is, therefore, to learn the representations
between auxiliary tasks, thereby improving the generalization ability of the model
on the original task (Ruder, 2017). In coherence with intermediate-task learning,
this technique is particularly beneficial when the target task has limited data (X.
Liu et al., 2019; Ratner et al., 2018), as it can learn generalized representations from
multiple tasks. On the grounds that the tasks are trained jointly instead of individ-
ually, this approach also substantially reduces the computational and subsequent
costs (Mahabadi et al., 2021).
Multi-task learning, being a form of inductive transfer learning, introduces an

inductive bias to the model, hence causing the model to favor hypotheses that
explain more than one task (Ruder, 2017). A classic approach of multi-task learn-
ing is to integrate related auxiliary tasks that complement the target task (Ruder,
2017). For instance, Aribandi et al. (2021) introduced 𝐸𝑋𝑀𝐼𝑋 which contains 107
supervised NLP tasks across 8 task families, including Natural Language Inference
(NLI), summarization, classification, semantic parsing, commonsense QA, closed-
book QA, reading comprehension, and dialogue. The final model 𝐸𝑋𝑇 5 is capable
of multi-tasking while being extremely sample-efficient. Their experiments showed
that increasing the number of tasks for joint training improves model generalization
significantly.
In order to boost the performance of the main task, multi-task learning has been

applied in many NLP tasks, such as machine translation (M. Johnson et al., 2017;
Malaviya et al., 2017), QA (E. Choi et al., 2017; Jia et al., 2021; O. Ram et al., 2021),
and dialogue (J. Li et al., 2020). For tasks that require Natural Language Under-
standing (NLU) like QA and dialogue, learning different relevant parts of a complex
model jointly is beneficial to the target performance (X. Liu et al., 2019). Khashabi
et al. (2020) demonstrated this advantage by presenting a strong-performing𝑈𝑛𝑖 𝑓 𝑖𝑒𝑑
QA. The model is trained jointly on multiple QA tasks such as extractive QA, ab-
stractive QA, and reading comprehension (Khashabi et al., 2020). Geva et al. (2021)
extended the work by studying the performance of multi-task learning on loosely
related tasks such as summarization and QA and reported an improved model gener-
alization. More importantly, it was found that this training technique has led to the
extrapolation of skills or existing tasks that can be utilized for better interpretability
and generalization in the future.
Whilst plenty of research has demonstrated the efficacy of multi-task training,

training too many tasks concurrently can lead to adverse results (Phang et al.,
2020). Some scholars have suggested the use of multi-task sampling strategy to
better balance the sampling of data-poor and data-rich tasks (Phang et al., 2020).
In particular, the sampling strategy of mT5 (Raffel et al., 2020) (see Section 2.3.4)
was applied and is found to be effective in preventing oversampling of high-resource
tasks.

2.4.3. Few-shot Learning
“Few-shot” learning was originated in the field of computer vision (Fei-Fei et al.,
2006) due to the lack of annotated image data; the approach was later extended
to NLP in view of the remarkable success (T. Gao et al., 2021). In particular, this
paradigm has been adopted for large-scale language models to mitigate the obstacles
caused by limited labeled data in various domains, languages, and tasks (Black et
al., 2021; T. B. Brown et al., 2020).
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However, few-shot transfer is not the only transfer learning technique in machine
learning. Its siblings include “zero-shot” and “one-shot” learning. The cardinal
difference between the three approaches lies in the amount of data in the target
task. Zero-shot transfer does not require data in the target task; therefore, one
evaluates a pre-trained model directly on the target task. One-shot learning, as
the name suggests, requires a bare minimal amount of target training data (1-10
examples of each class or task) for model fine-tuning to guide model prediction.
Few-shot learning, on the other hand, takes in a larger amount of data, albeit still a
small amount (typically within the range of 1-10% of the whole dataset), to fine-tune
the pre-trained model prior to the evaluation of the target task.

Inductive Transfer: Cross-task Among the others, few-shot learning often leads to
the best performing models and is able to achieve competitive results or even better
performance than state-of-the-art, fully fine-tuned models (T. B. Brown et al., 2020;
Hedderich et al., 2020; Lauscher et al., 2020; M. Zhao et al., 2021). In the case
of transfer learning between different tasks, T. B. Brown et al. (2020)’s findings
corroborate this theory, in that GPT-3 trained in the few-shot setting achieves the
best results. For instance, when evaluating GPT-3 performance on TriviaQA – a
closed-book QA task, the model scores 64% accuracy in a zero-shot setting, 68% in a
one-shot setting, and 71% in the few-shot learning setting (T. B. Brown et al., 2020).
Beyond this example, few-shot transfer even achieved state-of-the-art performance
when compared to other fine-tuned models in the same scenario as closed-book QA
(T. B. Brown et al., 2020).

Transductive Transfer: Cross-lingual Besides few-shot learning in a cross-task set-
ting, this technique is also helpful in a cross-lingual scenario. Pre-trained multilin-
gual language models such as mT5 (Xue et al., 2021) and XLM-R (Conneau et al.,
2020) perform the best in cross-lingual tasks like NLI (Conneau et al., 2018) and
argument mining (Toledo-Ronen et al., 2020). Given the multilingual nature, these
models are able to obtain language-agnostic representations, which allow them to
transfer those representations to a downstream task during cross-lingual transfer
(Hu et al., 2020). Whilst many explored zero-shot transfer in a cross-lingual setup
(Artetxe and Schwenk, 2019; Conneau and Lample, 2019) and demonstrated success
(Hu et al., 2020; S. Wu and Dredze, 2019), some scholars reported large variance
between experiments and questioned the reproducibility of such a setting (Keung
et al., 2020; Rios et al., 2020). In light of that, Lauscher et al. (2020) and M. Zhao
et al. (2021) directed their research on few-shot transfer instead. Consistent with
the findings in cross-task transfer, few-shot learning substantially improves the per-
formance on target languages with minimal annotated data required (Garrette and
Baldridge, 2013; Hedderich et al., 2020; M. Zhao et al., 2021).

Nonetheless, there is evidence that the efficacy of few-shot transfer correlates
highly to the selection of few shots and the target task (M. Zhao et al., 2021).
Furthermore, in spite of the increased performance gains according to the number
of shots (𝐾), the amount of increase dwindles as 𝐾 grows (Phang et al., 2019; M.
Zhao et al., 2021). Consequently, it is of vital importance to find an optimal 𝐾
for the maximal performance boost. Notwithstanding that most prior work that
involves few-shot training applied random sampling to select the data for few-shot
training examples (J. Zhang et al., 2020), E. Chang et al. (2021) introduced K-mean
clustering as an instance selection strategy. The fundamental idea is to sample
instances closest to the center of each cluster of which the clusters are split from
a collection of unlabeled data into 𝐾 clusters via K-mean clustering (E. Chang
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et al., 2021). Even though random sampling often underperforms compared to K-
mean-based sampling, it also achieves a much higher upper bound in terms of model
performance. As such, when incorporating a few-shot learning technique, one should
be aware of the trade-offs between different sampling strategies.

All in all, the effectiveness and efficiency of transfer learning techniques have
allowed building good-performing NLP systems without a massive amount of re-
sources. In the case of this project, since there lacks multilingual open-domain
dialogue datasets, applying transfer learning techniques, such as cross-task transfer
or cross-lingual transfer, might be pivotal in the final results of the target task.

2.5. Dialogue System Evaluation
2.5.1. Automated Measures
In terms of model evaluation, the automated metrics for NLG tasks such as dialogue,
QA, and machine translation are different from the evaluation metrics for classifica-
tion tasks considering the different objectives between the two tasks. Classification
tasks typically look for metrics that are able to measure misclassification and the
model’s ability to predict positive classes, such as accuracy, precision, and recall.
By contrast, NLG tasks are generally concerned with the model’s text generation
ability for a certain task, often with a gold standard to measure the discrepancy
between the model’s ability and the reference sentence (Belz and Reiter, 2006). F-
measure (the harmonic mean of precision and recall) and accuracy are essential for
classification tasks, whereas for text generation they do not reflect the underlying
performance of a model – the final output is not binary but text in a natural language
instead. Consequently, metrics like F-measure and accuracy are too coarse-grained
to measure the generated texts from a NLG system.
Besides, automated metrics in NLG very often require annotated reference sen-

tences to evaluate the generated text against the reference (T. Zhang et al., 2020).
Dialogue tasks, on the other hand, often do not have a gold reference response.
The issue holds especially for open-domain dialogue, where a system could generate
unexpected but conversationally appropriate responses. Due to the wide variety of
responses for a given question or statement, creating a decent reference response is
challenging. In view of these factors, dialogue systems are notoriously difficult to
evaluate (Finch and J. D. Choi, 2020). Prior work on dialogue tasks mostly applied
a blend of automated and human evaluation (Finch and J. D. Choi, 2020). Finch
and J. D. Choi (2020) surveyed recent papers in this domain and categorized the
common evaluation protocols into three main groups: automated, static, and inter-
active. In terms of automated metrics, existing evaluation measures for NLG tasks
can be further divided into four major groups :

• N-gram matching, in which the metric counts the number of lexical overlaps
in the reference 𝑥 and generated output 𝑥 . While lexical overlap is measur-
able for Latin-script languages, it is not as appropriate for non-Latin script
languages. Researchers found that these metrics penalize heavily on mor-
phologically rich languages and are biased towards extractive over generative
models when evaluating languages without whitespace separation (some non-
Latin script languages; P. Lewis, Oğuz, et al., 2020; Ruder and Sil, 2021).
Furthermore, it has been reported that these metrics do not correlate well
with human judgment (Deriu et al., 2021; C.-W. Liu et al., 2016; Yeh et al.,
2021), the higher correlation with human judgments, the better and more rep-
resentative is the metric (T. Zhang et al., 2020). Therefore, using this type
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of automated measures might not reflect the actual quality of the models and
the satisfaction rates of the users. Some of the most common metrics in this
group include BLEU (Papineni et al., 2002), ROUGE (C.-Y. Lin, 2004), and
METEOR (Banerjee and Lavie, 2005).

• Edit distance, in which the method relies on counting the number of edit
operations required in order to go from the generated candidate to the refer-
ence sentence. Levenshtein distance is the most widely applied edit-distance
(Levenshtein et al., 1966). Common approaches such as word edit distance
and word error rate are based on Levenshtein distance and are commonly used
for this approach. The edit-distance-based method is typically employed for
evaluating machine translation tasks. TER (Snover et al., 2006) and EED
(Stanchev et al., 2019) are some popular measures.

• Embedding matching, in which it leverages word embeddings to learn dense
token representations to calculate the lexical and structural similarity. Prime
examples include MEANT 2.0 (Lo, 2017) and𝑊𝑀𝐷𝑂 (Chow et al., 2019).

• Learned functions, in which the metric is trained for optimizing the corre-
lation with human judgments. This method typically requires human supervi-
sion of the data, which makes training more costly than the above approaches.
Besides, it is unknown if the metric that was pre-trained on one dataset can
generalize well to new domains (T. Zhang et al., 2020). Notable mentions
in this group include RUSE (Shimanaka et al., 2018), BERTScore (T. Zhang
et al., 2020) and SAS (Risch et al., 2021).

In spite of the large number of automated metrics, the situation is grim when it
comes to multilingual systems since most of the measures are designed with English-
based systems in mind. Contrarily, the number of metrics for multilingual systems
are very few (Razumovskaia et al., 2021) and they typically fall under the more long-
tested category of n-gram matching approaches like BLEU (Papineni et al., 2002)
and ROUGE (C.-Y. Lin, 2004). On the other hand, perplexity, a method that com-
putes the predicted probability of the given reference responses so as to measure
the model’s ability to predict what people will say next, has shown its correlation
with human judgments on the aspects of sensibleness and specificity (Adiwardana
et al., 2020). This metric, however, does not actually assess the generations, but the
decoder architecture of a model. Therefore, some researchers found that even some
changes in the parameters of the generation model can lead to drastic rating differ-
ences by human evaluators, the perplexity score remains near-identical (Adiwardana
et al., 2020; Roller et al., 2021).
As a result, many scholars have resorted to using the traditional n-gram matching

methods to evaluate multilingual NLG models despite their shortcomings (Finch
and J. D. Choi, 2020). To compensate those pitfalls, plenty of researchers applied
a combination of automated and human evaluation while others relied entirely on
human evaluation for dialogue tasks (Finch and J. D. Choi, 2020; Z. Lin et al.,
2021). Using only human assessment is very costly and might lead to difficulty
when comparing with other research given the non-standardized human evaluation
procedures in NLG (see below section) whereas employing n-gram-based methods
has little correlation with human judgment and is disadvantageous to non-Latin
script languages (C.-W. Liu et al., 2016; Yeh et al., 2021). In the end, the measures
one takes depend on the dialogue tasks, the language, and many other variables. The
lack of standard evaluation metrics and procedures hence poses another challenge
for multilingual dialogue tasks.
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2.5.2. Human Evaluation
Non-task-oriented dialogue tasks have a vague and implicit conversational goal com-
pared to task-oriented ones wherein the goal is specific and explicit. For example, a
simple question “What do you think of nationalism?” is open-ended, and hence, has
many possible answers. Therefore, open-domain dialogue systems are more reliant
on the opinions of the target participants (Finch and J. D. Choi, 2020). Despite
these hurdles, the results from human evaluation are a better reflection of the needs
and satisfaction of the real users compared to automated evaluation (Finch and J. D.
Choi, 2020; M. Li et al., 2019); ultimately, it leads to a more accurate indication
of a dialogue system’s quality (M. Li et al., 2019; Z. Lin et al., 2021; Smith et al.,
2022).
Intuitively, this approach involves the assessors interacting with the system them-

selves for several turns and evaluating the system in terms of conversational qualities
based on their personal opinions (M. Li et al., 2019). The judgment is often mea-
sured via a Likert rating scale or pairwise comparison (M. Li et al., 2019). This
protocol can be referred to as interactive evaluation (Finch and J. D. Choi, 2020).
However, there is another approach called static evaluation wherein the assessors
are presented with excerpts of dialogue exchanges between a human being and a di-
alogue system; their only task is to assess the conversations according to the already
taken placed dialogues (Finch and J. D. Choi, 2020). Additionally, J. Li, Galley,
Brockett, Spithourakis, et al. (2016) proposed a novel protocol whereby a dialogue
system engages in a conversation with itself (self-chat).
All three methods undoubtedly have merits and demerits. The assessors of an in-

teractive evaluation have a first-hand experience of chatting with the system, thereby
gaining a better sense of its capability (Finch and J. D. Choi, 2020). Notwithstand-
ing, the procedure is more resource-demanding and time-consuming as opposed to
static evaluation, whose advantage lies in cost and time efficiency (M. Li et al.,
2019). On the other hand, static evaluation provides a controlled environment by
presenting dialogue excerpts, therefore offering a less variance in the experiment.
The upside can, however, be seen as the downside as well. By providing a fixed dia-
logue exchange, it restricts the assessors from unveiling the system’s weaknesses like
inconsistency and repetitiveness (Finch and J. D. Choi, 2020; Smith et al., 2022).
Those flaws are critical in order to evaluate the quality of a conversational system
and, ultimately, to achieve an impartial viewpoint based on the true capability of
the system (Finch and J. D. Choi, 2020). The self-chat method further reduces the
time and human resources required to evaluate the systems (J. Li, Galley, Brockett,
Spithourakis, et al., 2016; M. Li et al., 2019); however, removing human participants
entirely can be detrimental since without human guidance the models might not ask
relevant questions to best evaluate a dialogue system (Smith et al., 2022).

While both interactive and static approaches are employed commonly for dia-
logue system evaluation, the setup varies notably across different studies (M. Li
et al., 2019; Smith et al., 2022). Some studies assessed the models individually with
Likert-score ratings (Dinan et al., 2019; Rashkin et al., 2019; Venkatesh et al., 2018)
whereas others deployed pairwise rating by comparing several models (S. Lee et al.,
2020; J. Li, Galley, Brockett, Spithourakis, et al., 2016; Liang et al., 2020). Further-
more, some works such as S. Lee et al. (2020), J. Li, Galley, Brockett, Spithourakis,
et al. (2016), and Novikova et al. (2018) evaluated the single-turn responses of a
model instead of per conversation (multiple-turn). Considering the multiple-turn
aspect of a dialogue exchange, per-turn evaluation is not able to measure whether a
model is consistent or repetitive across the entire conversation (Smith et al., 2022).
To overcome this issue, researchers proposed per-turn evaluation where it not only
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conducts an evaluation of the whole conversation (per dialogue), but also per turn
(Adiwardana et al., 2020; Komeili et al., 2021).

Smith et al. (2022) carried out a series of experiments to measure the efficacy of
the per-turn versus per-dialogue and single model versus model selection techniques
and their relationships. Based on the results, they hypothesized that per-turn eval-
uation may be better suited when the responses of the evaluated models differ
notably from one another, while per-dialogue evaluation might be preferred if the
differences are more nuanced (Smith et al., 2022). In addition, evaluating models
per-turn is found to better reflect the interestingness of the generated responses
compared to evaluation per conversation (Smith et al., 2022). This, however, comes
with a cost. Smith et al. (2022) reported that the pairwise, per-turn evaluation
required almost tripled amount of time compared to the single-model, per-dialogue
technique to achieve statistical significance for the results. Moreover, they reported
that evaluating a model individually (single-model) and by comparison (pairwise)
result in similar performance, although the latter should be used if the length of the
generated replies differ by average length (Smith et al., 2022).

As discussed in this section, evaluation for dialogue tasks remains an open issue.
Many traditional automated metrics for NLG tasks are found to be not reflective to
human judgment, which is essential in conversational systems given the user-centric
nature of the task. In addition, the lack of multilingual open-domain dialogue
datasets further disables the use of automated metrics, since the majority of them
require a set of reference sentences (C.-Y. Lin, 2004; Papineni et al., 2002; T. Zhang
et al., 2020). Nevertheless, human evaluation in this context is also challenging
with a variety of factors to take into account. Consequently, in order to evaluate a
multilingual dialogue system, a carefully designed human evaluation procedure as
well as manual analysis are of vital importance.

2.6. Summary
Since one of the proposed methods in this thesis work is using transfer learning
from QA to dialogue in a multilingual setting, conducting a review in both areas
is necessary. This background chapter, hence, has discussed various aspects of QA
and dialogue systems for a comprehensive overview on the existing data, models,
and techniques in the two tasks.
Open-domain QA generates an answer retrieved from a large corpus given a ques-

tion. It is closely related to non-task-oriented dialogue where both retrieve relevant
information in a collection to produce an answer when given an input. Recent
research has extended the open-domain QA task to a multilingual setting, with
numerous models and datasets available.
For both dialogue and QA systems, modular model architectures such as retrieve-

then-generate have become common thanks to their efficacy and modularity. To
assemble a modular or end-to-end model for such systems, Transformer and pre-
trained multilingual language models are the models of choice for many state-of-the-
art QA and dialogue studies. The ability to use the same architecture strengthened
the connection between the two tasks.
While research in non-task-oriented, English-centric dialogue systems is blooming,

the multilingual scene is scarce. This is mainly due to the unavailability of in-task
data, hence causing a major obstacle in furthering research in this area. However,
given the similarity of QA and dialogue, the resources in multilingual QA might be
similar enough for transfer learning to be effective.
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To evaluate dialogue systems, one can use automated evaluation metrics, human
evaluation, or both. Most frequently used automated measures have benefits and
shortcomings. One of the biggest hindrances for evaluating a multilingual dialogue
system is that most intrinsic measures require a gold reference, which is almost non-
existent for this task. Moreover, the open-ended nature of the chit-chat-based or
non-task-oriented dialogue makes creating a gold reference itself arduous. In light
of that, human evaluation is very often used along with automated metrics even in
English-centric systems for a more thorough view of a model’s quality.
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3. Languages and Data

3.1. Languages and Linguistic Phenomena
The variety of human languages is vast; according to Ethnologue (Eberhard et al.,
2022), there are around 7,100 living languages in the world, of which over 2,600
languages are categorized in the World Atlas of Language Structures (Dryer and
Haspelmath, 2013) by 192 typological features such as nominal syntax, word order,
case markings, and revitalization. In order to build a multilingual model that can
represent most commonly-spoken human languages, the data should, therefore, ex-
emplify the variety. In addition, the availability of monolingual data differs greatly
among languages. This can be demonstrated by the proportion of data in multilin-
gual question answering (QA) datasets such as 𝑇𝑦𝐷𝑖 QA (J. H. Clark et al., 2020)
and 𝑋𝑂𝑅 − 𝑇𝑌𝐷𝐼 QA (𝑋𝑂𝑅 QA; Asai, Kasai, et al., 2021). As an example, the
size of the question-answer pairs dataset of Arabic is about two and a half times
larger than that of Bengali (47,294 in Arabic and 17,188 in Bengali combining both
𝑇𝑦𝐷𝑖 QA and 𝑋𝑂𝑅 QA, see Table 3.3). Despite the disparity in resources, a dataset
containing a diverse set of languages is more likely to lead to a reliable conclusion on
the system’s generalization across the language families in the dataset, as opposed
to a dataset that has a less varied set of languages.
Considering these factors, I decided to investigate and develop multilingual di-

alogue systems for typologically diverse languages. Out of the seven overlapped
non-English languages in the typologically diverse multilingual QA datasets, I chose
five languages with varied amounts of data in Wikipedia considering the typological
diversity and availability of participants: Arabic, Bengali, Finnish, Japanese, and
Korean. Their varying language families and distinct typological features might help
build a multilingual conversational AI model that can generalize well to languages
that share the same language family as the five languages.
Given that five languages of drastically different typological features will be used

as the target languages for the two proposed dialogue systems in this study, it
might be insightful to know some of the key linguistic phenomena of each language.
The differences in linguistic features can have an impact on the preprocessing of the
dataset and response generation. For instance, grammatical gender could potentially
influence the results. It is because gendered languages have to identify the gender of
the interlocutor and produce a response that adheres to the gender rules, whereas
gender-neutral languages do not need to consider such requirements for generating
a response.
Table 3.1 provides a comparative overview of the typological features of the five

languages in this thesis work. Furthermore, some of the most distinctive linguistic
features of each language will be highlighted briefly as follows:

Arabic: Arabic is a member of the Semitic languages. As can be seen in Table 3.1,
this language uses a non-Latin script writing system. More specifically, Arabic uses
a three-letter root-pattern syllabic writing where a sequence of consonant denotes
the root and the letters differ in the root to represent different meanings (J. H. Clark
et al., 2020). Arabic tokens are separated by either a white space or a punctuation,
which means that the language has both white space tokens and a clear sentence
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Language Writing system Morphology Syntax Morphosyntax

Latin script 1
White
space
tokens

Sentence
boundary

Word
formation 2

Flexible
word order 3

Grammatical
gender 4

Arabic 7 3 3 33 3 3
Bengali 7 3 3 3 3 7

English 3 3 3 3 7 35

Finnish 3 3 3 333 3 7

Japanese 7 7 3 3 3 76

Korean 7 37 3 333 3 7

1 3 indicates Latin script is used as the conventional writing system while 7 refers to the opposite.
However, for languages with non-Latin script writing system, some intermixing of Latin script
can still be expected.
2 The word formation feature includes inflection and derivation.
3 Word order in this context refers to languages that are flexible in word order rather than having
a restricted set of structure and word order.
4 The gender feature here is limited to sex-based gender systems with gender-specific personal
pronouns.
5 Grammatical gender is only present in English in the form of third-person possessive and personal
pronouns.
6 In Japanese, grammatical gender is only present as an optional variant of first-person pronouns.
7 Tokens are generally separated by white space in Korean, although prescriptive spacing conven-
tion is commonly disregarded.

Table 3.1.: Linguistic features of the 5 languages in this study and English for comparison,
adapted from J. H. Clark et al. (2020). 7 indicates the non-existence of a typolog-
ical phenomenon, whereas 3 refers to its existence in a language. The number of
3 indicates the occurrence frequency of such a phenomenon, with 33 indicating
that it occurs frequently, and 333 referring to a very frequently occurred feature.
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boundary (Attia, 2007). From a morphological perspective, Arabic is an inflected
language where the form of a word can be modified to fit into various grammatical
contexts such as changes in tense, number, mood, and case (Shamsan and Attayib,
2015). For instance, the case marking on nouns and adjectives is inflectional in Ara-
bic (Holes, 2004). Hence, it uses a sizeable amount of affixation to form inflectional
as well as derivational words. Affixes can also be changed according to grammatical
number to either singular, dual, or plural (Ryding, 2005). Furthermore, certain
crucial elements in a sentence can be marked by inflection. As such, Arabic allows
a rather flexible word ordering (Holes, 2004). In Arabic, gender is expressed in the
form of verbs according to the subject of the sentence. Nouns are masculine by
default, while they have to meet one of the four criteria to reflect femininity such
as a round Taa ة at the end of a noun or an ممدودة الف at the end of a noun.

Bengali: Bengali is an Indo-Aryan language. Similar to Arabic, it does not follow
the Latin writing system (see Table 3.1); instead, it employs its own script called
the Bengali script. This writing system is an abugida, meaning that the basic
characters are consonants followed by an inherent vowel (Daniels and Bright, 1996).
In terms of word and sentence boundary, Bengali also uses whitespace to tokenize
a string of characters as an individual token and punctuations to mark sentence
boundaries (Alam et al., 2010). As a morphologically-rich language, Bengali words
can be complex because of inflection, compounding, reduplication, and affixation
(J. H. Clark et al., 2020). Consonant clusters are very common in this language
(Thompson, 2020). Syntactically, the word order of Bengali differs greatly from
English. It follows a principle word order of subject-object-verb (SOV), but the
positioning of some of the grammatical elements are flexible (Sinha et al., 2016).
Unlike Arabic or English, Bengali has no grammatical gender; therefore, the verbs
or pronouns do not change based on the gender.

Finnish: Finnish belongs to the Finno-Ugric language family. In contrast to the
four other languages included in this work, Finnish orthography is a Latin-script
alphabet. It follows the convention of whitespace and punctuation for word and
sentence segmentation, respectively. This language is also morphologically rich,
with many inflectional and derivational suffixes (J. H. Clark et al., 2020). In
Finnish, there is a wealth of morphological alternations, which often change the
word stems (Karlsson, 2013). Moreover, it uses nominal compounding extensively,
such as merkin-anto-nappi “button for giving a sign” (Štekauer and Lieber, 2006).
Since Finnish also has inflectional grammar, the ordering of the words can be flexi-
ble to express nuances such as emphasis or positive statements. In terms of gender,
Finnish lacks grammatical gender like other Finno-Ugric languages (Bussmann and
Hellinger, 2003).

Japanese: Japanese is a Japonic language and it is written in a combination of
four writing systems: Kanji (ideograms that derived from the Chinese ideographic
system, mainly used for lexical elements like nouns and verb stems), Hiragana (a pho-
netic alphabet for spelling and grammatical and morphological elements), Katakana
(a phonetic alphabet for foreign words or for emphasis), and the Latin alphabet (for
new Western terms) (J. H. Clark et al., 2020). In Japanese, whitespace is not typi-
cally used as word delimiter; rather, it uses both kanji and hiragana in a sentence.
Example 1 shows the sentence structure of a simple sentence in Japanese.
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(1) 私は
Watashi-wa
I-top

図書館で
toshokan-de
library-loc

英語を
eigo-wo
English-obj

勉強しています。
benkyou-shiteimasu.
study-prog.

“I am studying English in the library.”

From the example above, it can be observed that the scripts are alternated be-
tween kanji and hiragana to express the concept and the grammatical context,
respectively. This alternation allows one to distinguish the lexical items from the
grammatical items, thereby serving the purpose of word segmentation. On a re-
lated note, when using personal pronouns as the subject, especially ‘I’ and ‘you’,
the pronouns are often omitted in Japanese, since Japanese is a null-subject lan-
guage (Ueno and Kehler, 2016). Furthermore, the pronoun to which one refers is
entirely dependent on the context. Similar to most other languages, Japanese also
uses punctuation to mark sentence boundary. From a morphological point of view,
Japanese does not use inflection in nouns but in verbs and adjectives. It inflects
verbs to adjust the nuance, meaning, or purpose. Moreover, this language is mostly
non-configurational and thus has a relatively free word order in general (J. H. Clark
et al., 2020), although verbs mostly appear at the end of a sentence. In addition,
Japanese is a gender-neutral language, except for the informal use of personal pro-
noun ‘I’. To elaborate, ‘boku’ is used by males and ‘atashi’ by females exclusively to
refer to oneself; however ‘watashi’ (gender-less) is the most basic form of the first
person pronoun and it can be used in all situations, especially in a formal or polite
setting.

Korean: Korean is a member of the Koreanic family. Its writing system is Hangul,
which is a non-Latin featural alphabets that are arranged in syllabic blocks (J. H.
Clark et al., 2020). Korean is an agglutinative language where the words are made
up of a sequence of different morphemes and each part is represented by the mor-
pheme (Štekauer and Lieber, 2006). As showed in Table 3.1, Korean uses whitespace
to differentiate words in general, but spacing is not used between particles. In ad-
dition, sentence boundary can be marked by punctuation in Korean; although it is
usually implied by the ending of a sentence rather than using an explicit marker
(punctuation). In terms of word formation, there is a wide set of nominal and verb
post-positions and suffixes in Korean (J. H. Clark et al., 2020). Honorifics are used
extensively to express esteem or respect toward a person, typically of higher social
standing because of age or seniority (Sohn, 2001). Moreover, verbs can even be
inflected to express different politeness levels. On the aspect of sentence structure,
Korean also places the predicate at the end of a sentence like Japanese. It otherwise
allows a very flexible word order in that other non-verb elements can be reordered
to express different nuances. The free word order in Korean can be attributed to
the extensive use of post-positions, which enables marking of a word’s grammatical
role without following a specific order (Yeon and L. Brown, 2013).

For instance, 이 and 가 are used to indicate the subject of a sentence whereas
을 and 를 refer to the object. Example 2 below demonstrates the use of different
syntax to convey nuances and place emphasis. Example 2a contained 연우이 where
“Yeonwoo” is the subject and 영화를 “movie” is the object. The sentence can
be modified to Example 2b to emphasize movie instead. Regarding grammatical
gender, there are no gender differences in Korean.
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(2) a. 연우이
Yenowoo

온유와
Onew-with

함께
together

영화를
movie

보았다
watched.

“Yeonwoo watched a movie with Onew.”
b. * 영화를

Movie
연우이
Yeonwoo

온유와
Onew-with

함께
watched.

보았다

“Yeonwoo watched a movie with Onew.”

3.2. Training Data
In this section, the data used for training and fine-tuning will be detailed. Table
3.2 shows the statistics of the datasets.
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Train Valid. Test Resp.
Length

Multilingual QA
𝑇𝑦𝐷𝑖 QA 11 ✓ 76,414 7,197 7,248 N/A

𝑋𝑂𝑅 QA 7 ✓ 45,374 3,576 5,730 N/A

Long-form QA LFQA 1 ✓ ✓ 231,410 9,828 24.56 130.6

Dialogue
Wizard of Wikipedia 1 ✓ ✓ ✓ ✓ 18,430 1,948 1,933 19.7

BlendedSkillTalk 1 ✓ ✓ ✓ ✓ ✓ ✓ 4,819 1,009 980 11.2

Table 3.2.: Statistics of the training data, including data groups, number of languages, their
features, sizes (number of training, validation, and test dialogues or question-answer
pairs), and average response length (by word).

3.2.1. Multilingual QA
𝑇𝑦𝐷𝑖 QA 𝑇𝑦𝐷𝑖 QA (J. H. Clark et al., 2020) is an open-domain QA dataset that
covers eleven diverse languages. It was created by providing a short summary of a
Wikipedia article as a prompt to the annotators, who were then asked to write a
question that the prompt cannot answer. The questions and the answer passages
in this dataset are always in the same language; however, the questions in different
languages are varied due to the independent question creation process. For instance,
a question that is natural in Japanese なぜ、草津温泉が有名なのか？ “Why is Kusatsu
Onsen so famous?” is less likely to occur naturally in the dataset of a foreign
language such as Arabic or Finnish. 𝑇𝑦𝐷𝑖 QA contains three tasks. The first is
passage selection, which aims to find English Wikipedia paragraphs with information
to answer the input question. The second is minimal answer span; it returns the
start and end indices of the minimal spans that answer an input question given a full
article. Besides these two, the third task is the gold passage task, wherein a passage
already has the answers, and the main goal is to predict the single contiguous span
of characters that can answer the question.

𝑋𝑂𝑅 QA 𝑋𝑂𝑅 − 𝑇𝑌𝐷𝐼 QA (𝑋𝑂𝑅 QA; Asai, Kasai, et al., 2021) is a variant of
𝑇𝑦𝐷𝑖 QA with cross-lingual retrieval ability. 𝑋𝑂𝑅 QA only collected questions that
are deemed unanswerable in 𝑇𝑦𝐷𝑖 QA. An unanswerable question means that an
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annotator is not able to select a passage in an article that contains an answer.
The cross-lingual retrieval feature allows a QA system to retrieve answers from
another language, hence increasing the chance of answers being retrieved for low-
resource languages. Similar to 𝑇𝑦𝐷𝑖 QA, 𝑋𝑂𝑅 QA also has three tasks, namely
passage selection, minimal answer span, and answer generation. The first two tasks
are identical to 𝑇𝑦𝐷𝑖 QA, but the answer generation task is different in that it
expects a system to produce an answer in the target from end-to-end, given the
Wikipedia passages in both English and the target language. This dataset contains
seven typologically diverse languages, including Arabic, Bengali, Finnish, Japanese,
Korean, Telugu, and Russian.

The questions in both 𝑇𝑦𝐷𝑖 QA and 𝑋𝑂𝑅 QA are asked by native speakers of the
particular language. 𝑇𝑦𝐷𝑖 QA does not have an open-retrieval feature but 𝑋𝑂𝑅 QA
can retrieve answers from Wikipedia. Given the absence of multilingual dialogue
datasets, these two datasets are essential to the experiments for the cross-lingual and
cross-task transferability of the existing dialogue systems. It is important to note
that the data size varies from language to language, with lower-resource languages
having significantly lower amount of data. To give a clear picture, Table 3.3 shows
the proportion of the two datasets per language.

Language TyDi XOR QA
Train Valid Test Train Valid Test

Arabic (Ar) 23,092 1,380 1,421 18,402 1,730 1,269
Bengali (Bn) 10,768 328 334 5,064 427 267
Finnish (Fi) 15,285 2,082 2,065 9,768 615 1,727
Japanese (Ja) 16,288 1,709 1,706 7,815 433 1,316
Korean (Ko) 10,981 1,698 1,722 4,325 371 1,151

Total 76,414 7,197 7,248 45,374 3,576 5,730

Table 3.3.: Dataset size of the multilingual question answering (multilingual QA) datasets for
each language.

3.2.2. Long-form QA
LFQA (Mahapatra et al., 2021) is an abstractive long-form QA dataset containing
open-ended questions and knowledgeable, paragraph-length answers from three sub-
reddits, including “Explain Like I am Five (ELI5)”, “Ask Historians”, and “Ask
Science”. The use of this dataset encourages the models to perform long and fluent
text generations as they can learn long sequence from the training data (Krishna
et al., 2021). Using this dataset along with the dialogue data (see below) might
allow the system to produce both short and long sequences, therefore acquiring the
conversational ability that is of higher resemblance of humans.

3.2.3. Dialogue
Dialogue datasets used in the experiments include Wizard of Wikipedia (WoW;
Dinan et al., 2019) and BlendedSkillTalk (BST; Smith et al., 2020).

WoW WoW is a chit-chat English dialogue dataset focused on knowledgeable re-
sponses (Dinan et al., 2019). The knowledge is retrieved from Wikipedia and used
whenever the annotators deem it to be contextually appropriate. It includes 1,431
topics spanning from different domains for a natural conversation.
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BST BST contains a compilation of three different English dialogue datasets: Con-
vAI2 (Dinan et al., 2020), EmpatheticDialogues (ED; Rashkin et al., 2018), and
WoW (Dinan et al., 2019). ConvAI2 is an extension of the PersonaChat dataset
(S. Zhang et al., 2018) that comprises dialogues with a persona for the interlocutors
of the conversation. This dataset thus contains responses where one speaker talks
openly about oneself and engages the other speaker constantly. ED, on the other
hand, comprises empathetic responses during a conversation and dialogue exchanges
about emotion in personal cases. Finally, WoW is composed of knowledgeable re-
sponses in various topics.

Using a diverse set of data allows the model to generate context-appropriate re-
sponses. On the one hand, WoW allows the model to learn knowledgeable responses.
On the other hand, ConvAI2 and ED resemble engaging, conversational, and em-
pathetic answers. Combining these two types of data might allow the models to be
capable of generating responses in both knowledgeable and engaging ways.
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4. Methodology and Experimental Setup
Research in non-task-oriented monolingual dialogue systems has skyrocketed in re-
cent years; in contrast, the situation is slow-moving for the multilingual counterparts
due to the severe lack of relevant datasets. Although there is a multilingual open-
domain dialogue dataset (XPersona; Z. Lin et al., 2021), it focuses on personal
and engaging conversations only and not knowledgeable dialogues, which is one of
the emphasis of this work. In addition, this thesis focuses on typologically diverse
languages in order to represent more language families and varied linguistics phe-
nomena whereas the languages in XPersona are not as typologically varied. For
instance, XPersona includes Italian and French, both of which are part of the ro-
mance Indo-European language family. Conversely, the languages in this work are
from different language families and the use of the languages occurs in a wider set
of regions. As such, it can represent speakers of a more diverse set of countries and
cultures. Moreover, the overlap between the available languages in the dataset and
the target languages of this work is too small (only Korean and Japanese), hence it
is unlikely to create an effective system using the XPersona dataset for this thesis.
To circumvent the dearth of data in this topic, this work aims to investigate the

usefulness of transfer learning from an open-domain question answering (QA) task
to an open-domain dialogue task and from an English-centric dialogue framework
to a multilingual equivalent. This chapter describes the methods and experimental
setup used in this thesis. It begins by describing the general methodology and design
choices of the baseline model in Section 4.1, followed by the two approaches proposed
to meet the conditions for the research questions of this study (Section 4.2 and 4.3,
respectively). In addition, the decoding strategy of the three models is outlined in
Section 4.5. After that, Section 5 describes the evaluation procedures, where Section
5.1 details the intrinsic evaluation metric used and its limitations, and Section 5.2
discusses the crucial considerations when designing human evaluations. Section 5.2
also describes the details of the human evaluation framework, such as the question
development, quality control, and the scoring scale. All of the experiments were
conducted using the open-source dialogue framework ParlAI (A. H. Miller et al.,
2018) based on PyTorch (Paszke et al., 2019).

4.1. Design of Baseline Model: Translate-test
A common baseline approach to multilingual QA is to use a translate-test, which
means that the input and output from English are translated to the target language
so as to use an existing English-centric framework (Asai, X. Yu, et al., 2021; Ruder
and Sil, 2021). Considering the shortage of multilingual dialogue datasets, using
machine translation tools as a baseline is a viable solution. Therefore, I mainly
followed Asai, X. Yu, et al. (2021)’s approach when designing the translation-based
baseline.
This method makes use of a machine translation tool to translate the input to

English, feeds the input to a pre-trained dialogue model, then performs machine
translation (MT) of the answer to the target language. Figure 4.1 shows the pro-
cess of the method. The MT module is based on MarianNMT (Junczys-Dowmunt
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et al., 2018) that was trained on the OPUS-MT dataset (Tiedemann, 2012). Mari-
anNMT is an efficient Neural Machine Translation (NMT) framework that supports
many languages. There are 1,376 pre-trained NMT models covering 134 languages.
Given the speedy inference, wide language coverage, as well as state-of-the-art per-
formance, it was chosen as the machine translation tool for this method. Note that
the language pairs of English-Korean and English-Bengali are not available in Mar-
ianNMT, therefore, Google Translate was used instead to translate the generated
responses to Korean and Bengali.
The pre-trained open-domain dialogue model I employed is a poly-encoders Trans-

former generative model (Blenderbot; Roller et al., 2021). It was first pre-trained
on the pushshift.io Reddit dataset (Baumgartner et al., 2020), fine-tuned on the
Wizard of Wikipedia (WoW; Dinan et al., 2019), ConvAI2 (Dinan et al., 2020),
and EmpatheticDialogues (ED; Rashkin et al., 2018) dialogue tasks, and then fur-
ther fine-tuned on the BlendedSkillTalk dialogue data (BST; Smith et al., 2020).
The Reddit dataset comprises 1.5 billion English training examples from Reddit
in July 2019. Blenderbot 400M uses Byte-level Byte-Pair Encoding (BBPE; C.
Wang et al., 2020) to tokenize the words into subwords. The final model contains
2.7 billion parameters and has 2 encoders, 24 decoders, 32 attention layers, and
2,560 dimensional embeddings. In this experiment, a smaller variant of the 2.7B
parameter model – 400 million parameter model created using knowledge distilla-
tion (Sanh et al., 2019) – was used considering the quick inference (5 times faster
than the non-distilled version) and decent model performance (Roller et al., 2021).
Since Blenderbot was trained on a variety of conversation datasets, it is reported
to be able to produce responses that are engaging, empathetic, or knowledgeable
depending on the situation. As such, this model provides a good baseline to which
the proposed methods that were developed to address the research questions of this
project can be compared.

Input in  
target language

Response output in
target language

Translation to EN (MarianNMT)

Pre-trained poly-encoder
Transformer-based dialogue model 

Blenderbot 400 distilled

Translation to target language
(MarianNMT)

Figure 4.1.: The model structure of the baseline Translate-test in this study.
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4.2. Design of Multilingual Retrieval-Augmented Dialogue Model
(𝑥𝑅𝐴𝐷)

This section describes the decisions made when designing different methods for
a multilingual retrieval-augmented dialogue system. While applying MT tools to
build a multilingual system is undeniably resource-efficient, its downsides are also
manifold (see Section 2.1.5 and 2.2.3). One crucial factor is the unstable quality of
the MT system, especially for non-Latin scripts or resource-scarce languages. This
results in error propagation in the later step of the pipeline, thereby exacerbating
the quality of the final outputs. Creating a multilingual dataset specific to the
task (in this case: open-domain, knowledgeable dialogue data) would be optimal.
Nonetheless, the cost and resources required to compile such a dataset are massive
and scale linearly with the number of languages.
A more resource-efficient alternative is to leverage current multilingual datasets

and utilize transfer learning techniques to adapt the existing out-of-task datasets to
a target task. Transfer learning has been shown effective for many natural language
processing (NLP) tasks (Phang et al., 2019; Radford, Narasimhan, et al., 2019;
Ruder, 2019). In particular, inductive transfer (cross-task) learning allows one to
adapt a model from one task to another, which utilizes a previously trained model
from another task and might benefit the target task if they are of similar nature
(Adolphs et al., 2021; Radford, Narasimhan, et al., 2019). As both QA and dialogue
are conversational AI systems that provide an answer to a given input, transferring
from one to another might be plausible (Adolphs et al., 2021). Furthermore, given
that most generative sequence to sequence (seq2seq) models suffer from generating
factually incorrect statements at times (P. Lewis, Perez, et al., 2020; Marcus, 2020;
Shuster et al., 2021), a retrieval-augmented generation dialogue model could improve
the factual accuracy and provide relevant knowledge of the generated responses, as
reported by Shuster et al. (2021).
After contemplating the advantages and disadvantages of the methods, I decided

to investigate if adapting a QA system to the dialogue task is helpful for a multi-
lingual conversational AI system. To this end, I propose the Multilingual Retrieval-
Augmented Dialogue Model (xRAD), a modular-based approach that takes compo-
nents from a pre-trained multilingual QA model and use it as a parent model to
guide the child model (dialogue). This approach uses the model architecture of
retrieve-then-generate, a method that is commonly used in state-of-the-arts open-
domain QA tasks to ensure correct passages are retrieved (Asai, X. Yu, et al., 2021;
P. Lewis, Perez, et al., 2020; Shuster et al., 2021) (see Section 2.1.3). However, the
generator component in the pre-trained QA model is to generate a factoid answer
given a question, whereas the output from a dialogue system should be a response
containing the answer and possibly other statements, such as an explanation, ques-
tions to the conversational partner, or personal stories. Considering the output
differences between the two tasks, a modification was made on the generator’s archi-
tecture to output a sentence taking the dialogue context into account, in addition
to the input at the current turn (see Section 4.2.3).

The key components of 𝑥𝑅𝐴𝐷 are knowledge retrieval and response generation.
The knowledge retrieval module is used to retrieve relevant knowledge passages
based on the input, while the response generation part is a seq2seq model that
produces the final response conditioned on the retrieved knowledge. I adapted
the task from QA to dialogue by performing multi-task training on the assembled
model 𝑥𝑅𝐴𝐷 with English dialogue data. In the following sections, more details will
be provided for each component in the architecture and for the training schemes
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involved. Figure 4.2 demonstrates the flow of training and model structure of this
approach. Table 4.1 illustrates the datasets used for pre-training and training.

Multi-task fine-tuning  
on English dialogue &   

long-form QA data

Input in target
language

Pre-trained 
generator (mGEN)

Pre-trained  
retriever (mDPR)

Knowledge prediction
model

Response generation
model

Fine-tuning

Response output in
target language

Modified and fine-tuned 
mGEN

Dialogue response
generation model

RAG-Turn Doc-Only

Modification on the
architecture

Figure 4.2.: The modification on model architecture and the training flow of the xRAD in this
study.

Data type Dataset Pre-trained Training
(fine-tuning)

Mixed of long and short texts in
101 languages

Common Crawl ✓

English QA Natural Questions ✓
Multilingual QA 𝑇𝑦𝐷𝑖 QA ✓
Multilingual QA 𝑋𝑂𝑅 −𝑇𝑦𝐷𝑖 QA (𝑋𝑂𝑅 QA) ✓
Long form QA 𝐿𝐹𝑄𝐴 ✓

Knowledgeable dialogues Wizard of Wikipedia ✓
Knowledgeable and engaging

dialogues
BlendedSkillTalk ✓

Table 4.1.: Overview of the data in Multilingual Retrieval-Augmented Dialogue Model (𝑥𝑅𝐴𝐷).
The pre-trained datasets refer to the ones in the generator 𝑚𝐺𝐸𝑁 component.

4.2.1. Multilingual Knowledge Retrieval
The first component of 𝑥𝑅𝐴𝐷 is to retrieve relevant knowledge given an input ques-
tion. Dense Passage Retriever (DPR; Karpukhin et al., 2020) is the recent state-of-
the-art neural retriever in English. It is capable of ranking correct passages given
an input question and retrieving top-𝑘 passages relevant to the topic of the input.
However, one would require a multilingual counterpart to retrieve non-English infor-
mation. The multilingual DPR (𝑚𝐷𝑃𝑅) by Asai, X. Yu, et al. (2021) was extended
from English to multiple languages using a pre-trained multilingual language model
(i.e., mBERT; Devlin, 2018). 𝑚𝐷𝑃𝑅 was first trained with a combination of multilin-
gual and English QA datasets: 𝑋𝑂𝑅 QA (Asai, Kasai, et al., 2021), 𝑇𝑦𝐷𝑖 QA (J. H.
Clark et al., 2020), and Natural Questions (Kwiatkowski et al., 2019). 𝑚𝐷𝑃𝑅 was
further trained using cross-lingual data mining to expand the training data using
Wikipedia language links and model predictions (Asai, X. Yu, et al., 2021). This
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enables the retriever to fetch passages cross-lingually when the contextual passage
is unavailable in the target language.
It is crucial to note that the goal of this component is to provide knowledge-

able context and to reduce factual inaccuracy in the response generator 𝑚𝐺𝐸𝑁 by
augmenting relevant non-English contextual information to 𝑚𝐺𝐸𝑁 . Considering
this goal and that 𝑚𝐷𝑃𝑅 was trained specifically to retrieve passages in multiple
non-English languages, I decided to use 𝑚𝐷𝑃𝑅 as the knowledge retriever for this
model.

4.2.2. Multilingual Response Generation
Generating dialogue responses in the target language is the second component of this
model architecture. It is essential to use a pre-trained multilingual seq2seq model to
achieve this task. In addition, a generation model is able to produce answers in the
target language from the retrieved passages for different languages (Asai, X. Yu, et
al., 2021), therefore it is well-suited for the goal of this work. As such, multilingual
answer generator 𝑚𝐺𝐸𝑁 (Asai, X. Yu, et al., 2021) was chosen as the response
generator. 𝑚𝐺𝐸𝑁 uses mT5-base (Xue et al., 2021) as the base architecture and
was trained with the same combination of multilingual and English QA datasets as
𝑚𝐷𝑃𝑅 so that the generator can learn to produce answers in the QA task. Similar to
𝑚𝐷𝑃𝑅, the generator was also further trained via cross-lingual data mining to guide
the model in producing answers given the predicted gold passages. mT5 employs
SentencePiece (Kudo and Richardson, 2018) as the subword tokenizer and thus I
used the same tokenizer for this approach.

4.2.3. Adaptation to Target Task
Although QA and dialogue both fall under the category of knowledge-intensive nat-
ural language generation (NLG) tasks, there are distinct differences in terms of the
inputs and responses. Regarding the input of the tasks, a QA system receives ques-
tions as the input while a dialogue model might receive statements such as “Today I
walked my dog to a new park and it was fun.” in addition to questions. For an open
QA task, the goal is often to retrieve relevant gold passage(s) and provide a minimal
answer span of the passages to locate an answer. The scenario is different in a non-
task-oriented dialogue task where the goal is to produce interesting responses based
on the input and previous conversation history, instead of providing minimal and
factoid answers. Nevertheless, having relevant knowledge as an additional context
could improve the factual accuracy of a dialogue response, and might be helpful in
providing an interesting, informative response, or both (Shuster et al., 2021).

Modification in model architecture

Taking the key differences into consideration, fine-tuning an existing multilingual
QA model (CORA; Asai, X. Yu, et al., 2021) with English dialogue data might
enable the model to learn the dialogue responses. I used the multilingual knowledge
retrieval component𝑚𝐷𝑃𝑅 and the response generation component𝑚𝐺𝐸𝑁 , following
the work of Asai, X. Yu, et al. (2021). An important note is that in 𝐶𝑂𝑅𝐴, 𝑚𝐺𝐸𝑁
produces an answer token-by-token based on the retrieved passages. Although this
approach is effective for QA tasks, it might not be the case for dialogue tasks, since
QA systems generally search for a minimal span of the answer and generate such an
answer instead of a full sentence. Specifically, the mGEN model outputs a sequence
probability of the answer 𝑎𝐿 in a target language, as presented in Equation 4.1. 𝑞𝐿
denotes a question in a target language 𝐿, 𝑎𝐿𝑖 corresponds to the 𝑖-th token in an
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answer, P𝑚𝑢𝑙𝑡𝑖 is the retrieved multilingual passages, and 𝑇 refers to the total length
of the answer.

𝑃 (𝑎𝐿 |𝑞𝐿,P𝑚𝑢𝑙𝑡𝑖) =
𝑇∏
𝑖

𝑝 (𝑎𝐿𝑖 |𝑎𝐿<𝑖 , 𝑞𝐿,P𝑚𝑢𝑙𝑡𝑖) (4.1)

Moreover, the conversational context of a knowledge-grounded dialogue system
comprises multiple turns rather than one, and it is not clear whether retrieving
documents based on the entire dialogue is beneficial to generate the latest response.
Furthermore, providing a huge amount of information at once can confuse the sys-
tem, since it already has an entire span of conversation history, instead of just a
question as the context in QA (Shuster et al., 2021).
Therefore, to better incorporate the knowledge from the retriever to the genera-

tor, using a turn-by-turn generation approach might be more suitable for a dialogue
system. I changed the 𝐶𝑂𝑅𝐴 generation scheme from mGEN to RAG-Turn Doc-
Only Approach following Shuster et al. (2021). The main difference is that prior to
marginalization over the entire context, RAG-Turn Doc-Only Approach introduces
an additional marginalization step within the turns of a dialogue. This feature
synthesizes information over multiple documents and ensures that the augmented
documents are relevant for the current turn of the dialogue (Shuster et al., 2021).
More specifically, before jointly marginalizing, RAG-Turn Doc-Only Approach takes
each turn separately but considers documents within each turn jointly. As different
turns will be regarded as different contexts, this approach might be helpful in diver-
sifying the retrieved documents and preventing repetitiveness. In this scenario, the
input 𝑞𝐿 and the dialogue context are now considered a set ℚ of 𝑇 turns such that
ℚ = {𝑞1, ...𝑞𝑇 }. The full set of multilingual documents that are retrieved for the dia-
logue context ℚ is –𝑍 = {Z, ...,Z𝑇 }, where Z𝑡 = z1, ...z𝑘 denotes the set of 𝑘 documents
fetched for turn 𝑡 in the input ℚ. The generator probability for each turn 𝑞𝑡 is
formally defined in Equation 4.2, where 𝑦𝑖 denotes the tokens of the answers in the
target language, p𝜂 (z𝑖 |q𝑡 ) corresponds to the entire retrieval probability of choosing
a document z𝑖 for the input and dialogue context q𝑡 , and p𝜃 (𝑦𝑙 |q𝑡 , z𝑖 , 𝑦1...𝑦𝑙−1) is
the full generator probability of putting a token 𝑦1 given the retrieved multilingual
passage z𝑖 , the dialogue context q𝑡 , and the previous output tokens.

pTurn-DO(𝑦 |𝑞𝑡 ) ≈=
𝑚∏
𝑙

∑
𝑧∈𝑍𝑡

p𝜂 (z𝑖 |q𝑡 )p𝜃 (𝑦𝑙 |q𝑡 , z𝑖 , 𝑦1...𝑦𝑙−1) (4.2)

Multi-task training scheme

Aside from modifying the generation architecture, multi-task fine-tuning was also
performed on the assembled model 𝑥𝑅𝐴𝐷 using a combination of English long-form
QA (LFQA) and dialogue datasets, as presented in Table 4.1. LFQA (Mahapatra
et al., 2021) was used so that the model can learn to generate longer responses
than minimal answers as in a regular QA task. In addition, the detailed explana-
tion in an answer might help the model to produce knowledgeable responses. For
dialogue datasets, I used Wizard of Wikipedia (WoW; Dinan et al., 2019) and Blend-
edSKillTalk (BST; Smith et al., 2020). The former contains a diverse set of topics
with informative responses and can guide the generation model to produce dialogue-
like responses in a knowledgeable way, whereas the latter has a mixture of three
dialogue datasets: ConvAI2 (Dinan et al., 2020; S. Zhang et al., 2018), Empathetic
Dialogues (ED; Rashkin et al., 2018), and WoW (Dinan et al., 2019). The purpose
of BST is to provide a blend of dialogue skills, including human-likeness, interesting
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and empathic responses, as well as informative statements. All of these skills are
desirable in a conversational agent, as the combination of the features makes the
agent more well-rounded while being interesting to talk to.
The fine-tuning was done in a multi-task learning setting, where all the training

datasets were concatenated and fed into the generator during training. I used a
simple weighting strategy for sampling, with 1 weight set to LFQA and WoW, and
2 set to BST. The weighting was assigned considering the importance of its presence
with regards to the goal of the model and the size of the training data. In order to
follow the model structure of retrieve-then-generate in a dialogue setting, an index
is required for the retriever to fetch passages efficiently. I generated a FAISS index
(J. Johnson et al., 2019) of the multilingual dense embeddings in𝑚𝐷𝑃𝑅 as provided
by Asai, X. Yu, et al. (2021). A compression technique was employed to compress
the indexed vectors using product quantization (J. Johnson et al., 2019) to reduce
the index building time drastically. I used the technique of IVF4096_HNSW128, PQ128
as recommended by Shuster et al. (2021). Having built a FAISS index, I trained
𝑥𝑅𝐴𝐷 loosely following the hyper-parameters the authors reported in their paper
(Shuster et al., 2021), with some changes due to limitation in computational power.
I used a learning rate of 3e-06, warm-up steps of 500, Adafactor optimizer with a
𝐿2 weight decay of 0.005, and 0.3 gradient clipping. I set the training batch size
to 1 and used dynamic batching, which groups conversations of the same length to
remove unnecessary padding in the tensors and therefore doubles the training speed.

4.3. Design of Multilingual Generative Dialogue Model (𝑥𝐺𝑒𝑛𝐷)
In addition to using a modular, retrieval-augmented approach, I also used an end-
to-end, generative approach for building a multilingual conversational AI system.
Genera- tion-based dialogue model is able to produce new dialogue responses based
on the training data; therefore, it is easier to generalize to unseen context (L. Yang
et al., 2019). Compared to 𝑥𝑅𝐴𝐷 – a hybrid retrieval-generation dialogue system
– an end-to-end, generative model requires a shorter amount of training time. The
reason is that on top of the training on the generator, 𝑥𝑅𝐴𝐷 also requires index
building, which takes a long time to complete (Karpukhin et al., 2020). As such, I
chose to use a generation-based approach considering its efficiency and its utilization
of existing state-of-the-arts dialogue systems. Without any relevant training data in
the target languages, transfer learning might still be effective for different NLP tasks.
Since I took advantage of a pre-trained model, plenty of time and computational
resources could be better utilized on the fine-tuning part. This method, therefore,
fits well with the first research question: “Which of the proposed methods is the best
for introducing English-centric dialogue frameworks to other languages, considering
overall performance and cost?” In this case, I would like to investigate whether
𝑥𝐺𝑒𝑛𝐷 or 𝑥𝑅𝐴𝐷 is the most appropriate approach for a multilingual dialogue system,
taking resource and performance into account.
When designing the system for this approach, I had one main question: Which

transfer learning technique(s) should I use to effectively leverage an English dialogue
system and transfer it to a multilingual setting? Among transfer learning techniques,
there are plenty of literature reporting the efficacy of intermediate-task learning
(T.-Y. Chang and Lu, 2021; Phang et al., 2020, 2019; Pruksachatkun et al., 2020)
and multi-task learning (Mahabadi et al., 2021; Radford, J. Wu, et al., 2019; Ruder,
2017; Sanh et al., 2021). Intermediate-task learning is a training technique where
fine-tuning is first performed on a pre-trained model with an auxiliary task that
is roughly related to the target task, then further fine-tuning is applied on the
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newly fine-tuned model with the data of the target task. Rather than training tasks
sequentially, multi-task learning performs joint training of all the auxiliary tasks.
Both methods have been shown to be beneficial when the target task has limited
amount of data (Y. Liu et al., 2019; Ratner et al., 2018). However, which of these
approaches is better-suited for this task? Intermediate-task learning is reported
to be the most effective when it comes to natural language understanding (NLU)
tasks such as text generation and named entity recognition; nevertheless, it has
only been tested in a monolingual, English-centric setting (Phang et al., 2020). As
a consequence, it is not immediately clear whether this technique is beneficial for
a multilingual, non-English-centric model. On the other hand, the joint training
technique of multi-task learning can improve the generalization of a model on the
target task, as it learns from the multiple relevant auxiliary tasks (Ruder, 2017).
Since the pre-trained model of this method is an English dialogue model, and our

key objective is a multilingual variant of the English model, multilinguality is viewed
as the target task while dialogue is viewed an auxiliary task. Therefore, I decided
to use both intermediate-task and multi-task learning as the training techniques.
Using dialogue and long-form QA task as the first fine-tuning task might further
strengthen the existing model’s dialogue ability, especially in the target areas of this
thesis project (knowledgeable and engaging responses), whereas using long-form QA
might enable the model to learn to produce longer responses, hence compensating
for the second step fine-tuning in which the responses in multilingual QA datasets
are minimal and factoid.
For the pre-trained dialogue model, I used the 400 million parameter BlenderBot

(Roller et al., 2021) (the same model as the baseline model), which is a generative
Transformer with a poly-encoders architecture (Humeau et al., 2020). As mentioned
in Section 4.1, BlenderBot uses BBPE for tokenization. The model was pre-trained
with pushshift.io Reddit data (Mazaré et al., 2018), fine-tuned on ConvAI2 (S.
Zhang et al., 2018), WoW (Dinan et al., 2019) and BST (Smith et al., 2020). Poly-
encoders architecture outperforms the regular bi-encoders in Transformer in terms of
both automated metric and human evaluation, since it learns self-attention features
at a global level rather than token level (Humeau et al., 2020). As BlenderBot was
trained on a combination of different dialogue datasets, its dialogue ability is quite
well-rounded in being able to produce engaging and informative responses (Roller
et al., 2021). Having considered the aim of this approach and the performance of
the pre-trained model, I decided to use BlenderBot for this proposed method.

Figure 4.3 illustrates the training flow of this approach, while Table 4.2 shows the
datasets used for pre-training and fine-tuning in this proposed method.

Data type Dataset Pre-trained Training
(fine-tuning)

Everyday dialogues pushshift.io Reddit ✓
Persona-based dialogues ConvAI2 ✓

Knowledgeable and engaging dialogues BlendedSkillTalk ✓
Knowledgeable dialogues Wizard of Wikipedia ✓ ✓

Long form QA 𝐿𝐹𝑄𝐴 ✓
Multilingual QA 𝑇𝑦𝐷𝑖 QA ✓
Multilingual QA 𝑋𝑂𝑅𝑄𝐴 ✓

Table 4.2.: Overview of the data in Multilingual Generative Dialogue Model (𝑥𝐺𝑒𝑛𝐷)
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Intermediate task: 
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 multilingual QA data 
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Figure 4.3.: The training flow of the method 𝑥𝐺𝑒𝑛𝐷 in this thesis work.

4.3.1. 𝑥𝐺𝑒𝑛𝐷: Training Scheme
I first performed joint fine-tuning on a 400M Blenderbot using LFQA (Mahapa-
tra et al., 2021) and WoW (Dinan et al., 2019) as an intermediate task. As a
multi-task learning objective, the two datasets were concatenated and fed into the
generator during training. I applied weighting as the sampling strategy and set
1 weight to LFQA and 2 to WoW, since LFQA has much more training samples
compared to WoW. Moreover, LFQA is less important when it comes to its effect
on the model since it is not a direct target task (dialogue, multilinguality) but a
complimentary one (longer-form response). I trained this task roughly following
the hyper-parameters of the Blenderbot 2.7B model (Roller et al., 2021), since the
400M variant is a distilled version of the 2.7B model using knowledge distillation.
BBPE (C. Wang et al., 2020) was used as the subword tokenizer as it is good at han-
dling rare words when compared to character or word tokenization. The model was
initialized with 2 encoders, 12 decoders, 32 attention heads, and 1,280 dimensional
embeddings. I used a learning rate of 7e-06, warm-up steps of 500, a dropout rate of
0.1, Adafactor optimizer with a 𝐿2 weight decay of 0.005, and 0.4 gradient clipping.
I set the training batch size to 1 and used half-precision to reduce memory usage
of the neural network. In addition, I also used dynamic batching, which groups
conversations of the same length to remove unnecessary padding in the tensors and
therefore doubles the training speed.
After the intermediate training, I performed the second fine-tuning step by ini-

tializing the newly trained model in this process. A combination of multilingual QA
datasets: 𝑋𝑂𝑅 QA and 𝑇𝑦𝐷𝑖 QA was used as the training data with a multi-task
objective. The sampling strategy was consistent with the previous model (simple
weighting) and the weight was set to stochastic for both dataset. Stochastic sampling
calculates the size discrepancy between the datasets and automatically balances the
gap by setting a ratio according to the size difference (A. H. Miller et al., 2018).
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The remainder of the hyper-parameters are identical to the first fine-tuning step.

4.4. 𝑥𝐺𝑒𝑛𝐷: Ablation Study
Besides the implementation of 𝑥𝐺𝑒𝑛𝐷, I also conducted an ablation study on this
approach to investigate the impacts of the training techniques on the final model’s
generation performance. Two additional models were obtained during the ablation
study by using different training techniques, as shown in Table 4.3. As explained in
Section 4.3, 𝑥𝐺𝑒𝑛𝐷 was trained sequentially with an intermediate task using English
dialogue data and further fine-tuned on multilingual QA data as the target task.
With the original 𝑥𝐺𝑒𝑛𝐷 as the base (referred to xGenD_Full from this section), the
other two models were built with modifications in the training techniques. The first
variant model – xGenD_noTarget – was trained without the second fine-tuning step,
that is, without further training on the target task (multilingual QA), whereas the
second variant – xGenD_noInter – is xGenD_Full without the dialogue intermediate
task.

Training
Model Pre-trained model Intermediate fine-tuning Final training

xGenD_Full BlenderBot 400M 3 3
xGenD_noTarget BlenderBot 400M 3 7
xGenD_noInter BlenderBot 400M 7 3

Table 4.3.: Differences in training schemes of 𝑥𝐺𝑒𝑛𝐷 and its variant models using BlenderBot
distilled 400M as the pre-trained model.

On the one hand, xGenD_noTarget was created to compare with the full version of
the model so as to investigate the effects of the second fine-tuning step on the final
model. On the other hand, xGenD_noInter was built to explore the impacts of the
English intermediate task. To perform an evaluation, I used a modified version of
model self-chat, where one model can talk to another model (Bot-Bot) instead of
a human annotator (Human-Bot). The self-chat concept, by which a model takes
the role of both speakers in a conversation to talk to itself, was introduced by J.
Li, Galley, Brockett, Spithourakis, et al. (2016) and has been employed as part of
a qualitative evaluation by researchers to reduce the time and human resources to
perform a qualitative evaluation on dialogue systems (Ghazvininejad et al., 2018;
M. Li et al., 2019). The self-chat was run on ParlAI (A. H. Miller et al., 2018), with
English as the conversation language for easier and more convenient evaluation and
analysis. I initialized the models with the validation set of Blended Skill Talk (Smith
et al., 2020) since this dataset contains multiple conversational skills, which are the
goal of the models in this study. The initialization provided a two-line persona to
each interlocutor and seeded the conversation with one turn of dialogue exchange.

4.5. Decoding Strategy
For all of the three approaches, nucleus sampling (Holtzman et al., 2019) was used as
the decoding strategy during inference. The underlying principle of this technique
is to make use of the shape of the probability distribution for determining which set
of the tokens to sample from. Given a distribution 𝑃 (𝑥 |𝑥1:𝑖−1), the top-𝑝 vocabulary
𝑉 𝑝 ⊂ 𝑉 is defined as the smallest possible set such that
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∑
𝑥 ∈𝑉 (𝑝 )

𝑃 (𝑥 |𝑥1:𝑖−1 ≥ 𝑝.) (4.3)

The intuition behind this is that if the model is really positive on certain tokens,
only few tokens will have high probability; hence, the set of potential tokens will
be small and the sum of several tokens would likely be enough to exceed to the set
𝑝. Contrarily, for uncertain cases, there will be many more potential candidates
required in order to exceed 𝑝. This allows the technique to preserve the variety
when the tokens with the highest scores have low confidence, while circumventing
text degeneration. Furthermore, it is capable of drawing higher quality text from a
NLG model in comparison to beam search or pure sampling.
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5. Evaluation
In this chapter, different evaluation approaches used in the experiments are dis-
cussed. Section 5.1 describes the automated metric(s), while Section 5.2 explains
and details the two user evaluation methods, namely single model evaluation and
model preference evaluation.

5.1. Intrinsic Evaluation
Measuring the performance of a dialogue system intrinsically is still an open chal-
lenge and has only been a subject of recent research, as mentioned in Section 2.5.1.
While automatic evaluation is the most uncomplicated and undemanding way to
evaluate dialogue models, it is widely considered as a poor indicator of the actual
quality of a dialogue model (Finch and J. D. Choi, 2020; M. Li et al., 2019; Z. Lin
et al., 2021).
In general, the stronger an automated metric correlates with human judgment, the

more representative the metric is of the user satisfaction. However, many commonly
used metrics for natural language generation (NLG) tasks such as BLEU (Papineni
et al., 2002) and F-measure are reported with little human correlation. Moreover,
most of these metrics require a gold reference, which is unavailable in the domain
of non-task-oriented multilingual dialogue for the five target languages employed
in this work. As a result, I evaluate the two proposed approaches in English only
to conjecture the performance for the models. Among various NLG evaluation
metrics, perplexity is found to correlate more strongly with human judgment than
other traditional metrics for dialogue tasks (Adiwardana et al., 2020). Hence, I use
perplexity evaluated on English data to perform quantitative evaluations in this
study. This metric is commonly used to evaluate the efficacy of generative models
by calculating the probability of a sentence to be generated by a model on an unseen
test set. The higher the probability, the lower the perplexity, and hence, the higher
quality the model. It gives one an estimation on the model’s ability to generate
texts in the context it was trained.
Essentially, perplexity is an exponentiation of Shannon’s Entropy (Shannon, 1948),

which represents the average number of bits that one requires to encode the infor-
mation in a random variable. Therefore, perplexity should be the weighted average
number of choices for a random variable (or simply put, the whole amount of all
of the possible information). Perplexity can be formally defined as in Equation 5.1,
where 𝑁 refers the total number of words, 𝑃 is the predictions a model has, and 𝑤
corresponds to each word in a prediction.

𝑃𝑃 (𝑊 ) = 𝑁
√

1
𝑃 (𝑤1,𝑤2, ...,𝑤𝑁 )

(5.1)

Even though perplexity might have a stronger correlation with human judgment
than other conventional metrics, a low perplexity value does not necessarily entail a
high performing model, as discussed in Section 2.5.1. This can be partly attributed
to the different words encodings used in each model when performing model com-
parison. If one compares a model that has a character level encoding with a model
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that learns on a Byte Pair Encoding (BPE; Sennrich et al., 2016), the size of the
dictionary from each encoding differs greatly, since combining the encoded letters
individually will have a higher amount of encodings in the dictionary than words.
Furthermore, even if the perplexity values are identical among two models, the
results from human assessors can be drastically different (Roller et al., 2020). Con-
sequently, it is important to accompany this metric with qualitative evaluation, such
as manual examination on the results or human evaluation, to better estimate the
overall quality of the model and its generations.

5.2. User Evaluation
Even though there has been an increasing research effort to find a better solution
for automated evaluation, these efforts are very coarse-grained and probably provide
little insight into the complete picture (Deriu et al., 2021). Moreover, the majority of
them are limited to English-based frameworks, therefore making them inaccessible
to multilingual systems. As such, a human evaluation is critical for gaining valuable
insights into the performance of the dialogue systems.
I recruited 2-3 volunteering participants in each target language to conduct two

assessment tasks, namely single model evaluation and model preference evaluation.
The participants are either native speakers or fluent speakers of the corresponding
language. They are aged from 20 to 38 and the gender distribution is quite balanced
(58% male and 42% female). Each participant had at most three conversations in
the single model task and one conversation in the model preference task. I collected
two conversations per model per language for each evaluation task.
The first message from the participant was fixed to “Hi” in each target language,

following the convention of Adiwardana et al. (2020) and Smith et al. (2022). The
conversation was complete after both the system and the participant had spoken
for six turns each for the model preference task and seven turns each for the single
model task. The goal of this evaluation approach was to assess the quality of the
generated responses on the aspects of grammaticality, relevance, knowledgeableness,
factual accuracy, and engagingness.

5.2.1. Single Model Evaluation
In this evaluation, the participants were asked to chat with the three systems (the
baseline model, 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷) individually. The sequence in which a model was
presented were randomized. Each partaker was given a persona from the Blended
Skill Talk (BST; Smith et al., 2020) test set, such as “I work in a bookstore. I
like board games.” Throughout the conversation, they were encouraged to chat
freely with the system, while staying in character and asking questions regarding
the assigned persona.
At each turn after the model had generated a response, the participant was

prompted with evaluation statements or questions. The statements and questions
presented to the participants can be viewed as below:

• Grammaticality – this response sounds fluent and grammatical.

• Relevance – this response is relevant to what you were talking about. It is
sensible.

• Knowledgeableness – this response displays the partner’s depth or breath of
knowledge. It is informative.
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• Factual accuracy – if you know the facts relevant to this response, would you
say the facts are accurate?

• Engagingness – this response is interesting. It makes you want to talk to your
partner in a long conversation.

If the response matched a description, the participant checked the box of the corre-
sponding quality. The participant could check all the boxes where the descriptions
were met. If none of the aspects was met by the response, the participant could
select None of the above. The interface of single model evaluation for each response
is illustrated in Figure 5.1.

(a) The instruction pane (left side of the screen)

(b) The conversation pane (right side of the screen)

Figure 5.1.: Screenshot of the single model evaluation technique, where the participants were
asked to rate each response according to the set of conversation criteria.

After the response evaluation, the participant replied according to the generated
response and the conversation continued for seven turns. At the end of the con-
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versation, the participant was asked to rate the overall quality of all the machine-
generated responses from the five aforementioned dimensions with the addition of
‘Interestingness’. The scoring scale used for the final rating is the 5-point Likert-score
(Z. Lin et al., 2021; Smith et al., 2022; Y. Zhang et al., 2020). Figure 5.2 shows
an example of the final rating interface for the single model evaluation technique.
More specifically, the evaluation aspects were defined as follows:

• Grammaticality – Are the responses fluent and grammatical (1: Very unfluent
and grammatically incorrect, 5: Very fluent and grammatically correct)?

• Relevance – Are the responses sensible and relevant (1: Very irrelevant and
non-sensible, 5: Very relevant and sensible)?

• Knowledgeableness – Does the responses display depth or breath of knowledge?
Are they informative (1: Very unknowledgeable, 5: Very knowledgeable)?

• Factual accuracy – Are the response factually accurate (1: Very inaccurate,
5: Very accurate)?

• Engagingness – How much would you prefer to talk to the bot for a long
conversation (1: Would not prefer at all, 5: Would very much prefer)?

• Interestingness – Are the responses interesting (1: Very boring, 5: Very inter-
esting)?

Figure 5.2.: Screenshot of the single model evaluation technique, where the participants were
asked to give a final rating on a scale of five on different conversational aspects.

The strength of this evaluation task lies in its ability to estimate the quality
of each response in different aspects. Apart from that, it also gives an overall
impression on how well the model responds, considering the specified conversational
qualities. Nevertheless, the results from this technique might contain recency bias,
in which the participants might remember the most recent turns of the chat more
strongly, and use them to determine the overall model’s performance (Smith et al.,
2022). Taking that into account, a per-turn model comparison evaluation was also
employed to ensure the results were unbiased.

Success rates for single model per-turn evaluation

Single model per-turn (SM-Turn) means the success rate of a response considering
five conversational qualities – Grammaticality, Relevance, Knowledgeableness, En-
gagingness, and Factual Accuracy – across all turns in a conversation. SM-Turn can
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be calculated into two different success metrics, including linear success rate (Lin)
and winner-takes-all (WTA).

Linear win rate: The gross fraction of model responses that are identified as
successful on the given qualities. This can be presented formally as in Equation 5.2,
where 𝑛 denotes the total number of turns of all the conversations in a language
and 𝑥 represents the total number of times that the given quality was marked as
successful in all conversations per language.

𝑥

𝑛
(5.2)

Winner-takes-all (WTA): The number of conversations for which at a minimum
of four model responses out of seven (a conversation comprises seven turns) are
marked as successful. It can be formally calculated as in Equation 5.3, where 𝐶
refers to the total number of conversations per language per model and 𝑤 denotes
the wins of a model in a conversation.

𝑤

𝐶
(5.3)

5.2.2. Model Preference Evaluation
The second evaluation task aimed to investigate which model a participant prefers
out of the three systems. In this task, the participants were given an evaluation
link where they would chat with the three models at once. At each turn, they
were presented with three randomly placed response choices from each model. The
system then returned their response of choice and the participants would reply to
that accordingly. Note that each participant was also given a persona randomly
in the BST test set, as in the single model evaluation. They were also encouraged
to chat naturally with the model, while staying in character and asking questions
regarding the assigned persona. The main task of this evaluation technique was to
select the response the participants judged as the best considering the task question:

Which next response from your partner would you prefer in a long conversation?
(Engagingness)

The definition of this metric is adapted from M. Li et al. (2019) and Smith et
al. (2022). On top of the indication of their preference, the participants were also
required to give a brief explanation to justify the selection. The conversation would
be completed after both the system and the participant had spoken six turns. Figure
5.3 provides a screenshot example of the model evaluation interface.

Win rates for model preference evaluation

Using a comparison per-turn technique allows direct comparison between each re-
sponse from the three models, therefore making the differences in response length
and quality more visible. Furthermore, the annotators were asked for reasons for
their choice of model response, which provides better interpretability to the results.
In this evaluation task, the participants were asked to select a response out of

three choices, using the engagingness of the response as the key metric for decision. I
computed the win rates of each model over other models. Note that for each model,
the higher the value was, the more preferable was the model. I considered three
different win rate metrics – linear, squared, and winner-take-all (WTA), following
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(a) The instruction pane (left side of the screen)

(b) The conversation pane (right side of the screen)

Figure 5.3.: Screenshot of the model preference evaluation technique, where the participants
were asked to select one response out of three, and give a brief reason on the choice
they made.
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Smith et al. (2022) – for measuring which model was more preferable. Applying 𝑥
as the wins of a model, as well as 𝑦 and 𝑧 as the wins of the rest of the comparison
models, the three win rates can be defined as follows:

Linear win rate: The number of wins of a model over the sum of the wins of all
the models, calculated per conversation. This can be presented formally as:

𝑥

(𝑥 + 𝑦 + 𝑧) (5.4)

Squared win rate: The wins of a model as compared to the others in each con-
versation. It takes the average of all the conversations. Mathematically, it can be
formulated into:

𝑥2

(𝑥2 + 𝑦2 + 𝑧2) (5.5)

Winner-takes-all (WTA): The percentage of all the conversation for which one
model wins given all the turns in a conversation. Formally, it is calculated per
conversation as below:

𝑥∞

(𝑥∞ + 𝑦∞ + 𝑧∞) (5.6)

Both squared win rate and WTA are aggregating over all conversations, which
results in a bigger gap between a model and its competing models, hence lowering
the turn-by-turn variability of the response chosen by a participant (Smith et al.,
2022). As such, they might provide a clearer cut as to which model is preferred over
the linear win rate.

Justification for model preference evaluation

For the model preference evaluation task, I collected and analyzed the justification
texts of the participants’ choice of model response at every turn. Some samples of
the justifications provided by the participants are displayed in Appendix ??. After
the evaluation study, I categorized the justification by model type and performed a
comparison. TF-IDF (term frequency-inverse document frequency) was computed
to measure the term importance in the explanation texts.
Prior to the calculation, I filtered out common English words and phrases by

applying the list of English stopwords from the NLTK library. Moreover, having
experimented with different maximum document frequency ranging from 0.8-1.0 (1.0
refers to the most frequently occurring words while 0 indicates the least), I found
that terms with a maximum of 1.0 document frequency were more informative of
the participants’ reasoning and thus set 1.0 as the maximum document frequency
point. Appendix C shows the top 15 key terms with varying maximum document
frequencies.
Finally, I used TfidfVectorizer from scikit-learn for computing the TF-IDF scores

and set the n-gram to two to obtain phrases of different lengths. To determine the
top-𝑁 terms, I experimented on the range of 10 to 20 for 𝑁 with an increment of
five. As reported in Table 5.1, the mean of 𝑁=15 is closest to the grand mean value
for each model compared with the rest of the possible 𝑁 s. As a result, I set the 𝑁
to 15.
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Model Top-𝑁 Mean (TF-IDF) Grand mean (TF-IDF)

Translate-test
(Baseline)

10 0.615
0.58315 0.576

20 0.557

xRAD
10 0.824

0.75915 0.759
20 0.694

xGenD
10 0.355

0.33915 0.337
20 0.324

Table 5.1.: The mean and grand mean values of the TF-IDF scores when using different 𝑁 val-
ues for the top 𝑁 terms in the justification texts of the model preference evaluation.
The values are rounded to three decimal places. The closest TF-IDF mean scores
to the grand mean are in bold.

5.2.3. Training and Quality Check
To ensure the quality of the annotations and to train the participants on the tasks,
an onboarding task was presented to the participants prior to the start of the actual
conversation itself. The training was performed in English to make sure that I could
understand the annotation quality. The onboarding task was different for each of
the evaluation task.

Singe model evaluation: For the single model evaluation, I asked each participant
to first annotate a two-turn conversation, loosely following the work of Smith et al.
(2022). At each turn, they would check if the generated response fitted any of the
five conversation descriptions, and check the box(es) if the description was met. If
not, they would select None of above.

Model preference evaluation: As for the model preference evaluation, I also followed
the work of Smith et al. (2022) with slight modifications, where each participant
was asked to select one response from three possible responses at each turn. One
response is clearly better than the rest (see Figure 5.5). The participant had to
choose the correct response for all four pair of responses.
If the participants passed the onboarding task, they were then led to an interface

with the conversation to take place. Otherwise, they were given 3 attempts to
redo the task. If a participant ultimately failed all the attempts, they were deemed
disqualified and could not proceed with the actual evaluation task until further
training was done. Fortunately, all the participants passed the training. Figure
5.4 displays a screenshot example of the onboarding task of single model evaluation
and Figure 5.5 shows a screenshot of the onboarding task for model preference
evaluation.
Apart from the onboarding tasks, I also manually inspected the results of the

annotations. If the responses from the participants (in a conversation) were too
short (fewer than three words in several turns), were identical to the previous turns,
or contained offensive words or bias, they would be discarded. However, upon
careful examination, I found that all the dialogues met the criteria and were useful
for evaluating the models’ performance.
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Figure 5.4.: Screenshot of the onboarding task for the single model evaluation
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Figure 5.5.: Screenshot of the onboarding task for the model preference evaluation

64



6. Results
This chapter presents the results of the experiments on multilingual knowledge-
grounded dialogue systems with three different methods, namely, the baseline Translate-
test, the retrieve-then-generate approach 𝑥𝑅𝐴𝐷, and the end-to-end, generative ap-
proach 𝑥𝐺𝑒𝑛𝐷. The results are reported with both intrinsic and extrinsic evalu-
ations. Through intrinsic evaluation, I report the perplexity scores of the three
models evaluated on English data. In terms of extrinsic evaluation, I present the
results of the two user evaluation tasks: single model rating evaluation and model
preference evaluation.

6.1. Quantitative Results
In this section, the results from the intrinsic evaluation are reported for English
using perplexity. Perplexity is a measure of how well the model predicts the data,
see Section 5.1. I report the perplexity values in two different ways:

1. Subtask 1: The perplexity value computed after model training. It was eval-
uated on the validation set(s) (more than 1 set if using multi-task objective)
of the input data in English.

2. Subtask 2: The perplexity score on a specific task. It was measured on the
validation and test set of a dataset. The evaluation was performed in the
original language (English) of the dataset.

It is vital to note that I only measured the perplexity in English, due to the
absence of the corresponding training datasets in a multilingual setting. Since the
models have changed substantially after training, the results from this evaluation
can still serve as an estimation of how well the model can predict the next word
generation in general, despite the lack of multilingual data equivalents.

Model Perplexity (PPL) Tokenization
Translate-test 13.60 BBPE

𝑥𝑅𝐴𝐷 39.76 SentencePiece
𝑥𝐺𝑒𝑛𝐷 (after intermediate-training) 32.45 BBPE

𝑥𝐺𝑒𝑛𝐷 (final model) 24.14 BBPE

Table 6.1.: Results of the perplexity value among the baseline (Translate-test), and the two
proposed methods: 𝑥𝑅𝐴𝐷 and 𝑥𝐺𝑒𝑛𝐷. The values are rounded to two decimal
places. The lowest vales are in bold.

The results of Subtask 1 are showed in Table 6.1. The baseline (Translate-test),
𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷 were compared in terms of perplexity on the English validation
set of the training data. The baseline has a significantly lower perplexity score.
However, it is a pre-trained model on English dialogue data – the only modification
made was that a machine translation (MT) tool was added in the pipeline; no further
training was involved. Because of that, the perplexity score does not reflect the
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model’s ability to predict the next token in a non-English setting. It, nevertheless,
provides a baseline for the two proposed methods: 𝑥𝑅𝐴𝐷 and 𝑥𝐺𝑒𝑛𝐷. The perplexity
for 𝑥𝑅𝐴𝐷 is almost three times higher than that of Translate-test (+26.16). On
the other hand, the final 𝑥𝐺𝑒𝑛𝐷’s perplexity value is larger than Translate-test’s
(+10.54), but smaller than 𝑥𝑅𝐴𝐷’s (-15.62). Using only perplexity as the measure
of the model’s ability to predict the next word given a context, 𝑥𝑅𝐴𝐷 is the worst-
performing model whereas 𝑥𝐺𝑒𝑛𝐷’s prediction would not be far worse than that of
Translate-test.

Evaluation data for Subtask 2

In addition to the automatically computed perplexity score at the end of the train-
ing, I measured the same metric on two specific dialogue tasks:

• Wizard of Wikipedia (WoW; Dinan et al., 2019). I used WoW because of
its knowledgeable and conversational features in the dialogue responses. This
dataset allows one to evaluate how well the model can predict the next token
in the context of informative and engaging conversational responses.

• Blended Skill Talk (BST; Smith et al., 2020). BST was used seeing that it
contains a combination of three open-domain dialogue data – ConvAI2 (Dinan
et al., 2020), EmpatheticDialogues (ED; Rashkin et al., 2018), and WoW –
all of the skills are desired in a conversational agent. ConvAI2 can measure
the engaging response generation, while ED can evaluate if a response has
demonstrated empathy. WoW, as mentioned above, can measure the knowl-
edgeable response generation. Using this dataset enables for measuring the
overall conversation response generation ability of the model given a blended
context.

Table 6.2 shows a comparative table of the perplexity values of the three models
when measured on the two English dialogue tasks. As can be observed, 𝑥𝑅𝐴𝐷 scored
the highest perplexity values in all four evaluation data sets, particularly in the case
of the WoW test set. Translate-test had the lowest perplexity scores among the
three methods, with 𝑥𝐺𝑒𝑛𝐷’s scores being the second-lowest after Translate-test’s.
The perplexity values of 𝑥𝑅𝐴𝐷 on the WoW sets have a much wider discrepancy
than on the BST sets. This suggests that the model is less likely to accurately
predict the next word given a context that contains knowledge. In addition, 𝑥𝑅𝐴𝐷’s
perplexity on the WoW test set is much higher than that of the validation set
(+46.7), whereas the perplexity scores of the rest of the two methods on the same
test set are lower than the validation set (-4.7 for Translate-test and -4.6 for 𝑥𝐺𝑒𝑛𝐷).
Interestingly, the same phenomenon occurs with the BST validation and test sets,
with even 𝑥𝑅𝐴𝐷 having a lower perplexity score on the test set compared to the
validation set. The better test perplexity can be interpreted as the models being
able to generalize well on unseen data. It is sensible given that both Translate-test
and 𝑥𝐺𝑒𝑛𝐷 used a pre-trained dialogue model with both WoW and BST being the
pre-training data. Besides, fine-tuning was performed on 𝑥𝐺𝑒𝑛𝐷 using long-form
QA and WoW, hence allowing the model to further improve its prediction on the
token generation in these contexts. On the other hand, 𝑥𝑅𝐴𝐷 was pre-trained on
multilingual question answering (QA) datasets, which differ considerably from the
dialogue datasets. Moreover, the dialogue responses in WoW are generally longer
than in BST, considering the knowledge it provides. Therefore, it would be more
challenging for a model to learn to produce words in this context than a context with
less factual information (BST in this case, as it contains a blend of three different
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dialogue tasks). As such, 𝑥𝑅𝐴𝐷 learns generating in the context of BST faster than
WoW, resulting in the higher perplexity score on WoW test set as compared to
BST’s. This might indicate that 𝑥𝑅𝐴𝐷 is less capable at generating knowledgeable
responses, especially given an unseen context, while it might be better at generating
engaging responses.

Perplexity (PPL)
Model WoW (valid.) WoW (test) BST (valid.) BST (test) Tokenization

Translate-test 16.98 12.26 10.21 6.58 BBPE
xRAD 35.69 82.40 23.57 16.16 SentencePiece
xGenD 19.22 14.61 20.13 9.75 BBPE

Table 6.2.: Results of the perplexity value evaluated on the validation and test set of two English
dialogue tasks – Wizard of Wikipedia (WoW) and Blended Skill Talk (BST) – among
the three models: baseline (Translate-test), 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷. The lowest vales
are bolded.

6.2. Qualitative Results
Apart from the automated evaluation, I also performed two human evaluation stud-
ies – model preference task and single model rating task – for an in-depth view of
the models’ performance from the users’ perspective. I report the evaluation results
from the two tasks in Section 6.2.1 and Section 6.2.2, respectively.

6.2.1. Model Win Rates from Model Preference Evaluation
The model win rate metric measures the most preferred and engaging model in a
conversation by the number of the selected responses by the participants at every
turn.
As can be seen in Table 6.3 and Figure 6.1, Translate-test was more desirable

across all three win rates for Arabic and Bengali. Yet, 𝑥𝑅𝐴𝐷 was preferred for
Japanese, Korean, and Finnish using linear and squared win rates. However, when
measuring on WTA, both translate-test and 𝑥𝑅𝐴𝐷 are preferred (50/50) for Finnish.
An important factor to take into account is that the preference of one annotator can
shift the WTA score significantly, as there are only two conversations per language
per evaluation task. Consequently, squared win rate is likely to be more reliable
than WTA in this situation. Accompanied with its reduced variability for turn-by-
turn conversation, squared win rate is presumed to be the most reliable metric out
of the three for this study.
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Language
Win rate Model Ar Bn Fi Ja Ko

Translate-test 58.3% 75% 33.3% 0% 16.6%
xRAD 41.6% 25% 66.6% 91.6% 66.6%Linear win rate
xGenD 0% 0% 0% 8.33% 16.6%

Translate-test 66.2% 90% 20% 0% 5.55%
xRAD 33.7% 10% 80% 99.1% 88.8%Squared win rate
xGenD 0% 0% 0% 0.819% 5.55%

Translate-test 75% 100% 50% 0% 0%
xRAD 25% 0% 50% 100% 100%WTA
xGenD 0% 0% 0% 0% 0%

Table 6.3.: Model preference win rates of baseline (Translate-test), 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷 in terms
of engagingness. The highest values are in bold.

Translate-test

xRAD

xGenD
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(a) Linear Success Rate

xRAD

Translate-test

xGenD

0 25 50 75 100

Ar Bn Fi Jp Ko

(b) Squared Success Rate

xRAD

Translate-test

xGenD

0 25 50 75 100

Ar Bn Fi Jp Ko

(c) Winner-Take-All (WTA)

Figure 6.1.: Success rate of 𝑥𝑅𝐴𝐷 vs baseline (Translate-test) vs 𝑥𝐺𝑒𝑛𝐷 on the model prefer-
ence evaluation.
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Justification for model preference

In addition to the model win rates, the justification texts of the participants’ choice
of model response at every turn are also used for evaluation to provide better inter-
pretability. The justifications were analyzed using TF-IDF (term frequency-inverse
document frequency) weighting to compute the importance of the words in the ex-
planations provided. The top 15 terms (in descending order) for each model are
reported in Table 6.4.

Model Top Terms

Translate-test
(Baseline) relevant grammatically, stated language, preference asked, question lead, lead,

lead conversation, related talking, correct sentence, could, sentence, interesting,
could answer, sounds, sounds interesting, fact, fact bangla

xRAD relevant conversation, topic relevant, others interesting, others interesting,
topic although, sentence make, although answer, topic start, good topic, sense
others, natural, natural question, make sense, sounds enthusiastic, enthusias-
tic, sounds relevant

xGenD like, like answering, answering, seems like, seems, answering question, ques-
tion others, uninformative others, relevant current, context, uninformative, one
short, second, current, second one, uninformative

Table 6.4.: Top terms weighted by TF-IDF (when maximum document frequency is 1.0) in
descending order in the justification by participants for the chosen responses as
compared to other models’ responses in the model preference evaluation task.

As can be seen, the top terms in the justification for the baseline model are about
the grammaticality of its model responses. The responses from this model were
generally preferred only for the Arabic and Bengali responses (see the following Table
6.5). This indicates that the baseline model was able to produce more grammatically
correct responses than the other models for these two languages. 𝑥𝑅𝐴𝐷, on the other
hand, was selected mostly because of its relevance and sensibility. It is the only
model whose top terms contain different keywords suggesting these two qualities.
In addition, 𝑥𝑅𝐴𝐷’s responses seemed more interesting, as the TF-IDF scores of the
keyword “interesting” is higher than the baseline. On top of that, 𝑥𝑅𝐴𝐷 was more
often preferred for the responses in Finnish, Japanese, and Korean (see Table 6.5).
As such, it is possible that 𝑥𝑅𝐴𝐷 was more capable at producing relevant and sensible
responses in these three languages, but not in Arabic or Bengali. Another possibility
is that the Arabic and Bengali participants simply preferred grammaticality over
relevance or engagingness. Having examined the full justification texts of the two
languages, the annotators selected the most grammatical responses when none of
the responses were relevant or understandable. However, this phenomenon did not
seem to occur that often among the Japanese, Korean, and Finnish participants.
Furthermore, I observed that 𝑥𝐺𝑒𝑛𝐷 was only selected when the rest of the given
responses were not relevant. The participants also seemed unsure of the actual
relevance of the responses from 𝑥𝐺𝑒𝑛𝐷, since the phrase “seems like” was used quite
often in the justification texts of this model.

6.2.2. Model Scores from Single Model Evaluations
In addition to model preference, I also employed a single model evaluation to in-
vestigate the quality of each model in terms of different conversation skills. This
evaluation involves two metrics, including per-turn success rates (SM-Turn) and
end-of-conversation 5-point Likert scores (SM-Dialog).
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Single model per-turn success rate

As explained in Section 5.2.1, SM-Turn refers to the success rate of a response consid-
ering five qualities – Grammaticality, Relevance, Knowledgeableness, Engagingness,
and Factual Accuracy – across all turns in a conversation.
Table 6.5 provides the SM-Turn scores across the three approaches measured on

5 evaluation metrics. Figure 6.2 shows the visualization of the linear success rates
of 𝑥𝑅𝐴𝐷 by language and by metric, while Figure 6.3 displays the WTA equivalents.
In addition, Figure 6.4 compares the two success rate metrics in terms of variance.
A longer candlestick body indicates that there is a greater point difference between
the minimum and maximum points for the metric.

Language
Ar Bn Fi Ja Ko

Metric Model Lin WTA Lin WTA Lin WTA Lin WTA Lin WTA
Grammaticality Translate-test 42.8% 50% 7.14% 0% 7.14% 0% 7.14% 0% 28.5% 0%

xRAD 57.1% 50% 57.1% 100% 28.5% 50% 64.2% 100% 28.5% 0%
xGenD 0% 0% 7.14% 0% 0% 0% 7.14% 0% 0% 0%

Relevance
Translate-test 0% 0% 7.14% 0% 7.14% 0% 28.5% 0% 35.7% 0%

xRAD 14.2% 0% 71.4% 100% 21.4% 0% 50% 100% 57.1% 50%
xGenD 0% 0% 7.14% 0% 0% 0% 7.14% 0% 0% 0%

Engagingness
Translate-test 21.4% 0% 7.14% 0% 14.2% 0% 35.7% 0% 21.4% 0%

xRAD 0% 0% 64.2% 100% 21.4% 0% 35.7% 50% 42.8% 50%
xGenD 0% 0% 7.14% 0% 0% 0% 0% 0% 0% 0%

Knowledgeableness
Translate-test 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%

xRAD 0% 0% 7.14% 0% 0% 0% 0% 0% 0% 0%
xGenD 0% 0% 7.14% 0% 0% 0% 0% 0% 0% 0%

Factual accuracy
Translate-test 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%

xRAD 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
xGenD 0% 0% 7.14% 0% 0% 0% 0% 0% 0% 0%

Table 6.5.: Performance of Translate-test, 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷 on Single Model Per Turn (SM-
Turn) evaluations. The highest values are in bold.

On the aspect of grammaticality, 𝑥𝑅𝐴𝐷 scored the highest values in SM-Turn in
all five languages except Korean, which had a tie between Translate-test and 𝑥𝑅𝐴𝐷.
When using WTA instead of SM-Turn, it became a draw between the baseline and
𝑥𝑅𝐴𝐷 for Arabic. Hence, it is likely that the generated responses by 𝑥𝑅𝐴𝐷 were
more varied turn-by-turn in the grammatical aspect.
𝑥𝑅𝐴𝐷 was also regarded as the most preferable across all languages in SM-Turn

when it comes to response relevance and sensibility, although in WTA the scores
are 0% for Finnish and Arabic. These two languages also have the lowest value of
relevance in 𝑥𝑅𝐴𝐷 compared to the rest of the languages. As such, it is possible
that 𝑥𝑅𝐴𝐷 struggled to produce responses that were relevant to the conversation
context for Finnish and Arabic.
While the best model for engagingness was 𝑥𝑅𝐴𝐷 for most of the languages (Ben-

gali, Finnish, Japanese, and Korean) in either linear SM-Turn, WTA, or both,
Translate-test was more desirable for the Arabic conversations. Although 𝑥𝑅𝐴𝐷
was more preferable for Finnish, its score was also one of the lowest compared to
the others. It is consistent with the results of relevance and grammaticality, where
both Finnish and Arabic also had the lowest values than the rest of the languages.

It should be noted that all five languages except Bengali had 0% value in the
aspects of knowledgeableness and factual accuracy. What is more, the scores in
Bengali were very low (7.14%), suggesting that these two qualities are practically
non-existent in the generated responses.
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Figure 6.2.: Linear Success Rate of xRAD (Single Model Per Turn)
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Figure 6.4.: Candlestick Chart of Linear Success Rate and Winner-takes-all (WTA) of xRAD
on Single Model Per Turn (SM-Turn). The top and bottom vertical lines at the
candlestick refer to the maximum and minimum value of each metric.
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Single model overall ratings

SM-Dialog refers to the Likert-scores of a model in the five previously mentioned
conversation qualities, with the addition of Interestingness as part of the metric.
In Table 6.6, I report the ratings of the model at the end of a conversation for
the baseline model (Translate-test), 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷. Apart from the rating for
each language, I also calculated the average of the rating per model across the five
languages for a clearer comparison across the models. Figure 6.5 displays the ratings
by the six metrics.
Overall, 𝑥𝑅𝐴𝐷 was the most preferable model across the six conversation qualities,

especially in terms of relevance and engagingness. For instance, the average score of
relevance for the baseline and 𝑥𝐺𝑒𝑛𝐷 was 1.2 and 1, respectively, while the average
was 2.6 for 𝑥𝑅𝐴𝐷 (+1.4 at least). On the dimension of engagingness, the baseline
scored 1.1, 𝑥𝑅𝐴𝐷 gained a rating of 2.2, and 𝑥𝐺𝑒𝑛𝐷 scored 1 on average (+1.1 at
least). When it comes to grammaticality and interestingness, 𝑥𝑅𝐴𝐷’s average score
was at least 0.9 point higher than the other models.

It can be observed that knowledgeableness and factual accuracy were rather weak
for all the three approaches, with 𝑥𝑅𝐴𝐷 scoring slightly higher than the baseline
(+0.3 for both metrics).

The ratings for 𝑥𝐺𝑒𝑛𝐷 are in line with the single model per turn success rates, in
that this model scored zero points across all the evaluation metrics and languages.
This suggests that the generated responses were not comprehendible and it is highly
unlikely for a human being to converse meaningfully with this model.

Language
Metric Model Ar Bn Fi Ja Ko Average

Grammaticality
Translate-test 3 1 2.5 1.5 2 2

xRAD 3.5 3 2.5 3 2.5 2.9
xGenD 1 1 1 1 1 1

Relevance
Translate-test 1 1 1 1.5 1.5 1.2

xRAD 1 3 2.5 3 3.5 2.6
xGenD 1 1 1 1 1 1

Engagingness
Translate-test 1 1 1 1.5 1 1.1

xRAD 1 3 1.5 2.5 3 2.2
xGenD 1 1 1 1 1 1

Interestingness
Translate-test 1 1 1.5 2 1 1.3

xRAD 1.5 3 1.5 2.5 3.5 2.4
xGenD 1 1 1 1 1 1

Knowledgeableness
Translate-test 1 1 1 1 1.5 1.1

xRAD 1 1 2.5 1 1.5 1.4
xGenD 1 1 1 1 1 1

Factual accuracy
Translate-test 1 1 1 1 1.5 1.3

xRAD 2 1 2 1 2 1.6
xGenD 1 1 1 1 1 1

Table 6.6.: Performance of Translate-test (baseline), 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷 on Single Model Dialog
evaluation (SM-Dialog) on the 5-Point Likert Scale. Highest scores across models
are in bold.
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Figure 6.5.: Results of Single Model Final Rating (SM-Dialog) per metric.

6.2.3. Sample Conversations
Several conversations between humans (participants) and the three models (Translate-
test, 𝑥𝑅𝐴𝐷, and 𝑥𝐺𝑒𝑛𝐷) are showed. I selected these conversations since the par-
ticipants’ responses in these dialogues were more engaging and typically contained
both questions and personal statements to the model(s). Conversation A and B are
excerpts from the model preference evaluation task in Finnish (see Table 6.7) and
Korean (see Table 6.8), respectively. In addition, dialogues from the single model
evaluation task are displayed in Table 6.9, 6.10, and 6.11. Some lemon-picked (ran-
dom selection) conversations are shown in Appendix A.

Dialogues from model preference evaluation

Conversation A
Original conversation Translated conversation

Human: Moi! Mitä kuuluu? Hi! How are you?
BotSpeaker: Rakastan monia eläimiä. I love many animals.
Human: Niin minäkin! Minulla on koira jota

rakastan todella paljon!
Me too! I have a dog that I love very
much!

BotSpeaker: Rakastan koiria. I love dogs.
Human: Kukapa ei rakastaisi! Onko sinulla

omaa koiraa?
Who wouldn’t! Do you have your
own dog?

BotSpeaker: Kyllä, minulla on koira. Yes, I have a dog.
Human: Minkälainen koira se on? Onko se iso

vai pieni?
What kind of dog is that? Is it big
or small?

BotSpeaker: Olen koirarotu. I am a dog breed.
Human: Mitä tarkoitat? What do you mean?
BotSpeaker: Rakastan koiria. I love dogs.
Human: Se on meille yhteistä. Missä asut?

Ehkä voisin tulla katsomaan koiraa-
si?

We have that in common. Where do
you live? Maybe I could come and
see your dog?

BotSpeaker: Rakastan eläimiä. I love animals.

Table 6.7.: Conversation excerpt of model preference evaluation in Finnish.
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Conversation B
Original conversation Translated conversation

Human: 안녕하세요! Hello!
BotSpeaker: 나는많은흥미로운것들중일부의팬입니다. I am a fan of some of the many in-

teresting things.
Human: 오, 어떤걸좋아하세요? 저는운동하는걸좋

아해요. 일주일에한번은꼭하거든요.
Oh, what do you like? I like to work
out. I do it at least once a week.

BotSpeaker: 나는운동을좋아합니다. 영화감상을좋아해. I like sports. I like watching movies.
Human: 운동이랑영화감상둘다좋아하는거에요? 저

도어제노숙인쉼터에서봉사활동후영화봤거
든요!

Do you like both exercising and
watching movies? I also watched a
movie after volunteering at a home-
less shelter yesterday!

BotSpeaker: 나는영화를보는것을좋아합니다. I like to see the movie.
Human: 좋아하는영화장르가있어요? 저는액션영화

좋아해요
Do you have a favorite movie genre?
I like action movies.

BotSpeaker: 예 Yes
Human: 어떤장르인지저한테말해주세요. 궁금하거

든요.
Please tell me what genre is. I’m
curious.

BotSpeaker: 그들은매우흥미로운코미디입니다. They are a very interesting comedy.
Human: 코미디좋아하시는군요! 저는운동하면서코

미디영화보는것도되게좋아하거든요.
You like comedy! I really like watch-
ing comedy movies while exercising.

BotSpeaker: 나는많은코미디를좋아합니다. I like a lot of comedy.

Table 6.8.: Conversation excerpt of model preference evaluation in Korean.

75



Dialogues from single model evaluation

Conversation C
Original conversation Translated conversation

Human: !مرحبا Welcome!
BotSpeaker: أصلية ية إنجليز متحدثة أنا لغات، ثلاث أتحدث أنا I can speak three languages, I am an

original English joker
Human: مرحبا Welcome
BotSpeaker: أتمنى فقط ية الإنجليز أتحدث أنا للإعجاب، مثير هذا

أكثر بلغات التحدث بإمكاني كان لو
That is impressive, I can only speak
English, I wish I could talk in more
languages

Human: الأصفر هو المفضل لوني إن حالك؟ كيف مرحبا،
عنك؟ ماذا الجمباز. هي لمفضلة ا ياضتي ور

Hello, how are you? My favorite
color is yellow and my favorite
sports are gymnastics. what about
you?

BotSpeaker: تتحدثين هل عنِك، ماذا لغتين، أتحدث أنا مرحباً،
أخرى؟ لغة

Hello, I can speak two languages,
what about you, do you speak an-
other language?

Human: ية والإنجليز أم) (كلغة العربية أتحدث أنا جيد! هذا
السويدية اللغة أتعلم ومازلت

That is good! I can speak Arabic (as
my mother language) and English
and I am still learning Swedish

BotSpeaker: جاين. اسمي بخـير؟ أنت هل اليوم؟ حالك كيف How are you today? Are you fine?
My name is Jain.

Human: أنتي؟ حالك كيف سؤالك! على شكرا بخـير! أنا I’m fine! Thank you for your ques-
tion! How are you?

BotSpeaker: هل للتسلية؟ تفعل ماذا نفسك؟ عن ماذا بخـير، أنا
أخرى؟ لغة أي تتحدث

I’m fine, what about you? What do
you do for entertainment? Do you
speak any other language?

Human: على مسبقا أجبتك لقد الأسئلة؟ بتكرار تقومين لماذا
الأسئلة. هذه

Why do you repeat questions? I
have already answered these ques-
tions.

BotSpeaker: هل عنك، ماذا ية، والإنجليز الفرنسية أتحدث أنا
جديدة. لغات تعلم أحب أخرى؟ لغة أي لديك

I speak French and English, what
about you, do you have any other
language? I love learning new lan-
guages.

Human: ٺتعلمين جعلك الذي السبب هو ما جيد! هذا
تعلمها تريدين التي الجديدة اللغات وماهي الفرنسية؟
ية الإنجليز أتحدث مسبقا قلت كما أنا المستقبل؟ في
السويدية أتعلم ومازلت بطلاقة

That is good! What is the reason
for you to learn French? What other
new languages do you want to learn
in the future? As I said earlier, I
speak fluent English and I am learn-
ing Swedish

BotSpeaker: هل العالم. لغة تاريخ عن المزيد أتعلم أن أردت لطالما
ذلك؟ عن شيء أي تعرف

I have always wanted to learn more
about the history of the language of
the world. Do you know anything
about it?

Table 6.9.: Conversation excerpt of single model evaluation on the baseline (Translate-test) in
Arabic.
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Conversation D
Original conversation Translated conversation

Human: আসসালামু আলাইকুম! Assalamu Alaikum! (Peace be upon
you)

BotSpeaker: তািলকািরয়ারািরির Listerior
Human: আিম আেমিরকা বাস কির. আপিন েকাথায় বাস কেরন? I live in America. Where do you

live?
BotSpeaker: িিমরাািিিনাাারাাাারাাািিিিরাাাা Miraniairaaraaraarairaiya
Human: আিম আমার পডা়েশানার জন্য আেমিরকায় চেল এেস-

িছ। আপিন অধ্যয়নরত হয় বা কাজ?
I came to America to study. Are you
studying or working?

BotSpeaker: িিিিমাাাাাািনািররাািরাাাাািলাারাািিলাাারাা Maiyavaniyaniyarariyarayaliyaraya-
rayarayaray

Human: আিম াছেত পস কির I like to dance.
BotSpeaker: সাহািরয়াহািররািটিরয়াইিরয়ািছ িকনা Whether Sahariyahariratiyariyachi
Human: তিুম িক নাচেত পার? আিম আমার অবসর সমেয় নাচ

পছ কির।
Can you dance? I like dancing in my
spare time.

BotSpeaker: হ্যাঁ Yes
Human: তিুম েকমন নাচেত পােরা? How can you dance?
BotSpeaker: িজিরািলিরাাসাননািিরাাাাার Jiralirayasannaraira
Human: আিম বাংলােদশ আ থািক I live in Bangladesh.
BotSpeaker: 1965 1965

Table 6.10.: Conversation excerpt of single model evaluation on 𝑥𝐺𝑒𝑛𝐷 in Bengali.

Conversation E
Original conversation Translated conversation

Human: こんにちは! Hello!
BotSpeaker: 私はたくさんの食べ物が大好きです。 I love a lot of food.
Human: そうなんですか？私もすごく好きです。私

は牛丼が一番好きです。
Really? I also like it very much. I
like beef bowl the most.

BotSpeaker: 私はたくさんの野菜が大好きです。 I love a lot of vegetables.
Human: とても健康的ですね! フードバンクでボ

ランティアをすることもあります。日本
には食料品を買う余裕のない人たちがい
るので、その人たちを助けたいと思って
います。

That’s very healthy! I sometimes
volunteer in a food bank. There are
people in Japan who can’t afford to
buy food, so I want to help them.

BotSpeaker: 私はたくさんの食べ物が大好きです。 I love a lot of food.
Human: ええと... わかりました。フードバンクを

ご存知ですか？
Yeah ... I understand. Have you
heard of food banks?

BotSpeaker: 私は少数の人々がボランティアになるだ
ろうことを知っています。

I know that few people will volun-
teer.

Human: それは悲しいかな、事実です。では、ボラ
ンティアで人助けをすることもあるので
しょうか？

That is sadly true. So, do you also
volunteer to help others?

BotSpeaker: 私はボランティアになりたいです。 I want to be a volunteer.
Human: それは素晴らしいことです。今度、一緒に

どうですか？フードバンクで困っている
人たちを助けることができるんだ。

That is wonderful. Maybe you’d like
to join me sometime? We can help
those in need at the food bank.

BotSpeaker: 私はボランティアになりたいです。 I want to be a volunteer.
Human: やった！やりましょう。東京スカイツリ

ーには行かれましたか？私は以前から行
ってみたかったのですが、高所恐怖症な
もので。

Yes! Let’s do it. Have you been
to Tokyo Sky Tree? I have always
wanted to go, but I am scared of the
height.

BotSpeaker: 私はスカイツリーに行きたいです。 I want to go to the Sky Tree.

Table 6.11.: Conversation excerpt of single model evaluation on 𝑥𝑅𝐴𝐷 in Japanese.
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6.3. Ablation Study on 𝑥𝐺𝑒𝑛𝐷
Aside from the main findings, the ablation study also provided interesting insights on
the 𝑥𝐺𝑒𝑛𝐷 model and its variants as well. The ablation aimed to explore the effects
of the training techniques on the final dialogue model’s performance. As mentioned
in Section 4.4 , two variant models were implemented by using different training
techniques in this ablation study. xGenD_noTarget refers to the model that was only
trained on the English dialogue data as an intermediate step, whereas xGenD_noInter
means that it was trained on the multilingual QA data as the final target step
without the intermediate training. On the other hand, xGenD_Full denotes the
original model with sequential training.
The ablation findings are reported in Table 6.12 and 6.13, where they display

examples of the conversations side-by-side (A vs B) for a direct comparison of the
interactions between the three variant models. xGenD_Full was the base model
for comparison (BotSpeaker1). Conversation A indicates that the interlocutors are
xGenD_Full and xGenD_noTarget (BotSpeaker2), whilst the speakers in Conversation
B are xGenD_Full and xGenD_noInter (BotSpeaker2). More examples of the self-chat
conversations among the 𝑥𝐺𝑒𝑛𝐷 variants can be found in Appendix D.
It is observed that speaker 2 in conversation A (xGenD_noTarget) produced more

relevant and engaging responses. By contrast, speaker 1 (xGenD_Full) struggled to
produce full and sensible sentences. At times, it only generated random responses
such as “Oliver” or “Yes”. Intriguingly, xGenD_Full could sometimes produce com-
prehensible and contextually appropriate responses (see Table 6.13). However, hav-
ing reviewed multiple conversations, it is apparent that the model is more likely to
produce random responses rather than relevant ones.
In conversation B, the responses from both models seem highly similar in that

almost all of them are “Yes” only, although speaker 1 (xGenD_Full) had generated a
different response at the beginning of Conversation B1. Nevertheless, the response
is still hardly relevant to the previous conversation history. In this case, it is possible
that the generation ability of xGenD_Full and xGenD_noInter is comparable to one
another.
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Self-Chat Conversation A1 Self-Chat Conversation B1
Context

BotSpeaker1: My father used to be an insurance
salesman. I cannot stand salads.

My passion is programming. I go to
bed pretty late.

BotSpeaker2: I’m looking to start a business. I like
to get involved in politics.

I’m a volunteer firefighter. I’m still
living at home at age 30.

Seeded conversation opener
BotSpeaker1: I can feel a cold sore coming on on

my lip! Quite a frustrating thing be-
fore a big job interview I have!

Oh wow! Are you able to function
when you get up?

BotSpeaker2: I hate when those come around. Yes. When I wake, I listen to the
song ”Night Owl”, by James Taylor
from 1967.

Actual conversation
BotSpeaker1: Yes Yes I’m.
BotSpeaker2: What kind of business are you look-

ing to start?
Yes

BotSpeaker1: Oliver Yes
BotSpeaker2: What kind of business are you look-

ing to start?
Yes

BotSpeaker1: Land Yes
BotSpeaker2: Landscaping Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Landscaping is a great business to

get into
Yes

BotSpeaker1: Yes Yes
BotSpeaker2: Landscaping is a great business to

get into
Yes

Table 6.12.: Example of model self-chat with another model evaluated on Blended Skill Talk.
In Conversation A1, BotSpeaker1 represents 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2 is
𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡 (𝑥𝐺𝑒𝑛𝐷 without the second fine-tuning step on target task). In
Conversation B1, BotSpeaker1 is still 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2 refers to
𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝐼𝑛𝑡𝑒𝑟 (𝑥𝐺𝑒𝑛𝐷 without the intermediate task).
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Self-Chat Conversation A2 Self-Chat Conversation B2
Context

BotSpeaker1: My favorite band is worn. I like
swimming.

My favorite food is pizza. I don’t
like animals.

BotSpeaker2: I enjoy movies about aliens invading
the earth. I just dyed my hair hot
pink with purple highlights.

I’m learning to play guitar. My fa-
vorite music is Jim Hendrix.

Seeded conversation opener
BotSpeaker1: I’m so happy with my life right now! I am sorry, that sounds rough
BotSpeaker2: Yeah? That’s a good thing! What’s

going on in your life right now?
Yes, it was but it was for the best

Actual conversation
BotSpeaker1: Yes Yes
BotSpeaker2: What’s going on in your life right

now?
Yes

BotSpeaker1: I am having a day off work, relaxing
and looking for a swimming place.
You?

Yes

BotSpeaker2: I just dyed my hair hot pink Yes
BotSpeaker1: Wow! How did you manage that Yes
BotSpeaker2: I dyed my hair hot pink with purple

highlight!
Yes

BotSpeaker1: Oh cool Yes
BotSpeaker2: Do you have any hobbies? Yes
BotSpeaker1: Yes, I am a professional swimmer

and am also into yoga
Yes

BotSpeaker2: Do you have a favorite yoga instruc-
tor

Yes

Table 6.13.: Another example of model self-chat with another model evaluated on Blended Skill
Talk. In Conversation A2, BotSpeaker1 represents 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2
is 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡 (𝑥𝐺𝑒𝑛𝐷 without the second fine-tuning step on target task).
In Conversation B2, BotSpeaker1 is still 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2 refers to
𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝐼𝑛𝑡𝑒𝑟 (𝑥𝐺𝑒𝑛𝐷 without the intermediate task).
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7. Discussion
This chapter presents an analysis and discussion of the experimental results in this
study. Moreover, I also discuss the limitations of the current research and provide
recommendations for future work. In the experiment, I explored the possibility of
transfer learning for a multilingual dialogue system in two ways: 1. from an English
dialogue model to a multilingual setting (𝑥𝐺𝑒𝑛𝐷), and 2. from a multilingual open-
domain question answering (QA) model to a multilingual open-domain dialogue
model (𝑥𝑅𝐴𝐷). To investigate the effects of the two proposed methods, several
research questions were stated in the introduction of this thesis work. They are
restated in the following:

1. Which of the proposed methods is the best for introducing English-centric
dialogue frameworks to other languages, considering overall performance and
cost?

2. What are the impacts of English intermediate-task training on the target task
(multilingual dialogue system) in terms of dialogue-like response features?

3. What are the impacts of cross-lingual transfer on the aspect of multilinguality?

4. How does the cross-task transfer of a multilingual question answering model
impact the final dialogue system in terms of dialogue responses and multilin-
guality?

All in all, the retrieve-then-generate approach using cross-task transfer learning
(𝑥𝑅𝐴𝐷) was the best-performing model across the five target languages (Arabic,
Bengali, Finnish, Japanese, and Korean). It also achieved better performance on a
variety of conversation qualities compared to the baseline model and 𝑥𝐺𝑒𝑛𝐷 (cross-
lingual approach). Among the dialogue qualities, 𝑥𝑅𝐴𝐷 performed particularly well
on the aspects of relevance, engagingness, and interestingness. 𝑥𝐺𝑒𝑛𝐷, on the other
hand, failed to produce sensible responses, let alone the other conversation qualities.
The quality of the baseline model’s responses was between that of 𝑥𝐺𝑒𝑛𝐷 and 𝑥𝑅𝐴𝐷.
In addition, the quality of the generated responses from 𝑥𝑅𝐴𝐷 varied for different
languages. The results from human evaluation suggested that this model produced
higher quality responses in Japanese, Korean, and Bengali, whereas the quality of
the Arabic and Finnish responses was not quite as stable. Moreover, in terms of
grammaticality, 𝑥𝑅𝐴𝐷 was preferable to the other two models in general, which
indicates the multilingual generation model’s capability in generating texts in the
target languages. The most surprising finding is that the inclusion of a retrieval
component (𝑥𝑅𝐴𝐷) barely improved the knowledgeableness (+0.3 final rating) and
factual accuracy (+0.3 final rating) of a model response. I will discuss each of the
major findings in greater detail in the following.

Which of the proposed methods is the best for introducing English-centric dialogue
frameworks to other languages, considering overall performance and cost?

Having reviewed the key findings of this study, it is apparent that the response
generation in 𝑥𝑅𝐴𝐷 exceeded 𝑥𝐺𝑒𝑛𝐷 and, to a large extent, the baseline in terms
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of quality. Even though 𝑥𝑅𝐴𝐷 required a longer period of training time and more
powerful computational resources, the performance discrepancy between the two
models was substantial. Considering the nonsensical model outputs by 𝑥𝐺𝑒𝑛𝐷 and
the mostly sensible, relevant responses by 𝑥𝑅𝐴𝐷; 𝑥𝑅𝐴𝐷 is clearly a better option for
extending an English open-domain dialogue system to other languages.
Intriguingly, the perplexity scores of 𝑥𝑅𝐴𝐷 did not correlate strongly with the

human evaluation results in terms of engaging responses, since whereas 𝑥𝑅𝐴𝐷 out-
performed the baseline and 𝑥𝐺𝑒𝑛𝐷 in this quality but the perplexities evaluated
on the Blended Skill Talk dataset indicated otherwise. Despite that, the perplexi-
ties of the baseline and 𝑥𝐺𝑒𝑛𝐷 were generally reflective of the human evaluations
when comparison was made among these two models only. This can be attributed
to the different tokenization schemes of the approaches. The baseline and 𝑥𝐺𝑒𝑛𝐷
used Byte-level Byte Pair Encoding (BBPE; C. Wang et al., 2020) as the subword
tokenizer while 𝑥𝑅𝐴𝐷 used SentencePiece (Kudo and Richardson, 2018) instead. Al-
though both are subword tokenizers, BBPE further encodes the words in the corpus
into UTF-8 codes in the target language before learning the vocabulary on a byte
level. As a result, the size of the vocabulary and its content can differ greatly. The
findings are consistent with the Huyen (2019)’s deduction that it can be difficult to
compare these models in terms of perplexity given the use of different tokenizers
across models. Nonetheless, this scenario often occurs when using pre-trained mod-
els from different studies. In view of that, Huyen (2019) recommended to state the
use of the subword tokenizers and employ other metrics on the top of perplexity
to better interpret the results. This study followed the recommendation and used
human evaluation tasks along with perplexity to better evaluate the models.

7.1. 𝑥𝐺𝑒𝑛𝐷
This section discusses the impacts of the intermediate training and cross-lingual
transfer learning on the model 𝑥𝐺𝑒𝑛𝐷 regarding dialogue-like response features and
multilinguality. In a way, this section acts as an interpretation of the findings and
as a form of answering the second and third research questions. To restate the
approach of 𝑥𝐺𝑒𝑛𝐷, it was first fine-tuned on a pre-trained English dialogue model
(BlenderBot) with English dialogue datasets as an intermediate task, followed by
being further fine-tuned on multilingual QA datasets to make use of the multilingual
data in a related task.

7.1.1. Impacts of English Intermediate Training
The results confirmed the idea that the intermediate training of dialogue and long-
form QA strengthens the pre-trained model’s dialogue ability, particularly on the
aspects of engagingness in the responses (see Conversation As in Table 6.12 and
6.13). It is expected since further fine-tuning on the same task generally leads to
positive results with more stability in the quality (Phang et al., 2020; Smith et al.,
2020).
However, the training did not seem to improve the knowledgeableness of the

responses. In addition, the utterances generated by xGenD_noTarget were typically
shorter than those of xGenD_Full, albeit the negligible difference in lengths. One of
the possible explanations is that the training datasets, especially LFQA (Mahapatra
et al., 2021), were too long (paragraph size), and thus required a longer training
time to generate multiple sentences accurately.
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7.1.2. Impacts of Sequential Training and Cross-lingual Transfer
xGenD_Full could generate better dialogue responses when its interlocutor (xGenD_
𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡) provided comparatively more engaging questions and responses. Con-
trarily, the responses of xGenD_Full were far worse when the conversation partner
(xGenD_noInter) was not able to raise questions or provide longer statements (as
in Conversation B1 and B2 in Table 6.12 and 6.13). The differences between the
conversations are quite astonishing. Combined with the high perplexity score, it
is evident that xGenD_Full was under-trained. Due to the time and computational
constraints in this project, training of xGenD_Full could not take too long. In spite
of the need to build an index for retrieval in 𝑥𝑅𝐴𝐷, its training time was similar to
that of xGenD_Full. One plausible explanation is that using a two-stage multi-task
fine-tuning with different dialogue tasks that contain a large variation in response
lengths confused the pre-trained model and thus the model required a much longer
time to converge.
Furthermore, given that the model outputs from 𝑥𝐺𝑒𝑛𝐷 were almost entirely

unintelligible with random and short-phrased facts occasionally, it indicates that
the second fine-tuning step with multilingual QA data might have overwhelmed
the knowledge learned during the intermediate fine-tuning step, hence resulting
in catastrophic forgetting of the task(s) acquired during previous fine-tuning and
pre-training (Phang et al., 2020). Catastrophic forgetting refers to the problem
of abruptly losing the previously learned knowledge from the first task(s) when a
second task is incorporated (French, 1999). This phenomenon occurs when the
neural network is trained sequentially on more than one task due to the change of
weights from the initial task(s) in order to meet the objectives of the second task.
Previous literature in a similar domain (multilingual QA) suggested using multi-
task training could prevent generation degradation, thereby mitigating the problem
brought by catastrophic forgetting (Lauscher et al., 2020). Nevertheless, even with
the use of multi-task training in both the intermediate and final training step, such
a scenario still occurred in 𝑥𝐺𝑒𝑛𝐷. One of the possible justifications is their use of
mixed task objectives, where masked language modeling (MLM) on a subset of the
𝑚𝑇 5 training data was applied occasionally in addition to the main QA generation
task. This blend of tasks is different in nature from the multi-task technique of
this study, where two multilingual QA datasets were used in the final fine-tuning
step. As a consequence, it might have caused the degeneration of the multilingual
generation capabilities. In addition, the model differences can not be ignored, as
Lauscher et al. (2020) employed𝑚𝑇5−𝑋𝐿 (Xue et al., 2021) while I used an English
poly-encoders generative Transformer. It implies that without being pre-trained
in the target languages, the transfer capabilities of the model were not enough to
transfer from English to different languages.
Moreover, while sequential training is known for its ability to stabilize the fine-

tuning process of the target task(s) by reducing the variance of the model perfor-
mance on validation data (Phang et al., 2019), having a large amount of training
data in the target task can be detrimental to the overall transfer (T.-Y. Chang
and Lu, 2021), although the definition of large training data was not clearly spec-
ified. In the case of this study, all the multilingual QA (𝑇𝑦𝐷𝑖 QA and 𝑋𝑂𝑅 QA)
training samples were used (121,788 question-answer pairs in total, see Table 3.2)
for fine-tuning. Consequently, the size of multilingual QA might be too large for
effective fine-tuning of the target task in this experiment. In future studies, it is
recommended to perform careful ablation studies to determine to size of the target
task dataset in order to prevent the problem. It is also noteworthy that although
the goal of the experiment is to create a multilingual open-domain dialogue sys-
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tem, the target task for this approach is multilingual QA rather than multilingual
dialogue due to the shortage of dialogue data in all the five target languages. Con-
sequently, multilingual QA was treated as the primary target task and dialogue as
the secondary target. Bearing in mind that intermediate-task training is effective
when the intermediate and target tasks are similar, the results indicate that the
difference in response lengths between the two tasks might render them less similar
to the neural network, particularly for the long-form QA (LFQA) dataset whose
average response length is 130.6 words. Training each task individually, as a result,
did not help compensate for the difference in the response lengths in this scenario.
In terms of multilinguality, fine-tuning using the multilingual QA task after the

intermediate training resulted in changes in the language of the generated responses
in xGenD_Full. The model was able to generate texts in the target language, albeit
mostly incomprehensible ones. According to the feedback of the participants, the re-
sponses were mostly random in-language alphabets or characters being put together.
Hence, they did not form a meaningful word in the target language. On some oc-
casions, the model was able to generate ‘Yes’ in the target language, which is the
reason why the responses were preferred over the others in the Japanese and Korean
models in the human evaluation study, particularly when the other responses did
not make sense. I randomly selected several examples of the xGenD_Full responses
from the conversations in the user evaluation tasks and they can be referred to in
Table 7.1.

Arabic Bengali Finnish Japanese Korean

Generated
response

الدعم خدمات يق فر িিমরাািিিনাাারাাাারাাািিিিরাাাা Tikon ッ � 嘫ネ奴 아샘스

Translation Support Services
Team

Miraniairaar-
aaraarairaiya

Untranslatable Untranslatable Assams

Generated
response

نعم نعم نعم হ্যাঁ Joo はい 예

Translation Yes yes yes Yes Yes Yes Yes

Generated
response

الـنـن مـن قـدم قـد لـقـد
الـنـة الـنـون الـعـنـون الـنـة الـم
الـعـنـون

সাাানারিরার Kirkova 1986 年 아롄렠일일젠넴이섔튔아
덠론 일압 릴 전
스읰필전 스 아흼젠
늄읠 슌일 스읔
땕 전읝

Translation It came from Al-
Nan Al-Mannah
Al-Nan Al-Anun
Al-Anun

Of Sanarari Untranslatable 1986 (year) Alianjeol Ilzen-
nem Yishun
Yishun Arelon
Ilap Reel Jeon
Ssang Autzenium
Shun Sun Shun Il
Spit Jeon

Table 7.1.: Examples of responses generated by 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙

A likely explanation of this issue is the use of encoding of BBPE as the model to-
kenizer in xGenD_Full. Prior to learning vocabulary on a byte-level, BBPE converts
the corresponding UTF-8 codes of the target language (C. Wang et al., 2020). One
of the key merits of BBPE is its shared subwords in a sub-character level among
various languages, without the need for character overlap between different language
scripts. As a consequence, it reduces the number of rare tokens and obtains higher
frequency tokens in the vocabulary. Ultimately, it improves the learning of the rep-
resentation of the subwords, especially for character-rich languages like Japanese,
Thai, and Arabic. One critical element of the BBPE vocabulary is that a byte-level
token can have no corresponding original text. For instance, a substring in a UTF-8
unicode in a Japanese character is likely to contain more than one byte. Depending
on the frequency of the other bytes in the subwords, they might not be included in
the vocabulary. Without all the bytes that constitute the full word or character, the
full word cannot be formed, thereby resulting in the loss of the full word with certain
parts (bytes) remaining in the vocabulary. As stated by Wei et al. (2021), this issue
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can lead to the generation of infeasible words during the decoding process for nat-
ural language generation (NLG) tasks such as abstractive summarization, dialogue
response generation, and paraphrase generation. The findings of this study corrob-
orated with their theory in that BBPE generated improbable words by combining
random bytes together. This phenomenon occurred for all of the five languages,
but it was particularly common in Bengali and Finnish, both of which are inflected
languages that use inflection and derivation heavily to alter words. On the other
hand, such an issue seemed not as prevalent in Arabic, Japanese, or Korean. In
particular, xGenD_Full simply generated ‘Yes’ in most of the Japanese and Korean
conversations of this model. It is observed that when the participant had entered a
longer sentence with a question directed to the model, the generated response was
most often ‘Yes’, instead of an ill-formed word. Raising questions is, therefore, likely
to trigger the model to attempt at replying to the question, whereas a response with-
out questions made the model unsure of what to generate based on the immediate
context, especially when the model was poor at generating responses to the trained
context. Upon examining the conversations, I observed that the participants of the
Japanese and Korean conversations had provided more guidance (including asking
questions at every turn) towards the model and thus led to better-generated utter-
ances in those conversations. As explained previously, the generation variability of
xGenD_Full was huge; consequently, the model was more sensitive to the input of
the interlocutor.

7.2. 𝑥𝑅𝐴𝐷
In this section, I will discuss the impacts of the model architecture and training
techniques on the model 𝑥𝑅𝐴𝐷 regarding factual accuracy, dialogue responses, and
multilinguality, as a means to answer the research question “How does the cross-
task transfer of a multilingual question answering model impact the final dialogue
system in terms of dialogue responses and multilinguality?”.

7.2.1. Effects of Retrieval on Generations
Before evaluating the quality of the utterances as a result of the transfer learning
techniques, it is also crucial to consider the impacts and implications of the find-
ings regarding the modified architecture. As reported, none of the three models in
this study generated knowledgeable responses. While it might be expected for the
other two approaches, it is surprising for 𝑥𝑅𝐴𝐷, considering that this model com-
prised a retriever along with a generator. Upon investigating the retrieval results,
I observed that paragraphs related to the last dialogue response were retrieved for
some of the responses. In particular, when a response containing more tangible
concepts or entities was presented to the model, such as ‘Tokyo Skytree’, ‘homeless
shelter’, or ‘gymnastics’, the corresponding relevant paragraphs could be retrieved.
However, if the responses from the participants were more generic or had not ex-
plicitly mentioned the topic, such as اكثر تلعب لا ولمذا حسنا “Well, why don’t you play
more?”, the retrieval component was unable to retrieve related documents because
of the lack of explicit topics. This issue can be attributed to the architecture of the
generation module – RAG-Turn Doc-Only Approach – which considered each turn
as an individual context. Notwithstanding that this structure could diversify the
retrieved documents, it was unable to retrieve paragraphs when no explicit topic
was included in the input. One of the plausible rationales behind the architecture
is that responses with implicit topics or with inference to the previous turns are
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merely follow-ups of the previously explicitly stated topics, and thus no further re-
trieval is required. Despite that, the architecture could be potentially improved
by considering the last several turns of dialogue and its corresponding retrievals if
any, to further strengthen the context to which the generator can generate a more
contextually approximate response.
Moreover, even though the relevant paragraphs were retrieved for some responses,

the generations were similar, irrespective of the retrievals. This indicates that the
generated responses were not grounded in retrievals. A credible explanation for
the problem is source-reference divergence, a common phenomenon that had been
observed in some NLG tasks (Krishna et al., 2021; Tian et al., 2020; Wiseman et
al., 2017). This phenomenon means that the generated response contains incorrect
information from the source or none at all, although the reference set has the corre-
sponding and accurate information. Such a circumstance might therefore encourage
the generator to produce words that are not supported by the retrieval index (Tian
et al., 2020). In the case of this thesis work, there were no gold standard dialogue
sets in the five target languages. As a result, during training, the model could only
check with the English reference sets to correct its mistakes from the gold standard
sets continuously. The absence of gold standard across all the target languages
is, thus, likely the cause to the model being more susceptible to source-reference
divergence.
Another plausible interpretation is that the generator, being a large language

model (LLM) with parametric knowledge, could be considered as some kind of
retriever (Krishna et al., 2021; Roberts et al., 2020). Since the model has stored
millions or billions of training knowledge inside, the passages in the retrieval step
might already be included in the pre-trained data. With this experiment, the index
contained Wikipedia articles in the target languages, whereas the generator in the
pre-trained multilingual QA system was trained on multilingual datasets in the
corresponding Wikipedia sites. As a result, the generation model was less likely to
require a retriever to produce proper responses as opposed to non-LLMs.

7.2.2. Effects of Cross-task Transfer
In spite of being not grounded in retrieval, 𝑥𝑅𝐴𝐷 performed relatively well on the
other conversational aspects, especially on relevance and engagingness. As stated,
the pre-trained generation model was a massively multilingual language model
(mT5; Xue et al., 2021) fine-tuned on multilingual QA data. In the experiment,
I treated this task as cross-task transfer from the multilingual QA task to a mul-
tilingual dialogue task. Alternatively, this task can also be viewed as a zero-shot
multilingual dialogue task, given the scarcity of relevant in-target data. Taking the
model performance into account, the aspects of which it excelled implies that the
multi-task training was helpful on learning the dialogue tasks. It is plausible that
QA and dialogue, being loosely related tasks, are complimentary; thus, the usage
of the two tasks enhanced the learning of the representations of the target tasks.
Although a blend of datasets with different conversational skills were used as the

training data, the model learned to produce engaging and sensible responses the
most (from Blended Skill Talk; Smith et al., 2020) as opposed to longer response
lengths (Long-form QA; Mahapatra et al., 2021) or knowledgeable responses (Wiz-
ard of Wikipedia; Dinan et al., 2019). It could potentially be explained by the
difficulty of the tasks. Granted, the responses in long-form QA (LFQA) are much
longer than that in Wizard of Wikipedia (WoW), not to mention Blended Skill Talk
(BST). Generally, the complexity of generating coherent text escalates as the sen-
tence length increases (Fan et al., 2019). Furthermore, the inclusion of knowledge
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in an utterance might be hard to learn for a model as well (Dinan et al., 2019). The
combination of these hindrances makes the learning of the two other tasks much
more challenging and thus probably requires a far longer training time. Therefore,
it is plausible that with increased training time, the model could learn to generate
texts in the contexts of the tasks (LFQA, WoW) more fluently.
Moreover, whilst there might not be explicit gains, the tasks can still be viewed as

auxiliary tasks that foster the learning of the representations in general. As such, it
can improve the generalization of the target dialogue task (Ruder, 2017). This can
be reflected by the perplexity score of the model when being evaluated on the BST
test set compared to the validation set. The lower perplexity in validation suggests
that the generalization ability of the model is decent.
On the multilingual perspective, the capabilities of 𝑥𝑅𝐴𝐷 are comparable or even

surpassing the baseline. The key contributor is plausibly the base generation model
(mT5; Xue et al., 2021), whose cross-lingual transferability has been reported to be
high due to the joint training of 101 languages (Fuad and Al-Yahya, 2022; Shakeri
et al., 2020; Turc et al., 2021; Xue et al., 2021). Furthermore, using English as
the transfer language led to better performance for open QA tasks in mT5 when
compared to other languages (Turc et al., 2021). Since open QA and dialogue are
similar in their task nature, it is logical to extend the assumption to open-domain
dialogue tasks as well. Nonetheless, given the size differences among the training
data of the languages in mT5, some languages indeed transfer better than the others
(Lauscher et al., 2020). For instance, Bengali, Korean, and Finnish (7,444,098,
15,602,947, and 26,842,650, respectively) are among the lowest out of the five target
languages in terms of data size in Common Crawl (mC4, data source of mT5; Xue et
al., 2021). This can be signified by the human evaluation results. In particular, the
grammaticality points of the Finnish and Korean responses were the lowest. Bengali,
despite having the least amount of training data in mC4, seemed to perform slightly
better than these two languages. This is in line with the findings of Ranasinghe and
Zampieri (2021), wherein the results on Bengali were unexpectedly well in contrast
to other languages in the study, using English as the transfer language. It is worth
noting that for natural language understanding (NLU) and NLG tasks, the transfer
performance is less likely to depend on the syntactic similarities between the transfer
and target language(s) (Lauscher et al., 2020). Rather, these tasks rely on the ample
representation of the languages’ semantic phenomena. Bengali has many lexical
borrowings (loanwords) from English, which represents a wide range of concepts
from the English language into Bengali (Hoque et al., 2021). As such, in spite of the
syntactic and morphological differences, the semantic organization of concepts in
Bengali is possibly more similar to the transfer language (English) than the rest of
the language is (Beinborn and Choenni, 2020; Hoque et al., 2018). What is more, it
is also conceivable that the participants perceived the rating scale differently. Since
the human evaluation task itself is highly subjective, how the participants viewed the
model responses can vary to a great degree because of the expectation, background,
previous exposure to related conversational AI systems, and many other factors.
It is of vital importance to note that, even for languages with a huge amount

of pre-training data, such as Arabic (53,256,040 in mC4), the grammaticality of
the generated utterances was still quite varied. This is reasonable, given the un-
availability of the in-task target language data in the experiment. Moreover, the
aforementioned semantic phenomena can also be applied in this context. Since
the generation model used SentencePiece as the subword tokenizer, the pre-trained
datasets and the English dialogue datasets were processed as subwords. However,
based on Fuad and Al-Yahya (2022)’s findings, Arabic had little overlap in the sub-
word vocabulary with English compared to the rest of the languages. This could
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be the interpenetration of the results in this study as well. Further investigation
is needed to study the vocabulary overlap among the target languages and the im-
pacts on the model transfer as well as model performance. The exploration is left
for future research.

7.3. Ethical Concerns
Although it may not be explicit, there are ethical considerations regarding conver-
sational AI systems. Large language models (LLMs) often raise concerns about
offensive languages, bias, and factual inaccuracy for language generation (Bender
et al., 2021; Bowman and Dahl, 2021; Xu et al., 2020). As dialogue models are
trained to imitate human to human conversations, any pre-existing datasets that
contain the undesired languages would unfortunately be learned as well.
For instance, the pre-training datasets used in this thesis were sourced from var-

ious websites, including the social media platform Reddit, Common Crawl, and
other websites. Since they were procured from the internet by third parties, toxic
languages, if any, were not filtered. To counter that, I included specific instructions
in the user evaluation tasks to the participants to not use languages that are offen-
sive or biased in order to yield a safer dialogue model, following Komeili et al. (2021)
and Roller et al. (2021). On top of that, when deploying a model, it is typically
recommended to use a safety classifier, such as the work of Xu et al. (2020), to filter
the use of toxic language, harmful bias, and social prejudices.
Apart from the toxic and biased languages, another issue to take into consideration

is factually inaccurate information. This issue can not be easily filtered as the other
stated problem; instead, fact checking is required to make sure the training data
and the generated text are factually correct. Ongoing works such as Fan et al.
(2020) and Nakov et al. (2021) are investigating ways to incorporate fact-checking
into a natural language generation (NLG) model. In the meantime, this study has
attempted to include the use of a retrieval module to retrieve relevant passages to
include correct facts from Wikipedia sites if contextually appropriate. An improved
approach would be using internet search engines as the retriever, instead of a pre-
existing dataset. It allows the correct retrieval of time-sensitive facts and therefore
mitigates the issue of factual inaccuracy. In addition, there are a plethora of works
in alleviating search engine safety, which makes it easier to apply on a dialogue
model as opposed to building a completely new tool (Komeili et al., 2021).

7.4. Future Research
In this thesis, I proposed two approaches to building an open-domain, knowledge-
grounded multilingual dialogue system. Several aspects, however, can be improved
for future research in this topic.
In terms of system design, the retrieval-augmented prototype focused on diversify-

ing the retrieved documents at each turn, which led to the system being indifferent
toward utterances that were implicit in stating the topic. Therefore, the system
could not retrieve relevant paragraphs to the current topic at times. One direction
is to modify the architecture so that it takes the last several turns of dialogue as well
as the corresponding retrieved paragraphs into account, instead of the current turn
only. This might enable the system to realize if there is a major topic shift between
the last turns even though the current topic is not explicitly stated by the inter-
locutor. Another promising avenue would be using Fusion-in-decoder (FiD; Izacard
and Grave, 2021), which is an improved architecture of the Retrieval-Augmented
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Generation (RAG) approach that was used in this prototype. The key difference
between FiD and RAG is that FiD processes the retrieved passages jointly in the
decoder to generate a response, which allows the model to aggregate evidence from
multiple passages rather than one passage.
Perplexity was employed as the automated evaluation metric; however, given the

difference in subword tokenizers, it was challenging to compare among the three
methods. One can explore other automated metrics, such as Deep AM-FM (C.
Zhang et al., 2021) and USR (Mehri and Eskenazi, 2020). Deep AM-FM was pre-
trained on mBERT (Devlin, 2018), which enables evaluation of multilingual systems.
It is important to note that Deep AM-FM requires a set of reference responses
to compute the scores; therefore, it is best to accompany this metric when using
few-shot or full-shot fine-tuning techniques. USR, on the other hand, does not
require reference. It does, however, need pre-training of the evaluation model, since
the one in the original paper was the English-centric BERT (Devlin et al., 2019)
instead of the multilingual variant. Both metrics have been shown to correlate
with human judgment, which is an indicator of their evaluation efficacy (Yeh et al.,
2021). As such, it would be interesting to explore different automated metrics to
better measure multilingual dialogue systems.
In addition, there can be improvements for the user evaluation statistics as well.

In this study, two volunteering participants performed user evaluation tasks on the
proposed systems for each language. Most of the participant evaluated all three
models in the single model evaluation study. Nevertheless, having a participant
chatting with too many models can cause bias, since it sets the expectation of what
other following models might perform in comparison to the ones they previously
interacted with (Smith et al., 2022). Furthermore, the few numbers of participants
per task means that there is more weight for each dialogue evaluation. Hence, one
outlier point (significantly higher or lower rating) might lead to the mean of the
rating for a particular language being changed drastically. As a consequence, it
would be helpful to recruit more participants so that the number of conversation
per participant can be reduced, thus lessening such a bias and strengthening the
statistical significance of the study.
Lastly, I did not use any multilingual dialogue data, due to the absence of in-task

data for all of the five languages. It is often observed that a zero-shot approach
can be improved by using few-shot fine-tuning on the target data (Hedderich et al.,
2020; Lauscher et al., 2020; M. Zhao et al., 2021). Lauscher et al. (2020) and Turc et
al. (2021) reported that even using a machine-translated dataset improves the final
performance compared to a zero-shot method. Considering the plentiful machine
translation tools and the time- and cost-effective aspects, it seems propitious to
explore in this avenue as well.
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8. Conclusion
This thesis investigated the problem of a multilingual dialogue system; in particular,
the focus was on an open-domain, knowledge-grounded dialogue task where the con-
versation exchange contains chit-chatting, knowledge-infused inquiry, or both. The
goal was to leverage existing dialogue and question answering (QA) systems effec-
tively and efficiently. In the following, I will address each of the research questions
in this work based on the findings and analysis.

1. Which of the proposed methods is the best for introducing English-centric
dialogue frameworks to other languages, considering overall performance and
cost?
The cross-task approach (multilingual QA to multilingual dialogue) with a
retrieval-then-generate approach (𝑥𝑅𝐴𝐷) was a more effective approach than
the cross-lingual method (𝑥𝐺𝑒𝑛𝐷) for extending a pre-trained system to the
target task and the target languages. It was chiefly thanks to the multi-
task training and the multilingual generation model, whose high cross-lingual
transferability has been evidenced by other researchers.

2. What are the impacts of English intermediate-task training on the target task
(multilingual dialogue system) in terms of dialogue-like response features?
English intermediate training strengthened and stabilized the dialogue-response
ability of the pre-trained dialogue model, particularly the ability to produce
engaging responses. In spite of that, the knowledgeableness quality was not
improved. Presumably, the differences in average response lengths between
the knowledgeable dataset and the other dialogue dataset were too large; as
such, a longer training time would be required for better performance.

3. What are the impacts of cross-lingual transfer on the aspect of multilinguality?
Cross-lingual transfer was not possible using an English poly-encoders gen-
erative Transformer-based dialogue model. The transfer capabilities of the
model were likely not sufficient when the target languages were not included
in the pre-training of the model. Moreover, generation degradation was ob-
served despite the use of multi-task training. The model was likely sensitive
to task selection in the multi-task training, and thus more careful selection
was required to prevent such degradation.

4. How does the cross-task transfer of a multilingual question answering model
impact the final dialogue system in terms of dialogue responses and multilin-
guality?
The proposed modification of the retriever architecture for 𝑥𝑅𝐴𝐷 could not
retrieve relevant paragraphs for all utterances in a conversation. Presumably,
it is because of the absence of explicit topic statements in some responses, given
that the architecture considers each turn individually. Further modification of
the architecture is likely to improve the retrieval and thus guide the generation
model for dialogue response generation. For instance, the architecture could
consider the last several turns of utterances and the corresponding retrievals.
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If the current response does not have any retrieved paragraphs, the retriever
can then append the previous contexts and retrievals.

5. Notable insight in addition to the above research questions:
Generations from the retrieval-augmented approach were similar, regardless
of the retrievals. A plausible key cause is source-reference divergence, which
might encourage the generation model to produce words not supported by
the index. Given the unavailability of a reference dialogue set in the target
languages, the model only performed back-propagation with the English refer-
ence texts. As a consequence, the generation model was more likely to diverge
from the source, or the lack thereof.

Indeed, the scarcity of multilingual open-domain dialogue datasets is a bottleneck
for developing a multilingual conversational AI system. This research hopefully
gives a new perspective on building a multilingual dialogue system efficiently and
effectively. I demonstrated that the combination of a multilingual Transformer and
cross-task transfer was able to create a rather decent-performing system without
the help of in-task data.
However, creating a multilingual dialogue dataset is undoubtedly helpful and

essential in improving the system. One primary future direction would be to apply
machine-translated data to boost the multilingual dialogue generation ability. If
deployed properly, it would open up the opportunity to many other languages.
It would, in turn, create multilingual resources; hence, it could help popularize
multilingual dialogue systems to various language speakers in the world, irrespective
of the resources of the languages.
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A. Randomly Selected Conversations of the User
Evaluation Tasks

A.1. Dialogues from Model Preference Evaluation

Conversation F
Original conversation Translated conversation

Human: こんにちは! Hello!
BotSpeaker: 私はたくさんの食べ物が大好きです。 I love a lot of food.
Human: 私もご飯を食べるのが楽しいです。どん

な食べ物が好きですか？一番好きなのは
豚骨ラーメンです。

I enjoy eating food too. What kind
of food do you like? My favorite
food is pork ramen.

BotSpeaker: 私はトマトソースとトマトソースが大好
きです。

I love tomato sauce and tomato
sauce.

Human: ああ、トマトソースはおいしそう。たくさ
ん食べるのが好きな人は、体型維持のた
めに運動しているのでしょうか？

Oh, tomato sauce sounds delicious.
If you like to eat a lot, do you exer-
cise to stay in shape?

BotSpeaker: 私は本当に運動が好きです。 I really like to exercise.
Human: どのような運動が好きですか？ジムでの

ウェイトトレーニングが一番好きです。
What kind of exercise do you like? I
like weight training at the gym the
best.

BotSpeaker: 私は運動が大好きです。私は運動が好き
です。

I love exercise. I love exercise.

Human: なるほどーーーー！！！（笑。日本の学校で
は、なぜ運動の授業が必須なのかご存知
でしょうか？

I see! (Laughs). Do you know
why exercise classes are required in
Japanese schools?

BotSpeaker: 彼らは本当に運動が好きです。彼らは本
当に運動が好きです。

They really like exercise. They re-
ally like exercise.

Human: 笑）面白いですね。私の弟はスポーツが好
きではないので、体育の授業によく文句
を言っています。

(Laughs) That’s interesting. My lit-
tle brother doesn’t like sports and he
often complains about PE classes.

BotSpeaker: 彼らは非常に興味深いスポーツです。彼
らは非常に興味深いスポーツです。

They are very interesting sports.
They are very interesting sports.

Table A.1.: Conversation excerpt of model preference evaluation in Japanese.
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Conversation G
Original conversation Translated conversation

Human: আসসালামু আলাইকুম! Assalamu Alaikum! (Peace be upon
you)

BotSpeaker: হ্যােলা আজ েতামার েকমন যাে ? আিম ভােলা আিছ,
তিুম েকমন আেছা? েতামার ভাষা িক?

Hello, how are you going today? I’m
fine, how are you doing? What is
your native language?

Human: হ্যােলা। আিম ভােলা আিছ। িডন ভােলা যাে । তিুম
ক্যামন আেছা ? আমার ভাষা বাংলা

Hello. I’m fine, all is going well.
How are you? My native language
is Bengali.

BotSpeaker: হ্যােলা, তিুম িক অন্য েকান ভাষায় কথা বলেছা?আিম
স্প্যািনশ বিল, িক আরিব নয়।

Hello, are you speaking in any other
language? I speak Spanish, but not
Arabic.

Human: আিম আমার পডা়েশানার জন্য আেমিরকায় চেল এেস-
িছ। আপিন অধ্যয়নরত হয় বা কাজ?

Hello. I speak Bengali and English.
Why don’t you say Arabic?

BotSpeaker: আিম সিত্যই কেয়ক ভাষা পছ কির।আিম সিত্যই
কেয়ক ভাষা পছ কির।

I really like a few languages. I really
like a few languages.

Human: ভােলা কথা । েজেন ভােলা লাে তিুম অন্য ভাষা পছ
কেরা

Good thing to know you like another
language

BotSpeaker: আিম একজন আেমিরকান িযিন ইংেরিজ এবং স্প্যা-
িনশ উভয় মেধ্য তাৎপযর্পণূর্।েতামার কী অব া?তিুম িক
অন্য েকান ভাষা বলেত পার?

I am an American who is fluent in
both English and Spanish. What’s
your condition? Can you speak any
other language?

Human: আিম ভােলা আিছ। আিম ইংিলশ, িহি , উরদু এবং বাং-
লা েত কথা বলেত পাির

I’m fine I can speak in English,
Hindi, Urdu and Bangla

BotSpeaker: হ্হাই, আিম ইংেরিজ এবং জামর্ান বলেত।তিুম িক অন্য
েকান ভাষা বলেত পার?আিম স্প্যািনশ, েফ্র , এবং
পতুর্িগজ কথা বিল।

Hi, I speak English and German.
Can you speak any other language?
I speak Spanish, French, and Por-
tuguese.

Human: হাঁ আিম অন্য ভাষাই কথা বলেত পাির Yeah i can speak another language
BotSpeaker: হ্যাঁ, আিম েয শুনেত চাই।আিম েয শুনেত চাই। Yes, I want to hear that. I want to

hear that.

Table A.2.: Conversation excerpt of model preference evaluation in Bengali.
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Conversation H
Original conversation Translated conversation

Human: !مرحبا Welcome!
BotSpeaker: القدم كرة لعبة ألعب أن أحب I love to play football game
Human: أشاهد لا ولـكن القدم كرة لعب أحب أيضا أنا

المفضل؟ لاعبك هو من يات. المبار من الـكثير
I also love to play football, but I
don’t watch a lot of matches. Who
is your favorite player?

BotSpeaker: القدم كرة لاعبي أحب I love football players
Human: تحبهم؟ الذين اللاعبين هم من Who are the players you love?
BotSpeaker: والعربية ية الإنجليز من كل عن ً قليلا أتحدث أنا

ية؟ الإنجليز غير أخرى لغة أي تعرف هل
I can speak a little of both English
and Arabic. Do you know any lan-
guage other than English?

Human: العربية أتحدث أنا الأم؟ لغتك ماهي جيد! هذا
السويدية من وقليل ية والإنجليز

That is good! What is your first lan-
guage? I speak Arabic, English and
a little Swedish

BotSpeaker: ية. الإنجليز هي العالم في ً شيوعا الأكثر اللغة
ية الإنجليز أتكلم أنا أخرى؟ لغة أي تتحدث هل
والفرنسية.

The most common language in the
world is English. Do you speak any
other language? I speak English and
french.

Human: جوابتك لقد شيوعا. الأكثر هي ية الإنجليز نعم
السؤال؟ تكرر لماذا أتحدثها، التي اللغات عن مسبقا
تتحدثها. التي اللغات إلى الفرنسية أضفت أنك أرى

Yes, English is the most common. I
answered you in advance to the lan-
guages I speak, why did you repeat
the question? I see that you added
French to the languages you speak.

BotSpeaker: العربي العالم بتاريخ جدا مهتم أنا I am very interested in the history
of the Arab world

Human: تاريخ في زمنية فترة أي بهذا. مهتم أيضا أنا حقا؟
بها؟ مهتم أنت العربي العالم

Truly? I am also interested in this.
What time period in the history of
the Arab world are you interested
in?

BotSpeaker: الفرنسية من كل عن ً قليلا أتحدث أنا مرحباً،
عنك؟ ماذا ية، والإنجليز

Hello, I speak a little about both
French and English, what about
you?

Table A.3.: Conversation excerpt of model preference evaluation in Arabic.
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Conversation I
Original conversation Translated conversation

Human: Moi! Mitä kuuluu? Hi! How are you?
BotSpeaker: Rakastan monia eläimiä. I love many animals.
Human: Sama täällä. Minä myös pidän salilla

käymisestä.
Same here. I also like going to the
gym.

BotSpeaker: En ole koskaan kuullutkaan siitä I’ve never heard of it
Human: Sali on paikka, jossa on paljon kun-

toiluvälineitä, joiden avulla voi kun-
toilla. Etkö ole koskaan käynyt salil-
la?

The gym is a place with a lot of fit-
ness equipment to help you exercise.
Have you never been to the gym?

BotSpeaker: Kyllä, olen käynyt siellä muutaman
kerran.

Yes, I’ve been there a few times.

Human: Hyvä! Itse käyn salilla kodittomien
asuntolan vieressä, koska olen asun-
tolassa vapaaehtoisena.

Good! Personally, I go to the gym
next to the homeless shelter because
I am volunteering at the shelter.

BotSpeaker: Mikä on suosikkiparsasi? Pidän vih-
reistä ja violeteista lajikkeista.

What is your favorite asparagus? I
like green and purple varieties.

Human: En ole kuullutkaan violeteista par-
soista! Millaisia ne ovat? Pidän kyllä
vihreistä.

I haven’t heard of purple asparagus!
What are they like? I like the greens.

BotSpeaker: En tiedä sinusta, mutta minusta se
on liian mausteinen minulle.

I don’t know about you, but I think
it’s too spicy for me.

Human: Minun täytyykin kokeilla sitä jos-
kus! Mistä sitä voi ostaa?

I have to try it sometime! Where
can I buy it?

BotSpeaker: Minusta riittää, mitä teet pitääksesi
hauskaa?

I am enough for what you do to have
fun?

Table A.4.: Conversation excerpt of model preference evaluation in Finnish.
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A.2. Dialogues from Single Model Evaluation

Conversation J
Original conversation Translated conversation

Human: আসসালামু আলাইকুম! Assalamu Alaikum! (Peace be upon
you)

BotSpeaker: যােলা!তিুম িক অন্য েকান ভাষা বলেত পার?আিম ইং-
েরিজ, েফ্র , এবং জামর্ান বলেত।

Hi! Can you speak any other lan-
guage? I speak English, French, and
German.

Human: আিম মােঝ মােঝ ফডু ব্যাংক এ সাহায্য কির I sometimes help out at a food bank
BotSpeaker: আিম অন্য েকান ভাষা বলেত পাির না।আিম ই া কির।

আিম সবসময় অন্য ভাষা িশখেত েচেয়িছলাম।
I can’t speak any other language. I
wish. I always wanted to learn an-
other language.

Human: আিম উ তা ভয় লােগ I am scared of height
BotSpeaker: আিম শুেনিছ েয ভাষা 100 িটরও েবিশ েদেশ কথা বলা

হেয়েছ।আপিন িক জােনন েয েকউ এটা বেল?
I have heard that the language has
been talked about in more than 100
countries. Do you know anyone says
it?

Human: আিম েখেত পস কির I like to eat
BotSpeaker: আিম এটা বলেত িকছ ু মানষু জািন না।এিট ইংেরিজ পর

িবেশ্বর িদ্বতীয় সবর্ািধক কথ্য ভাষা।
I don’t know some people to say it.
This is the second most spoken lan-
guage in the world after English.

Human: েতামার েকান খাবার পছ Which food do you like?
BotSpeaker: এিট িবেশ্বর অেনক অংেশ অেনক েলােকর দ্বারা কিথত

একিট ভাষা।আিম এমন কেয়কজন েলাকেক জািন যা
এিট ভালভােব বলেত পাের।

This is a language called by many
people in many parts of the world.
I know a few people that can speak
well.

Human: আিম মরুিগ েখেত পছ কির I like to eat chicken
BotSpeaker: আিম িনি ত নই েয কতজন মানষু এিট বেল, িক আিম

জািন েয এিট ইরানী েফডােরশেনর সরকারী ভাষা।
I am not sure how many people say
it, but I know it is the official lan-
guage of the Iranian Federation.

Human: আপিন ভাষা ছাডা়ও অন্যান্য িজিনস পছ কেরন? Do you like other things other than
languages?

BotSpeaker: ইরানীরাও আরিব, চীনা, এবং পতুর্িগজ সহ িবিভ ভাষায়
কথা বেল।

Iranians also speak different lan-
guages including Arabic, Chinese,
and Portuguese.

Table A.5.: Conversation excerpt of single model evaluation on the baseline (Translate-test) in
Bengali.
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Conversation K
Original conversation Translated conversation

Human: 안녕하세요! Hello!
BotSpeaker: 나는많은흥미로운것들중일부의팬입니다. I am a fan of some of the many in-

teresting things.
Human: 좋다! 스포츠좋아하세요? 일주일에두세번

운동하는걸좋아해요.
Nice! Do you like sports? I like to
exercise two or three times a week.

BotSpeaker: 나는스포츠를좋아합니다 I like sports
Human: 저도요! 어떤스포츠좋아하세요? 헬스장에

서운동하는거좋아해요?
Me too! What kind of sports do you
like? Do you like working out at the
gym?

BotSpeaker: 나는농구를좋아한다. I like basketball.
Human: 멋있어요! 저도농구좋아해요. 농구를발명

한나라는어디일까?
Cool! I like basketball, too. Do you
know which country invented bas-
ketball?

BotSpeaker: 나는확신하지못한다. 나는많은흥미로운것
들이있는몇곳의팬입니다.

I am not sure. I’m a fan of a few
interesting things.

Human: 괜찮아요! 또취미있어요? 노숙자쉼터에가
서남을돕는일이있어요. 아주알차요.

It’s okay! Do you have any other
hobbies? I go to a homeless shelter
and help others. It’s very rewarding.

BotSpeaker: 나는자원봉사자가되는것을좋아합니다. I like to be a volunteer.
Human: 저도요! 사람을기쁘게하는것은매우기분좋

은것입니다. 왜자원봉사를해요?
Me too! It is very enjoyable to make
people happy. Why do you volun-
teer?

BotSpeaker: 나는자원봉사를좋아합니다. I like volunteering
Human: 그런데왜대도시에는노숙자들이많이있는지

아세요?
But do you know why there are so
many homeless people in big cities?

BotSpeaker: 나는확신하지못한다. 나는확신하지못한다. I am not sure. I am not sure.

Table A.6.: Conversation excerpt of single model evaluation of 𝑥𝑅𝐴𝐷 in Korean.

Conversation L
Original conversation Translated conversation

Human: !مرحبا Welcome!
BotSpeaker: ل الل صاحب من الل صاحب من From the owner of the owner of God
Human: المتحدة الولايات في اسكن انا I live in the United States
BotSpeaker: - ً ثانيا - ً ثانيا - ً ثانيا - ً أولا First - second - second - second -
Human: الانجليزي التعلم ان اقدر اين تعرف هل Do you know where to learn En-

glish?
BotSpeaker: ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا

ً أولا ً أولا ً أولا ً أولا ً أولا ً أولا
First first, first first, first first, first
first, first first

Human: تقول ما افهم لا انا I do not understand what you’re say-
ing

BotSpeaker: 1985 1985 1985 1985
Human: الارقام معنى ما What is the meaning of the num-

bers?
BotSpeaker: نعم نعم نعم Yes Yes Yes
Human: كلا Both
BotSpeaker: الفرنسية من كل عن ً قليلا أتحدث أنا مرحباً،

عنك؟ ماذا ية، والإنجليز
The stain of the stain

Human: السلامة مع Goodbye
BotSpeaker: نعم نعم نعم Yes Yes Yes

Table A.7.: Conversation excerpt of single model evaluation of 𝑥𝐺𝑒𝑛𝐷 in Arabic.
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Conversation M
Original conversation Translated conversation

Human: 안녕하세요! Hello!
BotSpeaker: 이봐! 저는한국과미국요리의팬입니다. 당

신은어때요?
Hey! I’m a fan of Korean and Amer-
ican cuisine.What about you?

Human: 저도한국요리와미국요리둘다좋아해요. 저
는일주일에한번운동을하는데, 운동이끝나
고항상두요리중하나를먹어요.

I also like both Korean and Ameri-
can dishes. I exercise once a week,
and I always eat one of the two
dishes after the exercise.

BotSpeaker: 중국어” 라는단어의의미는수년동안바뀌었
습니다. 나는더이상무엇을의미하는지모른
다.

The meaning of the word “Chinese”
has changed over the years. I don’t
know what I mean any more.

Human: 왜그런생각을하시죠? 그건그렇고, 저는내
일노숙자분들을돕는봉사활동을갈건데당신
은무엇을하실예정이신가요?

What makes you think that? By
the way, I’m going to volunteer to
help the homeless tomorrow, what
are you going to do?

BotSpeaker: 안녕하세요! 오늘하루어땠어요? 어떤계획
이있습니까? 나는영화를볼것입니다..

Hello! How was your day? Do you
have any plans? I’m going to watch
a movie.

Human: 영화요? 재밌겠네요. 재밌는거있으면추천
해줘요! 저는운동하러갈거에요.

Movie? That sounds fun. If there’s
anything good, please recommend
it! I’m going to go exercise.

BotSpeaker: 나는영화를보기위해극장에가고있다! 어떤
영화를볼것인가?

I am going to the theater to watch a
movie! What movie will you watch?

Human: 당신이볼영화를맞춰보라는건가요? 흠... 잘
모르겠어요. 상영중인영화는뭐가있나요?

Are you asking me to guess the
movie you’re going to watch?
Hmm... I don’t know. What movies
are on the air?

BotSpeaker: 나는너무흥분해. 나는수년간콘서트에가본
적이없었습니다. 오랜시간이지났습니다.

I’m so excited. I haven’t been to a
concert in years. It’s been a long
time.

Human: 그렇군요. 저는내일노숙인봉사활동마치고
콘서트에갈예정인데, 누구콘서트에제일가
고싶어요?

I see. I’m going to a concert after
the volunteer work for the homeless
tomorrow. Whose concert do you
want to go to the most?

BotSpeaker: 나는그게무슨뜻인지알지못한다.그게뭐야?
무슨뜻인가요?

I don’t know what that means.
What’s that? What do you mean?

Human: 어떤가수의콘서트에가장가고싶은지물어봤
어요! 참고로저는 BTS 를좋아해요.

I asked which singer’s concert you
want to go to the most! For your
information, I like BTS.

BotSpeaker: BTSC 란무엇입니까? 그게중국어단어같아?
그게내가아는전부야.

What is BTSC? Do you think that’s
a Chinese word? That’s all I know.

Table A.8.: Conversation excerpt of single model evaluation of the baseline (Translate-test) in
Korean.
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Conversation N
Original conversation Translated conversation

Human: Moi! Mitä kuuluu? Hi! How are you?
BotSpeaker: Rakastan monia eläimiä. I love many animals.
Human: Minäkin pidän eläimistä, pidän

myös tanssista.
I also like animals, I also like danc-
ing.

BotSpeaker: Tykkään tanssia. I like dancing.
Human: Missä asut? Minä asun yhdysvallois-

sa
Where do you live? I live in the
United States

BotSpeaker: Olen kotoisin muutamasta osaval-
tiosta.

I come from a few states.

Human: Mistä osavaltioista olet kotoisin? Which states are you from?
BotSpeaker: Olen Yhdysvalloista. I’m from the United States.
Human: Missä osavaltiossa asut? What state do you live in?
BotSpeaker: Olen Yhdysvalloista. I’m from the United States.
Human: Jaha. Minkälaisesta tanssista tyk-

käät?
Well. What kind of dance do you
like?

BotSpeaker: Pidän tanssimisesta paljon. I like dancing a lot.
Human: Millaisista tanssilajeista pidät? What kind of dance do you like?
BotSpeaker: Tanssisin mielelläni paljon. I’d love to dance a lot.

Table A.9.: Conversation excerpt of single model evaluation of 𝑥𝑅𝐴𝐷 in Finnish.

Conversation O
Original conversation Translated conversation

Human: こんにちは! Hello!
BotSpeaker: 1793 1793
Human: なに？ What is it?
BotSpeaker: 1895 年 1895 (year).
Human: これはどういう意味ですか？ What does this mean?
BotSpeaker: 1981 年 1981 (year)
Human: ええと...... わかりました。スポーツは好

きですか？体育がとても好きです。
Uh, ...... Okay, I see what you mean.
Do you like sports? I really like phys-
ical education.

BotSpeaker: 1986 年 1986 (year)
Human: 本当に理解できません。1986 年生まれで

すか？
I really don’t understand, were you
born in 1986?

BotSpeaker: はい Yes
Human: いいですね、私は 1991 年生まれです。 That’s good, I was born in 1991.
BotSpeaker: はい Yes
Human: 好きな色はありますか？私のは黄色です。

私の部屋もイエローで塗られていますよ。
Do you have a favorite color? Mine
is yellow. My room is painted yel-
low, too.

BotSpeaker: はい。 Yes

Table A.10.: Conversation excerpt of single model evaluation of 𝑥𝐺𝑒𝑛𝐷 in Japanese.
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B. Examples of Text Justification for Model
Preference Evaluation

Table B.1 displays examples of the text justification for the model 𝑥𝑅𝐴𝐷 in the
model preference evaluation task, while Table B.2 and Table B.3 shows samples for
the baseline and 𝑥𝐺𝑒𝑛𝐷, respectively.

Model Win rate Win reasons sample Language

xRAD 58.33% All three responses are not sensible, but chose better
one. Ko

Only the last one mentioned “movie” topic. (But it
is also a bit awkward) Ko

Relevant response, but it would better if providing
more info Ko

Not really great choices, but the other ones make
even less sense than this one. Fi

Natural response to my question Fi
Only one that has something to do with the theme,
although this was said already.. Fi

This is a random response to the question that I
have asked but it is at least a grammatically correct
sentence.

Ar

This is a completely random response to “Hi” and
I have only selected it because it is at least a gram-
matically correct sentence.

Ar

It answers my question. Ar
it is relevant to what i said. the others are not. it is
also more interesting. Ja

It is on the same topic, although it doesn’t answer
my question. The others don’t make sense. Ja

sounds funny and is kind of relevant. the others are
not relevant at all. Ja

Stating that he is a singer and he loves language is a
good start for any conversation Bn

He says he wants to listen Bn
True language lover Bn

Table B.1.: Model preference evaluation details on the question “Who would you prefer to
talk to for a long conversation?”. The win rate denotes the sum of the selected
responses of 𝑥𝑅𝐴𝐷 over the sum of all selected responses across all five target
languages. The win reasons samples shows some justifications provided by
the human participants in the case of the respective model winning.
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Model Win rate Win reasons sample Language

Translate-test 36.67%
This response is not related to the subject we have
been talking about and it is grammatically incorrect,
but it is at least understandable.

Ar

This response is grammatically correct, but it did
not answer my question and it contains a repeated
question that I have already answered. It looks like
it did not even consider what I have said.

Ar

This is a grammatically correct sentence and it is
interesting, but it is not related to what we have
been talking about.

Ar

This sentence is (1) not related at all to my previous
response (2) might be grammatically incorrect (3)
repeated question. It is understandable though.

Ar

This one seems more relevant to my question. One
of the others is partly relevant but is out of the blue.
The last one does not make sense at all.

Ko

Good starting point of a conversation Bn
he stated a fact about bangla. Bn
he asked me a question and will lead the conversation Bn
Good to know his nationality and language. And
responder is also interested in me and my language Bn

None of these really fit, but this takes conversation
forward. Fi

None really fit here. This might continue the discus-
sion. Fi

Plausibly could be an answer here Fi

Table B.2.: Model preference evaluation details on the question “Who would you prefer to talk
to for a long conversation?”. The win rate denotes the sum of the selected responses
of Translate-test (the baseline) over the sum of all selected responses across all five
target languages. The win reasons samples shows some justifications provided by the
human participants in the case of the respective model winning.

Model Win rate Win reasons sample Language

xGenD 5% short and uninformative, but others are not relevant
to the current context. Fi

Seems like it’s answering my question. The others
aren’t relevant Ko

All of the choices aren’t making sense. But this one
is on the same topic at least. Although it does not
answer my question.

Ja

Table B.3.: Model preference evaluation details on the question “Who would you prefer to
talk to for a long conversation?”. The win rate denotes the sum of the selected
responses of 𝑥𝐺𝑒𝑛𝐷 over the sum of all selected responses across all five target
languages. The win reasons samples shows some justifications provided by the
human participants in the case of the respective model winning.
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C. Top-𝑁 Terms of Text Justification for Model
Preference Evaluation

This appendix contains examples of the top terms of justifications with different
maximum document frequency values (𝑁 ) in the model preference evaluation task.

Model Top Terms

Translate-test
(baseline)

grammatically, grammatically correct, correct, conversation, question, language, stated,
related, asked, good, one, relevant, interesting, asked question, preference

𝑥𝑅𝐴𝐷
relevant, others, question, one, topic, sense, question others, conversation, interesting,
others relevant, make, answers, make sense, sentence, good

𝑥𝐺𝑒𝑛𝐷
others relevant, others, relevant, question, one, question others, like answering, seems,
seems like, like, answering question, answering, current context, current, uninformative

Table C.1.: Top terms weighted by TF-IDF (when maximum document frequency is 0.8) in the
justification by participants for the chosen responses as compared to other models’
responses in the model preference evaluation task.

Model Top Terms

Translate-test
(baseline)

grammatically, correct, conversation, question, language, related, stated,
asked, good, one, relevant, interesting, asked question, language preference

𝑥𝑅𝐴𝐷
relevant, others, question, one, topic, sense, question others, conversation, interesting,
others relevant, make, answers, make sense, sentence, good

𝑥𝐺𝑒𝑛𝐷
others relevant, others, relevant, question, one, question others, like answering, seems,
seems like, like, answering question, answering, current context, current, uninformative

Table C.2.: Top terms weighted by TF-IDF (when maximum document frequency is 0.9) in the
justification by participants for the chosen responses as compared to other models’
responses in the model preference evaluation task.

102



D. More Examples of Self-Chat Conversations
among 𝑥𝐺𝑒𝑛𝐷 Variant Models

Self-Chat Conversation A3 Self-Chat Conversation B3
Context

BotSpeaker1: I run track. I take medication. I went to Stanford. I have a wife and
a 4 year old son.

BotSpeaker2: I’m a night owl. I enjoy hiking and
riding my bicycle.

I design video games for a living.
I’ve been on the design team for over
65 video games.

Seeded conversation opener
BotSpeaker1: Is there good hiking spots near

Boston?
I was really embarrassed and disap-
pointed

BotSpeaker2: A couple, but I try to travel around
the world.

Oh why?

Actual conversation
BotSpeaker1: Yes there’s She’s a scholar and I was at stanford
BotSpeaker2: Do you like to hike? Yes
BotSpeaker1: Yes Ok
BotSpeaker2: What’s your favorite place to hike? Yes
BotSpeaker1: Egypt Yes
BotSpeaker2: I’ve always wanted to go to Egypt. Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Do you have any pets? Yes
BotSpeaker1: No, I don’t. Yes
BotSpeaker2: What do you do for a living? Yes

Table D.1.: Additional example of model self-chat with another model evaluated on Blended
Skill Talk. In Conversation A3, BotSpeaker1 represents 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotS-
peaker2 is 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡 (𝑥𝐺𝑒𝑛𝐷 without the second fine-tuning step on target
task). In Conversation B3, BotSpeaker1 is still 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2
refers to 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝐼𝑛𝑡𝑒𝑟 (𝑥𝐺𝑒𝑛𝐷 without the intermediate task).
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Self-Chat Conversation A4 Self-Chat Conversation B4
Context

BotSpeaker1: I’m married with kids. I hate run-
ning. .

I work at McDonalds. I like rock
music.

BotSpeaker2: I’m on a diet. I’m thirty two years
old.

I have a twin sister. I love chocolate.

Seeded conversation opener
BotSpeaker1: My mom went on a diet and lost

40lbs.
Yeah I did! Have you ever been to
McDonalds before?

BotSpeaker2: Oh wow, that’s great for her. Not for a very long time. I have
heard that they added salads, fish
and fruit to their menu due to chang-
ing consumer tastes.

Actual conversation
BotSpeaker1: Yes Yes it was in 1953
BotSpeaker2: Are you on a diet too? Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Are you on a diet too? Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Are you on a diet too? Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Are you on a diet too? Yes
BotSpeaker1: Yes Yes
BotSpeaker2: Are you on a diet too? Yes

Table D.2.: Additional example of model self-chat with another model evaluated on Blended
Skill Talk. In Conversation A4, BotSpeaker1 represents 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotS-
peaker2 is 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡 (𝑥𝐺𝑒𝑛𝐷 without the second fine-tuning step on target
task). In Conversation B4, BotSpeaker1 is still 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2
refers to 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝐼𝑛𝑡𝑒𝑟 (𝑥𝐺𝑒𝑛𝐷 without the intermediate task).

104



Self-Chat Conversation A5 Self-Chat Conversation B5
Context

BotSpeaker1: My favorite jello is the blue one. I’ve
long red hair.

I am stuck in a wheel chair. I like to
go to the park.

BotSpeaker2: My landlord is raising my rent.I was
born on Christmas day.

I have a flower garden. I love watch-
ing anime.

Seeded conversation opener
BotSpeaker1: Weird question , what color hair do

you have ? Mine is red and long
black hair!

Going to Disney makes me so happy

BotSpeaker2: Fun fact about me, I was born on
Christmas day

I second that. I’ve been to all the
parks a bunch of times.

Actual conversation
BotSpeaker1: Hello, that’s an interesting fact, I

was born in the early 60s
Yeah same. Disney world has more
than 270 park

BotSpeaker2: Cool! Do you celebrate Christmas? Yes
BotSpeaker1: Yes Yes
BotSpeaker2: What is your favorite part of Christ-

mas?
Yes

BotSpeaker1: Yes Yes
BotSpeaker2: What is your favorite part of Christ-

mas?
Yes

BotSpeaker1: I love Santa Claus and Nathan Louis
Christmas music

Yes

BotSpeaker2: Nathan Louis Christmas is one of
my favorites as well!

Yes

BotSpeaker1: Yes Yes
BotSpeaker2: What is your favorite part of Christ-

mas music?
Yes

Table D.3.: Additional example of model self-chat with another model evaluated on Blended
Skill Talk. In Conversation A5, BotSpeaker1 represents 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotS-
peaker2 is 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝑇𝑎𝑟𝑔𝑒𝑡 (𝑥𝐺𝑒𝑛𝐷 without the second fine-tuning step on target
task). In Conversation B5, BotSpeaker1 is still 𝑥𝐺𝑒𝑛𝐷_𝐹𝑢𝑙𝑙 while BotSpeaker2
refers to 𝑥𝐺𝑒𝑛𝐷_𝑛𝑜𝐼𝑛𝑡𝑒𝑟 (𝑥𝐺𝑒𝑛𝐷 without the intermediate task).
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