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Abstract

Cross-lingual transfer has been shown effective for dependency parsing of some
low-resource languages. It typically requires closely related high-resource lan-
guages. Pre-trained deep language models significantly improve model perfor-
mance in cross-lingual tasks. We evaluate cross-lingual model transfer on pars-
ing Marathi, a low-resource language that does not have a closely related high-
resource language. In addition, we investigate monolingual modeling for com-
parison. We experiment with two state-of-the-art language models: mBERT
and XLM-R. Our experimental results illustrate that the cross-lingual model
transfer approach still holds with distantly related source languages, and models
benefit most from XLM-R. We also evaluate the impact of multi-task learning
by training all UD tasks simultaneously and find that it yields mixed results
for dependency parsing and degrades the transfer performance of the best per-
forming source language Ancient Greek.
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1 Introduction

Dependency parsing is a low-level natural language processing (NLP) task that is
very useful in other NLP tasks like machine translation (Xie et al., 2011), text clas-
sification (Özgür and Güngör, 2010), and relation extraction (Bunescu and Mooney,
2005). Previous research focuses on supervised learning methods, but they are
mainly limited to high-resource languages. It is time-consuming and labor-intensive
to build annotated treebanks for low-resource languages. Consequently, many re-
searchers are interested in cross-lingual learning methods which use annotated data
from high-resource languages.

Various cross-lingual methods like annotation projection (Guo et al., 2015; Hwa
et al., 2005; Tiedemann, 2014; Yarowsky et al., 2001) and model transfer (McDonald
et al., 2011c; Zeman and Resnik, 2008) have been proposed. However, cross-lingual
transfer usually requires closely related high-resource languages to achieve substan-
tial improvement (Smith et al., 2018a). However, many languages like Marathi and
Tagalog do not have closely related high-resource languages. We need to explore
methods for selecting source languages and assess their impact on cross-lingual trans-
fer performance.

Different from traditional methods such as word2vec (Dumais, 1990) or GloVe
(Pennington et al., 2014) that represents words statically, contextualized word em-
beddings encode both the words and their contexts. Contextualized language models
pre-trained on large corpora of annotated texts provide strong linguistic represen-
tations and have advanced model performance in many NLP tasks. However, there
is no systematic comparison of their impact on low-resource language dependency
parsing.

In this neural network era, multi-task learning (MTL) by jointly training several
tasks is easy, thanks to the encoder-decoder architecture and MTL frameworks
(Collobert and Weston, 2008). It has two advantages: making use of correlation and
mutual transfer among related tasks and directly using annotated data of those tasks
(Zhang et al., 2020). Considering that parsing low-resource languages is challenging,
we apply this technique to parsing Marathi, attempting to find whether it will boost
model performance.

1.1 Research Questions
The study aims to exploit various state-of-the-art neural methods for parsing low-
resource languages with a case study on Marathi. We intend to evaluate the cross-
lingual model transfer approach for parsing Marathi in the pre-trained language
model settings as well as the multi-task learning setup. Based on the above discus-
sions, we propose the following research questions:

1. How to select source languages for parsing low-resource languages that do not
have closely related high-resource languages?

2. Do the cross-lingual approaches hold for the low-resource languages that do
not have a closely related high-resource language?
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3. How do different pre-trained multi-lingual contextualized word embeddings
affect the cross-lingual parsing performance of Marathi?

4. Does multi-task learning improve performance for cross-lingual parsing of
Marathi?

To answer those questions, we need different approaches. From the Indo-European
language family, we select genetically related medium-resource and high-resource lan-
guages with varying genetic distances from Marathi as the source languages. We also
choose two low-resource languages from another language family that share strong
areal features with Marathi. We conduct a series of experiments with cross-lingual
transfer models in two scenarios to investigate the correlation between different
source languages and the model transfer approach. We also investigate the impact
of popular multilingual BERT (mBERT) (Devlin et al., 2019) and XLM-R (Conneau
et al., 2020) language models on model performance given their robust cross-lingual
transfer performance in numerous tasks, whether in high-resource (Pires et al., 2019;
Wu and Dredze, 2019) or low-resource (Wu and Dredze, 2020) settings. Considering
the difficulty of achieving good model performance for low-resource languages, we
further investigate whether multi-task learning by jointly training Universal Depen-
dencies (UD) tasks can improve cross-lingual dependency parsing for low-resource
languages.

1.2 Outline
The study is structured as follows: Chapter 2 briefly describes dependency parsing,
especially the graph-based dependency parsing, related work on cross-lingual model
transfer learning, the Transformer (Vaswani et al., 2017) and BERT, parsers built on
top of contextualized word representations, and related work on multi-task learning
and language selection. Chapter 3 introduces the methodologies used in this study,
including two cross-lingual parsing scenarios, source language selection methods as
well as multi-task learning. Chapter 4 details the data, parser, experimental design,
setup and implementation. Chapter 5 presents an analysis and discussion of our
results and extended studies of language selection. Chapter 6 concludes the study
and discusses future work.
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2 Backgrounds

2.1 Dependency Parsing
2.1.1 Background of Dependency Parsing
As an approach to analyzing syntactic information, dependency parsing has drawn
more and more attention in recent years due to its effective performance in many ap-
plications such as information extraction (Nakazawa et al., 2006), natural language
understanding (Bowman et al., 2016), and machine translation (Xie et al., 2011). It
analyzes syntactic information by predicting a rooted, directed tree for a sentence,
which represents head-modifier relationships between words. Each word can have
one head only but can have more than one modifier. When each arc is marked with
a label that represents the syntactic relation between a head and its modifier, it is a
labeled dependency tree. Without those labels, it is an unlabeled dependency tree.
Figure 2.1 is an example of a labeled dependency tree generated with Arborator
(Gerdes, 2013) for Does anybody use it for anything else?. Take the phrase use it
for example, an arc starts from head use and points to its modifier it with a label
obj indicating that pronoun it is the object of the verb use. Head use has another
modifier anybody.

Figure 2.1: An example of a labeled dependency tree.

There are two classes of approaches to dependency parsing: data-driven and
grammar-based (Piotrowski, 2012). The data-driven class uses machine learning
techniques to learn linguistic data; on the other hand, the grammar-based class uses
formal grammar that defines formal languages and checks if the input sentence for
parsing is in a language (Piotrowski, 2012). We use the data-driven approach. There
have been two popular data-driven approaches to dependency parsing: transition-
based and graph-based parsing (Mcdonald, 2007; McDonald and Nivre, 2011). The
transition-based method adopts a shift-reduce system, which reduces the parsing
task to predicting following parsing actions; on the other hand, the graph-based ap-
proach finds the best tree with graph algorithms by factoring a tree into subgraphs.
The former uses local and greedy algorithms (Mcdonald, 2007; Yamada and Mat-
sumoto, 2003), while the latter uses globally optimized algorithms (Eisner, 1996;
McDonald et al., 2005b). Kulmizev et al. (2019) compare both methods with neural
parsers and find that the transition-based and graph-based parsers achieve almost
the same accuracy when deep contextualized word representations are applied. We
use the most accurate deep graph-based neural parser in our study.
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2.1.2 Graph-based Parsing Method
Eisner (1996) and McDonald et al. (2005a) propose the graph-based method for
dependency parsing. It decomposes a tree into subtrees and searches for the best
tree with the highest score. The score of a tree 𝑇 is a linear combination of its
subtrees 𝑐 that are scored based on their respective features:

𝑆𝑐𝑜𝑟𝑒 (𝑇 ) =
∑
𝑐∈𝑇

𝑆𝑐𝑜𝑟𝑒 (𝑐)

There are several strategies for factorizing a tree into subtrees. The simplest one is
the first-order factorization (Eisner, 1996; McDonald et al., 2005a) which is adopted
by the deep biaffine parser (Dozat and Manning, 2016) used in this study. It factor-
izes a tree into subtrees that are single dependency arcs connecting each modifier
and its head. Figure 2.2 shows the first-order factorization.

Figure 2.2: Examples of first-order factorization, in which h and m represent head and modifier,
respectively.

Various parsing algorithms (Chu and Liu, 1965; Collins, 1996; Edmonds, 1967; Eis-
ner, 2000; Eisner, 1996; McDonald et al., 2005c) are introduced to find the Maximum
Spanning Tree (MST). The parser in this work uses the popular Chu-Liu/Edmonds
algorithm (Chu and Liu, 1965; Edmonds, 1967). This algorithm takes the greedy
search approach. It first selects the best incoming arc for each node based on the
weight of each arc. If those arcs form a tree, the MST is found. Otherwise, the graph
produces cycles. Then the next step is to break those cycles. It first contracts a cycle
into a new node and recalculates the weights of the incoming and outgoing arcs to
the cycle. Recursive calls are made on new graphs until an MST is found.

2.2 Cross-lingual Transfer
Two strategies are mainly explored in cross-lingual learning for syntactic parsing: an-
notation projection (Guo et al., 2015; Hwa et al., 2005; Tiedemann, 2014; Yarowsky
et al., 2001) and model transfer (McDonald et al., 2011c; Zeman and Resnik, 2008).
Annotation projection maps annotations from a source language to a target lan-
guage via a parallel corpus and word-alignment (Yarowsky et al., 2001) or treebank
translation (Tiedemann, 2014). The model transfer approach learns universal fea-
tures and transfers model parameters from source to target languages. To alleviate
the bottleneck of learning universal features across languages, extensions like multi-
ple source languages, cross-lingual word clusters, and target language adaption are
introduced.

2.2.1 Cross-lingual Model Transfer Parsing
We first briefly overview related work on the cross-lingual model transfer approach.
With this approach, we train a model on one or several source languages and none
or a small amount of the training data of the target language and apply the model
to the target language.
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Single-source cross-lingual transfer is first introduced by Zeman and Resnik (2008),
inspired by McClosky et al. (2006). They train a delexicalized constituent-based
parser on a source language and apply it to a closely related target language. They
use Danish as the source language and Swedish as the target language. Their ex-
periments show that 1,500 Swedish trees are required to outperform their adapted
parser. They explain building such trees is daunting, which shows the usefulness of
their approach.

Multi-source cross-lingual transfer is proposed by McDonald et al. (2011a). They
use the same approach and introduce multiple related source languages. They train
a delexicalized parser on the concatenation of several Indo-European languages and
apply it to a target language that is not a source language. As a result, the parser
obtains significant improvement over previous unsupervised and projection models.
They suggest part-of-speech (POS) tags contain lots of information for unlabeled de-
pendency parsing, which is transferable due to syntactic regularity among languages
and strong combinations between heads and their actual modifiers.

2.2.2 Multilingual Parsing
Another related line of research is multilingual modeling. With this approach, we
train a model on multiple languages and apply it to one of the languages.

Ammar et al. (2016a) train a multilingual model for dependency parsing and apply
it to target languages. In addition to the UD annotations, they use multilingual
clusters, word embeddings, language embeddings, and fine-grained part-of-speech
(POS) tag embeddings. The model outperforms strong baselines in cases where the
target language has large, small, or no training data.

Smith et al. (2018a) combine multi-treebanks either from one language or several
(mostly) closely related languages for training a parser in their Uppsala system
submitted to the CoNLL 2018 Shared Task (Zeman et al., 2018). They build 34
models over 82 treebanks using a multi-task pipeline. The approach reduces the
number of models for parsing the languages and leads to no worse results than
monolingual models with significant improvements for low-resource languages.

Kondratyuk (2019) introduces multi-task model UDify. It is trained on all 124
treebanks from UD (Nivre et al., 2016) across 75 languages. The model demonstrates
state-of-the-art performance for a large number of languages in dependency parsing.
Their evaluation shows that low-resource languages benefit the most.

2.2.3 Low-resource Language Parsing Methods Comparison
Vania et al. (2019) carry out a systematic evaluation of different strategies on de-
pendency parsing of genuinely low-resource languages: data augmentation, cross-
lingual parsing, and transliteration. They use the Uppsala parser (de Lhoneux et
al., 2017a,b). They obtain the following findings: data augmentation is helpful when
a small dataset of the target language is available; cross-lingual modeling by training
both the target and source languages and data augmentation improve performance
when a highly related high-resource language is available; and transliteration is ben-
eficial when the script of a related high-resource language is different. They suggest
that the syntactic features of the source and target languages may be the reason for
performance improvement in the cross-lingual setting.

Meechan-Maddon and Nivre (2019) conduct a comparative study of three model
transfer methods for parsing three low-resource languages with varying distances
from related source languages, i.e., cross-lingual, multilingual, and monolingual mod-
eling. They use UUParser v2.3 (de Lhoneux et al., 2017a; Smith et al., 2018b). Their
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findings show that multilingual models perform the best, and training a monolin-
gual model with 200 sentences from the target language is sufficient to outperform
cross-lingual models.

Aquino and de Leon (2020) evaluate similar approaches for Tagalog, a low-resource
language that does not have a closely related high-resource language. They se-
lect source languages based on typological features and use UDPipe (Straka and
Straková, 2017). They find that the monolingual model outperforms cross-lingual
and multilingual models with a minimal size of training data for the target language.
The multilingual modeling results run contrary to the findings of Meechan-Maddon
and Nivre (2019). They explain it is probably because Tagalog and its related lan-
guages are too distant.

2.3 Contextualized Word Embeddings in Dependency Parsing
2.3.1 Transformer
We first give a brief overview of the Transformer, the basic building block of mBERT
and XLM-R.

The Transformer is initially introduced by Vaswani et al. (2017) for machine trans-
lation. It adopts the common encoder-decoder structure (Cho et al., 2014). Each
side of the structure has several layers, and each layer stacks a multi-head attention
sublayer and a fully connected sublayer. Its self-attention mechanism enables the
Transformer to better capture information in long-term dependencies than recurrent
neural networks (Vaswani et al., 2017). It is worth mentioning that the Transformer
does not use recurrence or convolution and introduces a positional encoding be-
tween the encoder and decoder stacks and the input embeddings to remember the
positional relations of input words.

2.3.2 BERT
BERT is Transformer-based deep contextual representations pre-trained on l,800M
words from BooksCorpus (Zhu et al., 2015) and 2,500M words from the English
Wikipedia. It uses WordPiece (Wu et al., 2016) for tokenization. It is pre-trained
on two objectives: masked language modeling and next sentence prediction. For
the masked language modeling task, the model randomly chooses and masks 15%
of the tokens for each sequence and predicts the masked tokens rather than the
entire input sequence. It enables deep bidirectional representation, distinguishing
BERT from ELMo (Peters et al., 2018), GPT (Radford et al., 2018b) and other
related work. The next sentence prediction task aims to understand the relationships
between sentences. It predicts if two sentences are continuous or not. For each pair
of sentences, the next sentence is the correct following one 50% of the time and a
random other one 50% of the time.

Fine-tuning of BERT is straightforward. We feed the input and output sequences
of a specific task to BERT to fine-tune all parameters, and pass the new token
representations to an output layer for token-level tasks such as sequence labeling or
pass the [𝐶𝐿𝑆] representation for classification tasks such as sentiment analysis.

2.3.3 Neural Parsers with Contextualized Word Representations
Deep contextualized word embeddings are effective in a broad set of NLP tasks (Pe-
ters et al., 2018; Wang et al., 2019). Top-performing models with their architectures
built on top of language models such as BERT, XLM (Lample and Conneau, 2019),
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RoBERTa (Liu et al., 2019) and GPT have brought significant improvement over
previous models (Wang et al., 2019).

A number of LSTM-based (Dyer et al., 2015) or bi-LSTM-based (Kiperwasser
and Goldberg, 2016) representations are first introduced. More recent approaches
towards contextualized word representations have shifted towards language mod-
els that are pre-trained on large-scale corpora, fed into a target-task model, and
optionally fine-tuned. ELMo is the first pre-trained language model used in depen-
dency parsing. It consists of two bidirectional long short-term memory layers and a
character-based convolutional neural network. HIT-SCIR (Che et al., 2018) is one
of the parsers using ELMo, and ranks first in the CoNLL 2018 shared task on Mul-
tilingual Parsing from Raw Text to Universal Dependencies (Zeman et al., 2018).

Pre-trained language models like BERT and its derivatives gradually substitute
LSTM and ELMo with the Transformer (Radford et al., 2018a; Schuster et al., 2019;
Vaswani et al., 2017). UDPipe+ (Straka et al., 2019) and UDify are built on top of
mBERT. The recent Trankit (Nguyen et al., 2021) makes use of XLM-R. Grünewald
et al. (2021) compare different Transformer-based pre-trained embeddings in de-
pendency parsing, i.e., mBERT, language-specific BERT, and XLM-R-large. They
present an experimental study on 12 diverse languages, revealing that the XLM-R
is the most robust across the languages covered.

2.3.4 Pre-trained Multilingual Language Model Evaluation
Some studies evaluate the cross-lingual transfer performance of pre-trained mul-
tilingual contextualized word representations such as mBERT. Pires et al. (2019)
show good zero-shot cross-lingual transfer performance of mBERT on named-entity
recognition (NER) and POS tagging tasks. Their probing experiments show that
subword overlap and word ordering affect performance, and mBERT transfers well
across different scripts and works best for typologically similar languages.

Similarly, Wu and Dredze (2019) evaluate mBERT on five NLP tasks of natural
language inference, document classification, NER, POS tagging, and dependency
parsing. The results show that models with mBERT representations are competitive
with the best-published methods. They observe that freezing the bottom layers and
sharing subwords boosts cross-lingual transfer performance.

The above studies on mBERT show improved cross-lingual transfer performance
in NLP tasks, and the evaluation focuses on high-resource languages. Wu and Dredze
(2020) instead study low-resource languages by evaluating mBERT in NER, POS
tagging, and universal dependency parsing tasks. The results show that the 30%
languages with the least pre-trained representations obtain worse results when tested
on models with mBERT than models without mBERT, indicating unequal high-
quality representations of all covered languages.

2.4 Multi-task Learning
Multi-task learning has many successful applications in natural language processing.
Collobert and Weston (2008) use a convolutional neural network architecture to
train for several tasks, including POS tagging, chunks, named entity tagging, and
semantic role jointly, demonstrating improved generalization.

There are mixed results in dependency parsing by leveraging multi-task learning.
Vilares et al. (2016) build a multilingual parsing model with two configurations.
One configuration includes information on the universal tags only, and the other
configuration additionally includes treebank-specific information. Their results show
that adding treebank-specific information is beneficial.
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McDonald et al. (2011c) observe that when training an English parser with all
features, including the POS tags of the first four words and word identities of the
first two words on the buffer, the unlabeled attachment score (UAS) is higher than
a delexicalized parser.

Zhang et al. (2020) design share-loose, share-tight, and stack MTL learning sys-
tems for joint POS tagging and parsing with the biaffine parser by sharing different
numbers of parameters. The results show that tagging significantly improves parsing
performance with the stack system.

However, Grünewald et al. (2021) show that the MTL setting deteriorates per-
formance for dependency parsing when training and predicting additional universal
POS tagging and universal word feature tasks simultaneously.

2.5 Language Selection
2.5.1 Marathi
Marathi is an Indo-Aryan language spoken by around 83 million speakers, mainly by
Marathi people in the Indian state of Maharashtra (Kulkarni et al., 2021). It is the
third language spoken in India, with Hindi and Bengali ranking the first and second
(Kulkarni et al., 2021). Marathi has many interesting linguistic characteristics. For
example, its basic word order is subject-object-verb (SOV), but the order is relatively
free in Marathi (Dhongde and Wali, 2009). It has rich reflectional and derivational
morphology and three genders: feminine, masculine and neuter (Burgess, 1854). Lin-
guistically, the Dravidian Telugu and Kannada spoken in the south of the state have
greatly influenced the lexicon and syntax of Marathi (Southworth, n.d.). Marathi’s
writing system is Balbodh, a modified version of Devanagari script (Burgess, 1854).

The language is used in official documents and scientific and literary writings
(Dhongde and Wali, 2009). However, it did not have a universal dependency treebank
until Ravishankar (2017) built a small-size Marathi treebank annotated according
to the guidelines of Nivre et al. (2016).

2.5.2 Transfer Language Selection
Determining the best transfer language for cross-lingual parsing of a low-resource
language is difficult due to linguistic differences. Languages differ significantly in
terms of morphology, syntax, phonetics, etc. Still, some methods are used for select-
ing source languages.

One of the most commonly used methods for selecting a source language relies
on genealogical similarities. When Zeman and Resnik (2008) initially propose cross-
lingual transfer, they experiment with Danish as the source language and Swedish as
the target language. Both languages are closely related. McDonald et al. (2011a) ex-
plore multilingual transfer with English as the source language and eight other Indo-
European languages as both the source and target languages, i.e., Danish, Dutch,
German, Greek, Italian, Portuguese, Spanish, and Swedish. Mulcaire et al. (2019)
study multilingual contextual word representations in cross-lingual transfer and find
that phylogenetically related source languages have more impact than distant lan-
guages. In the CoNLL 2018 shared task on Multilingual Parsing from Raw Text to
Universal Dependencies (Zeman et al., 2018) that provides 82 treebanks from 46
languages, Smith et al. (2018a) select source languages for their multilingual models
based on language families and relatedness and show better performance for models
trained on a small group of several closely related languages and even improvement
of models trained on less related languages. However, some studies find that the best
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source language is from a different language family. Lynn et al. (2014) study low-
resource language Irish that does not have a closely related high-resource language
by selecting a wide range of source languages from four language family groups for
cross-lingual dependency parsing. They find that the best transfer language for Irish
is Indonesian, an Austronesian language. Their analysis suggests that both Irish and
Indonesian have the same noun-noun modification syntax and the Indonesian model
is better at capturing long-distance dependencies.

Another one of the most commonly used selection methods relies on typological
similarities. Meng et al. (2019) incorporate linguistic statistics of target languages
such as word order into a cross-lingual parser as weak supervision. They evaluate
single-source cross-lingual dependency parsing with English as the source language
and 19 other languages from diverse language families as the target languages. The
results show improvements for most languages and substantial improvements for dis-
tant languages. Other studies use typological features to learn language embeddings.
Udapter (Üstün et al., 2020) integrates syntactic, phonological and phonetic inven-
tory information for embedding learning, and Ammar et al. (2016b) incorporate
typological features from the World Atlas of Language Structures (WALS) (Dryer
and Haspelmath, 2013) into their parser. Aquino and de Leon (2020) investigate
parsing on Tagalog that does not have a closely related high-resource language like
Marathi in our study. They measure the typological similarity of a target language
and a source language based on WALS. Specifically, they use the Hamming dis-
tance measure proposed by Agi (2017), which computes the WALS feature vector
distances between the target and source languages. They select the five closest lan-
guages. Interestingly, their multilingual models trained on Tagalog and a source
language underperform their monolingual model. They explain it probably results
from the long distance between the source and the target language and the big
difference in treebank sizes.

Some works select contemporary contact languages (Dione, 2021; Lim et al., 2018).
Lim et al. (2018) study multilingual dependency parsing of low-resource language
Komi and Saami. The results show that genetically related languages and contact
languages improve parsing performance for the two languages. Dione (2021) study
African languages Bambara, Wolof, and Yoruba with their contact language English
and French and show a combination of high-resource languages with low-resource
languages with contemporary contact leads to better results than a combination of
unrelated languages only.

Søgaard (2011) points out that Danish and Swedish are very similar with nearly
the same syntax, and thus the results in Zeman and Resnik (2008) are not surprising.
He improves that approach by proposing the data point selection strategy, with
which he selects a portion of the most similar sentences in the source languages
using perplexity per word metrics. The results are close to those obtained with
more complex projection-based cross-lingual algorithms.

Lin et al. (2019) propose a ranking framework, i.e., LANGRANK. They train mod-
els on each potential source language represented by its phylogenetic, typological,
lexical overlapping, and data size features, and then ranks those transfer languages
according to their model performance on the low-resource target language. They
evaluate this system in machine translation, entity linking, POS tagging, and de-
pendency parsing tasks and find better transfer languages than ad hoc baselines.
Specifically for dependency parsing, genetic and geographical features stand out in
their analysis. However, this language selection ranker does not guarantee general-
ization through all languages (Lin et al., 2019).
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3 Methodologies

This chapter describes the methodologies used in this study, including cross-lingual
model transfer parsing methods, contextualized word representations, and multi-
task learning setups.

3.1 Cross-lingual Model transfer Methods
In cross-lingual model transfer, models are trained on source languages and directly
applied to parsing target languages. The cross-lingual transfer approach helps parse
some low-resource languages (Aquino and de Leon, 2020; McDonald et al., 2011a;
Meechan-Maddon and Nivre, 2019; Zeman and Resnik, 2008). However, it is argued
that recent cross-lingual approaches bias towards Indo-European languages due to
a large volume of annotated data and similar word orders. Thus, we possibly over-
estimate the effects of cross-lingual learning for truly low-resource languages (Agi
et al., 2016a). We attempt to explore cross-lingual model transfer parsing methods
for low-resource languages with a case study on Marathi. We focus on cross-lingual
model transfer in two scenarios. In the first scenario, we train a model with a source
language and apply it directly to the target language. We call this scenario the single-
source zero-shot cross-lingual transfer. In the second scenario, we train a model with
a source language and a small amount of the training data of the target language
and apply the model directly to the target language. We call this scenario the single-
source few-shot cross-lingual transfer. It is worth noting that the training data of
Marathi are 373 sentences, more than the traditionally no more than 100 sentences
used in the few-shot scenario. In addition, we train a monolingual parser with the
Marathi dataset for comparison.

3.2 Contextualized Word Representations
The pre-trained contextualized word representations, particularly the Transformer-
based embeddings, are present in recent top-performing models (Nguyen et al.,
2021; Radford et al., 2018a; Straka et al., 2019). We investigate the impact of two
Transformer-based multilingual word representations, i.e., mBERT and XLM-R, on
cross-lingual parsing of Marathi. We also train models with the English BERT em-
beddings as the baseline.

3.2.1 mBERT
mBERT is pre-trained on Wikipedia in 104 languages with the largest corpora.
To balance data size, Devlin et al. (2019) down-sample high-resource languages
and over-sample low-resource languages using exponential smoothing. Exponential
smoothing means that the probability of a language is exponentiated by a factor,
re-normalized, and then sampled from the distribution1. It is worth mentioning that
mBERT does not use any supervised cross-lingual data.

1https://github.com/google-research/bert/blob/master/multilingual.md
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3.2.2 XLM-R
XLM-R is a Transformer-based language model, pre-trained on 2.5TB Common-
Crawl (Wenzek et al., 2020) data in 100 languages. The large corpora increase the
data sizes of low-resource languages over their Wikipedia corpora used by mBERT
by two hundred times on average (Conneau et al., 2020). Compared to mBERT, it
is pre-trained only with the dynamic masked language model task and uses Senten-
cePiece (Kudo and Richardson, 2018) for tokenization. The exponential smoothing
method is applied in XML-R as well. The multilingual language model outperforms
mBERT on a wide range of cross-lingual tasks (Conneau et al., 2020).

3.3 Multi-task Learning
Multi-task learning is an approach taken by a model to generalize better for a
specific task by sharing representations between related tasks (Ruder, 2017). Gen-
eralization is boosted by capturing “domain-specific information contained in the
training signals of related tasks” (Caruana, 1997). In deep learning, the most com-
mon two ways of multi-task learning are hard and soft parameter sharing (Ruder,
2017). Hard parameter sharing operates by sharing hidden layers of all related tasks
and maintaining task-specific output layers; soft parameter sharing operates by reg-
ularizing the distances between the parameters of a task-specific model. There is no
clear way to determine which auxiliary tasks are helpful for multi-task learning. We
can only rely on our assumptions that some tasks are related to some extent and
should be helpful (Ruder, 2017). As shown in Section 2.4, multi-task training leads
to mixed results in the dependency parsing task. Its impact on dependency parsing
is not well studied (Grünewald et al., 2021), especially in low-resource languages.
We explore its influence on parsing Marathi by jointly training with other UD tasks
in the contextualized word embedding settings.

3.4 Source Language Selection
Researchers traditionally select source languages with their intuitions (Lin et al.,
2019). Selecting a transfer language based on a language family has advantages as
member languages usually share more linguistic properties like grammar, lexicon,
and scripts. For example, the Indo-Aryan languages are rich in morphology and
have many linguistic similarities compared to English (Khatri et al., 2021). However,
not all languages in the same family share linguistic features (Ahmad et al., 2018).
For instance, in the Germanic family, German and Dutch have no dominant order
of verb and object, while English adopts the verb-object order as shown in the
WALS database. Alternatively, a method based on typological features is proposed.
However, it is unclear whether a particular typological feature is the best criterion
for determining the best transfer language (Lin et al., 2019). One obstacle is the
numerous linguistic features. The WALS database covers 196 linguistic features and
2662 languages.

In the study, we select genealogically related languages as the source languages
for Marathi. Mulcaire et al. (2019) show that sufficient annotated data overcomes
linguistic differences and distantly related languages are helpful. We thus select
several distantly related high-resource languages from the Indo-European family.
Besides, we explore the impact of more related medium-resource and high-resource
source languages on Marathi for comparison. Based on Lin et al. (2019)’s finding
that genetic and geographic features stand out in dependency parsing as discussed
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in Section 2.5.2, we select two more low-resource languages from another language
family that share strong areal features with Marathi. Using those diverse languages
to evaluate their impact on parser performance, we attempt to get some insights on
transfer language selection for a low-resource language that does not have a closely
related high-resource language.
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4 Experiments

4.1 Data
We select Ancient Greek, Latin, Persian, and English as the distantly related high-
resource languages, Hindi and Urdu as less distantly related high-resource and
medium-resource languages, Tamil and Telugu as geographically-related low-source
languages. Ancient Greek, Latin, Persian, and English belong to different subdivi-
sions of the Indo-European language family. Hindi, Urdu, and Marathi belong to
the Indo-Aryan language family, a subdivison of the Indo-European language family.
Tamil and Telugu belong to the Dravidian language family.

4.1.1 Training, Development and Test Datasets
We use the treebanks from UD2.8 (Zeman et al., 2021). When some source languages
have several treebanks, we choose the treebank with the largest size. The split of
the training, development, and test sets is the default of the UD2.8 project. The test
data in all experiments is the Marathi test set in the UD2.8 project. The training
and development sets vary according to each subtask. Table 4.1 below shows the
details of the dataset:

Language Script Language Family Treebank Train (Token) Dev (Token) Test (Token)
Persian Persian IE, Iranian PerDT 445,587 24,751 x
Hindi Devanagari IE, Indic HDTB 281,057 35,217 x
English Latin IE, Germanic EWT 201,967 24,788 x
Ancient Greek Greek IE, Greek PROIEL 187,033 13,652 x
Latin Latin IE, Latin ITTB 172,133 13,939 x
Urdu Perso-Arabic IE, Indic UDTB 108,690 14,581 x
Tamil Tamil Dravidian, Southern TTB 5,734 1,129 x
Telugu Telugu Dravidian, South Central MTG 5,082 662 x
Marathi Devanagari IE, Indic UFAL 2,730 400 376

Table 4.1: UD v2.8 dataset with number of tokens.

4.2 MaChAmp
We employ the toolkit MaChAmp (van der Goot et al., 2021) for dependency parsing
of Marathi. MaChAmp provides easy configuration for multiple datasets and the
multi-task setup, and supports initialization and fine-tuning with all embeddings
provided by Huggingface (Wolf et al., 2020). The model evaluation results of all
UD tasks on the English Web Treebank (EWT2.2) (Silveira et al., 2014) are slightly
higher than those of the UDify parser (Kondratyuk and Straka, 2019). It accepts the
UD format after removing multi-word tokens and empty nodes with UD-conversion-
tools (Agi et al., 2016b).

MaChAmp is an extension of AllenNLP (Gardner et al., 2018), a library that is
built with the PyTorch (Paszke et al., 2019) framework and provides deep learning
methods for NLP research. The overview of MaChAmp is shown in Figure 4.1.
MaChAmp takes a BERT model (Devlin et al., 2019) as the encoder and is fine-
tuned according to specific downstream tasks. It adopts the linear warm-up and
inverse square root decay learning rate scheduler (Howard and Ruder, 2018). Each
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particular task has its decoder. The embedding-specific tokenizers in Huggingface
are the default ones of the model.

Figure 4.1: Example structure of MaChAmp with joint training of classification and dependency
parsing tasks.

For the dependency parsing task, it implements the deep biaffine parser (Dozat
and Manning, 2016) and Chu-Liu/Edmonds algorithm (Chu and Liu, 1965; Ed-
monds, 1967) for decoding. The biaffine parser is a graph-based parser that is an ex-
tension of the model proposed by Kiperwasser and Goldberg (2016). It first receives
the word and POS tag sequences, uses an arc classifier to find the best dependency
parsing tree, and then assigns a label to each arc of the tree with a label classifier.
The parser uses a deep bilinear attention mechanism for classification. For each to-
ken in a sentence, its word embeddings and POS embeddings are concatenated to a
vector as the input. The input is then fed into BERT, mBERT, or XLM-R layers to
produce representations. Then the representations are fed into the arc biaffine clas-
sifier to get scores of every possible arc. Before being fed into the biaffine classifier,
the representations are fed into a perceptron that removes information irrelevant for
calculating arcs and reduces dimensions. After obtaining the best-unlabeled tree, the
model assigns the best label to each arc with a label dependency classifier.

We use labeled attachment score (LAS), the default metric of MaChAmp for
evaluating dependency parsing. LAS measures the structure of a dependency tree
and the correct heads and arcs of the output. It measures how many words are
correctly assigned both the syntactic head and the label (Nivre and Fang, 2017).
In other words, LAS equals the number of words with their correct heads and the
labels divided by the total number of words in a sentence.

4.3 Parsing Sub-tasks
We first carry out the following subtasks with the English BERT, mBERT, and
XLM-R embeddings:

• for monolingual modeling, train a monolingual model with the Marathi data
set.

• for zero-shot cross-lingual modeling, train eight models for the source lan-
guages with their respective training data: Persian, Hindi, English, Ancient-
Greek, Latin, Urdu, Tamil, and Telugu, and fine-tune them with their respec-
tive development data.

19



• for few-shot cross-lingual modeling, train eight models on the source languages
with the concatenation of their respective training data and the training data
of Marathi and fine-tune them on their respective development data and the
development data of Marathi.

We run the above experiments with the dependency task without predicting other
UD tasks. To explore whether multi-task learning improves performance, we run
the monolingual and cross-lingual modeling in a multi-task setting with mBERT
and XLM-R embeddings. The multi-tasks include lemmatization (lemma), universal
part-of-speech tagging (upos), language-specific part-of-speech tagging (xpos), and
morphological tagging (morph), in addition to dependency parsing.

4.4 Experimental Setup
For hyperparameters, we use the default configuration with different contextual-
ized word embeddings. We study different embeddings including bert-base-cased 1,
bert-base-multilingual-cased 2 and xlm-roberta-large 3. The primary default param-
eters of MaChAmp are as follows: the optimizer is Adam, 𝛽1 0.9, 𝛽2 0.99, dropout
0.3, epoch 20, batch size 32, learning rate le-4, weight decay 0.01, BERT/mBERT
dimension 768, XLM-R dimension 1024, and max length 128.

4.5 Implementation
We conduct all experiments with the computational resource from UPPMAX (Upp-
sala Multidisciplinary Center for Advanced Computational Science) 4. We perform
the training on a single Nvidia T4 GPU, except that Persian, English, Ancient
Greek, and Latin are trained on a CPU in the XLM-R word embedding setup due
to memory limit5.

1https://huggingface.co/bert-base-cased
2https://huggingface.co/bert-base-multilingual-cased
3https://huggingface.co/xlm-roberta-large
4https://www.uppmax.uu.se/
5https://github.com/machamp-nlp/machamp
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5 Results and Discussion

We describe and discuss parsing results and how different settings affect model
performance in the chapter.

5.1 Monolingual Model Performance
the results from the monolingual models are shown in Table 5.1. The monolingual
model trained on 373 sentences obtains 46.56% LAS in the English BERT setting. It
contradicts Zeman’s hypothesis (Nivre et al., 2017) that training ca. 100 sentences
can achieve an accuracy of 50% for many languages. The hypothesis have been
supported by Aquino and de Leon (2020), Garcia et al. (2017), and Meechan-Maddon
and Nivre (2019). However, the monolingual models yield 62.77% and 66.76% LAS in
the mBERT and XLM-R settings, indicating the great influence of multilingual pre-
trained language models on the parser performance. With multilingual pre-trained
language models, the results corroborate Zeman’s above hypothesis.

5.2 Cross-lingual Model Transfer Performance
5.2.1 Single-source Zero-shot Cross-lingual Scenario
Table 5.1 shows the results for single-source zero-shot cross-lingual transfer learning
with different source languages. The results differ dramatically for languages in and
across different embedding settings.

Embeddings Marathi Telugu Tamil Urdu Latin Ancient Greek English Hindi Persian
BERT 46.54% 14.63% 17.82% 12.77% 4.52% 6.64% 4.52% 20.21% 13.56%
mBERT 62.77% 27.93% 49.73% 55.85% 46.01% 22.07% 38.83% 45.74% 43.88%
XLM-R 66.76% 36.70% 51.86% 59.57% 56.11% 36.97% 46.01% 56.91% 58.78%

Table 5.1: LAS results of cross-lingual model transfer in the zero-shot scenario with different
embeddings and monolingual model transfer of Marathi. Bold numbers represent the
highest scores for each embedding setting.

In the BERT setting, all models mainly rely on the source languages to gener-
ate feature representations for Marathi. The results show that cross-lingual transfer
learning in this setting is far from satisfying. All models trained on a source language
perform much worse than the monolingual model. The top-performing languages are
Hindi, Tamil, Telugu, and Urdu. Hindi obtains the highest score of 20.21%. It has
several advantages: high-resource, belonging to the same Indo-Aryan branch lan-
guage family and having the same Devanagari script as Marathi. Telugu and Tamil
from the Dravidian language family extensively influence Marathi lexically or syn-
tactically (Southworth, n.d.). Telugu is shown to be more similar to Indo-Aryan
languages than other languages of its Dravidian language family and exhibits high
vocabulary overlap (Kunchukuttan and Bhattacharyya, 2020). It probably explains
that the small data sizes of those languages enable better transfer than other dis-
tantly related high-resource languages. The probable reason why Tamil has a higher
score than Telugu is that Tamil has a larger data size. The following best transfer
languages are Persian and Urdu. Urdu belongs to the Indo-Aryan language family
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and has the same grammar as Hindi (Prasad and Virk, 2012), while Persian belongs
to the Iranian branch family but has influenced Indic languages for a long time
(Khansir and Mozafari, 2014). Persian has a slightly higher score, probably due to
its much larger data size. The rest of the high-resource languages have different
scripts and less historical contact, which may share little vocabulary resulting in
low scores.

In the mBERT setting, all models make significant improvements compared to
those in the BERT setting. The results verify Pires et al. (2019)’s findings that
mBERT significantly impacts cross-lingual syntactic transfer in a zero-shot scenario.
The best model trained on Urdu yields 55.85% LAS, quite close to 62.77% from the
monolingual model in the mBERT setting. Low-resource language Tamil is still
competitive, only second to Urdu. Distantly related languages that have much big
data sizes obtain the most gains. Urdu has the best score with an absolute gain of
ca. 6% over Tamil, the best-performing language in the BERT setting. As an Indo-
Aryan language, Urdu shares many properties with Marathi. Besides, it absorbs
words from Persian (Auroux et al., 2008). It probably learns more universal features
with other Indic languages and Persian-related languages than the other languages
in this mBERT setting. The probable reason why Latin has the third-highest score is
that mBERT is biased towards Indo-European languages in the Latin script (Müller
et al., 2020). English uses the Latin script but has different word order and is not
morphologically rich. It probably affects the results as Pires et al. (2019) find it hard
to systematically transform structures to a target language with different word order.

Compared to the mBERT setting, we observe similar patterns in the XLM-R
setting. All source languages obtain gains over the mBERT setting, highlighting
the importance of the size of the pre-trained dataset and model parameters. Urdu
maintains having the best score, and other top-performing languages are Persian,
Hindi, and Latin. Tamil drops from the second to the fifth, probably due to the
weak influence of its small data size in the context of XLM-R.

Despite improvements from the pre-trained language models, we observe that
monolingual models consistently outperform the cross-lingual models in all embed-
ding settings by a large margin, indicating the necessity for adding additional source
languages or the target language to the cross-lingual models.

5.2.2 Single-source Few-shot Cross-lingual Scenario
Table 5.2 shows the results for cross-lingual transfer learning with a small amount of
training data in Marathi. Overall, models trained on a related source language and
a small amount of the training data of the target language yield results competitive
with or improved over the monolingual models. Compared to the zero-shot scenario,
languages in each embedding setting yield scores with narrow margins.

Embeddings Marathi Telugu Tamil Urdu Latin Ancient Greek English Hindi Persian
BERT 46.54% 46.01% 46.28% 46.01% 46.28% 49.47% 48.13% 46.54% 49.20%
mBERT 62.77% 62.77% 64.63% 66.22% 68.35% 65.42% 65.96% 64.36% 65.16%
XLM-R 66.76% 71.28% 69.41% 73.94% 73.14% 76.60% 72.87% 71.01% 73.67%

Table 5.2: LAS results of few-shot cross-lingual model transfer and monolingual model trans-
fer of Marathi in the context of different embeddings. Bold numbers represent the
highest scores for each embedding setting.

Models trained on Ancient Greek, English, and Persian outperform the monolin-
gual model by different margins in the BERT setting. Hindi obtains the same score
as Marathi. Urdu, Tamil, and Telugu performing well in the zero-shot scenario under-
perform the monolingual model. However, the models trained on them only slightly

22



underperform the monolingual model. The advantageous features of those better-
performing source languages in the zero-shot scenario, like scripts and relatedness,
seem to be outweighed after combining with a small amount of the training data
of the target language. Another observation is that Ancient Greek yielding one of
the lowest scores in the zero-shot scenario obtains the best score after concatenation
with Marathi. It does not have the same script as Marathi, and its data is not the
largest. It would be interesting to investigate its linguistic features and compare
them with Marathi’s.

In the mBERT and XLM-R settings, models trained on related languages con-
sistently outperform the monolingual models. It indicates that single-source cross-
lingual model transfer with a small amount of the training data creates a posi-
tive transfer in parsing low-resource languages (at least in the case of Marathi) in
mBERT and XLM-R settings. The results mirror previous studies (McDonald et al.,
2011b; Meechan-Maddon and Nivre, 2019; Smith et al., 2018a; Vilares et al., 2016)
that demonstrate adding related source languages improves model performance on
low-resource languages and distant source languages are still helpful. Models trained
in the mBERT setting obtain ca. 18% on average over those trained in the BERT
setting, and models trained in the XLM-R setting yield an average increase of ca. 7%
over those in the mBERT setting. Those substantial improvements demonstrate the
strong impact of the pre-trained multilingual language models once again. Telugu
and Tamil yield two of the lowest scores in those settings, revealing that their small
data sizes probably could not provide strong positive transfer, different from their
performance in the zero-shot scenario. Hindi, which has the second-largest data size
among all languages and performs well in the zero-shot setting, does not maintain
momentum. Urdu, Latin, and Persian maintain performance compared to the zero-
shot scenario. The top-performing Ancient Greek consistently performs well in both
settings, and it is interesting to observe that it is not one of the languages that
mBERT and XLM-R are pre-trained on. We attempt to find the linguistic simi-
larities between the two languages. We query URIEL language typology database
(Littell et al., 2017) that provides standardized language information on the typolog-
ical, geographical, and phylogenetic basis drawing from WALS, Ethnologue (Lewis,
2009), Glottolog (Hammarström et al., 2017) and PHOIBLE (Moran and McCloy,
2019). With lang2vec1, we compare the feature and syntactic distances between them
and find that their distances from Marathi are longer than other source languages
such as English or Persian. Thus we may conclude that other or some features may
have more impact. We may need fine-grained studies to identify their similarities.

To sum up, mBERT and XLM-R greatly boost model performance in both the
zero-shot and few-shot settings, and XLM-R is more robust. Model performance
differs larger in the zero-shot scenario than in the few-shot scenario in all embeddings.
Language features like the script and relatedness probably play a more important
role in the zero-shot scenario; distantly related languages with a large data size seem
to exert more influence in the few-shot scenario. We observe positive transfer from
many source languages whose scripts are different from Marathi’s Devanagari. This
corroborates prior work (K et al., 2019; Wu et al., 2019) showing mBERT is capable
of learning cross-lingual representations even without shared vocabulary.

5.3 Impact of Multi-task Learning
We evaluate how model performance changes from the parsing-only setting to the
multi-task setting where we train additional UD tasks simultaneously. We conduct

1www.cs.cmu.edu/dmortens/downloads/uriel_lang2vec_latest.tar.xz

23



experiments in the mBERT and XLM-R settings. Table 5.3 shows the results in the
zero-shot and monolingual scenario. In the monolingual setting, Marathi obtains a
decrease of 2.29% LAS in the mBERT setting and a gain of 0.26% in the XLM-R
setting. The decrease in model performance is larger than the increase.

In the mBERT setting, only Telugu out of the source languages obtains an in-
crease, which is 2.66% LAS. But such an increase does not help Telugu surpass the
best-performing model trained on Urdu in the parsing setting. In the XLM-R set-
ting, five out of the eight source languages obtain improvements. English yields the
highest absolute increase of 3.46%, and other source languages yield slight gains or
decreases. The highest score obtained by Urdu in the parsing-only setting increases
by 0.43%. Overall, multi-task learning yields mixed results with little or no impact
on the best results in the parsing-only setting.

Embeddings Marathi Telugu Tamil Urdu Latin Ancient Greek English Hindi Persian
mBERT 60.37% 30.59% 49.47% 54.52% 41.49% 21.28% 38.03% 43.88% 42.02%
XLM-R 67.02% 36.97% 48.40% 60.90% 57.71% 34.04% 49.47% 55.59% 57.71%

Table 5.3: LAS results in the multi-task setting for single-source zero-shot cross-lingual transfer.
Underline indicating improvement over parsing-only setting.

We also observe the mixed results in the few-shot multi-task setting shown in
Table 5.4. In the mBERT setting, Urdu rather than Telugu obtains an increase,
which is 1.01%. Meanwhile, the highest score of 68.35% obtained by Latin in the
parsing-only setting decreases by 3.46%, resulting in Persian yielding the highest
score in the multi-task setting. Still, Persian’s score of 67.55% is below Latin’s
original 68.35%. In the XLM-R setting, four out of the eight source languages obtain
increases, and Persian yields the highest gain of 1.6%. However, the highest score of
76.60% from Ancient Greek in the original setting decreases by 1.60%, resulting in
Persian obtaining the highest score in the multi-task configuration. Still, this score
of Persian is below the highest score obtained by Ancient Greek in the single-task
setting.

Embeddings Marathi Telugu Tamil Urdu Latin Ancient Greek English Hindi Persian
mBERT 60.37% 59.57% 61.70% 67.28% 64.89% 64.36% 64.63% 64.89% 67.55%
XLM-R 67.02% 67.55% 70.48% 73.40% 73.67% 75% 70.74% 70.48% 75.27%

Table 5.4: LAS results in the multi-task setting for few-shot cross-lingual transfer. Underline
indicating improvement over parsing-only setting.

To sum up, the multi-task setting slightly improves performance for some source
languages in both mBERT and XLM-R settings but deteriorates the model per-
formance of the best-performing source languages in the dependency-only setup in
general. Jointly predicting additional UD tasks does not further improve model per-
formance for the best-performing source languages. The results are mixed compared
to Grünewald et al. (2021)’s findings that multi-task learning of jointly predicting
upos and morph in the XLM-R setting deteriorates model performance for all lan-
guages covered in their studies. However, we also train the lemma and xpos features,
and it would be interesting to investigate whether the two additional UD tasks result
in different results.

5.4 Extended Studies on Source Language Selection
The BERT setting reveals several most helpful source languages in the zero-shot
scenario. Despite a small training data of 5,734 and 5,082 tokens, Tamil and Telugu
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yield scores of 17.82% and 14.63%, ranking second and third after Hindi. It mani-
festly demonstrates that Tamil, Telugu, and Marathi from all the source languages
share some most helpful features as Marathi. Considering their similar geographical
and syntactic features with Marathi (Southworth, n.d.), we wonder whether high-
resource languages that share those similar features with Marathi can achieve better
performance. Using lang2vec, we measure language distances from Marathi based
on geography and syntax. Excluding low-resource languages, we find Korea and
Japanese have the shortest syntactical distances from Marathi, and Arabic, Hebrew,
Indonesian, Russian and Turkish have the same shortest geographical distance of
0.2 to Marathi. We select Indonesian and Hebrew for the geographical case study
shown in Table 5.5.

We conduct experiments with those four languages in the few-shot mBERT and
XLM-R settings. We use the largest treebank of each language in UD v2.8 and the
default data split, the details of which are shown in Table 5.6.

Geographical Feature Tamil Telugu Hindi Urdu Indonesian Hebrew
Distance 0.0 0.0 0.0 0.1 0.2 0.2
Syntactic Feature Tamil Telugu Hindi Urdu Korea Japanese
Distance 0 0 0.53 0.53 0.57 0.6

Table 5.5: Four more geographically or syntactically related high-resource source languages
available in UD V2.8 as well as selected Indic languages for comparison.

Language Script Language Family Treebank Train(Token) Dev(Token)
Indonesian Kawi Austronesian, Malayo-Sumbawan GSD 96,485 12,474
Hebrew Hebrew Afro-Asiatic, Semitic HTB 137,717 11,412
Korea Hangul Korean KAIST 296,446 25,278
Japanese Kanji, Hiragana, Katakana Japanese GSD 168,333 12,287

Table 5.6: UD v2.8 dataset with number of tokens for Korean, Japanese, Indonesian and He-
brew.

The results are shown in Table 5.7. Among all languages covered in this study,
Korean obtains the second-highest score in the mBERT setting, 1.06% below Latin,
and Hebrew has the highest score in the XLM-R setting, 1.06% gain over the second-
highest score of Ancient Greek. Those results do not demonstrate wide margins from
those obtained by training models on genetically related languages. Thus we may
conclude that selecting languages based on language families yields similar results
as selecting languages based on geography or syntax. It probably is due to the long
distance between Marathi and any high-resource language in terms of phylogeny,
geography, or syntax, and languages with a shorter distance are low-resource. We
also observe that Hebrew having a subject-verb-object (SVO) order rather than
Marathi’s SOV order yields the highest result, suggesting that other components
contribute to cross-lingual transfer ability (K et al., 2019).

Embeddings Indonesian Hebrew Korean Japanese
mBERT 63.83% 64.63% 67.29% 62.23%
XLM-R 74.20% 77.66% 70.74% 73.94%

Table 5.7: LAS results of four more geographically or syntactically related high-resource source
languages available in UD V2.8.
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6 Conclusion and Future Work

We evaluate the cross-lingual model transfer approach for low-resource languages
with a case study on Marathi. Specifically, we investigate this approach in the zero-
shot and few-shot scenarios in the context of diverse source languages, pre-trained
language models, and a multi-task learning setup.

Based on our experiments, we draw the following conclusions concerning the re-
search questions:

• We find that source languages affect cross-lingual model transfer in both sce-
narios. Language similarities seem to exert more influence in the zero-shot sce-
nario, while distantly related high-resource languages contribute the most to
cross-lingual transfer in the few-shot scenario. The low-resource and medium-
resource languages that are either less distant or share areal features with
Marathi yield impressive results compared to those distant high-resource lan-
guages in the zero-shot setting, indicating the importance of identifying similar
languages. Our extended studies on source language selection based on geogra-
phy and syntax do not reveal much better alternative high-resource languages,
showing that selecting languages based on the phylogeny for Marathi does not
yield worse results.

• mBERT and XLM-R greatly influence model performance, with XLM-R the
more robust choice in both scenarios. Distant high-resource languages benefit
most from those pre-trained language models. Cross-lingual transfer across
scripts hold in those settings. These pre-trained language models also demon-
strate a significant structural transformation from languages with different
word orders and better transferability for source languages with the same or-
der.

• The multi-task learning setup that predicts other UD tasks simultaneously
yields mixed results with slight margins, and the model trained on Ancient
Greek with the parsing-only setup still maintains the highest score.

Our experiments reveal some interesting future work:

• Given that some low-resource languages do not have a closely related high-
resource language, it is meaningful to study their linguistic features sharing
with high-resource languages. We can conduct experiments concerning spe-
cific linguistic features to find possible better source languages for accuracy
improvement.

• It is interesting to further explore multilingual modeling for Marathi with
the pre-trained language models to find its correlations with the pre-trained
language models for parsing Marathi.

• The robust performance of pre-trained language models intrigues the interest
in comparing with other pre-trained language models, especially the newly re-
leased monolingual Marathi language model pre-trained on a Marathi corpus.
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• Despite observed improvements with those pre-trained models, there is room
for further improvement. Future work could consider annotating more data
for Marathi to achieve significant increases.
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