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1. Introduction

Three-dimensional digital images are becoming more and more common due
to the development of image acquisition techniques such as CT (Computed
Tomography) and MRI (Magnetic Resonance Imaging). A three-dimensional
digital image, I, often called a volume image, is a function I : V → Z, where
V is a subset of Z3. It is common to tessellate space by placing a centered
cube with side equal to one, a voxel (Volume Picture Element), on each grid
point of V . Volume images of parts of the human body are acquired and stud-
ied every day in hospitals all over the world. Using segmentation algorithms,
individual three-dimensional objects can be extracted from the images and
further analyzed and visualized in different ways. In the future, we expect
an increasing amount of research treating all aspects of volume image analy-
sis. The development of new efficient algorithms is necessary, since many
well-known algorithms for two-dimensional images cannot be generalized to
higher dimensions or are too costly in terms of computations to be useful on
large three-dimensional data sets.

In this thesis global shape description of digital objects through surface
parameterization shall be considered. By a digital object, A, we shall simply
mean a connected set of voxels, which can then be regarded as a discretization
of an underlying object in R3. To study the shape of A, it must be assigned a
surface. This can be done in many different ways depending on the applica-
tion. For example, in computer graphics the marching cubes algorithm, see
Lorensen & Cline (1987), is often used to create a triangulated surface from
voxel data. This surface is suitable for visualization but often suffers from
topological deficiencies and also contains a very large number of triangles.
We shall use three types of surfaces to represent the shape of voxel objects
in this thesis. The first one is very simple: The voxels of A are divided into
inner voxels and boundary voxels. If a voxel has at least one face neighbor
in the background, then it is a boundary voxel, otherwise it is an inner voxel.
Defining the surface as a subset of A in this way can be enough when us-
ing it together with simple algorithms, but in general more sophisticated sur-
faces are needed. The second surface definition in this thesis has faces that
are quadrilaterals and the third has faces that are triangles. They both arise
from the voxel representation of the digital object and allow for incorporating
information about surface orientation. It is also easy to work with their geo-
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metrical and topological properties. For example, it is easy to check whether
a closed triangular or quadrilateral surface is a topological sphere if there are
data structures that hold information about the number of edges, faces and
vertices. It is important for the methods in this thesis that the topology of the
given surface can be verified. The quadrilateral surface is defined as the union
of all voxel faces that separate A from its complement and the triangular sur-
face is obtained by simply adding one of the two possible diagonals on each
voxel face. A more detailed discussion of how to generate these surfaces for a
given volume image is found in Section 2.2.1.

The study of surface parameterization is motivated by considering it as a
tool for capturing the most important information about the shape of a digital
object in a small set of parameters, which can be used for shape analysis, com-
parison between different objects, detection of shape deformations and shape
modeling. For example, in Goldberg-Zimring et al. (2001), Goldberg-Zimring
et al. (2003) and Goldberg-Zimring et al. (2005) spherical harmonics are used
to reconstruct tumours obtained from MRI images. The reconstructions inter-
polate the original shape smoothly and is used for volume measurements. In
Gerig et al. (2001) the shapes and sizes of ventricles, also segmented from
MRI scans, are compared with statistics based on spherical harmonic expan-
sions. The motivation for this is that changes in shape and size indicate psychi-
atric illness. There exist, of course, other approaches to global shape descrip-
tion, for example, implicit polynomial descriptors, see Blane et al. (2000),
and the related work on shape invariants in Tarel & Cooper (2000). The main
strength with these methods is the capability to describe different topologies
in a unified way. This can, however, also be a weakness when the topology
is known, since such information can be difficult to incorporate, see Keren &
Gotsman (1999). Another popular method is to use a parametric model with
low descriptive power, see Zhou & Kambhamettu (2001), but only objects
with simple geometry can be described by such methods. Surface parameter-
ization techniques are also useful for other applications than shape descrip-
tion. In computer graphics, global parameterization of triangular surfaces is
frequently used for texture mapping, morphing, re-meshing and compression.
When a high-quality parameterization is known, many types of algorithms can
operate on it. The main problem is the construction of such a parameterization.

We shall work with surfaces that are assumed to be topologically equiva-
lent to the sphere, which is enough to describe many (but not all) real world
objects. By a global parameterization of such a surface, Γ, we shall mean a
bijective mapping

x : R3 ⊃ S2→ Γ⊂ R3.

The mapping is only defined on a finite number of discrete points on S2. These
points are then mapped onto the voxel centers if the first surface definition
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(a) (b)

Figure 1.1: (a) The shape of a voxel object represented by a quadrilateral surface and
(b) an embedding of the surface in (a) onto the sphere. The distortion of the area of
the quadrilaterals are obvious.

above is used or on the vertices of the triangulated (or quadrilateral) surface if
the second or third surface definition is used. For a given digital surface this
kind of mapping is generally unknown and needs to be constructed. In Fig-
ure 1.1 the parameterization of a quadrilateral surface is shown. The surface
is embedded on the sphere.

Let C ⊂ R2 be a simple closed curve of length l. An equidistant discrete
parameterization of C on N points can be constructed by choosing a
starting point somewhere on C and a direction in which to move, say
counterclockwise. Moving along the curve and sampling it at points {tl/N}
for t = 0, . . . ,N−1, coordinate functions t �→ x1 and t �→ x2 such that
C(t) = (x1(t),x2(t)) for t = 0, . . . ,N−1 are constructed. When N goes to
infinity, this procedure guarantees that every position on C is visited exactly
once. If C is considered to be a discrete curve in Z2 instead of R2 it can be
written as C(t) = x1(t)+ ix2(t) where t = 0, . . . ,N−1 and using the discrete
Fourier transform we can write

C(t) =
N−1

∑
k=0

a(k)ei2πkt/N (1.1)

where

a(k) =
1
N

N−1

∑
t=0

C(t)e−i2πkt/N (1.2)

Truncating the summation in (1.1) we obtain approximations to C, see Fig-
ure 1.2, where only 10 coefficients in the expansion were used. The success
of this method for curves in the plane relies on the high quality of the para-
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Figure 1.2: (a) Discrete curve and (b) approximation by a complex Fourier series with
ten coefficients.

meterization; There is information about the coordinate functions on equidis-
tant points. Assume instead that there were large empty regions where there
were no information and that there are N points as above, corresponding to the
same function values, but the distribution over the interval [0,2π] has changed.
When trying to approximate the coordinate functions in this case, we run into
trouble since the approximating functions will fluctuate in the sparse region
resulting in a shape approximation that does not capture the shape very well.
We could also imagine that subsets of points cluster in a very small interval.
This means that high frequency components are required in the approximat-
ing functions to obtain an acceptable representation of the curve. This is not
desirable at all. Moreover, this would again result in fluctuations outside of
this small interval.

When constructing equidistant parameterizations of simple plane curves,
the key property is that inhabitants living on the curve can walk around it pass-
ing each point on the curve exactly once before returning to the starting point.
For a two-dimensional smooth surface, Γ, homeomorphic to the sphere, the
tangent space is of dimension two and an inhabitant can choose to move along
an infinite number of directions staying on the surface. No simple sequence of
local decisions can be made that results in a bijection between Γ and S2. This
is in sharp contrast to the situation for plane curves. Moreover, there exists
in general no isometric mapping between Γ and S2 since the Gaussian curva-
ture differs between the surfaces if Γ is not equal to the unit sphere. Because
of this, Γ must be distorted, so the equidistant property for one-dimensional
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plane curves cannot be preserved when generalizing to higher dimensions.
The two main problems that arise when developing methods for surface para-
meterization can now be stated:
1. Global considerations must be taken to embed Γ onto the unit sphere.
2. The wish for isometric mappings must be given up. Since this is a desired

property (see the discussion about equidistant parameterization of plane
curves), geometric distortions of Γ must be minimized.

For plane discrete curves it is clear that minimizing distortion shall mean ob-
taining an equidistant parameterization, since this results in coordinate func-
tions that are well suited for approximation. For digital surfaces it is not that
clear, since different geometric properties of the original surface can be ap-
proximately preserved. For example, if the surface is triangulated, properties
as triangle area, angles, edge lengths might be used. The resulting parameter-
izations will differ depending on which geometric properties are chosen, but
the surface will always be distorted in one way or another. The two problems
stated in 1 and 2 will be discussed in this thesis.
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2. Surface Parameterization
Techniques

In Section 1 it was argued that new methods have to be developed when work-
ing with three-dimensional images and objects. There are, however, methods
that are immediately adaptable from two dimensions to higher dimensions
with no significant changes, but the price to be paid is that the geometry of the
objects for which this is true, is restricted.

2.1 Convex and Starshaped Objects
A set A⊂ R3 is called convex if the segment

[x,y] = {(1− t)x+ ty; 0≤ t ≤ 1}

is contained in A whenever x and y are contained in A. Computing a parameter-
ization of A is trivial: First, place a sphere in the interior of A and then project
the enclosing surface of A onto the sphere along straight lines through its cen-
ter. This operation clearly defines a bijection between the surface of A and the
sphere. Note that the center of the sphere could be placed anywhere inside A.
A natural choice would be to place the sphere at the barycenter of A, since
the convexity guarantees that it is contained in A. Although the choice of cen-
ter of the sphere would not affect the mapping in terms of bijectivity, it has a
great impact on the “tearing” of the surface. For a digital surface, the distances
between the vertices mapped on the sphere, will depend on the choice of ori-
gin and the quality of shape approximations based on this mapping will be
affected. If A is very elongated, that is, its shape is not very spherical, the rel-
ative distances between vertices on the surface will be changed considerably
by the projection mapping. Without post-processing to optimize the geometry
of the mapping, it is very unlikely to be useful for shape approximation.

Since it is easy to compute a bijective mapping from the surface of a convex
object to the sphere, we can push things a little bit further. For convex objects
the whole interior is a valid choice for placing the center of the sphere to which
we project. Now, consider the objects which are starshaped. An object A⊂R3

is starshaped if it contains at least one interior point, p, such that L∩A is an
interval for every straight line L through p. The set of points for which this is
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Figure 2.1: Approximations of a cube with a concavity using spherical harmonics of
degrees 5, 10 and 20.

true is called the kernel of A and is denoted ker(A). Projecting the enclosing
surface of A onto the sphere with the origin in ker(A) will again result in a
bijection. In Figure 2.1 an example of approximations of a starshaped digital
object in terms of spherical harmonics of three different degrees are shown.
The kernel was computed with the methods in Paper I and the origin was
chosen as the barycenter of the kernel (the kernel is convex so it contains its
barycenter). In Paper I, an algorithm for computing shape approximations of
starshaped objects is developed.

2.2 Parameterization and Shape Description
of Digital Objects
We shall now discuss how to describe the shape of a voxel object by parame-
terization and approximation of the surface that represents its shape. It will
be assumed that the surface is topologically equivalent to the sphere. The new
methods in this thesis are based on the method that was originally presented
in Brechbühler et al. (1995). They compute a parameterization of the surface
of a voxel object by a two-step procedure:
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1. The vertices of the quadrilateral surface is mapped to the sphere by a
method based on discrete harmonic functions defined on the graph cre-
ated from the vertices, edges and faces of the surface. In almost all cases
this procedure yields an embedding of the original surface onto the sphere.

2. The embedding in 1 is used as a first approximative solution to a con-
strained non-linear optimization problem which aims at minimizing geo-
metric distortions to create a high-quality parameterization suitable for
shape approximation.

The weakest part of their method is 1, since the discrete harmonic mapping
often maps subsets of the vertices into very small regions, resulting in lost nu-
merical accuracy and failure of 2. A solution to this problem was suggested by
Quicken et al. (2000), who used a coarse-to-fine approach: A mesh hierarchy
is built based on geometric properties of the initial mapping and an optimiza-
tion process is repeated at each level of the hierarchy until convergence is
achieved at the finest level. A drawback is that the construction of the mesh
hierarchy is based on geometric properties of the initial mapping which can
be very badly scaled resulting in unreliable numerical results. They also rely
on heuristics to assure that the graph is always embedded after new vertices
have been inserted.

In the computer graphics community there has been an increasing interest
in global surface parameterization in recent years. The main reason for this
is the important field of texture mapping, where a two-dimensional image is
mapped onto a polyhedral surface to improve the visual appearance. In com-
puter graphics, the surfaces are often triangulated meshes. One common way
to generate such surfaces is to simply digitize a model by marking points on
the surface with a pointing device to obtain three-dimensional coordinates and
then specify the connectivity manually. Another way is to use a range image
scanner which produces a set of images taken from different angles which is
then combined into a triangulated surface. This type of surfaces differ from
the ones that are considered in this thesis, since the positions of the vertices
do not in general correspond to grid points of Z3.

One way to map a triangular surface mesh to the sphere is to remove a
triangle from the mesh and use it as boundary for a planar parameterization.
The theorems of Tutte (1963) and Floater (2003) guarantee that if discrete
harmonic functions are used to compute this parameterization, an embedding
is obtained. This embedding can then be mapped to the sphere using inverse
stereographic projection, see Haker et al. (2000). There is no guarantee that
the surface is embedded on the sphere, but usually it is close to being an em-
bedding. Clusters of vertices are created with this method too. It is common
to have area differences of several orders of magnitudes. Algorithms operat-
ing on this parameterization often fail for this reason. Below we list some of
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the methods that have been suggested for surface parameterization of general
triangular meshes (not necessarily obtained from voxel representations).

Kent et al. (1992) use physically-based methods where vertices are con-
nected by springs and an inflating force tries to achieve convexity. This ap-
proach can be successful on some objects, but often fails for objects with a
more complicated geometry.

Floater (1997) derives weights for shape preserving convex combination
mappings, but there is still area distortion.

Haker et al. (2000) develop a method for surface parameterization that is
used for texture mapping. Their mapping is conformal and do not aim at area
preservation.

Gotsman et al. (2003) consider the problem of guaranteeing that a mapping
from the surface to the sphere is bijective, but the derived equations cannot be
solved efficiently. They also do not consider distortion of geometric measures.

Desbrun et al. (2002) present mappings that minimize distortion locally, but
not globally.

Praun & Hoppe (2003) use a coarse-to-fine strategy. A mesh hierarchy is
built from the original mesh using the mesh simplification method in Shapiro
& Tal (1998). The simplification stops when the mesh has been reduced to a
tetrahedron. After they have mapped the tetrahedron bijectively to the sphere,
they re-insert vertices recursively and their positions on the sphere are re-
optimized using a stretch metric that was introduced in Sander et al. (2002).

Since the new algorithms in this thesis are based on the method that is
described Brechbühler et al. (1995), this method shall be presented in a little
more depth in Section 2.2.1, Section 2.2.2 and Section 2.2.3.

2.2.1 Definition and Construction of the Surface
We shall consider the shape of objects represented by unions of voxels, that is,
cubes centered around grid points in Z3, see for example Fig 1.1a. Let A⊂U
be such an object, where U ⊂ Z3 is a volume image. The surface of A, de-
noted Γ, is defined as the union of those voxel faces which separate object
voxels from background voxels. Defined like this, Γ becomes continuous, ori-
entable but non-differentiable and we assume that Γ is homeomorphic to S2.
The topology of the surface is crucial to the success of the algorithm, since
coordinates are assigned to the surface by mapping it to a sphere. An impor-
tant property of this surface definition is that its Euler number can be easily
computed using Euler’s theorem for polyhedra. This is not the case if the sur-
face is defined as a subset of voxels of A. All necessary information about
the surface can be gathered in a data structure: For each vertex on the surface,
the neighboring vertices along voxel edges and diagonally over the faces are
stored in an anti-clockwise order together with the coordinates for each ver-
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Figure 2.2: A two-voxel object represented by a continuous surface. The entry in the
vertex array for vertex 2 have the neighbors {8,6,0,1,3,5,4,10}. The edge neighbors
are {8,0,3,4}

.

tex. To efficiently generate this data structure for A a new three-dimensional
matrix, V , of the same size as U is created. A quadrilateral face is represented
by the data structure

struct Quad {Array[int] vertices[4]};

At each grid point of V a data structure of the form

struct Vertex {int ID; Array[int] N; Array[Quad] Q};

is stored and V is updated according to Algorithm 1. The idea of Algorithm 1
is to provide direct access to the surface vertices. Since they are of the form x+
(±1/2,±1/2,±1/2) for x ∈ Z3, they cannot be stored in a three-dimensional
matrix. This problem is solved by simply translating them onto grid points in
Z3.

2.2.2 Initial Parameterization
Let us identify the graph that was constructed in Section 2.2.1 with the sur-
face Γ. For each of the vertices of Γ a pair of spherical coordinates shall be
assigned. Brechbühler et al. (1995) suggested using discrete harmonic func-
tions,

θ ,φ : Γ→ R,

to compute the latitude and longitude coordinate functions. A discrete har-
monic function defined on a graph is equal to the average of the values of its
neighbors. These functions have many attractive properties, for example, com-
puting the values of discrete harmonic functions on a graph, leads to solving a
symmetric, positive definite linear system which can be done very efficiently
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Algorithm 1 Creating the surface data structure
Data : Volume image U

Volume image with data structure Vertex at the grid points
Result : Surface data structure
begin

t←− (1/2,1/2,1/2)) ∈ R3

id_counter←− 0
for all voxels c ∈V do

V (c).ID←−−1

for all voxels c ∈U do
for all six faces q of c do

if q divides foreground from background then
for all four vertices of q, xq

1,x
q
2,x

q
3,x

q
4 ∈ R3, do

if V (xq
i + t).ID < 0 then

V (xq
i + t).ID←− id_counter

id_counter←− id_counter +1

for all voxels c ∈U do
for all six faces q of c do

if q divides foreground from background then
for all four vertices of q, xq

1,x
q
2,x

q
3,x

q
4 ∈ R3, do

V (xq
i + t).Q←−V (xq

1 + t).Q+q

for all voxels c ∈V do
if V(c).ID > -1 then

Q←−V (c).Q
q←− Q[1]
v←− first vertex of q after c in counter-clockwise direction
V (c).N←−V (c).N + v
stop←− false
while stop = false do

Follow q around until the vertex before c, add each visited
vertex to V (c).N
Jump to qnext ∈Q which 	= q and contains the current ver-
tex, q←− qnext
if All q ∈ Q have been visited then

stop←− true

Create an array of Vertex where the position in the array is the same
as the ID-number.

end
12



using the conjugate gradient method. From a geometric point of view, they
posses a kind of continuity property in the sense that if the boundary vertices
of a planar three-connected graph is mapped onto a convex polygon in the
plane and the rest of the vertices are defined to be harmonic, then this defines
an embedding. This was proved by Tutte (1963). Later Floater (2003) gave a
simpler proof for triangulated graphs. It is interesting to note that Brechbühler
et al. (1995) do not mention Tutte’s theoretical result when introducing their
initial mapping method which shall now be described.

Two vertices n,s∈Γ are chosen to be mapped onto the north and south pole,
respectively, of the unit sphere. The resulting solution depends on the choice
of these two nodes where the boundary conditions are imposed. It is not of
critical importance how these are chosen, but we avoid choosing them to be
close to each other in the graph. Brechbühler et al. (1995) choose n and s to be
vertices of Γ with maximal distance in the z-direction and use the other two
coordinate directions to break ties. In our implementation we have modified
this to instead choose two vertices in Γ which are far from each other with
respect to the number of edges in Γ connecting n and s. This is can be done
easily by first choosing a vertex, u∈Γ, then choosing a new vertex, n∈Γ, with
maximal distance in the graph to u. Finally, s is chosen as a vertex among those
with maximal distance to n. The latitude function θ is then defined as

θ(v) =




0 if v = n

π if v = s
1

deg(v) ∑u∈Nv θ(u) otherwise

where Nv is the set of adjacent vertices to v. After performing a small number
of Gauss eliminations to obtain symmetry, θ can be computed from a sparse,
symmetric and positive definite linear system which is efficiently solved by
the conjugate gradient method.

To compute the longitude function φ , we need to do a little bit more, due to
the cyclic nature of this function. Following Brechbühler et al. (1995), an edge
connected path of vertices, D, in Γ called the date line is constructed. Denote
the edge neighbors of v ∈ Γ by Nv and let the vertices of D be d1,d2, . . . ,dm,
where d1 = n, dm = s and θ(di+1) > θ(di) for 1 ≤ i < m. The existence of
such a path follows from the fact that harmonic functions do not have any
maxima or minima in the interior of the domain of definition. For di ∈ D we
denote the set of neighbors in Ndi \D obtained by walking counter-clockwise
from di−1 to di+1 by Wdi (west neighbors). In a similar manner we define Edi

(east-neighbors). Finally Γ is modified by removing n, s and all edges that are
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connected to them. Then

φ(v) =




1
deg(v)

(
∑u∈Wv∪(Nv∩D) φ(u)+∑u∈Ev(φ(u)+2π)

)
if v ∈ D\d2

1
deg(v)

(
∑v∈Nv\D φ(v)+∑v∈Nv∩D(φ(v)−2π)

)
if v ∈ ∪u∈DEu

0 if v = d2.

We observe that φ is undefined at the poles and that d2 is used as boundary
condition. The orientation of the digital surface is also used here to define
east- and west neighbors. An example of this method is shown in Figure 2.3.

2.2.3 Optimization and Approximation
In Section 2.2.2 it was described how to map a digital surface to the sphere.
We shall now use this parameterization to compute a global approximation of
the surface. The geometry of the problem suggests using spherical harmon-
ics Ylm : S2 → C as basis functions. Any smooth function f : S2 → R can be
expressed as

f (φ ,θ) = lim
N→∞

N

∑
l=0

+l

∑
m=−l

almYlm(φ ,θ) (2.1)

since the spherical harmonics form a complete orthonormal set of functions
with respect to the inner product∫

S2
Y ∗l′m′(φ ,θ)Ylm(φ ,θ)dS. (2.2)

The coefficients, {alm}, in the expansion are calculated as

alm =
∫

S2
f (φ ,θ)Y ∗lmdS.

The relation between the spherical harmonics and the associated Legendre
polynomials, Pm

l where m≥ 0 are

Ylm(φ ,θ) =

√
2l +1

4π
(l−m)!
(l +m)!

Pm
l (cosθ)eimφ (2.3)

and
Yl−m(φ ,θ) = (−1)mY ∗lm(φ ,θ). (2.4)

These relationships are useful when evaluating the spherical harmonics nu-
merically since the associated Legendre polynomials satisfy the following re-
currence relation, see Press et al. (1992),

(l−m)Pm
l = x(2l−1)Pm

l−1− (l +m−1)Pm
l−2, (2.5)
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Figure 2.3: (a) A digital surface with 388 vertices. (b) Mapping of the surface in the
(φ ,θ)-plane using discrete harmonic functions and straight lines between the vertices.
(c) The graph on the sphere with geodesics between the vertices.
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which is numerically stable. To generate all spherical harmonics up to a given
degree, N, using (2.5), we also use the formulas

Pm
m = (−1)m(2m−1)!!(1− x2)

m
2 (2.6)

Pm
m+1 = x(2m+1)Pm

m . (2.7)

Since the three coordinate functions x1,x2,x3 : S2 → R that describe the
shape of the surface are only defined on a discrete subset of S2, the integral
formulas above cannot be used. Moreover, the spherical harmonics do not
form an orthonormal set with respect to any simple inner product when eval-
uated on this set. Instead we shall compute the coefficients by a least squares
approach. Let the number of vertices of the surface be M and the number of
terms in 2.1 N�M. We can then form the M× (N +1)2 matrix

W =




Y00(φ1,θ1) Y10(φ1,θ1) . . . YNN(φ1,θ1)
Y00(φ2,θ2) Y10(φ2,θ2) . . . YNN(φ2,θ2)

...
...

. . .
...

Y00(φM,θM) Y10(φM,θM) . . . YNN(φM,θM)




and solve the linear systems Wai = xi for i = 1,2,3 in the least squares sense
to obtain the coefficient vector ai for the expansion of xi.

In Figure 2.4, a digital object that is mapped to the sphere by the initial map-
ping method in Section 2.2.2 is shown. An approximation in terms of spherical
harmonics with N = 20 is computed and it is obvious that this approximation
is totally useless. What is wrong?

The problem with the initial parameterization is that the distribution of the
vertices over the sphere is far from uniform. There are large sparse regions as
well as very dense regions of vertices and therefore the discretized spherical
harmonics do not approximate {Ylm} very well. Let us now see what happens
if a more uniform grid on the sphere is used and the coordinate functions are
interpolated onto this grid. For simplicity, we use a uniform discretization of
[0,2π]× [0,π]. When re-calculating the approximation the result in Figure 2.5
is obtained. The result is much better, but parts of the object is missing. This
is due to the distortion of the area of the triangles when using discrete har-
monic functions. The vertices corresponding to the parts of the objects that are
missing are mapped into dense clusters. High-frequency components would
be necessary in the spherical harmonics expansion to also capture the shape
of these parts. The modulus of continuity for each of the coordinate func-
tions is large and the approximations do not represent the functions very well.
To solve this problem Brechbühler et al. (1995) used a non-linear optimiza-
tion technique to deform the initial mapping into a more useful configuration.
Their objective function maximizes the sum of the cosines of the lengths of
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(a) (b)

(c)

Figure 2.4: (a) A digital surface with 3902 vertices. (b) Initial mapping to the sphere.
(c) Approximation by spherical harmonics of degree 20. This approximation does not
represent the shape of the object.

the edges, that is, long edges are punished. Since they work with vectors in R3,
equality constraints are imposed to ensure unit lengths of the vectors. Finally,
inequality constraints are used to keep inner angles of the quadrilaterals less
than π . A drawback of this method is that the inequality constraints cannot
pull back quadrilaterals that have folded over (changed orientation) since this
is not detected by the constraint functions. The original optimization method
described above is not used in this thesis. First, triangles are used instead
of quadrilaterals, and to improve the efficiency of the optimization process,
the equality constraints were removed and spherical coordinates were used
as variables. Moreover, non-linear constraints that are able to correct the ori-
entation of the triangles that have the wrong orientation are introduced. New
objective functions are also presented. To see what happens when the geome-
try of the embedded graph is optimized we compute the new configuration of
the vertices using our optimization method. The deviation of the areas of the
geodesic triangles from 4π divided by the number of triangles, is minimized
in the least squares sense. Constraints are used to avoid triangle flipping. In
Figure 2.6a the optimized parameterization is shown. Figure 2.6b shows the
approximation based on this parameterization. The importance of optimizing
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(a) (b)

Figure 2.5: (a) Approximation of the object in Figure 2.4 by spherical harmonics of
degree 20 when using a uniform grid in the (φ ,θ)-plane. (b) The same approximation
as in (a), but rotated 90 degrees.

(a) (b)

Figure 2.6: (a) The optimized parameterization of the object in Figure 2.4a. (b) Ap-
proximation with spherical harmonics of degree 20 using the parameterization in (a).

the geometry of the parameterization is clear.
The two-step procedure described above is successful on discrete objects

that do not differ too much geometrically from the sphere. When the geome-
tries differ more, the initial mapping method tends to produce very dense clus-
ters of vertices, that is, the triangles (or quadrilaterals) become very small and
as a result of this the optimization algorithms often run into numerical prob-
lems and fail. In Paper II, III and IV, new methods to handle this problem are
presented.
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3. Contributions in This Thesis

In this chapter the papers included in this thesis are presented. The order of the
presentation is the same as the order in which the work was done. Paper II, III
and IV deal mainly with the same problem: The severe clustering of the ver-
tices when mapping the surface onto the sphere. Also, new objective and con-
straint functions are formulated for the optimization of the parameterizations.
Paper I considers digital objects with a restricted geometry, starshapedness.

3.1 Paper I
Paper I describes a method for shape approximation of starshaped objects, see
Section 2.1. Let S be such an object and let ∂S ⊂ S be its boundary defined
as those voxels of S that share a face with a background voxel. We want to
calculate a point q ∈ R3 such that S∩L is an interval for every line L through
q. The set of all points with this property is the kernel of S, ker(S), and it
is always convex. The computation of the kernel is based on the following
theorem:

Theorem 1. Let P be a polyhedron in R3. Then ker(P) ⊂ R3 equals the in-
tersection of the half spaces defined by the inwards pointing normal vectors of
each face of P.

The kernel of a polyhedron with N faces can be constructed in O(N logN)
time, see Preparata & Shamos (1985), but the algorithm is complicated and
not easy to implement. Instead we can take advantage of working in Z3. The
half spaces are determined by estimating the normal vectors at each element
of ∂S. To construct the kernel, the idea is to simply loop over all half spaces
and remove voxels from S. Although this seems like a computationally very
expensive method, its performance is remarkably good. It is well suited for
objects with small kernels since the list of inner voxels is rapidly decreased
if the half spaces are processed in random order. A convergence criterion can
also be used to stop the algorithm when significant changes no longer occur.
The algorithm has been tested on several large objects (30,000−150,000 sur-
face voxels) and the running times never exceeded two minutes on a standard
workstation. In Figure 3.1, the kernel of a two-dimensional object is computed
and the barycenter of the kernel is marked.
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Algorithm 2 Compute kernel
Data : LS, list with the voxels of S

L∂S, list with the voxels of ∂S
H, list with the half spaces

Result : Kernel of S
begin

f lag←− true
Order H randomly
for each h ∈ H do

for each s ∈ L∂S do
if s is not contained in h then

f lag←− f alse
break

if f lag = true then
Remove h from H

for each h ∈ H do
for each s ∈ LS do

if s is not contained in h then
Remove s from LS

Put ker(S) equal to the voxels in LS

end
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Figure 3.1: The kernel of a two-dimensional object and the barycenter of the kernel.

(a) (b) (c)

Figure 3.2: (a) Digital object with 118,000 surface voxels. (b) Approximation with
spherical harmonics of degree 10. (c) Approximation with spherical harmonics of de-
gree 20.

A sphere is placed at the barycenter of the kernel and the parameterization
is obtained by projecting the surface onto the sphere. The resulting coordi-
nate functions are then interpolated in the sparse regions on the sphere. The
approximation by spherical harmonics capture the shape of the object well,
even though no optimization post-processing is used. For more complicated
objects optimization cannot be avoided, but for many starshaped objects the
presented algorithm is a good alternative. The simplicity of the surface defini-
tion combined with the fast kernel computation algorithm makes it especially
useful for large objects with a rather small kernel. In Figure 3.2, the algorithm
has been applied to a three-dimensional starshaped object.

3.2 Paper II
In Paper II we discuss the main drawback of the initial parameterization tech-
nique from Section 2.2.2. It is pointed out that the very attractive property
of creating embeddings of surfaces (or approximative embeddings) onto the
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sphere comes at a price; Parts of the surface are mapped into very dense clus-
ters as shown in Figure 3.3. By an analytical example, see the graph in
Figure 3.4, it is further shown that the distance between vertices can approach
zero with exponential speed which explains the very dense clusters, even for
small objects. The four corner vertices of the graph in Figure 3.4 are mapped
to (±1,±1) and the coordinates of the rest of the vertices are defined to be
harmonic. It is then shown that

xk =

(
(2+
√

3)n−k− (2−√3)n−k

(2+
√

3)n− (2−√3)n

)
x0

for k = 0, . . . ,n. If k is held fixed, then xk approaches the exponential function
k �→ (2−√3)k when n→ ∞. This exponential function goes to zero rapidly.
For example, x10 is of order 10−6, x20 of order 10−12 and x50 of order 10−29.

A post-processing method is suggested to increase the distances between
the vertices before optimization of the vertex positions. The idea is that the
clusters should be made sparser by applying a bijective transformation that re-
solves each cluster. The bijectivity is important, since this guarantees that the
surface graph is still embedded on the sphere. The transformation Tv : S2→ S2,
where v is a vector in R3 with length less than 1, is given by

x �→ x− v
‖x− v‖ .

It has a clear geometrical meaning: Let S be a sphere with center at v and with
radius 1 + ‖v‖. Then Tv(x) is obtained by projecting x ∈ S2 on S along the
straight line through v and x and then normalizing it. Clusters are detected by
first estimating the geodesic distances between neighboring vertices, if they
were uniformly distributed over the sphere. This distance is denoted du and it
is calculated by a probability argument. Neighboring vertices where the geo-
desic length of the edge that connects them is shorter than du are considered to
be cluster nodes. The cluster nodes are separated into subsets, where each sub-
set consists of the the maximal number of cluster vertices that are connected
by a sequence of edges in the graph. The algorithm then tries to resolve these
clusters by computing a position for v and applying Tv to each cluster. The
position of v depends on du and the density of the cluster. The algorithm has
proved to work well for objects with 1−2 clusters. If there are more clusters
they tend to become very distorted by the transformation and the embedding
is not improved. The algorithm is illustrated for a digital object with approxi-
mately 10,000 surface vertices in Figure 3.5.

To optimize the geometry of the graph, we choose to work with triangles
instead of quadrilaterals. Each quadrilateral is easily triangulated by drawing
one of the two possible diagonals and the objective function aims at minimiz-
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Figure 3.3: (a) The original object where the dark part is mapped into the cluster in
(b). (b) Visualization in the (φ ,θ)-plane. The quadrilaterals are connected by curves
that corresponds to geodesics on the sphere. (c) Logarithmic plot (base 10) of the areas
of the quadrilaterals in increasing order to the right.
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Figure 3.4: A graph whose four corner vertices are mapped to (±1,±1) and the posi-
tion of the other vertices are defined to be harmonic.

ing the differences between the areas of the geodesic triangles. The inequality
constraints prevent triangles from folding over. The optimization problem is
solved by KNITRO R©, a large-scale optimization solver developed at the Op-
timization Technology Center at the Northwestern University, Chicago, USA.
Gradients were computed analytically while the Hessian matrices were ap-
proximated by a limited-memory Quasi-Newton method.

3.3 Paper III
Paper III differs from Paper II in that, instead of first computing the initial
parameterization and then improve it, the regions in the surface graph which
would be mapped into clusters are pre-detected based on properties of the
graph. This has the advantage that we can modify the linear systems before
actually solving them and consequently try to reduce the clustering. Instead of
letting a function f defined on the graph G be harmonic at g ∈G, we consider
convex combinations

f (g) = ∑
h∈Ng

λg,h f (h) where ∑
h∈Ng

λg,h = 1

and Ng is the set of neighbors of g. Convex combination mappings were used
by Floater (1997). Since the discrete maximum principle holds, we will still
compute embeddings (or approximative embeddings). This is discussed by
Floater (2003). The new linear systems will still be positive definite but the
symmetry is in general lost.
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Figure 3.5: (a) A digital surface with approximately 10,000 vertices. (b) Initial map-
ping in the (φ ,θ)-plane. (c) Initial mapping after clusters have been resolved. (d)
Optimized embedding with respect to area of geodesic triangles. (e) Graph showing
the distribution of the areas of the geodesic triangles after initial mapping, cluster
resolving and optimization.
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(a) (b)

Figure 3.6: (a) The north and south poles have been chosen and potential cluster re-
gions detected (dark). (b) The detected regions in (a) have been further processed by
a local search algorithm to detect the rotation symmetry.

To detect the parts of the digital surface that will be mapped into a cluster
we use a simple distance function defined on the surface graph. It labels each
vertex with the shortest distance to the south pole (or the north pole, it does
not matter). By analyzing the connectivity of the distance layers we are able
to find the potential cluster vertices. This procedure cannot perfectly detect
the problem regions and is therefore followed by a local search algorithm
that detects symmetry. An example is shown in Figure 3.6. By changing the
weights of the convex combinations in the cluster regions, the density of the
clusters is reduced. To decide weights between vertices, we use a criterion
based on distance functions. In Figure 3.7 the transformation of a cluster after
change of weights is shown.

The proposed algorithm has proved to work well for many objects. Com-
pared to the algorithm in Section 3.2 it acts more locally and does not affect
the vertices outside the clusters very much. It is therefore better suited for
objects with many clusters. Also, since we pre-detect the potential cluster re-
gions, computations with very small numbers are avoided.

3.4 Paper IV
In this paper we borrow parts of the cluster pre-detection algorithm in Paper
III. More precisely, we approximately detect clusters with distance functions,
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Figure 3.7: (a) A dense cluster of vertices. (b) The cluster in (a) after change of
weights.

but do not apply the symmetry detection step. We then build a hierarchy of tri-
angulated surface graphs M0 ⊂ ·· · ⊂MN = M , where M0 is a reduced graph
with the cluster vertices removed and M is the original surface graph. The
idea is that M0 can be mapped to the sphere without creating very dense clus-
ters and can then be optimized. Vertices are then reinserted and re-optimized
with respect to geodesic triangle area until we reach an optimized configura-
tion on level M . Since this procedure aims at keeping the distortion of triangle
area low through the whole process, it becomes stable. When inserting new
vertices (and triangles) from the next level in the hierarchy, the new triangles
often get the wrong orientation. Since our non-linear constraint functions are
constructed in such a way that triangles are forced back to the correct orien-
tation, this does not become a problem. This is in contrast to the method in
Quicken et al. (2000) where heuristics are used to find positions for the new
vertices to ensure that the graph remains an embedding.

To construct the graph hierarchy an algorithm based upon the definition of
a triangulated graph is described. The crown of a vertex (edge neighbors) that
has been removed, is recursively split into new polygons and new edges are
added until all polygons are triangles. Safeguards that restrict the adding of
new edges is used to avoid construction of non-planar graphs. Experiments
have been performed on different digital surfaces and the algorithm has never
failed.

In Figure 3.8 the algorithm is illustrated on a simple, small graph. A vertex
is re-inserted at the position of the barycenter of its neighbors and all vertices
are then re-optimized with respect to triangle area. On the final level in the
hierarchy a new objective function is used in the optimization problem. If
possible, we want the mapping from the surface to the sphere to be isometric,
but this is in general not possible. On the final level the original graph that
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Figure 3.8: Vertices are re-inserted and re-optimized. The distortion of triangle areas
is kept low during the process.

represents the voxel object is recovered. By assuming that the area of the
surface of the object is 4π , the lengths of the voxel edges and diagonals can
be calculated. The objective function can now be constructed in such a way
that the distortion of the lengths of the edges is minimized. Since isometries
preserve both area and angles, see Floater & Hormann (2004), we manage to
incorporate both these properties in one simple function.

The algorithm has proved to work very well on many different objects
which otherwise is difficult to parameterize. The geometric distortions stay
low during the process which is the key to a successful final parameterization.
The drawback is of course the repeated optimization problems that have to
been solved. However, since only a small number of vertices are inserted at
each level, convergence is achieved in a small number of iterations.
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5. Summary in Swedish: Global
formbeskrivning av digitala objekt

Datoriserad bildanalys är ett forskningsområde där man utvecklar metoder
för att med datorns hjälp analysera digitala bilder. Inom medicinen
används många olika typer av bilder för att ställa diagnoser och för att
studera grundläggande processer. Den snabba utvecklingen av system som
genererar tredimensionella bilder, exempelvis CT (Computed Tomography,
datortomografi) och MRI (Magnetic Resonance Imaging, magnetkamera),
innebär att nya metoder måste utvecklas för att analysera dessa bilder på ett
effektivt sätt. Ett vanligt problem är det så kallade segmenteringsproblemet
där datorn används för att hitta objekt i bilder. Det kan exempelvis handla
om att ta fram positionen för en cancertumör och omgivande organ inför
strålbehandling eller mätning av volymen av en lever för att detektera
sjukdomsrelaterade förändringar. Att göra detta manuellt i tre dimensioner är
mycket tidskrävande och resultatet blir inte alltid bra. En annan fördel med att
använda datorer är att de räknar ut egenskaper på ett objektivt sätt. Istället för
att en människa gör en subjektiv bedömning av storleken på en lever så kan
datorn räkna fram den, vilket ger ett mer korrekt resultat. På detta sätt kan
en eventuell förändring av volymen detekteras. Man kan också segmentera
organ för att bygga tredimensionella modeller som sedan kan studeras vid
operationsplanering och därmed förbereda kirurgen för ingreppet.

I vissa fall kan metoder för analys av tvådimensionella bilder enkelt
generaliseras till tre dimensioner, men ofta går det inte. Ibland beror detta
på att de tvådimensionella metoderna använder sig av egenskaper som inte
finns i tre dimensioner, men de kan också vara alltför beräkningstunga
för att kunna hantera de stora datamängder som uppkommer. I den här
avhandlingen studerar jag formbeskrivning av digitala tredimensionella
objekt. Jag utvecklar nya algoritmer för att extrahera parametrar som är unika
för en särskild form och därför kan användas för jämförelse mellan olika
former. Man kan exempelvis snabbt ta reda på vilka objekt i en stor databas
som är mest lika ett givet objekt. Formbeskrivningar är även viktiga vid
så kallad modellbaserad segmentering där man med hjälp av träningsdata
begränsar mängden av objekt som kan detekteras. Detta stabiliserar
segmenteringsalgoritmerna och ökar sannolikheten för att resultaten skall
bli meningsfulla. För att beskriva formen av diskreta objekt har jag arbetat
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med så kallade ytparametriseringar som är ett sätt att beskriva ytors geometri
genom att tilldela dem koordinater så att de kan beskrivas med hjälp av en
geometriskt enklare yta, i mitt fall en sfär. På sfären kan man definiera en
uppsättning funktioner som kallas klotytefunktioner och som kan användas
för att approximera ytan. Vanligtvis behövs bara ett mindre antal av dessa
klotytefunktioner för att man skall få en uppfattning om vilken form ytan
har. Det viktiga är att beskrivningen inte är lokal utan global. Om man vill
definiera ett likhetsmått mellan två ytor måste detta ta hänsyn till ytornas
globala geometrier. Två ytor kan vara lokalt lika, men skilja sig mycket åt för
övrigt. Med en lämplig ytparametrisering kan man beräkna exakt hur olika
klotytefunktioner skall kombineras för att man på bästa sätt skall approximera
en viss yta. Genom att analysera hur den optimala kombinationen ser ut kan
man få fram forminformation som är oberoende av hur objektet är translaterat
och roterat.

Den första artikeln i avhandlingen behandlar ytparametrisering och
approximation av en särskild klass av tredimensionella objekt som kallas
stjärnformiga. De har egenskapen att det finns minst en punkt inuti objektet
från vilken man kan se hela ytan inifrån och detta kan användas för att
avbilda objektets yta på sfären genom enkel projektion. Jag visar hur
en sådan punkt kan beräknas för digitala objekt. Det kan vara intressant
att påpeka släktskapen med en typ av problem som brukar benämnas
konstgalleriproblem (Art Gallery problems på engelska). Här ställer man
sig frågan vilket som är det minsta antalet vakter som behövs för att vakta
samtliga tavlor i ett galleri. Vakterna placeras på ett sådant sätt att alla
galleriets väggar finns inom vakternas synfält. Ett stjärnformigt objekt är
alltså ekonomiskt fördelaktigt att bevaka eftersom endast en vakt behöver
anställas om denne placeras i rätt position.

I artikel II studeras objekt med mer komplicerade ytor. Den tekniska term-
en är att ytorna skall vara homeomorfa med en sfär, vilket, väldigt förenklat,
betyder att de kan deformeras till en sfär utan att man måste riva ett eller flera
hål i deras yta. Ytan på en munk (bakverket) är exempelvis inte homeomorf
med en sfär medan ytan på en kub är det (trots att kubens geometri skiljer
sig från sfärens). Denna egenskap är nödvändig för att man skall kunna av-
bilda ytor på en sfär på ett meningsfullt sätt. Problemet som uppkommer är
att standardmetoden för att beräkna denna avbildning ofta förändrar avstån-
den mellan punkter väldigt mycket. Den relativa förändringen kan ofta vara
av storleksordningen 10−8 eller lägre, även för ganska små objekt. Sådana
avbildningar kan inte användas, bland annat pågrund av att datorer har en
begränsad beräkningsnoggrannhet. Jag presenterar därför en metod som kan
utöka avstånden mellan punkter på sfären utan att förstöra de egenskaper
hos avbildningen som är viktiga att bibehålla. Efter att denna initiala avbild-
ning beräknats så används numeriska optimeringsmetoder för att hitta en i
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vissa avseenden optimal avbildning mellan ytan och sfären. Algoritmen utökar
klassen av objekt som kan parametriseras och approximeras. Dock finns det
fortfarande flera objekt som inte kan hanteras.

I den tredje artikeln behandlar jag samma problem som i artikel II, men från
en annan utgångspunkt. Istället för att försöka korrigera avbildningen efter att
den beräknats, så analyseras ytan för att se var problem kan förväntas upp-
komma. Genom att ta hänsyn till detta kan det ekvationssystem som bestäm-
mer avbildningen modifieras genom att så kallade konvexkombinationer in-
förs. Genom att välja dessa kombinationer utifrån den information man har
om potentiella problemområden på ytan så kan en avbildning med bättre egen-
skaper beräknas.

I den fjärde artikeln används delar av metoden som analyserar den trian-
gulerade ytan i artikel III, men informationen utnyttjas på ett helt annat sätt.
Istället för att avbilda hela ytan på en gång så reducerar jag den först till ett
enklare objekt som inte bildar väldigt täta kluster när det avbildas på sfären.
Sedan optimeras dess geometri så att skillnaden mellan areorna av de geo-
detiska trianglarna på sfären blir så liten som möjligt. Ytan modifieras sedan
i små steg och dess geometri optimeras i varje steg tills den ursprungliga ytan
är återskapad och parametriserad. Idén är således att lösa en sekvens av lätt-
lösta problem som konvergerar mot det problem jag vill lösa. Detta är en an-
vändbar strategi inom flera områden, exempelvis numerisk optimering. En ny
målfunktion som minimerar avbildningens avvikelse från att vara en isometri
(avståndsbevarande avbildning) introduceras också.

Det arbete som har utförts har handlat om utveckling av metoder och
algoritmer som även kan komma till användning inom andra områden,
exempelvis texturavbildning som är ett sätt att öka den visuella upplevelsen
av tredimensionella objekt inom datorgrafiken. Detta kan göras genom att en
tvådimensionell bild avbildas på en tredimensionell yta på ett sådant sätt att
de metriska egenskaperna hos bilden bevaras i största möjliga utsträckning.
Inom animerad film kan man exempelvis ha en tvådimensionell bild med ett
mönster som man vill använda på ett klädesplagg som bärs av någon figur
vars geometri beskrivs av en triangulerad yta. För att detta skall se realistiskt
ut krävs det att avbildningen inte deformerar mönstret alltför mycket.

Avslutningsvis så kan man sammanfatta avhandlingens bidrag som nya
metoder som utökar den klass av digitala objekt vilkas form kan beskrivas
med hjälp av ytparametriseringar. Nya mål- och bivillkorsfunktioner
konstrueras också för att stabilisera optimeringsprocessen och maximera
ytors geometriska egenskaper efter avbildning.
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