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Abstract

As a result of drastically improved machine translation quality in recent years,
machine translation followed by manual post-editing is currently a trend in
the language industry that is slowly but surely replacing manual translation
from scratch. In this thesis, the applicability of machine translation to product
descriptions of clothing items is studied. The focus lies on determining whether
automatic post-editing is a viable approach for improving baseline translations
when new training data becomes available and finding out if there is an existing
quality estimation system that could reliably assign quality scores to machine
translated texts.

It is shown that machine translation is a promising approach for the target
domain with the majority of systems experimented with being able to generate
translations that on average are of almost publishable quality according to the
human evaluation carried out, meaning that only light post-editing is needed
before the translations can be published.

Automatic post-editing is shown to be able to improve the worst baseline
translations but struggles with improving the overall translation quality due to
its tendency to overcorrect good translations. Nevertheless, one of the trained
post-editing systems is still rated higher than the baseline by human evaluators.
A new finding is that training a post-editing model on more data using worse
translations leads to better performance compared to training on less but higher-
quality data. None of the quality estimation systems experimented with shows a
strong correlation with human evaluation results which is why it is suggested not
to provide the confidence scores of the baseline model to the human evaluators
responsible for correcting and approving translations.

The main contributions of this work are showing that the target domain
of product descriptions is suitable for integrating machine translation into the
translation workflow, proposing an approach for that translation workflow that is
more automated than the current one as well as the finding that it is better to
use more data and poorer translations compared to less data and higher-quality
translations when training an automatic post-editing system.

Keywords: machine translation, automatic post-editing, APE, quality estimation,
QE
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1. Introduction

What do you usually do when you are looking for some information, find a relevant
web page but it happens to be in a language you do not understand? Or when your
Facebook friend posts a story in their native language? There is a good chance you
do what hundreds of millions of other people do and use a translation service such as
Google Translate or the one provided by Facebook. However, how often do you think
about how these tools work behind the scenes? Is it only when the translation quality
makes it hard to understand what was said?

Machine translation (MT) is a sub-field of language technology that focuses on
automatically translating text from one language into a target language. The ultimate
goal in the machine translation field is to create fluent translations no matter which
language pair is being translated between. However, the reality is that there is a long
way to go to get to that point. Anyone that has ever used Google Translate is likely
to agree. This does not mean that machine translation is useless. Meta Platforms, the
owner of Facebook, has brought out the importance of machine translation for goals
such as spreading information about Covid-19 and protecting users from harmful
content (Fan, 2020). If the goal is understanding, in many cases even imperfect
translations suffice.

There is more skepticism towards using machine translation tools for creating
texts that are meant to be published. At the same time, manual translation is time-
consuming and expensive. Therefore it has become increasingly common to combine
the two by first using a machine translation system followed by manual post-editing
by humans. According to the European Language Industry Survey 2021, machine
translation and post-editing is currently the most salient trend in the language industry
(Schils et al., 2021). Automating the translation workflow in a commercial setting is
also the focus of the current thesis. More and more people prefer to shop online, be
it groceries or clothing, which makes it important to keep the content on websites
up-to-date. In the case of design that this thesis is focused on, it means being able to
create product descriptions and make them available in various languages as quickly
as possible.

What if the post-editing part of the translation workflow could also be carried out
automatically? Automatic post-editing (APE) is a sub-field of machine translation
that focuses on improving translations that an already existing MT system is able to
produce. In addition, wouldn’t it be practical if machine translated texts that do not
require post-editing could be automatically filtered out, further saving time? The field
of quality estimation (QE) attempts to automatically assess the quality of machine
translated texts, without having access to a reference translation. This thesis examines
the ability of both APE and QE to further reduce the manual work needed to produce
good-quality translations.

1.1. Purpose

The purpose of this thesis is to propose a maximally automated workflow for trans-
lating product descriptions in a commercial setting that does not lead to loss of
translation quality. The first subgoal is to create a machine translation system that is
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able to translate product descriptions from English into German, French and Swedish.
Thereafter, the focus will be on determining the effectiveness of quality estimation
and automatic post-editing.

The point of interest in this thesis regarding quality estimation is the question of
whether it is possible to evaluate the quality of machine translated texts accurately
enough for it to be worth considering as part of the standard translation workflow.
When it comes to automatic post-editing, the goal is to first determine its usefulness
for improving translations. Furthermore, it is also examined whether quality estimation
could be applied as a filter to prevent good translations from getting post-edited.

To achieve the aforementioned goals, the following research questions have been
posed:

1. Can automatic post-editing improve the baseline translations?

2. Are the confidence scores of the baseline translation system reliable indicators of
translation quality or should an external model be used for quality estimation?

3. What is the effect of carrying out quality estimation before automatic post-
editing to prevent overcorrection of good translations?

1.2. Collaboration

This thesis has been carried out in collaboration with H&M Group. H&M Group
(2022) describes themselves as a design company that comprises numerous brands
and businesses, being present in 75 markets and 54 online markets. Today, H&M
Group is expanding and the focus is on omnichannel sales where digital channels play
an important role. This means that harnessing the power of machine translation has
become exceedingly important for the company in order to reach as many people as
possible.

As a result of this thesis, the translation team at H&M Group now has access to
high-quality NMT systems for automatically translating product descriptions from
English into French, Swedish and German. This will reduce time and effort spent on
manual translation.

1.3. Outline

The rest of the thesis is structured as follows. First, in section 2, research on topics
relevant to the project is highlighted. In section 3, the data used for the experiments
as well as the experimental setup is described. Thereafter, in section 4, results are
presented and discussed. Lastly, section 5 concludes the thesis project and brings up
ideas for future research.
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2. Background

This chapter covers research relevant for the thesis project. To begin with, an overview
is given of neural machine translation and how machine translation is evaluated. Then,
automatic post-editing and quality estimation, two sub-fields of machine translation,
are more closely investigated. Lastly, past efforts of combining post-editing and quality
estimation are briefly looked at.

2.1. Machine Translation

Machine translation (MT) is the task of converting text in one language into text in
another language. The field of machine translation can broadly be divided into two
paradigms: statistical and neural MT. Today, it is neural machine translation that has
become dominant and gets the majority of research attention. The interested reader
can find more on statistical machine translation in Koehn (2009).

2.1.1. Neural Machine Translation

Neural machine translation has had a breakthrough in the last few years, replacing its
statistical counterpart in large-scale systems used by large companies such as Facebook
and Google. In addition to showing improved evaluation results, NMT also gets rid
of the complexity of combining several components each of which requires heavy
feature engineering characteristic to SMT models. Instead, NMT models are trained
in an end-to-end manner using parallel corpora.

Figure 2.1 presents a high-level overview of how NMT models work. Neural
machine translation makes use of the encoder-decoder framework which comprises
four components: embedding layers that convert the discrete symbols of a text into a
continuous vector representation, an encoder whose task is to create a representation
of the source, a decoder whose task is to model the dependencies in the output
sequence, and a classification layer that predicts the target words. In fact, using
characters or subwords for training NMT systems has shown better results compared
to using words, the reason being the drastically reduced number of unknown tokens:

Figure 2.1.: High-level architecture of an NMT model (Tan et al., 2020).
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NMT models have a limited vocabulary and rare words have to be excluded (Stahlberg,
2020; Tan et al., 2020).

Early neural machine translation models used fixed-size inputs and performed
poorly on long texts: compressing the input into a fixed-length vector led to loss of
information. Today, attention mechanisms are a central part of NMT systems and
make it possible for the decoder to focus on those parts of the source text that are
most relevant for generating the next token. The Transformer (Vaswani et al., 2017),
one of the most popular architectures for training NMT models, solely relies on
attention mechanisms. Generating translations is not a straightforward task due to
the size of the search space, which is why local search algorithms such as greedy and
beam search are applied (Stahlberg, 2020; Tan et al., 2020).

The main obstacle when it comes to training neural machine translation models is
data scarcity: deep neural networks are notoriously data hungry. Transfer learning is
a technique that has made it possible to train state-of-the-art models with a limited
number of labeled training data. In transfer learning, a model pre-trained on large
amounts of data is fine-tuned on a downstream task that gains from the availability of
lingustic representations of the pre-trained model (Hedderich et al., 2021; Tan et al.,
2020). BERT (Devlin et al., 2019), XLM-R (Conneau et al., 2020) and BART (Lewis
et al., 2020) are examples of pre-trained language models that are often used as the
pre-trained model in various NLP tasks.

2.1.2. Evaluation

More often than not, in text generation tasks such as machine translation, there is
no single correct answer, making evaluation a complex task. Broadly, the types of
MT evaluation can be divided into two categories: automated metrics and manual
evaluation. Both types have their pros and cons. This section covers reference-based
and pre-trained automated metrics as well as human evaluation.

The most widely used automated metrics are reference-based: they measure the
similarity between machine translated texts and human-produced reference texts.
Reference-based automated evaluation metrics can further be divided into subgroups
depending on whether they measure edit distance (required steps to convert the
translation into the reference text), precision or recall. Examples of metrics based on
edit distance are WER (word error rate, based on Levenshtein distance (Levenshtein,
1965)) and TER (translation edit rate) (Snover et al., 2006). The most commonly
used metric in the machine translation field, BLEU, is precision-based and compares
n-grams in the translation and reference (Papineni et al., 2002). CHRF (F-score based
on character n-grams) combines both precision and recall (Popović, 2015). Compared
to human evaluation, automated reference-based metrics are fast, low cost, reusable,
consistent and require little human resources. On the other hand, the difficulty of
interpreting the scores as well as the fact that good translations that significantly differ
from the reference are scored low, are highlighted as some of the disadvantages of
using automated reference-based metrics (Chatzikoumi, 2019).

Recently, pre-trained embedding-based evaluation metrics have gained ground
and showed promising results. Kocmi et al. (2021) conducted a large-scale study
comparing many automated evaluation metrics for machine translation, and concluded
that COMET (Rei et al., 2020) showed the best correlation with human judgments
on system-level evaluation. Out of the string-based metrics described above, CHRF
was shown to be the best choice.

When it comes to human evaluation, Chatzikoumi (2019) emphasize the impor-
tance of the annotators, their training and familiarity with the target domain as well as
evaluation guidelines with examples. Freitag et al. (2021) also showed that entrusting
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the task to professional translators is crucial. Even human evaluation can be divided
into subgroups: directly expressed and not directly expressed judgment. Annotating
fluency and adequacy, ranking and direct assessment belong to the first category
whereas task-based evaluation, error classification and analysis as well as post-editing
are examples of the second group. In general, human evaluation is considered the most
accurate way of evaluating machine translation but it is expensive and time-consuming
which is why researchers often turn to automated metrics (Chatzikoumi, 2019).

2.2. Automatic Post-editing

The goal of automatic post-editing (APE) is to learn to correct systematic errors
made by a machine translation system by learning from human post-edits of these
translations. Through the years, several possible applications of including an APE
component in machine translation systems have been highlighted: performing deeper
text analysis that is infeasible during decoding; handling the errors of a black-box MT
system that can not be modified; reducing human post-editing effort by providing
professional translators with improved MT outputs; adapting MT systems to a specific
task or domain (Bojar et al., 2015; Chatterjee et al., 2015; Parton et al., 2012). On
the other hand, there have also been doubts regarding the usefulness of automatic
post-editing. do Carmo et al. (2021) mean that fine-tuning the existing MT system
with extra data might possibly be a better approach than implementing APE.

Nevertheless, the annually organized WMT Conference in Machine Translation
has on several occasions held shared tasks on automatic post-editing, starting with
a pilot in 2015. Prior to 2018, it was the output of statistical machine translation
systems that the participants were expected to improve whereas in 2018 the shared
task included both a statistical and a neural MT system. The comparison of results
showed that it was considerably simpler to improve the outputs of the statistical
MT system, the reason being the higher quality of the NMT translations (Chatterjee,
Negri, Rubino, et al., 2018). It has been confirmed through the years that the difficulty
of the post-editing task correlates well with the quality of the translations that are
to be improved with better baseline translations being more challenging to correct
(Akhbardeh et al., 2021; Chatterjee et al., 2019, 2020; Chatterjee, Negri, Rubino,
et al., 2018).

One of the main problems with the APE systems that have been proposed is their
tendency to overcorrect translations, meaning that in addition to improving many
of the baseline translations, a significant number also gets degraded. This motivated
the organizers of the 2019 shared task to call on further research on “conservative
solutions able to mimic human behaviour by performing only the minimum amount
of edit operations needed” (Chatterjee et al., 2019).

It is not surprising that the submitted systems face similar challenges, considering
that most of them share many similarities: nearly all are neural systems based on the
Transformer architecture, during the later years often building on pre-trained models
such as mBERT; most teams have used a multi-source approach that makes use of
both source and machine translated texts and synthetic data has been used to increase
the amount of available training data (Akhbardeh et al., 2021; Chatterjee et al., 2019,
2020; Chatterjee, Negri, Rubino, et al., 2018).

The winning solution of the 2019 edition of the shared task (Lopes et al., 2019)
followed the approach proposed by Correia and Martins (2019), illustrated in Figure
2.2, which showed that transfer learning is a competitive approach for the APE
task, leading not only to improved translations but also being time-efficient. The
approach consisted of using mBERT as the encoder but also in the decoder of the APE
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Figure 2.2.: APE model based on mBERT (Correia and Martins, 2019).
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system. This was done by trying out different strategies for initializing and sharing
both attention layers but also the position-wise feed-forward layer. The embeddings
layers of the encoder and decoder as well as the decoder output layer were tied
together. Shared self-attention between encoder and decoder and the initialization
of the context attention with the self-attention weights led to the best performance.
Source and MT sentences were concatenated in mBERT’s cross-lingual encoder. Using
this approach with a relatively small dataset of 23 000 training examples led to a
significant improvement of translations generated by an SMT system in the English-
German WMT 2018 APE shared task, only requiring 3 hours of training on one GPU
and no synthetic data.

Lopes et al. (2019) enhanced the approach by adding a conservativeness penalty to
prevent over-correction as well as by using synthetic data for training. The winning
approach of the 2020 edition of the shared task (Yang et al., 2020a) followed the
approach proposed by Lopes et al. (2019), although there were modifications: BERT
was replaced by a pre-trained Transformer NMT model and bottleneck adapter layers
were used. Furthermore, the conservativeness penalty was skipped and instead of
synthetic data, external MT candidates generated using Google Translate were used as
extra information. As shown in Chatterjee et al. (2020), this was the first time the
difference in human evaluation scores for reference translations and translations by the
winning system was not statistically significant, showing that further improvements in
APE technology have the potential to significantly reduce human post-editing effort.
In 2021, although only one participating system succeeded in achieving a lower TER
score than the do-nothing baseline that was also statistically significant, according to
human evaluation all APE systems significantly outperformed the baseline (Akhbardeh
et al., 2021). Freitag et al. (2019) also showed that a drop in BLEU scores when
carrying out automatic post-editing does not need to equal lower ratings by human
evaluators, these may still improve.

Similarly to Yang et al. (2020a), Huang et al. (2021) argued that using auto-
encoding models such as BERT for the APE task is neither optimal nor intuitive
and that Seq2Seq models such as BART are better suited for APE and other text
generation tasks. The authors proposed a task-agnostic framework for multi-source
sequence generation. According to the authors, directly transferring Seq2Seq models
leads to discrepancies between pre-training and fine-tuning and simply concatenating
several sources as in Correia and Martins (2019) has major drawbacks. By applying a
two-stage fine-tuning approach, single-source fine-tuning followed by multi-source
fine-tuning, building on the pre-trained mBART model and adding a fine encoder
(another encoder on top of the pre-trained one consisting of self-attentions, cross-
attentions, and feed-forward networks) for better multi-source representations, the
authors were able to outperform the approach suggested by Correia and Martins
(2019) on the WMT17 APE task. Strong baselines were also outperformed in the
multi-source and document-level translation tasks. The framework is illustrated in
Figure 2.3.

Chollampatt et al. (2020) hypothesized that APE models have had difficulties
in improving the translations of strong in-domain NMT systems due to the lack of
human post-edited data to train on, instead resorting to artificial corpora. The authors
created a large corpus of human post-edited data for English-German NMT. They
demonstrated that having enough human post-edited examples to train on, a neural
APE model can improve even the outputs of a strong in-domain NMT system. It
was found that APE can improve NMT translations by improving the lower-quality
translations whereas in the case of the best translations, APE can lead to degraded
instead of improved translations.
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Figure 2.3.: APE model based on mBART (Huang et al., 2021).

2.3. Quality Estimation

Quality Estimation is the task of automatically assessing the quality of translations
when there are no references to compare to. This is interesting for a number of reasons.
Firstly, a potential use case of quality estimation is choosing between the translations
generated by different systems. Moreover, quality estimation can be used to determine
whether the translation is ready for publication or in need of post-editing. Quality
estimation can be divided into word- and sentence-level (segment-level) QE: the goal
of the first being to highlight incorrect words in the translation whereas the second
one is used to predict the quality of the whole translated segment (Kepler et al.,
2019).

Similarly to automatic post-editing, the Workshop on Machine Translation has been
organizing shared tasks on quality estimation. In concluding the 2019 edition, it was
stated that the best systems had used pre-trained models like BERT (Devlin et al.,
2019) and XLM (Lample and Conneau, 2019) as well as transfer learning (Fonseca
et al., 2019). This trend has continued. For example, in 2020, the best-performing
solutions in the sentence-level direct assessment task were ensemble systems built on
XLM-R (Conneau et al., 2020). The authors noted that most submitted systems were
resource-heavy and might therefore be hard to use in practical scenarios. Comparing
the tasks of predicting direct assessment (DA) and human translation edit rate (HTER)
scores, it was stated that the systems submitted to the competition show higher
correlation with DA scores prediction of which might be an easier task. Another
finding was that not all top-performers in the DA subtask were the top-performers in
the HTER prediction subtask.

In the 2021 edition of the shared task in quality estimation, the following subtasks
were carried out: predicting sentence-level direct assessment which means scoring
each segment on a scale from 0-100; predicting post-editing effort which aims to
predict the share of words that need to be edited to correct the translation and
lastly predicting whether the sentence contains catastrophic errors which was a new
task. Once again, the winning systems in the direct assessment task made use of the
pre-trained embeddings of XLM-R large and model ensembling. XLM-R was also
used by the best performing systems in the second sub-task, predicting post-editing
effort, where in addition a multi-task approach was used in combination with external
data or pseudo-references. In that subtask, multilingual models clearly outperformed
monolingual ones.

In addition to the shared task on quality estimation that is organized yearly by
WMT, there is also a shared task for MT metrics that includes a subtask called “QE
as a metric” where reference-free systems are competing. The winning system in
2021, submitted by Rei et al. (2021), was also created using XLM-R. The source
and hypothesis sequences are separately encoded, concatenated into a shared feature
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Figure 2.4.: Architecture of a quality estimation model (Rei et al., 2020).

space and thereafter fed into a feedforward regressor as shown in Figure 2.4. The
authors found that using reference-based and reference-free metrics led to comparable
correlation results on the segment level, leading them to suggest that using references
for MT evaluation might become redundant as reference-free metrics improve.

2.4. Combining APE and QE

There have been limited attempts at combining quality estimation and automatic post-
editing. Chatterjee, Negri, Turchi, et al. (2018), for example, mention three possible
ways of integrating quality estimation and post-editing: using low QE scores as a
trigger to use the APE model, using word-level QE to guide the APE model regarding
which tokens should be changed or left intact, and using QE to select between the
original machine translated output and its automatically corrected version. The results
were inconclusive. Although the authors report gains when using word-level QE
information in combination with the APE model, only BLEU scores are reported
and the gains are less than 0.2 BLEU points. do Carmo et al. (2021) point out that
although in WMT 2017 and 2018 combining APE and QE systems was explored, the
interest had disappeared by 2019.
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3. Methodology

This thesis project investigates possible ways to automate the translation workflow of
to-be-published product descriptions with a focus on quality estimation and automatic
post-editing. The research questions posed are (1) whether automatic post-editing
can improve the translations of a baseline model fine-tuned on in-domain data, (2) if
confidence scores of the baseline system are reliable indicators of translation quality
and (3) what is the effect of carrying out quality estimation before automatic post-
editing to prevent overcorrection of good translations.

In this chapter, the project pipeline designed to answer these three questions is
described. First, an overview of the data used for the experiments is given, followed
by describing the data cleaning procedure and how data splits were created. Secondly,
the automatic post-editing systems used in the project are described. Thereafter, the
approaches chosen for quality estimation are introduced and the survey created for
getting feedback from professional translators is also described.

3.1. Data

The dataset used for the experiments was provided by H&M Group and included
English descriptions of various H&M products and their translations into a number
of languages. German, French and Swedish were chosen as the target languages for
the thesis project and all other information was discarded. The descriptions follow
a specific structure and the vocabulary is narrow and domain-specific. Below is an
example of a product description in English followed by its translation into Swedish:

• English: Short, fitted dress in ribbed jersey with short sleeves and a drawstring to
create gathers down one side.

• Swedish: En kort, figurnära klänning i ribbad trikå. Klänningen har kort ärm och
rynkad dragsko längs ena sidan.

Data cleaning included normalizing the English descriptions by converting all texts
to lowercase, removing punctuation and a number of phrases that inconsistently
appeared at the beginning of the descriptions. After normalization all duplicate
descriptions in English were removed from the dataset, leaving no duplicate source
texts. Thereafter, the original casing and punctuation of all texts was recovered. In
addition, there were whitespaces in the data that were identified to be missing commas
in decimal numbers or between clauses which were recovered.

Thereafter, validation and test sets were created. The English descriptions are the
same for all three target languages in the test and validation sets. Random splitting of
the dataset rows was used, leading to 1025 validation and 1022 test examples in each
language pair. The training data for each language pair was also randomly split into
three parts to have separate training data for the three parts of the project: training a
baseline model, a post-editing model and a quality estimation model. Table 3.1 below
shows the data splits used in the experiments:
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Data split en-de en-fr en-sv

Train main 14289 14474 13112
Train APE 4750 4812 4325
Train QE 5114 5191 4705

Dev 1025 1025 1025
Test 1022 1022 1022

Table 3.1.: Data splits used for the experiments. The table shows the number of segments in each
split.

3.2. Baseline Models

Due to the small number of training examples for each language pair, it was decided
to use transfer learning. To train baseline models for each language pair, bilingual
pre-trained MarianMT models (Tiedemann and Thottingal, 2020) were fine-tuned
using the transformers Python package (Wolf et al., 2020). Two baseline models were
trained for each language pair: one trained on the main training split and another one
trained on the concatenation of the main training split and the training split reserved
for post-editing. The latter experiment was carried out to be able to compare using
a post-editing model with adding the post-editing data to the training data of the
baseline model.

For each language pair and model, hyperparameter search was carried out to
determine the optimal values for the learning rate and weight decay. A batch size of
16 was used and the number of warmup steps was set to 500. Early stopping with
a patience of 3 was used to determine when to stop training and the model with
the smallest validation loss was used for predictions. In an attempt to ensure a fair
comparison between the large baseline model and a post-editing model, described
at the end of section 3.3, whose model selection was based on the best validation
BLEU, another version of each large baseline model was trained where early stopping
patience was set to 10 and the model with the highest validation BLEU was used for
predictions instead. For the large baseline model, the best evaluation scores out of the
two model variants are reported. Hyperparameters for the baseline models are shown
in Table 3.2 below.

Hyperparameter Value

Batch size 16
Warmup steps 500
Learning rate Between 2e-5 and 2e-3, determined using hyperparameter search

Weight decay Between 0 and 0.01, determined using hyperparameter search

Table 3.2.: Hyperparameters for the baseline models.

3.3. Automatic Post-editing

Two different systems were used to train a model for post-editing:

• The approach proposed by Correia and Martins (2019) where source and
machine translated sentences are concatenated and fed as input to an mBERT
model. The default implementation1 was followed, except that maximum length

1https://github.com/deep-spin/OpenNMT-APE
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was set to 512 for source, target and prediction. Evaluation was carried out
every 1000 steps and training was stopped when the validation accuracy had not
improved the last three evaluation runs. The model with the highest validation
accuracy was then used for predictions.

• The system proposed by Huang et al. (2021) where mBART is used and a two-
stage fine-tuning process is carried out. Once again, the default implementation2

was used. Maximum length was set to 512, batch size to 256 and all model
parameters were trained. This is a resource-heavy system and initial observations
showed that the training was unstable, so that the improvement in validation
scores was not consistent. This is why it was decided to run each fine-tuning stage
for 24 hours and thereafter choose the model that showed the best validation
BLEU. Evaluation was carried out every 1000 steps. For French and German, the
original mBART (Liu et al., 2020) was used as the pre-trained model. Swedish
is not included in the original mBART model which is why mBART-50 (Tang
et al., 2020) was used for experiments with Swedish.

The baseline models trained on the main training data split were used to generate
translations for all product descriptions in the post-editing data split and the target
descriptions were treated as post-edits. The two systems described above were then
trained on triplets of source segments, machine translated texts and target descriptions.

In order to better understand the importance of the amount of training data and
the quality of the machine translated texts that the post-editing model is trained on,
another experiment was carried out where instead of training a baseline model both
the main training data split and the post-editing data split were translated using the
pre-trained MarianMT bilingual model and the post-editing model was thus trained to
correct the pre-trained MarianMT model that had not been fine-tuned on in-domain
data. The best-performing post-editing model out of the two systems experimented
with was chosen for this experiment.

3.4. Quality Estimation

Four different methods or models were used to assign quality estimation scores to the
baseline translations:

• Confidence scores from the baseline model were treated as quality estimation
scores.

• The MonoTransQuest model for predicting direct assessment scores proposed
by Ranasinghe et al. (2020) and pre-trained on translations from English into
many different languages.3 TransQuest was one of the top performers in the
WMT 2020 sentence level direct assessment shared task.

• The COMET quality estimation model that was first trained on direct assessment
data, followed by fine-tuning on MQM (Multidimensional Quality Metrics)4

data. It was the best QE as a Metric system submitted to the WMT21 metrics
shared task (Rei et al., 2021).

• A multilingual quality estimation model trained to predict post-editing effort
(TER) scores using baseline translations from English into German, French and

2https://github.com/THUNLP-MT/TRICE
3https://tharindu.co.uk/TransQuest/models/sentence_level_pretrained/
4https://www.qt21.eu/mqm-definition/definition-2015-06-16.html
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Swedish of the quality estimation data split. The TER scores were assigned using
the SacreBLEU package (Post, 2018). The model was trained using the COMET
framework.5 The default hyperparameters were used and early stopping patience
was set to 3.

Experiments were conducted to see whether any of the four proposed systems has
potential to be used as a gate or a selector for improving translations. In the first case,
all translations that scored lower than the average by a particular system were replaced
by the post-edited translation. In the second scenario, all QE systems except for the
first one based on confidence scores were used to score both the baseline and the
post-edited translation and the higher-scoring one was selected. For these experiments,
the best-performing post-editing system was used. In addition, human evaluation was
carried out to determine how well the quality estimation scores correlate with human
judgment: the evaluation procedure is described closer in the following section.

3.5. Evaluation

Score Description

6 Publishable quality. Perfect Meaning and Grammar: The meaning of the
translation is completely consistent with the source and the surrounding
context. The grammar is also correct.

5 Almost publishable quality. The translation contains 1-2 minor grammar
mistakes that are easy to correct to obtain a publishable translation.

4 Most Meaning Preserved and Few Grammar Mistakes: The translation
retains most of the meaning of the source. It may have some grammar
mistakes or minor contextual inconsistencies.

3 Important part(s) missing. The translation preserves most of the meaning
of the source and the narrative can be followed but significant part(s) are
missing. There might be grammar mistakes.

2 Some Meaning Preserved: The translation preserves some of the meaning
of the source but misses significant parts. The narrative is hard to follow
due to fundamental errors. Grammar may be poor.

1 Almost no meaning preserved. The translation preserves some important
words from the source but the narrative is lost. Grammar is irrelevant.

0 Nonsense/No meaning preserved: Nearly all information is lost between
the translation and source. Grammar is irrelevant.

Table 3.3.: Descriptions of scores for human evaluators.

All systems were evaluated using four automatic metrics: BLEU, TER and CHRF
scores as well as COMET5, the metric recommended in Kocmi et al. (2021). For
the first three, the default implementations of the SacreBLEU package (Post, 2018)
were used. When it comes to COMET, the default model from 2020 that was also
recommended by Microsoft was chosen.

In order to validate the quality estimation scores assigned by different methods and
to determine which one of the four proposed systems correlates best with translation
quality perceived by humans, a survey was conducted where professional translators
where asked to score translations. Another goal with the survey was to let the evalu-
ators compare baseline translations with post-edited ones to see if there is a quality
difference.

5https://github.com/Unbabel/COMET
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Following Freitag et al. (2021), evaluators were asked to score translations on a scale
between 0-6 based on the descriptions of the various scores presented in Table 3.3
above. The survey was carried out using Excel and was based on 100 randomly chosen
product descriptions from the test data split after eliminating descriptions where all
evaluated systems generated identical translations. Evaluators were presented with
the original English description and shown two to four possible translations of that
description in randomized order. These included the baseline translation, translations
by both post-editing systems and the reference translations. The latter were included
due to early feedback to some example translations in French where preference was
shown for baseline translations over reference translations.

18



4. Results and Discussion

In this chapter, experimental results are presented and discussed. To begin with, the
automatic evaluation scores of the baseline models are analyzed. Thereafter, the results
of the automatic post-editing experiments are analyzed and discussed. This is followed
by looking at how human evaluators rated the post-edited translations compared to
the translations of the small baseline model. To continue, the two strategies of using
quality estimation scores to decide which translations to post-edit are discussed. Also,
the correlation between human evaluation results and the scores of the four quality
estimation systems is looked at.

4.1. Baseline Models

Table 4.1 below presents the results of the pre-trained model before fine-tuning as
well as both small and large baseline models for the three languages considered in the
experiments using four automatic metrics: BLEU, CHRF, TER and COMET.

Language Model BLEU ↑ CHRF ↑ TER ↓ COMET ↑
sv Pre-trained model 11.97 45.02 74.03 0.39

Baseline small 71.58 86.36 21.79 1.02
Baseline large 72.42 86.83 21.15 1.03

fr Pre-trained model 12.90 46.25 75.69 0.12
Baseline small 69.99 85.79 23.61 0.87
Baseline large 70.93 86.19 22.76 0.88

de Pre-trained model 13.09 51.04 82.30 0.32
Baseline small 52.37 77.94 41.28 0.72
Baseline large 54.24 78.63 39.99 0.72

Table 4.1.: The results of the baseline models. Baseline small was trained on the main training data
split whereas baseline large was trained on the concatenation of the main training data
split and the post-editing data split.

Compared to what is normally reported in the shared tasks organized by the
Workshop on Machine Translation, the baseline models show extremely high BLEU
scores. This is especially true for English-French and English-Swedish with BLEU
scores around 70, speaking of strong in-domain systems. The BLEU scores achieved
for English-German are about 20 BLEU points lower compared to the French and
Swedish ones, hinting that this is a harder task to solve. However, these results are not
surprising, considering that German is syntactically more different from English than
the other two languages, also being morphologically much more complex. According
to Google Cloud’s Translation service’s instructions for evaluating models1, BLEU
scores over 50 are a sign of very high quality translations and BLEU scores over
60 show that the machine translation quality might be better than that of human
translations. This means that the baseline systems are able to generate very good
translations that automatic post-editing systems might find difficult to improve as

1https://cloud.google.com/translate/automl/docs/evaluate

19



WMT shared tasks have shown to often be the case with strong in-domain NMT
models.

Adding the post-editing data split to the training data and re-training the model
led to small improvements in all cases according to the automatic evaluation metrics,
except when looking at the COMET metric in German that did not improve. The
differences between the small and large baseline models are, however, not statistically
significant according to bootstrap tests carried out using the bstrap Python package.2

To carry out the bootstrap tests, the metric calculation in the example code was
replaced by the calculation of BLEU, CHRF or TER using the sacreBLEU Python
package (Post, 2018) or by the calculation of the COMET score.3 The number of
bootsrapping runs was set to 1000 in the case of BLEU and CHRF, 100 for TER
and 10 for COMET due to the time it took to run the tests for the last two metrics.
The difference was considered statistically significant in the case of non-overlapping
confidence intervals and a p-value below 0.01. It is also important to keep in mind
that the automatic metrics presented in Table 4.1 mostly show the similarity between
machine translated and reference translations and are no guarantee that a human
evaluator would rank the system quality the same way, considering that even human
translators would likely not achieve perfect scores when using automatic evaluation
metrics due to there being many possible ways of translating the same source text.
This is especially relevant considering feedback from a human evaluator that indicated
that the reference translations used in this project are slightly inconsistent, calling into
question the relevance of trying to achieve perfect similarity with the references.

4.2. Automatic Post-editing

Figure 4.1.: TER distribution of the small baseline models.

One of the research questions when starting with the project was whether automatic
post-editing would be able to improve the baseline translations. Due to the high quality
of the baseline systems, this turned out to be a hard task to solve. In Figure 4.1 the

2https://github.com/fpgdubost/bstrap
3https://github.com/Unbabel/COMET
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TER distribution of the small baseline models’ translations of the validation set is
shown for all three target languages.

As the figures show, about a quarter of the French and Swedish baseline translations
have a TER score under 10, meaning that they are nearly identical to the reference
translations and that trying to modify these translations is likely to do more harm
than good. For German, the picture is slightly more varied with less than 10% of the
baseline translations showing a TER under 10 and less than 20% receiving a TER
score under 20. In general, these statistics show that there are many translations that
should not be modified. This is especially relevant considering that overcorrection is a
problem characteristic to many if not all automatic post-editing systems.

Language System BLEU ↑ CHRF ↑ TER ↓ COMET ↑
sv Baseline small 71.58 86.36 21.79 1.02

mBERT 68.04 83.26 24.98 0.98
mBART 69.26 84.64 23.86 1.0

fr Baseline small 69.99 85.79 23.61 0.87
mBERT 66.64 82.73 27.66 0.82
mBART 71.01 85.5 23.18 0.89∗

de Baseline small 52.37 77.94 41.28 0.72
mBERT 48.27 74.05 44.87 0.67
mBART 50.95 76.45 42.64 0.71

Table 4.2.: The results of the two post-editing systems trained on the post-
editing data split using translations from the small baseline model.
* Significantly better than the small baseline system.

Table 4.2 above shows the results of the two post-editing systems described in
section 3.3 on the test set. Looking at the four automatic metrics considered, the only
system-level improvement, although not statistically significant when looking at BLEU
or TER, compared to the small baseline model was seen in French according to three
metrics out of four when using the mBART APE system. When it comes to Swedish
and German, the post-editing systems failed to improve the baseline translations on
system-level. Table 4.3 below sheds light on the reasons behind that finding.

Language System Modified Improved Deteriorated

sv mBERT 694 226 388
mBART 750 251 399

fr mBERT 816 201 530
mBART 879 435 327

de mBERT 895 305 472
mBART 912 387 427

Table 4.3.: The results of the two post-editing systems showing the number of modified, improved
and deteriorated translations in the validation set according to TER.

As can be seen from the table above, both APE systems modified a majority of
the baseline translations. Although between 200-435 descriptions were improved, in
general an even larger amount of translations were deteriorated by the APE systems
with the exception of mBART APE in French. In all cases, the mBART APE system
improved a larger number of translations than the mBERT one, and in French and
German deteriorated a smaller number of translations compared to mBERT.
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Figure 4.2.: Change in TER using the mBART APE model on the validation set. A negative value
on the y-axis shows that the APE model improved the baseline translation and the
numbers on y-axis show translation quality with 1 being the worst and 10 the best.

Figure 4.2 above shows a more detailed view of which of the baseline translations
the mBART APE system modified and what the result of that was. Negative values
on the y-axis show that the post-editing system was able to improve the baseline
translations and the numbers on the x-axis show translation quality where 1 is the
lowest (TER over 90) and 10 the highest (TER below 10). As Chollampatt et al.
(2020) also showed, the results in this project show that the mBART APE system
was able to on average improve the worst translations but deteriorated the best ones
which is the reason for system-level evaluation scores not improving. In this project,
quality estimation was applied in order to try to prevent post-editing good translations
and the results of that are described in section 4.3.

4.2.1. Human Evaluation

Results for the human evaluation experiment described in section 3.5 were received
for all three target languages: French, German and Swedish. In all cases the evaluation
was carried out by one professional translator. Table 4.4 below presents the average
human evaluation scores for the small baseline model, both post-editing systems as
well as the reference translations.

Language Small baseline mBERT APE mBART APE Reference

fr 5.40 5.06 5.57 5.72b, m

de 5.02 4.77 5.05 5.04m

sv 4.09 3.97 4.09 3.97

Table 4.4.: The average scores for each system according to human evalua-
tion. Based on 100 randomly chosen examples from the test set.
b Significantly better than the small baseline model.
m Significantly better than mBERT APE.
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To begin with, according to human evaluation in French, the translation systems
are ranked as follows from worst to best: mBERT APE, small baseline, mBART APE,
reference translations. This is in line with what the automated metrics used for
evaluation were suggesting. In German, however, the ranking looks different: mBERT
APE, small baseline, reference translations, mBART APE. According to the automated
metrics looked at, mBART APE was inferior to the small baseline model but according
to human evaluation, it is slightly preferred even over the target translations. According
to a paired t-test carried out, there is no statistically significant difference between
the scores given to the mBART APE system and to the reference translations in any
of the target languages. This finding indicates that the mBART post-editing system
is not worse than the baseline model even if automated metrics suggest otherwise.
This is in accordance with previous research (Akhbardeh et al., 2021) where post-
editing systems failed to improve the BLEU score of the baseline system but were still
preferred by human evaluators. Nevertheless, the averages in German for the three
best systems are very close, suggesting that the translation quality is almost equal. In
Swedish, the human evaluator ranked the small baseline system and the mBART APE
system above both the mBERT APE system and the reference translations, meaning it
was not possible to tell the target translations from machine translated texts. It is also
important to keep in mind that the human evaluation was based on 100 randomly
chosen examples and not the entire test set. A question worth digging deeper into
but currently left for future research is why the reference translations in Swedish
scored significantly lower than in French and German. Taking into account the high
evaluation scores achieved for Swedish using automated metrics, these results once
again show that reference-based metrics say more about the similarity to the reference
translations than about the translation quality itself.

An interesting finding is that when looking at the results in French and German, all
systems except for one received human evaluation scores above 5. The interpretation
of that according to Table 3.2 is that on average, the translations have almost publish-
able quality, requiring only very limited post-editing. The human evaluators made
small additions to Table 3.2 so that a score of 5 does not necessarily mean that there
is a mistake but can also indicate that the flow of the translation was not the best
according to the evaluator. Average scores above 5 were achieved for both French and
German, despite the differences in BLEU scores of about 20 points. This also indicates
that machine translation is a promising approach for the target domain and could lead
to significant savings in both cost and time if integrated into the translation workflow.
The picture looks slightly different for Swedish, with no system achieving evaluation
scores above 5, meaning more than light post-editing is needed to get publishable
translations. However, that also applies to the reference translations, meaning that the
MT systems are able to generate translations of similar quality to the existing human
translations.

Table 4.5 below gives a more detailed view of how human evaluators scored the
translations presented to them in the survey, showing both the number of translations
that got the maximum score of 6 as well as those that scored below 5, meaning
considerable post-editing is required to convert them into publishable translations. In
French, nearly half of the evaluated baseline translations were assigned the maximum
score and fewer than 10 % were said to require considerable post-editing. Using the
mBART APE system, the share of publishable translations increased to 66 %. The
best result, when excluding reference translations, was achieved when using both the
baseline system and the mBART APE system and choosing the best translation out
of the two. That way, 72 translations out of 100 were estimated to be of publishable
quality and only 3 requiring heavy post-editing. When it comes to German, the
numbers of publishable translations are considerably lower and the numbers of
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Language fr de sv

Score 6 <5 6 <5 6 <5

Small baseline 48 7 25 20 10 62
mBERT APE 36 19 20 35 6 60
mBART APE 66 7 26 18 11 60

Reference 80 3 29 18 3 69
Small baseline & mBART APE + 72 3 45 10 17 49

Table 4.5.: The number of publishable translations and translations that require heavy
post-editing according to human evaluation. Based on 100 examples.
+ An oracle system based on choosing the best-scoring translation.

translations requiring heavy post-editing higher. Interestingly, this also applies to
the reference translations, meaning that either the reference translations are of lower
quality compared to French or that the translator evaluating German translations was
stricter in the evaluation. The same can be said about Swedish, with an even lower
share of publishable translations and a higher number of translations requiring heavy
post-editing compared to German. However, in all cases the pattern is similar, with the
best solution being the combination of the baseline model and the mBART APE model
which in German leads to 45 translations out of 100 that could be published directly
and in Swedish 17 such translations, with the number requiring heavy post-editing
being 10 in German and 49 in Swedish.

Translation Score Target

Ett par byxor i luftig, vävd bomullskvalitet
med avslappnad passform. Byxorna har
resår i midjan och avsmalnande ben med
resår vid benslut. Snedställda sidfickor och
benfickor med lock och kardborreknäppn-
ing. Fuskfickor bak.

6 Ett par byxor i luftig, vävd bomullskvalitet.
Byxorna har avslappnad passform med avs-
malnande ben. Snedställda sidfickor, ben-
fickor med lock och kardborreknäppning
samt fuskfickor bak. Resår i midjan och vid
benslut.

Ett par ankellånga joggers i luftigt linne. De
har hög midja med resår och dragsko samt
snedställda sidfickor. Avslappnad passform.

5 Ett par ankellånga joggers i luftigt linne.
De har avslappnad passform och hög midja
med resår och dragsko. Snedställda sid-
fickor.

Ett par kängor i läder. Kängorna har ankel-
högt skaft med rund tå och resår i sidorna.
Hälla bak. Klackhöjd 4 cm.

4 Ett par boots i läder med rund tå. Bootsen
har högt skaft med hälla bak. Elastisk parti
i sidorna. Klackhöjd 4 cm.

Ett par kängor i läder. Kängorna har ankel-
högt skaft med resår i sidorna. Hälla bak.
Klackhöjd 4 cm.

3 Ett par boots i läder med rund tå. Bootsen
har högt skaft med hälla bak. Elastisk parti
i sidorna. Klackhöjd 4 cm.

Ett par ankellånga joggers i luftigt linne. De
har hög midja med resår och dragsko. Sned-
ställda sidfickor och snedställda sidfickor.

2 Ett par ankellånga joggers i luftigt linne.
De har avslappnad passform och hög midja
med resår och dragsko. Snedställda sid-
fickor.

Table 4.6.: Example translations in Swedish, the score given by the human evaluator and the
reference translation.

Table 4.6 above shows example translations in Swedish that were assigned different
scores by the human evaluator and their reference translations on the right. Scores 5
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and 6 show that the translations are publishable or nearly publishable but the lower-
scoring translations provide a hint of the kind of mistakes the trained MT systems
make and should therefore be analyzed. The example translations scoring 4 and 3 have
the same reference translation and are similar in many ways. The mistakes that appear
have to do with choice of words (kängor instead of boots and resår instead of elastisk
parti), word order, and in the case of the poorer translation missing information (med
rund tå). The lowest-scoring translation has missing information (avslappnad passform)
as well as repetition in the last sentence. It can be hypothesized that these kind of
mistakes are characteristic to the MT systems trained during the course of the project,
but a more thorough analysis should be performed to be able to claim that. Examples
of translations in French and German can be found in Tables A.1 and A.2 in Appendix
A.

4.2.2. Post-editing the Pre-trained Model

Figure 4.3.: TER distribution of the pre-trained MarianMT models’ translations of the validation
set.

During the course of the project, the author developed a hypothesis that the
reason for the APE systems experimented with failing to achieve higher system-level
evaluation scores compared to the baselines was in the small number of examples used
for training. That hypothesis is supported by the findings of Chollampatt et al. (2020)
that showed that it is possible for an APE system to improve even a strong in-domain
NMT model but that requires enough examples of human post-edits to train on. That
idea was combined with the insight that if training on lower-quality translations, the
APE systems would be less likely to face the problem of overcorrection compared to
when training on high quality translations.

Figure 4.3 above shows the TER distribution of the pre-trained MarianMT models
that have not been fine-tuned on in-domain data. It can be seen that there are almost
no perfect translations and that the majority of the generated translations in all three
languages show TER scores above 60. Table 4.7 presents the results of training the
mBART APE system using both the main training data split and the post-editing data
split using translations from the pre-trained MarianMT models without fine-tuning
on in-domain data. These systems led to the highest evaluation scores in the project,
outperforming the large baseline models (that were trained on the same concatenation
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of data splits). Nevertheless, the improvement was statistically significant only in
French.

Language Model BLEU ↑ CHRF ↑ TER ↓ COMET ↑
sv Baseline large 72.42 86.83 21.15 1.03

mBART APE 73.5 87.45 20.4 1.03

fr Baseline large 70.93 86.19 22.76 0.88
mBART APE 74.52∗ 87.47∗ 20.71∗ 0.92∗

de Baseline large 54.24 78.63 39.99 0.72
mBART APE 55.85 79.1 39.02 0.73

Table 4.7.: The results of the mBART post-editing system when trained
on a concatenation of the main and post-editing training
splits, using translations from the pre-trained MarianMT model.
* Significantly better than the large baseline model.

These results are a sign of that training on a larger dataset using poorer translations
should be preferred over a smaller dataset with better translations if it is possible to
choose. This is usually not the case with APE where the baseline system tends to
be a black box. Taking into account the observation of Yang et al. (2020b) that also
included external MT candidates when training their APE system, that higher quality
external candidates are to be preferred, it can be hypothesized that the performance of
the APE system could be further improved by finding a balance between the amount
of data used for training the baseline model and the amount left for training the APE
system.

4.3. Quality Estimation

In this project, three ways of trying to determine the best quality estimation system
out of four different systems and the best way of incorporating that system into the
translation workflow were experimented with. They are described in the following
subsections.

4.3.1. Quality Estimation as a Gate

The first experiment involved scoring all translations of the English descriptions in
the test set generated by the small baseline systems and thereafter replacing the ones
that scored below average (above average in the case of the COMET TER model)
with translations generated by the best-performing APE system instead. The results
are shown in Table 4.8 below. Statistically significant improvements compared to the
small baseline model are marked with an asterisk.

The results are discouraging: the strategy of trying to identify bad translations by
selecting the ones that scored below average with respect to a particular metric and
replace them by post-edited ones only led to improvements over the baseline in French
and in that case were statistically significant only according to the COMET metric.
This can be explained by the fact that the mBART APE model for English-French
also showed higher evaluation scores than the baseline. A likely explanation to these
results would be that there is a high chance that a below-average translation by the
baseline system is not going to be a higher-than-average translation by the post-editing
system, the two systems might struggle with the same source texts. The strategy
discussed in the next subsection takes that into account by scoring both the baseline
translation and the post-edited translation.
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Language Metric Confidence COMET QE COMET TER TransQuest

sv BLEU ↑ 70.19 70.16 70.15 70.55
CHRF ↑ 85.23 85.28 85.3 85.6
TER ↓ 22.94 23.02 22.96 22.79

COMET ↑ 1.01 1.01 1.01 1.01

fr BLEU ↑ 70.38 71.32 70.67 70.91
CHRF ↑ 85.63 85.82 85.65 85.74
TER ↓ 23.22 22.84 23.06 23.13

COMET ↑ 0.88 0.89∗ 0.89 0.89∗
de BLEU ↑ 51.07 51.13 51.28 51.11

CHRF ↑ 76.74 76.76 76.9 76.92
TER ↓ 42.44 42.33 42.29 42.34

COMET ↑ 0.71 0.72 0.71 0.72

Table 4.8.: The results of using quality estimation as a gate to prevent good quality baseline
translations from getting post-edited. All baseline translations that scored below the
average for a particular metric were replaced by the post-edited mBART translation.
* Significantly better than the small baseline model.

Comparing the four quality estimation systems considered, there is no clear winner.
TransQuest seems to work the best for Swedish and COMET QE for French. When
it comes to German, the picture gets more confusing, the winner depends on which
metric to look at. Nevertheless, in general, and that can be said about all three target
languages, the scores barely differ. The general pattern is that this strategy did not
lead to a jump in translation quality according to automatic evaluation metrics.

4.3.2. Quality Estimation as a Selector

Language Metric COMET QE COMET TER TransQuest

sv BLEU ↑ 70.39 70.40 70.57
CHRF ↑ 85.56 85.40 85.63
TER ↓ 22.76 22.78 22.70

COMET ↑ 1.02 1.01 1.02

fr BLEU ↑ 70.80 71.44 71.07
CHRF ↑ 85.59 85.85 85.79
TER ↓ 23.2 22.72 23.12

COMET ↑ 0.9∗ 0.9∗ 0.9∗
de BLEU ↑ 51.74 51.93 51.59

CHRF ↑ 77.2 77.22 77.13
TER ↓ 41.75 41.21 41.74

COMET ↑ 0.73 0.72 0.72

Table 4.9.: The results of using quality estimation as a selector. The trans-
lation that was scored the highest out of the baseline trans-
lation and the mBART post-edited translation was selected.
* Significantly better than the small baseline model.

The idea behind using quality estimation as a translation selector is that both
candidate hypotheses (the one generated by the small baseline system and the one
generated by the post-editing system) are scored and the higher-scoring one is chosen.
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The results of using that strategy are shown in Table 4.9 above. As before, statistically
significant improvements compared to the small baseline model are marked with an
asterisk.

Considering the automatic metrics used for evaluation, this experiment led to
improved results compared to the strategy discussed in section 4.3.1. Nevertheless,
the only statistically significant improvements are still only seen in French and only
when looking at the COMET metric. Similarly to the previous experiment, in general
it can be said that there was no notable improvement in the system-level evaluation
scores.

4.3.3. Human Evaluation

Besides comparing the translation quality of different machine translation systems
experimented with, the human evaluation experiment described in section 3.5 also
had another goal, namely, to determine if any of the quality estimation systems
experimented with strongly correlates with the human evaluation scores for the small
baseline model, and could thus be used to reliably filter out bad translations from
good ones. Table 4.10 below shows Spearman’s rank correlation coefficient between
human evaluation scores and the four different quality estimation systems used.

Language Confidence COMET QE COMET TER TransQuest

fr 0.1(0.31) 0.18(0.09) −0.3(0.002) 0.2(0.049)
de 0.12(0.24) 0.01(0.91) −0.03(0.77) 0.08(0.43)
sv 0.06(0.53) 0.21(0.04) 0.04(0.71) 0.12(0.23)

Table 4.10.: Spearman’s rank correlation coefficient between human evaluation scores and quality
estimation systems. P-value in parentheses.

One of the research questions when starting with the project was whether the
confidence scores of the baseline system are reliable indicators of translation quality
and could thus be of help to human evaluators in the task of deciding whether
a translation is good enough or not. Table 4.9 above suggests that the correlation
between human evaluation results and the confidence scores of the small baseline
model is weak for all three target languages. This means that having access to the
confidence scores is likely not going to be particularly helpful. Other quality estimation
systems experimented with show the same pattern: the correlation with human
evaluation scores is weak to nonexistent. The most promising correlation is shown
by the COMET TER model in French but even that is a relatively weak correlation.
The takeaway from these results is that in order to be able to assign reliable quality
scores to machine translated product descriptions, a new system is to be developed,
preferably trained on scores assigned by professional translators.
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5. Conclusion and Future Work

This thesis project dealt with machine translation of product descriptions of clothing
items and was focused on automatic post-editing as well as quality estimation. The
goal was to propose the best possible way for automating the workflow of translating
product descriptions from English into other languages. At the beginning of the
project, the following three research questions were posed:

• Can automatic post-editing improve the baseline translations?

• Are the confidence scores of the baseline translation system reliable indicators of
translation quality or should an external model be used for quality estimation?

• What is the effect of carrying out quality estimation before automatic post-
editing to prevent overcorrection of good translations?

It was shown that automatic post-editing (APE) systems struggle to improve baseline
translations when only trained on a few thousand examples, at least when the baseline
systems are competitive and already able to generate high-quality translations. An
analysis of TER scores before and after post-editing showed that although these
systems are generally able to improve the TER score of the worst-quality translations,
they tend to degrade translations that already are of high quality. Nevertheless, human
evaluation showed that the mBART APE system was not worse than the small baseline
model, although automatic evaluation metrics suggested so. This shows the importance
of carrying out human evaluation when choosing between machine translation systems.
It was also shown that skipping to train a baseline system and instead training the APE
system on all available training data with translations from the pre-trained model led
to the best automatic evaluation results in the project, suggesting that post-editing
a worse model with more training data is to be preferred over post-editing a better
model with less training data if it is possible to choose.

To continue, when it comes to quality estimation of generated translations, the
confidence scores of the baseline model do not seem to be a reliable indicator of
translation quality: the correlation with human evaluation scores of baseline transla-
tions was shown to be weak. This is also true of the other three quality estimation
systems experimented with: COMET QE, a multilingual COMET model trained
on TER scores of baseline translations, and TransQuest. This means that providing
human evaluators with the quality estimation scores of an existing system is likely not
going to be helpful. If quality estimation scores are a desired part of the translation
workflow, the development of a new system should be considered based on scores
assigned by the translators themselves.

Experiments were carried out to determine the usefulness of using quality esti-
mation as a gate respectively as a selector to determine which baseline translations
to keep unchanged and which to post-edit. In the first case, all translations scoring
below average for a particular quality estimation metric were post-edited. In the
second case, both translations were scored and the higher-scoring one was chosen.
The goal of that was to prevent overcorrection of good baseline translations by the
post-editing system. The second strategy of using quality estimation as a selector led
to slightly better results than the first one, but was only able to improve the scores of
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the automated metrics in French where the mBART system itself scored higher than
the small baseline. Knowing that all quality estimation systems correlated poorly with
human evaluation scores can help explain the limited success of these experiments.
Accurate segment-level quality estimation is difficult and the unreliability of such
quality estimation systems is also the reason why interest in combining QE and APE
systems had faded by 2019.

The main goal of the project was to propose a maximally automated workflow for
translating product descriptions. Machine translation seems to be a promising approach
for the target domain, with many of the systems experimented with being able to
generate translations that according to human evaluation are of almost publishable
quality, meaning that they only require minimal post-editing. Currently there does
not seem to be a quality estimation system that can reliably filter out bad translations
but the goal should be to develop one. Taking into account the fact that machine
translation followed by manual post-editing is currently the most salient trend in the
industry, the suggestion is to follow that approach, with the addition of saving all
post-edited data as well as let post-editors assign scores to machine translated texts
so that a quality estimation module can be developed. Whether to fine-tune the
existing model or use a post-editing model when enough post-edited data has become
available should be determined by human evaluation. There is also another alternative,
considering that post-editing systems seem to be able to improve the worst translations
but there is no reliable QE module for detecting them, and that is presenting post-
editors with several translation alternatives and letting them choose which one to
correct. That approach is supported by the human evaluation experiment carried out
for the project. All in all, the best approach to the task can only be determined by
experiments in a real-life scenario.

There are several pieces of the puzzle that are in need of further research. To start
with, considering that the model trained to post-edit poor translations was not part
of the human evaluation survey, another human evaluation should be carried out
to determine whether that model is actually better than the large baseline models.
Furthermore, data augmentation, for example, back translation, is widely used in
the field of machine translation to improve performance but has not been studied in
the current project. To continue, the plausibility of developing a quality estimation
module that could reliably assess translation quality and thus be of help to human
evaluators has to be researched further, considering that all QE systems looked at in
this project, including confidence scores from the baseline model, showed very low
correlation with human evaluation results. Furthermore, finding methods to fight the
notorious overcorrection problem of automatic post-editing systems has the potential
to lead to systems that can outperform even strong in-domain MT systems. Last but
not least, an error analysis of the kinds of mistakes the trained MT systems make
would give ideas on how to improve them and whether there is a connection with the
reference translations used.
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A. Translation Examples

Translation Score Target

Top droit en jersey de coton
doux. Modèle avec encolure
ronde, emmanchure légère-
ment descendue et manches
longues à coutures plates.

6 Top droit en jersey de coton
doux. Modèle à encolure
ronde avec emmanchures
légèrement descendues et
manches longues terminées
par bord-côte à coutures
plates.

Top droit en jersey de coton
doux. Modèle avec encolure
ronde, emmanchure légère-
ment descendue et manches
longues terminées par cou-
tures plates.

5 Top droit en jersey de coton
doux. Modèle à encolure
ronde avec emmanchures
légèrement descendues et
manches longues terminées
par bord-côte à coutures
plates.

Sweat en maille fine de
coton doux. Modèle avec
boutonnage en haut et poche
de poitrine. Bord-côte à
l’encolure et en bas des
manches longues. Renfort
contrastant sur les coudes.
Finition côtelée aux poignets
et à la base.

4 Pull en douce maille fine de
coton. Modèle avec bouton-
nage en haut, bord roulé au
niveau de l’encolure et poche
de poitrine. Finition en maille
côtelée à la base et en bas des
manches longues. Renfort con-
trastant sur les coudes.

Sweat en maille de coton fine
et douce. Modèle avec bou-
tonnage en haut et poche
de poitrine. Finition bord-côte
à l encolure et en bas des
manches longues. Renfort con-
trastant sur les coudes et à la
base.

3 Pull en douce maille fine de
coton. Modèle avec bouton-
nage en haut, bord roulé au
niveau de l’encolure et poche
de poitrine. Finition en maille
côtelée à la base et en bas des
manches longues. Renfort con-
trastant sur les coudes.

Table A.1.: Example translations in French, the score given by the human evaluator and the
reference translation.
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Translation Score Target

Hoodie aus weichem, bedruck-
tem Sweatstoff mit weich
angerauter Innenseite. Mod-
ell mit doppellagiger Ko-
rdelzugkapuze, Kängurutasche
und Rippenbündchen an
Ärmeln und Saum.

6 Hoodie aus weichem bedruck-
tem Sweat mit weich anger-
auter Innenseite. Der Hoodie
hat eine doppellagige Kapuze
mit Kordelzug, lange Ärmel,
eine Kängurutasche und Bünd-
chen an Ärmeln und Saum.

Leichte, wattierte Jacke aus
Webstoff mit abnehmbarer
Kapuze, einem Frontreißver-
schluss mit Kinnschutz und
Seitentaschen. Schmale Gum-
mizüge an Kapuze und Ärme-
labschlüssen.

5 Leichte, wattierte Jacke aus
einer gewebten Qualität. Mit
abnehmbarer Kapuze und
einem Frontreißverschluss mit
Kinnschutz. Seitliche Taschen
und schmale Gummizüge
an Kapuze und Ärmelab-
schlüssen.

Leichte, wattierte Stoffjacke
mit abnehmbarer Kapuze,
einem Frontreißverschluss mit
Kinnschutz und Seitentaschen.
Schmale Gummizüge an Ka-
puze und Ärmelabschlüssen.

4 Leichte, wattierte Jacke aus
einer gewebten Qualität. Mit
abnehmbarer Kapuze und
einem Frontreißverschluss mit
Kinnschutz. Seitliche Taschen
und schmale Gummizüge
an Kapuze und Ärmelab-
schlüssen.

Sportsocken aus Feinstrick
mit elastischen Shirts und
Mesheinsätzen für höhere
Luftdurchlässigkeit. Die
Socken sind aus dem Funk-
tionsmaterial COOLMAX®
hergestellt, einer weichen,
hautfreundlichen und schnell-
trocknenden Polyesterfaser,
die effektiv Feuchtigkeit von
der Haut aufnimmt und
gleichzeitig die Temperatur
reguliert.

3 Feinstricksocken mit kurzem,
oben elastischem Schaft
und Meshpartien für bessere
Luftdurchlässigkeit. Die
Socken sind aus dem Funk-
tionsmaterial COOLMAX®
hergestellt, einer weichen,
hautfreundlichen und schnell-
trocknenden Polyesterfaser,
die effektiv Feuchtigkeit von
der Haut aufnimmt und
gleichzeitig die Temperatur
reguliert.

Table A.2.: Example translations in German, the score given by the human evaluator and the
reference translation.
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