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Abstract

Neural network models such as Transformer-based BERT, mBERT and RoBERTa
are achieving impressive performance (Devlin et al., 2019; Lewis et al., 2020;
Liu et al., 2019; Raffel et al., 2020; Y. Sun et al., 2019), but we still know
little about their inner working due to the complex technique like multi-head
self-attention they implement. Attention is commonly taken as a crucial way
to explain the model outputs, but there are studies argue that attention may
not provide faithful and reliable explanations in recent years (Jain and Wallace,
2019; Pruthi et al., 2020; Serrano and Smith, 2019; Wiegreffe and Pinter, 2019).
Bastings and Filippova (2020) then propose that saliency may give better
model interpretations since it is designed to find which token contributes to the
prediction, i.e. the exact goal of explanation.

In this thesis, we investigate the extent to which syntactic structure is
reflected in BERT, mBERT and RoBERTa trained on English and Chinese by
using a gradient-based saliency method introduced by Simonyan et al. (2014).
We examine the dependencies that our models and baselines predict.

We find that our models can predict some dependencies, especially those that
have shorter mean distance and more fixed position of heads and dependents,
even though all our models can handle global dependencies in theory. Besides,
BERT usually has higher overall accuracy on connecting dependents to their
corresponding heads, followed by mBERT and RoBERTa. Yet all the three
model in fact have similar results on individual relations. Moreover, models
trained on English have better performances than models trained on Chinese,
possibly because of the flexibility of Chinese language.
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1. Introduction

While neural network models like Transformer (Vaswani et al., 2017) are achieving
more and more impressive performance (Devlin et al., 2019; Lewis et al., 2020; Liu
et al., 2019; Raffel et al., 2020; Y. Sun et al., 2019), it becomes more difficult than
ever to understand the inner working of these state-of-the-art models because of
their complex structures such as the attention mechanism (Bahdanau et al., 2015)
that Transformer-based models like BERT (Devlin et al., 2019) and RoBERTa (Liu
et al., 2019) use.

Multi-head self-attention is a global operator that can connect every tokens
regardless of their positions in a single sequence without recurrence or convolutions.
It provides a weighted sum of the values per each token and allows each token to
attend any other tokens in each layers. Because of such features, attention is usually
taken as the key to interpret models predictions.

At the same time, however, there are some debates (Jain and Wallace, 2019;
Pruthi et al., 2020; Serrano and Smith, 2019; Wiegreffe and Pinter, 2019) on whether
attention can indeed faithfully provide meaningful and reliable explanation, when
more studies have been done in the filed of models interpretability. Some studies
begin to focus on "improving" attention (Abnar and Zuidema, 2020; Brunner et al.,
2020) in order to get more faithful explanation, while others turn to take saliency
methods as explanation (Bastings and Filippova, 2020).

Saliency method indicates the marginal effect of each input feature on output
predictions (Ancona et al., 2019). According to Bastings and Filippova (2020), the
goal of explanation, finding which input token contributes most to a prediction, is
exactly coincide with what saliency method is designed to produce (Li, X. Chen,
et al., 2016; Montavon et al., 2019; Ribeiro et al., 2016; Sundararajan et al., 2017).
Therefore, compared to using attention as explanation, which is to assign weights to
each input tokens, using saliency methods may be a better choice.

1.1. Purpose and Research Questions

The purpose of this thesis is to investigate the extent to which syntactic structure
is reflected in neural network models by using a gradient-based saliency method
introduced by Simonyan et al. (2014). We study BERT (Devlin et al., 2019), Multi-
lingual BERT (mBERT) (Devlin et al., 2019) and RoBERTa (Cui et al., 2021; Liu
et al., 2019) trained on English and Chinese. Besides, some baselines are designed as
comparisons to explore differences of languages that may affect the performances
of the models. The inputs of the models are from English and Chinese Parallel
Universal Dependencies (PUD). The gold standards that we refer to in evaluation
are also from the same treebanks.

Specifically, we ask following research questions in the thesis:

1. Do masked language models take syntactic information such as dependencies
into account when predicting tokens?

2. Whether and how do different models predict dependency relations differently?
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3. How do models in English and Chinese perform differently and / or similarly
on syntactic relations?

1.2. Outline

Chapter 2 gives an overview of the theoretical background, which includes the
architecture of Transformer and Transformer-based models BERT, mBERT and
RoBERTa, attention and saliency methods as model explanations, and basic infor-
mation of constituency, dependency and Universal Dependencies (UD). In Chapter
3, we will present details of our experiments, such as data, baselines, models and
evaluation we take. Next, we present our results and analyze the overall and relation
accuracy of our baselines and models in Chapter 4. After that, we leave concluding
remarks and discuss potential future works in Chapter 5.
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2. Background

The following sections aim to provide an overview of relevant theories, techniques
and concepts of the thesis. The first section outlines the architecture of Transformer
with a focus on its attention mechanism which is the key of Transformer. We will also
introduce BERT and mBERT in the the same section. Then we are going to discuss
whether attention can provide faithful explanations to model outputs and ways
to "improve" attention for reliable interpretations. We will mention some studies
on attention for linguistic phenomena in the same section as well. Following the
attention mechanisms, we will move on to saliency methods which are believed to
be more reliable for interpreting models (Bastings and Filippova, 2020). At the end
of this chapter, we will shortly introduce basic information relating to syntactic
constituencies, dependencies and Universal Dependencies.

2.1. Transformer

Transformer (Vaswani et al., 2017) has been a popular neural network for natural
language processing (NLP) due to its impressive performance since its publication
(Devlin et al., 2019; Lewis et al., 2020; Liu et al., 2019; Raffel et al., 2020; Y. Sun
et al., 2019). Avoiding recurrence and convolutions that are commonly used in earlier
networks such as long shot-term memory(LSTM) (Hochreiter and Schmidhuber,
1997) and convolutional neural network (CNN) (LeCun et al., 1998), the Transformer
is entirely based on a unique self-attention mechanism in order to draw global
dependencies between input and output (Vaswani et al., 2017).

Figure 2.1.: Architecture of Transformer model (Vaswani et al., 2017)
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Figure 2.1 shows the architecture of Transformer. The left side is the encoder,
in which each layer has one multi-head attention sub-layer and one feed-forward
network sub-layer; the right side is the decoder, in which each layer has one additional
sub-layer to receive output of the encoder(Vaswani et al., 2017). Additionally, there
is a residual network (He et al., 2016) between sub-layers and all sub-layers are
normalized 𝐿𝑎𝑦𝑒𝑟𝑁𝑜𝑟𝑚(𝑥 + 𝑆𝑢𝑏𝑙𝑎𝑦𝑒𝑟 (𝑥)) (Ba et al., 2016).

In order to recognize the word order of the sentence without using recurrence or
convolution, the "positional embedding" (PE) is added to the token embeddings:

𝑃𝐸 (𝑝𝑜𝑠,2𝑖) = 𝑠𝑖𝑛(𝑝𝑜𝑠/100002𝑖/𝑑𝑚𝑜𝑑𝑒𝑙 ) (2.1)

𝑃𝐸 (𝑝𝑜𝑠,2𝑖+1) = 𝑐𝑜𝑠 (𝑝𝑜𝑠/100002𝑖/𝑑𝑚𝑜𝑑𝑒𝑙 ) (2.2)

where 𝑝𝑜𝑠 means position, 𝑖 is the dimension and 𝑑𝑚𝑜𝑑𝑒𝑙 is the model size or output
dimension. Then model transforms the complete embeddings into query Q, key K
and value V vectors as the input of scaled dot-product attention.

Figure 2.2.: Attention mechanism in Transformer. Figure at the left side shows scaled dot-
product attention. Figure at the right side shows the structure of multi-head
attention. (Vaswani et al., 2017)

Figure 2.2 shows how attention mechanism obtains weighted sum of the values
from the query and the key-value pairs. Firstly, a single-head attention is calculated
through the scaled dot-product attention:

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(Q,K,V) = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (QK𝑇

√
𝑑𝑘

)V (2.3)

Next, to get more beneficial results, a multi-head attention is employed: repeating
the above scaled dot-product attention ℎ times, concatenating all heads and linearly
projecting to the final results:

𝑀𝑢𝑙𝑡𝑖𝐻𝑒𝑎𝑑 (Q,K,V) = 𝐶𝑜𝑛𝑐𝑎𝑡 (ℎ𝑒𝑎𝑑1, ..., ℎ𝑒𝑎𝑑ℎ)𝑊𝑂

where ℎ𝑒𝑎𝑑𝑖 = 𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(Q𝑊 𝑅
𝑖 ,K𝑊 𝐾

𝑖 ,V𝑊𝑉
𝑖 )

(2.4)

where 𝑑𝑘 = 𝑑𝑣 = 𝑑𝑚𝑜𝑑𝑒𝑙/ℎ, 𝑊𝑄

𝑖
∈ ℝ𝑑𝑚𝑜𝑑𝑒𝑙×𝑑𝑘 , 𝑊 𝐾

𝑖 ∈ ℝ𝑑𝑚𝑜𝑑𝑒𝑙×𝑑𝑘 , 𝑊𝑉
𝑖

∈ ℝ𝑑𝑚𝑜𝑑𝑒𝑙×𝑑𝑣 and
𝑊𝑂 ∈ ℝℎ𝑑𝑣×𝑑𝑚𝑜𝑑𝑒𝑙 . ℎ is the number of attention layers; 𝑑𝑘 , 𝑑𝑣, 𝑑𝑚𝑜𝑑𝑒𝑙 are the dimension
of keys, values and models; 𝑊𝑄

𝑖
, 𝑊 𝐾

𝑖 , 𝑊𝑉
𝑖

, 𝑊𝑂 are parameter matrices of queries,
keys, values and outputs. Accordingly, attention in Transformer is a global operator
and thus can produce contextual word embeddings : each token of input sentences can
attend to all other tokens and models will gather contextual information though
multi layers(Brunner et al., 2020).

There have been many transformer-based models after Vaswani et al. (2017)’s
work, such as BERT (Devlin et al., 2019), RoBERTa (Liu et al., 2019), ERNIE
(Y. Sun et al., 2019), BART (Lewis et al., 2020) and T5(Raffel et al., 2020).
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2.1.1. BERT and mBERT

Bidirectional Encoder Representations from Transformers (BERT) (Devlin et al.,
2019) uses the encoder aspect of the Transformer and applies Masked Language
Modelling (MLM). Figure 2.3 shows the pre-training and fine-tuning procedures of
BERT.

Figure 2.3.: Pre-training and fine-tuning procedures of BERT (Devlin et al., 2019)

Each input token of BERT is represented by the sum of token embeddings, segment
embeddings and position embeddings (PE). Figure 2.4 shows the input representation
of BERT. To begin with, token embeddings come from limited token vocabulary
of WordPiece embeddings (Wu et al., 2016) so that some words / tokens such as
"playing" will be divided into subword tokens "play" and "##ing". Classification
token "[CLS]" is added at the beginning of the sequence, which may be a single
sentence or a pair of <Question, Answer> sentences. Besides, a separator token
[SEP] is used to separate single sentences or sentence A and B in sentences pairs.
Secondly, segment embeddings indicate either sentence A or B a token belongs to.
Finally, PE tells the position of a token in the sequence, which is similar to PE in
Transformer (Section 2.1)

Figure 2.4.: BERT input representation (Devlin et al., 2019)

Then the model is pre-trained on Books Corpus (Zhu et al., 2015) and English
Wikipedia. Two special tasks are taken during this procedure: masked language
model (MLM) and next sentence prediction (NSP). The idea of MLM is from Cloze
task in literature (Taylor, 1953): because the model is deep bidirectional, targeted
tokens are masked to avoid tokens directly refer to themselves during the training
process. NSP is aimed to understand the relationship between two sentences, which
will be beneficial to some down stream tasks such as Question Answering (QA) and
Natural Language Inference (NLI). In a pair of sentence A and B, if B is the actual
sentence that follows A rather than a random sentence in the corpus, it will be
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labeled as "IsNext"; otherwise, it will be labeled as "NotNext". Fine-tuning BERT
is straightforward by simply swapping out task specific inputs and outputs and then
fine-tuning all the parameters end-to-end.

Multilingual BERT (mBERT) has the same design with BERT, but is trained on
over 100 languages instead of English only.

2.1.2. RoBERTa

Robustly Optimized BERT Pretraining Approach (RoBERTa) (Liu et al., 2019) is
based on the original BERT (Devlin et al., 2019). Compared to BERT, it takes a
dynamic masking strategy, removes next sentence prediction, and is trained on longer
sentences and bigger batches. Dynamic masking strategy means that each sequence
is masked differently over larger epochs of training so that the model will see each
sequence with the same mask several times, while sequences will be randomly masked
once in a static masking.

2.2. Attention

Self-attention mechanism in Transformer allows tokens to attend to other tokens
in a single sequence without recurrence or convolutions. Attention mechanism is
originally introduced by Bahdanau et al. (2015) and has achieved great performance
not only in Transformer-based models but in various works (Y. Kim et al., 2017;
Luong et al., 2015; Narayan et al., 2018; Parikh et al., 2016). It was commonly
believed that attention is a crucial way to explain predictions of models (Li, Monroe,
et al., 2016). However, there are more debates on whether such assumption is indeed
reliable in recent years.

In this section, we will go through works that discuss whether or not attention
is faithful enough to explain models and potential alternative ways to "improve"
attention for more faithful explanations. Additionally, some previous works on
attention and linguistic phenomena are mentioned.

2.2.1. Attention as Explanation

Jain and Wallace (2019) investigates the relationship between attention and model
outputs. The experiments are particularly focused on attention-based Bidirectional
LSTM (BiLSTM). They conclude that attention may not faithfully explaining
predictions of models especially those with complex encoders. This is because, firstly,
there is no consistent relationship between attention weights and feature importance;
secondly, counterfactual attention distributions fail to effectively change the output
when different attention weights sometimes lead to the same prediction.

Serrano and Smith (2019) also draw conclusions that attention is not a reliable
indicator to explain the prediction of models, by examining how well attentions
correlate with models’ decision based on intermediate representation erasure. They
finds that higher attention weight have larger impact on models sometimes but not
always.

Wiegreffe and Pinter (2019) challenges Jain and Wallace (2019)’s assumption that
attention is not explanation. They finds that adversarial attention distributions exist
in models but do not perform well in diagnostic setup which is designed to asses
attention utilities. Based on their findings, usefulness of attention mechanism is still
questionable.

To understand whether attention is for explaining predictions of models, Pruthi
et al. (2020) introduces a method that can produce attention masks at a very low
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accuracy cost. From experiments that applied such method, they makes a similar
conclusion that attention may not be reliable to interpret models’ outputs faithfully.

2.2.2. Improved Attention

Due to the unreliability of attention weight as explanation, there are some recent
studies introducing ways to "improve" attention to make it more faithful, such as
attention rollout and attention flow by Abnar and Zuidema (2020) and effective
attention by Brunner et al. (2020).

Referring to structural identifiability (Bellman and Åström, 1970), Brunner et al.
(2020) performed an identifiability analysis of attention weights. The concept is that
attention identifiability will affect the interpretability of the models: the attention
weights are not identifiable and cannot fully explain the output, if, for a given input,
the output of an attention head cannot uniquely determine the head’s corresponding
attention weights.

They first combines Equation 2.3 and 2.4 that calculate multi-head attention
weights to a new Equation 2.5,

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(Q,K,V)H = AEW𝑉H = AT (2.5)

where A is the function 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (QK𝑇

√
𝑑𝑘

), E is the embedding, W𝑉 ∈ ℝ𝑑𝑚𝑜𝑑𝑒𝑙×𝑑𝑣 ,

H ∈ ℝ𝑑𝑣×𝑑𝑚𝑜𝑑𝑒𝑙 . Then in this simplified equation, the output is a linear combination
of T with attention A as weighting coefficients. Number of weighting coefficients
reflects the input sentence length. By comparing the sentence length and the rank
of T, Brunner et al. (2020) mathematically proves that attention is not identifiable
because of the non-trivial null space of T. This conclusion proves previous findings
(Jain and Wallace, 2019; Pruthi et al., 2020; Serrano and Smith, 2019; Wiegreffe and
Pinter, 2019) that attention is not reliable to interpret model outputs.

Based on what have been found, Brunner et al. (2020) introduced effective attention
which is the actual part of attention weights that can effectively change model outputs.
Empirical experiments prove that effective attention can be taken as a reliable tool
to analyze models (Brunner et al., 2020; K. Sun and Marasović, 2021).

2.2.3. Attention for Linguistic Phenomena

Clark et al. (2019) study attention maps of BERT. They start from the behaviour of
attention heads and move on to probe the attention for linguistic phenomena. To
examine syntactic ability of single attention, attention maps from BERT are extracted
on annotated data from Penn treebank (Marcinkiewicz, 1994). They evaluate the
prediction of attentions that how heads attend to their corresponding dependents and
how dependents attend to heads. Additionally, further experiments on coreference
resolution, overall syntactic ability of multi head attentions and attention heads in
the same layer are done to draw the conclusion that multi-head attention mechanism
inside BERT can capture linguistic knowledge.

Tenney, Das, et al. (2019) examine where specific linguistic information is captured
inside BERT by using probing tasks (Tenney, Xia, et al., 2019). They find that the
sequence that model encodes information is in line with the order of traditional
NLP pipeline in aggregate, i.e. lower layers of models specialize more local syntactic
relationship, while higher layers encode higher level of linguistic information such as
semantics and coreference. However, the model can adjust pipeline dynamically and
individual example at lower layer may still take advantage of information at higher
level. This shows that BERT has the potential to mix information.
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Raganato, Tiedemann, et al. (2018) investigate linguistic information that captured
by various Transformer models trained for machine translation. Through evaluat-
ing the dependency relations extracted from self-attention weights, they find that
lower layers learn more syntactic dependency relations and higher layers are more
responsible for semantics.

2.3. Saliency

In this section, we will first introduce some saliency methods that can be taken as
alternatives to attention for model explanation. Then we are going to discuss how
saliency methods differ from attention as ways to explain models.

2.3.1. Saliency Method

According to Ancona et al. (2019), saliency indicates the marginal effect of each
input feature on output predictions: in other words, the contribution of each input
token towards generating the final output. There are various saliency methods such
as gradeint-based (Denil et al., 2014; Li, X. Chen, et al., 2016; Simonyan et al., 2014;
Sundararajan et al., 2017), propagation-based (Arras et al., 2017; Bach et al., 2015;
Landecker et al., 2013) and occlusion-based (Li, Monroe, et al., 2016; Zeiler and
Fergus, 2014) methods. Due to space constraints, we discuss only former as the latter
two are not investigated in this thesis.

Simonyan et al. (2014) introduce an image-specific class saliency approach to
compute input attribution. 𝑆𝑐 (𝐼 ), the class score of an input image 𝐼0, is the linear
approximation of Taylor series

𝑆𝑐 (𝐼 ) ≈ 𝑤𝑇 𝐼 + 𝑏, (2.6)

where the derivative of 𝑆𝑐 (𝐼 ) with respect to the image 𝐼 at point 𝐼0 is

𝑤 =
𝜕𝑆𝑐

𝜕𝐼
|𝐼0 . (2.7)

To process texts, Equation 2.6 can be rewritten to

𝑓 (X + ΔX) ≈ ▽X 𝑓 (X)𝑇 · ΔX + 𝑓 (X) . (2.8)

𝑓 (X) is the neural network function and X ∈ ℝ𝑑𝑠×𝑑𝑚𝑜𝑑𝑒𝑙 is embeddings of input
tokens. Gradient ∇x𝑖

𝑓 =
𝛿 𝑓 (X)
𝛿x𝑖

shows attribution of i-th input token to the output
tokens: output embeddings 𝑓 (X) with respect to the input embedding of token 𝑥𝑖
with size [1×𝑑𝑚𝑜𝑑𝑒𝑙 ]. ΔX is the input changes. Through this approach, we can know
how input changes will affect output.

Inspired by Simonyan et al. (2014) and Erhan et al. (2009) Li, X. Chen, et al. (2016)
present first-derivative saliency to visualize how much each input token contributes
to the outputs on Stanford Sentiment Treebank 1 (Socher et al., 2013) aiming to
interpret meaning composition in neural network models. Similar to Simonyan et al.

1Stanford Sentiment Treebank contains 11855 sentences annotated with gold-standard sentiment
labels. The find-grained version has five sentiment classes:very positive, positive, neutral, nega-
tive and very negative. The coarse-grained has two classes :positive and negative.
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Figure 2.5.: Saliency heatmap for sentence “I hate the movie .” from Standford Sentiment
Treebank. Each row corresponds to saliency scores for the correspondent word
representation with each grid representing each dimension. (Li, X. Chen, et al.,
2016)

(2014)’s method, in first-derivative saliency method, sentiment class score 𝑆𝑐 (𝑒) is
approximated by the the linear part of Taylor expansion:

𝑆𝑐 (𝑒) ≈ 𝑤 (𝑒)𝑇𝑒 + 𝑏 (2.9)

and the derivative of 𝑆𝑐 with respect to the input embedding 𝑒 is

𝑤 (𝑒) = 𝜕(𝑆𝑐)
𝜕𝑒

|𝑒 . (2.10)

Then the saliency score is the absolute value of the derivative 𝑆 (𝑒) = |𝑤 (𝑒) |.
Figure 2.5 shows saliency heatmap for sentence "I hate the movie ." from Sentiment

Treebank. The word "hate" is a sentiment indicator and the the sentence has a
negative sentiment. We can observe that all three models, standard recurrent model
with TANH activation functions, long short-term memory (LSTM) (Hochreiter and
Schmidhuber, 1997) and Bidirectional LSTM (Bi-LSTM) (Schuster and Paliwal,
1997) assign obvious higher saliency scores on the input token "hate". This means
that the sentiment indicator contributes most to the output prediction that the
sentiment classification of the sentence is negative.

A more complex algorithm is Integrated Gradient (IG) (Sundararajan et al., 2017),
in which there is a straightline path from baseline 𝑥 ′ to input 𝑥 . IG assigns importance
score to each input feature by calculating integrated gradients of output with respect
to input along the path:

𝐼𝑛𝑡𝑒𝑔𝑟𝑎𝑡𝑒𝑑𝐺𝑟𝑎𝑑𝑠𝑖 (𝑥) ::= (𝑥𝑖 − 𝑥 ′
𝑖 ) ×

∫ 1

𝛼=0

𝛿 𝑓 (𝑥 ′ + 𝛼 × (𝑥 − 𝑥 ′))
𝛿𝑥𝑖

𝑑𝛼 (2.11)

2.3.2. Saliency as Explanation

Bastings and Filippova (2020) claim that, compared to attention, saliency may
be a better way to explain network models, considering the goal and user of the
explanation.

The goal of the explanation is to find out which input token contributes most to the
output prediction so that users, model developers, can understand representations
of model and possibly improve it. In other words, faithfulness instead of plausibility
2 of explanation is more important. Besides, saliency method is designed exactly
2According to Herman (2017), Jacovi and Goldberg (2020), and Wiegreffe and Pinter (2019), a

faithful explanation is an accurate reasoning process behind models; a plausible explanation is a
convincing interpretation to human.
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to answer the question mentioned above, and attention is not reliable and cannot
provide faithful explanations, only plausible ones (Wiegreffe and Pinter, 2019). Due
to this line of reasoning, saliency is argued to be more suitable as explanation than
attention.

2.4. Constituencies, Dependencies and Universal Dependencies

Constituencies
Constituency relation shows how words are grouped together as single units.

It reveals phrasal constituents and phrase-structures. Context-free grammar, which
includes a lexicon of words and a set of rules that words can be ordered together, is
most widely used to model constituent structure 3. Figure 2.6 gives an example of
constituency structure.

S

S

NP=2

pencila

NP=1

Bill

andS

VP

NP-2

booka

NP-1

Marry

gave

NP-SBJ

John

Figure 2.6.: Constituency structure. "John gave Marry a book and Bill a pencil" (Marcus et al.,
1994)

Dependencies
Dependency relations, or dependencies, are binary and asymmetrical relations

that connect syntactically subordiante word dependent and the word it depends
head (Kübler et al., 2009). Dependencies of same sentences may vary in different
dependency grammars. Any of the annotation schemes, including the Universal
Dependencies (UD) we are going to introduce, are only built upon specific assumptions
and should not be considered as a universal truth (Kulmizev et al., 2020).

也許 著裝 要求 過 於 沉悶 。
maybe dress requirement too too stuffy

1 2 3 4 5 6 7

advmod

compound

nsubj
cop

mark:prt

root

punct

Figure 2.7.: Dependency structure. "Maybe the dress code was too stuffy."

Figure 2.7 shows the dependency structure of a Chinese sentence from UD, where
dependencies are represented by arrows, which are labeled by dependency types, from
head to dependent.
3https://web.stanford.edu/~jurafsky/slp3/12.pdf
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Depending on whether arrow is left to right or right to left, dependency structure
can be divided into right-branching or left-branching structure. All structures in
Figure 2.7 are left-branching except punct in which head ("沉悶") is before its
dependent ("。 ").

Compared to constituency, dependencies indicate the hierarchical structures of a
sentence and can reveal the binary relationship between two words. We choose to
analyze how dependencies are reflected in the models in our experiments.

Universal Dependencies
Universal Dependencies (UD) (Nivre et al., 2016) is a framework cross-lingually

consistent annotation of grammar across the word’s languages. To date, it con-
tains more than 200 treebanks in over 100 languages (v2.9) (Zeman et al., 2021).
The treebanks follow consistent annotation, such as tokenization, part-of-speech
(POS) tagging and dependency representation, and language-specific extensions when
necessary.

UD is widely taken in interpretability studies and is preferred over another syntactic
annotation scheme Surface-Syntactic Universal Dependencies (SUD) (Gerdes et al.,
2018) by language models such as BERT in English and Chinese (Kulmizev et al.,
2020). In our experiments, we will use two treebanks from UD as our inputs and
gold standard.
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3. Methodology

In order to answer research questions, we evaluate how well BERT, mBERT and
RoBERTa capture English and Chinese syntactic information without explicit syntac-
tic supervision. Dependency arcs are built from saliency attribution matrix (Simonyan
et al., 2014) with respect to the inputs from English and Chinese Parallel Universal
Dependencies (PUD). In following chapter, we will provide details of our experiments,
including our data sets, baselines, models and evaluation methods.

3.1. Data

In order to control variables related to linguistic typology such as word order,
morphological marking and script, data sets we use in our experiments are Chinese
and English Parallel Universal Dependencies (PUD) treebanks 1, which are created
for CoNLL 2017 shared task on Multilingual Parsing from Raw Text to Universal
Dependencies 2. Both treebanks have 1000 parallel sentences randomly selected from
news articles or Wikipedia. For English PUD, the first 750 sentences are originally
in English and the last 250 are translated from sentences in other languages; for
Chinese PUD, all sentences are translated from those in English PUD with the same
order. In total, there are 47 dependency types in English PUD and 44 dependency
types in Chinese PUD, including root and some language-specific subtypes such as
nmod:npmod, nmod:poss and nmod:tmod.

Both treebanks are in CoNLL-U format 3 which stores texts, word index (ID), word
form or punctuation symbol (FORM), index of the word’s syntactic head (HEAD),
dependency relation types to the head (DEPREL) etc. ID and HEAD in CoNLL-U
are digits; FORM and DEPREL are strings.

From data sets, we extract text sentences, gold standard arcs of sentences and
dependency types between each dependent and its head.

Text sentences
We convert texts into sentences that all words and punctuation symbols are

followed by a white space. This process will significantly change the form of Chinese
texts, because there is no such space after 95% tokens in Chinese PUD. Meanwhile,
however, English texts are not changed too much because white space has already
broken up most tokens in English PUD. This process is essentially necessary for
Chinese texts to be tokenized properly. Otherwise, the whole sentence will be taken
as a single token since tokenizer we are going to use recognize "word" by white space.

In the following example, Sentence (1-a) is the original Chinese sentence text and
(1-b) is the converted sentence where words are separated by white spaces.

1https://github.com/UniversalDependencies/UD_Chinese-PUD/tree/master
https://github.com/UniversalDependencies/UD_English-PUD/tree/master

2http://universaldependencies.org/conll17/
3https://universaldependencies.org/format.html
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(1) a. 也許著裝要求過於沉悶。

b. 也許
maybe

著裝
dress

要求
requirement

過
too
於
too
沉悶
stuffy

。
.

Maybe the dress code was too stuffy.

Gold arcs and dependency types
Annotations of dependents and their heads, as well as dependency types in

PUD are taken as gold standard. Such dependencies can be visualized as a graph
indicated below:

(2)

也許 著裝 要求 過 於 沉悶 。
maybe dress requirement too too stuffy

1 2 3 4 5 6 7

advmod

compound

nsubj
cop

mark:prt

root

punct

In our experiments, we build a simplified version that information of arcs is stored
in a list of (dependent, head) pairs:

(1, 6), (2, 3), (3, 6), (4, 6), (5, 6), (6, 0), (7, 6)

The same format is also used while building baselines and arcs from models.
For further evaluation, dependency types are also stored in (dependent, types)

pairs:

(1, ’advmod’), (2, ’compound’), (3, ’nsubj’), (4, ’cop’),
(5, ’mark:prt’), (6, ’root’), (7, ’punct’)

From published statistics of PUD4, we get information about numbers of de-
pendency types appear in the treebanks. For example, there are 2902 punct, 1777
compound in Chinese PUD; 2499 punct and 810 compound in English PUD. We use
such information to build the second type of baselines (Section 3.2).

3.2. Baselines

There are two types of baselines that we use in our experiments. The first type
includes four fixed-offset baselines, "fixed, -1", "fixed, 1", "fixed, -2" and "fixed, 2",
that follows the design of Clark et al. (2019). In this type of baselines, dependent
and head are always at relatively fixed positions. For example, in baseline "fixed,
-1", a token’s head is always the next token at its right hand side

(1, 2), (2, 3), (3, 4), ... , (s, s+1).

While in baseline "fixed, 1", the dependent always immediately follows its head
4https://raw.githubusercontent.com/UniversalDependencies/UD_Chinese-PUD/master/stats.

xml
https://raw.githubusercontent.com/UniversalDependencies/UD_English-PUD/master/stats.
xml
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(1, 0), (2, 1), (3, 2), ... , (s, s-1).

There are many adjacent heads and dependents in English and Chinese. For example,
it is almost always that the head word is the next word or the word after the next
of its dependent in English det 5, which is also the third most common relation
in English PUD. Besides, in the second most common Chinese relation compound,
dependents are mostly directly or one token away after their heads 6. Therefore, our
naive fixed-offset baselines are actually expected to be more or less accurate.

The second one is a floating-offset baseline (baseline "floating") which is similar
to the fixed-offset baselines, but dependent-head distance are decided by the mean
distance of each dependency types in data sets. To build such baseline, we first
calculate the distance between each head and dependent 𝐼𝐷 − 𝐻𝐸𝐴𝐷 and save the
information concerning whether the value is positive or negative. Then we will sum
up the absolute values of the distance of each dependency type and calculate the
mean distance. If there are more right-branching structures, i.e. more positive values
than negative values, in the dependency type, the mean distance will be positive.
Otherwise, the distance will be negative. If the result is a float, it will be rounded to
the nearest integer.

mean distance =


∑
𝑎𝑏𝑠 (ID - HEAD)

total number of the dependency type if more right-branching structures

−
∑
𝑎𝑏𝑠 (ID - HEAD)

total number of the dependency type if more left-branching structures
(3.1)

Then estimated head of a word will be

estimated head = ID - mean distance (3.2)

For instance, the total number of compound is 1777 in Chinese PUD and the mean
distance between head and dependent in compound is 4. Then if the word index is 2,
its estimated head will be word -2.

Take Sentence (2) and its annotations for instance, (ID, types, mean distance)
sets are

(1, advmod, -4), (2, compound, -2), (3, nsubj, -5), (4, cop, -5),
(5, mark:prt, 0), (6, root, 14), (7, punct, 3),

and the baseline arcs are

(1, 5), (2, 4), (3, 8), (4, 9), (5, 5), (6, -8), (7, 4).

3.3. Models

Models used in experiments are BERT and Chinese BERT (Devlin et al., 2019),
mBERT (Devlin et al., 2019), RoBERTa (Liu et al., 2019) and Chinese RoBERTa
(Cui et al., 2021). All models have 12 layers, 768 hidden features, 12 heads and 110M
parameters. True case and accent markers are also preserved. Chinese BERT and
RoBERTa are trained on both simplified and traditional Chinese. mBERT is trained
on 104 languages including English, simplified and traditional Chinese.

5The mean distance between head and dependent of det is -1.63165608207132 in English PUD.
6The mean distance between head and dependent of compound is -1.69274057400113 in Chinese

PUD.
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[CLS] [MASK] ##許 著 ##裝 要 ##求 過 於 沉 ##悶 。 [SEP]
[CLS] 也 [MASK] 著 ##裝 要 ##求 過 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 [MASK] ##裝 要 ##求 過 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 [MASK] 要 ##求 過 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 [MASK] ##求 過 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 [MASK] 過 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 ##求 [MASK] 於 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 ##求 過 [MASK] 沉 ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 ##求 過 於 [MASK] ##悶 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 ##求 過 於 沉 [MASK] 。 [SEP]
[CLS] 也 ##許 著 ##裝 要 ##求 過 於 沉 ##悶 [MASK] [SEP]

Figure 3.1.: Actual input sentences that fed into models. Sentence before tokenization is
Sentence (1-b) "也許 著裝 要求 過 於 沉悶 。". If not in vocabulary, words that
are separated by white space are split into sub-word tokens with "##" as prefix.
Tokens (or sub-word tokens) are masked one by one with [CLS] at the beginning
and [SEP] at the end.

Sequence processing
We get the above models through BertForMaskedLM 7 or RoBERTaForMaskedLM

8 (for English RoBERTa) from Huggingface Transformers. Text sentences (See "Text
sentences" in Section 3.1 for more details) are tokenized by BertTokenizer 9 or
RoBERTaTokenizer 10 (for English RoBERTa) from the same library.

While using BertTokenizer, some words will be split into several sub-word tokens
with prefix "##" after tokenization because of the limited vocabulary size of the
pre-trained models 11. Classifier token [’CLS’] and separator token [’SEP’] 12 are
added at the beginning and the end of sentences by default. Each token (or sub-word
token) will be masked before feeding into the models. Therefore, the actual input
sentences will look like Figure 3.1.

While using RobertaTokenizer, all tokens except sub-word tokens have prefix
"Ġ" 13. Classifier token and separator token are represented by "<s>" and "</s>".
Tokens or sub-word tokens will also be masked before feeding into English RoBERTa.

Building the attribution matrix
From input and output embedddings of models, we get attribution matrix for

each sentence by using Captum’s Saliency function 14, which is built on Simonyan
et al. (2014)’s approach introduced in Section 2.3.1. Each row of the matrix shows
how much selected input masked token contributes to output tokens. Each entry
stands for the extent to which two words / tokens connect to each other. We take
average score of sub-word tokens. Thus, the final attribution matrix is with size

7https://huggingface.co/docs/transformers/model_doc/bert#transformers.BertForMaskedLM
8https://huggingface.co/docs/transformers/model_doc/roberta#transformers.

RobertaForMaskedLM
9https://huggingface.co/docs/transformers/model_doc/bert#transformers.BertTokenizerFast

10https://huggingface.co/docs/transformers/model_doc/roberta#transformers.
RobertaTokenizer

11Sub-word tokens are highly common in Chinese since characters instead of words are included in
vocabulary and most Chinese words have more than one characters. In English, sub-word tokens
are less common. However, there are still some such as family name "Schulman" are tokenized
into "Sc", "##hul" and "##man".

12According to documentation https://huggingface.co/docs/transformers/model_doc/bert#
transformers.BertTokenizerFast, classifier token is used for classification of the whole sequence
instead of per-token classification; separator token is used to build a sequence from multiple
sequences or as the last token of a sentence built with special tokens.

13Family name "Schulman" will be tokenized into "ĠSch", "ul’ and "man"
14https://captum.ai/api/saliency.html
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[sequence length × sequence length], whereas sequence length is actually the length
of text sentence plus [CLS] and [SEP].

Build arcs
Before extracting which two words are linked together, we first remove [CLS]

and [SEP]. Then we zero-out diagonal of the matrix in order to avoid linking a word
to itself, which would violate a core axiom of the dependency formalism. Next we use
argmax to find out the index of column that has the highest value for each row. In
other words, we aim to get which output word that the input word contributes most
in models. We build an arc with index of input word as dependent and returned
argmax value as head.

3.4. Evaluation

As for evaluation, we calculate the percentage of how many arcs, either directed and
undirected, are correctly built for each sentence and dependency types. "Directed"
means that arrow direction in "dependent ←head" arc is considered; "undirected"
means that the two words in the arc are just connected without considering which
one is dependent to another. For example, when the gold standard is (1, 6), then (6,
1) is incorrect if arc is directed but correct if arc is undirected.

All root will be excluded during evaluation.
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4. Results and Analysis

4.1. Overall accuracy

We evaluate the overall accuracy of baselines and models that correctly connect
dependents and heads with or without considering the direction on 1000 sentences
from Parallel Universal Dependencies (PUD) in English and Chinese. Results are
listed in Table 4.1. Our following discussions are divided into two subsections with
focus on baselines and models separately.

4.1.1. Baselines

The first six rows of Table 4.1 show the results of our baselines. The most accurate
baselines are italicized. To our surprise, in both languages, baseline that head
immediately follows its dependent (i.e. baseline "fixed, -1") has the highest accuracy
(32.04% in English and 26.08% in Chinese) among all the baselines when arcs are
directed, and has the second highest accuracy (38.58% in English and 43.52% in
Chinese), not far below baseline "fixed, 1" (38.69% in English and 43.66%), when
arcs are undirected.

From Table 4.1, we can also observe that the left-branching baselines, "fixed, -1"
and "fixed, -2", have higher accuracy than their right-branching version, "fixed, 1"
and "fixed, 2". This means that it is more common that heads are the next word or
the word after the next word of dependents rather than vise versa in both languages.

Meanwhile, even though English is commonly believed to be a right-branching
language, which means that most English dependent words are at the right of
their corresponding head words in a sentence, there are in fact more left-branching
structures (12889) than right-branching structures (8287) in English PUD: there are
at least 96% heads appear after their dependents in four of the five most common
English relations, case, det, nsubj and amod 1. Similarly, Chinese PUD also has more
left-branching structures (12262) compared to right-branching structures (9163):
nearly 100% instances of some of the most common Chinese relations such as
compound, nsubj, advmod have left-branching structures 2. This may partly explain
why left-branching baselines such as "fixed, -1" and "fixed, -2" performs better.

At the same time, it is necessary to point it out that the sum distance between
heads and dependents

∑
𝐼𝐷 −𝐻𝐸𝐴𝐷, where 𝐼𝐷 and 𝐻𝐸𝐴𝐷 are indices of dependents

and heads, is 9595 in English PUD and -14636 in Chinese PUD excluding root. This
means that heads in English right-branching structures should be mostly far before
dependents so that the sum distance can be positive when there are less amounts
of right-branching. We may also infer that the distance between Chinese heads and
dependents in right-branching is not too long because of astonishing low sum distance
compared to the amounts of left-branching structures. Then probably due to this
line of reasoning, English "fixed, 1" (6.65%), English "fixed, 2" (8.61%) and Chinese
"fixed, 2" (7%) perform poorly, while Chinese "fixed, 1" has much higher accuracy
(17.58%).

1https://universaldependencies.org/treebanks/en_pud/index.html
2https://universaldependencies.org/treebanks/zh_pud/index.html
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Baselines /
Models Language Directed Undirected

fixed, -1 English 0.3204 0.3858 (120%)
Chinese 0.2608 0.4352 (166%)

fixed, 1 English 0.0665 0.3869 (581%)
Chinese 0.1758 0.4366 (248%)

fixed, -2 English 0.1607 0.2403 (149%)
Chinese 0.1160 0.1821 (156%)

fixed, 2 English 0.0861 0.2468 (286%)
Chinese 0.0700 0.1861 (265%)

floating English 0.2971 0.3251 (109%)
Chinese 0.1562 0.1778 (113%)

BERT English 0.3936 0.4707 (119%)
Chinese 0.2062 0.3096 (150%)

mBERT English 0.3752 0.4461 (118%)
Chinese 0.1986 0.2938 (147%)

RoBERTa English 0.3098 0.3993 (128%)
Chinese 0.1451 0.2325 (160%)

Table 4.1.: Overall accuracy of baselines and models.’fixed’ means that the comparative positions
between dependents end and their corresponding heads are fixed. "-1", "1", "-2"
and "2" are the distances between dependents and heads. "floating" means the
comparative positions are not fixed and are based on mean distance of dependency
types. Detailed information about baselines are in Section 3.2. "directed" and
"undirected" suggest that whether direction, from head to dependent, is considered
while computing accuracy. Percentage in parenthesis is undirected accuracy dividec
by directed accuracy.
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Furthermore, built on the mean distance of each dependency types, "floating"
baseline has the second and third highest accuracy when arcs are directed and
undirected respectively in both languages. The results are also more stable than any
other baselines with or without considering dependency direction: accuracy increases
by 109% in English and 113% in Chinese. Percentages are listed in parentheses after
undirected overall accuracy in Table 4.1.

4.1.2. Models

The following three rows in Table 4.1 are the results of models BERT, mBERT and
RoBERTa. In the table, the highest accuracy of all English and Chinese baselines
and models are in bold.

Among the three models, we can observe that BERT trained on both languages
has the highest overall accuracy and RoBERTa has the lowest accuracy, no matter
whether direction is considered or not. It needs to be highlighted that our findings
are not agree with the better performance RoBERTa achieves on GLUE and SQuAD
(Liu et al., 2019).

Besides, we can also notice that models can more accurately connect heads and
dependents than most baselines in general. However, they can still be worse than
some best-performance baselines, especially in Chinese.

When two words are connected, if the direction from head word to dependent
word is valued, Chinese baseline "fixed, -1" (26.08%) have higher accuracy than all
of the three models (BERT 20.62%, mBERT 18.63%, RoBERTa 14.51%) and the
other five baselines; if such direction is not important, there are still more words
connected in baseline "fixed, 1" (43.66%) and "fixed, 1" (43.52%) than in models
(BERT 30.96%, mBERT 27.57%, RoBERTa 23.25%).

Compared to Chinese models, English models have much higher accuracy and beat
all English baselines, when arcs are either directed or undirected. The only exception
is that English RoBERTa connects 30.98% dependents to their corresponding heads,
while English baseline "fixed, -1" correctly connects 32.04%.

4.2. Relation Accuracy

Full results of all baselines and models on all relations are listed in Appendix A. For
better analysis, results we are going to show and discuss in this section are processed:
(1) All subtypes are merged into their main types. For example, the accuracy of
nmod we list in Table 4.2 is the mean accuracy of nmod, nmod:npmod, nmod:poss,
nmod:tmod. The frequency of nmod is calculated from the sum of all four dependency
types / subtypes; (2) Types of dependencies that appear less than 30 times in PUD
are not considered. In total, there are 25 English relations and 26 Chinese relations
remaining.

Table 4.2 shows the top 10 and bottom 10 relation accuracy of baseline "fixed,
-1", baseline "floating", BERT, mBERT and RoBERTa in English (Table 4.2a) and
Chinese (Table 4.2b).

4.2.1. Baselines and language differences

We choose baseline "fixed, -1" and "floating" here to make deeper analysis because
of two reasons. Firstly and most importantly, these two are representative that the
distance between dependent and head is either fixed or possibly more flexible and
longer. Secondly, they are the top two most accurate baselines in general when arc
from head to dependent is directed.
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English

fixed, -1 floating BERT mBERT RoBERTa

amod (-1) 0.7829 compound 0.8688 amod 6 0.7035 compound 0.7932 compound 0.6247
aux (-2) 0.6764 fixed (1) 0.8543 compound 8 0.6768 flat 0.7130 amod 0.6407
cc (-3) 0.5805 flat (1) 0.8347 flat 20 0.6652 fixed 0.6796 det 0.5755
nummod (-1) 0.5748 amod 0.7829 nummod 19 0.6535 amod 0.6571 flat 0.5652
mark (-2) 0.5369 det (-2) 0.6521 det 3 0.6300 aux 0.5327 nummod 0.5157
expl (-2) 0.5161 nummod 0.5748 fixed 23 0.6116 nummod 0.5275 aux 0.4389
advmod (-2) 0.4859 aux 0.5545 aux 11 0.5418 det 0.4932 cc 0.4166
compound (-1) 0.4117 cc 0.4254 advmod 10 0.5352 advmod 0.4624 advmod 0.4072
cop (-2) 0.3544 obj (2) 0.3938 cop 16 0.4240 obj 9 0.3801 fixed 0.3980
case (-2) 0.3469 case 0.3621 nmod 5 (3) 0.3878 cc 13 0.3770 nmod 0.3520
... ... ... ... ... ... ... ... ... ...
acl (3) 0 advmod (-2) 0.1420 nsubj 4 0.2689 xcomp 0.2583 nsubj 0.1698
advcl (8) 0 appos 0.1398 acl 15 0.2568 conj 12 0.2539 appos 0.1608
appos (3) 0 mark (-2) 0.1369 mark 14 0.2306 mark 0.2504 mark 0.15851
ccomp (6) 0 nsubj (-3) 0.1108 appos 21 0.1958 acl 0.2457 expl 25 (-2) 0.1451
conj (6) 0 acl 0.1004 xcomp 18 0.1771 appos 0.1888 obl 0.1300
fixed (1) 0 advcl 0.0853 punct 2 0.1631 punct 0.1656 xcomp 0.1291
flat (1) 0 conj 0.0835 obl 7 (5) 0.142 obl 0.1272 advcl 0.0682
obj (2) 0 ccomp 0.0740 ccomp 22 0.0888 ccomp 0.0888 punct 0.0616
parataxis (13) 0 parataxis 0.0309 advcl 17 0.0853 advcl 0.0853 ccomp 0.0370
xcomp (3) 0 punct (8) 0.0261 parataxis 24 0.0206 parataxis 0.0412 parataxis 0.0103

(a) English relation accuracy

Chinese

fixed, -1 floating BERT mBERT RoBERTa

nummod (-1) 0.9147 nummod 0.9147 aux 10 0.5142 aux 0.4654 aux 0.3230
det (-1) 0.7159 det 0.7159 clf 19 0.4285 det 0.3698 det 0.2218
compound (-2) 0.6527 flat (1) 0.5741 det 20 0.4260 nummod 0.3436 nummod 0.2200
aux (2) 0.5781 discourse (-8) 0.5229 nummod 9 0.3807 case 0.3272 case 0.2032
cc (-2) 0.5477 aux 0.4666 amod 15 0.3595 clf 0.3221 clf 0.1988
clf (-3) 0.5238 amod 0.2809 flat 24 0.3275 appos 23 (3) 0.2938 mark 0.1644
advmod (-3) 0.5097 mark (-4) 0.2361 case 4 (2) 0.2958 mark 0.2811 amod 0.1452
amod (-2) 0.4809 nmod (-3) 0.2336 mark 7 0.2835 amod 0.2761 advmod 6 0.1448
obl (-4) 0.3498 cc 0.1978 compound 3 0.2599 flat 0.2704 compound 0.1395
cop (-4) 0.2908 compound 0.1812 obj 5 (2) 0.2391 compound 0.2560 obj 0.1323
... ... ... ... ... ... ... ... ... ...
dep (-12) 0.0251 punct (5) 0.0713 xcomp 13 0.1218 punct 0.1416 cc 21 (-2) 0.0989
nmod (-3) 0.0227 obl (-4) 0.0712 nsubj 2 0.1201 obj 5 0.1297 xcomp 0.0924
xcomp (5) 0.0084 ccomp 0.0669 obl 8 0.1200 obl 0.1190 nsubj 0.0922
obj (3) 0.0013 advmod (-3) 0.0660 punct 1 0.1154 nsubj 0.0969 nmod 0.0826
acl (-10) 0 clf (-3) 0.0644 ccomp 16 0.0818 nmod 11 0.0797 appos 0.0725
appos (3) 0 advcl (-7) 0.0581 advcl 12 0.0755 advcl 0.0755 advcl 0.0639
ccomp (7) 0 dep 0.0554 appos 23 0.0685 dep 0.0680 ccomp 0.0570
conj (4) 0 nsubj (-4) 0.0455 dep 17 0.0478 ccomp 0.0669 csubj 0.0555
discourse (-8) 0 csubj (-6) 0.0416 acl 14 0.0457 acl 0.0542 dep 0.0352
flat (1) 0 xcomp 0 csubj 26 0.0416 csubj 0.0416 acl 0.0200

(b) Chinese relation accuracy

Table 4.2.: Relation accuracy of English (Table 4.2a) and Chinese (Table 4.2b). The upper part
of each table shows the 10 most accurate relations of baselines / models; the lower
part shows the 10 least accurate relations.
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From the first two columns of Table 4.2a, we can observe that baseline "floating"
has significantly higher relation accuracy than baseline "fixed, -1" in English, when
the latter (32.04%) has slightly higher overall accuracy than the former (29.71%)
(Section 4.1). As for Chinese, however, Table 4.2b shows that relation accuracy of
"floating" is not much higher than "fixed, -1" like it is in English. This is in line with
the fact that the overall accuracy of Chinese "floating" is much lower than that of
Chinese "fixed, -1". The above findings suggest that Chinese has more flexible head
and dependent positions than English in general, which makes average distance less
accurate and head / dependent prediction more challenging.

Besides, as shown in Table 4.2b, Chinese relation accuracy of "floating" quickly
drops from 0.9147 (1st, nummod) to 0.2809 (6th, amod) and keeps dropping to less
than 0.2 (after 9th, cc), while the 10th accurate relation cop in baseline "fixed, -1"
is still around 0.3. This means that relative positions of head and dependent words
in Chinese are more variable than in English in most dependency types so that the
mean distance is not reliable to predict corresponding heads of dependents, which
further proves the flexibility of Chinese language.

Moreover, it is not surprising that "fixed, -1", where head immediately precedes
dependent, cannot correctly predict some relations that are mostly right-branching or
have longer distance between head and dependent. In total, "fixed, -1" has 0 accuracy
on more than 10 English relations and 6 Chinese relations, while "floating" can at
least correctly connect few heads and dependents in all relations except Chinese
xcomp.

Combining the differences of two baselines in both languages that we have discussed
in the above paragraphs, we may say that a more flexible baseline like "floating",
can, more or less, make better predictions for each relations, especially on worse
conditions. Yet due to over-flexibility of the distance between head and dependent,
in Chinese for instance, accuracy of such baseline may be lowered under better
circumstances.

From Table 4.2a and Table 4.2b, we can also find some similarities between the
results of baseline "fixed, -1" and "floating". Digits in parenthesises after relations
in the first two columns are the mean distance of the relations. We can see that
in both English and Chinese, relations that are easier for baselines to predict (the
upper part of the tables) are those have relatively shorter absolute mean distance.
Besides, there are some relations either easier or harder to predict for both baselines.
For example, all our baselines and models listed in Table 4.2 have relatively high
accuracy on nummod and low accuracy on punct. We will discuss these common
relations in the next subsection.

4.2.2. BERT, mBERT, RoBERTa

Similarities among models
Even though BERT, mBERT and RoBERT have different model architectures,

their results on relations are quite similar. Figure C.1 and C.2 show that there is a
linear relation between the results of each two models. From the last three columns
of Table 4.2a and Table 4.2b, we can also find that only a few relations (bold in
Tables) are not the most / least 10 accurate relations for all the three models at
the same time. Some of them, such as English nmod and Chinese flat, are easier to
predict for two of the models.

Moreover, due to the attention mechanism, BERT, mBERT and RoBERTa all
have global operations, which allow them to handle longer dependency distance
because any tokens can attend to all other tokens regardless of the distance. However,
the results indicate that, similar to what have been found on baselines (Section 4.1),
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all the three models trained on both languages have higher accuracy on relations
with shorter mean distances and lower accuracy on relations with longer distance.
Underlined relations are easier / harder to predict for baselines but not for ALL
models. Parentheses after relations are the mean distance. Distance of a specific
relation will only be labeled once.

From Table 4.2, we can see that there is only a few of parentheses in the last three
columns, which indicates that almost all relations that are easier / harder for models
to predict are also the same for baselines: only few remaining relations have not
already been listed in the first two columns.

Discussions concerning relation frequency
In Table 4.2a and Table 4.2b, we also list the order of relation frequency in PUD

after dependency types without parentheses in the last three columns. Duplicate
relations are not labeled. The mean frequency order of more and less accurate
relations are, respectively, 13 and 16 in English, and 11 and 13 in Chinese. This
means that for both languages, the more frequent a relation is, the more accurate
the models can be on that relation.

However, such trend has some exceptions in our experiments. For example, almost
all our models have poor performance on punct and nsubj, even though these relations
are two of the five most frequent relations in both English and Chinese PUD. As
for punct (punctuation), it is a written construct that should not, in theory, have a
syntactic head so that UD follows its own principles 3, which our models have no way
of knowing. Therefore, it is not surprising that the models have poor accuracy on
punct. nsubj (nominal subject) is a legitimately syntactic relation which is intuitively
harder to guess.

Moreover, some relations such as flat (flat multi-word expression) are not common
in English (20 in total of 25 relations) and Chinese (24 in total of 26 relations) but
are still easier for models to predict, possibly because of their unique features. For
example, flat in UD is used for headless semi-fixed multi-word expressions such as
names like "Schulman". In English models, names are usually tokenized into subword
tokens because of the limited vocabulary of models, while most of the other tokens
are not split. In Chinese models, such names are out of vocabulary and will be
tokenized as an unknown word "[UNK]" 4.

Comparison to baselines
Compared to baseline "fixed, -1", results of models are more similar to the

results of baseline "floating", English in particular: there are only English case and
advmod in column "floating" but not in column "BERT", "mBERT" nor "RoBERTa"
in Table 4.2a. Scatter plot B.1 in the Appendix with x-axis as results of English
baseline "floating" and y-axis as results of each of the English models have a clear
diagonal pattern. The similar plot in Chinese (Figure B.2 does not have such pattern
but show a cluster of points under 0.3 because of the poor performance of Chinese
baseline "floating" and Chinese models.

Challenges of models

3https://universaldependencies.org/u/dep/punct.html
4In Chinese PUD, some names like "Kori Schulman (科瑞·舒爾曼)" are translated into Chinese,

while others are still in English such as "Linsay Gay" which are unknown words to our Chinese
models. Chinese names like "舒爾曼" are annotated as language-specific subtype relation
flat:name, while English names like "Gay" are annotated as relation flat. Chinese BERT and
mBERT have much higher accuracy on flat than flat:name (Figure A.4).
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As what has been discussed in Section 4.1, it is more challenging to connect
heads and dependents in Chinese than in English because of the flexibility of the
language. Accordingly, it not surprising that Chinese models perform worse than
English models on relation accuracy. As for Chinese, almost all relation accuracies
are below 0.5. The highest relation accuracy of Chinese RoBERTa is even merely
above 0.32 (aux ). As for English, the relation accuracies are so much higher, steadily
decreasing from 0.7932 (mBERT,amod), 0.7035 (BERT, amod or 0.6247 (RoBERTa,
compound).

Besides, we can also notice that Chinese models do not have noticeable higher
accuracy on relations compared to baselines in general, while English models mostly
exceed "fixed, -1" and "floating". Scatter plots in Appendix B can better show the
comparison between models and baselines.
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5. Conclusion and Future Works

5.1. Conclusion

In this thesis, we have investigated the extent to which syntactic structure is reflected
in BERT, mBERT and RoBERTa trained on English and Chinese by using a
gradient-based saliency method (Simonyan et al., 2014) instead of attention. We
also investigate the performances of some baselines as comparisons and to discuss
language differences between English and Chinese. Our inputs and gold standards
are from English and Chinese PUD treebanks in order to control variables related to
linguistic typology. As for evaluation, we calculate overall accuracy of our models
and baselines on the total of 1000 sentences in both languages and relation accuracy
per dependency type of our models and baselines. Language specific subtypes are
merged into the main types and types appear less than 30 times in Chinese and
English PUD are excluded while doing analysis in Chapter 4.

To our surprise, even though our models achieve higher accuracy on most of our
baselines, they are still worse than some of the best-performance baselines. For
example, Chinese baseline "fixed, -1" beats any other Chinese models and baselines
no matter when arcs are directed or not. Besides, our results show that BERT has
the highest overall accuracy on connecting heads and dependents in both English
and Chinese, followed by mBERT and RoBERTa, which is in reverse to the reported
results on benchmarks such as GLUE when RoBERTa usually has higher accuracy
(Cui et al., 2021; Liu et al., 2019). We also find that English models and baselines
have higher accuracy than Chinese models and baselines with or without considering
direction.

Compared to baseline "fixed, -1", in which heads are always the next word after
their dependents, baseline "floating" can handle longer distance between heads and
dependents and more variable conditions among different dependency types. However,
if heads and dependents’ relative positions are too flexible within each relation, in
other words if the syntactic structure is over flexible, accuracy of baseline "floating"
will be lowered. By comparing the relation accuracy between baseline "fixed, -1" and
"floating", we find that Chinese has more flexible linguistic structures than English,
which may add difficulties to correctly connect heads and dependents.

When it comes to relation accuracy of our models, we notice that, regardless
the different design or training materials, BERT, mBERT and RoBERTa have
similar performances on predicting heads and dependents of relations. If a relation is
challenging to predict to one of the models, mostly the other two models will have
lower accuracy on that relation as well. It is the same to those less accurate relations.
We also find that all three models can be more accurate on relations that are more
frequent in PUD files in both languages.

Due to the flexibility of Chinese language, it is not surprising that Chinese models
perform worse than English models on relations. The highest relation accuracy of
Chiense RoBERTa is around 0.3, which is much lower than that of Chinese "fixed,
-1" and "floating" (nummod, 0.9147). Besides, even though BERT, mBERT and
RoBERTa can all extract global dependencies because of the attention mechanism,
they still have higher accuracy on relations that have shorter mean distance and
relatively more fixed head-dependent positions. This finding is in agreement with
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what we find through baselines comparison that Chinese has more flexible structure
that English.

In conclusion, by taking a gradient-based saliency method, we have found that (1)
masked language models like BERT, mBERT and RoBERTa can take dependencies
into account when predicting tokens, especially English models compared to Chinese
models; (2) different models trained on the same language perform similarly on
individual relations, yet BERT has overall highest accuracy on heads / dependents
prediction and RoBERTa has the lowest accuracy; (3) models in both languages
tend to have higher accuracy on relations that have shorter mean distance and
more fixed head-dependent positions. Chinese models perform worse than English
models possibly due to the flexibility of Chinese relations. We also find that the
more common relations are, the more accurate both Chinese and English models
most likely can be on predicting the relations. Furthermore, there are some relations
either easier or harder to predict for models trained on both languages.

5.2. Future Works

The gradient-based saliency method that we use in our experiments will only return
the gradients of the outputs from the last layer with respect to the inputs. In other
words, it will squeeze all the 12 layers of the models together and give results on
the final output predictions. At the same time, some previous studies have shown
that different layers of BERT are dynamically but mainly responsible for capturing
different linguistic information, from lower-level information such as part-of-speech
to higher-level coreference (Tenney, Das, et al., 2019). Accordingly, it would be worth
discussing how the connection between heads and dependents change across layers.

Besides, since our models sometimes fail to have better performances than some
baselines while taking Simonyan et al. (2014)’s saliency method as explanation, it
would be interesting to interpret the models outputs through attention weights or
other saliency methods such as Integrated Gradient (IG) (Sundararajan et al., 2017)
and to investigate how they would behave differently.
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A. Full Results of Relation Accuracy

English

fixed, -1 fixed, 1 fixed, -2 fixed, 2

compound 0.8234 goeswith 1 det:predet 1 dep 1
aux:pass 0.7992 compound:prt 0.9142 nsubj:pass 0.4267 xcomp 0.4649
amod 0.7829 fixed 0.8543 case 0.3621 obj 0.3938
cc:preconj 0.7272 flat 0.8347 nmod:poss 0.3479 acl 0.3523
nummod 0.5748 iobj 0.7 aux 0.3097 nmod 0.3401
det 0.5671 nmod:npmod 0.6315 det 0.3043 orphan 0.2857
aux 0.5536 acl 0.3626 cop 0.2879 conj 0.2776
obl:npmod 0.55 obj 0.2819 cc:preconj 0.2727 csubj 0.2592
mark 0.5369 nummod 0.2322 expl 0.2580 appos 0.2587
expl 0.5161 appos 0.209 cc 0.2282 acl:relcl 0.2464
advmod 0.4859 nmod:tmod 0.2051 nsubj 0.2146 iobj 0.2
nmod:poss 0.4739 xcomp 0.1734 aux:pass 0.1788 nmod:tmod 0.1794
cc 0.4337 orphan 0.1428 obl:tmod 0.1666 obl 0.1552
nsubj 0.3898 punct 0.0926 amod 0.1504 fixed 0.1456
cop 0.3544 advmod 0.0892 obl:npmod 0.15 flat 0.1304
case 0.3469 obl:npmod 0.05 advmod 0.1420 ccomp 0.1185
nmod:npmod 0.1578 case 0.0404 mark 0.1369 obl:npmod 0.1
orphan 0.1428 csubj 0.0370 compound 0.1283 advcl 0.0819
punct 0.0950 expl 0.0322 nummod 0.1141 obl:tmod 0.0555
obl:tmod 0.0555 nsubj 0.0143 nmod:npmod 0.1052 nmod:npmod 0.0526
nmod:tmod 0.0256 acl:relcl 0.0094 punct 0.0722 compound:prt 0.0428
nsubj:pass 0.0041 cop 0.0063 nmod:tmod 0.0512 advmod 0.0281
obl 0.0040 amod 0.0037 obl 0.0121 punct 0.0281
nmod 0.0027 compound 0.0037 obj 0.0114 nummod 0.0157
xcomp 0 advcl 0.0034 advcl 0.0068 parataxis 0.010
vocative 0 obl 0.0032 xcomp 0.0036 nsubj 0.0093
reparandum 0 det 0.0009 nmod 0.00098 amod 0.0037
parataxis 0 nmod 0.0009 vocative 0 cop 0.0031
obj 0 vocative 0 reparandum 0 case 0.0016
iobj 0 reparandum 0 parataxis 0 compound 0.0012
goeswith 0 parataxis 0 orphan 0 vocative 0
flat 0 obl:tmod 0 iobj 0 reparandum 0
fixed 0 nsubj:pass 0 goeswith 0 nsubj:pass 0
dislocated 0 nmod:poss 0 flat 0 nmod:poss 0
discourse 0 mark 0 fixed 0 mark 0
det:predet 0 dislocated 0 dislocated 0 goeswith 0
dep 0 discourse 0 discourse 0 expl 0
csubj:pass 0 det:predet 0 dep 0 dislocated 0
csubj 0 dep 0 csubj:pass 0 discourse 0
conj 0 csubj:pass 0 csubj 0 det:predet 0
compound:prt 0 conj 0 conj 0 det 0
ccomp 0 ccomp 0 compound:prt 0 csubj:pass 0
appos 0 cc:preconj 0 ccomp 0 cc:preconj 0
advcl 0 cc 0 appos 0 cc 0
acl:relcl 0 aux:pass 0 acl:relcl 0 aux:pass 0
acl 0 aux 0 acl 0 aux 0

Table A.1.: Relation accuracy of English baseline "fixed, -1", "fixed, 1","fixed, 2" and "fixed,
-2"
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English

floating BERT mBERT RoBERTa

vocative 1 goeswith 1 goeswith 1 compound:prt 0.6571
reparandum 1 dep 1 dep 1 amod 0.6407
goeswith 1 det 0.7044 compound:prt 0.9285 cc:preconj 0.6363
discourse 1 amod 0.7035 flat 0.7130 compound 0.6283
det:predet 1 compound:prt 0.6857 fixed 0.6796 det 0.5955
dep 1 compound 0.6679 compound 0.6580 aux:pass 0.5656
compound:prt 0.9142 flat 0.6652 amod 0.6571 flat 0.5652
fixed 0.8543 nummod 0.6535 det 0.6531 det:predet 0.5555
flat 0.8347 aux:pass 0.6496 aux:pass 0.6167 nummod 0.5157
compound 0.8234 fixed 0.6116 nmod:poss 0.5561 nmod:poss 0.5041
aux:pass 0.7992 det:predet 0.5555 nummod 0.5275 dislocated 0.5
amod 0.7829 advmod 0.5352 iobj 0.5 nmod:npmod 0.4736
cc:preconj 0.7272 nmod:poss 0.5315 nmod:npmod 0.4736 advmod 0.4072
iobj 0.7 nmod:npmod 0.5263 advmod 0.4624 fixed 0.3980
nmod:npmod 0.6315 aux 0.4341 cc:preconj 0.4545 cop 0.3386
nummod 0.5748 cop 0.4240 aux 0.4487 aux 0.3121
obj 0.3938 iobj 0.4 obl:npmod 0.4 obj 0.3036
case 0.3621 cc:preconj 0.3636 obj 0.3801 case 0.3021
nmod 0.3522 obj 0.3607 expl 0.3709 obl:npmod 0.3
nmod:poss 0.3479 case 0.3557 cop 0.3544 nmod:tmod 0.2820
csubj:pass 0.3333 cc 0.3118 case 0.3505 acl:relcl 0.2559
aux 0.3097 nmod:tmod 0.3076 det:predet 0.3333 conj 0.2350
det 0.3043 acl 0.3005 acl 0.3160 acl 0.2279
cop 0.2879 obl:npmod 0.3 cc 0.2996 nmod 0.2063
orphan 0.2857 expl 0.2903 orphan 0.2857 iobj 0.2
expl 0.2580 nsubj:pass 0.2845 nsubj 0.2670 cc 0.1968
obl:tmod 0.2222 nmod 0.2825 nsubj:pass 0.2635 nsubj:pass 0.1924
xcomp 0.1586 conj 0.2697 xcomp 0.2583 appos 0.1608
obl:npmod 0.15 nsubj 0.2534 nmod:tmod 0.2564 mark 0.1585
advmod 0.1420 mark 0.2306 conj 0.2539 nsubj 0.1471
appos 0.1398 acl:relcl 0.2132 mark 0.2504 expl 0.1451
mark 0.1369 appos 0.1958 nmod 0.2174 orphan 0.1428
nmod:tmod 0.1282 csubj 0.1851 appos 0.1888 xcomp 0.1291
cc 0.1236 xcomp 0.1771 csubj 0.1851 csubj 0.1111
acl:relcl 0.1232 punct 0.1631 acl:relcl 0.1753 obl 0.1091
nsubj 0.1170 obl 0.1600 punct 0.1656 advcl 0.0682
csubj 0.1111 orphan 0.1428 obl 0.1091 punct 0.0616
nsubj:pass 0.1046 ccomp 0.0888 ccomp 0.0888 obl:tmod 0.0555
obl 0.0945 advcl 0.0853 advcl 0.0853 ccomp 0.0370
advcl 0.0853 obl:tmod 0.0555 parataxis 0.0412 parataxis 0.0103
conj 0.0835 parataxis 0.0206 vocative 0 vocative 0
acl 0.0777 vocative 0 reparandum 0 reparandum 0
ccomp 0.0740 reparandum 0 obl:tmod 0 goeswith 0
parataxis 0.0309 dislocated 0 dislocated 0 discourse 0
punct 0.0261 discourse 0 discourse 0 dep 0
dislocated 0 csubj:pass 0 csubj:pass 0 csubj:pass 0

Table A.2.: Relation accuracy of English baseline "floating" and English BERT, mBERT and
RoBERTa
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Chinese

fixed, -1 fixed, 1 fixed, -2 fixed, 2

nummod 0.9147 fixed 1 nmod 0.4957 flat:name 0.5
aux:pass 0.9113 case:loc 0.8575 acl:relcl 0.2812 conj 0.4125
mark:adv 0.8181 mark:prt 0.6745 amod 0.2809 appos 0.3064
obl:patient 0.7692 flat 0.6483 nsubj:pass 0.2714 iobj 0.2666
det 0.7159 mark:rel 0.6006 obl 0.2266 flat 0.2417
compound 0.6527 aux 0.5568 det 0.2130 obj 0.2018
cc 0.5477 discourse:sp 0.4367 csubj 0.2083 dislocated 0.2
clf 0.5238 case 0.4230 cc 0.1978 ccomp 0.1786
advmod 0.5097 xcomp 0.3424 nsubj 0.1869 discourse:sp 0.1379
amod 0.4809 appos 0.3346 advmod 0.1861 mark:rel 0.1230
nsubj 0.3344 iobj 0.3333 compound 0.1812 xcomp 0.1155
obl 0.3148 obj 0.2745 clf 0.1596 punct 0.1044
cop 0.2908 punct 0.2574 obl:tmod 0.1448 mark 0.0790
obl:agent 0.2727 flat:name 0.1901 obl:agent 0.1363 case 0.0454
mark:prt 0.2692 mark 0.1408 advcl 0.1259 obl 0.0242
aux 0.2448 nummod 0.0148 mark 0.1237 aux 0.0218
obl:tmod 0.1682 dep 0.0100 cop 0.1235 case:loc 0.0170
mark 0.1649 cc 0.0070 case 0.1053 mark:prt 0.0147
case 0.1485 compound 0.0061 aux:pass 0.0632 obl:tmod 0.0140
punct 0.1106 det 0.0059 acl 0.0526 dep 0.0100
advcl 0.06395 conj 0.0026 obl:patient 0.0512 compound 0.0061
csubj 0.05555 advcl 0.0019 aux 0.0451 acl:relcl 0.0044
dep 0.02518 obl 0.0017 nummod 0.0321 advmod 0.0037
nmod 0.02279 nmod 0.0014 xcomp 0.0252 nummod 0.0037
xcomp 0.0084 nsubj 0.0011 punct 0.0234 cc 0.0035
obj 0.0013 advmod 0.0007 mark:prt 0.0207 det 0.0029
vocative 0 vocative 0 dep 0.0176 clf 0.0028
parataxis 0 parataxis 0 ccomp 0.0024 nsubj 0.0005
nsubj:pass 0 obl:tmod 0 vocative 0 vocative 0
mark:rel 0 obl:patient 0 parataxis 0 parataxis 0
iobj 0 obl:agent 0 obj 0 obl:patient 0
flat:name 0 nsubj:pass 0 mark:rel 0 obl:agent 0
flat 0 mark:adv 0 mark:adv 0 nsubj:pass 0
fixed 0 dislocated 0 iobj 0 nmod 0
dislocated 0 discourse 0 flat:name 0 mark:adv 0
discourse:sp 0 csubj 0 flat 0 fixed 0
discourse 0 cop 0 fixed 0 discourse 0
conj 0 clf 0 dislocated 0 csubj 0
ccomp 0 ccomp 0 discourse:sp 0 cop 0
case:loc 0 aux:pass 0 discourse 0 aux:pass 0
appos 0 amod 0 conj 0 amod 0
acl:relcl 0 acl:relcl 0 case:loc 0 advcl 0
acl 0 acl 0 appos 0 acl 0

Table A.3.: Relation accuracy of Chinese baseline "fixed, -1", "fixed, 1", "fixed, -2" and "fixed,
2"
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Chinese

floating BERT mBERT RoBERTa

vocative 1 aux:pass 0.6582 aux:pass 0.5443 vocative 1
fixed 1 flat 0.5494 mark:prt 0.5088 aux:pass 0.3924
discourse 1 mark:prt 0.4763 parataxis 0.5 mark:prt 0.3017
nummod 0.9147 clf 0.4285 case:loc 0.4558 case:loc 0.2678
aux:pass 0.9113 det 0.4260 discourse:sp 0.3908 aux 0.2536
det 0.7159 case:loc 0.4188 det 0.3698 discourse:sp 0.2298
mark:prt 0.6745 iobj 0.4 aux 0.3688 det 0.2218
flat 0.6483 nummod 0.3807 nummod 0.3436 nummod 0.2200
flat:name 0.5 aux 0.3702 flat 0.329 dislocated 0.2
amod 0.2809 amod 0.3595 clf 0.3221 clf 0.1988
iobj 0.2666 discourse:sp 0.3448 appos 0.2983 flat:name 0.1478
nmod 0.2336 compound 0.2599 amod 0.2761 amod 0.1452
cc 0.1978 obl:patient 0.2564 compound 0.2560 advmod 0.1448
compound 0.1812 mark:rel 0.2396 obl:patient 0.2307 compound 0.1395
obj 0.1756 obj 0.2391 mark:rel 0.2220 case 0.1387
acl:relcl 0.1495 advmod 0.2289 cc 0.2190 mark:rel 0.1357
obl:agent 0.1363 conj 0.2088 advmod 0.2162 iobj 0.1333
conj 0.1305 cop 0.2031 conj 0.2114 obj 0.1323
mark:rel 0.1230 cc 0.2014 flat:name 0.2112 obl:patient 0.1282
appos 0.1008 mark:adv 0.1818 iobj 0.2 mark 0.1237
cop 0.0836 mark 0.1752 dislocated 0.2 cop 0.1235
ccomp 0.0669 case 0.1728 case 0.1986 conj 0.1201
advmod 0.0660 nmod 0.1552 cop 0.1952 punct 0.1123
clf 0.0644 nsubj 0.1402 mark:adv 0.1818 nsubj:pass 0.1
nsubj 0.0625 xcomp 0.1218 xcomp 0.1680 cc 0.0989
obl:tmod 0.0607 punct 0.1154 mark 0.1615 flat 0.0989
advcl 0.0581 flat:name 0.1056 punct 0.1416 obl:tmod 0.0981
obl 0.0570 nsubj:pass 0.1 nsubj 0.1368 xcomp 0.0924
punct 0.0537 obl 0.0951 obj 0.1297 obl:agent 0.0909
acl 0.0526 acl:relcl 0.0915 obl 0.0899 nsubj 0.0844
obl:patient 0.0512 obl:agent 0.0909 obl:tmod 0.0887 nmod 0.0826
mark 0.0481 ccomp 0.0818 nmod 0.0797 appos 0.0725
dep 0.0478 advcl 0.0755 advcl 0.0755 obl 0.0674
discourse:sp 0.0459 appos 0.0685 dep 0.0680 advcl 0.0639
case 0.0454 obl:tmod 0.0654 ccomp 0.0669 ccomp 0.0570
csubj 0.0416 dep 0.0478 nsubj:pass 0.0571 csubj 0.0555
xcomp 0.0357 csubj 0.0416 acl:relcl 0.0558 mark:adv 0.0454
nsubj:pass 0.0285 vocative 0 acl 0.0526 acl:relcl 0.0401
aux 0.0218 parataxis 0 obl:agent 0.0454 dep 0.0352
case:loc 0.0170 fixed 0 csubj 0.0416 parataxis 0
parataxis 0 dislocated 0 vocative 0 fixed 0
mark:adv 0 discourse 0 fixed 0 discourse 0
dislocated 0 acl 0 discourse 0 acl 0

Table A.4.: Relation accuracy of Chinese baseline "floating" and Chinese BERT, mBERT and
RoBERTa
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B. Relation Accuracy of Models Compared to
Relation Accuracy of Baselines

(a) English models and baseline "fixed, -1"

(b) English models and baseline "floating"

Figure B.1.: Relation accuracy of English models compared to relation accuracy English baseline
"fixed, -1" (up) and "floating" (down). Dependency types that appear less than
30 times in English PUD after merging subtypes are removed.
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(a) Chinese models and baseline "fixed, -1"

(b) Chinese models and baseline "floating"

Figure B.2.: Relation accuracy of Chinese models on each dependency types compared to
Chinese baseline "fixed, -1" (up) and baseline "floating" (down). Dependency
types that appear less than 30 times in Chinese PUD after merging subtypes are
removed.
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C. Relation Accuracy of Models Compared to
Relation Accuracy of Other Models

Figure C.1.: Relation accuracy of English BERT, mBERT and RoBERTa.

Figure C.2.: Relation accuracy of Chinese BERT, mBERT and RoBERTa.
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