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A B S T R A C T   

This study is an extensive comparison of the predictive performance of a bagging neural network (BANN), partial 
least squares (PLS) regressor, and a kernel-based, nonlinear PLS (KPLS) regressor, given experimentally obtained 
CO2-N2-Ar plasma emission spectra. The spectra, 3,62,31 in total, were obtained from controlled gas mixtures 
with varying CO2 concentrations fed to a stripline split-ring resonator microplasma source and recorded with an 
UV-NIR, 2 nm resolution spectrometer. The regression methods’ dependence on (i) number of observations used 
in training, (ii) preprocessing steps, and (iii) feature selection (in this case wavelength ranges) was evaluated by 
training and testing 60–66 models per method, each with a unique combination of the aforementioned config-
uration options, and each trained 4 times with random train-test splits. To compare the models a custom metric 
that compounds R2, Pearson correlation, and a weighted root mean squared relative error was used. The results 
show that the BANN models outperform both PLS and KPLS, reaching a peak score of 0.873, with the others 
getting 0.561 and 0.581, respectively, using the (− ∞ , 1] metric. The top performing BANN model was trained 
without any feature selection or preprocessing, these steps were, however, required for both the best PLS and 
KPLS models. In a wider perspective, the results show that BANNs are not only suitable as in-place replacements 
for PLS-based methods, but increase regression model prediction accuracy on low resolution spectra to such an 
extent that they offer modelling of previously unattainable, nonlinear information contained in emission spectra 
datasets.   

1. Introduction 

Ever since the early 1990s, artificial neural networks (ANNs) have 
been developed and compared to other statistical methods for predictive 
modelling in quantitative spectroscopy and chemometrics. Partial least 
squares (PLS) regression, possibly one of the most ubiquitous methods 
for regression analysisin the field, had already in 1989 been expanded to 
nonlinear modelling [1]. However, as the availability of high frequency 
data acquisition equipment has increased, so have the sizes of the 
datasets used in the modelling - and with them, the computational cost 
of the analytic methods, PLS regression included [2]. While the effi-
ciency of the underlying algorithm of PLS is the subject of active 
research [2–5], and an alternative algorithm has garnered wide adop-
tion [6], alternatives based on ANN models are becoming commonplace. 
While there are structural similarities between the methods - the hidden 
layer(s) in an ANN produce intermediate features that can be compared 
to the projections in PLS - the primary techniques for nonlinear PLS 

involve either mapping the observations to a new representation using a 
nonlinear function (known as the kernel trick) or employing a nonlinear 
inner relation between the score vectors [7]. A key difference in ap-
proaches between nonlinear PLS and ANN is, thus, that the nonlinear 
relation is selected, rather than learnt. The ability to iteratively learn 
nonlinear relations makes ANN regression suitable for a multitude of 
spectroscopic applications, Haddad et al. used it to model the nonlinear 
laser induced breakdown spectroscopy signal stemming from self ab-
sorption effects in [8], and Costa et al. to monitor pulp dryness using 
near infrared spectroscopy in [9]. In an application closer to the one in 
this study, Li et al. used it for correction of spectral interference in both 
simulated and experimentally obtained spectral scans from an induc-
tively coupled plasma source in [10]. Several variations of ANN models 
for species concentration predictions, given both absorption and emis-
sion spectra, have previously been compared to PLS regression: A single 
layer ANN regression model was compared to linear PLS regression 
using laser induced breakdown spectroscopy to determine chromium 
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concentrations in soil samples by Sirven et al. [11]. Yang et al. compared 
multiple layer and single layer ANNs to both linear and nonlinear PLS 
methods to determine CHCl3 concentrations using synthetic Fourier 
transform infrared spectra [12]. 

In this study the predictive performance of a single hidden layer, 
bootstrap aggregated (Bagging [13]) multi-level perceptron ANN 
(BANN) is evaluated and compared to that of kernel PLS regression 
(KPLS) models, as well as linear PLS regression models, on experimen-
tally obtained optical emission spectra acquired with a low spectral 
resolution, portable spectrometer from a microplasma in a controlled 
setting. The models are evaluated based on their predictions of low CO2 
concentrations in N2-Ar gas mixtures. 

2. Method 

The spectra used in training and testing the different methods were 
recorded in a similar way as in reference [14], using a microplasma 
emission spectroscopy setup (Pithos, Fourth State Systems, Sweden) 
with the same microplasma source - a 2.497 GHz stripline split-ring 
resonator with an operating pressure of 1.7 mbar, and spectrometer, 
CCS200 (Thorlabs, NJ, USA) with a wavelength range of 200 – 1000 nm, 
FWHM at 633 nm of 2 nm, a 20 × 2000 μ m slit, and 600 lines/mm and 
800 nm blaze grating, with a CCD sensor with a resolution of 4 pixels/ 
nm and an SNR ≤ 2000:1. The gas samples were mixed from standards 
with pure CO2, 1% CO2 in 99% N2, pure N2, and pure Ar. CO2 concen-
trations below 1% were attained by diluting either of the first two 
standards with the latter up to three times. The dilution ratios and 
resulting 31 CO2 concentrations are listed in table S.1 (Appendix). The 
mixing was performed in 100 ml glass syringes as described in reference 
[15]. The primary source of error in this process was associated with the 
relatively coarse grading on the syringes. Hence, the uncertainty of the 
gas concentration increases with the number of mixing steps, nm. Based 
on reference measurements with a residual gas analyzer, this uncer-
tainty was estimated to ±0.022 ̅̅̅̅̅̅nm

√ , see reference [14] for further 
details. 

All analytical experiments following the data acquisition were car-
ried out on a workstation with an AMD Ryzen™ 7 1700 CPU, 4 × 8 GB 
of 2666 MHz Corsair Vengeance RAM, and a Samsung 960 EVO SSD 
used for storing the observations. To measure the execution time and 
heap allocations (RAM) of training, version 0.5.7 of the Julia package 
TimerOutputs.jl and version 3.16.1 of Valgrind, using the massif tool, 
were used. 

2.1. Data acquisition 

Each observation, i.e. each recorded output from the spectrometer, 
was a row vector of 3648 intensities between 0 and 1, in arbitrary units, 
corresponding to wavelengths between 193.2 nm and 1014.5 nm. The 
output was not scaled by intensity, peaks saturating the CCD were cut off 
at the value 1, hence the spectrometer's settings were tuned to ensure 
that the highest intensity peaks in the spectra corresponded to values 
close to, but below, 1. The spectra were recorded at a frequency of 
1.64 Hz, with an integration time of 200 ms, for a minimum of 6 min and 
were then stored as comma separated values files. Each of these files 
thus contained a continuous session of spectra recorded at not only 
constant plasma and spectrometer settings, but also near constant 
external settings, such as ambient temperature, vacuum pump motor 
temperature and barometric pressure. Before the start of a recording, the 
setup went through a warm-up period, during which the plasma was 
ignited and then left to stabilize for at least 30 min. Following this, a gas 
mixture sample was introduced into the plasma from a syringe, through 
a 80 mm long, 75 μ m in diameter capillary. After the capillary had been 
inserted into the syringe, the gas concentration and flow rate in the 
system was left to stabilize for a minimum of 30 s before the recording of 
a file started. Following each recording a new gas mix was prepared, 
hence concentrations in table S.1 (Appendix) with multiple files corre-
spond to recordings made with separately mixed gas samples. On two 
occasions, the operating pressure of the plasma diverged at the end of 
the recording. To ensure that no spectra recorded at different pressure 
would be stored, only the first half of the observations in these re-
cordings were kept, see concentrations marked with an asterisk in the 
table. In total, 50 files, containing 3,62,31 spectra, at 31 unique CO2 
concentrations between 0.1% and 4% were recorded and stored for the 
subsequent experiments. 

2.2. Analytical experiments 

To evaluate and compare the BANN, PLS, and KPLS models’ 
dependence on, (i) the number of observations in the training set, (ii) 
preprocessing, (iii) and feature - i.e. wavelength - selection, a total of 4 ×
66 BANN models, the same number of PLS models, and 4 × 60 KPLS 
models were trained and tested. The structure for training and testing 
models, see Fig. 1, was to first select a data set configuration based on 
the parameters that should be evaluated, split that set into training and 
test sets, train BANN, PLS, and KPLS models with the training set, let 
them predict the concentrations in the test set, and finally calculate the 

Fig. 1. The steps for each analytical experiment run were: 1. feature selection, 2. binning files based on concentration (5 bins used, the 3 above are only for 
visualization purposes), 3. file based train-test split, 4. preprocessing, 5. training the three models, 6. the models predict the concentrations in the test set, 7. 
generating evaluation metrics. The results of an experiment were based on 4 runs. 
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evaluation metrics; coefficient of determination (R2), Pearson correla-
tion coefficient (PCC), and weighted root mean squared relative error 
(wRMSRE), based on the predictions. The weights used to calculate 

wRMSRE =

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
∑

wi(x̂i − xi)
2

√

, where wi is the ith weight, x̂i the ith 
prediction, and xi the ith true concentration, were based on the CO2 
concentrations to predict and scaled by the inverse number of obser-
vations in the training set, i.e. wi = N− 1

t xi/xmax, where xmax is the highest 
concentration in table S.1 (Appendix), and Nt the number of observa-
tions in the training set. The two primary reasons for weighting the er-
rors this way were, (i) to evaluate the models’ predictive power over the 
full span of concentrations. As the wRMSRE is a relative error a high 
precision model with a constant trueness offset would receive a higher 
(unweighted) RMSRE than a model that only performs well on lower 
concentrations, given that more than half of the observations have a CO2 
concentration ≤ 1%. (ii) To account for the lower spectral information 
density at lower concentrations. Some transition lines of interest are 
known to have been drowned out by spectral interference, and some to 
reside below the noise floor as the maximum spectral line intensity of the 
species in the gas mixture is more than 2000 times higher than that of 
the weakest transition lines of interest. The combined effects of spectral 
interference and the relative spectral line intensity is exacerbated at 
lower CO2 concentrations and was thus compensated for by scaling 
down the errors with the concentration. 

To vary the number of observations used in training, a subset of size 
Nf ∈ [20, 40, 80, 160, 300] of the observations in each file was selected, 
resulting in sets with N = Nt + Np = 50Nf observations, where Np is the 
number of observations in the test set, and 50 the number of files, from 
which a train and test set was then split. The observations in the subsets 
were selected by picking Nf temporally equispaced observations from 
each file. In addition to the subsets, the largest set size used all obser-
vations from all files. As seen in table S.1 (Appendix), the number of 
observations per file varied from just over 300 to over 900, making the 
largest set the least balanced in terms of observations per unique con-
centration. Note that the subset size selection is not explicitly depicted in 
Fig. 1, but is a part of step 3. 

The preprocessing dependence was evaluated by comparing models 
trained with raw spectral observations, averaged observations, standard 
normal variate (SNV) corrected observations, and a combination of 
averaging and SNV scaling (averaging before SNV). SNV has previously 
shown positive effects on PLS modelling of the same type of data in 
reference [14]. Observation averaging was performed by altering the 
observation selection process from the files. Instead of picking single 
observations, Nf = Nf temporally contiguous groups of observations 
from each file were averaged to form the sets, e.g. Nf = 40 would mean 
that a file with 800 observations would be split into 40 groups. Each 
group of 20 observations would then be averaged to form a total of 40 
averaged observations from each file. This selection process had the 
notable side effect of generating more wavelengths with constant in-
tensities throughout all observations, primarily for low Nf . These 
wavelengths had to be removed from the observations before training, 
as the PLS and KPLS implementations did not support constant value 
columns in their training sets due to being direct implementations of the 
NIPALS algorithm, see [16] and [17] respectively. The maximum 
number wavelengths with constant intensities encountered during the 
experiments were 20, which corresponds to less than 0.4% of all the 
wavelengths, and at most 0.7% of the difference in number of wave-
lengths between tested sets. SNV scaling also caused an increase in 
constant intensities, but to a lesser extent. The effects of these constant 
intensity wavelengths were considered to be negligible, as they were 
deemed highly unlikely to provide information about the (varying) 
property, CO2 concentration, that the models were built to predict. 

For the feature selection, step 1 in Fig. 1, similar subsets to the ones 
used by Klintberg et al. were used [14]. The first reduced wavelength 
range (RWR1), contained 1627 wavelengths in the ranges 438.7 – 

647.9 nm, 683.7 – 738.4 nm, and 782.4 – 889.7 nm. A second, further 
reduced wavelength range (RWR2) with 1101 wavelengths in 461.2 – 
577.3 nm, 611.1 – 633.1 nm, 695.2 – 726.8 nm, and 787.8 – 869.3 nm, 
was also used, in addition to the full 3648 span of wavelengths. 

The train-test split, step 3 in Fig. 1, was performed by first binning 
the files into 5 groups based on CO2 concentrations and then selecting a 
random file from each group until the number of observations in the 
selected files were equal to, or exceeded, 10% of the total number of 
observations. To minimize the effects that the selection could have on 
training, the split was performed before each training run, i.e. no two 
training sets contained the same set of files with the same preprocessing. 
This, however, also meant that the dependence on training set size was 
calculated based on the average number of observations in the training 
sets over 4 runs. This file-based split was chosen to ensure the inde-
pendence between observations in the train and test sets, which could 
not be guaranteed when splitting observations after merging the files. 

2.3. Implementational details 

All the analytical experiments and their evaluations were performed 
in Julia v1.5.3 [18], using v0.15.1 of the Machine Learning in Julia 
(MLJ) toolbox [19]. To ensure locally optimal hyperparameter values 
for the KPLS model, a grid search was performed to tune the width 
parameter, r, with a (nonlinear) range from 10− 3 to 102, and the number 
of latent variables used to explain the data, nf, with a 3 - 10 range. The 
former controls the shape of the gaussian function used as the radial 
basis function, generating a kernel matrix, K, where the element in row i 
and column j is given by (1), 

Ki,j = (2πr)−
1
2exp

(

−

∑(
Xi − Xj

)2

2r2

)

(1)  

where Xi and Xj is the ith and jth column (i.e. wavelength) in the 
observation matrix X. The objective function of the grid search was 
wRMSRE, resulting in an r = 1.3 and nf = 3, the latter was also used for 
the PLS models. For further details on the KPLS implementation see 
reference [17]. As the number latent variables can structurally be 
compared to the number of neurons in a single hidden layer neural 
network (it should not be confused with the latent variables, or latent 
representation, of autoencoders, however), the base regressors of the 
BANN models contained 3 neurons in its hidden layer. The other prop-
erties of the base regressors were a ReLU activation function, Adam 
optimizer, an adaptive learning rate, and a max iteration count of 500. 
The bagging regressor used 300 base estimators to form the final pre-
dictions of the BANN models.1 

2.4. Compound score 

To facilitate automated comparison of the accuracy and precision of 
the models’ predictions, a compound score of the evaluation metrics was 

defined as 1
3

(
R2 + PCC + 1 − ppt⋅wRMSRE

)
∈ ( − ∞, 1], where ppt is a 

positive trueness parameter - trueness as defined by the ISO standard for 
accuracy of measurement methods and results [20]. As wRMSRE, in this 
study, is a measure of relative error in predictions, the third term in the 
score, 1 − ppt ⋅ wRMSRE ∈ (− ∞ , 1], corresponds to a relative accuracy 
of the predictions. The parameter, ppt, thus has an intuitive meaning as 
the inverse of the maximum relative error that can be considered posi-
tive trueness, i.e. the inverse of the maximum relative distance, of a 
prediction, to the true concentration which should give a larger than 
zero contribution to the score. As the distance is relative, this compound 
score is not specific to any application, the parameter can adjust the 

1 The full implementation and data will be available at https://gitlab. 
com/RagnarSetonPublications/plasmoes 
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score based on uncertainties in the ground truths for any regression 
model. In the scope of this study, however, where uncertainties in the 
true concentrations are considered minor in comparison to the effects of 
spectral interference and low CO2 SNR, a relative distance of 2 was 

selected, and hence ppt = 1
2. This meant that any prediction with a 

wRMSRE less than 2 gave a positive contribution to the compound score. 
The middle term, PCC = cov(X, Y)(σXσY)− 1, where σX and σY are the 

Fig. 2. Evaluation metrics of BANN, PLS, and KPLS models trained with increasing number of observations. All wavelengths were used and no preprocessing of the 
spectra was performed. Error bars show one standard deviation calculated over 4 runs. 

Fig. 3. Evaluation metrics of models trained with increasing number of preprocessed observations. All wavelengths were used and the error bars again represent one 
standard deviation. The results of the experiments without preprocessing, Fig. 2, are included as reference and displayed as semitransparent bars (without error bars) 
in the background. 
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standard deviation of the predictions and concentrations, gives a direct 
measure of the correlation between the predictions and concentrations. 
While related to R2, the correlation coefficient is less affected by outlier 
predictions and provides a better measure of the ability of the model to 
follow variations in concentration. Finally, the coefficient of determi-
nation was here defined as 

R2 =

⎧
⎪⎨

⎪⎩

1 −

∑

i
(xi − yi)

2

∑

i
(yi − y)2 R2 > 0

0 otherwise

(2)  

with xi being the ith prediction, yi the ith concentration, and y the 
average concentration. This relation, between the mean squared error in 
predictions and the variance in concentration, is a measure of how well 
the predictions correspond to, i.e. (in the sense of modelling the spectra) 
is caused by, the true concentration. Thus, in short, the score compounds 
the error, correlation, and causation of the predictions. 

3. Results and discussion 

All of the data acquisition was performed during the course of 10 
days, without any major disturbances. However, some of the results 
required extra care. For example, during training in the low N experi-
ments, several of the BANN base regressors failed to converge, nega-
tively affecting both training time, as the maximum number of iterations 
was reached, and prediction accuracy, as the non converging models’ 
predictions were included in the aggregations. However, as the focus of 
this study was to evaluate and compare BANN, PLS, and KPLS given the 
selected implementations, this was considered a result in itself, and no 
special considerations were awarded these models. The same approach 
was taken for the instances of N = 36231, where the working memory 
requirements of the KPLS implementation exceeded that of the 

workstation's - i.e. no such models could be trained and they were thus 
left out. For further information on how the different models scaled in 
CPU time and working memory requirements see figures S.1 and S.2 
(Appendix). 

3.1. Dependence evaluation 

In a first comparison of the methods, the models’ dependence on the 
number of observations used in training, Nt, was evaluated. As seen in 
Fig. 2, the BANN models consistently outperformed both PLS and KPLS 
in all three metrics. The figure also highlights the importance of using 
more than one metric when comparing regression models. For example, 
while the wRMSRE of the PLS models evaluated with N = 8000 (average 
Nt = 7200) was, on average, substantially lower than that of the KPLS 
models, the correlation between predicted and true concentrations of 
the PLS models was close to zero while that of the KPLS ones, on 
average, was almost 0.5. 

The combination of low spectral resolution and low concentrations 
of CO2 made the spectral information of interest reside close to noise 
floor, and susceptible to spectral interference. With a high N, averaging 
observations with the same concentrations should, to a certain extent, 
address the former by reducing the amount of noise. However, as shown 
in the left column of Fig. 3, this effect, in our experiments, was marginal 
- with the exception of the BANN and KPLS models trained with 1600 
observations that saw a significant improvement after averaging. As 
seen in Section 3.2, this, however, is a result specific to the training set 
size, lack of SNV scaling, and for BANN also this specific feature selec-
tion (all wavelengths). 

Thus, it could be seen as highlighting the strong positive effect this 
preprocessing step can have, but when compared with the two highest N 
experiments (and their error bars), it is clear that having more obser-
vations in the training set was more likely to consistently increase the 
performance of the model than averaging. 

In the center column of Fig. 3 the spectra were centered and scaled by 

Fig. 4. Evaluation metrics of models trained with increasing number of observations with reduced wavelength ranges. No preprocessing of the spectra was per-
formed. Error bars represent one standard deviation and the semitransparent reference bars are the results shown in Fig. 2, where all wavelengths were used. 
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their standard deviations, i.e. SNV scaled, before training. The results 
affirm those of Klintberg et al. in [14], that SNV scaling indeed increases 
the R2 value of PLS models. As seen in the figure, it also increased the 
PCC and lowered the wRMSRE for all Nt:s except 6720 and 30,158. Its 
effect on both BANN and KPLS models was, however, rather the oppo-
site. A possible explanation is that the PLS models, rather than pre-
dicting the concentration of CO2, were predicting the lack of N2 or Ar - i. 
e. the linear regression model that maximizes the correlation between 
the observation and concentration matrices, found by PLS, put more 
emphasis on the absence or diminished intensities of wavelengths cor-
responding to other transition lines than it did on the weaker CO2 
transitions. Assuming that both the BANN and KPLS models predict CO2 
concentration regardless of other species, lowering the peaks corre-
sponding to CO2 in the way SNV scaling did, would then be expected to 
also lower the R2 and PCC values to the extent seen in Fig. 3. Based on 
this interpretation, the combination of averaging and SNV scaling could 
be assumed to consistently improve scores for the PLS model but have 
little, or even a slightly negative, effect on KPLS and BANN models. 
These assumptions are in line with what the right column in Fig. 3 
shows, PLS improved and while the PCC for the BANN models showed a 
slight increase compared to only SNV scaling, the performance was 
substantially worse than for models without preprocessing. 

While both SNV scaling and averaging adds a linear time complexity 
operation to the training phase, feature selection (column indexing) is, 
in Julia, a time constant operation. Neither feature subset, RWR1 and 
RWR2, excludes wavelengths containing any significant lines in the CO2 
emission spectrum, however, in Fig. 4 it is made apparent that the 
removed wavelengths still contained information about the CO2 con-
centrations - at least as modelled by KPLS and BANN. As shown in 
reference [15], this was likely caused by the loss of emission lines from 
molecules, atoms, and ions resulting from CO2 disassociation, primarily 
CO, but also O, O+, and C. At lower N:s the BANN models seemed to 
primarily model the concentration based on the CO2 peaks, as indicated 
by both the averaging results and those in Fig. 4, i.e. it reached higher 
scores when the noise floor was lowered and/or the amount of 

additional, and thus less used, wavelengths were reduced. The perfor-
mance, however, did not reach the level of the higher N experiments. 
Assuming that it was the loss of these secondary transition lines that 
caused the drop in performance of high N BANN models, the KPLS 
models are likely to have depended heavily on them. 

Their performance using RWR1 was consistently below that of 
models trained on the full spectra and while the wRMSRE was improved 
using RWR2 it was only the Nt = 3600 model that showed an 
improvement across all metrics. As for PLS, the results from Klintberg 
et al. were shown to be fully reproducible, as models built from both of 
the reduced ranges showed improved performance over those using the 
full range. 

3.2. Evaluating all models 

To be able to visually compare all models, i.e. every combination of 
training set size, feature selection, and preprocessing steps, Fig. 5 rep-
resents each model with a box - the height and color of which is deter-
mined by the model's compound score, where a higher and brighter box 
corresponds to a score closer to 1. The figure clearly shows that, using 
the compound score as metric, BANN regression models outperformed 
both PLS and KPLS ones, for any combination of feature selection and 
training set size, given that SNV was not used in the preprocessing. In 
addition to SNV scaling, neither of the two reduced wavelength ranges 
improved the performance of the BANN models, an effect that was 
exacerbated by averaging more observations, i.e. lowering Nt . 

As shown in the figure, the most consistent way to improve the 
performance of the BANN models was to simply provide more raw 
spectra in the training set. For PLS, however, increasing Nt had a less 
clear effect - using RWR1 gave a slight increase in compound score, with 
RWR2 the score had almost the inverse relation to Nt, and with all, 
unpreprocessed wavelengths the training set size did not affect the score 
in any significant way. Its dependence on preprocessing was similar, 
while both SNV scaling and observation averaging produced outlier 
models with higher scores no obvious trends are visible. The figure also 

Fig. 5. Predictive power of each model as measured by the mean compound score 13

(

R2 + PCC + 1 − 1
2 wRMSRE

)

. The height and color of each box both correspond 

to the compound score, higher and brighter indicating a value closer to 1. A single line indicates a value ≤ 0, and an empty cell means that no model was trained and 
evaluated for that set-configuration. 
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shows that while RWR1 almost completely diminished the KPLS models’ 
predictive performance when trained on raw or averaged observations, 
the addition of SNV scaling improved the scores for all Nt:s. The top 
performing KPLS models, however, all reside in the top half of the 
rightmost column and displayed the same trends as BANN for increasing 

Nt, both with raw spectra and averaged RWR2. 
In addition to Fig. 5, Fig. 6 gives an overview of all the evaluation 

metrics for all the models. It shows that while the nonlinear KPLS 
regression models were capable of improving on their linear relatives, 
they were both less precise and robust when compared to the BANN 

Fig. 6. All metrics for all models, each built with a unique combination of number of observations, wavelengths, and preprocessing. Black lines indicate the median 
value, the boxes cover the interquartile ranges (IQR), and whiskers have a maximum length of 1.5 IQR. Any values beyond the whiskers were considered outliers, and 
are marked with x's. 

Fig. 7. Relative prediction error violin histograms of the models with the highest compound scores. The boxes are color coded by the mean, true CO2 concentration 
of the predictions binned in them. The width of them correspond to the mean fraction of predictions binned in them and the error bars indicate one standard de-
viation. Below the violins are the corresponding concentrations and predictions, the different markers group different runs. The BANN models were trained with all 
wavelengths and observations, and have a compound score of 0.873. The PLSs with RWR2, Nf = 40 and a score of 0.561, and KPLSs with all wavelengths and Nf = 40 
and had a score of 0.581. 
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models. Another key result shown in the figure is that the lowest median 
wRMSRE, PCC, and R2 values all belonged to the PLS models. This was 
due to PLS producing models that consistently predicted CO2 concen-
trations close to the mean of its training data, ensuring that the higher 
weighted, high concentration prediction errors were rarely large, 
despite a weak correlation between the predictions and true values. 

3.2.1. Predictive performance of selected models 
As seen in previous figures, using multiple, complementary evalua-

tion metrics is of great importance when comparing predictive models. 
However, a key property of the predictions that was not taken into ac-
count by the compound score used above was the distribution of pre-
diction errors. The wRMSRE value was weighted to penalize errors in 
low concentration predictions less than high concentration ones, but 
does little to measure precision, e.g. a model with a constant relative 
error of 1.1 (extreme precision, poor trueness) would get a lower 
wRMSRE score than one where the error varies between -1 and 1. The 
situation is similar for R2 and PCC. So, in Fig. 7 the (unweighted) relative 
error of the predictions of the models with the best compound score was 
binned, 

color coded according to the per-bin average true concentration, and 
are shown in a violin-style histogram, i.e. the width of the bars corre-
spond to the number of prediction errors in that bin. A stable, well 
performing predictive model would have a wide, bright base and pref-
erably a darker, narrow top.2 While none of the models in the figure has 
a continuous color gradient from top to bottom, the BANN model is the 
only one with a significantly wider base - indicating that the property 
modelled by it was, likely, the actual CO2 concentration, rather than 
some other property of the spectra that may be specific to the controlled 
settings of the data acquisition. 

Knowing that not all the desired properties of a performant 

regression model are necessarily measured by compounding R2, PCC, 
and wRMSRE - but also that such a model is likely to have a high 
compound score - Fig. 8 shows three manually selected models, one from 
each regression method. These were selected by comparing their pre-
cision, accuracy, and drift in order to verify the previous results. 

The BANN model in the figure was trained with the RWR2 wave-
length range and had a 9% lower compound score, 0.795, than the one 
in Fig. 7. The shape of the violin histogram together with the high 
variance of the predictions around 3% CO2 indicate that it tended to-
wards having a cut-off concentration rather than a drift, a property that 
had a clear negative effect on the score but can be very useful in 
numerous applications. Additionally, this reinforces the earlier inter-
pretation regarding the heavily reduced RWR2 range; that the regression 
focuses more on the actual CO2 transition lines, as opposed to also 
relying on the emission from species formed by dissociation of CO2 in 
the plasma. The performance of PLS and KPLS, however, were found to 
be highly correlated with their compound score. This also indicates that 
given the data used in this study there was a predictive performance 
ceiling for them, which was reached by using a specific combination of 
feature selection, and preprocessing steps, as the selected models’ 
training set configurations differ only in size to those in Fig. 7. 

4. Conclusions 

The combined results of this study show that single hidden layer 
BANN regression models, trained on low resolution optical emission 
spectra from a microplasma source, outperform both linear PLS and 
tuned KPLS regression models in predicting low CO2 concentrations in 
controlled samples, even when using a small (<1000) number of ob-
servations for training. BANN was also shown to be a more robust 
regression method, outperforming the others in nearly all tested com-
binations of training set sizes, preprocessing methods, and wavelength 
range (feature) selections, even without hyperparameter tuning. 
Comparing PLS and KPLS, the latter scored slightly higher than the 
former, but more importantly, KPLS - like BANN - showed a clear trend 
of improving performance with the number of observations used in 

Fig. 8. Relative prediction error violin histograms and corresponding predictions and concentrations for hand picked models, selected from the top ten in terms of 
compound score, of each method. Both BANN and PLS models used RWR2, neither any preprocessing. Nf and compound score were 40 and 0.795, and 80 and 0.424, 
respectively. The KPLS used all features, Nf = 20, no SNV scaling and had a score of 0.462. 

2 Of course, a perfect model would have all predictions binned in the base, as 
seen in Figs. 5 and 6 though, such a model is less than likely to have been 
trained. 
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training. 
To an extent, the results did not only show that BANN outperformed 

PLS and KPLS in the investigated region, but that it could deliver reliable 
predictions of information in the data that the other methods could not 
model at all. In this study, the data was obtained using a general-purpose 
spectrometer, the computational resources available in in a consumer 
grade laptop, and open source software. It could be argued that the 
performance of PLS and KPLS would be more competitive if any of these 
parameters were improved, e.g. by using a higher resolution and SNR 
spectrometer and/or more advanced preprocessing algorithms. How-
ever, compatibility with inexpensive, readily available hardware and 
open source software is a great advantage from an equality and sus-
tainability perspective. Moreover, portable, low-cost, less performant 
hardware commonly translate to nonlinearities or noise in measured 
signals due to drifts, spectral overlap, and background effects. Hence, it 
could be reasonable to extrapolate the results to other nonlinear signals, 
both within and beyond spectroscopy, where traditional regression 
methods have failed to facilitate reliable and robust modelling. 

Finally, the growing availability of field programmable gate arrays 
and neural network application-specific integrated circuits makes a fully 
integrated measurement system feasible, and in this context, the fact 
that the best BANN models did not require any preprocessing must be 
highlighted as a significant advantage, as it dramatically decreases the 
complexity of such a system. 
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