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Abstract
A comparison of statistical methods to generate short-term probabilistic forecasts for
wind power production purposes in Iceland
Arnór Tumi Jóhannsson

Accurate forecasts of wind speed and power production are of great value for wind power producers. In
Southwest Iceland, wind power installations are being planned by various entities. This study aims to
create optimal wind speed and wind power production forecasts for wind power production in Southwest
Iceland by applying statistical post-processing methods to a deterministic HARMONIE-AROME forecast
at a single point in space. Three such methods were implemented for a 22 month-long set of forecast-
observation samples in 1h resolution: Temporal Smoothing (TS), Observational Distributions on Discrete
Intervals (ODDI - a relatively simple classification algorithm) and Quantile Regression Forest (QRF -
a relatively complicated Machine Learning Algorithm). Wind power forecasts were derived directly
from forecasts of wind speed using an idealized power curve. Four different metrics were given equal
weight in the evaluation of the methods: Root Mean Square Error (RMSE), Miss Rate of the 95-
percent forecast interval (MR95), Mean Median Forecast Interval Width (MMFIW - a metric to measure
the forecast sharpness) and Continuous Ranked Probability Score (CRPS). Of the three methods, TS
performed inadequately while ODDI and QRF performed significantly better, and similarly to each
other. Both ODDI and QRF predict wind speed and power production slightly more accurately than
deterministic AROME in terms of their Root Mean Square Error. In addition to an overall evaluation of
all three methods, ODDI and QRF were evaluated conditionally. The results indicate that QRF performs
significantly better than ODDI at forecasting wind speed and wind power at wind speeds above 13
m/s. Else, no strong discrepancies were found between their conditional performance. The results of
this study are limited by a relatively scarce data set and correspondingly short time series. The results
indicate that applying statistical post-processing methods of varying complexity to deterministic wind
speed forecasts is a viable approach to gaining a probabilistic insight into the wind power potential at a
given location.

Keywords: Wind power, Iceland, boundary layer, atmospheric stability, probabilistic forecasting,
Machine Learning, Quantile Regression Forest
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Populärvetenskaplig sammanfattning
En jämförelse av statistiska metoder för att generera kortsiktiga probabilistiska prognoser
för vindkraftsproduktion på Island
Arnór Tumi Jóhannsson

Accurate forecasts of wind speed and power production are of great value for wind power producers.
In Southwest Iceland, wind power installations are being planned by various entities. This study aims
to create optimal probabilistic forecasts for wind power production in Southwest Iceland by applying
statistical post-processing methods to a determinisitc forecast model which is widely used by forecasters
in Iceland. Three such methods were were implemented for a 22 month-long period. One of the three
methods employs machine learning and is significantly more complex than the two other methods. Of
these three methods, one was found to perform inadequately while the two other methods, including
the one employing machine learning, performed significantly better. The two methods which were
found to be adequate were compared based on their performance in different atmospheric situations.
The results indicate that the more complex of the methods performs only marginally better than the
less complex method overall. However, it performs significantly better at relatively high wind speeds.
Else, no strong discrepancies were found between their performance. The results of this study are
limited by a relatively scarce data set and correspondingly short time series. They indicate that applying
statistical post-processing methods of varying complexity to deterministic wind speed forecasts is a
viable approach to gaining a probabilistic insight into the wind power potential at a given location.
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1 Introduction

Since the beginning of this century, global wind energy capacity has grown steadily at a
rate of around 20 percent annually. Wind energy is among the cheapest renewable energy
sources available and has become increasingly cost-competitive with fossil fuels (Sayigh and
Milborrow, 2019). The relatively simple assembly of wind turbines, low maintenance costs and
continuous technological advances in turbine design make wind energy an attractive option for
energy producers. Despite being a renewable energy source, wind energy is not exempt from
scrutiny related to its environmental impacts (Saidur et al., 2011). Wind turbines pollute their
environment both visually and aurally as well as posing a certain threat to animals, most notably
birds (Snæþórsson et al., 2020). Some of these problematics can be limited to a certain extent
by placing wind farms away from human settlements and delicate ecosystems.

Iceland is located just south of the arctic circle with one of the smallest populations of the
European countries. Its electricity grid is isolated and harbours a green energy mix which at the
time of this writing consists almost exclusively of hydro- and geothermal power (Nawri, 2014).
As such, Iceland is in an enviable position with regard to power production. Energy prices in
Iceland are relatively low compared to the rest of Europe (European Commission, 2021) and
the production surpasses the general consumption by a large margin with the surplus being sold
to heavy industry (Orkustofnun, 2021). Nevertheless, the potential of harvesting wind energy in
Iceland has been increasingly contemplated in the past two decades by various entities (Askja
Energy, 2019; Askja Energy, 2017). So far, the few wind turbines that have been erected
in Iceland are operated mainly for research purposes. However, increased economic interest
has driven different companies to devise plans to construct and operate wind farms in Iceland
(Orkustofnun, 2015).

One of the challenges in operating an electrical grid is integrating the different energy
sources in a way that optimizes the efficiency of the production. The combination of all
the energy sources of a grid is commonly called the energy mix. An even and foreseeable
production is beneficial for a grid operator. Energy sources vary in their predictability. In the
cases of controlled burn and nuclear fission, the production is highly foreseeable, but less so
for some natural sources, such as geothermal, water and wind energy (Kroposki et al., 2017).

High quality wind forecasts are of importance in a wide variety of contexts, such as for
the general public, the transport sector and urban planning. In recent years, accurate wind
forecasts have become increasingly relevant in the energy sector (Sayigh and Milborrow, 2019).
A precise forecast of wind power production increases the efficiency of turbines and allows for
a more reliable integration of their output power into the electricity grid. Further, knowledge of
future power supply can yield an advantage on energy markets, where energy price evolution is
highly dependent on production. For grids with a diverse energy mix, the temporal variations in
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the output of different sources make accurate production forecasts highly valuable. To correctly
estimate the power output of wind turbines or wind farms, an accurate wind forecast at the hub
of the wind turbine is a prerequisite (Mahoney et al., 2012; Haupt et al., 2014).

Weather forecasts can be broadly classified as deterministic or probabilistic. Deterministic
forecast models output a single value for each variable per time step. They are deterministic
in the sense that they do not take note of the uncertainties in a system they predict. Whereas
deterministic forecast models are widely used, they are unable to convey information about the
confidence of their output (Lackmann, 2011). Due to the chaotic nature of the atmosphere and
its limited predictability, it is of value to gain knowledge about the uncertainty of the forecast.
In some cases, rather than to forecast only one state, it is useful to predict a range (spread) of
states and the probability with which they should occur (Buizza et al., 2009).

As opposed to deterministic models which calculate a single state for each time step, probabi-
listic models calculate multiple states or a continuous spread of states. Probabilistic methods
are generally more computationally elaborate and have been widely applied in forecasting
for the past decades. As an example, ensemble forecasting is a well-established method in
probabilistic numerical weather prediction (Buizza et al., 2009; Lackmann, 2011).

Ensemble forecasting is based on altering the conditions of the initial state multiple times
(each alteration represents one forecast member) or, analogously, varying parameters in the
model. A forecast is produced for each member and the resulting spread is then analyzed
statistically to produce an output. Because of the added computational cost of ensemble forecasts
relative to deterministic methods, analyzing the benefit of implementing ensemble forecasts
and comparing them to other probabilistic methods is of interest for wind power producers
(Lackmann, 2011).

With increased computing power and vastness of data in recent decades, machine learning
has become an important field within data science and other disciplines (McGovern et al.,
2017). Machine Learning Algorithms (MLAs) can and have been applied to meteorological
data to produce and improve forecasts (Bari and Ouagabi, 2020; Bhuiyan, 2019). The algorithms
are diverse and subject to constant development. One of the main advantages of applying
MLAs is their ability to cope with non-linearity and to handle large data sets. The application
of MLAs has in some cases been shown to outperform forecasts based on Numerical Weather
Prediction (NWP) models (Xia et al., 2020; Kirkwood et al., 2021).

The aim of this thesis is develop an optimized probabilistic wind forecast by statistical
post processing. The study seeks to implement such post-processing methods in a way which
is useful for wind energy producers in Iceland, particularly with respect to a potential wind
park on the plateau of Mosfellsheiði, which is one of several wind installation projects being
currently proposed in Iceland. The thesis pursues to answer the following questions:

• Is it feasible to apply post-processing methods to short-term deterministic weather fore-
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casts in order to create probabilistic forecasts for wind power production on Mosfellsheiði?

• Which level of complexity is appropriate and/or acceptable to improve said weather
forecasts?

• Is it beneficial to apply Machine Learning Algorithms to classify atmospheric data used
for said weather forecasts?

This thesis is structured as follows: In Chapter 2, some of the theoretical and contextual
background relevant to the analysis is presented. Chaper 3 describes the observational and
NWP data and the quality control applied to it. In Chapter 4, the methodology applied in
this study is detailed and its results presented in Chapter 5. A discussion of the results is in
Chapter 6 and concluding remarks are summarized in Chapter 7.

2 Background

As demand for green energy has increased continuously in recent decades, wind turbine techno-
logy has been in rapid development. Wind energy is a relatively cheap renewable energy source
with its associated infrastructure being particularly easy to install. The first commercial wind
turbines emerged in the USA in the 1970s with rotor diameters between 10 and 20 m and rated
power on the order of tens of kW (Sayigh and Milborrow, 2019). Since then, the size and power
ratings of turbines have grown steadily. At the end of the last century, the biggest turbines had
reached rotor diameters of 70 m with their ratings specified in MW instead of kW (Sayigh
and Milborrow, 2019). At the time of this writing, the most powerful wind turbine available
commercially is an off-shore turbine rated at 14 MW with a rotor diameter of 220 m (General
Electric, 2022). Since the end of the last century, the hub height of on-shore wind turbines has
increased by close to 60 percent, with a typical hub height being close to 100 m today (Office of
Energy Efficiency and Renewable Energy, 2021). The share of wind power in the energy mix of
North-European countries has increased continuously since the installation of the first turbines
and in 2021, new wind power plants amounted to 17.4 GW, of which 81 percent of installations
were on shore. European countries are forecast to install 116 GW until 2026, which amounts
to approximately half of the region’s present wind energy potential (Wind Europe, 2021). In
Iceland, wind energy production is now being contemplated by various entities.

2.1 Iceland as a wind turbine site

At present, almost all electricity produced in Iceland is of hydrodynamic or geothermal origin,
with the former being significantly more prevalent than the latter. The potential of hydropower
exhibits a strong seasonal variation, with stream flow in rivers peaking during the summer
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months, when energy demand is generally at its lowest. The opposite is true for wind. Thus, it
is likely that increased wind power production in Iceland would serve to dampen the temporal
oscillation in total power production and allow for a higher level of efficacy in the grid. Further,
glacial runoff in Iceland is forecast to reach a maximum around the mid of this century and then
decrease significantly throughout its latter half due to increased melting, whereas wind speeds
are predicted to remain more stable (Nawri et al., 2014). As the potential of hydropower in
Iceland decreases, wind power might prove to be a good sustainable alternative.

Iceland has a population of around 400,000, of which more than two thirds reside in the
capital area in and around Reykjavík. The rest of the population is mainly spread out along
the coast. The highlands, which make up the vast majority of Iceland’s surface area, are
mostly uninhabited. From a meteorological standpoint, high and complex terrain such as the
highlands of Iceland poses certain difficulties for wind turbines compared to off-shore and
coastal regions. The frequent passage of low pressure systems over and around Iceland results
in highly dynamical and variable weather with gale-force winds occurring relatively frequently
(Einarsson, 1984; Furger, 2007). Winds blowing over rugged terrain are associated relatively
strong turbulence near the ground. Turbulence describes the chaotic nature of fluid motion and
is observed in most naturally occurring flows. It is highly non-linear, diffusive and dissipative,
three-dimensional and exists at a broad range of spatial and temporal scales (Arya, 2001).
Due to the non-linearity of turbulence, the resulting motions are difficult to forecast although
their statistical properties can in some cases be adequately described and forecast. However,
the relatively low operating cost compared to off-shore sites may render some inland regions
feasible in a wider context (Alfredsson and Segalini, 2017).

When considering wind power production in or close to mountainous terrain, it is beneficial
to take into account local wind phenomena on the mesoscale to the extent possible. Whereas
some such phenomena may be entirely unique to a particular terrain, some common features
may aid in understanding and predicting the wind field above the surface. Research on extreme
wind events in Iceland suggests that topography in conjunction with atmospheric stability can
have a large impact on winds leewards of mountains where gravity waves can cause sudden
acceleration in surface winds and high horizontal variability in the wind field. No concrete
connection has yet been found in terms of the height of such barriers or the reach of their area
of influence (Ruff and Ólafsson, 2019). Orographically induced mesoscale wind phenomena
are discussed in Chapter 2.5.

2.2 Wind power statistics

In wind turbine engineering, the theoretical maximum power output P of a turbine is given by
Equation 1
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P =
1

2
cpρFu3 (1)

where cp is the the efficiency coefficient and describes how much of the total kinetic energy
in the wind which passes through the blade disc is absorbed by the turbine. It has been show
to take a theoretical maximum value of 16

27
(Betz, 1920). The air density is denoted ρ, the disc

area F and u is the speed at which the component of the wind which is perpendicular to the
blade disc blows across the blades (Sayigh and Milborrow, 2019). Each turbine is different in
terms of its power output as a function of wind speed. The relationship between the two is often
published by turbine manufacturers and is commonly termed the power curve.

Then, the total energy production of a turbine over some time period is given by Equation 2.
By integrating Equation 1 with respect to time, we get the total energy output over a period t1

to t2:

E =
1

2
cpρF

∫ t2

t1

u3(t)dt (2)

When wind profile data is not available or its quality is not adequate, it needs to be modeled.
This can be done in different ways, but a common factor of most assumptions is the so-called
no-slip condition which states that the wind speed at the surface is naught. Different approaches
can be taken to modeling the wind speed above the surface. Assuming the wind speed to
vary logarithmically is generally a good approximation in the lowest layer of the Atmospheric
Boundary Layer (ABL) (Stull, 1988). Further above, modeling wind speed in terms of its
departure from geostrophy may be feasible (Arya, 2001). For wind power applications, the
wind speed profile is commonly assumed to abide by the power-law as stated in Equation 3
below.

u(z2) = u(z1)(
z2
z1
)α (3)

where u(z) is the wind speed at its corresponding level z. Then, the power coefficient α can
be stated in terms of u(z) and z as in Equation 4 (Sayigh and Milborrow, 2019).

α =
ln[u(z2)/u(z1)]

ln[z2/z1]
(4)

Thus, α can be determined empirically from wind speed at two heights. The power coefficient
varies with changing meteorological conditions, such as atmospheric stability, and is dependent
on the characteristics of the underlying terrain. It commonly takes a value between 0.1 and 0.7
(Sayigh and Milborrow, 2019). From Equation 3, it is clear that if α is larger than 0, the wind
increases with height and does so more abruptly for an increase in α. A negative value of α
implies decreasing wind speed with height.
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While the power law is often observed to be an adequate fit for velocity profiles in the lower
part of the ABL, it does not have a strong theoretical basis. The exponent α increases with
increased stability, approaching unity for very stable conditions. This implies a linear velocity
profile (Arya, 2001).

2.3 The atmospheric boundary layer (ABL)

The surface of the Earth exerts a frictional force on wind which blows across it. The ABL is
defined as the layer of the atmosphere which is directly influenced by its underlying surface
(Holton, 1992). As such, the ABL reaches from the surface upwards to some height at which
this influence fades. Above the ABL, in the free atmosphere, the frictional force is negligible
and thus the winds are only subject to the pressure gradient force and the Coriolis force. When
these two forces are in balance, the resulting flow runs parallel to isobars and is said to be
geostrophic. This is a good approximation of the actual flow in the free atmosphere in many
cases and a common assumption to make when working on the synoptic scale in the absence
of friction (Holton, 1992; Arya, 2001). The speed of the geostrophic flow is governed by the
pressure gradient force and is faster for a stronger pressure gradient.

In the ABL, different surface characteristics influence the overlying atmosphere in different
ways; the topography of the surface and its thermal properties are examples thereof (Arya,
2001). A rough surface has a larger effect on its overlying atmosphere than a smooth one
(Mahrt, 2000). A rougher surface translates to more friction and thus a stronger vertical
variability in the wind field, called wind shear (Huang and Margulis, 2009; Coleman et al.,
2021). Likewise, during hours of direct sunlight, a surface with a low thermal capacity, i.e.
one whose temperature increases more readily under radiation, affects the overlying air more
strongly than a surface with a low thermal capacity in the presence of radiative forcing (Haghighi
and Or, 2015). Note, however, that this is not the case in the absence of direct radiation.
Therefore, the ABL is generally deeper during the day than during the night and the difference
in depth between a nocturnal and a daytime ABL increases with a decreased surface thermal
capacity and increased sunlight. This is why locations at high latitudes have a lower daytime
ABL than those at low latitudes, all else being equal.

The nocturnal ABL is typically only a few hundred meters deep or less whereas a typical
diurnal ABL reaches about 1 to 1.5 km upwards. In cases of deep convection, it may even
locally penetrate the tropopause in cells of thunderstorms (Stull, 1988). It is thus clear that
the ABL is subject to a diurnal cycle, the amplitude of which depends on the aforementioned
factors. Other factors which affect the depth of the ABL are moisture content and moisture
capacity of the surface and the air (Haghighi and Or, 2015), synoptic-scale weather patters
(Sinclair, Belcher and Gray, 2010) and cloud cover, which plays an important role for the
radiative balance in the ABL (Stull, 1988).
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A good example of a scenario for which a shallow ABL would be expected, is over a cold
ocean surface. The high thermal capacity of water means that even in the presence of sunlight,
a relatively large portion of incoming short-wave radiation would be absorbed and so the air
above the surface would heat relatively slowly. Further, the relative smoothness of an ocean
surface compared to most land surfaces would limit the growth of a boundary layer. Conversely,
a deep ABL should be expected during a sunny day over rough terrain at low latitudes. In such
a case, the strong sunlight causes the terrain to heat up quickly, as it absorbs a relatively small
portion of the radiation. The rough terrain causes disturbances and turbulent eddies in the wind
field which affect the flow throughout a deeper portion of the atmosphere than if the surface
were smooth or at a higher latitude (Stull, 1988).

2.4 Atmospheric stability

The Ideal Gas Law describes the thermodynamic state of an ideal gas and is given by Equation 5

P

ρ
= RT (5)

where P denotes the pressure of the gas, ρ denotes its density, R is a constant specific to
the the gas and T is its temperature. The Ideal Gas Law applies to atmospheric air to a good
approximation (Yau and Rogers, 1996).

Equation 5, states that temperature stands in an inverse relationship to the density of air,
but in a linear relationship to the pressure exerted upon it: Vertical motion of air tends to be
encompassed by a temperature decrease and, thus, an increase in density. For dry air, fixing two
of the three variables in Equation 5 yields the third one. As an example, with knowledge of the
pressure and temperature of a volume of dry air, its density can be directly determined. This is
however not the case for air containing water vapor. Water vapor has a lower specific gravity
than dry air and thus moist unsaturated air is less dense than dry air. Thus, at constant pressure,
equally dense volumes of moist air and dry air are at different temperatures. The temperature
to which dry air would need to be raised for its density to match that of moist air at the same
pressure is defined as the virtual temperature, Tv (Stull, 1988; Yau and Rogers, 1996).

Atmospheric stability is the tendency of the atmosphere to resist vertical motion. It is
determined by the density profile of the atmosphere, which in turn is heavily influenced by
the adiabatic lapse rate of temperature. The ambient adiabatic lapse rate is an indicator of
atmospheric stability. Adiabaticity describes a process in which no heat is exchanged between
the system (in this case a hypothetical parcel of air) and its environment (Holton, 1992). When
an air parcel is lifted and cools more rapidly than its environment, the lifting will be resisted by
the density differences between the parcel and the environment. Conversely, if the parcel cools
less than its environment during the lifting, it will become warmer than its environment and
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tend further upwards. Thus, a low ambient lapse rate is associated with stability, while a high
ambient lapse rate is associated with instability. When moisture saturated air is lifted, some
of its vapor condenses into liquid water releasing latent heat and thus resisting the cooling to
an extent depending on its moisture content. No release of latent heat occurs in the lifting of
unsaturated air. Thus, dry air cools more than saturated air as it is lifted and thus results in more
stable conditions, all else being equal (Yau and Rogers, 1996).

Dry air has been found to cool at 0.98◦C for every 100 m of ascent in an adiabatic process
while saturated air cools at a lesser rate, the exact value of which depends on the ambient
temperature (Arya, 2001). Here, these two lapse rates of hypothetical parcels of dry and
saturated air lifted from the surface will be denoted Dry Adiabatic Lapse Rate (DALR) and
Saturated Adiabatic Lapse Rate (SALR) respectively. In some cases, the environmental lapse
rate can be negative, meaning that temperature increases with height. Layers in which this is the
case are called inversion layers and, if they occur at the surface, are called surface inversions.
Inversions are indicative of highly stable conditions. Figure 1 shows a schematic drawing of
different lapse rates compared to the DALR and SALR.

Figure 1. Schematic drawing of different ambient lapse rate profiles compared to the dry and saturated adiabatic
lapse rate of hypothetical parcels of air lifted from the surface at 10◦C. The lapse rate of hypothetical parcels
of dry and saturated air are shown with the left and right black dashed lines respectively. The ambient lapse
rate shown in red is indicative of unstable conditions, as even a completely dry parcel of air will have a higher
temperature than its surroundings when lifted from the surface. An ambient lapse rate between the dry and the
saturated adiabatic ones is shown in magenta. Depending on the moisture content of the lifted air, it might be
either stable or unstable. The two rightmost lines in blue indicate ambient lapse rates which are lower than that
of a saturated parcel of air. The rightmost line in a darker tone of blue shows a temperature increase with height
signifying a temperature inversion.
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As vertical motion of air induces a change in its temperature, temperature itself is not an
ideal variable to use in the comparison of air at different levels or air which is subject to vertical
motion. Potential temperature, θ, is defined as the temperature that a parcel of air would have if
it were adiabatically brought to some reference pressure (Yau and Rogers, 1996). The potential
temperature is thus conserved in any adiabatic process and changes only with the addition or
subtraction of heat to or from the system. The virtual potential temperature, θv, is defined
analogously to virtual temperature, Tv. Changes in θv are thus a measure of the heat added or
subtracted from the atmosphere. The vertical profile of θv changes in response to the flux of
heat into our out of the atmosphere.

When the surface is cooler than the atmosphere above it, the atmosphere cools from below.
The heat flux is directed downwards into the surface resulting in a positive gradient of θv.
This results in buoyant forces inhibiting vertical motion. The environmental lapse rate tends to
decrease and, if the temperature gradient is steep enough, can become negative. The atmosphere
is said to be stably stratified and such a stratification serves to limit the depth of the ABL (Stull,
1988).

The reverse is true when the surface is warmer than its overlying atmosphere. In this case,
the atmosphere warms from below as the environmental lapse rate increases. Heat flows from
the surface into the lowest layer of the atmosphere. A negative θv gradient results. The density
reduction in the lowest layers of the atmosphere causes an ascent under buoyant forces until a
thermal balance is reached - the atmosphere is then said to be unstable. Generally, the depth of
the ABL increases with an increasingly unstable stratification. When the temperature profile is
such that no buoyant forces are exerted in some layer of the atmosphere, this layer is said to
have a neutral stratification. In this case, the environmental lapse rate and the adiabatic lapse
rate are equal (Stull, 1988).

In an unstable atmosphere, the vertical transport of momentum is facilitated by buoyant
forces. It is then said that the atmosphere is well mixed and the wind velocity profile is smooth.
Convective motion results in turbulent flow as the atmosphere seeks to retain balance under
gravity. Potential gravitational energy is converted into kinetic energy as this redistribution
process takes place. The production of turbulence due to buoyancy is commonly referred to as
thermal production of turbulence (Stull, 1988).

However, the mass distribution in the atmosphere can also serve to prevent vertical motion
and thus turbulence. In a stably stratified atmosphere, this is the case. The ABL is lower and
geostrophic conditions are achieved at lower altitudes. The thermal production of turbulence is
then negative.

Vertical shear in the wind field creates turbulent flow. Turbulence can be viewed as the
breaking of waves which form at the boundary between two layers in a fluid moving in relation
to each other. The production of turbulence due to wind shear is commonly referred to as
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Figure 2. Schematic drawing of potential temperature profiles in the lowest part of the ABL for two different
situations. On the left: Heat flows from a relatively warm atmosphere over a cold surface. Virtual potential
temperature increases with height and the atmosphere cools from below. On the right: Heat is absorbed by
a relatively cold atmosphere over a warm surface Virtual potential temperature increases with height and the
atmosphere heats from below.

mechanical production. As opposed to buoyancy, wind shear never counteracts turbulence but
serves only to create it (Stull, 1988). Recalling the no-slip condition discussed in Chapter 2.2,
wind shear is always present near the surface unless wind speed is naught, and so is mechanical
production of turbulence. As long as the wind speed is non-zero, shear exists at the surface
and tends to mathematical infinity towards the surface due to the no-slip condition. The layer
in which friction and the associated wind shear is most significant is called the Surface Layer
or the Surface Boundary Layer (SBL). It is commonly defined as the lowest 10 percent of the
ABL where variations of turbulent fluxes are less than one tenth of their magnitudes and are
sometimes be approximated as being constant (Stull, 1988).

From the above, it is clear that the stability of the atmosphere governs its tendency to
produce, sustain or inhibit turbulence and that turbulence characteristics of the atmosphere are
strongly linked to its stability and the wind profile in the ABL. Whereas turbulence production
due to buoyancy is constrained to an unstable atmosphere, mechanical production is not. For
turbulence to be induced in a stably stratified atmosphere, the mechanical production due to
wind shear needs to counteract, and eventually overcome, the buoyant damping (Stull, 1988).

Turbulence Kinetic Energy (TKE) is a measure of turbulence intensity in the atmosphere.
Its local tendency is quantified in Equation 6, called the TKE equation.

∂ē

∂t
=

g

θv
(w′θ′v)− u′w′∂Ū

∂z
− Ū

∂ē

∂z
− ∂(w′e)

∂z
− 1

ρ

∂(w′p′)

∂z
− ε (6)

On this form, the equation applies to horizontally homogenous conditions with the coordinate
system aligned with the mean wind. Here, ē denotes the TKE per unit mass and its local

10



tendency is given as the sum of six terms where g is Earth’s gravitational acceleration (9.81m/s2

was used in the calculations of this thesis), w is the vertical wind, θv is the virtual potential
temperature, the derivative ∂U/∂z represents the vertical variation in the horizontal wind, U
and air density is denoted by ρ.

Primed variables represent perturbations from their temporal means and barred ones denote
time averages. Averaged products of perturbations represent the covariance of the two variables
or, physically, turbulent fluxes (Arya, 2001). Here, w′θ′v represents the vertical flux of virtual
potential temperature or, simply put, the turbulent heat flux. Similarly, w′u′ describes the
vertical flux of horizontal momentum. The first two terms on the right hand side are commonly
referred to as the thermal production and mechanical production of turbulence respectively. The
third term on the left hand side describes the advection of TKE. In the case of zero subsidence
in addition to horizontal homogeneity, this term is naught, as it contains the vertical variation
in TKE, ∂ē

∂z
. The fourth and fifth term on the right hand side in Equation 6 describe respectively

the divergence of TKE and its transport due to disturbances in the pressure field. The last
term, ε quantifies the dissipation of turbulent eddies into heat as their motions cascade down to
molecular scales.

From the above, it is clear that at any given point in space, TKE is quantified by the sum
of six terms, two of which are thermal production and mechanical production. The remaining
four terms are an advection term describing the advection of turbulence by the wind, two terms
describing the transport of turbulence (by continuity, both are naught when averaged across the
ABL) and the dissipation of turbulent eddies into heat (Stull, 1988; Puhales et al., 2013). Note
that these four terms can never be responsible for the production of turbulence: They merely
transport TKE in space or across spatial scales. Thus, the only two terms in the TKE equation
associated with the generation of TKE are the mechanical and thermal production.

A common measure of stability and of the tendency of the atmosphere to become turbulent
is the flux Richardson number. This number is a simple ratio between two terms of the
TKE equation, namely the thermal production of turbulence and the mechanical production
of turbulence. The flux Richardson number is given by Equation 7 for the case of negligible
subsidence and horizontal homogeneity.

Rif =

g

θv
w′θ′v

u′w′∂U/∂z + v′w′∂V/∂z
(7)

Equation 7 applies to an arbitrarily defined coordinate system, in which both horizontal wind
components are considered. Here, the derivatives ∂U/∂z and ∂V/∂z represent the vertical
variation in the horizontal wind components, U and V (Stull, 1988). The denominator in
Equation 7 is generally negative as the momentum tends to flow from levels of strong wind to
levels of calmer wind and is thus directed downwards when winds increase with altitude. Due
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to the no-slip condition, this is almost always the case sufficiently close to the surface. Then,
the sign of Rif is determined by the sign of the turbulent heat flux contained in the numerator.

In an unstable atmosphere, thermal heat flux is positive, Rif is thus negative and turbulence
is induced by convection. However, in a stable atmosphere, the thermal production is negative
so Rif is positive. If Rif is high enough, no turbulence is generated or sustained. As it
decreases, the mechanical production becomes more significant and overcomes the buoyant
damping at a sufficiently low value. The Rif at which this occurs is commonly termed the
critical Richardson number, Ric, and corresponds to an Rif of about 0.25 in most cases. Above
the Ric, no turbulence is generated. However, flow which is turbulent may remain so up to a
value of 1, at which point the buoyant damping exceeds the mechanical production. The exact
value of Ric is not known accurately and in later years has been found to be more variable than
previously thought. It has been found to depend upon the atmospheric stability and upon certain
characteristics of the flow itself (Galperin, Sukoriansky and Anderson, 2007; Richardson, Basu
and Holtslag, 2013; Grachev et al., 2013).

From data measured or modeled at discrete levels, it is not possible to compute Rif . However
an approximation, the so-called bulk-Richardson number Rib, can be computed. It is defined
as

Rib =
g∆θv∆z

θv[(∆U)2 + (∆V )2]
(8)

Here, ∆z is the finite thickness of the layer across which the finite differences in the other
variables apply (Stull, 1988). In the calculations of this thesis, the value of θv in the denominator
was averaged across ∆z. The bulk Richardson number is a measure of atmospheric stability and
will be used as such to define different stability regimes. Note that as opposed to Equation 7,
Equation 8 does not explicitly include turbulence, which is an advantage as turbulence is not
easily quantified.

2.5 Mesoscale wind phenomena associated with complex terrain

As is clear from the discussion so far, topography affects wind in the ABL. The influence
which complex terrain has on wind can pose severe challenges in forecasting. For reasons of
mass continuity, air which flows across physical obstacles must yield to them. For example,
air which flows over rises in the terrain is forced to ascend if it cannot yield in the horizontal.
Depending on the atmospheric stability, it may either continue to rise after the influence of
the obstacle has ceased, or it may tend to descend towards its initial height (Markowski and
Richardson, 2011). In the former case, terrain can directly induce convection (Kirschbaum
et al., 2018). In the latter, the buoyant damping may cause air flow to oscillate vertically in
a wave like motion which can directly impact power generation (Draxl et al., 2021). Gravity
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waves are commonly called mountain waves if they are caused by orography and they are highly
dependent upon the shape of the obstacle inducing the wave and the atmospheric stability of its
environment (Durran,1990). Gravity waves typically exist on scales between 1 and 1000 km
in the horizontal and from hundreds to thousands of meters in the vertical. This wide range
of spatial scales of gravity waves can make them difficult to model as their orographic sources
cannot always be adequately resolved. Strong winds blowing over mountain crests in stable
conditions are associated with a strong downwards acceleration on the lee side of mountains,
but no universal theory of the phenomenon exists (Ólafsson and Bao, 2020).

Orographically forced air may yield in the horizontal instead of in the vertical to an extent
depending on stratification. When air is forced through a gap in the terrain, an acceleration
in the flow through the gap ensues. The resulting wind is referred to as a gap wind and can
be highly variable in time and space (Pan and Smith, 1999). Air which is forced around
the periphery of an obstacle in the horizontal is subject to a similar effect and such flows are
commonly referred to as corner winds. In either case, orographic forcing of air is encompassed
by convergence and divergence which translates to changes in the speed and direction of the
wind, as well as other atmospheric variables.

Rapid and unforeseen changes in wind direction in the Icelandic central highlands have
been connected to flow over nearby mountains. Abrupt changes in the wind field in Iceland
are generally connected to flow originating from relatively high and complex terrain in stable
atmospheric conditions. Studies have shown that topography plays an important role in such
events, yet no generalization regarding the height of obstacles or the distance to them has been
established. Downslope flow has been found to be significantly more important in this context
than corner winds and gap winds (Ólafsson, 2016; Ruff and Ólafsson, 2019).

2.6 The HARMONIE-AROME forecasting system

In this thesis, use is made of model data from the HARMONIE-AROME forecasting system.
In HARMONIE-AROME, model levels are defined by constant pressure levels scaled with
the surface pressure. Because they are influenced both by the pressure and the terrain, such a
vertical coordinate is called a hybrid. The influence of the surface in the definition of the model
levels decreases upwards: At the lowest five levels, the vertical coordinate is defined solely by
the surface pressure and is thus fully terrain-following. Above those, model levels are defined
by a combination of actual pressure at that height and surface pressure. The highest levels are
defined only by pressure, i.e. they are isobaric surfaces.

The lower boundary conditions of the model are determined by a combination of surface
schemes called SURFEX which calculate surface properties (both radiative and non-radiative)
using the model terrain and four different surface type parametrizations (sea/ocean, inland
water, urban land and non-urban land). From these lower boundary conditions, some atmospheric
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variables are calculated at geometrical heights such as 2 m and 10 m above ground level
(Bengtsson et al., 2017).

Over land, a designated model, called simply the SBL scheme (Masson and Seity, 2009)
simulates exchange of momentum, heat and water between the surface and the atmosphere.
The SBL scheme uses a single atmospheric layer within the SBL which is then coupled to
the atmospheric model above. Thus, a connection between the surface and the overlying
atmosphere is established. The surface scheme assumes a constant wind direction within the
SBL and neglects advection and turbulent transport of TKE. Further, it assumes horizontal
homogeneity of turbulent fluxes and of the large scale processes resolved by the atmosperic
model (Masson and Seity, 2009).

To account for energy and moisture fluxes between the soil and atmosphere, the physics of
vegetation is simulated by a designated scheme called Interactions between Soil, Biosphere
and Atmosphere (ISBA) (Noilhan and Planton, 1989; Bengstsson et al., 2017). The water
budget is defined by parametrized precipitation and accounts for evapotranspiration with vege-
tation parameters from a designated data base. The surface radiation budget, heat fluxes and
resulting turbulent fluxes can thus be calculated with the help of ISBA in combination with the
parametrization of incoming solar radiation (Masson and Seity, 2009).

The model is run on a domain specifically defined for Iceland. It is centered over the
Icelandic central highlands and consists of 300 x 240 grid points spaced at 2.5 km. As such,
the domain stretches beyond Iceland’s coastline without including any other landmasses. Its
resolution allows for the simulation of meteorological phenomena down to the mesoscale,
which are of interest to wind power producers and some of which were discussed in Chapter 2.5
(Nawri et at., 2017).

2.7 Forecast validation and testing

When constructing a statistical forecast model, it is common to reserve some part of the
available data for evaluating the performance of the model. This way, the prediction of the
model can be compared directly to observations already collected (Wilks, 2011). The model
is then constructed with information from the set of the data referred to here as the training
data set and tested on the set of data referred to here as the testing data set. The two sets of
data should be mutually exclusive to ensure a fair evaluation of the model. Sometimes, such
as in cases where certain MLAs are applied, it is sensible to optimize the model after it has
been trained. Optimization, also commonly termed validation, refers to the configuration of
an algorithm to maximize its performance. The algorithm can then be trained multiple times,
with a different configuration in each instance, and its performance assessed for each one. The
aim of this itearative comparison is to find an optimal configuration of the algorithm before
it is finally tested. For the same reasons that the training and testing data should be mutually
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exclusive, the validation data set should contain no information from the other two parts of the
data.

When splitting data into a training, testing and validation set, it is beneficial that all three
data sets should be similar in terms of their most important features (Xu et al., 2018). For
instance, training an algorithm during the winter, when temperatures are lower, and testing it
during the summer, when temperatures are high, is problematic, especially if the temperature
turns out to be an important training feature for the algorithm.

Another factor to consider in the case of time series is the contamination of information
between the training, testing and validation periods in the form of auto-correlation. Auto-
correlation refers to the correlation of a variable with itself (Phillips et al., 2003). Variables
which change continuously in time, such as most physical parameters of the atmosphere, have
an implicit auto-correlation. This means that even if two sets of data are mutually exclusive,
information may still be contaminated between them if they are close enough in time (Bergmeir
and Benítez, 2012). As an example, imagine a time series of hourly temperature values. As
temperature changes continuously in time, two values adjacent in time will have an implicit
similarity to each other. Including one of those samples in a training data set, but the other one
in a testing set means that information is transferred between the two sets in the form of auto-
correlation despite the fact that the two sets are mutually exclusive. It is sensible to consider
this effect when splitting time series, and, ideally, to counteract the effect of auto-correlation to
the extent feasible. Figure 7 shows the auto-correlation of AROME wind speed values.

2.8 Machine learning and the Quantile Regression Forest (QRF)

Supervised regression MLAs can be applied when input (model) and output (observation) data
of continuous (not discrete) values is available, as is the case in this study. A simple and
familiar MLA is the method of linear regression. This method is of value for data sets which
stand in a linear relationship to each other. For highly non-linear or multi-dimensional data,
however, it is of limited use. Depending on the degree of linearity of data, more elaborate
MLAs may produce better results than a linear regression. Many such algorithms have been
designed and some have become well established within different disciplines (see for example
Bhuiyan, 2019; Bari and Ouagabi, 2020; Xia et al., 2020; Kirkwood et al., 2021 ).

Instead of applying a linear regression to an entire data set, dividing the data into mutually
exclusive subsets and applying a linear regression to each one can be of interest. The subsets
are chosen with respect to some parameters - the definition of such subsets by choosing the
appropriate parameters is called classification.

In this thesis, the data is classified using a Random Forest (RF) (Breiman, 2001). An RF
MLA applies multiple, randomly generated decision trees to classify a multivariate data set
for regression analysis. The final output is derived from the collective contributions of the
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individual decision trees; it may, for example, be the median or average value of their outputs.
A probabilistic version of the random forest is called the Quantile Regression Forest (QRF)

(Meinshausen, 2006). This algorithm is analogous to the RF, but instead of outputting a single
value, such as a mean or an average, it outputs a probabilistic distribution of values from the
individual trees. By calculating different percentiles of said distribution, a prediction interval
can be constructed. For example, the interval spanning 95 percent of the response values from
the training data is defined by the 2.5 and 97.5 percentile of its respective distribution.

The main advantage that a random forest holds over individual decision trees is that the
randomness with which the individual trees in the forest are generated prevents overfitting
of the data during its training process. The method by which this randomness is achieved
consists of two components, each of which is applied in the generation of each tree, namely
bootstrapping and aggregating (Ali et al., 2012).

The random selection of samples from a data set is commonly called bootstrapping. The
first step in the generation of a tree in the RF is to create a bootstrapped subset of the training
data set. The decision tree is then applied to a random subset of features of the bootstrapped set.
This randomized subset of features is called its aggregate and the generation of a bootstrapped
aggregate commonly referred to as bagging (Breiman, 1996 and Breiman, 2001).

Computers generate apparent randomness, such as random numbers, with algorithms called
pseudorandom number generators. They are designed to simulate randomness, but their output
is absolutely dependent on an initialization value called a seed. Thus, with knowledge of the
seed, their outcome can be predicted although it appears to be random without this knowledge
(Koeune, 2011).

Running an algorithm which employs random selection multiple times results in multiple
sets of output. Comparing them gives an idea of the range and coherence of possible outcomes
for the algorithm. By fixing the seed to a predetermined value each time the QRF is run, and
recording it, its output can be reproduced and its performance monitored in terms of the seed
values selected. In this study, the QRF was run with fifteen different seed values which had been
fixed and recorded beforehand. This is to track the algorithm’s performance across different
sets of the random selection it employs.

To generate a forecast using an RF or a QRF, the algorithm needs to be trained. The
training can be accomplished in many different configurations and it is in the best interest
of the forecaster to find the optimal one. To do so, many different configurations need to be
tested and compared. This process of finding the optimum configuration of the MLA is called
optimization or validation, and is performed on the part of the data which in this work is referred
to as the validation data set. Different features (variables) have different merit as predictors.
Firstly, an important step in the optimization is to test the performance of the QRF with respect
to different features. If too few features are used in the training, information conveyed by
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those features which are left out is lost, which negatively affects the performance of the model.
Including more features than the optimal set of features introduces unnecessary noise into the
training data and diminishes the performance. Finally, a set of parameters governing the exact
process employed by the algorithm (for example the number of ensemble members generated)
need to be selected with respect to the forecast performance. These parameters are commonly
termed hyperparameters and their optimization called tuning.

2.9 Evaluation metrics

A probabilistic forecast gives a range of forecast values. In this thesis, four evaluation metrics
were calculated to measure different aspects of a forecast’s performance.

2.9.1 Root Mean Square Error (RMSE)

To evaluate the accuracy, i.e. how close the mean of the forecast interval is to its respective
observation, the mean Root Mean Square Error (RMSE) across all samples was calculated.
RMSE is given by equation 9.

RMSE =

√∑n
i=1(F̄i −Oi)2

n
(9)

where n is the number of samples, O are observations and F̄ the mean of their respective
probabilistic forecast. The RMSE is the only evaluation metric used in this thesis, which does
not consider the forecast spread at all, but bases only on its mean.

2.9.2 Mean Median Forecast Interval Width (MMFIW)

The spread of a probabilistic forecast is defined by the amplitude of its forecast intervals.
A narrow forecast interval translates to less uncertainty in the forecast, which is a desirable
characteristic to have. It is then said that the forecast is sharp. To evaluate sharpness, the Mean
Median Forecast Interval Width (MMFIW) was defined in this thesis as follows:

The spread of the 50, 80 and 95 percent forecast intervals was calculated across all samples
of the forecast to be evaluated. This resulted in three distributions of forecast interval width,
one pertaining to each of the three confidence values (50, 80 and 95 percent). The median of
each of these distributions was calculated and the MMFIW defined as the mean of those median
values. Thus, the MMFIW is a measure of how narrow the forecast intervals of a forecast are,
i.e. of the forecast’s sharpness. Figure 3 provides a visual clarification.
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Figure 3. Example of how the MMFIW is calculated. The forecast interval width density distribution are depicted
for three intervals: 50 percent (black), 80 percent (blue) and 95 percent (magenta). The vertical dashed lines
represent the median of each distribution. The red vertical line represents their mean value - the MMFIW. This
examples pertains to the QRF forecast for the entire testing data set.

2.9.3 Miss Rate of the 95 percent forecast interval (MR95)

Ideally, the 95 percent forecast interval should capture 95 percent of its associated observations,
as the 80 percent forecast interval should capture 80 percent of them etc. A forecast which is
too sharp misses too many of its observations and is thus of limited use. To penalize overly
sharp forecasts, the Miss Rate of the 95-percent forecast interval (MR95) was defined as the
percentage of observations which fell outside of the 95 percent confidence interval of their
respective forecast.

2.9.4 Continuous Ranked Probability Score (CRPS)

The CRPS is given by the integral of the square distance between the forecast Empirical
Cumulative Distribution Function (ECDF) and the Heaviside step function of the observation
across the entire space of the predictand, in this case the wind speed. The ECDF is defined such
that its value corresponds to the relative frequency with which its output will be at or below its
argument. The Heaviside step function can be thought of as an ECDF for a distribution of a
single sample. When its argument is less than the observation, its value is zero. Else, its value
is unity. Equation 10 describes the CRPS score mathematically.

CRPS =

∫ ∞

−∞
(F (u)−Ho(u))

2du (10)
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where u is wind speed, Ho is the Heaviside step function of the observation and F is the
ECDF of the probabilistic forecast pertaining to that observation (Wilks, 2011). Two examples
of the CRPS are in Figure 4.

(a) (b)

Figure 4. A particularly good and a particularly poor CRPS score for the validation data set as validated against
a forecast generated by the QRF. The ECDF function of the forecast is in black and the Heaviside step function
of the observation in red. a) On 30 November 2020 at 10 UTC, the forecast is relatively sharp and captures the
observation with a CRPS of 0.26 m/s. b) On 3 December 2020 at 10 UTC, the forecast spread is large and the
observation falls several m/s above it. The associated CRPS value is 11.4 m/s.

An accurate probabilistic forecast is one whose mean is close to the associated observation.
This translates to the step function which represents the observation falling centrally on the
forecast range represented by the ECDF. From Equation 10 and Figure 4, it is clear that such
behaviour results in a small CRPS value. Conversely, a forecast which misses an observation
results in a relatively large CRPS value. A sharp forecast is one whose range is relatively tight.
Of two forecasts with equal accuracy, the sharper one is clearly favoured by the CRPS. The
CRPS is thus a versatile evaluation metric as it rewards different desirable forecast characteristics.
Whereas the other three metrics used in this thesis are tailored to one characteristic each, the
CRPS rewards both accuracy and sharpness while disfavouring forecasts whose range misses
their observation.

3 Data

Two sets of data were acquired: A time series of wind measurements at various levels was
recorded by propeller anemometers fixed to a mast on Mosfellsheiði, Iceland, shown in Figure 5.
Archived forecast data at the grid point closest to the mast was acquired from the Icelandic
Meteorological Office (IMO). Details about the observational data are listed in Chapter 3.1.
The parameters included in the model data are listed in Chapter 3.3.
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3.1 Observations

An Icelandic wind power company researching the feasibility of operating a wind farm in
Iceland provided the observations used in this thesis. Their observations consisted of wind
speed data measured at four heights by east-west oriented horizontally opposed pairs of propeller
anemometers and wind direction at three heights measured by a single mechanical wind vanes
at each height. The instruments were fixed to a mast on Mosfellsheiði (see Figure 5). The
highest of the four anemometers was at 84.9 m above ground level and was taken to represent
the wind at the hub height of a hypothetical wind turbine described in Chapter 4.6. The
installation of two horizontally opposed anemometers instead of a single one at each height
is useful to overcome the effect of wind shadowing by the mast. The heights of wind speed
and wind direction measurement are not the same. The time series from the mast stretches
continuously from May 15th, 2020 to March 19th, 2022 with a temporal resolution of 10
minutes and is still ongoing at the time of this writing.

Figure 5. The location the wind mast on Mosfellsheiði, on which the observations used in this study were
recorded, is indicated by a red dot. On the right the map has been zoomed to the black square drawn on the
left map.

Mosfellsheiði is a plateau in Southwest Iceland. Its highest point is 410 m above mean sea
level, but the base of the mast is at 334 m above mean sea level. Mosfellsheiði is located around
25 km east of Reykjavík city center. It is unpopulated and free from constructions except for
electricity masts and lines. Around the mast, there are several rises in the terrain, none of which
surpasses 500 m above mean sea level, but around 10 km to the north and northwest of the mast
is a mountain called Esjan, approximately 900 m in height.

The anemometers are comprised of three cups on levers designed to rotate in response to
the horizontal wind. The rotation introduces a sinusoidal oscillation in an electrical signal,
producing a sine wave, the frequency of which is proportional to the speed of rotation. The
horizontal wind speed is derived from the signal’s frequency. The wind vanes are connected to
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a conductive plastic potentiometer producing an analog voltage output proportional to the wind
direction when DC current is applied to the device.

3.2 Quality control

Two wind speed values were available at each height, one for each of the horizontally opposed
anemometers. To assign a wind speed to each of the four heights, the following method was
applied:

When one of the wind direction observations, or the mean of all the three wind direction
observations, fell into a 20 degree arc centered on the reciprocal direction of an anemometer
arm, that anemometer was assumed to be subject to shadowing effects from the mast. In such
cases, only the value from the upwind anemometer was used. As an example, when one of the
wind direction measurements, or the mean of all three, read 270 degrees, the value from the
anemometer facing west (277 degrees) was used. In cases where wind direction at different
heights fell into both of the arcs described above, the observation was taken to be unreliable
and omitted. For example, if the wind direction at one height was 270 degrees, but 90 degrees
at another height, that observation was omitted. In all other cases, the average of the two values
was used. With this method, a wind speed was assigned to each height for more than 99.9
percent of the observations.

All observations for which the anemometers reported a value below their minimum rated
wind speed were omitted. For the highest anemometer, less than 1 percent of the values were
omitted thus.

Finally, the wind speed values registered by the highest anemometer were omitted based on
a comparison to the other anemometers. The criteria for the removal was that the mean of the
wind speed reported by all operational anemometers was above 2 m/s and that their Coefficient
of Variation (CoV) was above 0.2 and that the standard score of the value was less than -1.40.
The standard score (also commonly termed the z-score) is a measure of the deviation of a
sample from the mean of its set and given by Equation 11.

zi =
xi − x̄

σ
(11)

where zi is the standard score of a value xi in the set x and σ is the set’s standard deviation.
The standard score represents how far a value is from the mean in terms of the standard
deviation. A standard score of 1 means that the value is one standard deviation above the mean
(Spiegel and Stephens, 2017). Table 1 details some examples of when samples were removed
based on these criteria. For each anemometer, less than 4 percent of observations were omitted.
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Table 1. Examples of omission based on standard score of the wind speed measured at hub height. Heights 1, 2
and 3 refer to the heights of wind speed observations at other heights than the hub height.

Wind speed [m/s] Statistical properties
Hub height Height 3 Height 2 Height 1 CoV Mean [m/s] Z score
6.00 11.2 10.1 9.30 0.25 9.13 -1.40

8.01 15.0 14.2 12.6 0.25 12.5 -1.42

9.00 18.0 18.2 15.8 0.27 15.4 -1.44

10.0 19.0 19.0 17.1 0.26 16.3 -1.46

3.3 Model data

Model data from the deterministic HARMONIE-AROME forecasting system (version 38h1.2)
was acquired from the IMO. The variables selected for use in this thesis and the different levels
they are available at, are listed in Table 2.

Table 2. Variables selected from archived HARMONIE-AROME data.

Variable Level
Air pressure Surface
Specific humidity 2m
U-wind Model levels
V-wind Model levels
TKE Model levels
Temperature Model levels

An AROME wind speed was assigned to the height of the top anemometer with Piecewise
Cubic Hermitean Interpolation Polynomials (PCHIP) using the six lowest model layers, spanning
heights ranging from approximately 12 to 140 m. Interpolation by PCHIP has been found to be
a suitable technique for fitting a function to discrete physical data as it preserves monotonicity
while remaining strictly bounded by data points (Fritsch and Carlson, 1980). An example are
presented in Figure 6.
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Figure 6. Two examples of PCHIP interpolation of model wind speed using the six lowest AROME levels.

Model runs of 12 hours, initialized at 00, 06, 12 and 18 UTC, were used. Longer runs had
not been archived and were thus unavailable. To eliminate model spin-up effects, the first five
hours were considered to be unreliable. This is in accordance with results from Nawri et al.,
2014 and Nawri et al., 2017. Thus, only forecast lead times of 6 to 11 hours were used, with
the twelfth hour of each run overlapping with the sixth (and first usable) time step of the newer
forecast. For each of the time steps from AROME, the 10-minute observation corresponding to
that time was assigned to the forecast. Thus, only observations which fell on the full hour were
used.

The true height of the lowest model level was taken to be 12 m, in accordance with Nawri
et al., 2017. The height of the other model levels was then calculated using a hydrostatic
approximation explained in Appendix 1. For the analysis in this thesis, the wind speed as
measured by the top anemometer (84.9 m) was used.

4 Methodology

In this chapter, the methods applied in this thesis are described. Chapter 4.1 explains how
the data was split for training, validation and testing. Chapter 4.2 describes the definition of
specific conditions for which the different methods were evaluated separately.

Three different statistical methods were applied to generate a probabilistic forecast from
the deterministic AROME forecast: Temporal smoothing (TS), a method accounting for the
temporal variation in the time series is described in Chapter 4.3. Observational Distributions on
Discrete Intervals (ODDI), a method of relatively low complexity accounting for the distribution
of observations on discrete intervals in the training data, is introduced in Chapter 4.4. The
application of the most complex method, the QRF, is described in Chapter 4.5. Once a forecast
had been generated, power production was calculated from its wind speed value using a modified
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power curve of an existing commercial wind turbine. The process is detailed in Chapter 4.6

4.1 Data splitting

In this thesis, testing and validation data were selected in blocks of 10 consecutive days each. To
minimize the data left out due to auto-correlation, testing and validation blocks were adjacent
with a 24 hour buffer between them and their temporal order was randomized. A 24 hour
buffer was also placed at testing-training and validation-training boundaries. Using a longer
buffer would have eliminated more of the auto-correlation effect, as can be seen in Figure 7,
but resulted in a larger data loss. A 24 hour long buffer period eliminates a significant portion
of the auto-correlation while curbing data loss. In this case, the buffer periods made up 4
percent of the total data. Training data made up 67 percent of the dataset, while 13 percent
were reserved for testing and validation each. For an overview of the coverage of training,
testing and validation data, refer to Figure 8.

Figure 7. The auto-correlation of AROME wind speed at 84.9 m as a function of time lag in 1 hour steps. After
24 hours, it has fallen to 0.34 (upper red dashed line). After 72 hours (3 days), the auto-correlation has fallen to
0.2 (lower red dashed line).

The data was split semi-randomly 3,500 times, with the constraint that the above criteria be
fulfilled. Of the 3,500 splits which were realized, a single one was selected. The split which
was ultimately used was the one for which the probability density function of the wind direction
measured by the wind vane closest to hub height was most alike between the different data sets
(training, testing and validation). A Kolmogorov-Smirnov (KS) test was used to estimate the
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similarity between, firstly, the training and testing and secondly, the training and validation
data sets. The split associated with the smallest mean of the two KS similarity scores was
selected. This split also resulted in a relatively high similarity in terms of the Richardson bulk
number and wind speed, and a reasonable similarity in terms of temperature, although these
were not used as a basis for the selection. The plots comparing the distribution of the different
variables between data sets have been removed from the public version of the thesis for reasons
of non-disclosure. The temporal coverage of the different data sets is in Figure 8. For a detailed
description of the KS test, see Gonzalez, Sahni and Franta, 1977.

Figure 8. The final data split. White represents missing data, or data which has been removed deliberately to
eliminate effects of auto-correlation. Black is training, blue testing and red validation data. The letters on the
x-axis signify months of the year from May 2020 to April 2022. The y-axis shows the hour of the day.

4.2 Conditional evaluation

As mentioned in Chapter 4.1, the forecast is evaluated using a subset of the data called the
testing set. To assess the overall performance of a forecast, the evaluation was performed on
the entire testing data set. However, it is also of interest how the performance of individual
forecasts depends on the state of the atmosphere. For example, one probabilistic forecast might
be more suitable in windy conditions while another one might be preferred in calm weather.

To assess the forecast performance in different conditions, the testing data was classified
by the values of different variables and the forecasts evaluated on a subset of the testing data
corresponding to that classification. The different classifications were based on wind speed,
wind direction, temperature and atmospheric stability.

In one approach, the data was classified by forecast wind speed. Four classes were defined
as follows:

• Light breeze: 3-8 m/s

• Moderate breeze: 8-13 m/s

• Near gale: 13-18 m/s

• Gale: 18-25 m/s

Note that the classification of wind speed exludes forecast wind speeds outside of the produc-
tion range of the hypothetical turbine.
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The data was classified by the forecast wind direction. The terrain surrounding the mast was
accounted for in the definition of the classes. Most notably, one of the direction classes was
defined to include Esjan, a 900 m high mountain about 10 km to the NW of the mast. The
remaining three direction classes were bounded by the cardinal directions. In the NW sector
(including Esjan), and the SE sector, the topography is such that wind from these sectors would
blow perpendicularly across ridges in the landscape. The SW and NE sectors are mainly flat
close to the mast but with some rises in the terrain further from the mast. However, northeasterly
wind blows from across the highlands of Iceland whereas southwesterly winds blow over the
sea and travel only a relatively short distance before reaching the mast. Figure 9 shows the four
classes of wind direction.

Figure 9. Directional classes defined for conditional evaluation of the different methods. The NW sector is red
and includes Esjan, the largest and highest mountain in the vicinity of the mast. The SE sector is colored yellow
and includes some low ridges relatively close to the mast. The remaining two sectors (NE in blue and SW in
green), are mainly flat close to the mast.

Temperature regimes were defined as follows, with T signifying the temperature in the
lowest model layer.

• Deep frost : T ≤ −4◦C

• Frost : −4◦C < T ≤ 0◦C

• Thaw : 0◦C < T ≤ 4◦C

• Mild : 4◦C < T ≤ 9◦C
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• Warm : T > 9◦C

Different stability regimes are defined according to the value of Rib calculated from the
model data of the point closest to the mast. The classification used here was suggested by Lee
et al., 2017. The model data is then classified based on which stability regime they fall into.

• Strong stability : Rib ≥ 0.25

• Mild stability : 0.05 ≤ Rib < 0.25

• Near-neutrality : −0.05 ≤ Rib < 0.05

• Mild instability : −1 ≤ Rib < −0.05

• Strong instability : Rib < −1

4.3 Temporal Smoothing (TS)

For each sample in the data, a forecast interval was defined from AROME wind speed values
which fell within a smoothing time window around the sample. The upper boundary of the
smoothing forecast interval would be the maximum value from within the smoothing interval,
and its lower limit would be the minimum value. The forecast intervals would be defined by the
distribution of all forecast values within the smoothing time window. A visual representation of
the process is depicted in Figure 10. Different smoothing interval lengths were tried: Temporal
smoothing of ± 4, 8, 12 and 18 hours, abbreviated TS4, TS8, TS12, TS18. The resulting
performance is presented in Chapter 5.2.

Figure 10. An example from 20 May 2021 of how a smoothing forecast interval is calculated. The smoothing
time window for the sample at 18 UTC runs from 14 UTC to 22 UTC, i.e. the smoothing time window spans ±
4 hours (TS4). The foreast value is in red. The smoothing forecast interval as defined for 18 UTC is marked in
yellow. Black dashed lines point to the forecast value within the smoothing interval which define the upper and
lower boundaries of the forecast interval.

Figure 11 is a visual representation of the smoothing method applied here, for three of
the ten testing periods in the data. It shows that different smoothing time windows result in
different forecast intervals and how their associated forecasts capture a different share of the
observations.
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(a)

(b)

(c)

Figure 11. Example of the smoothing method for three different testing 10-day long periods. Wind speed
observations are in dark red and the mean wind speed forecast value within each smoothing interval dashed in
black. Smoothed wind speed forecast intervals are in orange for a smoothing time window of ± 4h (TS4) and
light blue for a smoothing time window of ± 12h (TS12). The values on the temporal axes have been removed as
requested by the owner of the observational data.

4.4 Observational Distributions on Discrete Intervals (ODDI)

Each model wind speed value was assigned to its corresponding model wind speed interval, the
width of which is not specified here for reasons of non-disclosure. Then, its associated forecast
distribution consisted of all the wind speed observations from the training data which fell into
that model wind speed bin. As an example, let’s consider a hypothetical sample from the testing
data with a model value of 10.3 m/s and an observation of 7.2 m/s: The observation of 7.2 m/s
would be compared to a distribution consisting of all those wind speed observations from the
training data, for which the model predicted that the wind speed should be on an interval around
10.3 m/s. With this method, the forecast can assume one out of a finite number of distributions
for each sample. Each one is represented by an orange box in Figure 12.
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Figure 12. Example of how ODDI are calculated for a sample of the test data. The training data is represented by
dots colored increasingly brightly with increasing data density. The black dashed line represents the observation
(7.2 m/s) and the red dashed line its corresponding AROME value (10.3 m/s). A box plot of each forecast interval
is depicted in orange. The red vertical strip spans the interval on which the observations make up the forecast
interval. The values on the axes have been removed as requested by the owner of the observational data and the
example presented here is hypothetical and does not correspond to the actual values marked in the figure.

4.5 Quantile Regression Forest (QRF)

In this thesis, both atmospheric features (such as temperature and pressure) as well as non-
atmospheric variables (such as season and forecast lead time) were candidates to participate
in the training of the QRF. Training features for the QRF were selected after testing different
combinations of features with 100 trees while keeping other hyperparameters constant at their
default value. The selection was based on the overall improvement attained by adding a new
feature to the set of old features. First, the single feature which performed best on its own was
determined. The improvement in the performance of the algorithm as a new feature was added
to it was registered for the four evaluation metrics described in Chapter 2.9 as averaged across
15 random seed values. The performance of the metrics was combined into a single score,
which amounted simply to the sum of improvement against the case in which the feature was
not included. The feature which ranked best in terms of this score was added to the old set of
features and this process was repeated iteratively for all remaining features such that a hierarchy
of features was established. It is important to note here that while TS and ODDI produce their
forecasts using only one feature, namely the model wind speed at hub height, QRF is designed
to be trained using multiple variables. This distinguishes QRF from the two other methods in
terms of its applicability to multidimensional data and in terms of complexity.
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Once an optimal set of training features had been selected, the algorithm was optimized in
terms of four hyperparameters which determined how the RF was grown. One hyperparameter
(ntree) controlled the number of trees to grow in the RF. Another one (mtry) controlled the
number of random features (of the features which had been selected for training) to split by in
the training (i.e. to use as classifiers for each given tree). In other words, a certain number of
training features are randomly sampled to take part in the training for each decision tree in each
random forest. If this number is smaller than the total number of training features, the decision
trees in the random forest are grown using different sets of features, lending the random forest
as a whole some diversity with respect to its trees. This hyperparameter will hereafter be
referred to as the number of splitting candidates. The two remaning hyperparameters (nodesize
and maxnodes) specify the minumum and the maximum number of samples in the terminal
nodes of each tree respectively. Larger nodes mean fewer splits and fewer terminal nodes in
each tree. The hyperparameters are listed in Table 3.

Table 3. Hyperparameters of the QRF algorithm with their default values (when applicable) and final values.

Parameter Definition Default Value Final Value
ntree Number of trees to grow none 600
mtry Number of splitting candidates (no. of features) / 3 5
nodesize Minimum size of terminal nodes 5 50
maxnodes Maximum size of terminal nodes unlimited unlimited
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4.6 Estimating power production from wind speed

To estimate the power production at a specific wind speed, a power curve is needed, as explained
in Chapter 2.2. The power curve used here bases on a power curve published for the W2E-
165/5.2 on-shore wind turbine. W2E-165/5.2 has a rotor diameter of 165 m, a rated power of
5.2 MW, a cut-in wind speed of 3 m/s and a cut-out wind speed of 20 m/s with its rated wind
speed being 12 m/s (W2E, 2022). The power curve used here is equivalent to the one of W2E-
165/5.2 with the exception that that the cut-out speed is set to 25 m/s instead of 20 m/s. A plot
of the power curve and a PCHIP fit is in Figure 13. The wind speed observations and AROME
model wind speed values at hub height were converted into wind power using the function fit
to this power curve.

Figure 13. The power curve used to convert wind speed to power. In red: the curve as defined by W2E. In blue:
the function fit to the curve and used in calculations. Note that the cut-in speed of this hypothetical turbine is 3
m/s and its cut-out wind speed 25 m/s.
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5 Results

In the first section of this chapter, the training and optimization of the QRF MLA is presented.
In its second section, an evaluation of the performance of TS, ODDI and QRF is presented.
The performance of the methods is evaluated in terms of forecasting wind speed and wind
power production. Firstly, the overall performance of the different methods is compared and
presented. Secondly, the performance of ODDI and QRF is evaluated and compared for three
sets of different and mutually exclusive conditional categories. Here, the sample size pertaining
to each category has been removed on request of the owner of the observational data. The
results are discussed in Chapter 6.

In Table 4, the variables deducted from the HARMONIE-AROME forecast data as possible
predictors for wind speed, are presented. They consists of atmospheric and non-atmospheric
variables. The correlation of the atmospheric variables with each other is listed in Table 5.

Table 4. Features available for training the QRF listed in order of importance as discussed in Chapter 5.1.

Feature Abbreviation
Wind speed at 85 m F
Temperature at lowest level T
TKE at lowest level TKE
Wind direction at level 62 D
Richardson bulk number RI
Hour of the day H
Surface pressure PS
Lead time 1 L
Time of day 2 TOD
Specific humidity at 2m Q
Run 3 RUN
Solar Elevation Angle SEA
Season 4 SS
Month MON

17-12 hours
2The day is split into morning/afternoon/evening/late night depending on the sun’s position and trend relative

to the horizon
300/06/12/18 UTC
4DJF/MAM/JJA/SON
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Table 5. Correlation of the forecast atmospheric variables from the entire data set (training, testing and validation)
with each other. Cases where no significant correlation was found to exist, or the correlation has an absolute value
below 0.1 are left out. In all other cases, the p-value is on the order of 10−9 or lower.

F TKE RI PS T
F 1
TKE 0.88 1
RI 1
PS -0.36 -0.29 1
T -0.16 0.10 0.16 1
Q -0.15 0.13 0.93

The high correlation of wind speed with TKE is expected, as a higher wind speed translates
to more mechanical production of turbulence. As discussed in Chapter 2.4, mechanical produc-
tion due to wind shear is one of two main contributors to TKE in the ABL. A negative correlation
of wind speed with surface pressure is in accordance with the notion that low pressure systems
are a major driver of wind dynamics in the mid and high latitudes. Thus, as pressure falls with
the approach of a low pressure system, winds are generally expected to increase. This, and
the above mentioned relation of wind speed and TKE explains the negative correlation of TKE
with surface pressure.

A high correlation of temperature with specific humidity is expected as the moisture capacity
of air is known to increase with temperature. Temperature is also positively correlated with
TKE. From the discussion in Chapter 2.4, it was established that high surface temperatures
are connected to convection and the thermal production of turbulence. Although thermal
production depends not only on the temperature near the surface, but on the whole temperature
profile of the atmosphere, it is clear that an anomalously warm SBL is more likely to participate
in thermal production of turbulence and thus to contribute to TKE. The positive correlation of
temperature with surface pressure is possibly a result of the advection of warm air by low
pressure systems, but this is not the topic of the thesis and will not be further discussed. The
most notable information to be derived from the correlation matrix in Table 5 is the positive
and relatively strong correlation of wind speed with TKE, its negative correlation with surface
pressure and the weak correlation of temperature and TKE. The Richardson number does not
have a strong correlation with any of the other atmospheric variables in the data.

It is also worth noting the directional temperature dependence. The median temperature at
the lowest model level (12 m) was calculated across the entire data set for the four sectors of
wind direction. It is lowest in the NE sector at −0.2◦C, followed by the NW sector at 1.0◦C. In
Iceland, northerly winds are associated with advection of relatively cold polar air. The median
temperature is 3.0 and 4.0◦C in the SE and SW sectors respectively. As opposed to northerly
winds, southerly winds tend to advect relatively warm maritime air across Mosfellsheiði. Thus,
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winds which blow across the relatively complex terrain to the north of Mosfellsheiði, and the
highlands to its northeast, tend to be significantly colder than winds blowing from the much
more uniform surface to the south.

5.1 Training of the Quantile Regression Forest (QRF)

Candidates for feature selection, including both atmospheric and non-atmospheric variables,
are in Table 4. In Figure 14, the total improvement is plotted for different metrics.

(a) (b)

(c) (d)

Figure 14. Performance of the QRF by a) RMSE, b) MR95, c) MMFIW and d) CRPS as a function of the number
of features used in the training, independent on their rank. The different trajectories in blue represent different
outcomes due to a different seed value as the algorithm was run. Their mean is in red.

First, it was decided how many features should be used for training. Three of the metrics
have a clear preference for a large number of features (up to about ten features) while MMFIW,
generally prefers fewer features. Figure 15a shows how the overall improvement of the forecast
changes as features are added. Its mean attains a maximum when 6 features are used, followed
closely by the case in which 9 features are used. It was thus decided that 6 features should
be used for training the QRF. It is noteworthy that the improvement drops markedly after the
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10th feature is added, but remains above 0. It would be preferable to use only the three most
important features rather than all of the available features. A higher number of features does
not necessarily translate to a better performance of the algorithm.

To determine which six features should be used, the features were ranked based on their
performance as described above, such that the best feature had the lowest rank. The cumulative
rank of all features throughout all fifteen iterations (each one with a different seed value) was
calculated and plotted in Figure 15b. The resulting six features used in the training of the QRF
(those with the lowest cumulative rank) are the first six in Table 4, ordered by importance as
measured by the smallness of their cumulative rank number.

(a) (b)

Figure 15. a) Improvement score as a function of the number of features for 15 different seed values. b)
Visualization of the cumulative rank of features throughout 15 iterations. A lower rank number indicates a better
performance. An overview of the features is also in Table 4, where they are ranked in order of importance.

The QRF was tuned with respect to four hyperparameters described in Chapter 4.5 and listed
in Table 3. First, different combinations of the number of splitting candidates and minimum
size of terminal nodes were tested with 100 trees and no upper bound to terminal node size.
The result is shown in Figure 16. Increasing the number of splitting candidates up to 4 results in
an overall improvement by all metrics except for MR95. A further increase has a very limited
effect on the outcome. It was thus decided to use five splitting candidates in the training of the
QRF.

With five splitting candidates, increasing the minimum size of terminal nodes beyond about
40 has an overall beneficial effect on the RMSE, but little effect after that. The CRPS tends to
decrease with an increase in the size of terminal nodes but as this number reaches 50, the CRPS
has assumed its horizontal asymptote.

Figure 17 shows the values of the different metrics for different numbers of trees grown,
with five splitting candidates and 50 set as the minimum size of terminal nodes. The general
tendency is for the performance of the QRF to increase with an increasing number of trees.
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(a) (b)

(c) (d)

Figure 16. Performance of the QRF as measured by four metrics as a function of the number of splitting candidates
and the minimum terminal node size. In an increasingly darker tone of blue are splitting candidate values from 1 to
6. For each different tone of blue, 15 trajectories of the minimum terminal node size as a function of performance
represent different outcomes due to a different seed value as the algorithm was run.
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The exception to this is the MMFIW, which exhibits a slight increase as more trees are grown.
However, as the mean value of the RMSE and CRPS takes a local minimum at 600 trees, this
value was selected in the final configuration of the QRF.

(a) (b)

(c) (d)

Figure 17. Performance of the QRF by four metrics as a function of the number of trees. The different trajectories
in blue represent different outcomes due to a different seed value as the algorithm was run. Their mean is in red.

Finally, limiting the number of terminal nodes in the QRF was not found to improve the
overall performance of the model. Thus, the hyperparameter governing the upper bound of this
number was not specified. The final values of the hyperparameters are in Table 3 and once
they had been determined, the QRF could be evaluated in its optimum configuration and its
performance compared to that of the other methods.

The run time of the QRF as a function of the hyperparameters discussed in this chapter is
depicted in Figure 18. As shown in Figure 18a, the number of splitting candidates has only a
slight effect of the run time. Increasing the size of terminal nodes beyond about 40 results in a
drastic decrease in the run time of the QRF. Setting this parameter to 50 as was done here would
thus be beneficial in the context of limiting the computational expense of the QRF training. As
shown in Figure 18b, run time tends to increase linearly with an increase in trees. Thus, limiting
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the number of trees would limit the computational expense of running the QRF. In this thesis,
run time was not considered as an evaluation metric. However, sacrificing performance for a
decrease in computational expense might be feasible in some operational contexts.

(a) (b)

Figure 18. Runtime of the QRF as a function of a) number of splitting candidates and minimum size of terminal
nodes and b) number of trees.
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5.2 Comparison of the different statistical post-processing methods

Here, the different post-processing methods are presented and compared in terms of their
performance in forecasting wind speed and power production, both overall (across the entire
testing data set) and conditionally (across subsets of the testing data set). The evaluation follows
by the evaluation scores introduced in Chapter 2.9. As mentioned there, only one of the scores,
RMSE, is deterministic in that it takes into account only the mean of a forecast. Thus, this is
the only score by which the probabilistic methods applied here can be compared directly to the
deterministic AROME forecast. Its RMSE for forecasting wind speed across the testing data
set is 2.57 m/s. In terms of its forecast wind power production, this value is 1.38 MW.

In Tables 6 to 19, the numerical values of the performance of TS, ODDI and QRF are given
as measured by the four metrics presented in Chapter 2.9. In each of these tables, the best score
for each metric is in bold and corresponds to the lowest value for each metric. Numerical scores
of QRF by all evaluation metrics are given as an average from fifteen different seed values. The
standard deviation of the set of values across which the averaging was applied in evaluating the
overall performance of QRF is on the order of 10−3 m/s, with the exception of the MMFIW,
which is on the order of 10−2 m/s. In terms of forecasting wind power production, the standard
deviation as measured in MW was also on the order of 10−3 m/s apart from MMFIW, which
was on ther order of 10−2 MW. This indicates that the QRF’s performance is highly stable
across the seed values used in the calculations.

5.2.1 Overall forecast performance

The overall performance of all three methods was tested in terms of forecasting wind speed
with lead times of 6 to 11 hours. The results for wind speed forecasts are presented in Table 6
and for the associated power production forecasts in Table 7. As can be read from these tables,
the MR95 of even the most agressive TS is unacceptably high and the TS cannot compete
with ODDI and QRF in terms of its performance in forecasting either wind speed or power
production. Thus, it is not included in the conditional evaluation presented in Chapter 5.2.2
and 5.2.3.
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Table 6. Comparison of TS, ODDI and QRF by their overall performance in forecasting wind speed. The lowest
score in each column is in bold.

Method RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
TS4 2.54 2.95 40.6 1.50
TS8 2.90 4.48 27.6 1.61
TS12 3.24 5.51 22.0 1.76
TS18 3.63 6.87 18.4 1.93

ODDI 2.52 5.61 6.69 1.35

QRF 2.46 5.52 6.05 1.31

Table 7. Comparison of TS, ODDI and QRF by their overall performance in forecasting power production.The
lowest score in each column is in bold.

Method RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
TS4 1.20 1.01 33.1 0.58
TS8 1.26 1.78 21.5 0.56
TS12 1.34 2.25 16.2 0.64
TS18 1.45 2.89 12.1 0.70

ODDI 1.23 2.62 3.66 0.54

QRF 1.18 2.47 3.27 0.52

5.2.2 Conditional wind speed forecast performance

The wind speed forecast evaluation scores of ODDI for the four different wind speed regimes
defined in Chapter 4.2 are presented in Table 8. An analogous evaluation of QRF is in Table 9.
Generally, the performance of both algorithms degrades with increasing wind speed. In the
lowest two wind speed categories, QRF performs better, however its superiority is very slight
and both algorithms can be said to perform very similarly in these categories. In the two
categories pertaining to higher wind speeds, the QRF performs markedly better, most notably
in terms of MR95. Note that the two classes pertaining to stronger wind (near gale and gale)
include much fewer samples than the other two categories. Thus, the results pertaining to these
two classes are somewhat less reliable.
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Table 8. Peformance of ODDI as evaluated by subsets of the testing data pertaining to different wind speed
regimes. The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
Light breeze 2.09 5.07 6.46 1.13
Moderate breeze 2.58 6.83 5.58 1.44
Near gale 3.13 7.69 6.47 1.67
Gale 3.56 8.04 11.5 2.20

Table 9. Peformance of QRF as evaluated by subsets of the testing data pertaining to different wind speed
regimes.The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
Light breeze 2.06 4.74 6.44 1.11
Moderate breeze 2.49 5.83 6.28 1.37
Near gale 3.18 7.43 5.85 1.37
Gale 3.27 8.58 5.80 1.66

The wind speed forecast evaluation scores of ODDI for four different wind direction regimes
as defined in Chapter 4.2 are presented in Table 10. An analogous evaluation of QRF is in
Table 11. The best performance for both scores is associated with wind blowing form the
SW sector. This is the sector in which wind originates form over the ocean and the terrain
is relatively flat, as discussed in Chapter 4.2. However the NW sector, which includes Esjan,
is associated with the worst performance. The relatively good performance of ODDI in the
NW sector as measured by MMFIW is accompanied by a severely high MR95. These results
indicate that forecast performance improves with a decrease in the complexity of the terrain
which the wind blows across.

Table 10. Peformance of ODDI as evaluated by subsets of the testing data pertaining to different wind directons.
The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
NW 3.26 5.22 12.2 1.74
NE 2.55 5.61 5.91 1.37
SE 2.47 5.98 6.36 1.35
SW 2.11 5.61 4.81 1.15
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Table 11. Peformance of QRF as evaluated by subsets of the testing data pertaining to different wind directon.
The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
NW 3.19 6.51 7.86 1.67
NE 2.46 5.68 4.57 1.32
SE 2.33 5.48 5.83 1.26
SW 2.18 5.18 6.37 1.17

The wind speed forecast evaluation scores of ODDI for five different temperature regimes
as defined in Chapter 4.2 are presented in Table 12. An analogous evaluation of QRF is in
Table 13. As for wind speed, these results indicate that the performance of both methods
depends on temperature: it improves towards higher temperatures. In light of the significant
negative correlation of temperature to wind speed demonstrated in Table 5, this behaviour is
expected.

Table 12. Peformance of ODDI as evaluated by subsets of the testing data pertaining to different temperature
regimes. The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
Deep frost 3.46 5.89 12.9 1.88
Frost 2.54 5.98 5.83 1.41
Thaw 2.48 6.33 5.93 1.35
Mild 2.35 5.22 6.89 1.25
Warm 1.71 4.89 3.00 0.95

Table 13. Peformance of QRF as evaluated by subsets of the testing data pertaining to different temperature
regimes. The lowest score in each column is in bold.

Class RMSE [m/s] MMFIW [m/s] MR95 [%] CRPS [m/s]
Deep frost 3.23 6.60 7.69 1.67
Frost 2.42 5.98 5.56 1.32
Thaw 2.47 5.61 4.70 1.33
Mild 2.35 5.12 7.42 1.26
Warm 1.78 4.33 4.92 0.97

The algorithms’ performance was not found to have a significant dependency on stability
regimes and the evaluation scores for them are not presented here.
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5.2.3 Conditional power production forecast performance

As was the case for wind speed, the smoothing method displayed the poorest performance in
forecasting power production while the performance of the other two methods was similar.
Here, a comparison between the performance of ODDI and QRF in terms of forecasting power
production will be presented for the same conditional classification described in Chapter 4.2.

The power production forecast evaluation scores of ODDI for the four different wind speed
regimes defined in Chapter 4.2 are presented in Table 14. An analogous evaluation of QRF is
in Table 15. The dependence on the algorithms’ performance in terms of forecasting power
production is not as clear as it is in terms of forecasting wind speed. As will be discussed in
Chapter 6.1, the interpretation of this evaluation of the methods at relatively high wind speeds
may be especially precarious, not only due to the relatively small number of samples in these
categories, but also due to the discontinuous nature of the power curve at high wind speeds.

Table 14. Peformance of ODDI in forecasting wind power as evaluated by subsets of the testing data pertaining
to different wind speed regimes. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
Light breeze 1.10 2.66 3.56 0.54
Moderate breeze 1.42 3.52 3.00 0.76
Near gale 0.79 0.90 2.3 0.17
Gale 1.87 0.12 9.92 0.67

Table 15. Peformance of QRF in forecasting wind power as evaluated by subsets of the testing data pertaining to
different wind speed regimes. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
Light breeze 1.08 2.52 4.23 0.53
Moderate breeze 1.37 3.48 3.48 0.72
Near gale 0.78 0.95 3.00 0.17
Gale 1.75 1.25 0.76 0.59

The power production forecast evaluation scores of ODDI for the four different wind direction
regimes defined in Chapter 4.2 are presented in Table 16. An analogous evaluation of QRF is
in Table 17. Here, the same trend is observed as for the wind speed forecast performance. The
best performance is observed in the least complex sector and the worst one in the NW sector
which includes the most complex terrain.
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Table 16. Peformance of ODDI in forecasting wind power as evaluated by subsets of the testing data pertaining
to different wind directions. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
NW 1.41 1.87 6.27 0.60
NE 1.24 2.62 3.07 0.57
SE 1.34 2.87 4.05 0.62
SW 0.98 2.19 2.33 0.41

Table 17. Peformance of QRF in forecasting wind power as evaluated by subsets of the testing data pertaining to
different wind directions. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
NW 1.36 2.24 2.26 0.58
NE 1.21 2.61 2.65 0.56
SE 1.24 2.81 3.74 0.57
SW 0.99 1.94 3.69 0.42

The power production forecast evaluation scores of ODDI for the four different temperature
regimes defined in Chapter 4.2 are presented in Table 18. An analogous evaluation of QRF is
in Table 19. Here, the same trend is observed as in the performance of wind speed forecasts.
Generally, wind power forecasts perform better in warm conditions.

Table 18. Peformance of ODDI in forecasting wind power as evaluated by subsets of the testing data pertaining
to different temperature regimes. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
Deep frost 1.68 2.66 8.47 1.79
Frost 1.31 3.11 4.10 0.64
Thaw 1.20 2.66 2.96 0.53
Mild 1.05 1.93 2.86 0.44
Warm 0.90 1.93 1.29 0.40
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Table 19. Peformance of QRF in forecasting wind power as evaluated by subsets of the testing data pertaining to
different temperature regimes. The lowest score in each column is in bold.

Class RMSE [MW] MMFIW [MW] MR95 [%] CRPS [MW]
Deep frost 1.56 2.86 3.15 0.70
Frost 1.21 3.10 3.53 0.57
Thaw 1.17 2.51 1.85 0.51
Mild 1.07 1.95 4.52 0.45
Warm 0.93 1.95 3.03 0.41
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6 Discussion

In this chapter, the results presented in Chapter 5 will be discussed. In Chapter 6.1, the results
of the optimization of the QRF will be connected to the meteorological and topographical
conditions of the measuring site. In Chapter 6.2 the overall forecast performance of different
methods is compared and in Chapters 6.3 and 6.4, the conditional evaluation is discussed.

6.1 Optimization of the QRF and importance hierarchy of features

In the optimization of the QRF, feature selection was based on a hierarchical ordering of
features by their overall performance as measured by four evaluation metrics and detailed in
Chapter 5.1. It is reasonable to consider the resulting importance hierarchy in the context of
the meteorological conditions and topography specific to the study site. It is of no surprise that
the model wind speed at hub height should be the most important feature. Temperature, TKE
and wind direction at the model level closest to hub height are very close in second to fourth
place in terms of importance. As discussed in Chapter 2.4, mechanical production is one of
two contributors to TKE. It is explicitly dependent on wind shear, which in turn is highly and
positively dependent on the wind speed, and it is thus expected that those two variables should
be highly correlated. In Chapter 5.2, it was shown that the forecast performance is dependent
on temperature. This is likely to be to some extent connected to the negative correlation of
temperature to wind speed and the fact that northerly winds, which are generally colder, pass
over more complex terrain than warmer, southerly winds. As discussed in Chapter 2.3, strong
wind blowing over complex terrain is associated with wind shear and turbulence.

The relatively high importance of wind direction indicates that terrain surrounding the mast
has a significant effect the wind field there. As discussed in Chapter 2.5, topography is known
to affect the wind field in different ways. More specifically, high terrain in Iceland has been
directly connected to mesoscale wind phenomena on its lee side (Ólafsson and Bao, 2020).
Atmospheric gravity waves are known to be formed and dissipated on the lee side of rises in
the terrain depending, among other things, on atmospheric stability (Ólafsson and Bao, 2020;
Durran et al., 1990).

While temperature, TKE and wind direction are very close in rank, the Richardson number
in the lowest model layer was significantly less important as measured by the metrics used in
this study. The Richardson number is a direct indicator of atmospheric stability, and affects the
wind field in the wake of mountains.

Of the features selected to be used for training, the hour of the day turned out to be decidedly
the least important one, ranking significantly less important than Richardson number, but only
marginally more important than surface pressure. It is noteworthy that the hour of the day ranks
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significantly higher than the solar elevation angle. The solar elevation angle was retrieved
specifically to account for the astronomical time of day as the local hour of the day is not a
reliable indicator of the surface radiative balance at high latitudes. The time of day (TOD) was
defined from the solar elevation angle and while ranking higher than it, did not rank among
the six best features. It is possible that the importance of the hour of the day as a feature is
dependent on seasonality. It is clear that at high latitudes, the information which this features
conveys changes continuously throughout the year.

The results indicate that exchanging the hour of the day for surface pressure in the set of
training variables would have only a very slight effect on the performance of the QRF. It is
not unlikely that the rank of the two variables might change as a result of using different
randomly sampled seed values in the calculations. The surface pressure is, among specific
humidity, one of two atmospheric variables which are not used for training. Despite ranking
almost equally, the hour of the day and surface pressure are two variables containing different
and unrelated information and as such are absolutely uncorrelated. The surface pressure is an
indicator of the synoptic weather situation over SW Iceland, and demonstrates a correlation
with all atmospheric variables except for the Richardson number. The hour of the day is
connected to the amount of incoming solar radiation and, thus, to atmospheric stability. It
is therefore hypothesized, but not confirmed in this thesis, that in the absence of the Richardson
number, the hour of the day would rank significantly higher than surface pressure as the primary
indicator of atmospheric stability.

The initialization time (00, 06, 12 or 18 UTC) of the forecast did not prove sufficiently useful
for training to participate in it, and neither did the forecast lead. The forecast horizon of the
archived AROME forecasts used in this study was 12h. It is possible that forecast lead would
prove of more importance when applying the QRF to forecasts with longer horizons.

The specific humidity at 2 m is the least important of the atmospheric variables. As shown in
Table 5, it is highly correlated with temperature near the surface (the highest correlation of any
two atmospheric variables in the data set). It is not unlikely that the relatively low importance
of this variable is a result of the fact that it conveys the same information as the temperature. It
is hypothesized, but not confirmed, that in the absence of temperature, specific humidity would
rank among the most important training features.

Variables defined to account for seasonality (month and season) proved to be the least useful
training candidates, ranking last of the fourteen candidates. A possible explanation for this is
that seasonality is to some extent accounted for by other variables, such as the temperature and
the wind speed, both of which have a pronounced seasonal variation.
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6.2 Overall forecast performance

The smoothing method performs significantly worse than ODDI and QRF when forecasting
wind speed, as can be read from Table 6. Its main drawback is its high MR95. With aggressive
TS, (TS18), the MR95 is still above 18 percent while the sharpness (measured by MMFIW)
and accuracy (as measured by RMSE) have fallen below those of ODDI and QRF. This applies
both to forecasts of wind speed and power production, though less pronounced in the latter
case.

ODDI and QRF perform similarly well in forecasting wind speed. The results indicate that
the sharpness of both forecasts is slightly too high, with the 95 percent confidence interval
missing between 6 and 7 percent of the observations during testing. The accuracy, as measured
by the RMSE, is similar to but slightly better than that of the deterministic AROME forecast.

The performance of ODDI and QRF in terms of forecasting power production is presented
in Table 7. The two methods perform similarly at forecasting power production. As opposed
to their wind speed forecast, their power production forecast is slightly lacking in sharpness:
their 95 percent forecast interval misses only between 3 and 4 percent of the observations
during testing. Both ODDI and QRF predict power production slightly more accurately than
deterministic AROME in terms of RMSE.

Overall, ODDI and QRF perform similarly well when forecasting both wind speed and
power production. Their accuracy as measured by the RMSE is similar to that of deterministic
AROME. The main advantage of implementing ODDI and QRF is the production of a probabi-
listic forecast. From the results presented in this thesis, no reason is found to recommend one
of the methods over the other in terms of their overall performance.

6.3 Conditional wind speed forecast performance

The wind speed forecast performance of ODDI and QRF for different wind speed regimes
is presented in Tables 8 and 9 respectively. ODDI and QRF perform similarly in the three
lowest wind speed regimes. However for the highest wind speeds, QRF outperforms ODDI
significantly in terms of MR95, while maintaining a similar MMFIW as ODDI. The general
tendency is a fading of forecast performance towards higher wind speeds. This is especially the
case for ODDI, but less so for QRF.

In Chapter 2.5, the effect of terrain on the wind field in its surroundings was discussed. It
is in accordance with the considerations there that the performance of both ODDI and QRF is
significantly worse in the NW sector than in the other sectors. This supports the hypothesis that
Esjan causes disturbances in the wind field which are difficult for the forecast to resolve. The
QRF misses 4 percent less of its observations than ODDI when the wind blows from the NW
sector, however its MMFIW is significantly higher. Thus, no clear discrimination between the
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two methods can be justified in this case. The performance of the two methods is similar when
the wind blows from other directions.

Temperature appears to be a good indicator of the performance of both methods. The
forecast accuracy increases significantly with increasing temperature. When temperature is
above 9 degrees (warm), both methods perform significantly better than they do overall by
all metrics. No clear discrimination between ODDI and QRF can be justified for different
temperature regimes.

No relation was found between forecast performance and atmospheric stability. A significant
stability-based discrepancy between the performance of ODDI and QRF was not found. The
results from this conditional classification will not be presented further.

6.4 Conditional power production forecast performance

The wind speed forecast performance of ODDI and QRF is generally indicative of their power
production forecast performance, as expected. As when forecasting wind speed, they perform
similarly well in the lower wind speed categories. In the highest one, their performances differs
significantly in terms of the sharpness. While ODDI is overly sharp and misses almost 10
percent of its observations, QRF misses almost none while maintaining a relatively high degree
of sharpness.

When considering the performance of the methods in the two highest wind speed categories,
it is important to keep in mind that at wind speeds which fall into this category, the production
of the turbine is at its maximum rated power output of 5.2 MW. In the highest category (model
wind speed of 18 - 25 m/s), wind speed observations below 13 m/s are expected to be very
rare, as this would represent a forecast error of more than 5 m/s. However, some observations
should be expected to fall above 25 m/s, which is the cut-out wind speed of the hypothetical
wind turbine. Thus, those observations imply zero power production. In the case of ODDI, the
sharpness is very high, implying that the vast majority of the observations translate to exactly
5.2 MW or exactly 0 MW. In fact, more than 98 percent of the power production observations
take either of those values.

Applying evaluation metrics using frequency distributions is not useful when dealing with
(almost) binary forecast output. Thus, at wind speeds approaching the cut-out wind speed of
the turbine, the MR95 and the RMSE are perhaps the only metrics of the metrics used in this
thesis, which are sensible to use. The performance of the forecast then depends mainly on how
skilled it is at forecasting the wind speed on the correct side of the cut-off value of the turbine.
With this in mind, the results indicate that the QRF is better suited to deal with wind speeds
close to the cut-out wind speed, as it misses less than 1 percent of the observations and has a
slightly lower RMSE.

When comparing ODDI and QRF in terms of their power production forecast performance
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by directional category (see Table 16 and 17), the most notable difference is when wind blows
from the NW sector. For forecasting wind speed, both methods were overly sharp while for
power production, QRF is lacking in sharpness, its 95 percent confidence interval missing only
2.5 percent of observations. It is interesting that ODDI performs better at forecasting wind
power in the NW sector, than it does forecasting wind speed in the same sector. In the former
case, its performance in the NW sector is similar to its overall performance, while in the latter,
it is significantly worse, most notably in terms of MR95.

As is the case when forecasting wind speed, the power production forecast accuracy as
measured by RMSE generally improves with rising temperatures for both ODDI and QRF (see
Table 18 and 19). As temperature increases, both the MMFIW and MR95 of ODDI decrease
almost monotonically. When temperatures are above freezing, ODDI is generally lacking in
sharpness, more so for warmer temperatures, despite already being relatively sharp (MMFIW
below the overall value). QRF is relatively sharp in the two warmest temperature regimes, but
its MR95 dependens less strongly on temperature than is the case for ODDI. The temperature
dependence of forecast performance can to some extent be explained by the negative correlation
of wind speed and temperature. This correlation reflects the seasonal dependence of both wind
speed and temperature. Another likely contributor is the fact that on Mosfellsheiði, advection
of cold air generally follows from across a relatively non-uniform surface. In other words, air
reaching Mosfellsheiði from over complex terrain tends to be colder than air originating from
over the relatively uniform ocean surface. This is not general to Iceland, but rather a result of
the location of Mosfellsheiði with respect to its surrounding terrain and the coast.

7 Conclusions

In this study, a comparison was made between three post-processing methods (TS, ODDI and
QRF) applied to deterministic HARMONIE-AROME point forecasts to produce an optimal
probabilistic forecast for wind speed and wind power production by a hypothetical wind turbine
on Mosfellsheiði, Iceland.

The feature selection as part of the optimization of the QRF indicated that wind direction
was among the most important predictors of wind speed, ranking very close to temperature
near the surface and TKE. It turned out to be more important than both the bulk Richardson
number in the lowest model layer and the hour of the day, both of which are indicators of
atmospheric stability. This result indicates that terrain in its surroundings may in some cases
have a significant effect on the wind field on Mosfellsheiði, and, thus, for power production
on Mosfellsheiði. This would be in accordance with previous studies on mesoscale wind
phenomena in Iceland.

The results of the comparison between ODDI and QRF indicate that their overall performance
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is similar in forecasting wind speed, and significantly better than even the most agressive TS
which was tested (±18h). The most notable differences between the measured performance of
ODDI and QRF is a markedly better performance of the QRF at relatively high wind speeds,
both in terms of forecasting wind speed and wind power production. However, this result in
particular should be interpreted with care as relatively few samples in the data pertain to gale-
force winds. Further, some evaluation metrics are unreliable for power production forecasts at
wind speeds close to the turbine cut-out wind speed. An analysis using more abundant data is
recommended to confirm this observation.

Generally, forecast skill increases with warming temperatures as is the case with the deterministic
AROME forecast used. The reason for this temperature dependence was not among the main
topics of this thesis. However, it can likely be explained to a significant extent by a negative
correlation of wind speed to temperature and the location of Mosfellsheiði with respect to its
surrounding terrain.

Two of the three statistical post-processing methods tested in this study and applied to short-
term deterministic weather forecast are successful in creating probabilistic forecasts for wind
power production in Iceland. However, no clear connection between the complexity and the
skill of such methods is found in this study. Of the three methods analyzed, TS is found
to perform inadequately, while the other two, ODDI and QRF, perform significantly better
and convey useful information about wind speed and wind power production as well as the
uncertainties associated with both. The more complex of these two methods, QRF, was not
shown to have significantly more skill in forecasting either wind speed or power production
than ODDI, the simpler one. However, the results indicate that QRF might be more suitable to
be used at relatively high wind speeds. More research on this topic, using more abundant data,
is in order as a number of studies have suggested that post processing by Machine Learning
Algorithm (MLA)s can significantly improve forecast skill. Whether the potential of such
algorithms is constrained to certain topographical or meteorological conditions is not clear.
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Appendix 1

The hydrostatic equation in its basic form is given by Equation 12

p = p0exp(−
g

R′Tv

(z − z0)) (12)

Solved for z, we get

z = z0 + ln(
p0
p
)
R′Tv

g
(13)

where p is the pressure at height z and p0 is the pressure at a reference height z0, R′ is the
individual gas constant for water with a value of and g is Earth’s gravitational acceleration,
which is taken to be constant at 9.81m/s2. Tv is the virtual temperature averaged over the layer
between z0 and z. The virtual temperature is calculated for each level using the approximation
in Equation 14 below:

Tv = T [
1 + w/ϵ

1 + w
] ≈ T [1 + 0.6q] (14)

To convert the virtual temperature to potential virtual temperature, Equation 15 can be used:

θ = T (
pref
p

)
R′
cp (15)

Where pref is some reference pressure. In this work, pref was assigned the value of 1000
hPa. Here, cp denotes the specific heat of water at constant pressure. The exponent is thus
constant and takes a numeric value of 0.286.

where w is the mass mixing ratio (i.e. mass of water vapor per mass of dry air). Here, q
is the specific humidity and is approximated to the value of the mixing ratio. The constant ϵ
denotes the ratio between the individual gas constant and the universal gas constant of water
and takes a dimensionless numeric value of 0.622.

58





Examensarbete vid Institutionen för geovetenskaper 
ISSN 1650-6553 


	Introduction
	Background
	Iceland as a wind turbine site
	Wind power statistics
	The atmospheric boundary layer (ABL)
	Atmospheric stability
	Mesoscale wind phenomena associated with complex terrain
	The HARMONIE-AROME forecasting system
	Forecast validation and testing
	Machine learning and the Quantile Regression Forest (QRF)
	Evaluation metrics
	Root Mean Square Error (RMSE)
	Mean Median Forecast Interval Width (MMFIW)
	Miss Rate of the 95 percent forecast interval (MR95)
	Continuous Ranked Probability Score (CRPS)


	Data
	Observations
	Quality control
	Model data

	Methodology
	Data splitting
	Conditional evaluation
	Temporal Smoothing (TS)
	Observational Distributions on Discrete Intervals (ODDI)
	Quantile Regression Forest (QRF)
	Estimating power production from wind speed

	Results
	Training of the Quantile Regression Forest (QRF)
	Comparison of the different statistical post-processing methods
	Overall forecast performance
	Conditional wind speed forecast performance
	Conditional power production forecast performance


	Discussion
	Optimization of the QRF and importance hierarchy of features
	Overall forecast performance
	Conditional wind speed forecast performance
	Conditional power production forecast performance

	Conclusions
	Acknowledgements
	References
	Appendix 1
	abs
	Introduction
	Background
	Iceland as a wind turbine site
	Wind power statistics
	The atmospheric boundary layer (ABL)
	Atmospheric stability
	Mesoscale wind phenomena associated with complex terrain
	The HARMONIE-AROME forecasting system
	Forecast validation and testing
	Machine learning and the Quantile Regression Forest (QRF)
	Evaluation metrics
	Root Mean Square Error (RMSE)
	Mean Median Forecast Interval Width (MMFIW)
	Miss Rate of the 95 percent forecast interval (MR95)
	Continuous Ranked Probability Score (CRPS)


	Data
	Observations
	Quality control
	Model data

	Methodology
	Data splitting
	Conditional evaluation
	Temporal Smoothing (TS)
	Observational Distributions on Discrete Intervals (ODDI)
	Quantile Regression Forest (QRF)
	Estimating power production from wind speed

	Results
	Training of the Quantile Regression Forest (QRF)
	Comparison of the different statistical post-processing methods
	Overall forecast performance
	Conditional wind speed forecast performance
	Conditional power production forecast performance


	Discussion
	Optimization of the QRF and importance hierarchy of features
	Overall forecast performance
	Conditional wind speed forecast performance
	Conditional power production forecast performance

	Conclusions
	Acknowledgements
	References
	Appendix 1
	Mall_början
	Mall_tryckortssida__eng
	Baksida

	Mall_början
	Mall_tryckortssida__eng
	Baksida

