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Abstract

In this project, a model based on a convolutional neural network have been developed with the 
aim of imputing missing genotype data. This model was based on an already existing 
autoencoder that was modified into a U-Net structure. The network was trained and used 
iteratively with the intention that the result would improve in each iteration. In order to do this, 
the output of the model was used as the input in the next iteration. The data used in this project 
was diploid genotype data, which was phased into haploids and then run separately through the 
network. In each iteration, the new haploids were generated based on the output haploids. 
These were used as in input in the next iteration. The result showed that the accuracy of the 
imputation improved slightly in every iteration. However, it did not surpass the same model that 
was trained for one single iteration. Further work is needed to make the model more useful.
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Imputation av saknad genetisk data

Populärvetenskaplig sammanfattning
Lotta Rydin

Genetisk information är viktig inom flera forskningsfält. Till exempel kan det anvädas
inom forskning för genetiska sjukdomar. För detta används ofta genotypdata som består
av data från postioner i genomet med enbaspolymorfi. Enbaspolymorfi är en variation
i arvsmassan som endast berör en position. Ibland saknas vissa datapunkter, vilket
är ett problem om ovanliga genotyper ska undersökas. I dessa fall brukar imputation
användas, vilket är en process där de saknade värdena approximeras och ersätts.
Imputation genomförs ofta med statistiska medel med referensdata. Ett problem med
detta är att referensdatan kräver mycket minne då ett större referensdataset leder till
bättre imputation. Ett stort referensdataset leder också till att beräkningarna blir mer
kostsamma.

En människas genom består av två uppsättningar av 23 kromosmer, en från vardera
förälder. Eftersom det mänskliga genomet har två uppsättningar av samma kromosomer
är det diploid. Ofta är genotypdatan som används diploid. Det betyder att den genetiska
information är sammanställd på så sätt att det inte framgår vilken genvariant, eller
allel, i varje position som härstammar från vilken kromosomuppsättning. Fasning är
en process där två haplotyper approximeras utifrån en diplotyp. En haplotyp är en
grupp av gener som ärvs från en förälder, det vill säga en av kromosomuppsättningarna.
Fasning innebär att med hjälp av statistiska medel beräkna vilka delar av diplo-
typen som kommer från vilken förälder. Att genomföra fasning är vanligt i samband
med imputation. Detta ger ytterligare information som kan vara relevant inom forskning.

Faltade neuronnät, eller CNN, är en typ ar artificiellt neuronnät som oftast används
vid bildbehandling. De har visats vara mycket användbara inom mönsterigenkänning,
vilket kan anses vara lovande för imputation. Det finns olika arkitekturer att använda
när ett neuronnät byggs. Till exempel finns det en så kallad autoencoder vars syfte är att
återskapa input. Från tidigare studier har autoencoders visat tecken på att även kunna
användas för imputation. En liknande typ av struktur som kallas U-Net har också visats
vara lovande inom detta fält.

Syftet med det här projektet är att imputera saknade genotypdata genom att an-
vända faltade neuronnät iterativt. Det nätverk som används i projektet är baserat på en
färdig autoencoder från ett annat projekt. Denna autoencoder har modifierats till ett
U-Net.



Innan nätverket används sker en fasning där haploiderna är slumpade i de postioner
som är heterozygota. The två haploiderna körs sedan separat genom samma neuronnät.
De komplementära haploiderna till de utmatade haploiderna beräknas sedan utfrån den
ursprungliga diploiden och matas in i neuronnätet igen. Detta upprepas 10 gånger. De
två haploiderna från den sista iterationen bildar tillsammans den slutgiltiga diploiden.
Tanken med att använda nätverket iterativt är att resultatet ska förbättras i varje iteration.

För att se hur väl modellen presterade tränades modellen först på 80% av datasetet.
De resterande 20% användes till validering. 20 % av valideringsestet maskades även,
vilket innebär att de markerades som saknade. Detta gjordes för att kunna jämföra vad
modellen imputerade i dessa saknade värden och vad det egentligen ska vara där. De
imputerade värdena och de verkliga värdena jämfördes i varje iteration för att kunna
se om det faktiskt blev bättre. Resultatet från projektet visade att resultat förbättrades
något i varje itaration, men inte avsevärt. Resultatet blev också något sämre än om bara
en iteration användes vid träningen av modellen. Detta tyder på att denna metod kan
vara lovande, men behöver mer utveckling.
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1 Introduction

Genotype data is important in many different fields. For example, it can be used in
research of disease heritability and determine genetic relationships between phenotypes.
When genotyping is performed, data will sometimes be missed. This is a problem if
one wants to find rare gene variants. Since sequencing DNA is expensive, imputation
is used in these cases. Imputation is an inexpensive process where missing data is
approximated and replaced (Das et al. 2018). In the past decade, reference panels have
usually been used to impute missing genotype data (Davies et al. 2021). The imputation
accuracy is increased with larger panel sizes. This, however, requires a large amount of
data and is computationally expensive.

Machine learning is a growing field that can be applied to a vast amount of prob-
lems. Neural networks, which are a type of machine learning, can be used to impute
missing genotype data instead of the more traditional methods using statistics. Using a
pre-trained network is a more compact way of imputing data compared to the current
methods where reference panels are needed when performing imputation. Another
benefit of using neural networks for imputation is that sensitive data that could be
connected to an individual would not be stored in the same way. Autoencoders using
U-Net have previously proved successful in this (Andersson 2020). However, this
method can be improved. The aim of this project is to run a network iteratively in order
to generate haploid genomes from an incomplete diploid genome. The purpose of using
the network iteratively is that the result is expected to improve in every iteration.

2 Background

2.1 Genotype data

In this project, genotype data is used. Instead of the raw DNA sequence, the data only
contains Single Nucleotide Polymorphisms (SNP). Each SNP represents a position in
the genome where nucleotide variations occur in the population. The different variants
in these positions are called alleles (Kim & Misra 2007). In genotyping, SNPs are
interesting since they are what may differ between individuals. Depending on where
a SNP is located in the genome, it can be associated with genetic diseases and other traits.
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Genetic information in humans is stored in 46 chromosomes. The chromosomes
are ordered in two sets of 23 chromosomes, with each set inherited from each parent.
The human genome is therefore functioning as a diploid entity (Levy et al. 2007). The
term haploid refers to when there is only one set of chromosomes, as in gametes. The
diploid of a human, therefore, consists of one haploid from either parent. The genotype
data handled in this project is diploid, meaning that it displays a summation of the two
parent haploids.

2.2 Current methods in imputation

In genome-wide association studies (GWAS), missing SNP data are often imputed using
reference panels (Davies et al. 2021). Most algorithms that perform this imputation are
based on the model by Li & Stephens (2003), which is a statistical model for patterns
in linkage disequilibrium (LD). When using this type of model, a larger reference panel
size will result in a higher accuracy of the imputation. This leads to large panel sizes
being used (Davies et al. 2021). As an example, McCarthy et al. (2016) created a
reference panel consisting of 64 976 haplotypes at 39 235 157 SNPs.

Handling large reference panel sizes comes with challenges in reading and stor-
ing the data (Das et al. 2018). Even though the file size of the panels can be reduced
with gzip, the reference genotype data needs storage during analysis. A large reference
data set will also cause effects due to run time complexity. In current imputation soft-
wares such as BEAGLE, the computational complexity is linear in relation to the size
of the reference panel. However, this assumes that the reference and target genotypes
are phased. Otherwise, the complexity would have been quadratic (Browning et al.
2018). This means that large reference panels not only create problems in storing but
will also make the imputation computationally expensive. This calls for an imputation
method that does not rely on big reference panels. A neural network can be trained on
data from these big panels. However, once the model is trained, the size of the model
and the run time will be independent of the original panel size.

2.3 Phasing

Genotype data often take an unphased form, which means that the genetic information
is represented as diplotypes instead of separate haplotypes. This means that it is
not possible to see what allele falls on what haploid (Browning & Browning 2011).
Haplotype phasing is a process where haplotypes are estimated from genotype data.
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Statistical methods are commonly used in haplotype phasing. A lot of information
is lost when only using diplotype data, which is why haplotype phasing is important
(Tewhey et al. 2011). Haplotype phasing has been used for over a decade and is
commonly used when performing genotype imputation.

There are several statistical methods to perform haplotype phasing. Several mod-
els, such as BEAGLE (Browning et al. 2021), use Hidden Markov Models (HMM).
BEAGLE employs a HMM that is a modified version of the HMM by Li & Stephens
(2003). Here, the HMM is used to calculate the probability of haplotype alleles from a
set of markers. The states in the model are a set of reference haplotypes.

2.4 Convolutional neural networks

Artificial neural networks (ANN) are a type of deep learning architecture and are in-
spired by biological neural networks. ANNs have been in use for decades and can be
used in e.g. classification, prediction, and pattern recognition. An ANN can be viewed
as a weighted graph that can be trained to produce a relevant output (Jain et al. 1996).
Convolutional neural networks (CNN) are a type of deep neural network. They have
shown ground breaking results in pattern recognition in the past decade, and is proving
beneficial in image processing (Albawi et al. 2017). It makes sense to use CNN in geno-
type imputation since a CNNmight detect complex patterns that a model based on classic
statistics might not. In this project, the genotype data is handled as one-dimensional im-
ages, with each ”pixel” being a SNP. The architecture of a CNN differs between different
models. However, the basic components are very similar. CNNs consists of multiple
layers. Different types of layers can be used, such as convolutional and pooling.

2.4.1 Layers in a CNN

In this project, several types of layers are used. The layers in a CNN help extract the
features of the input data in different ways, or change the shape of the input data.
As the name indicates, convolutional layers form a central part in any CNN. In this
project, 1D convolutional layers are used. A convolutional layer has one or more
convolution kernels, or filters, which are used to compute feature maps. The filters
slide over the input layer, and a weighted summation is calculated. The weights are
defined by the filter and the summation is performed once per element and provides the
output to the next layer. This means that each element is affecting the neighbouring el-
ements and that features can be detected regardless of their position (Albawi et al. 2017).
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Max pooling layers are dimension-reducing. The data is partitioned into sub-
regions in which the maximum element is calculated and returned. This reduces the
layer in relation to the spacing of the sub-regions(Albawi et al. 2017).

In a dense layer, also called a fully connected layer, every neuron is connected to
every neuron in the preceding layer. This means that a dense layer includes a high
number of parameters and will be computationally expensive (Albawi et al. 2017). A
dense layer can be used to change the size of the layer since it is essentially equivalent
to vector-matrix multiplications .

Some layers do not have weights and have the sole purpose of changing the size
or shape of the layer. Upsampling layers are used to make the size of the layers bigger.
In upsampling layers, the existing data is repeated in order to make the size bigger. The
value in each node in the previous layer will be replicated several times in a sub-region
in the next layer. Flatten layers are used to convert all the data into a single continuous
vector. Reshape layers, similarly to a flatten layer, changes the dimension of the data
without changing the actual data (Chollet et al. 2015).

2.4.2 Activation functions

Each node in a neural network has an activation function. It is a non-linear function that
is used to produce the output of a neuron based on the aggregated value of the neuron
based on its weights and the previous layer. The activation function helps the network
learn complex patterns in order to make predictions and introduces non-linearities into
the network (Gustineli 2022). The activation function transforms the input value to a
value between -1 and 1. There are several types of activation functions that can be used.
In this project, Exponential Linear Unit (ELU) is mainly used as the activation function:

g(x) =

{
x, if x > 0

α(ex − 1), if x ≤ 0
(1)

Here, x is the input value, and α is a given value bigger than 0. This equation is derivable
everywhere in the span and significantly flatter in the negative interval. This gives the
function a non-linear behaviour.

2.4.3 Regularization

Regularization is a way to prevent a neural network from becoming overfitted. This
can be done in several ways. Dropout is one way to prevent the model from getting
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overfitted (Srivastava et al. 2014). A dropout layer will temporarily remove nodes in
the network at a defined rate. Which nodes to get dropped are randomized for every
batch in every epoch.The motivation of using dropout is to prevent individual neurons
to have a dominating influence on the total output. This makes the network more robust
since these situations will be broken up.

Batch normalization is another method with a regularizing effect. By re-centering
and re-scaling the activations from the layer based on their actual distribution during
training, and using weights derived from training during inference. This makes the
training faster and more stable (Ioffe & Szegedy 2015).

Added noise in the training data can act as regularization as well (You et al.
2019). This can make a CNN more robust since more robust feature representations are
learned. In this project, the network is regularized by adding noise in the latent layer.

2.4.4 Autoencoders

Autoencoders are a type of neural network. The goal of an autoencoder is to make an
output that is identical to the input. The network consists of an encoder that performs a
dimension reduction. The encoder can, as an example, consist of alternating convolu-
tional layers and max pooling layers. This is followed by a decoder that transforms the
latent presentation of the data to its original dimensions. The decoder is usually simi-
lar to the encoder, but reversed. This means that a decoder could consist of alternating
convolutional layers and upsampling layers. Autoencoders have shown to be an effec-
tive way of characterizing genotype data by Ausmees & Nettelblad (2022). The reduced
dimensions can be used in order to generate 2D representations of genetic variance in
humans. This autoencoder was also shown to be applicable in imputation of missing
genotype data.

2.4.5 U-Net

U-Net is an architecture of convolutional neural networks that are similar to autoen-
coders (Ronneberger et al. 2015). It consists of a contracting part and an expanding
part, similar to the encoder and decoder of an autoencoder. The difference is that the
U-Net structure also contains connections between the contracting and expanding part.
This architecture is beneficial when performing segmentation of images. As mentioned
previously, it has also been shown that the U-Net structure is beneficial in imputation
(Andersson 2020).
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2.5 Related works

In a study by Jumper et al. (2021), a computational approach was developed in order
to predict protein structures from the amino acid sequence. Neural networks were used
iteratively in this study, which proved to improve the accuracy. They use the term ’recy-
cling’ for this process. The final loss is repeatedly applied to outputs, and the outputs are
recursively fed into the same modules. This iterative refinement improves the accuracy
with a small amount of extra training time. The resulting model, AlphaFold, is highly
accurate. The AlphaFold model has provided some inspiration for the iterative use of
the network in this project.

3 Material

3.1 Human origins data set

The data set used in this project is the same used by Ausmees & Nettelblad (2022). This
data set is originally derived from the Affymetrix Human Origins SNP array which is
analyzed by Lazaridis et al. (2016) and contains 2 068 samples from 166 populations,
representing worldwide genetic variation. The data set was filtered by Ausmees &
Nettelblad (2022) in order to exclude sex chromosomes and non-informative sites. This
was done by enforcing a minor allele frequency treshold of 1%. LD pruning was also
performed. The final dataset that is used consists of 2 067 individuals typed at 160 858
biallelic sites.

There is also a subset of this data set that contains 249 samples and 9259 bial-
lelic sites. This data set is not representative and has not been used to provide results.
Instead, this data set has been used for testing during development of the model.

3.2 Software and hardware

The model in this project have been implemented in Python 3 using TensorFlow 2.5.0
(Abadi et al. 2015). TensorFlow is an open source software library used for machine
learning. Calculations were run on GPU resources of Berzelius at National Supercom-
puter Centre (NSC) at Linköping University. The implementation is available at https:
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//github.com/LottaRydin/l_GenoCAE. The code containing themain part of the im-
plementation is in run_gcae_t.py. Different network architechtures can be found in
models_l/. The architechture used in the final model is models_l/M1_RB.json. Dif-
ferent training specifications are found in train_ops/. The training specifications used
for the final model are found in train_ops/ex11_iter.json.

4 Method

4.1 Network and U-Net implementation

The network used in this project is based on the network created by Ausmees & Net-
telblad (2022). The main changes done to the network is that two concatenations have
been added and 4 batch normalization layer have been removed. In layer 20, layer 7
and 19 are concatenated. In layer 25, layer 8 and 24 are concatenated. These two con-
catenations are what makes this architecture a U-Net. 4 batch normalization layers were
removed as this was found to improve the model in combination with a lowered learning
rate. See table 1 for a detailed description of all layers used in the architecture.

4.2 Phasing

The input data in this project is diploid, with unknown haploids. Each SNP is repre-
sented by a number that indicates what alleles it consists of and a flag that indicates
if the data is missing in that position. The number that indicates the composition of
alleles for each SNP are 0.0, 0.5, and 1.0. A SNP that has 0.0 or 1.0 is homozygous. 0.0
means that both copies in an individual carry the reference allele in that position, and
1.0 means that both chromosomes have the alternate allele of the two possible alleles
in that position. 0.5 means that the two chromosomes have different alleles in that
position, meaning that the position is heterozygous. However, it is not specified which
chromosome has which allele. The flags either have the value 1, which indicates that
the data is not missing at that position, or 0, which indicates that it is. In any position
where the data is missing, the number indicating what alleles are in that position will be
-1.0 instead of 0.0, 0.5, or 1.0.

Before using the network, the diploids are phased into haploids which are run
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Table 1: All layers used in the architecture. Layer 20 is a concatenation of layer 19 and 7. Layer
25 is a concatenation of layer 24 and 8.

No. Layer Arguments
1 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu,

strides : 1
2 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
3 BatchNormalization -
4 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
5 BatchNormalization -
6 Maxpool1D pool size: 5, strides:2
7 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
8 Flatten -
9 Dropout Rate: 0.01
10 Dense Units: 75
11 Dropout Rate: 0.01
12 Dense Units: 75, Activation: elu
13 Dense Units: 2
14 Dense Units: 75, Activation: elu
15 Dropout Rate: 0.01
16 Dense Units: 75, Activation: elu
17 Dropout Rate: 0.01
18 Dense Units: ns[1]*8
19 Reshape Target shape: (ns[1],8)
20 Concatenate -
21 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
22 Reshape Target shape: (ns[1],8)
23 UpSampling2D size: (2,1)
24 Reshape Target shape: (ns[1],8)
25 Concatenate -
26 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
27 BatchNormalization -
28 Conv1D filters: 8, kernel size: 5, padding: same, activation: elu
29 BatchNormalization -
30 Conv1D filters: 8, kernel size: 5, padding: same
31 Conv1D filters: 1, kernel size: 1, padding: same
32 Flatten -
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separately. The format of the haploids is similar to the diploids, with the only dif-
ference being that the allele value cannot be 0.5. When the phasing is performed, all
homozygous positions will keep what allele it has, since there is only one option. In
the heterozygous positions, what allele the haploid will have is randomized with equal
possibilities for either allele. In these positions, the generated haploid will have the
value of 1 or 0. Initially, one haploid is created. This haploid is used to create the
complementary haploid according to the original diploid. This is done by multiplying
all values in the diploid by 2 and subtracting the generated haploid from it. All flags are
conserved in the haploids.

4.3 Iterative use

The network is used iteratively. The two haploids provided from the phasing are used
as input in the network separately. The output of the network is a haploid with a
probability for an allele in each position. Based on this, each number is rounded to 1
or 0, which represents the two possible alleles. This is done for both output haploids.
In each homozygous position in the original diploid, since there is only one possible
allele, the output haploid is corrected accordingly. After this, the complementary
haploid is calculated from the diploid by multiplying the allele values in the diploid by
2 and subtracting the allele values from the output haploid. The flags are kept. This is
done for both output haploids, meaning that two complementary haploids have been
calculated. The two haploids are compared in order to find if and where they have the
same allele in the heterozygous positions. Since this should not be possible, the alleles
will be randomized yet again in these positions. These haploids are run through the
network again, and the procedure is repeated 10 times. See figure 1.

Approximately 50% of the training data is masked in the training process. A
masked value is a value that is marked as missing, even though the real value is known.
This can be used to evaluate the imputation. Which 50% of the data that is masked is
randomized and changed in every iteration.

In each iteration, the two output haploids are merged into a diploid. For this, the
probabilities for the alleles in each position are used. The resulting diploid has the
probabilities of each combination of alleles in each position. Here, AA, Aa, and aa
represent the probabilities for the different allele combinations in the diploid. A1 and
a1 are the probabilities for each allele in haploid 1, and A2 and a2 are the probabilities
for each allele in haploid 2. These calculations are performed in each position:
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AA = A1 ∗ A2 (2)

Aa = A1 ∗ a2 + a1 ∗ A2 (3)

aa = a1 ∗ a2 (4)

During training, the training loss is calculated in each iteration. This is done by
merging the output haploids into one diploid and calculating the cross entropy between
it and the target. The loss in each iteration is summed and used as the final training loss
for each epoch. After all iterations in a batch are finished, the gradients are applied to
the network.

Figure 1: The diploid input is phased into two haploid input. These two haploids are run sepa-
rately through the neural network. The complementary haploid according to the input diploid is
calculated and input in the same network again. During training, the output diploids are merged
into a diploid in order to calculate the loss. This is repeated 10 times and the loss from all 10
iterations are summed. The output diploid from the last iteration is the final output.

4.4 Training specifications

During the development of this model, the hyperparameters in train_opts/ex3.json that
can be found in the GitHub repository for the implementation by Ausmees & Nettelblad
(2022) were used. However, changes were made throughout the process. The learning
rate was lowered and the learning rate decay was set to 1.0. This means that the learning
rate does not change during the training. Also, the number of iterations were added as a
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parameter. See table 2 for more details.

The loss function used is cross-entropy. This loss function can be used in classi-
fiers where the output has probabilities between 0 and 1. Entropy is used to measure
the difference between true distributions and predicted distributions (Zhou et al. 2019).
The loss value increases when the predicted value diverges from the correct value.

Table 2: Hyper parameters used in the model

Type Value Module Class

Learning rate 0.000064 - -
Decay rate 1.0 tf.keras.optimizers.schedules ExponentialDecay
Decay steps 100 tf.keras.optimizers.schedules ExponentialDecay
Batch size 10 - -
Noise std 0.0032 - -
Iterations 10 - -
regularizer factor 1.0e-07 tf.keras.regularizers l2
Loss function - tf.keras.losses CategoricalCrossentropy

4.5 Evaluation

This model is evaluated by loss and concordance between output and input. Since
batches have been used in this model, the loss and concordance have been calculated in
each batch, and the mean of all batches is regarded as the final loss and concordance of
each epoch. The loss function in this model is categorical cross entropy. The loss from
the whole data set as well as only the masked values were calculated.

Concordance is a measure of how similar two genotypes are. It displays the per-
centage of SNPs that are identical between the two genotypes. The concordance
between the imputed values in the masked positions and their real values were cal-
culated. A perfect concordance equals 1, and a completely incorrect concordance
equals 0. In order to do this, the output diploid is converted so that each position con-
tains the likeliest combination of alleles, instead of the probabilities of each combination.
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Both cross entropy and concordance were calculated in each iteration in each
epoch. This was done in order to analyze how the result changed in every iteration.

5 Results

5.1 Iterative performance

The iterative performance was calculated by comparing the result of the last iteration
and the first iteration. This was done in each epoch for both concordance between the
output and the target, and the loss value. In order to do this, the concordance or loss value
from the last iteration was subtracted from the concordance or loss value of the first it-
eration. Since a high concordance is what indicates a better performance of the model,
a negative value is desirable for the comparison of the concordance. This means that
the concordance after the last iteration is better than the first, indicating that the result
improves with each iteration. As can be seen in figure 2, the concordance is steadily im-
proved by the iterations after epoch 400. The final improvement of the iterative process
is approximately 0.002, which corresponds to 0.2 percentage points.

In contrast to the concordance, a low loss is preferable regarding the fitness of the model.
A positive difference in the loss is therefore an indication that the result improves from
the iterative process. Similarly to the concordance, the loss is starting to improve steadily
around epoch 400. In the end, the loss is improved by approximately 0.03 by using the
network iteratively. See figure 3.
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Figure 2: Change of concordance after first iteration and final iteration. A negative value indi-
cates that the result is improved by the iterative use of the network.
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Figure 3: Change of loss value after first iteration and final iteration. A positive value indicates
that the result is improved by the iterative use of the network.
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5.2 Validation loss

The loss was calculated for the entire validation set as well as for the masked values
separately. In both of these cases, both the loss after the first iteration and after the final
iteration are calculated. The loss from the entire validation set is at its minimum at epoch
240. After this the loss increases and stabilizes at approximately 0.25 (Figure 4). The
loss for the masked values in the validation set behaves a bit differently. The loss keeps
reducing slowly after epoch 400 (Figures 5 and 6). The lowest loss for the masked values
is 0.519.
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Figure 4: Loss value from the complete validation set. The blue graph shows the loss from the
result from the first iteration. The green graph shows the loss from the result of the final iteration.
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Figure 5: Loss value from the masked values in the validation set. The orange graph shows the
loss from the result from the first iteration. The purple graph shows the loss from the result of
the final iteration. Figure 6 show the same results for epoch 400-900 in different scales.
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Figure 6: Loss value from the masked values in the validation set in epochs 400-900. The
orange graph shows the loss from the result from the first iteration. The purple graph shows the
loss from the result of the final iteration.
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5.3 Concordance

The concordance between the imputed values and the correct values in the masked po-
sitions in the validation set was calculated. Similar to the loss, the concordance after the
first and final iteration was calculated. The concordance reaches a plateau around epoch
400 but continues increasing afterward at a low pace (Figure 7). The highest concor-
dance calculated is 0.767, which corresponds to 76.7% similarity between the imputed
values and their corresponding correct values. This is approximately 5% higher than the
baseline. The baseline shows what the concordance would be if the most common value
for each position was imputed. A higher concordance than this is desirable.
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Figure 7: Concordance between imputed values and the true values in the masked values in the
validation set. The blue graph shows the loss from the result from the first iteration. The green
graph shows the concordance from the result of the final iteration.
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5.4 Comparison with single iteration

The method was also tested by using only one iteration in the training process and val-
idation in order to see the difference in performance. The result showed that the con-
cordance in the masked values is slightly lower when using the network iteratively. The
loss in the masked values is also slightly higher when using the network iteratively (see
table 3). The total validation loss is also lower when only one iteration is used. These
measures indicates that the result is not improved by the iterative process. The plots
displaying these result can be found in Appendix A.

Table 3: Display of different values in evaluation for 10 iterations and a single iteration. The
values displayed are taken from the last epoch in training for the model where 10 iterations are
used. For the values from the model where one single iteration is being used, the values are
taken from epoch 600, which is approximately when its performance peaks.

Measurement 10 iterations Single iteration

Validation loss, all values 0.251 0.102
Validation loss, masked values 0.519 0.495
Concordance, masked values 0.767 0.777

6 Discussion

6.1 Performance of model

The result from the iterative model shows that the result can be improved by using the
network iteratively. Figure 2 and 3 are both indicating that the result is improving from
the iterations. However, it is important to not rely on these measurements solely since
they do not show the overall performance of the model. For instance, the loss of the
final iteration could still be high, or the difference in loss could be due to the loss of the
first iteration increasing whilst the loss of the final iteration stays the same. In these
cases, the improvement from the iterative process is not very helpful. These tendencies
can be seen in Figure 4, where the loss from the validation set is displayed. On the
other hand, the loss from the entire validation set is not fully representative of how well
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the model is performing either since the purpose of the model is imputation. It is more
interesting to analyze how it performs in the positions with masked values. Figures 5
and 7 show the performance in the masked values. These plots show other tendencies
than in figure 4. In these plots, the loss is continuously decreasing for the first iteration
as well as the final iteration, all whilst the gap gets gradually bigger. These results
shows that the iterative process is actually improving the result in the end, even if the
improvement is quite small.

Compared to a model where only one iteration was used, the model where 10 it-
erations are used performed slightly worse according to the concordance and the
validation loss in the masked positions and considerably worse according to the valida-
tion loss in the whole data set. However, since the aim of this model is imputation, it is
more interesting to look at how it performs in the masked values. According to these
measurements, the difference is not as big.

There are some reasons why the model where only one iteration is used performs
better, especially according to the validation loss on all values. The first time the
network is being used, the input is correct, except for the missing values. However,
the output of the network will not be completely correct, since the model is not
perfect. Since the network is used 10 times in the iterative model, these errors are
accumulated when slightly incorrect inputs are being used. Hence, it is not unexpected
that the non-iterative model has a lower validation loss. The results also show that the
non-iterative model is very successful in replicating the input. As mentioned before,
this is not the main goal of the model.

6.2 Future work

At the moment, the performance when using a network trained for 10 iterations is
slightly worse than when using only a single iteration. However, the results show
that the concept is promising, since both concordance and loss is improving in every
iteration. The results could probably be improved by fine tuning hyper parameters and
changing the architecture of the network further, as well as other efforts. This was done
briefly, but due to time constraints, this was not explored to its full potential. More
work can be done in order to improve the current model. As mentioned before, the
added noise might have contributed to a higher validation loss and could therefore be
adjusted.

The final model was trained for 900 epochs, and interesting changes started to
occur around epoch 400. During the development of the model, most models were
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only trained for 300 epochs before they were ruled out or deemed promising and
improved on. The only reason this particular model was trained for an additional
600 epochs is that it showed indications that additional epochs would improve the
model. However, since larger improvements in the iterative process did not occur
until epoch 400, other intermediate models that were ruled out might also have
benefited from more epochs. Again, this is something that could not be explored fur-
ther due to the limited amount of time but is something that could be investigated further.

Currently, when the model is trained, 10 iterations are used. Then, when the
trained network is being used, it is also used in 10 iterations. Another thing to explore
is to use the trained network for a higher number of iterations than it was trained for.
Since the loss and concordance are gradually improved by the iterations (see Appendix
B), there is reason to believe that additional iterations could improve the result further.
Due to time constraints, this was not explored thoroughly but could be done in the
future.

6.3 Ethical aspects

An issue with the storage of genetic information is that it can be traced back to the
person that it comes from. If an imputation tool or reference panel set is widely
used, the panels used might be spread without the concerned persons knowing. Even
though consent is most likely given when collecting this data, it is hard to achieve fully
informed consent since this requires some education in genomic science (Winkler &
Wiemann 2016).

If pre-trained neural networks were used instead of panels when performing genotype
imputation, genetic information would not be stored in the same way since they would
only be used during training. Therefore, the data would not as easily be connected to a
specific person. There are, however, some studies that have shown that it is possible to
extract information from the training data from a neural network (Melis et al. 2018). A
pre-trained neural network would therefore not be completely secure, but better than
reference panels.
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Appendix A Results from model with single iteration

Here, the results from the non-iterative model are presented. This model used the same
hyperparameters and network architecture described in section 4.1 and 4.4. The model
was trained using only one iteration and validated only using one iteration. This is how
neural networks are usually used.
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Figure 8: Loss value from the complete validation set. Since there is only one single iteration,
the loss from the first and last iteration will be the same
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Figure 9: Loss value from the masked values in the validation set. Since there is only one single
iteration, the loss from the first and last iteration will be the same
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Figure 10: Concordance between imputed values and the true values in the masked values in
the validation set. Since there is only one single iteration, the concordance from the first and
last iteration will be the same.
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Appendix B Improvements in the iterative process

Here are how concordance and loss are changed in every iteration. The plots this change
for every 45th epoch of the 900 epochs. The changes from the last epoch are displayed
separately.
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Figure 11: Concordance between output and input in each iteration from the complete validation
set. The top graph shows the concordances in each iteration for ever 45th epoch during training.
The bottom plot shows the concordance in every iteration at the last epoch.
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Figure 12: Loss in each iteration from the complete validation set. The top graph shows the loss
in each iteration for ever 45th epoch during training. The bottom plot shows the loss in every
iteration at the last epoch.
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