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Abstract

With the continuously growing importance of technological development and automation, it is vital
to separate the wheat from the chaff and distinguish the effective automation from the lesser. Previ-
ous economic research typically investigates automation on a sector or national level. I instead focus
on the micro-level effects of a specific setting by investigating the effects of introducing Robotic
Process Automation (RPA) in the financial aid operation in the Swedish municipality Ronneby,
initiated in 2019. Using a Synthetic Control Method (SCM) with yearly municipal level data, I find
a reduction in Ronneby’s application duration for financial aid. The application duration estimates
are noisy but robust, unanimous, and economically significant. I also investigate Ronneby’s financial
aid effects, finding no significant results. The share of households receiving aid in Ronneby displays
an initial increase, followed by an equally sized fall at the end of the observation window. I con-
jecture that this movement could stem from the digitalized applications and a delay caused by the
pandemic.
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Chapter 1

Introduction

The battle between productivity enhancements and the protection of workers has accrued for over
a century and seems to never stagnate in relevance. With modern technology advancements and a
continuous decline in robot prices, the range of tasks where machines and robots can replace hu-
mans has only widened. Technological progress has historically enabled the automation of physical
labor by replacing human muscle with machines, concentrating man’s contribution to production in
brains rather than muscles (Tegmark, 2017, p.165). The advancements from the latter half of the
20th century have continued to be fruitful in terms of economic growth but moved labor automa-
tion to a second phase, where machines have begun surpassing human brains in some tasks. With
this recent expansion in machines’ capabilities, a reallocation of the growth has followed (Tegmark,
2017, p.158-160). From the second world war up until the 70s, economic growth enhanced wealth
for all. After that, however, the gains have only been enjoyed by the top percentiles of the wealth
distribution (SCB, 2019; Tegmark, 2017, p.158-160). The staggering evolution of modern technol-
ogy consequently raises the need for understanding the consequences of further progress – both its
potential and challenges.

With this thesis, I contribute to the empirical economic literature by examining the Robotic Process
Automation (RPA) of administrative routine tasks related to financial aid in the Swedish municipal-
ity Ronneby. To find the RPAs causal effects on productivity, I employ a synthetic control approach,
using other untreated municipalities as Ronneby’s synthetic counterpart constituents. Ronneby’s
RPA robot was introduced in February 2020 at Socialförvaltningen, the municipal unit providing
financial aid to economically challenged individuals.1 The robot assists municipal social workers
in handling applications for financial aid, relieving the workers from a substantial share of their
routine-intensive tasks. I aim to answer the research question: What were the effects of the RPA
automation of social welfare workers’ administrative tasks in Ronneby? Specifically, I investigate the
direct effects on the aid application duration and the more indirect effects on Ronneby’s financial
aid. In addition to the actual automation of administrative tasks, the RPA automation involves

1The automation was provided by the IT company Atea, for whom I am writing my thesis.
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digitalization of applications and streamlining of work processes, which were required preparatory
actions for the robot to be implemented.

My findings suggest that Ronneby’s automation has caused a notable reduction in application du-
ration. The average duration from application to submission is estimated to have been reduced by
eight days, from 19 to 11. Although the results are marginally insignificant, the unity and robustness
of all measures support the existence of a causal effect. No notable effects were found at the end of
the observation window for the financial aid variables, which I argue could be caused by a delayed
effect rather than the lack of one.

This study aims to extend the evidence on what type of automation can be efficient and how
this can be investigated in the public sector. In economic research, it is typically investigated what
the labor market effects are for higher levels of aggregation, such as industry or country level. In
this analysis, this will not be investigated. I instead focus entirely on the micro-level impact for
the financial aid unit in Ronneby, concentrating on unveiling their automation’s direct and indirect
effects and the underlying mechanisms through which they arise.

Another aim of my thesis is to broaden the estimation methodology for finding the causal effect
of RPA by using a synthetic control approach. In other areas of research, several business case
studies confirm RPAs efficiency in profitably replacing routine tasks (Aguirre & Rodriguez, 2017;
Lacity et al., 2015). In these studies, the causal effect of RPA is estimated by comparison to a
non-randomly selected control unit (Aguirre & Rodriguez, 2017) or with more qualitative analysis
(Lacity et al., 2015). However, when evaluating an RPA implementation in a public sector, a sin-
gle perfectly comparable control group is often not available. Moreover, qualitative evidence can
often be insufficient to determine the efficacy of automation. In juxtaposition to these evaluation
methods, a synthetic control approach should, in many cases, increase the possibility of obtaining a
representative reference unit and offer a more accurate measure of the automation’s causal effects.

The remainder of this thesis is organized as follows. Chapter 2 walks through the evolution of
automation. Chapter 3 provides a more thorough description of financial aid and the automation
and its expected effects. Chapter 4 summarizes the evolution of the economic literature on au-
tomation and technological development, and Chapter 5 goes over previous studies of automation,
focusing on RPA. Chapter 6 lists the data sources that have been used and describes the outcomes
and predictors used for the empirical analysis. Chapter 7 explains the empirical strategy, Synthetic
Control Method (SCM). Chapter 8 presents and interprets the results, which are further analyzed
and discussed in chapter 9. Finally, the findings of this thesis are concluded in the final chapter 10.
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Chapter 2

What is automation?

The immense technological progress of the 20th century has revolutionized how human labor can be
automated (Atalay et al., 2020). With advancements in the automation tools provided by Artificial
Intelligence (AI), a loud debate has arisen on when the intelligence of machines has gone too far.
Bostrom (2014) discusses AI as a potential path to superintelligence – an intellect with cognitive
abilities that decidedly exceed the present man’s. AI sceptics view the tipping point of such an
achievement as a potentially deciding moment for the future of the human species. Two main wor-
ries are: (1) The risk for immense further acceleration of its capacities through self-learning and the
difficulty of controlling such an intellectually capable force; (2) The risk for an extremely uneven
distribution of wealth in such a society. Some do, however, believe in the possibility of brighter
paths for AI superintelligence. Erik Brynjolfsson, an authority in the economic automation litera-
ture, paints a utopian picture of a "digital Athen" where man enjoys a stress-free life while AI robots
replace the slaves of ancient Greece in doing all the labor (Tegmark, 2017, p. 158). This chapter
will clarify how Ronneby’s Robotic Process Automation (RPA) relates to advanced AI by describing
the functionality of RPA, as well as the areas of usage where it is particularly advantageous.

In light of this opinionated discourse, it is crucial to distinguish the aspects of society’s techno-
logical transition that constitute the potential future challenges from those that do not. RPA is
a versatile software technology for which the demand has increased markedly in the last few years
(van der Aalst et al., 2018). RPA robots emulate human activity in handling computerized tasks by
interpreting the content on the screen to perform a set of predetermined tasks as a human would
(UiPath, n.d.). The automated tasks are typically routine-intensive and monotone. However, RPAs
can learn more advanced forms of interpretation by involving AI and machine learning algorithms,
enabling automating tasks like chatting and interpreting unstructured data. The robot’s main com-
parative advantage to humans is its speed and accuracy. While human workers are typically prone
to a certain level of human error, a well-programmed RPA remains precise and can work day and
night. Hence, the bigger the number of tasks to execute, the bigger the efficiency gains.
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Ronneby’s RPA is completely condition-based, categorizing it as a relatively simple program con-
struction (UiPath, n.d.). One of its tasks is to handle new aid applications and compute the sum
of aid that the applicant is eligible for.1 For a human, this task is quite simple but tedious in that
it requires switching between programs and perfectly structuring the comprehensive information
submitted in each application. Although the content of each application is different, the robot’s task
for each application can be clearly defined. Combining this with the fact that the social workers
handle large amounts of aid applications each month, the administrative tasks related to Ronneby’s
financial aid applications appear to be an appropriate setting for implementing RPA.

The functionality of a simple RPA like Ronneby’s is far from the front edge of modern automa-
tion in terms of the cognitive intellect required to perform its tasks. On the contrary, the technology
required to perform such tasks existed already in the nineties, but under Straight Through Process-
ing (STP) (van der Aalst et al., 2018). There are, however, two meaningful advantages of RPA.
(1) In contrast to the STP’s "inside-out," RPA uses an "outside-in" approach, meaning that the
robot emulates the human users. Therefore, the information systems do not need to be altered to
introduce an RPA. (2) RPA is adaptable because it aims to be robust to smaller system changes. In
other words, the edge of RPA lies in its simplicity and versatility, which makes it efficient in many
different settings. It should nonetheless be noted that the possibility of implementing RPA does
not guarantee an increase in the overall operational efficiency. The improvements are decided by
the transition and interaction between the robot and human workers, as well as how frequent and
repetitive the robot’s tasks are.

With its simplistic and condition-based construction, Ronneby’s robot is designed to relieve the
university-educated social workers of unwanted routine tasks, for which they hold no obvious com-
parative advantage. However, the interactive skills necessary for social workers to understand and
assist the aid recipients are far more difficult to automate. Moreover, Tegmark (2017, p. 162) lists
social intelligence, creativity, and an unpredictable working environment as occupational proper-
ties which should complicate the development of a robot replacement in the near future, explicitly
mentioning social workers as an example of such occupations. Therefore, it appears quite evident
how Ronneby’s simple RPA design can be differentiated from modern AI. However, these automa-
tion types’ large-scale labor market consequences are largely decided by the automation’s effect on
productivity.

1The robot and all of its designated tasks are described more in detail in Chapter 3.
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Chapter 3

Ronneby’s Robotic Process Automation
– "Ronney" the robot

Ronneby’s RPA has relieved the social workers from several different routine tasks related to handling
applications for financial aid. In Sweden, financial aid is applied monthly on a household level and
is provided by the municipality in which you live. The exact working processes related to financial
aid can differ between different municipalities.1 Based on a set of formal requirements related to
the household’s financial situation, it is decided by a social worker whether the sum that has been
applied for is to be granted, denied or, adjusted. Depending on the household’s specific situation,
some additional information may be needed from the applicant or some other third party before
a decision can be made. Each month, the aid recipients submit a renewal application to which a
decision for continued aid payment is made. In addition to providing aid, the social workers assist
the aid recipients in handling their financial situations in pursuit of helping the households become
financially self-sufficient. This chapter goes over the definition of financial aid in Sweden and its
role in the Swedish welfare system. After that, I explain the automated processes and some of their
potential effects on Ronneby’s financial aid operation.

3.1 Financial aid

3.1.1 Financial aid in Sweden

Financial aid in Sweden provides an income to households with no other way of obtaining an ac-
ceptable standard of living (Socialstyrelsen, 2021)2. Sweden’s 290 municipalities have a considerable

1I was informed about Ronneby’s financial aid operation and the RPA robot’s functionality from interviews with
Åsa Karlsson, social secretary at Ronneby’s financial aid unit, and staff members from Atea’s Architect Analytics &
Automation department. Additional details about the timing, functionality, and implementation were retrieved from
Ronneby’s planning and end reports for each of the robot’s processes.

2Socialstyrelsen (2021) is a handbook for financial aid in Sweden by Socialstyrelsen, which thoroughly describes
the financial aid operation and the conditions that determine a household’s eligibility for aid. Socialstyrelsen is a
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mandate in designing their own financial aid operation, although they are bound by the law and
shall follow the legal directions of Socialtjänstlagen, SoL.

The purpose of Sweden’s financial aid organ can be divided into a main and a secondary objec-
tive (Socialstyrelsen, 2021). The municipal financial aid units’ main responsibility is to assist the
aid recipients in becoming financially self-sufficient. Their secondary responsibility is to provide
financially troubled households with aid to achieve an acceptable standard of living until they have
obtained a sufficient independent source of income.

Around 4-4.5 % of the Swedish population receives aid at some point of the year (Socialstyrelsen,
2021). However, the reasons for eligibility and received sum differ, both on an individual and re-
gional level. This stems from how multiple structural and individual factors decide an individual’s
ability to achieve an acceptable standard of living independently. For example, lacking demand for
labor or large intakes of refugees can increase the need for financial aid on a national or regional
level. An individual’s characteristics and experiences, such as their health, education, or exposure
to violence, are other important determinants of the demand for aid.

The Swedish government provides a general set of guidelines for financial aid eligibility, though
the municipalities have a considerable mandate in individual aid decisions (Socialstyrelsen, 2021).
Socialstyrelsen (2021) lists the nationwide lower bound for expenditure posts that the aid should
cover. These include food, clothes, spare-time activities, consumables, health and hygiene products,
newspapers, and telephone. In addition, housing costs, electricity, work-related travel, and member-
ship in unions can be included among the minimum standard posts. Some other more sporadic costs
are medical care, funerals, or moving. Finally, for a financially troubled household to be eligible
for financial aid, the applicant must offer their services on the labor market if no extraordinary
circumstances disable them from doing so.

Aid is applied for monthly, with the first application being significantly more extensive than the
typical renewal application. For example, tax declarations, bank statements, and lease contracts are
documents that can be required for new applications. If a household is found to be eligible for aid,
the aim is to supply aid and guidance based on a holistic view of the household’s specific situation
and needs (Socialstyrelsen, 2021).

national agency responsible for providing analyses, statistics, and knowledge about Sweden’s health and social care.
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3.1.2 Financial aid in Ronneby

Prior to the initiation of Ronneby’s automation, all applications were made on paper.3 It was
possible to hand in the application via mail or on-site, though the latter was considerably more
common in practice (Ronneby interview, personal communication, 2022). The social workers are
responsible for making the aid decision. Socialstyrelsen (2021) emphasizes the importance of worker
quality, meaning that social workers should have sufficient competence and experience to perform a
reliable and well-executed job. In Ronneby, all social workers have a university sociology degree or
corresponding educational attainment. The social workers can thereby be classed as skilled labor,
specialized in understanding people, indicating sufficient competence.

A central part of the social workers’ occupation is the administrative task of managing aid ap-
plications. Before the automation, this included digitalizing and making copies of each application
and computing the amount of aid the household is eligible for (Ronneby interview, personal com-
munication, 2022). In case some information is missing or inaccurate, the social workers are to
notify the applicant or third party responsible for providing the information. Thereafter, the case
is classed as pending until additional information has been provided. An additional administrative
task for the social workers was to keep up to date with each waiting application and verify whether
the requested information has been provided.

In addition to their administrative work, the social workers are responsible for guiding and as-
sisting the recipients in becoming financially self-sufficient as quickly as possible (Socialstyrelsen,
2021). Their assistance can, in essence, be divided into three parts. (1) They help the recipients
identify their comparative advantages in the labor market and teach them useful tools for finding a
job. (2) The social workers present suitable job and internship opportunities. (3) Some recipients
have personal financial issues, such as debt or unpaid bills. In these cases, the social workers can
help solve the financial problem and thus assist the household in building an economic foundation
for eventually becoming financially self-sufficient.

3.2 Description of the automation

The social workers’ tasks can essentially be divided into administration and assistance. The prior
category consists of logical administrative tasks, whereas the latter concentrates on complex inter-
active tasks. In line with what tasks are theoretically considered easier to automate, discussed in
Chapter 4, the RPA operates in the administration category. The robot, named Ronney by the
workers, gathers the information from every application and compares it to official register data. He
then produces a report which summarizes the relevant information and motivates what amount of

3The entrance of digital applications was on February 12th 2019. I view this change as the start of their automation
process. Therefore, it is used as the time of treatment in the synthetic control analysis in Chapter 8.
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aid the household is eligible for. It should be noted that the robot is completely condition-based,
meaning there is no estimation or guesswork involved in his actions. Ronney assists the social work-
ers in several other administrative tasks, such as notifying them when new information has been
provided for a certain household and performing regular check-ups on whether the errand for a
certain household should be closed in the system. Granted that the 14 social workers in Ronneby
handle around 450 applications each month, it seems understandable that they have experienced a
notable increase in their availability to assist the recipients after Ronney was introduced.

The series of events that constitute the automation process was implemented gradually between
February 2019 and March 2021. The chronology and timing of each event are presented in the time-
line in Table 3.1. I define the introduction of digital applications on February 12, 2019, as the start
of the automation process because it was the first active measure taken to enable the automation.
Since RPA is a software technology that operates via computers, the automation of application
handling would serve little purpose if each application first had to be digitalized manually by the
workers. The second preparatory action was streamlining the social workers’ administrative work.
As Ronney is a completely condition-based robot, he needs an exhaustive set of rules that accounts
for all actions he should take. If the social workers differed in their exact process of handling appli-
cations, there would need to exist as many versions of Ronney as methods of performing the tasks.
Therefore, the streamlining of the working processes was a vital part of the efficiency of constructing
the robot.

On February 11, 2020, the robot was put into practice with his first task – the renewal process.
This is the handling of applications of households who were already receiving aid the preceding
month. The process can be considered a simpler version of Ronney’s second task, the new process,
which is handling new applications. When a household first applies for aid, a sufficiently larger
amount of information and external official documents are required. The difference in workload
for the social workers was thereby reduced notably more by the automation of new applications
than renewals. These robotic tasks were accompanied by a passive process, which notifies the social
workers if some new information has been provided to a "waiting" application. Finally, on March
31, 2021, the control process was introduced, where Ronney each month goes over all active errands
in the system and notifies the social workers if they should be closed.

Table 3.1: Timeline of events in the process of Ronneby’s automation

Year Date Event
2019 February 12th Digital applications introduced.

November 1st New streamlined working process defined and implemented.
2020 February 11th Renewal process introduced.

June 1st New process introduced.
2021 March 30th Control process introduced.
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3.3 The effects of Ronneby’s automation

With the time freed up by the robot, there are many emerging potential consequences and pos-
sibilities relevant to Ronneby’s financial aid unit’s efficiency, costs, and overall purpose. Prior to
the automation, the social workers performed the administrative tasks. This could be viewed as a
worker-task mismatch because routine-intensive tasks constituted a substantial part of the skilled
social workers’ bundle of tasks. Hence, the robot’s displacement of the social workers was also a way
of relieving skilled workers from repetitive tasks, which they are overqualified for and hold no appar-
ent advantage over low-skill workers or robots. If working as intended, the automation would allow
the workers to focus on assisting the aid recipients in becoming financially self-sufficient. Below, the
different effects expected from the automation are presented and discussed. The hypothesized effects
are based on the impact perceived by the social workers, reported in my interviews with Ronneby’s
municipal workers involved in the implementation of Ronney.

The most direct expected effect is a shortened duration between when an aid application is first
submitted and when the aid decision is made – the application duration – and is considered the
main outcome of interest in my analysis. This expectation stems from how the robot automates a
large share of tasks related to handling different types of applications, in all of which it is vastly faster
than humans. If such an effect on application duration is found, it directly implies that individuals
who are eligible for aid will receive their payments quicker. Keeping in mind that these individuals
typically are in urgent need of money, a shortened waiting for aid could potentially make quite a
noticeable difference in their well-being.

The robot’s assistance in administrative work also relieves a large chunk of the social workers’
routine tasks. This enables a reallocation of the workers’ time and is expected to result in more time
being spent on assisting the recipients.

The potential increase in workers’ time spent with the recipients has the plausible indirect effect of
shortening the average period a recipient receives aid. The reasoning behind this important poten-
tial impact is that the additional time and support from the social workers is expected to positively
affect the recipients’ chances of finding a way of becoming financially self-sufficient. If the aid pe-
riod is reduced, it has several direct cost-related possible implications for the municipality. Firstly,
it directly reduces the aid expenses to recipients. Secondly, it increases the municipal income tax
from the recipients who got a job. Thirdly, the financial stability achieved by getting a job can
be associated with reducing inclination to other difficulties associated with societal costs, such as
criminal activity and mental illness. It is important to consider that the cost of individuals receiving
financial aid is constituted by the aid payments and the expected alternative cost. Keeping this in
mind markedly increases the value of a marginal reduction of the aid period.
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In the long run, an additional effect that may emerge more clearly is the aid recipients’ propen-
sity to return to aid. With the additional guidance and resources from the social workers, the
security of the income source, which makes them financially self-sufficient, is likely to be enhanced.
Hence, recipients’ propensity to return to aid should reduce, which should augment the reduction in
the number of households receiving aid.

Another potential effect of the automation is improved accuracy of the aid decision. The robot’s
advantages in computational routine work could potentially make aid decisions more accurate in
relation to the set of rules determining the amount that households are eligible for. Moreover, the
robot’s design is completely condition-based, meaning that it cannot make an error given the input
provided by the applicant and the set of rules for the aid decision. An accuracy effect could increase,
decrease or have no effect on municipal costs, depending on the nature of the change. Suppose
first that the social workers’ payments were previously systematically biased in relation to the rules.
If they were too generous (conservative), the robot would have induced savings (increased costs),
ceteris paribus. Suppose, instead, a random non-systematic human error prior to the robot. With
this type of error, the average error goes to zero as the number of applications increases by the law
of large numbers. This implies that the municipality would not financially benefit nor be harmed
from such an effect. However, it would result in more "fair" aid decisions where recipients get the
aid payments for which they are eligible.
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Chapter 4

Theoretical background

The new nature of automation has imposed the need for a deeper theoretical explanation of techno-
logical development’s labor market implications (Autor & Acemoglu, 2011; Autor et al., 2003). The
hypothesis of Skill-Biased Technological Change (SBTC) suggests that technology is skill-biased,
expectedly favoring skilled workers, which over time increases the relative skill supply (Autor &
Acemoglu, 2011). In turn, this shift is claimed to enhance the wages of all skill groups. However,
this is not reflected in the recent evolution of the labor market, indicating that the SBTC cannot
help explain the real wage declines experienced by certain groupings of the labor market nor the po-
larization in the earnings distribution. Another limitation of the framework is the view of technology
as factor-augmenting, which precludes the possibility of machines replacing humans in certain occu-
pations. With this simplification, the theory thereby fails to acknowledge the many routine-intensive
occupations currently dissipating due to automation (Brynjolfsson & McAfee, 2014; Tegmark, 2017).
This chapter presents a task-based framework as an alternative to SBTC and how it is better suited
for capturing the challenges imposed by modern automation. Thereafter, it is discussed how au-
tomation’s labor market impact depends on its productivity and displacement effects.

In pursuit of understanding the observed structural deviation from the SBTC, an alternative frame-
work has been developed over the last two decades. An important early contribution to this task-
based framework is presented by Autor et al. (2003), which separates tasks by whether they can
be computerized or not – routine tasks and nonroutine tasks. Routine tasks are repetitive and
non-cognitive, involving little to no interaction, and can be exercises such as calculation or picking
and sorting. Nonroutine tasks are cognitively demanding and interactive exercises, such as medical
diagnosis, persuading/selling, or janitorial services. Note that both task types can vary in prereq-
uisites in terms of education and experience. In Autor et al.’s (2003) framework, workers choose
whether they should supply their labor to routine or nonroutine tasks depending on their inher-
ent endowments for production tasks. Viewing routine labor and technology capital as perfectly
substitutable, the model predicts wages of workers performing routine tasks to be pinned to the
continuously decreasing price of computer capital. Autor et al.’s framework thereby explains the
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growing wage gap and real declines in low-skill workers due to the development and price declines
in technology, enabling an expansion in the adoption of robots and computers in production.

Autor and Dorn (2013) further nuance the understanding of the modern labor market by shed-
ding light on automation’s effects on employment and wages in different occupational groups and
the reallocation of labor from routine-intensive to service. The authors point out the observed
contrasting development since the 1970s for low-skill service and routine-intensive occupations. The
degree of technological adoption has been severely larger in routine occupations resulting in a decline
in real wages and employment. In low-skill service occupations, however, the pattern is reversed –
both real wages and employment have increased.

The labor market effects of automation in production can vary a lot, depending on its efficiency
and how it complements the workers. Acemoglu and Restrepo (2019) separate the effects on labor
demand into two opposite forces – the productivity effect and the displacement effect. The produc-
tivity effect represents the increase in value-added, which raises the demand for workers performing
non-automated tasks. The displacement effect measures the more direct replacement of the workers
whose tasks have been automated, which naturally reduces the demand for labor. Elaborating on
their decomposition of automation’s effects, Acemoglu and Restrepo explain that:

Automation therefore increases the size of the pie, but labor gets a smaller slice. (...)
contrary to a common presumption in popular debates, it is not the “brilliant” automation
technologies that threaten employment and wages, but “so-so technologies” that generate
small productivity improvements. (Acemoglu & Restrepo, 2019, p.10)

Hence, how the automation is expected to affect labor demand is typically decided by how cost-
efficient the robot is at performing its designated tasks in relation to a human. In other words, the
optimal robot for maximizing labor demand should be as cost-efficient as possible, compared to the
human workers who previously performed its designated tasks. In order to deal with automation’s
imposed challenges for the labor market, it therefore becomes vital to know when it is efficient and
when it is not.

Economic research in the area of automation is often performed at an industry- or country-level,
focusing on its implementation in the private sector (Autor & Acemoglu, 2011; Autor & Dorn, 2013;
Autor et al., 2003; Graetz & Michaels, 2018, inter alia). The primary scope is typically to theoret-
ically sort out and empirically establish the general labor market effects of replacing humans with
computers and robots. Case studies on robots’ impact on productivity are, however, scarce in the
area of economics (Graetz & Michaels, 2018), and Acemoglu and Restrepo (2022) point out the lack
of research in nonproduction tasks, despite the broadened set of tasks which can now be automated
thanks to modern technological innovations.
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Chapter 5

Previous research

Despite the lack of economic research on the productivity of digital automation, numerous studies
have been performed in other research areas. Fewer studies do, however, investigate the effects of
RPA technology implementations. This line of research consists mainly of business case studies,
most of which evaluate automation’s impact qualitatively. However, Aguirre and Rodriguez (2017)
use a quantitative empirical strategy, though their approach is arguably on the simplistic side. This
chapter goes over a few relevant previous studies of RPA implementation. Thereafter, a study of
another digital automation in the Swedish public sector is discussed.

Extensive research on RPA within the area of business and administration has the scope of describing
the technology behind it and defining what characterizes the settings in which it is considered ap-
propriate to implement (Houy et al., 2019; Moffitt et al., 2018; van der Aalst et al., 2018, inter alia).
These are often optimistic about the possibilities and potential of RPA but emphasize the importance
of simplicity and volume in the investigated tasks for the automation to be profitable and efficient.
However, some business papers have been written to evaluate the effects of RPA in different settings.

One paper that attempts to quantify the effects of RPA is Aguirre and Rodriguez (2017), where the
setting of the study is a private Business Process Outsourcing (BPO) firm in Colombia. One group
of workers was affected by the automation while another group was not. Substantial productivity
improvements were found when comparing the first week’s performance of the group with RPA to
the group without RPA. The average number of handled cases per worker was around 21 % higher
for the group with RPA. The increase appears to stem from the relief of the workers’ time rather
than an improvement in mechanical speed. The credibility of this result is, however, uncertain in
my view. The two groups are compared without controlling for previous group-level differences.
Therefore, it must be assumed that no underlying productivity differences exist between them for
the estimate not to be biased. Additionally, the group selection procedure appears not to have been
randomized, further strengthening the risk of a skewed estimate from meaningful group differences.
A potential remedy to relax this severely strict assumption could, for example, be a difference in
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differences approach.

Other RPA case studies typically evaluate the effects of RPA without converting the improvements
into metric estimates. One such study is Lacity et al. (2015), where the authors analyze the roll-out
of RPA at the telecom company Telefónica. Their evaluation of Telefónica’s automation and its
effects is not at all quantified, meaning that their contribution is entirely focused on the qualitative
insights. Cooper et al. (2019) perform another qualitative analysis, where they attempt to uncover
the effects of RPA in the "Big Four" accounting firms by conducting a large number of interviews.
Two minor Swedish case studies (a bachelor’s and a master’s thesis) use similar approaches when
investigating RPA implementations in financial aid in Sweden (Hedenqvist & Talabani, 2020; Ols-
son, 2021).

To the best of my knowledge, my study can be viewed as the first to estimate the effects of RPA
with an adequately rigid empirical strategy. Using a synthetic control approach, I aim to reduce
the potential structural differences between the treated unit, Ronneby, and its counterfactual, the
synthetic control. In my view, I thereby offer an estimation of the automation’s effects that is less
prone to bias compared to the estimates of Aguirre and Rodriguez (2017). Moreover, I concretize
the effects by providing numerical estimates rather than solely making qualitative conclusions, as in
Lacity et al. (2015) and Cooper et al. (2019) or the previously written theses about RPA in Swe-
den’s financial aid (Hedenqvist & Talabani, 2020; Olsson, 2021). However, a potential comparative
drawback of my metric-focused approach could be that I do not emphasize the softer human factors
of the roll-out, such as the workers’ attitude. I therefore view my study as a complement to the
previous qualitative evaluations, with their contributions to a deepened understanding of how and
why certain RPAs are efficient.

Bennmarker et al. (2021) study another digital automation in Sweden’s public sector – the im-
plementation of KROM, a worker-employer matching service introduced by the public authority
Arbetsförmedlingen. The authors thoroughly analyze KROM’s implementation based on Swedish
register data and interviews. Despite the similarities to my study in studying a case of digital au-
tomation in Sweden’s public sector, the scopes are somewhat different. While I aim to quantify
the effects of Ronneby’s RPA with an econometric methodology, Bennmarker et al. have a broader
focus. The authors analyze KROM’s classification functionality, how the workers and the market
received it, and how it compares to the previously implemented STOM.
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Chapter 6

Data description

My main data source is the Swedish public database Kolada, which provides time-series data on a
diverse set of operations in the public sector. All variables are formatted as yearly panel data and
are available on a national, regional, and municipal level. Kolada is driven by the ideal organization
Rådet för främjände av Kommunala Analyser (RKA) (meaning Counsel for promoting of Municipal
Analyses), which was founded in cooperation with the Swedish state, municipalities, and regions
(Kolada, n.d.). The variables used from Kolada were partially the application duration outcome
variables, mean, median, and share over 14 days.

In addition to the data obtained from Kolada, I have used municipal level monthly data from
Socialstyrelsen, Brottsförebyggande Rådet (BRÅ), and Arbetsförmedlingen on all of Sweden’s 290
municipalities. For all three data sources, the observation window was January 2005 - December
2021. Socialstyrelsen is the public authority that is nationally responsible for providing data on
healthcare and financial aid (SCB, n.d.). From their official database, I have used data on finan-
cial aid measured as the average sum per household with financial aid (in SEK) and the number
of households with financial aid, both of which are used as outcome variables in the financial aid
analysis. BRÅ is another authority that is nationally responsible for providing data, though their
area of responsibility is criminal activity (SCB, n.d.). From their official database, I have used the
reported number of crimes per 100,000 citizens. Lastly, Arbetsförmedlingen is a public authority
with the mission of connecting job-seekers and employers in Sweden. In addition, they provide a
rich official database, from which I have used data on the registered number of unemployed.

For comparative case study methods in general, the data requirements are typically essential (Abadie,
2021). Aggregate data on outcomes and predictors are required to be available on the aggregate
level that will be investigated. In my case, this translates to having panel data on application du-
ration, financial aid, and the other predictors. Moreover, the data should be on a municipal level
and include a sufficient number of Swedish municipalities similar to Ronneby and an adequately
sized observation window. In the Kolada database, the overall data availability varies substantially
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between the different variables and between the 290 municipalities. Therefore, the start of the ob-
servation window varies between 2005-2015 for the different variables used, but all variables used
have data up until and including 2021. For the remaining data sources, there was no variation in
data availability for the entire selected observation window, 2005-2021.

My empirical analysis’s outcome variables are divided into two categories – application duration
and financial aid. The prior consists of three measures: mean, median and share over 14 days. All
three variables are measured yearly at the municipal level and were obtained from Kolada’s database.
Kolada defines the duration of a certain application as the number of days from when the application
is submitted until the aid decision has been made. The time horizon for each variable varies due
to a lack of data availability. The observation window for mean, median, and share over 14 days
starts in 2013, 2014, and 2015, respectively. 2021 is the final year of the observation window for all
three measures. The idea of including all three measures is to capture the potentially heterogeneous
change across the application duration distribution. The share over 14 days is aimed to capture
changes in the upper part of the distribution, which the median would not capture to the same
extent. These two are complemented by the mean application duration, which intrinsically offers
a simple and intuitive interpretation. Lastly, if all three measures display unanimous estimated
effects, the unity can be viewed as ascertaining an effect’s existence. The financial aid variables,
obtained from Socialstyrelsen, are defined as the municipality share of households receiving financial
aid and the average sum of aid (in SEK) among the aid recipients. Hence, the original number of
households variable is converted to the share simply by dividing it by the municipality’s number of
households. I find it relevant to investigate financial aid on a household level as the aid decision is
based on the situation and expenditures of the entire household and not on the applicant individually.

Like the outcome variables, the predictors used in my empirical analysis are measured yearly, mean-
ing that a month-to-year conversion was performed for the monthly variables. The predictors were
selected to generate a counterfactual that considers factors related to financial aid both directly
and indirectly. In addition to the outcomes, each municipality’s population growth, refugee intake,
criminality, and unemployment are included as predictors that are rather directly related to financial
aid. The municipality’s high school graduation and financial stability are some of the more indirect
municipal qualities included as predictors that I find relevant for improving the precision and cred-
ibility in generating the variation of Ronneby’s financial aid.

For the empirical analysis, all variables are used on a yearly level. In line with investigating financial
aid on a household level, I adjust for municipality size when relevant by dividing the variables by
the municipality’s number of households. To make the most of each variable while avoiding a redun-
dant omission of municipalities, I selected the observation window for each variable individually.1

1The procedure of deciding the observation windows is described more in detail in Appendix A.2.
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Definitions for all variables included in the analysis and their corresponding observation windows
are presented in Table A.1.

Prior to the observation window selection procedure, all municipalities that, to my knowledge, had
implemented RPA in their financial aid operation were filtered out.2 This resulted in a total of 76
municipalities included in the data, including Ronneby.3

2However, the omittance of these municipalities, Nacka, Höör, Trelleborg, and Landskrona, does not affect the
overall estimated effects, as they are not found to be important predictors of Ronneby in the short run.

3Due to the limited extent of this study, I have not been able to fully ensure that the entire donor pool is free
from RPA. In case some non-zero donor has introduced RPA in their financial aid operation, my estimates are a
lower-bound estimation of the effects’ true magnitude. Nevertheless, from my research, it appears that none of the
important donors of Synthetic Ronneby have implemented RPA.
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Chapter 7

Empirical method

In this thesis, I employ a synthetic control approach to unveil the causal effect of Ronneby’s automa-
tion. The Synthetic Control Method (SCM) has grown in popularity over the last few years and is
a useful tool for investigating the effects of a wide range of policy interventions (Abadie, 2021). The
method is closely related to a difference in differences approach but does not rely on the resemblance
of a single unit. Instead, multiple untreated units are optimally weighted and combined to generate
an appropriate counterfactual and estimate the causal effect. In Ronneby’s case, the synthetic con-
trol is therefore an optimal combination of municipalities without RPA. This chapter goes over the
synthetic control approach used in this thesis and discusses the contextual requirements needed for
an appropriate SCM setting.

7.1 Identification strategy

Using an SCM, the causal effect of Ronneby’s automation is captured by utilizing the variation
in other municipalities with similar properties. With these municipalities, a synthetic version of
Ronneby’s outcomes is generated, such that the change in Ronneby after the automation can be
compared to its synthetic counterpart. If all necessary assumptions hold, this difference is an unbi-
ased measure of the automation’s causal effect.

Using the denotation from the framework presented in Abadie (2021), the outcome for each unit j

at time t is denoted as Yjt, where a "unit" is a municipality in my case. Ronneby is the first munic-
ipality for each outcome, j = 1, and the donors – the other municipalities – are the J units {j}J+1

j=2 .
The treatment, in this case, is the automation, and the post-automation period is hence defined as
t > T0. The causal effect is thereby formulated theoretically as τ = Y I

1t − Y N
1t , where Y I

1t (Y N
1t ) is

Ronneby’s post-automation potential outcome with (without) treatment. The actual outcome, Y I
1t,

is observed and need not be estimated, but the counterfactual, Y N
1t , cannot be observed and is what

is intended to be estimated by the synthetic control.
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The outcomes which are of interest to investigate are presented in Table 7.1. To obtain the synthetic
counterpart for each of these variables, a weighted combination of the corresponding variable from
the donor municipalities is estimated. More formally, this could be written as

Ŷ N
1t =

J+1∑
j=2

wjYjt, (7.1)

where wj , forming the J×1 vector W, is the weight for each donor and Yjt is their observed outcome
values. I use the base model from Abadie and Gardeazabal (2003) and Abadie et al. (2010), which
restricts all weights to range between zero and one, wj ∈ [0, 1]∀j, and sum to one, ι′JW = 1 (ιJ is
the J×1 vector (1, . . . , 1)′). This allows for the convenient and pedagogical interpretation that each
donor constitutes a share of the treated unit corresponding to their optimal weight, w∗

j .

Table 7.1: Outcome variables

Outcome Measure

Application duration Mean (in days)
Median (in days)
Share over 14 days

Financial aid Average sum of financial aid (in SEK)
Share of households with financial aid

The aim is to select these optimal weights such that the synthetic control resembles the pre-treatment
outcome as well as possible. This optimal set is estimated by utilizing the pre-treatment values of
the factors from the untreated units used to construct the synthetic control — the predictors. These
are denoted as the k × J matrix X0 = [X2 . . .XJ+1], where each X is a k × 1 vector containing the
k predictors of the corresponding unit. Following this notation, the goal is to make X0W as close
to X1 as possible.

Similarly to both Abadie and Gardeazabal (2003) and Abadie et al. (2010), the optimal weights
W∗ = (w∗

2, ..., w
∗
J+1)

′ in this thesis are the solution to the following minimization problem:

min
w2,...,wJ+1

||X1 −X0W|| =

(
k∑

h=1

vh (Xh1 − w2Xh2 − . . . wJ+1XhJ+1)
2

)1/2

s.t. wj ∈ [0, 1]∀j ∈ {2, . . . , J + 1}, ι′JW = 1,

(7.2)

where all vh are given non-negative constants, which essentially determine the relative importance
of each of the k predictors.1

1This minimization problem is solved using the synth function from the R package Synth. The package is written
by Hainmueller and Diamond, authors of Abadie et al. (2010).
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Finally, having obtained an estimation for the optimal set of weights, W∗, an estimation of the
causal effect can be made. Using the estimated optimal weights from (7.2), the difference between
the actual outcome and the synthetic control from equation (7.1) is written as

τ̂1t = Y1t −
J+1∑
j=2

w∗
jYjt. (7.3)

If all necessary requirements are met, τ̂1t is an unbiased measure of the causal effect.

7.2 Contextual requirements

In many comparative case studies, a synthetic control method can offer an easily interpreted estimate
of the treatment effect. However, some contextual requirements are necessary for the method to be
considered appropriate (Abadie, 2021). One such condition is the size of the effect and volatility
of the outcome, which essentially states that the effect should be notably large in relation to the
general volatility of the outcome in order to be able to detect the effect. Moreover, no interference
or anticipation of the treatment should exist for the treated unit nor the units in the donor pool.
Additionally, sufficient data should be available in terms of time horizon and the number of units
in the comparison group. Finally, the Convex Hull Condition states that the treated unit should be
no extreme in the outcome or predictors relative to the comparison group.

Assessing the potential issues in my study setting, a violation of the no interference condition
seems unlikely but theoretically feasible for the financial aid outcomes. In case a substantial part of
Synthetic Ronneby is constituted by municipalities located close to Ronneby, it might indicate that
they to some extent share labor markets. Hence, spillover effects in the form of displacement (e.g.
Cheung et al., 2019; Crépon et al., 2013) could suggest that increased job chances for Ronneby’s aid
recipients cause worse opportunities for aid recipients in adjacent municipalities. Without micro-level
data or estimates on the occupation locations of Ronneby’s aid recipients, such an effect is difficult
to control for. A possible remedy would be to remove all municipalities close to Ronneby from the
data. However, as several nearby municipalities are similar to Ronneby, the omittance would lower
the chances of generating a credible synthetic control that closely resembles Ronneby. With the
additional data-related limitation of a somewhat narrow observation window, I have decided not to
omit the nearby municipalities.
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Chapter 8

Results

The estimated effects using a synthetic control approach are typically illustrated in time plots dis-
playing two time-series trajectories – Ronneby and Synthetic Ronneby (Abadie et al., 2010; Abadie
& Gardeazabal, 2003, inter alia). The Ronneby trajectory represents how the outcome of interest
in Ronneby evolves across the observation window. The Synthetic Ronneby trajectory is conversely
Ronneby’s synthetic control, the estimated path of Ronneby if they had not implemented the au-
tomation. Ideally, it should follow the Ronneby trajectory closely prior to the automation, as the
resemblance of the two is vital for Synthetic Ronneby’s credibility as a counterfactual to Ronneby. If
Ronneby and Synthetic Ronneby should diverge from one another after the automation, it indicates
that the automation affected the investigated outcome.

Though Ronney was first introduced in 2020, the time of automation is defined as the year when the
automation process was first initiated, in 2019. This choice is based on Abadie’s (2021) suggestion
to backdate the time of treatment to when there are no anticipation effects to be expected, and the
full effect of the treatment can be captured. The final year before the time of automation is thereby
set to 2018. This chapter’s remainder is divided into two sections – the application duration results
and the financial aid results.

8.1 Application duration

8.1.1 Main results

The main outcome of interest is the application duration, which is measured in three different ways:
Mean application duration (days); Median application duration (days); Share of application dura-
tions longer than 14 days (%).1 The results are plotted in Figure 8.1, where the final year before
the time of automation, 2018, is marked by the vertical dashed grey line in each plot. The dotted

1The motivation behind choosing to investigate all three variables is related to potential differential effects for
different types of applications. This is discussed more in detail in chapter 6.
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grey line marks 2019, the last year before Ronney was assigned his first tasks. The "gap plots," dis-
played to the right for each outcome, show the difference between Ronneby and Synthetic Ronneby.
After the time of automation, Ronneby diverges downwards relative to Synthetic Ronneby in all
three figures, indicating a negative effect for all measures. As measured by mean, median, or share
over 14 days, Ronneby’s application duration appears to have decreased due to the RPA automation.

Looking into the estimated effects, the mean application duration of both Ronneby and Synthetic
Ronneby varies between 12 and 19 days before the automation in 2019. After the automation, Ron-
neby’s mean decreases from 18 days in 2018 to 11 days in 2021, which is Ronneby’s lowest denoted
number in the available data. For the same period, Synthetic Ronneby instead increases to 19 days,
implying an estimated causal effect on the mean application duration of 8 days. The median applica-
tion duration plots display a similar pre-automation range, varying between 8 and 16 days for both
Ronneby and Synthetic Ronneby. Between 2018 and 2021, Ronneby’s median gradually decreases
from 16 to 11 days, whereas Synthetic Ronneby increases to around 19 days in 2021. This therefore
implies an estimated effect of about 8 days. The share of application durations exceeding 14 days
varies between 39 and 57 % for both real and Synthetic Ronneby before the automation. After the
automation, Ronneby monotonically drops to 23 %, which again is Ronneby’s lowest denoted value
in the data. Synthetic Ronneby displays a modest, gradual increase to about 50 % in 2021, imply-
ing an estimated drop of 27 percentage points in the share of application durations exceeding 14 days.

Out of the 75 municipalities in the pool of potential donors, only a handful of the municipalities
constitute a non-zero share of Synthetic Ronneby. The distributions of the weights are presented
for all three measures in Figure 8.2,2 where all municipalities with weights below 0.5 % are labeled
as "Other." What stands out is that the largest donor for all three outcomes is Östra Göinge, with
an estimated weight of over 25 % in each case. Moreover, Trollhättan is a substantial donor in all
three sets of weights, and Avesta and Bengtsfors both constitute a substantial share in two sets of
weights each.

Abadie (2021) emphasizes the importance of the treated unit being similar to its synthetic counter-
part in terms of the predictors used in the model. In my case, this means that Synthetic Ronneby
should resemble Ronneby in terms of application duration and the other predictors used to ensemble
Synthetic Ronneby. Naturally, not all non-zero donors match Ronneby perfectly in all characteris-
tics, though Ronneby is generally no extreme in juxtaposition to its donors. This is depicted in Table
8.13, which presents every predictor mean for Ronneby, Synthetic Ronneby, and the unconditional
mean of the entire donor pool in the pre-automation period. The estimated importance of each
predictor, vh from equation (7.2), is also included for each predictor. Synthetic Ronneby generally

2A complete list of the donor pools and their corresponding weights are presented in Table B.1
3Inspired by Table 1 in Abadie et al. (2010)
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produces a better approximate of Ronneby’s predictor means than the unweighted average in all
three models. A few predictors deviate from this pattern, some of which have substantial relative
importance for Synthetic Ronneby, indicated by the size of their corresponding vh value. However,
a clear majority of the Synthetic means are closer to Ronneby than the unweighted average, though
it should not be overlooked that a notable share of Ronneby’s predictor means is closer to the un-
weighted average. The shares of predictor means where Synthetic Ronneby is closer to Ronneby are
71, 67, and 81 % for the mean, median and share over 14 days models, respectively.

In other words, Synthetic Ronneby is superior to the unweighted average in replicating Ronneby’s
predictors in the pre-period. This indicates that an SCM is better suited as an identification strategy
than a difference in differences (DiD) approach in this setting. Using a typical DiD, the unweighted
average of the untreated municipalities’ predictors would have generated the counterfactual.4

8.1.2 Inference and robustness

To further evaluate the credibility of my results, several types of placebo studies can be performed.
I perform a placebo study, where Ronneby’s estimated effect is juxtaposed to that of each donor
when they are falsely exposed to the automation. This so-called permutation test is commonly
used for SCM analyses to perform inference. The procedure is essentially compares the effect for
the treated unit to when the treatment is randomly assigned to the donors, all of which should be
unaffected by the placebo treatment (Abadie et al., 2010). In Ronneby’s case, the idea is that if
the automation affected the application duration, the post-automation divergence of Ronneby from
Synthetic Ronneby should be large when compared to the randomly falsely imputed automation of
the municipalities in the donor pool.

The permutation test results are visualized as gap plots in Figure 8.3 and are interpreted simi-
larly to those in Figure 8.1. As in Figure 8.1, the black line represents the difference between
Ronneby and Synthetic Ronneby. The grey lines in Figure 8.3 represent the difference in application
duration between each municipality and its respective synthetic counterpart when the automation is
falsely imputed for that municipality. The final year before the time of automation, 2018, is marked
by the dotted purple line. The left plots include all municipalities, whereas the right plots have
filtered out the municipalities where the synthetic counterpart does not sufficiently replicate the
actual municipality in the pre-automation period.5

It is quite evident from all three outcomes that a majority of the donor municipalities did not
experience a fall in application duration as substantial as Ronneby. For the share over 14 days

4The reasoning here is based on the discussion around Table 1 in Abadie et al. (2010).
5The same procedure is performed by Abadie et al. (2010), with the same filtering condition of excluding the units

with more than five times the RMSPE of the treated unit in the pre-treatment period.
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(a) Mean number of days

(b) Median number of days

(c) Share over 14 days

Figure 8.1: Yearly time plots of Ronneby’s application duration against that of Synthetic Ronneby.
The left figure displays the application duration measures on the vertical axis, whereas the right gap
plot’s vertical axis displays the difference between Ronneby and Synthetic Ronneby.
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(a) Mean (b) Median

(c) Share >14 days

Figure 8.2: Pie chart displaying the distribution of non-zero weights from the estimated W from
equation (7.2), with application duration as outcome.
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Table 8.1: Application duration predictor means prior to time of automation.

Mean Median

Ronneby Synthetic Average vh Ronneby Synthetic Average vh

Unemployed 0.132 0.118 0.084 0.025 0.132 0.116 0.084 0.033
Criminal activity 808.214 851.713 868.382 0.002 808.214 817.478 868.382 0.038
Application duration, mean 15.667 16.082 16.665 0.413 15.667 17.535 16.665 0.095
Application duration, median 12.8 12.288 13.281 0.151 12.8 12.768 13.281 0.301
Application duration, >14 days 40 39.799 42.127 0.068 40 40.718 42.127 0.078
Demographic dependency ratio 0.823 0.824 0.799 0.053 0.823 0.822 0.799 0.036
Newborn 10.216 10.136 10.48 0.003 10.216 9.707 10.48 0
Population change 0.816 0.836 2.425 0.049 0.816 0.414 2.425 0.001
Households 13138 11061.491 15450.114 0.029 13138 9618.452 15450.114 0.048
Refugees, 0-5 years 0.005 0.004 0.002 0.055 0.005 0.005 0.002 0.059
Refugees, 6-17 years 0.002 0.002 0.001 0.001 0.002 0.002 0.001 0.008
Refugees, 18-19 years 0.001 0.001 0.001 0 0.001 0.001 0.001 0.04
Refugees, 20-64 years 0.017 0.017 0.007 0.031 0.017 0.018 0.007 0.013
Refugees, 6-15 years 0.009 0.009 0.003 0.02 0.009 0.008 0.003 0.029
Refugees, above 65 years 0 0 0 0.009 0 0 0 0.001
Refugees, total 7.882 8.293 3.801 0.072 7.882 8.037 3.801 0.05
High school graduation ≤ 4 years 78.326 76.441 79.188 0 78.326 77.396 79.188 0.035
State subsity 9385.53 12476.179 9266.733 0.008 9385.53 11527.407 9266.733 0.055
Net result 469.348 1381.269 1298.126 0 469.348 1162.415 1298.126 0.02
Total taxes 157323.399 156458.904 167400.922 0.01 157323.399 159320.188 167400.922 0.06
Households with financial aid 0.024 0.029 0.022 0 0.024 0.03 0.022 0

Share over 14 days

Ronneby Synthetic Average vh

Unemployed 0.132 0.119 0.084 0.033
Criminal activity 808.214 814.916 868.382 0.038
Application duration, mean 15.667 18.372 16.665 0.095
Application duration, median 12.8 13.453 13.281 0.301
Application duration, >14 days 40 41.33 42.127 0.078
Demographic dependency ratio 0.823 0.818 0.799 0.036
Newborn 10.216 10.102 10.48 0
Population change 0.816 1.011 2.425 0.001
Households 13138 9852.042 15450.114 0.048
Refugees, 0-5 years 0.005 0.004 0.002 0.059
Refugees, 6-17 years 0.002 0.002 0.001 0.008
Refugees, 18-19 years 0.001 0.001 0.001 0.04
Refugees, 20-64 years 0.017 0.017 0.007 0.013
Refugees, 6-15 years 0.009 0.008 0.003 0.029
Refugees, above 65 years 0 0 0 0.001
Refugees, total 7.882 7.528 3.801 0.05
High school graduation ≤ 4 years 78.326 77.911 79.188 0.035
State subsity 9385.53 11807.031 9266.733 0.055
Net result 469.348 1001.516 1298.126 0.02
Total taxes 157323.399 157153.183 167400.922 0.06
Households with financial aid 0.024 0.026 0.022 0
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plots, Ronneby’s estimated effect stands out the most, displaying the 5th and 7th biggest decrease
in the permutation distribution for the left and right plot, respectively. In both the mean and me-
dian plot, Markaryd stands out with an extreme application duration of about three months.

Another way of evaluating the effects’ significance is to consider the RMSPE ratio of Ronneby
compared to the placebo results of the municipalities in the donor pool. Overall, the RMSPE-based
inference gives marginally insignificant results for all measures, with p-values ranging between 0.1
and 0.3. The RMSPE ratio is defined as the RMSPE of Ronneby against Synthetic Ronneby after
the automation divided by the RMSPE before the automation. In case of an effect, Ronneby’s di-
vergence from Synthetic Ronneby after the time of automation, post-treatment RMSPE, should be
large relative to its pre-automation discrepancies, pre-treatment RMSPE. The statistical significance
is established by evaluating to what extent Ronneby’s ratio stands out compared to the placebo per-
mutation. The distribution of the RMSPE ratios is presented as histograms in Figure B.1, where
the purple dotted lines mark Ronneby’s RMSPE ratio level. The extreme outlier in the median and
share over 14 days plots are Ängelholm and Fagersta, respectively. Their extreme RMSPE ratios
appear to result from a remarkably good fit in the pre-automation period rather than an extremely
large RMSPE in the post-period. Removing them results in a histogram quite similar to the mean
plot, as is shown in Figure B.5. Both of the extreme outlier municipalities had weights of 0.000,
meaning that they do not affect Ronneby’s estimated effects in Ronneby’s application duration. I
perform a test based on the RMSPE ratios, as in Abadie et al. (2010), which produces insignificant
p-values for all three measures. Mean, median, and share over 14 days have the p-values 0.132,
0.145, and 0.289, respectively.

To further assess the robustness of the results, I falsely backdate the time of automation to 2018.
This placebo study aims to test the credibility of the estimated effects (Abadie, 2021). If Ronneby’s
path were to diverge from Synthetic Ronneby already in 2018, it would question the credibility of
having an unbiased estimate of the causal effect. Conversely, if Ronneby’s divergence awaits the
real time of treatment, it adds to the estimates’ credibility. The test results are plotted in Figure
B.6 and display a strong resemblance to the main results in Figure 8.1.6 In all plots, Ronneby and
Synthetic Ronneby follow each other closely up until the actual time of treatment, 2019, after which
Ronneby diverges downwards. Ronneby’s relative fall is not as immediate for the share over 14 days
outcome, but a sizable negative gap has emerged at the end of the observation window.

Another approach to investigate the results’ robustness is to iteratively remove the biggest donors for
each outcome (Abadie, 2021).7 This leave-one-out approach verifies whether the estimated effects’
magnitude hinges on the exclusion of a single municipality. The placebo results are presented in

6The automation indicating vertical grey lines are both shifted back one year, compared to Figure B.6.
7I decided to iteratively remove the five biggest weighted donors for each outcome respectively.
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Figure B.8 and depict the trajectories of Ronneby (black), Synthetic Ronneby (dashed black), and
each leave-one-out iteration of Synthetic Ronneby (grey). The plots show that the overall result is
not particularly dependent on a single donor. A clear reduction in application duration is presented
across all measures and iterations and, for a vast majority, the effect’s magnitude is comparable
to the main model.8 The estimated effect share over 14 days appears to be systematically lower
for the other models. However, with estimates exceeding 25 percentage points, the effects are still
meaningful in size.

8.2 Financial aid

8.2.1 Main results

The other outcome of interest in this thesis is the amount of financial aid paid out by Ronneby. The
two measures that I have investigated are: The average sum of financial aid received by aid recip-
ients (in SEK); the share of households that receive financial aid in the municipality. The results
are presented in Figure 8.4, interpreted the same way as the application duration results in Figure
8.1. Looking first at the average sum of financial aid, it is clear that the pre-automation Synthetic
Ronneby does not perfectly replicate Ronneby. Rather than fluctuating randomly around Ronneby,
it starts above Ronneby’s trajectory, and before the time of automation, it falls below it. Moreover,
though Ronneby lies below its Synthetic counterpart until the end of the observation window in
2021, there is no apparent divergence between the two trajectories. This pattern, combined with
the lack of substantial post-automation divergence, implies that no effect can be established for the
average sum of financial aid.

For the share of households with financial aid, pre-automation trajectories follow each other quite
closely before the time of automation, with Synthetic Ronneby oscillating around Ronneby in a more
random-like pattern. Interestingly, Ronneby’s share of households initially increases after the time
of automation, relative to Synthetic Ronneby, before falling back to being approximately equal again
in the last observed year, 2021. This non-monotonic change after the time of automation calls for
a more nuanced interpretation, where the short-run effects could potentially differ from the long-run.

The predictor means for the two financial aid models are presented in Table 8.2 with the same
interpretation as in its application duration version in Table 8.1. Like the application duration
models, the unweighted means are closer to Ronneby for some of the predictors, though the syn-
thetic control represents a clear majority better. The shares of predictors where Synthetic Ronneby is
closer to Ronneby’s mean are 64 % and 73 % for the sum of aid and share of households, respectively.

8The median iteration with a bad pre-automation fit is when Östra Göinge is excluded. Due to the poor fit, the
deviation becomes difficult to interpret other than that Östra Göinge is important for the pre-automation fit of the
median.
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(a) Mean number of days

(b) Median number of days

(c) Share over 14 days

Figure 8.3: Placebo test visualizing the permutation distribution of Ronneby versus all donors in
the donor pool. The gap plots display the differences in application duration between Ronneby and
Synthetic Ronneby (black line), as well as each donor against their synthetic counterpart. The left
plots include all donors, whereas the right plots only include those with a pre-automation RMSPE
lower than 5 times that of Ronneby.
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The municipalities constituting the non-zero donors are presented in Figure 8.5. Again, Östra
Göinge and Bengtsfors are found to be important constituents for Synthetic Ronneby. For the fi-
nancial aid variables, another notable donor is Uppviddinge, having the greatest individual weight
in both sets. It is also noteworthy that the average sum of aid, which arguably displays the least
reliable pre-automation fit, has the greatest number of non-zero donors.

8.2.2 Inference and robustness

Neither of the two financial aid variables gives significant results when performing the same infer-
ential procedures as with application duration. These results are quite evident just from eying the
permutation placebo results, presented in Figure B.2. By the end of the observation window in
2021, Ronneby appears to be similar to its synthetic control relative to the placebo permutation
distribution. The p-values for the RMSPE ratio test for average sum aid and share of households
are 0.684 and 0.237, respectively. The RMSPE ratio distributions are plotted in Figure B.3. The
average sum outcome displays a similar extreme outlier, Fagersta, as for the median and share over
14 days for application duration. As with the application duration outliers, this stems from a nearly
perfect fit in the pre-period, and Fagersta’s weight for Synthetic Ronneby is virtually zero. The
distribution when excluding Fagersta is presented in Figure B.5 and further supports the lack of an
effect.

As with the application duration outcomes, I evaluate the results’ robustness by performing two
placebo tests – backdate and leave-one-out. The backdate results are plotted in Figure B.7. The
plotted trajectories closely match the main results in Figure 8.4, supporting their credibility as
unbiased causal effect estimates. The leave-one-out results are plotted in Figure B.9. Similar to
the application duration outcomes, the exclusion of a single municipality does not alter the general
story. The range among the synthetic iterations in the share of households with financial aid is quite
notable. However, the overall pattern remains unchanged – a temporary increase in 2019, followed
by an equivalent fall in 2021.
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(a) Average sum of financial aid

(b) Share of households with financial aid

Figure 8.4: Yearly time plots of Ronneby’s financial aid against that of Synthetic Ronneby. The left
figure displays the application duration measures on the vertical axis, whereas the right gap plot’s
vertical axis displays the difference between Ronneby and Synthetic Ronneby.
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Table 8.2: Financial predictor means prior to time of automation.

Financial aid Share of households

Ronneby Synthetic Average vh Ronneby Synthetic Average vh

Unemployed 0.132 0.107 0.084 0.018 0.132 0.107 0.084 0.003
Criminal activity 808.214 812.26 868.382 0.051 808.214 768.272 868.382 0.004
Application duration, mean 15.667 17.73 16.665 0.043 15.667 18.298 16.665 0.002
Application duration, median 12.8 13.079 13.281 0.051 12.8 13.662 13.281 0.009
Application duration, >14 days 40 42.436 42.127 0.051 40 45.777 42.127 0.001
Demographic dependency ratio 0.823 0.819 0.799 0.047 0.823 0.821 0.799 0.011
Newborn 10.216 10.013 10.48 0.042 10.216 10.212 10.48 0.003
Population change 0.816 0.882 2.425 0.042 0.816 0.668 2.425 0.01
Households 13138 9073.3 15450.114 0.04 13138 10421.709 15450.114 0.01
Refugees, 0-5 years 0.005 0.005 0.002 0.055 0.005 0.005 0.002 0.012
Refugees, 16-17 years 0.002 0.002 0.001 0.053 0.002 0.002 0.001 0.004
Refugees, 18-19 years 0.001 0.001 0.001 0.051 0.001 0.001 0.001 0
Refugees, 20-64 years 0.017 0.018 0.007 0.039 0.017 0.017 0.007 0.09
Refugees, 6-15 years 0.009 0.008 0.003 0.044 0.009 0.009 0.003 0
Refugees, above 65 years 0 0 0 0.04 0 0 0 0.005
Refugees, total 7.882 7.962 3.801 0.04 7.882 8.012 3.801 0.012
High school graduation ≤ 4 years 78.326 77.886 79.188 0.039 78.326 78.279 79.188 0.003
State subsity 9385.53 11466.757 9266.733 0.05 9385.53 12600.742 9266.733 0.002
Net result 469.348 925.518 1298.126 0.056 469.348 853.776 1298.126 0.009
Total taxes 157323.399 160283.356 167400.922 0.044 157323.399 156779.172 167400.922 0.008
Financial aid per household 6641.5 6636.671 6995.834 0.053 6641.5 6652.805 6995.834 0.001
Households with financial aid 0.024 0.024 0.022 0.048 0.024 0.024 0.022 0.802

(a) Average sum of financial aid (b) Share of households with financial aid

Figure 8.5: Pie chart displaying the distribution of non-zero weights from the estimated W from
equation (7.2), with financial aid as outcome.
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Chapter 9

Discussion

9.1 Application duration

For all three measures of application duration, I find a negative effect from the automation, which
is displayed in the main results in Figure 8.1. This indicates that not only was the handling of the
previously easily handled applications affected. Rather, it seems, was there a substantial effect on
the previously more demanding applications, with an application duration of over 14 days. More-
over, all three measures decrease monotonically after the time of automation. This movement is in
accordance with the gradual implementation of automation, and the differences between Ronneby
and Synthetic Ronneby as of 2021 are quite substantial in terms of their economic significance.
Comparing the results to the placebo effects of the municipalities in the donor pool, however, the
effects are not as clear-cut.

The economic significance can be better understood by assessing the practical implications. Åsa
Karlsson, one of Ronneby’s social workers who took part in helping Atea create the Robot, re-
ports having experienced a notable change for Ronneby’s whole financial aid unit, both in terms
of convenience and speed in handling the applications (Ronneby interview, personal communica-
tion, 2022). The importance of more than a week’s decline is considerable because the individuals
receiving aid are the most financially troubled in Swedish society, with no other way of achieving
an acceptable standard of living. The applicants, therefore, typically wish that the aid decision
was made "preferably yesterday" (Ronneby interview, personal communication, 2022). The effect
is plausibly even more valuable for those experiencing a longer application duration. Karlsson also
explains that when the application duration was longer, the social workers commonly received calls
from applicants wondering how much longer they would have to wait for a decision. Hence, the
relief in workload from Ronney is double in the sense that the robot relieves the social workers from
part of the application handling process and reduces the number of phone calls from upset applicants.

The permutation distribution placebo results are presented in Figures 8.3 and B.1. The overall

37



picture painted in these figures is that despite the substantially sized point estimates, Ronneby does
not stand out from the crowd in extreme terms for the mean and median measures. Ronneby’s RM-
SPE ratio is marginally outside the top percentiles, meaning that the RMSPE ratio tests produce
insignificant p-values on the 5 % level. This marginal lack of significance complicates the evaluation
of the estimated effects’ credibility. On the one hand, the inferential results are insignificant. On the
other hand, the estimated effects are negative across the board, and Ronneby displays monotonic
decreases after the automation for all three measures. Furthermore, Ronneby’s social workers report
having experienced a notable impact by the robot, both directly and indirectly. The effects are also
largely unchanged by backdating the time of treatment or excluding the most important donors one
by one. My interpretation is that the overall unity and robustness of the results and the qualitative
impact perceived by the social workers serve as sufficiently conclusive evidence to indicate a causal
effect on application duration from the automation. However, I also conclude that the lack of sig-
nificance limits the estimations’ precision in unveiling the true magnitude of the automation’s effects.

A potential explanation for the statistical insignificance is the observation window and level of ag-
gregation in the study. All application duration outcomes were measured yearly, with a pre-period
for the outcomes of 4-6 years and a post-period of 3 years. Having a wider observation window,
both in the pre- and post-automation periods, would likely have increased the precision of the esti-
mates. Having monthly data or a different set of predictors could potentially also have served as a
remedy for the noisy results. Another limitation of my study that can explain the insignificance is
the noise caused by the pandemic. It seems possible that the pre-automation municipality relations
were somewhat disentangled or overridden by the pandemic outbreak. This explanation aligns with
seemingly the relatively large post-automation variation among the untreated donors.

9.2 Financial aid

The interpretation of the financial aid effects is more complex. Ronneby’s pre-trend for the average
sum of financial aid was not particularly well-matched by Synthetic Ronneby, compromising the
credibility of the estimated effect. However, no clear deviation after the time of automation was
found in the main results nor the robustness checks. Hence, a potentially feasible interpretation
could be the lack of a meaningful effect, though this interpretation should be made with caution due
to the relatively ill-suited pre-automation fit.

The pre-trend for the share of households with financial aid was a better fit, though Ronneby
displays an initial increase relative to its synthetic counterpart before falling back to being close to
equal in 2021. In pursuit of understanding this non-monotonic change fundamentally, it should first
be broken down how Ronneby’s financial aid operation has been affected by the automation. As
discussed in chapter 3, the main mechanism of interest is that Ronney relieves the social workers of
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administrative routine tasks required in the process of handling aid applications. In turn, this frees
up time for the social workers to assist the aid recipients in becoming financially self-sufficient.

The increased speed in handling applications has allowed for a reorganization of the social workers.
Prior to the automation, all workers had their own working process and were responsible for admin-
istrating the applications and assisting the aid recipients in their pursuit of becoming financially
self-sufficient. A majority of their time was spent on administration. After the reorganization, the
workers have become more specialized in one of the two areas, working almost exclusively with ad-
ministrative tasks or planning for and assisting the aid recipients. Six of the workers are specialized
in administrative tasks, and seven of them are specialized in the assistance of the aid recipients.1

Hence, there has been a notable decrease in the share of the workers’ time spent on administrative
tasks.

Reallocating the workers’ time towards assisting the aid recipients should affect the recipients’
chances of becoming self-sufficient, though this effect appears likely to be stronger in the long
run. Ann-Christin Berg, head of IT at the financial aid unit in Ronneby, reports that around six
months is the average cohesive period of receiving aid in Ronneby (Ronneby interview, personal
communication, 2022). Moreover, Åsa Karlsson roughly estimates that most households receiving
aid come and go over the years. In addition to directly increasing the chances of finding an income
source, the reliability of the income is likely to increase, resulting in fewer recipients returning to aid
(Ronneby interview, personal communication, 2022). With these mechanisms accruing over time, I
argue that the positive effects of the increased guidance and resources provided by the social workers
should continue to unveil for years to come gradually.

As with the application duration outcomes, only observing three years after the time of automa-
tion, 2019-2021, might hinder unraveling the automation’s full effects. This view is supported by
Ronneby’s delayed decline relative to Synthetic Ronneby, which takes place in the final year of ob-
servation, 2021. Another possible explanation for the hesitating effect is the Covid-19 pandemic.
Karlsson explains that the resources typically provided by the financial aid unit have essentially been
completely unavailable during most of the pandemic (Ronneby interview, personal communication,
2022). This hindrance has drastically limited the social workers’ ability to help the recipients be-
come financially self-sufficient. Again, this strengthens the belief that Ronney’s full effect has not yet
been unveiled, though it does not explain the short-run increase in the share of households receiving
financial aid.

Apart from serving as relief of administrative routine tasks for the social workers, the automation
process has increased financial aid availability. This facilitation could be related to the short-term

1The last of the 14 workers is now designated completely to handling erroneous payments.
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increase in the share of households receiving aid in 2019. Prior to 2019, the only method of applying
for aid was on paper, either on-site or via mail. In practice, however, most applications were made
on-site. By February 2019, it was made possible to apply for aid online, either on-site or via your own
device. This change can be seen as an increase in access to aid and could act as an enabling force,
making it easier for households eligible for financial aid to apply for it. Of course, it should again
be noted that the households receiving aid are in financially challenging situations, indicating that a
marginal simplification in the application process should not infer drastic changes in the number of
households that apply. However, it is possible to receive aid even when you already have an occupa-
tion, in case your standard of living falls short of what is considered acceptable. For these types of
households, it does not appear unreasonable for digitalization to impact their inclination to apply.
It is important to note that Ronneby is not alone with digital applications. On the contrary, this
feature is quite commonly available throughout the donor municipalities. However, Ronneby offers
a digital option for new applications rather than just renewals, which, to my knowledge, is vastly
less common among the donors. This edge should arguably make Ronneby’s increase in availability
stand out from the other municipalities.

9.3 Overall evaluation of the results

Throughout the analysis, Östra Göinge remains one of the most important donors of Ronneby, mak-
ing their resemblance quite central in the credibility of the results. Both Ronneby and Östra Göinge
stood out in their large per-capita intake of refugees in connection with the migration crisis in 2014,
with yearly intakes that follow similar paths over the last decade. This resemblance arguably pro-
vides further credibility to Synthetic Ronneby as a counterfactual to Ronneby.

A potential skewing factor of the results would be the Covid-19 pandemic if Ronneby were hit
differently than the non-zero donor municipalities. However, looking at the yearly average of weekly
confirmed cases per 10,000 citizens in 2020 and 2021, Ronneby was similar to its most important
donors relative to the overall variation between municipalities. Again, Östra Göinge stands out as
particularly similar to Ronneby.

Another relevant aspect of the results is how they relate to economic theory. As discussed in
chapter 4, robots are typically efficient in performing logical and routine-intensive tasks, such as
handling aid applications. Therefore, the observed decline in application duration is in line with the
theory. Moreover, the division of social workers into administration and assistance can be viewed
as promoting specialization. The automation has enabled the social workers to focus on where their
endowments give them a comparative advantage. With a more specific and uniform set of tasks for
each group, the overall efficiency of labor should theoretically increase.
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Due to the lack of previous studies with a statistically rigorous approach to estimating the effects of a
specific automation, it is difficult to determine where Ronneby’s automation ranks on Acemoglu and
Restrepo’s (2019) grading scale from "so-so" to "brilliant." The evaluation is complicated further by
the imprecise estimates. However, the economic significance of the application duration estimates
and the supposed delay of the financial aid effects allude to the possibility of Ronney being more of
a "brilliant" than a "so-so" automation. To evaluate this formally, more studies of this nature are
needed.

It would also be interesting to investigate the effects on the social workers. Due to heavy unionizing
in Sweden, especially in the public sector, it is unlikely that any effects would unfold within the
limited time horizon of my study. However, the long-run labor demand changes for the social work-
ers are not clear-cut. The effect would partially depend on the relationship between productivity
and displacement effects. Additionally, however, it should depend on the original state of the social
workers’ occupational situation. The financial aid operation in Sweden is commonly a stressful and
demanding work environment. This indicates that relief from an RPA could make their occupational
situation more ordinary in workload and stress, potentially leading to a lower risk for displaced social
workers in the long run. Whether these mechanisms are realized is an empirical question that would
be meaningful to study in future research.
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Chapter 10

Conclusion

In this thesis, I have investigated the effects of implementing RPA in the Swedish municipality
Ronneby’s financial aid operation. The robot relieves the social workers of administrative tasks of
processing the applications. Using a synthetic control approach, I find that the main outcome of in-
terest, application duration, was reduced following the automation. The results displayed monotonic
decreases in Ronneby’s application duration for all measures, with estimated effects of substantial
economic significance. The mean application duration was estimated to have been reduced by eight
days, from 19 to 11. Although the inferential procedure produces marginally insignificant results,
I conclude that the unity and robustness of the results and the social workers’ perceived effects
sufficiently support the claim of an existing effect.

I also estimated the automation’s impact on Ronneby’s financial aid payments. Contrary to my
a priori belief, the results show an initial increase in Ronneby’s share of households with financial
aid. However, an equivalent fall follows in the final observed year. I conjecture that this brief rise
stems from an increase in Ronneby’s aid availability. Moreover, I argue that a continuous decline
in aid payments is yet to unveil. The reason behind the delay, I argue, is a combination of the
pandemic and a natural delayed impact from the increased propensity to return to aid. No clear
effect is found for the sum of aid per household.

The implications for policymakers from these findings are meaningful and will continue to grow
as more economic automation studies are conducted. I conclude that the application duration has
been markedly reduced, indicating that the automation was productive. The Swedish parliament
recently passed a bill allowing robots to make aid decisions (Riksdagen, 2022), meaning that RPAs
role in financial aid is likely to grow in the coming years. Hence, the importance of automation
efficiency in the financial aid operation should be of great interest to policy makers.

In my view, three main issues limit further potential policy implications of this study. (1) The
limited time horizon means that we cannot observe supposed delayed financial aid effects. (2) The
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lack of previous research with quantitative estimates of the effects to RPA. A point of comparison is
needed to evaluate the productivity effect of Ronneby’s automation. However, the other side of the
coin is that my study, and others like it, are needed in economic research. (3) An important part
of the potential winnings of the automation stems from the role of displacement. In case of an un-
observed delayed aid reduction: To what extent is the structural unemployment reduced compared
to the displacement of other unemployed job-seekers without financial aid? I leave these questions
to future economic research. With an expansion in studies on automation efficiency, with wider
observation widows and micro-level data, these meaningful effects could be further investigated.
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Appendix A

Data

A.1 Definition of variables

Table A.1: Defines all variables used in the empirical analysis and from what data Source they are
retrieved. The Models column states in for what outcomes the variable was included – Application
Duration (AD) and Financial Aid (FA).

Variable Source Models Definition
Unemployed①② Arbetsförmedlingen AD, FA Enrolled number of unemployed at Arbetsförmedlingen.
Criminal activity② BRÅ AD, FA Number of reported crimes per 100k citizens.
Application duration, mean Kolada AD, FA Mean waiting period (in days) from submission of aid application

to aid decision. Measured during the first half of the year.
Application duration, median Kolada AD, FA Median waiting period (in days) from submission of aid application

to aid decision. Measured during the first half of the year.
Application duration, >14 days Kolada AD, FA Share of aid applications (%) exceeding 14 days from submission to

aid decision. Measured during the first half of the year.
Demographic dependency ratio Kolada AD, FA Computed as the number of citizens of age 0-19 and number of

citizens above 65 divided by the number of citizens aged 20-64.
Newborn Kolada AD, FA Number of newborn per 1000 citizens.
Population change Kolada AD, FA 5-year relative population change.
Households Kolada AD, FA Number of households.
Refugees, 0-5 years① Kolada AD, FA Number of received refugees aged 0-5 years.
Refugees, 6-15 years① Kolada AD, FA Number of received refugees aged 5-15 years.
Refugees, 6-17 years① Kolada AD, FA Number of received refugees aged 16-17 years.
Refugees, 18-19 years① Kolada AD, FA Number of received refugees aged 18-19 years.
Refugees, 20-64 years① Kolada AD, FA Number of received refugees aged 20-64 years.
Refugees, above 65 years① Kolada AD, FA Number of received refugees aged >65 years.
Refugees, total Kolada AD, FA Number of received refugees in total.
High school graduation ≤ 4 years Kolada AD, FA Share of high school students who graduate within 4 years

after enrollment (excluding non-Swedish citizens).
State subsity Kolada AD, FA Municipal level state subsity and compensation, SEK per citizen.
Net result Kolada AD, FA The municipality’s annual net result, SEK per citizen.
Total taxes Kolada AD, FA Sum of collected taxes, SEK per citizen.
Financial aid per household② Socialstyrelsen FA Average sum of financial aid per aid-receiving household
Households with financial aid①② Socialstyrelsen AD, FA Number of households receiving financial aid.

① indicates that the variable is divided by the municipality number of households.
② indicates that the variable is converted from monthly to yearly data.
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A.2 Variable specific observation window

The missing data varied quite severely between the different variables of my empirical analysis.
Therefore, in order to maximize the observation window without omitting too many municipalities
in the process, I set the maximum share of NA’s for each municipality to 42 % – the highest possible
share without excluding Ronneby. Given this restriction, the longest possible observation window
with consecutive non-missing values was selected.
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Appendix B

Results – tables and figures

B.1 Tables
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Table B.1: Complete list of the donors with their corresponding weights for each application duration
outcome.

Municipality Mean Median Share over 14 days Municipality Mean Median Share over 14 days
Arboga 0 0 0 Orsa 0 0 0
Askersund 0 0 0 Sala 0 0 0
Avesta 0 0.238 0.145 Salem 0 0 0
Bengtsfors 0.205 0.277 0 Skara 0 0 0
Burlöv 0 0 0 Skellefteå 0 0 0
Danderyd 0.011 0.014 0 Skurup 0 0 0
Fagersta 0.156 0 0 Skövde 0.058 0 0
Falun 0 0 0 Sollentuna 0 0 0
Gnesta 0 0 0 Solna 0 0 0
Gävle 0 0 0 Sotenäs 0 0 0
Götene 0 0 0 Stenungsund 0 0 0
Haparanda 0 0 0 Strömstad 0 0 0
Hedemora 0 0 0.165 Svalöv 0 0 0
Helsingborg 0 0 0 Säffle 0 0 0
Hjo 0 0 0 Säter 0 0 0
Hudiksvall 0 0 0 Södertälje 0 0 0
Håbo 0 0 0 Sölvesborg 0 0 0.011
Härnösand 0 0 0 Tanum 0 0 0
Härryda 0 0 0 Tjörn 0 0 0
Hässleholm 0 0 0 Trollhättan 0.207 0.064 0.118
Höganäs 0 0 0 Tyresö 0 0 0
Järfälla 0 0 0 Töreboda 0 0 0
Kalix 0 0 0 Uddevalla 0 0 0
Karlshamn 0 0 0 Ulricehamn 0 0 0
Karlstad 0 0 0 Uppsala 0 0.046 0
Katrineholm 0 0 0 Uppvidinge 0.088 0 0
Klippan 0 0 0 Varberg 0 0 0
Kumla 0 0 0 Växjö 0 0 0
Kungsbacka 0 0 0 Ånge 0 0 0
Kungälv 0 0 0 Åstorp 0 0 0
Laholm 0 0 0 Älvdalen 0 0 0
Lekeberg 0 0 0 Ängelholm 0 0 0
Lindesberg 0 0 0 Öckerö 0 0 0
Markaryd 0 0 0 Örnsköldsvik 0 0 0.145
Motala 0 0 0 Östersund 0 0 0
Norsjö 0 0 0 Östhammar 0 0 0
Nybro 0 0 0 Östra Göinge 0.274 0.36 0.417
Nyköping 0 0 0
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Table B.2: Complete list of the donors with their corresponding weights for each financial aid
outcome.

Municipality Financial aid Share of households Municipality Financial aid Share of households
Arboga 0 0 Orsa 0 0
Askersund 0 0 Sala 0 0
Avesta 0.069 0.001 Salem 0 0
Bengtsfors 0.267 0.163 Skara 0 0
Burlöv 0 0 Skellefteå 0 0
Danderyd 0.024 0.01 Skurup 0 0
Fagersta 0 0.049 Skövde 0 0
Falun 0 0 Sollentuna 0 0
Gnesta 0 0 Solna 0 0.077
Gävle 0 0 Sotenäs 0 0
Götene 0 0 Stenungsund 0 0
Haparanda 0 0 Strömstad 0 0
Hedemora 0 0.067 Svalöv 0 0
Helsingborg 0 0 Säffle 0 0
Hjo 0 0 Säter 0 0
Hudiksvall 0 0 Södertälje 0 0
Håbo 0 0 Sölvesborg 0.093 0
Härnösand 0 0 Tanum 0 0
Härryda 0 0 Tjörn 0 0
Hässleholm 0 0 Trollhättan 0 0
Höganäs 0 0 Tyresö 0 0
Järfälla 0 0 Töreboda 0 0.073
Kalix 0 0 Uddevalla 0 0
Karlshamn 0 0 Ulricehamn 0 0
Karlstad 0 0 Uppsala 0 0
Katrineholm 0 0.017 Uppvidinge 0.335 0.314
Klippan 0 0 Varberg 0 0
Kumla 0 0 Växjö 0 0
Kungsbacka 0 0 Ånge 0 0
Kungälv 0 0 Åstorp 0.001 0
Laholm 0 0 Älvdalen 0 0
Lekeberg 0 0 Ängelholm 0 0
Lindesberg 0 0 Öckerö 0 0
Markaryd 0 0 Örnsköldsvik 0 0
Motala 0 0 Östersund 0 0
Norsjö 0 0 Östhammar 0 0
Nybro 0.017 0 Östra Göinge 0.194 0.229
Nyköping 0 0
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B.2 Plots
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(a) Mean number of days

(b) Median number of days

(c) Share over 14 days

Figure B.1: Histograms over the RMSPE ratio of the permutation distribution of Ronneby versus
all donors in the donor pool with application duration as outcome. The left plots include all donors,
whereas the right plots only include those with a pre-automation RMSPE lower than five times
Ronneby’s.
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(a) Mean number of days

(b) Median number of days

Figure B.2: Placebo test visualizing the permutation distribution of Ronneby versus all donors in the
donor pool. The gap plots display the differences in the financial aid outcome between Ronneby and
Synthetic Ronneby (black line), as well as each donor against their synthetic counterpart. The left
plots include all donors, whereas the right plots only include those with a pre-automation RMSPE
lower than 5 times that of Ronneby.
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(a) Average sum of financial aid

(b) Share of households with financial aid

Figure B.3: Histograms over the RMSPE ratio of the permutation distribution of Ronneby versus all
donors in the donor pool with financial aid as outcome. The left plots include all donors, whereas the
right plots only include those with a pre-automation RMSPE lower than 5 times that of Ronneby.
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(a) Application duration – Median

(b) Application duration – Share >14 days (%)

(c) Financial aid – Average sum of financial aid

Figure B.4: Histograms over the RMSPE ratio of the permutation distribution of Ronneby versus
all donors in the donor pool where the extreme outliers are removed.
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(a) Application duration – Median

(b) Application duration – Share >14 days (%)

(c) Financial aid – Average sum of financial aid

Figure B.5: Histograms over the RMSPE ratio of the permutation distribution of Ronneby versus
all donors in the donor pool where the extreme outliers are removed.
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(a) Mean number of days

(b) Median number of days

(c) Share over 14 days

Figure B.6: Time plot of the placebo test where time of automation is backdated one year to 2017
for the application duration outcomes.
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(a) Average sum of financial aid

(b) Share of households with financial aid

Figure B.7: Time plot of the placebo test where time of automation is backdated one year to 2017
for the financial aid outcomes.
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(a) Mean number of days

(b) Median number of days

(c) Share over 14 days

Figure B.8: Time plot of the leave-one-out placebo test for the application duration outcomes.
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(a) Average sum of financial aid

(b) Share of households with financial aid

Figure B.9: Time plot of the leave-one-out placebo test for the financial aid outcomes.
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