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Abstract

The necessity for billions of parameters in large language models has lately been
questioned as there are still unanswered questions regarding how information is
captured in the networks. It could be argued that without this knowledge, there
may be a tendency to overparametarize the models. In turn, the investigation
of model redundancy and the methods which minimize it is important both to
the academic and commercial entities.

As such, the two main goals of this project were to, firstly, discover whether
one of such methods, namely, distillation, reduces the redundancy of the lan-
guage models without losing linguistic capabilities and, secondly, to determine
whether the model architecture or multilingualism has a bigger effect on said
reduction. To do so, ten models, both monolingual, multilingual, and their
distilled counterparts, were evaluated layer and neuron-wise. In terms of layers,
we have evaluated the layer correlation of all models by visualising heatmaps
and calculating the average per layer similarity. For establishing the neuron-level
redundancy, a classifier probe was applied on the model neurons, both the whole
model and reduced by applying a clustering algorithm, and its performance was
assessed for two tasks, Part-of-Speech (POS) and Dependency (DEP) tagging.
To determine the distillation effects on the multilingualism of the models, we
have investigated cross-lingual transfer for the same tasks and compared the
results of the classifier as applied on multilingual models and one distilled
variant in ten languages, nine Indo-European and one non-Indo-European.

The results show that distillation reduces the number of redundant neurons at
the cost of losing some of the linguistic knowledge. In addition, the redundancy
in the distilled models is mainly attributed to the architecture on which it
is based, with the multilingualism aspect having only a mild impact. Finally,
the cross-lingual transfer experiments have shown that after distillation the
model loses the ability to capture some languages more than others. In turn,
the outcome of the project suggests that distillation could be applied to reduce
the size of billion parameter models and is a promising method in terms of
reducing the redundancy in current language models.
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1. Introduction

In recent years, the Natural Language Processing (NLP) community has been focused
on creating larger language models, hoping to achieve a linguistically accurate as well
as fully generalisable network. However, as a consequence the training of the models
has become extremely computationally heavy (Thompson et al., 2020), exceedingly
costly (Sharir et al., 2020) as well as environmentally unfriendly (Patterson et al.,
2021; Strubell et al., 2019), the models themselves difficult to interpret (Linardatos et
al., 2020) and to manage (Bender et al., 2021). In turn, the methods are becoming less
available to the general public1, which may become detrimental to the technology in
the future, as its capabilities have been propelled mainly not by its use by individuals,
but by the research of indepenedent parties of its applicability for various NLP tasks.

With the original use for Image Processing (Bengio, 2008), the first few-layer neural
language models substantially outperformed the classical statistical methods, such
as TF-IDF, in regards to Neural Machine Translation (NMT), Question Answering
(QA), Natural Language Inference (NLI), and more. Neural network use in NLP
has completely changed the face of Computational Linguistics around 2013: during
that time word embeddings were introduced, such as Word2Vec (Mikolov et al.,
2013) or GloVe (Pennington et al., 2014), which enabled investigating the hidden
relationships between words due to their multi-dimensional nature. As such, it
created new prospects of using much greater amounts of linguistic data compared
to the previously used statistical approaches. The problem-solving needs grew with
each additional NLP application and so did the neural networks, from Feed-forward
Networks (FNNs) to Recurrent Neural Networks (RNNs), and with the introduction
of the Transformer (Vaswani et al., 2017), to Deep Neural Networks (DNNs). Each
stage of improvement brought higher performance compared to the prior models,
but also added the rising burden of the need for resources, in terms of data and
computational power, as well as the difficulty of interpreting the inner processes of
these newly introduced algorithms.

Consequently, a new paradigm has emerged, which emphasizes the necessity of
the models not only to achieve human-like accuracy but also to mimic human-like
behavior overall, such as to train on the amounts of data closer to what a human is
exposed to (Linzen, 2020). Thus, the main questions surrounding language models
are currently focused not solely on the advancement of the models’ performance,
but rather on creating ways of (i) improving the models while also using smaller
resources and (ii) making networks more transparent and less biased. Nonetheless,
language models are still added numerous layers and fed enormous amounts of data.

Similarly, the amount of available Transformer architectures and their multilingual
counterparts is also increasing, yet the comparison of the models often stops at
the examination of their performance solely on leaderboard scores, such as GLUE
(Wang et al., 2018). This opens up new research avenues, such as probing models to
understand what is being learned in each component of the model (Tenney et al.,
2019), exploring the redundancy on the layer as well as neuron-level (Dalvi et al.,
2019, 2020; Sajjad et al., 2021a) or applying alternative model downscaling methods,

1For more see the (short) list of open-access large language models: NLP Workshop AI Sweden.
Presentation by Stella Biderman "(EleutherAI): Training GPT-NeoX 20B, March 16th, 2022

5



such as optimizing the training, with the introduction of RoBERTa (Y. Liu et al.,
2019), or going as far as eliminating half of the layers by distilling the original model’s
knowledge, a process known as distillation (Sanh et al., 2019).

This work mainly focuses on the issues of interpretability and overparameterization
and whether distillation is a suitable solution to these problems. It is still unclear
what effect the distillation process has on the linguistic capabilities of the model on
a layer or neuron-level and whether the said effect is more distinct in multilingual
distilled models. Furthermore, as the distilled models exhibit near state-of-the-art
performance yet are substantially smaller in comparison, it could be argued that
in the process of distillation, the models are left only with the essential neurons,
however, there is no literature yet which challenges this assumption. To fill in this
knowledge gap, investigating the per-layer and representational similarities and
differences of distinct architectures in comparison to their distilled, monolingual and
multilingual counterparts could present new directions for finding the most efficient
as well as linguistically most representative architecture.

As such, the main objectives of this work are the following:

1. to shine a light on whether there is still evident redundancy in the language
models even after the distillation process.

2. to establish whether the differences in redundancy can be attributed to the
specifics of architecture or other factors by comparing the results of both
different architectures and their multilingual counterparts.

More specifically, this project is focused on investigating the following research
questions:

1. To what extent does the distillation of the model reduce the number of redun-
dant neurons?

2. Does the architecture or the multilingualism of the model make a bigger
impact on the said reduction? Do multilingual models show similar amounts of
redundancy as do their monolingual counterparts?

3. Is there an information overlap on a neuron-level between different languages
in the multilingual models?

4. How does the distillation process affect the multilingual representations? Is the
ability to capture specific linguistic features of different languages impacted by
distillation?

The thesis is divided following this structure: the subsequent section, chapter 2,
informs the reader on the relevant studies to the project. It is followed by chapter 3,
defining methods and chapter 4 covering the experimental setup. The results are
presented in chapter 5, whereas chapter 6 outlines the insights drawn from the results
as well as provides directions for future studies. Finally, chapter 7, summarizes the
findings and emphasises their importance compared to what was established earlier.
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2. Background

To have a complete understanding of the concepts in this project, the essential infor-
mation on the previous findings is outlined in this section. It covers the Transformer
architecture, which is currently the basis of many language models including those
used in this project, the redundancy in said models as well as one of the rising model
reduction methods, namely, distillation.

2.1. Transformers

Most of the current models are based on the Transformer encoder-decoder architecture.
Although achieving remarkable performance, previous recurrent or convolutional
encoder-decoder architectures, consisting of components like LSTM (Hochreiter and
Schmidhuber, 1997) or GRU (Chung et al., 2014), presented several limitations. For
example, as the RNNs and CNNs processed data sequentially, the training time
was excessive, especially when using a larger amount of data. Furthermore, one of
the obstacles of using the architecture with big data was gradient vanishing, which
was the result of the derivative of the tanh activation function. The Transformer
revolutionized the learning process by parallelizing the data processing as well as
relying on attention, which allowed to take into account the whole context in a
bidirectional manner, and so surpassed the current language models both in linguistic
capabilities and in training time efficiency.

The Transformer (Vaswani et al., 2017), depicted in Figure 2.1, is comprised of
two components, the encoder and the decoder. The main function of the encoder is
to transform the input into continuous representations, whereas the decoder is using
the said representations to generate language. For the encoder to be able to process
linguistic data it requires both the embedding, which consists of the numerical
representations of words and the positional encoding, which depicts the positional
information of the input tokens. To derive this positional encoding, a wavelength
equation is used, where a sinusoid is applied for evens and cosine for odds. The
embedding together with positional encoding is then passed through two components
of the Transformer. Both of them contain stacked self-attention and fully connected
layers of RNNs. However, the encoder is comprised of a self-attention unit and a
feed-forward neural network (FNN), both followed by add-normalization functions,
whereas a decoder contains an additional masked self-attention layer, an essential
unit for language generation. The Attention function as used in both encoder and
decoder could be depicted as follows:

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄,𝐾,𝑉 ) = softmax

(
𝑄𝐾𝑇
√
𝑑𝑘

)
𝑉 (2.1)

The main agents in the attention function, are key, value, and query. As the function
is applied on the input in parallel, instead of vectors the function uses matrices: Q,
K and V are query, key and value matrices, respectively. dk is the dimensions of the
matrices of queries and keys. Multi-Head Attention takes the result of the attention
function and projects its output to a linear space: these linear projections are then
passed through the attention function in parallel, which results in W projections.
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Figure 2.1.: The Transformer architecture. From left to right: the fine-grained components of
the architecture. On the left: the overview of both decoder and encoder. Center: a
scaled down view of the Multi-Head Attention mechanism. On the right: depiction
of the Scaled Dot-Product Attention.

The Multihead-Attention can be depicted as:

𝑀𝑢𝑙𝑡𝑖𝐻𝑒𝑎𝑑 (𝑄,𝐾,𝑉 ) = 𝐶𝑜𝑛𝑐𝑎𝑡𝑒𝑛𝑎𝑡𝑒 (ℎ𝑒𝑎𝑑1, ..., ℎ𝑒𝑎𝑑ℎ) ·𝑊𝑂 (2.2)

where ℎ𝑒𝑎𝑑𝑖 = 𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄𝑊𝑄

𝑖
, 𝐾𝑊 𝐾

𝑖 ,𝑉𝑊
𝑉
𝑖 ) (2.3)

This action yields a stack of matrices, thus, they are concatenated into a uniform
matrix and the resulting matrix is projected once more. This sequence of computations
is illustrated above, where W depicts projections and dimensions described in
superscript. The result of this computation is then passed on to an FNN. The output
of both Multi-Head attention and FNN units are processed by layer normalization
(Ba et al., 2016) and provided as input into the decoder. The decoder consists of the
same components as the encoder with two deviations. Firstly, unlike the attention
function in the encoder, the one in the decoder applies masking on the embedding
which is being processed. Secondly, instead of using only an embedding as the input
it also processes information passed on from the encoder via the second multi-head
attention, without masking. The output of the decoder is then passed through linear
and softmax functions and the output is not continuous representations, but rather
output probabilities.

2.2. Current models

Current models, such as BERT (Devlin et al., 2018), RoBERTa (Y. Liu et al., 2019),
XLNet(Yang et al., 2019), GPT-2 (Radford et al., 2019), T5(Raffel et al., 2019),
and others are all versions of the original Transformer (Vaswani et al., 2017). The
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main difference between them lies in which part of the Transformer, the encoder,
the decoder, or both, is the main component of the model’s architecture as well as
their training objective, whether it is masked or autoregressive language modeling,
infilling, etc. The capabilities of the models vary only slightly, as all of them were
created to be generalized language models and tackle a variety of NLP tasks, such as
Natural Language Inference (NIL), Question Answering (QA), Text Summarization,
Sentiment Analysis, Named Entity Recognition (NER), and more.

The introduction of BERT was one of the pivotal moments in the NLP community,
so much as it opened a whole separate field called "BERTology" (Rogers et al.,
2020). Presented by Devlin et al., 2018, BERT is a model composed of stacked
encoders which encapsulate the context of each input token bidirectionally. To add,
the model learns by applying random masking on both the previous and subsequent
context of the word. BERT gained fame due to its general adaptability: with only one
additional head, BERT can be fine-tuned to distinct NLP tasks. BERT was trained as
BERT-base and BERT-large: the two models differ in the number of layers, of which
BERT-base has 12, whereas BERT-large contains 24 and, consequently, number
of attention heads and overall parameters. Both model versions were pre-trained
on unlabeled data: 800 million words from the BooksCorpus and 2.5 billion words
from Wikipedia. It should be noted that although the amount of parameters varies
substantially, from 110 to 340 million, the performance does not, as BERT-base on
average achieves 79.16% accuracy, meanwhile, BERT-large performs similarly, with
82.1% accuracy across GLUE benchmarks.

The original BERT was later followed by many monolingual BERTs, such as
BERTje (De Vries et al., 2019) for Dutch, RuBERT (Kuratov and Arkhipov, 2019)
for Russian, CamemBERT (Martin et al., 2020) for French, or similar. Nonetheless,
there is only one widely-used multilingual model, namely, mBERT. Trained on
104 languages with data gathered from Wikipedia, mBERT allows researchers to
investigate how the vector space in BERT is shared and used for capturing various
linguistic aspects of different languages from a variety of families (Pires et al., 2019).

The rise of BERTs also pushed for model variations in regards to the training
efficiency and performance which gave rise to BERT-like models, such as RoBERTa
(Y. Liu et al., 2019) (see also ALBERT (Lan et al., 2019), ELECTRA (Clark et al.,
2020)). RoBERTa consists of the same architecture as the original BERT, yet both
models differ in the pretraining process in terms of training data size, time, batch
use, and training sequence length. However, unlike the original BERT, RoBERTa
does not have the next sentence prediction ability. In addition, instead of static
masking, RoBERTa masks tokens using a random, dynamic pattern. RoBERTa not
only allows for shorter inference time but also outperforms the original on various
NLP downstream tasks, achieving on average 98.68% accuracy on the seven GLUE
tasks. Similar to BERT, RoBERTA is a 355 million parameter model.

Likewise to BERT, RoBERTa later was trained both on different languages, such
as Robczech (Straka et al., 2021) for Czech, SpanBERTa for Spanish1, as well as
a variety of languages, which resulted in a multilingual model, namely, the XLM-
Roberta (Conneau et al., 2019). The XLM-Roberta could be comparable to mBERT,
as the model can process 100 languages, it was trained on 2.1 terabytes of data
extracted from CommonCrawl. It is important to note, that although lacking the next
sentence prediction functionality and trained on a larger period, XLM-RoBERTa
outperformed mBERT on low-resource languages as much as 23% on benchmark
tasks.

1https://github.com/chriskhanhtran/spanish-bert
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Figure 2.2.: The increase of parameters in models in the past four years, from ELMo to
Megatron-Turing, with taking into account the distilled versions of the models.
The vertical axis represents parameters in billions, scaled logarithmically.

Similar to BERT or RoBERTa, GPT (Radford et al., 2018) is a monolingual
language model, yet instead of consisting of stacked encoders, it is a decoder-based
architecture, containing 12 layers of decoders and trained on 110 million parameters,
similar to ELMo (Neumann et al., 2018). GPT was later improved by a much larger
GPT-2 (Radford et al., 2019), which was trained on 1.5 billion parameters. XLNet
(Yang et al., 2019) is another decoder-based language model, which is also able
to process data bidirectionally. Its performance gains could be attributed to its
autoregressive nature as well as a two-stream attention mechanism, thus, unlike
BERT, it does not rely on masking. XLNet was trained on approximately 110 million
parameters, similar to the first GPT and ELMo, yet outperforms BERT on various
tasks with as much as 2-20% in accuracy, comparable to RoBERTa.

Yet XLNet and GPT-2 are small networks in comparison to the newly released
models. Only 2 years after the release of GPT-2, it was followed by GPT-3 (Floridi
and Chiriatti, 2020), with the features growing from 1.5 billion to a staggering 175
billion parameters. Similarly, other current models, such as Megatron-Turing (Smith
et al., 2022), Jurassic-1 (Lieber et al., 2021) or GPT-NeoX (Black et al., 2022)
are already more than 100 or even 1000 times larger than the first context-aware
language models, with parameters growing from hundreds of millions to hundreds of
billions in the past four years (Xu et al., 2022).

2.3. Redundancy

2.3.1. Inference

The generalized language model availability is astounding in terms of both architec-
ture, size, and multilingualism, however, the models are still infamously known as
"black boxes". The investigation of the model’s inner workings is mainly complicated
by the mix of information between various components of the model (Alain and
Bengio, 2016; Pascual et al., 2020). To overcome this issue, researchers have developed
various ways of inference. These approaches can be broadly divided, including but
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not limited to, into several categories: visualization (Bau et al., 2018; Karpathy et al.,
2015; Li et al., 2015), probing (Clark et al., 2019; Tenney et al., 2019), ablation (Li
et al., 2016), input augmentation and output analysis, and more. By applying these
tools one could not only establish what knowledge a model learns, how it captures
said knowledge, or compare different architectures, but also investigate which units
and specific parts of the model are not used in the process (Dalvi et al., 2019, 2020).
This analysis may be conducted either on attention-head and per-layer output, or in
case there is a need for a more fine-grained approach, by investigating the behavior
of specific neurons.

2.3.2. The concept of a neuron

The concept of the neuron in the NLP field can be traced back to Multi-layer
Perceptron (MLP), when the parallel between a network and a neuron in the human
brain was a common go-to explanation of the mechanics of the network (Oleinik,
2019)2. Fast-forward to nowadays, when models have numerous layers containing
thousands of neurons and it becomes much more challenging to distinguish what
constitutes a neuron, compared to the single hidden layer of the MLP. Likewise, the
lines become blurry between what could be considered a unit, a group of neurons of
a network, or a component, such as a layer, gate, or an attention-head. For example,
BERT model has 68 neurons when considering the attention-head, 768 neurons as
the layer output, and 3072, if one would assess the feed-forward neural netwrok
(FNN) inside said layer (Sajjad et al., 2021b). Despite the specific definition, in all
cases the function of a neuron is to learn specific information, e.g. a word, a phrase
(Sajjad et al., 2021b), morphological feature. For example, a specific neuron could
learn the tense of a word, which would be depicted by opposite activation values for
present and past tenses (Na et al., 2019). In research, neurons usually refer to the
output of a layer, so, when taking BERT as an example, that would amount to the
768 features of the output dimensions.

Dalvi et al., 2019 proposed an ablation and probing method for analyzing DNNs.
To evaluate model on a neuron-level, the authors applied a classifying probe, as
presented in Figure 2.3. The experiment is conducted as follows: first, the classyifing
probe is trained on the representations of the trained neural language model to
complete a task, e.g. Part-of-Speech or semantic tagging. An algorithm is applied
on the trained neural model’s represention to extract salient neurons. Then the
trained probing classifier accuracy is tested on the salient neurons. The high accuracy
of the probing classifier indicates that the neurons are independent and contain
the information important for the desired feature. In turn, reducing the amount of
salient neurons should result in lower accuracy as well. However, if the accuracy
stays consistent even though the number of neurons is decreased, it indicates the
redundancy of a portion of neurons in said group. The experiments were conducted on
two models, NMT based on sequence-to-sequence learning with attention (Bahdanau
et al., 2014) and an LSTM based NLM (Hochreiter and Schmidhuber, 1997). By
applying neuron-level analysis as well as comparing the individual neurons between
the two systems, Dalvi et al., 2019 have shown that some of the neurons have a
similar and specific function across different architectures. Additionally, they found
that by applying the linguistic correlation method it is possible to indicate the
importance of a particular identified neuron for a specific task. The findings were
reiterated by manipulating a neuron that was hypothesized to be responsible for
present-past tense and successfully changing its output.

2Although not necessarily a very accurate comparison, as pointed out in the same paper.
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Figure 2.3.: Depiction of the process proposed by Dalvi et al., 2019: the redundancy of a model
is indicated by the accuracy of the classifier when the amount and groups of salient
neurons, on which the probing classifier is being tested, changes. Source: Dalvi
et al., 2019

2.3.3. Classifier probe use

A similar study with a focus on a neuron-level of context-aware language models
was carried out by Dalvi et al., 2020. The results showed that in the case of such
models like BERT and XLNet, the majority of neurons are redundant: as much as
86% for BERT and 83% for XLNet can be removed with only a slight, 1% for BERT
and 2% for XLNet, decrease in performance. The irrelevant neurons are increasing
incrementally layer by layer; in other words, the higher the layer the fewer neurons
are needed to achieve the task. One of the solutions proposed by the authors was
implementing a triangle-like architecture with more neurons at the bottom layers
and fewer at the top layers. Furthermore, they also indicated the similarities and
differences between different architectures. To fairly examine the per-layer correlation,
the authors applied Central Kernel Alignment (CKA) (Bansal et al., 2004), which
yields more accurate results than regression ranking or Singular vector canonical
correlation analysis (SVCCA) (Bau et al., 2018), as established in Kornblith et al.,
2019. Using the same approach as in Dalvi et al., 2019, the authors established
generalized as well as task-specific performance over the representations of BERT
and XLNet. By comparing the results of the probe as applied on the representations
of the two models, the authors have revealed that the lower layers are used similarly
across architectures whereas the upper layers differ substantially. As the average
redundancy was measured by evaluating mean performance per 12 tasks, it was
possible to pinpoint which linguistic capabilities were managed by which specific
layers.

Furthermore, Wu et al., 2020 compared four distinct context-aware language
embeddings, BERT, GPT-2, XLNet, and ELMo. For this purpose, the authors have
utilized two algorithms, one to capture the similarity between pairs of individual
neurons and the other to show similarity between a neuron in one model with a
layer in another model. For general representational comparison, the CKA (Bansal
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et al., 2004) experiment was carried out on the activations of the models. The results
showed that although on a layer-level the models present mainly similarities, there
are significant differences when analyzing individual neurons. Nonetheless, all of the
results in the study were visualized as heatmaps and no numerical representations
were provided. As such, only general patterns can be extracted and evaluated and a
more quantitative approach could be applied to indicate more nuanced differences
between the models, such as using a probing classifier.

Additionally, in terms of differing architectures, BERT is the least affected when
transferring knowledge in comparison to other architectures, such as RoBERTa or
XLNet, both in terms of performance and in regards to in-between layer information
mix (Durrani et al., 2021). Firstly, RoBERTa contains more morpho-syntactic
information at the bottom layers, the same information is located at the top layers in
BERT. Notably, even though XLNet is an autoregressive model, whereas BERT and
RoBERTa are both masked language models, in terms of information distribution
across the network RoBERTa was more alike to XLNet as compared to BERT; both
RoBERTA and XLNet have more localized and mutually exclusive neurons. However,
fine-tuning affected all three models in a similar manner as the deeper layers were
more affected than the upper ones in all the models.

Finally, most of the findings were reiterated in Durrani et al., 2020: (i) morpho-
syntactic information is mostly located at the bottom-middle layers, (ii) BERT is an
exception in regards to the distribution of linguistic knowledge in the models, as the
majority of the architectures have non-polysemous neurons. This suggests that one
of the possible approaches to transfer learning is the ablation of redundant features
prior to training for an efficient forward pass across layers, thus reducing training
time and resources.

2.3.4. Interpreting multilingualism

De Vries et al., 2020 applied a probing classifier to establish the contrast between
monolingual and multilingual models. Drawing inspiration from Tenney et al., 2019,
De Vries et al., 2020 probed both BERTje and mBERT and illustrated that there is
also an effect of both architecture and monolinguality-multilinguality of the model on
the linguistic knowledge distribution over the layers. Similarly to Tenney et al., 2019,
the results of the study suggest that the processing inside the models resembles that
of the classical NLP pipeline, which applies to both the monolingual BERTje and
multilingual mBERT; although overall the linguistic knowledge is distributed across
layers, the bottom layers contain more information as compared to the top-layers.
The study left some open questions, such as whether a different probing classifier use
would yield more insights, whether typologically different languages, such as outside
the Indo-European family, are captured well by the large context-aware embeddings,
and finally, whether there is a distinction on how information is managed in these
models when applying them on alternative tasks.

Similar questions regarding multilingual BERT were tackled in Pires et al., 2019,
where authors measured the performance of mBERT on POS and NER tasks, the
effect of the overlap of the vocabulary as well as the ability to generalize across
alternative scripts. The findings indicated that mBERT is able to tackle most of the
challenges even without explicit multilingual training. The authors hypothesized that
the ability of mBERT to achieve high accuracy using multiple languages could be
at least partly attributed to overlapping shared space of the word pieces in distinct
languages, which resulted in coordinated shared space through the overlapping set.
However, mBERT was incapable of transliterating the target language or generalizing
across differing word orders, which emphasized the importance of pre-training on a
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particular language, especially if there is a clear need for syntactic processing. Similar
to the previously analyzed studies, Pires et al., 2019 have found that task-specific
information is mostly condensed at the top layers.

2.3.5. Dropout

Both in this work and in Dalvi et al., 2020, redundancy could be defined as a
characteristic of a model containing a number of neurons which excercise the same
function. In turn, this means that the information contained in these neurons
"overlap" and a portion of them could be disposed. Such neurons are referred to as
redundant or non-essential. One might argue that the language models, as defined in
section 2.2, are inherently redundant as the models are trained using dropout: the
dropout function ensures that the algorithm applied does not overfit the data, in
other terms, it generalises over the data, which consequently allows the model to
generate nonexclusive neurons. However, the abundance of non-essential neurons
might be an undesirable trait of the network. Firstly, when loading, using or applying
inference methods on the model, all of the neurons are used at the same time, which
results in high computational load. Secondly, previous works (subsection 2.3.1 -
subsection 2.3.4) have established that even though the network generalises over
data, the information for distinct tasks is localised and can be achieved by a reduced
number of neurons. Finally, the distillation method (section 2.4) showed that the
generalised information in the original models could, at least in theory, be generalised
even more. As such, this poses the practical question of the limit of compressing the
language models and what loss of information is resulted in the process.

2.4. Distillation

Figure 2.4.: Distillation process as applied to BERT model. The input is processed and provided
to both models as an embedding as well as used for classical label-to-prediction
loss. The Student is comprised of the alternating layers taken from the Teacher.
During training the weights in the Student are adjusted by backpropagating the
three-fold loss, as illustrated in detail on the right
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Like many approaches in the field of NLP, knowledge distillation as a concept was
first introduced for Image Processing (Hinton et al., 2015). Recently, Sanh et al.,
2019 have applied distillation on BERT. As illustrated in Figure 2.4, the distillation
process involves two models, a Teacher and a Student. In this example, BERT is
the Teacher, the main model which is being distilled, and distilBERT is the Student,
the reduced model which is being trained. During distillation, the optimal training
efficiency and accuracy is achieved by applying a combination of three types of losses,
depicted in Equation 2.4 below.

𝐿𝑜𝑠𝑠𝑚𝑙𝑚 =
𝐿𝑜𝑠𝑠𝑠 + 𝐿𝑜𝑠𝑠𝑠,𝑡 + 𝐿𝑜𝑠𝑠𝑐𝑜𝑠 (𝑠,𝑡 )

3
(2.4)

where 𝐿𝑜𝑠𝑠𝑐𝑜𝑠 = 1 − 𝑐𝑜𝑠 (𝑇 (𝑥), 𝑆 (𝑥)) (2.5)

𝐿𝑜𝑠𝑠𝑚𝑙𝑚 stands for masked language modeling loss, 𝐿𝑜𝑠𝑠𝑠 the classical label-to-
prediction cross-entropy loss as applied on the student model, 𝐿𝑜𝑠𝑠𝑠,𝑡 the combined
cross-entropy loss from both Teacher and Student, and the cosine loss 𝐿𝑜𝑠𝑠𝑐𝑜𝑠 (𝑠,𝑡 ) as
achieved by passing the Student and Teacher vectors through a cosine function in
order to align the dimensions, as shown in Equation 2.6. Additionally, the softmax in
𝐿𝑜𝑠𝑠𝑠,𝑡 was replaced with a softmax-temperature for Teacher and Student predicted
probabilities as to emphasize the correct values:

𝑡 =
𝑒𝑥𝑝 (𝑧𝑖/𝑇 )∑
𝑒𝑥𝑝 (𝑧 𝑗/𝑇 )

(2.6)

After the distillation procedure, the model’s performance suffers only moderately.
In the case of BERT, even though the number of layers in the model was halved
and the number of the parameters was truncated to a third of the original model’s,
comparing BERT to distilBERT, the accuracy dropped by a mere 3%, from 98%
to 95% accuracy on the GLUE tasks. Additionally, due to the reduced size of the
models, the inference time is also substantially decreased. Therefore, as the results
of distilBERT showed great promise, the distillation method was also extended to
GPT-2, RoBERTa and mBERT.

The results of distilBERT suggest that model size reduction does not necessarily
imply a decrease in performance. Surprisingly, even though Sanh et al., 2019 has been
cited in more than 16643 papers, the differences between BERT and distilBERT are
yet not clearly defined. Research into the representations of this model could reveal
further instruction on how exactly BERT succeeds in capturing the information and
what is transferred to the Student for it to be able to achieve such high performance,
considering the number of its parameters.

3Information as of April 13th, 2022
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3. Methods

The workflow can be divided into two parts: the general layer-wise (1) and monolingual
neuron-wise (2) as well as the multilingual (3) layer-wise and neuron-wise experiments.
First, the activations of all ten models were extracted for train, dev and test sets. The
layer correlation analysis (1) was done by calculating the 𝑎𝑣𝑔𝑐𝑜𝑟𝑟 between the layers
as well as by visualising the correlations as heatmaps. Whereas the monolingual
neuron-wise (2) experiment was conducted by finding the correlations between
clusters of neurons in the model by using Correlation Clustering (CC) and applying
a probing classifier (see section 2.3, specifically, Figure 2.3). The probing classifier
was trained on two tasks, Part-of-Speech (POS) and Dependency (DEP) tagging.
The probing classifier was trained and tested, first, on the whole model (e.g. the
concatenated matrix of [9836 𝑥 9836] neurons for the original models and [5327
𝑥 5327] for their distilled versions) and then on the filtered matrices yielded after
applying CC. For the multilingual experiments (3), first, the representations were
extracted for the chosen languages as defined in the following chapter, and, secondly,
the probing classifier was trained on the representations of language A, in this case
only English, yet evaluated on the representations of language B.

The methods for both types of analyses were based on or inspired by Dalvi et al.,
2020. It was decided to apply the already tried out methods due to three reasons.
Firstly, it enables comparability between current and previous research. Secondly,
the results of the current work could be considered as a partial replication study.
Finally,

3.1. Layer correlation

For layer-level comparison we apply the Central Kernel Alignment (CKA) method
(Kornblith et al., 2019). The results are yielded by calculating the pairwise similarity
between each of the layers. For calculating 𝑐𝑘𝑎 between layer 𝑖 and layer 𝑗 , the layers
are extracted as matrices 𝑋 and 𝑌 , where each matrix is [𝑤 𝑥 𝑁 ], with 𝑤 number of
tokens and 𝑁 dimensions or features. These two matrices are then used to calculate
the 𝑐𝑘𝑎(𝑋,𝑌 ), as described in Equation 3.1 below.

𝑐𝑘𝑎(𝑋,𝑌 ) =
𝑋𝑇𝑌2𝑋𝑇𝑋 𝑌𝑇𝑌 (3.1)

For the overview of the results, a matrix of [(𝑒𝑚𝑏. + 𝑙𝑎𝑦𝑒𝑟𝑠) ∗ (𝑒𝑚𝑏. + 𝑙𝑎𝑦𝑒𝑟𝑠)] of
correlations is compiled for each layer pair and visualised as a heatmap for all ten
models. For additional insights, it was decided to complement the results with a
comparison of the aggregated per-layer correlation values of all the models. For
aggregate results, the average of per-layer value was established by calculating
𝑎𝑣𝑔𝑐𝑜𝑟𝑟 as depicted in Equation 3.2.

𝑎𝑣𝑔𝑐𝑜𝑟𝑟 (𝑙 𝑗 ) =
∑𝑚

0 𝑙𝑖 − 𝑙 𝑗
𝑚 − 1

(3.2)

Here, the 𝑚 stands for the number of layers, 𝑙𝑖 a layer at position 𝑖 and 𝑙 𝑗 the layer
being measured. The 𝑐𝑘𝑎(𝑋,𝑌 ) and 𝑎𝑣𝑔𝑐𝑜𝑟𝑟 (𝑙 𝑗 ) were applied to all ten models and
for this purpose the entirety of English GSD training data subset was used.
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3.2. Neuron-level analysis

Figure 3.1.: A simplified diagram of the Correlation Clustering (CC) algorithm. The input is
the [𝐶𝑥𝐶] matrix of the 𝑐𝑑𝑖𝑠𝑡𝑠. Neurons are clustered by applying 𝜏 . The output is
the matrix of minimized data points. Using this information, the desired clusters of
neurons are extracted from the [𝑁𝑥𝑁 ] matrix.

To establish which specific neurons are redundant, a Correlation Clustering (CC)
algorithm was applied. The underlying assumption of this neuron-level analysis
approach is that by clustering similar neurons, those which have a similar function
will be grouped together. As such, if the clustered ones are ablated and only the
main representative is kept yet the performance of the task does not suffer, it would
indicate that the said function could be executed by a portion of the neurons and
those clustered are redundant.

By applying CC, the clusters of neurons are created depending on a clustering
threshold 𝜏 . The correlation is done by calculating the Pearson product-moment
correlation (Schober et al., 2018) on the [𝑁𝑥𝑁 ] matrix of neurons, which yields a
[𝐶𝑥𝐶] matrix of correlations of neurons, with values ranging from −1 to 1. This
information is then used to calculate the distances 𝑐𝑑𝑖𝑠𝑡 (𝑥,𝑦) = 1 − |𝑐𝑜𝑟𝑟 (𝑥,𝑦) |,
where 𝑐𝑜𝑟𝑟 (𝑥,𝑦) is the correlation between two neurons. By applying agglomerative
hierarchical clustering with the hyperparameter 𝜏 on the matrix of distances, the
average distances of data points are minimized and clusters established.

3.3. Cross-lingual transfer

In order to evaluate the models’ ability to transfer languages as well as to compare
the multilingual performance between models, both layer-wise (1) and neuron-wise
(2) approaches were applied. The layer-wise analysis was achieved by storing the
indices of the neurons belonging to specific layers and then creating a concatenated
matrix with said neurons. The experiment consisted of eliminating half of the layers
in alternate manner, e.g. leaving only [0, 2, 4, 6] for distilled models, and sequential
manner when both top-half and bottom-half layers were assessed. Furthermore,
the comparison of performance on only the embedding to the whole model except
the embedding was made. Additionally, a more in depth analysis was achieved by
keeping only the non-redundant neurons (2) by using the Correlation Clustering
(CC) algorithm. To assess individual neurons as well as to estimate the percentage
of redundant neurons in terms of multilinguality, the CC algorithm was first applied
on the activations extracted when using the English PUD dataset (the 900 train
sentences, see chapter 4).
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4. Experimental Setup

The code for the experiments was based on NeuroX toolkit1, following Dalvi et al.,
2019, 2020; Durrani et al., 2021, 2020.

4.1. Data

Different data sets were used for (1) monolingual and (2) multilingual experiments.
To summarize, the data for the experiments was used as follows:

• For monolingual experiments:

– Train and dev: UD-GSD English

– Test: PUD English

• For multilingual experiments:

– Train: 900 sentences in the L1 (original language) from PUD set

– Dev: 100 sentences in the L1 (original language) from PUD test set and
100 sentences in the L2 (transfer language) from PUD set

– Test: 1000 sentences in the L2 (transfer language) from PUD set

As all of the models were trained either solely on English or included it as one of
the main languages, only English data was used for the monolingual experiments
(1). For the Part-of-Speech (POS) and Dependency (DEP) tagging tasks, subsets of
Universal Dependencies Project (Nivre et al., 2016) data2 were used. For training
and developement, the UD-GSD sets were utilized, whereas testing was conducted
on Parallel UD (PUD) English subset. For English, there were 16 possible POS tags
and 46 DEP tags (for full list of tags see UD page). Additionaly, in those cases when
an unkown word was encountered, the most frequent tag in the dataset was used for
both POS and DEP tasks.

The decision to run multilingual experiments (2) on PUD was mainly made
taking into account that the comparability of any experiments benefits greatly from
applying parallel data. PUD contains corpora gathered from 22 languages. Each
corpus consists of 1000 sentences, with POS tags and dependencies marked for each
token. To limit the scope of the task, of the 22 languages available, 10 were chosen:
English, Japanese, Polish, Russian, Portuguese, Spanish, Swedish, Finnish, German
and French. These languages were selected in order to diversify the data across
different language families, mainly Indo-European ones, ranging from Germanic to
Slavic. For additional depth of analysis Japanese (non Indo-European) was also chosen
as during the review of literature it was found that there is a lack of information in
this regard.

PUD contains 1000 sentences and is not split into training, development and test
sets. Thus, we split the PUD data into 900 sentences for training and 100 sentences
for development randomly, yet tracked indices of the sentences in order to keep the
parallelization of the sentences between the ten selected languages. The final result

1https://github.com/fdalvi/NeuroX
2https://github.com/UniversalDependencies
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was 900 training and 100 testing randomly chosen parallel sentences extracted from
PUD for ten languages. The testing was done on the 1000 sentences of the language
being tested.

4.2. Models

All the models were implemented using the Huggingface library. Four differing
Transformer models were used in this project: BERT (Devlin et al., 2018), its variant
RoBERTa (Y. Liu et al., 2019), GPT-2 (Radford et al., 2019) and XLNet (Yang
et al., 2019) as well as their distilled versions. For an overview of both the similarities
and differences of the architectures as well as the distillation process, see chapter 2.

The full list of models used in this project include:

1. Original monolingual models: BERT3, RoBERTa4, GPT-25, XLNet6

2. Original multilingual models: mBERT7, XLM-RoBERTa8

3. Distilled monolingual models: distilBERT9, distilRoBERTa10, distilGPT-211

4. Distilled multilingual models: distilmBERT12

For better comparability all of the experiments are run on the base-cased version of
the models as the distilled versions are based on the base-cased models.

4.3. Probe

For probing tasks, a logistic regression classifier was implemented. For both part-of-
Speech (POS) and Dependency (DEP) tagging tasks the probe was trained on the
activations of a specific model. To test the accuracy of the classifier, it was provided
with test sentences with the intent to either predict POS or DEP tags. The elastic
regularisation, where 𝑙1 = 0.00001 and 𝑙2 = 0.00001, was applied following previous
literature, as "𝑙1 introduces further sparsity whereas higher values of 𝑙2 encourage
selection of groups of correlated neurons" (Dalvi et al., 2019). The classifier was set
to train for 10 epochs with a batch size of 128 and learning rate 𝑙𝑟 = 0.001.

3https://huggingface.co/bert-base-cased
4https://huggingface.co/roberta-base
5https://huggingface.co/gpt2
6https://huggingface.co/XLNet-large-cased
7https://huggingface.co/bert-base-multilingual-cased
8https://huggingface.co/xlm-roberta-base
9https://huggingface.co/distilbert-base-cased

10https://huggingface.co/distilroberta-base
11https://huggingface.co/distilgpt2
12https://huggingface.co/distilbert-base-multilingual-cased
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5. Results

5.1. Layer correlation

The generated similarity heatmaps, all presented in Figure 5.1 below, indicated
that there is a huge contrast between different architectures and also some slight
differences when comparing the multilingual models to their monolingual versions,
while the distilled models followed the same patterns as the models they are based
on. First and foremost, the two most distinct cases are XLNet, with seemingly the
least amount of per-layer similarity, especially when considering the top layers. In
contrast, GPT-2 yielded the opposite results to XLNet as the produced heatmap
contained vast areas showing the same amount of correlation. Thus, an error in the
results was suspected and the heatmaps were taken upon further inspection. In order
to prevent the possibility of inaccuracies in the analysis, the experiment on GPT-2
was rerun and rechecked four additional times. As the reruns produced the same
outcome and the results were in line with previous literature, it was established that
the heatmap is correct. As such, the results show that GPT-2 contains a repetition
of the same layer from the 2nd to 11th layers.

Furthermore, in regards to multilingualism, BERT presents less similarity at the
bottom layers as compared to mBERT. However, when contrasting XLM-RoBERTa
and RoBERTa, the only distinction between the multilingual and monolingual model
is that for XLM-RoBERTa the least similar layer is the embedding, whilst for
XLM-RoBERTa the same applies for the 1st layer instead.

(a) mBERT (b) distilmBERT (c) XLM-RoBERTa (d) XLNet (e) GPT-2

(f) BERT (g) distilBERT (h) RoBERTa (i) distilRoBERTa (j) distilGPT-2

Figure 5.1.: Heatmaps depicting the matrix of per-layer similarity of the model. These were
produced by applying the Central Kernel Alignment (CKA) method on the full
English dataset on all the models separately.
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(a) Non-distilled models

(b) mBERT and distilmBERT (c) BERT and distilBERT (d) RoBERTa and distilRoBERTa

Figure 5.2.: The comparison of aggregated per-layer similarity values of original multilingual
and monolingual models as well as their distilled versions. The original models
are shown in grey, whereas distilled models in color. The vertical axis represents
similarity index, horizontal axis depicts layer of the model with the embedding
shown as 0.

Similar conclusions can be drawn when comparing the models’ layer-wise aggre-
gated similarity (𝑎𝑔𝑔𝑣𝑎𝑙), as illustrated in Figure 5.2. Firstly, the most distributed
network seems to be XLNet as it stands out as having the least similar layers com-
pared to other models, ranging to a maximum of 0.62 similarity index at the 5th
to 7th layers. XLNet is followed by BERT and mBERT, with BERT layer 𝑎𝑔𝑔𝑣𝑎𝑙s
peaking at the 4th, 5th and 6th layers, whereas mBERT peaks at the 5th layer.
BERT layer similarity follows a clear curve from bottom layers to top layers, yet
mBERT has a slight dip in similarity with the 8th layer. A similar distinction can
be seen between RoBERTa and XLM-RoBERTa, as the monolingual model seems to
have uniform layer correlations from the bottom to top layers, peaking at the 5th
and 6th layers, whilst the XLM-RoBERTa layer similarity trend dips at 1st and 11th
layers. On the other end of the spectrum, GPT-2 presents a challenge to interpret as
the 1st to 11th layers return almost identical values of 0.86 similarities.

Furthermore, as shown in Figures 5.2(b) - 5.2(d), the results indicate that there
are some per-layer similarity patterns when considering the distilled version of the
models: 1) the 𝑎𝑔𝑔𝑣𝑎𝑙 of the embedding is similar to the original; 2) the trendline
follows the original up to mid-layer, e.g. the 3rd layer, and then drops more drastically
in contrast to its non-distilled counterpart; 3) the top layer is also the most distinct
one and produced a comparable similarity index as does the final layer of the original
model. As such, the main differences between models lie in the 4th and 5th layers,
with the exception of GPT-2 and distilGPT-2 as both seem to produce only the first
and last layers as distinct units. In addition, although mBERT produces a dip in
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similarity index between the 6th and 8th layers, distilmBERT follows a similarity
index trendline closer to BERT.

5.2. Neuron-level analysis

Part-of-Speech (POS) tagging

The neuron-level analysis, as presented in Figure 5.2 was performed by applying
a classifier probe and assessing its performance on the reduced number of neurons
after applying a clustering threshold 𝜏 . Due to stable and high training accuracies,
the probe itself has proven to be reliable (for more see the Appendix), as such, the
results of the experiment represent the redundancy of the model rather than the
capabilities of the classifier.

Firstly, it should be noted that from 𝜏 = 0.1 to 𝜏 = 0.8 the number of neurons
for each model was reduced by different margins, for example, 𝜏 = 0.2 leaving as
much as approximately 5000 neurons for RoBERTa and XLNet to around 2600-3800
neurons for other models. As such, the number of neurons, which were used in the
experiment at 𝜏 = 0.3 differed from 2747 neurons for RoBERTa as the maximum to
1464 neurons for GPT-2 as the minimum. However, the results show that despite the
architecture, the multilingual aspect or whether or not the model has been distilled,
the classifier performed as accurate when using the neurons of the whole model as
after applying clustering threshold 𝜏 = 0.3 on the Part-of-Speech (POS) tagging task.
In this case, the classifier achieved the lowest score when applied on the neurons
of GPT-2 (90.9%) and the highest on XLM-RoBERTa (95.02%). Additionally, in
some cases, such as for mBERT, RoBERTa, and XLNet, the accuracy is even slightly
higher for the reduced model in contrast to the original, yet the differences are in the
numbers of 0.2-1%. As for the multilingual models, mBERT and XLM-RoBERTa
produced opposite results to each other: 238 more neurons of mBERT were used
compared to its monolingual version, achieving slightly higher accuracy (e.g. 94.65%
as compared to the 94.3% for BERT). In contrast, compared to its monolingual
version, 527 fewer neurons were used for testing XLM-RoBERTa, yet the classifier
achieved a comparable accuracy score, differing only by 0.49%.

In regards to the distillation effects, there is no clear tendency when analysing the
number of neurons clustered at 𝜏 or the accuracy of the classifier when tested on the
neurons of the distilled models in contrast to their original models. Firstly, similarly
to the outcome of the previous analyses, distilGPT-2 and its original model yielded
unusual results as the accuracy drops substantially only when applying a subset of
neurons, approximately 350 for both models at 𝜏 = 0.8, otherwise stays stagnant.
Secondly, a similar amount of neurons of disitilmBERTs were used and the classifier
achieved almost the same accuracy as when tested on the neurons of the original
model. Finally, 683 fewer neurons of distilBERT and distilRoBERTa were utilized to
achieve slightly higher accuracy scores compared to their original models.

As such, it is clear that the amount of neurons at the clustering threshold does not
indicate the accuracy of the classifier (e.g. the assumption that the more neurons are
left independent, the more accurate the classifier predictions) neither when analysing
full 12-layer models, nor when inspecting their 6-layer equivalents.

Dependency (DEP) Tagging

The same experiment was conducted for the Dependency (DEP) tagging task with
the results presented in Figure 5.2. Naturally, the accuracy trend for DEP was overall
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(a) BERT (b) distilBERT

(c) mBERT (d) distilmBERT

(e) GPT-2 (f) distilGPT-2

(g) RoBERTa (h) distilRoBERTa

(i) XLM-Roberta (j) XLNet

Figure 5.3.: The results of both POS and DEP tasks as applied on all ten models. The left
vertical axis represents neurons in thousands, the right vertical axis depicts accuracy
in percentage, and the horizontal axis represents the clustering threshold applied.
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lower than for Part-of-Speech (POS) tagging, as capturing syntactic information is a
more complex task compared to analysing language from a morphological perspective.
The classifier achieved 83-86% accuracy on the task when applied to all the models,
with the exception of GPT-2 and distilGPT-2, with the highest scores at 77-78%.

The classifier accuracy for DEP tagging suggests that to encapsulate the necessary
information for successful syntactic relation prediction, a reduced number of neurons
may be more effective as compared to utilising the whole model. For example, the
accuracy of the classifier when applied on the neurons clustered at 𝜏 = 0.2 increased
for all models by 1-2%, except for distilGPT-2 and distilRoBERTa, with the results
differing only by 0.3% for the two models. In addition, the classifier accuracy when
applied on some models, such as RoBERTa, XLNet and distilGPT-2, further improved
with increased clustering thresholds up until 𝜏 = 0.3.

Overall, the analysis of the results of this experiment suggests that all of the
networks can be downsised by approximately 80% to achieve the same performance
on both POS and DEP tagging. It is evident that reducing the models even extremely,
e.g. leaving 500 out of 9983 neurons, would still result in not as high yet acceptable
performance for the tasks. In addition, most of the morphological information is
contained in less than 100 neurons despite the architecture, multilinguality or whether
or not it has been distilled.

Per-layer neuron distribution

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Emb. 768 600 454 359 344 559 527 471 271 45

1 768 536 355 368 364 0 0 0 0 0
2 768 553 289 362 32 0 0 0 0 0
3 768 568 305 356 0 0 0 0 0 0
4 768 552 332 146 0 0 0 0 0 0
5 768 553 366 0 0 0 0 0 0 0
6 768 552 326 0 0 0 0 0 0 0
7 768 500 332 0 0 0 0 0 0 0
8 768 530 504 0 0 0 0 0 0 0
9 768 528 117 0 0 0 0 0 0 0
10 768 512 0 0 0 0 0 0 0 0
11 768 534 0 0 0 0 0 0 0 0
12 767 534 0 0 0 0 0 0 0 0

a BERT
None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

emb. 768 751 595 441 383 525 528 498 360 84
1 768 743 463 460 400 92 0 0 0 0
2 768 730 407 426 125 0 0 0 0 0
3 768 739 443 445 0 0 0 0 0 0
4 768 718 420 30 0 0 0 0 0 0
5 768 717 436 0 0 0 0 0 0 0
6 767 691 356 0 0 0 0 0 0 0

b distilBERT

Table 5.1.: Per-layer distribution of neurons. The rows represent layers, the columns depict the
clustering threshold applied.

As the neurons at 𝜏 = 0.3 were in proximity of 1500-3000 neurons, it posed the
question of whether the neurons were clustered in the same layers for all of the
models. To examine this, an additional analysis was run. After applying 𝜏 on the
network, the neurons were classified into their respective layers based on their indices.
The distribution of neurons per layers, Table 5.1, after clustering them at 𝜏 = 0.1 or
𝜏 = 0.2 shows patterns across all ten models: each layer is reduced by similar amounts
of neurons. When higher thresholds are applied, the reduction occurs sequentially
from top to bottom layers, with the highest thresholds leaving only neurons from
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the bottom layer, namely, the embedding. Results for other models can be found in
the tables in the Appendix.

5.3. Cross-lingual transfer

Part-of-Speech (POS) tagging

(a) mBERT (b) distilmBERT (c) XLM-RoBERTa

Figure 5.4.: POS tagging: the vertical axes represent the accuracy, the horizontal axes depict
clustering threshold 𝜏 . The graphs present the accuracy scores of the probe as
trained on English and tested on the nine languages.

When tested on the Part-of-Speech (POS) tagging task, there seem to be differences
in performance of the classifier when testing on different architectures, yet the cross-
lingual transfer has proven to be unexpectedly high not only for mBERT but
for its distilled counterpart as well as XLM-RoBERTa. Firstly, similarly to the
general redundancy experiments, the number of neurons clustered at lower clustering
thresholds differs substantially between the models, with differences as high as 1500
neurons between mBERT and XLM-RoBERTA at 𝜏 = 0.3. Secondly, in contrast to
mBERT and distilmbert, when tested on XLM-RoBERTA, the classifier performs
slightly better across a variety of languages, with the highest accuracy achieved
when tested on Swedish on both mBERT and XlM-RoBERTa. In addition, there
is a clear distinction between accuracy drop when reducing neurons with the most
stable results produced when tested on XLM-RoBERTa.

In turn, this may indicate that, first, the XLM-RoBERTa model contains more
cross-lingual morphological information for the classifier to be able to perform better
and, second, the model may be less redundant as compared to mBERT in terms
of multilingualism, e.g. at clustering threshold 𝜏 = 0.6 XLM-RoBERTa had fewer
neurons yet 15% accuracy. Finally, in regards to the stability of the accuracy score,
both mBERT and distilmBERT have some unexplained variations in their results
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Figure 5.5.: mBERT: language families comparison for POS tagging: the vertical axes represent
accuracy, the horizontal axes depict clustering threshold 𝜏 . The graphs depict the
in-depth view of the performance of mBERT on different language groups.

as the models produced some peaks of accuracy at high thresholds. For example,
when tested on Japanese, the accuracy produced by the classifier when tested on
mBERT between 𝜏 = 0.3 to 𝜏 = 0.6 fluctuated from 43.86% to 41 % down to 39%, yet
at 𝜏 = 0.3 yielded 47.29 %. Similar, but milder results were observed when testing on
Finnish and Portuguese.

Nonetheless, despite the architecture analysed, the highest overlap of the mor-
phological information contained in neurons was observed to occur between English
transfer to Swedish and English transfer to German. This was rather expected as
other Germanic languages are closest to English, with German considered lexically
closer to English (Robinson, 1992) compared to Swedish, yet the classifier scored
higher when tested on Swedish (e.g. with differences ranging between 3-13% in
favour of Swedish when different thresholds for clustering neurons were applied). The
possible reason behind this is the highly inflectional nature of German, which was
the cause of alignment issues for the previously used statistical approaches (Corston-
Oliver and Gamon, 2004), which is not applicable to Swedish. Furthermore, the
closeness of Roman languages by proxy of Latin influence on English could explain
the high scores of English to Portuguese, to Spanish as well as to French (Schepens
et al., 2013). Having said that, the other surprising finding was higher accuracy on
Portuguese than on French. As such, it seems that there may be correlations between
different language families as shown in Figure 5.5, with the highest transfer occurring
when testing on Germanic and Roman languages, a bit lower scores yielded when
assessing the cross-lingual effects on Fino-Ugrian and Slavic languages and lowest
scores being attributed to the non-Indo European languages, namely Japanese.

In terms of the distillation effects, although in other experiments distilled models
clearly followed patterns of the original, the scores do not coincide when cross-
lingual effects are analysed. The results suggest that the cross-lingual capabilities
are lost only slightly for all languages, as the accuracy suffers a 1-3% decrease when
the whole model is assessed and even shows increases when tested on a smaller
number of neurons. The only exceptions are, firstly, Finnish, where the decline in
accuracy is more evident, from 82% in the original model to 77.05% when testing the
distilmBERT and, secondly, for Japanese, where a slight increase in tagging accuracy
can be seen, yet only by 1.8%.
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Finally, for most of the architecture-language combinations, a similar result was
yielded as in the previous experiments, where the accuracy of the classifier is slightly
higher when the clustering threshold is low, e.g. when the neurons are reduced by a
3000-5000, depending on the architecture. Beyond this, the accuracy follows a linear
relationship with the clustering threshold.

Dependency (DEP) tagging

(a) mBERT (b) distilmBERT (c) XLM-RoBERTa

Figure 5.6.: DEP: the vertical axes represent the accuracy, the horizontal axes depict clustering
threshold 𝜏 . The graphs present the accuracy scores of the probe as trained on
English and tested on the nine languages.

Similarly to Part-of-Speech (POS) tagging, for the Dependency (DEP) tagging
task the classifier was more accurate when applied on the neurons of XLM-RoBERTA
in contrast to mBERT or distilmBERT. As for XLM-RoBERTA, when tested on
various languages the accuracy score of the classifier fell 5-10% for Germanic, 10-15%
for Romanic and 10-22% for Slavic and Fino-Ugrian, with the average around 14.57%
for Indo-European languages. However, when tested on Japanese, the accuracy
falls by half, as such, this indicates that the same neurons used for capturing the
syntactic information of Indo-European languages do not overlap with those used
for non-Indo-European. The same peaks in accuracy scores can be seen for mBERT
and distililmBERT, more pronounced in comparison with the results produced for
the POS tagging task. Yet it should be noted that at thresholds 𝜏 = 0.4 − 0.6,
meaning, around 2100-1400 mBERT neurons, a much lower accuracy score was
yielded when tested on Finnish as compared to Japanese, yet no such effect was
observed on 1700-1200 distilmBERT or 3200-2000 XLM-RoBERTa’s neurons for the
same thresholds.
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6. Discussion

As the analysis of the layer correlation showed, the layer overlap differed greatly
in-between architectures, with the results suggesting that the least redundant network
is XLNet, followed by BERT and its variants, then RoBERTa and its variants and
finally GPT-2 and distilGPT-2, which confirmed and extended findings outlined
in Dalvi et al., 2020. However, the correlation clustering (CC) outcome proposed
different conclusions because the models which indicated high layer overlap, namely,
XLM-RoBERTa and RoBERTa, had the largest amount of neurons at low thresholds.
As such, it indicated a low overlap of specific neurons, even though per-layer or
aggregated values of similarity would suggest otherwise.

In terms of task-specific differences, it seems that the architecture used creates a
larger gap in the results rather than the multilingualism or the distillation aspect,
which complemented and extended the findings established by Wu et al., 2020. When
applied on the neurons of the distilled model for both Part-of-Speech (POS) and
Dependency (DEP) tagging tasks, the classifier was performing either comparably
or even slightly better as compared to when tested on the Teacher’s neurons. Addi-
tionally, the reduction of redundant neurons showed that not only do the originals
perform accurately when reduced to around 2000 neurons but so do the distilled
models, which for the original models constitute 20% of the model, as also established
by Dalvi et al., 2020, whereas for the distilled versions around 38%. This reduction
of neurons affects the performance of both the Teacher and the Student equally. This
means that the distillation process 1) does not affect the neurons required for more
complex tasks, such as capturing syntactic structures; 2) could be extended to a
more compact version of the model as the perfect ratio of parameter reduction versus
performance has not yet been reached with current distilled models; 3) encapsulates
most of the information, which is stored in the original by reducing the number of
redundant neurons. It could also be argued that because the number of neurons of
distilled models is reduced substantially yet similar accuracy is achieved when testing
on Teacher and Student’s neurons, the neurons in the distilled models contain more
universal information as compared to their original models.

Similar arguments could be made when analysing the multilingual models and
comparing them to monolingual counterparts. Logically, the multilingual models
should contain more linguistic information in the same vector space. In turn, it was
expected that the multilingual models’ neurons would contain a larger amount of
diversified information, as such, the model would show less redundancy. Nonetheless,
the results indicated that the redundancy of both monolingual and multilingual
models is comparable, which further strengthened the point brought forward by
De Vries et al., 2020.

Furthermore, as XLNet performed best on the POS task and produced the least
amount of similarity between layers, one could argue that the less redundancy, the
more diverse the network, and the better the model performs. Nonetheless, even
though XLM-RoBERTa has very similar layers, it helps in terms of cross-lingual
transfer, which may be due to the aforementioned overlap of information in the model.
As such, it could mean that the high correlation of the layers and information overlap
between them may not necessarily be detrimental to the model. It also indicated
that CC, e.g. neuron-wise exploration, may be a more informative approach for
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establishing redundancy as compared to evaluating models at layer-level, in our case,
layer correlation analysis by applying Central Kernel Alignment (CKA).

The per-layer neuron reduction investigation showed that neither the elimination
of half, top or bottom layers affect the accuracy of the probe, nor does using only
the embedding or the whole model for the task, which was applicable for both POS
as well DEP tasks. It was concluded that findings in De Vries et al., 2020 suggesting
that essential task-specific information is spread across the model is correct, as
the neuron-level analysis only indicated neurons which are located in the bottom
layers as those essential for the morphological capabilities, yet when eliminating the
embedding, the classifier still achieved high scores.

Furthermore, the cross-lingual transfer results indicated high information overlap
in the neurons when tested on English for Indo-European languages. Firstly, a
clear correlation could be seen between the accuracy scores when tested on distinct
language families. In terms of the architecture and distillation, In regards to languages
themselves, the comparison of the results yielded by English transfer to Polish, to
Russian and to Japanese suggest that the alphabet has less of an effect in contrast
to other factors, e.g. word order, because if it were otherwise, the accuracies should
be highest for Polish, then Russian and Japanese. As Polish seems to be further
from English in the multilingual models when contrasted to Russian or Finnish, the
reason behind this would require further investigation.

The results of distilmBERT were of particular interest for this study, due to both
the multilingual and distilled nature of the model. Surprisingly, the information
needed to correctly classify tags for both POS and DEP tasks was mostly preserved
as in a cross-lingual setting distilmBERT either performs almost equally to mBERT
or outperforms it, with the exception of Finnish. This shows that a small amount
of information is either compressed or lost during the distillation process, however,
it is unclear what specific features are neglected. Additionally, the comparison of
mBERT and XLM-RoBERTa further strengthened the observation that although
XLM-RoBERTa indicated high-levels of redundancy, it also performed better in a
cross-lingual transfer setting for all languages. As such, it would be of interest to
see how XLNet, the model showing the least amount of redundant neurons and
information overlap between neurons, would distribute multilingual information
when trained on multiple languages.

6.1. Limitations

The limitations of this work mostly concern the possible overreliance on one specific
analysis method, namely, the accuracy of the probing classifier. As could have
been seen in the slight increases when a smaller amount of neurons was used, one
could argue that this increase may occur due to the reduction of the complexity
of the information which in turn reduced the noise for the classifier. Thus, the
probing classifier benefited from the reduction rather than the results representing the
redundancy of the model. Additionally, different measures, as well as more challenging
tasks, could be used to complement the results. Firstly, the use of additional layer-
similarity calculations or units could provide more insight to the unexpected results
yielded by GPT-2 and distilGPT-2. Secondly, the more challenging tasks would
allow assessing how different and more complex information is distributed in the
monolingual and multilingual models as well as evaluate whether the information is
lost in the distilled versions.
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7. Conclusion

The scope of this project was defined by two main goals. The rather high availability
of monolingual and their multilingual, distilled or both, model variants allowed us:
1) to evaluate whether the distillation process reduces the number of redundant
neurons in the model and 2) to discover which, the architecture, multilingualism or
distillation, is the more important factor in determining the amount of redundancy
in the model. To do so, we have compared the layer similarity as well as analysed the
models on a neuron level. For the neuron-level analysis, the accuracy of the probing
classifier was measured as trained and tested on the neurons of the distinct models,
either on the whole model or clustered at different thresholds.

The findings of this study were summarized as follows:

1. To what extent does the distillation of the model reduce the number of redundant
neurons?
When applied on the neurons of distilBERT, distiRoBERTa and distilGPT-2
the probing classifier was almost as accurate as contrasted to when tested on
their Teacher models. As such, the number of redundant numbers is smaller
in the distilled model and the information contained in the non-redundant
neurons is equal to or more universal as compared to those in the original
models.

2. Does the architecture or the multilingualism of the model make a bigger im-
pact on the said reduction? Do multilingual models show similar amounts of
redundancy as do their monolingual counterparts?
The comparison of the accuracy of the probing classifier was mostly affected by
the architecture. There were no clear differences between the results of BERT
or RoBERTa compared to their multilingual or distilled versions. The main
distinction was observed between the results of BERT, RoBERTa and GPT-2.
Thus, the architecture has a bigger effect on the redundancy of the model.
In addition, no observations would suggest that training a model on multiple
languages would decrease the redundancy of a model.

3. Is there an information overlap on a neuron-level between different languages
in the multilingual models?
The results of cross-lingual transfer experiments indicate that there is a high
overlap of linguistic features of various languages in the multilingual model
representations. As expected, the highest information sharing was observed
between languages from the same families.

4. How does the distillation process affect the multilingual representations? Is the
ability to capture specific linguistic features of different languages impacted by
distillation?
The linguistic capabilities of a multilingual Student are comparable to the
Teacher, yet depending on the language family some of the features were lost,
e.g. for Finnish. However, as the distilled version still showed smaller amounts
of redundancy as the original, it could be further argued that the essential
neurons contain more universal information as compared to the original model.
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Overall, this project has explored redundancy and information loss in the distilled
models as compared to their originals. It might be the perfect tool to reduce the size of
computationally heavy billion parameter models, which, in turn, would be a solution
to the currently increasingly monopolised industry by those parties which have the
computational resources to handle such models. As a consequence, distillation could
be the bridge to reduce that gap and create possibilities for new implementations
and research by parties with smaller means, both public and private.

7.1. Future work

As the focus of this study was the overparametirazation of the models, the most
important application would be such comparison, of the whole model versus distilled,
made on larger, hundred-billion parameter models which are either unavailable to the
general public, demand computational resources which we were not able to obtain,
or both. Additionally, there are several directions in which the distillation research
could be continued, such as the limits of the distillation; it is yet unclear whether
the number of the parameters used in the Student could further be reduced. A study
could be conducted by applying the distillation process on the 2000 essential neurons
from the Teacher for training the Student instead of basing the Student on the
alternate 6 layers extracted from the Teacher.

The experiments could also be extended by discussing what specific linguistic
features are captured by the model when filtered out to 1500-2000 neurons as well
as testing it on more challenging tasks. This would ensure that by reducing the
number of neurons used for less complex tasks, the essential information for other
applications is not lost. Example questions of such continuation could be as follows:
what specific information is lost by reducing the model to 1500-2000 neurons? Can
the same neurons be applied for a variety of tasks or are they specifically containing
only morphological and syntactic features?

This study has established the cross-lingual transfer capabilities of the distilmBERT
for the Indo-European languages as well as the fact that the information for distinct
close language families overlaps in the model. However, to evaluate whether any
linguistic knowledge is reduced during distillation, the neuron-level experiments
could be extended to non-Indo-European language families. It should be noted that
a possible challenge for this would be the lack of parallel data. The experiments
would also benefit from assessing the semantic cross-lingual capabilities, however, a
parallel dataset would have to be gathered in order to complete such a task. One
could also do a per-task in-depth analysis with the identified neurons to understand
what linguistic features overlap and which are ommited. For such a task English,
Swedish and German could be chosen for the experiments, which would also provide
information on the underlying cause of such high accuracy score for Swedish.
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A. Per-layer distribution of non-redundant neuron

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 461 609 402 539 706 675 595 374 68

1 768 455 344 393 478 231 157 50 0 0
2 768 439 276 430 0 0 0 0 0 0
3 768 449 282 239 0 0 0 0 0 0
4 768 431 271 0 0 0 0 0 0 0
5 768 436 328 0 0 0 0 0 0 0
6 768 435 414 0 0 0 0 0 0 0
7 768 425 137 0 0 0 0 0 0 0
8 768 419 0 0 0 0 0 0 0 0
9 768 420 0 0 0 0 0 0 0 0

10 768 375 0 0 0 0 0 0 0 0
11 768 401 0 0 0 0 0 0 0 0
12 767 446 0 0 0 0 0 0 0 0

Table A.1.: GPT-2

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 760 716 461 471 643 682 584 327 47

1 768 734 581 473 472 311 165 59 0 0
2 768 713 321 524 193 0 0 0 0 0
3 768 698 317 432 0 0 0 0 0 0
4 768 654 425 0 0 0 0 0 0 0
5 768 578 427 0 0 0 0 0 0 0
6 767 653 109 0 0 0 0 0 0 0

Table A.2.: distilGPT-2

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 624 366 385 320 533 496 430 266 48

1 768 601 278 352 338 20 0 0 0 0
2 768 607 307 362 136 0 0 0 0 0
3 768 593 326 360 0 0 0 0 0 0
4 768 625 365 368 0 0 0 0 0 0
5 768 588 463 1 0 0 0 0 0 0
6 768 585 419 0 0 0 0 0 0 0
7 768 566 370 0 0 0 0 0 0 0
8 768 580 362 0 0 0 0 0 0 0
9 768 541 587 0 0 0 0 0 0 0

10 768 563 0 0 0 0 0 0 0 0
11 768 560 0 0 0 0 0 0 0 0
12 767 576 0 0 0 0 0 0 0 0

Table A.3.: mBERT

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 729 466 444 376 499 519 470 305 70

1 768 715 439 439 408 111 0 0 0 0
2 768 690 461 420 138 0 0 0 0 0
3 768 712 474 452 0 0 0 0 0 0
4 768 718 468 62 0 0 0 0 0 0
5 768 679 566 0 0 0 0 0 0 0
6 767 702 306 0 0 0 0 0 0 0

Table A.4.: distilmBERT
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None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 688 569 415 380 424 569 476 248 48

1 768 670 485 397 421 362 15 0 0 0
2 768 672 489 394 386 0 0 0 0 0
3 768 665 515 414 225 0 0 0 0 0
4 768 679 490 431 0 0 0 0 0 0
5 768 585 483 421 0 0 0 0 0 0
6 768 657 487 275 0 0 0 0 0 0
7 768 625 464 0 0 0 0 0 0 0
8 768 617 431 0 0 0 0 0 0 0
9 768 568 412 0 0 0 0 0 0 0
10 768 622 283 0 0 0 0 0 0 0
11 768 526 0 0 0 0 0 0 0 0
12 767 458 0 0 0 0 0 0 0 0

Table A.5.: RoBERTa

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 755 378 446 363 490 537 472 234 39

1 768 757 295 439 346 153 0 0 0 0
2 768 668 326 399 300 0 0 0 0 0
3 768 688 455 407 0 0 0 0 0 0
4 768 553 486 424 0 0 0 0 0 0
5 768 442 469 60 0 0 0 0 0 0
6 768 429 497 0 0 0 0 0 0 0
7 768 447 430 0 0 0 0 0 0 0
8 768 465 481 0 0 0 0 0 0 0
9 768 428 145 0 0 0 0 0 0 0

10 768 500 0 0 0 0 0 0 0 0
11 768 499 0 0 0 0 0 0 0 0
12 767 497 0 0 0 0 0 0 0 0

Table A.6.: XLM-RoBERTa

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 674 619 508 463 495 584 499 255 39

1 768 694 553 483 464 288 12 0 0 0
2 768 689 546 478 304 0 0 0 0 0
3 768 674 529 486 0 0 0 0 0 0
4 768 624 523 109 0 0 0 0 0 0
5 768 652 463 0 0 0 0 0 0 0
6 767 545 0 0 0 0 0 0 0 0

Table A.7.: distilroBERTa

None 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
emb. 768 717 599 378 364 457 546 507 366 86

1 768 707 460 385 360 224 0 0 0 0
2 768 727 410 393 335 0 0 0 0 0
3 768 693 369 381 98 0 0 0 0 0
4 768 698 379 391 0 0 0 0 0 0
5 768 704 353 364 0 0 0 0 0 0
6 768 708 321 223 0 0 0 0 0 0
7 768 691 339 0 0 0 0 0 0 0
8 768 692 328 0 0 0 0 0 0 0
9 768 685 364 0 0 0 0 0 0 0
10 768 690 533 0 0 0 0 0 0 0
11 768 674 607 0 0 0 0 0 0 0
12 767 680 0 0 0 0 0 0 0 0

Table A.8.: XLNet
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B. Cross-lingual transfer

Part-of-Speech (POS) tagging

Figure B.1.: mBERT accuracy for POS tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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Figure B.2.: distilmBERT accuracy for POS tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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Figure B.3.: XLM-RoBERTa accuracy for POS tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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EN - DE EN - SV
D O X D O X

None 83.87 87.10 85.70 87.32 88.54 89.42
0.10 83.03 86.66 87.69 87.37 89.59 90.33
0.20 83.85 85.59 87.98 87.30 88.63 90.61
0.30 82.55 83.55 86.13 84.27 87.80 90.38
0.40 79.44 78.16 81.89 80.98 81.98 89.10
0.50 75.14 68.81 79.32 77.52 75.27 87.49
0.60 70.51 65.89 76.08 71.80 69.53 83.31
0.70 62.70 62.58 70.53 63.79 62.72 78.10
0.80 58.72 51.88 59.31 59.36 57.51 72.10
0.90 48.76 47.52 56.07 45.45 49.79 61.26
0.95 28.00 33.18 39.49 30.77 29.50 43.31

a Germanic
EN - JA EN - FI

D O X D O X
None 77.32 75.70 80.40 84.64 84.57 86.80
0.10 77.41 77.20 81.48 84.48 85.42 87.71
0.20 76.67 77.54 82.29 84.84 84.19 87.72
0.30 73.67 77.06 81.33 82.70 82.80 87.25
0.40 70.70 69.21 80.76 80.40 78.25 87.33
0.50 66.19 61.31 78.39 76.47 73.10 85.98
0.60 59.36 60.20 73.90 70.73 72.41 84.70
0.70 56.38 53.60 67.89 65.80 67.77 79.50
0.80 50.95 54.79 59.06 64.53 64.25 71.40
0.90 36.75 50.05 52.44 43.66 57.69 61.90
0.95 30.43 30.38 39.15 29.05 36.25 36.15

b Slavic

EN - FR EN - PT EN - ES
D O X D O X D O X

None 85.08 84.94 88.00 85.52 87.79 88.36 84.59 86.01 88.08
0.10 85.36 87.62 87.03 85.90 86.86 88.14 85.51 86.50 88.31
0.20 85.47 86.14 88.02 86.34 87.17 88.32 85.81 86.29 88.63
0.30 83.33 84.70 86.30 82.65 85.63 86.42 82.51 84.68 88.04
0.40 80.79 80.36 84.99 80.90 82.50 85.44 79.23 82.17 86.18
0.50 76.63 73.19 85.01 78.58 76.02 85.52 77.39 76.81 85.95
0.60 72.06 70.55 80.15 73.85 71.36 81.02 73.10 72.62 81.67
0.70 66.59 66.29 73.04 68.15 65.19 78.08 69.03 64.84 77.08
0.80 65.38 61.96 63.51 62.58 62.55 68.79 65.90 65.65 67.16
0.90 49.46 48.75 52.03 49.93 48.40 59.80 54.38 52.19 58.47
0.95 33.77 35.23 41.30 32.43 32.21 43.32 32.99 34.45 37.73

c Romanic

EN - JA EN - FI
D O X D O X

None 45.93 47.38 44.35 76.92 81.26 84.11
0.10 46.45 45.54 42.19 76.35 83.02 85.82
0.20 46.56 42.94 46.60 75.32 83.11 86.82
0.30 44.90 43.86 47.04 74.97 82.29 86.93
0.40 47.12 41.81 45.95 69.78 74.17 84.90
0.50 44.06 43.04 46.08 63.87 62.67 82.22
0.60 40.20 39.07 45.27 53.41 61.06 77.77
0.70 37.40 34.45 41.40 46.46 55.16 73.38
0.80 33.07 35.67 31.50 44.56 51.30 63.59
0.90 26.89 47.29 17.80 36.98 45.72 51.80
0.95 24.83 28.30 16.59 34.21 30.47 34.36

d Other

Table B.1.: POS tagging: The accuracy of the probe classifier as applied on mBERT and
distilmBERT for POS tagging task on Germanic, Slavic, Romanic and Other
languages. The language is presented at the first row of each table. The clustering
thresholds are depicted on the first column of each table on the left. D - distilmBERT;
O - original model, mBERT; X. - XLM-RoBERTa
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Dependency (DEP) tagging

Figure B.4.: mBERT accuracy for DEP tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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Figure B.5.: distilmBERT accuracy for DEP tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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Figure B.6.: XLM-RoBERTa accuracy for DEP tagging. On the left the different graphs represent
separate language groups, from top to bottom, Germanic, Romanic, Slavic and
Other (e.g. Fino-Ugrian and non Indo-European). On the right side one can see a
combined graph. In all graphs the vertical axis represents accuracy of the classifier
for the task and the horizontal axis the clustering threshold 𝜏 .
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EN - DE EN - SV
D O X D O X

None 71.56 72.26 77.11 71.14 74.79 81.01
0.10 71.65 72.48 78.07 71.73 74.20 80.99
0.20 72.81 73.72 77.67 72.26 74.27 80.64
0.30 70.04 66.58 72.50 67.88 67.07 77.43
0.40 63.51 58.38 69.70 59.72 59.41 73.89
0.50 56.46 52.49 63.04 52.88 49.14 67.87
0.60 50.57 45.85 61.05 47.53 41.80 63.99
0.70 50.47 43.24 55.01 45.10 39.13 57.12
0.80 47.11 41.55 52.14 43.45 41.10 51.39
0.90 43.11 34.90 44.55 33.70 36.01 45.04
0.95 27.91 26.26 29.17 22.27 23.77 29.58

a Germanic
EN - JA EN - FI

D O X D O X
None 58.20 60.76 64.72 69.14 70.73 74.35
0.10 58.33 62.11 64.85 69.39 70.71 74.62
0.20 58.28 61.75 64.96 70.09 71.17 74.90
0.30 55.46 55.96 62.68 66.83 63.41 72.81
0.40 50.20 48.24 60.24 61.36 54.34 69.27
0.50 46.42 41.12 54.43 56.15 48.92 64.46
0.60 37.65 37.24 49.98 48.04 46.21 60.84
0.70 38.31 36.54 46.48 45.76 45.22 56.22
0.80 33.30 33.61 39.13 44.98 39.98 51.15
0.90 27.98 31.40 33.22 30.47 40.77 45.88
0.95 18.66 21.59 26.43 23.50 30.77 31.22

b Slavic
EN - FR EN - PT EN - ES

D O X D O X D O X
None 67.33 67.49 72.48 70.44 74.12 75.52 67.36 68.25 72.99
0.10 66.68 67.45 72.98 70.58 73.61 75.11 67.21 70.20 73.52
0.20 69.29 69.72 71.56 71.88 73.57 74.73 68.82 70.67 73.31
0.30 65.34 63.65 65.53 68.16 64.84 68.61 66.65 64.08 67.98
0.40 59.88 53.12 63.66 61.50 56.38 66.16 62.01 56.45 66.61
0.50 52.20 44.05 55.06 55.85 46.18 59.52 55.36 46.19 60.85
0.60 46.18 40.15 54.55 52.36 41.64 57.68 50.18 39.61 57.80
0.70 40.04 37.85 48.52 46.59 41.94 56.18 43.33 38.32 54.23
0.80 42.44 37.54 40.42 43.44 40.02 48.47 41.49 36.03 45.19
0.90 36.49 40.68 35.40 37.85 38.00 37.06 37.10 43.53 34.77
0.95 26.49 22.89 31.90 29.35 24.30 32.72 31.65 20.20 24.59

c Romanic

EN - JA EN - FI
D O X D O X

None 32.79 33.27 35.19 54.54 57.42 64.66
0.10 33.72 35.55 35.21 54.04 58.15 64.90
0.20 30.94 33.92 34.33 54.81 58.05 65.12
0.30 27.91 27.69 29.15 51.51 52.20 61.67
0.40 24.74 23.29 23.26 45.47 40.73 58.72
0.50 22.01 21.37 19.95 38.20 35.78 53.13
0.60 20.94 18.91 18.64 36.22 34.49 48.43
0.70 20.45 22.23 18.37 32.52 33.88 43.10
0.80 20.54 17.23 15.13 31.65 30.60 40.49
0.90 20.75 17.67 12.86 25.78 26.26 32.19
0.95 15.35 26.41 11.60 18.86 19.77 18.73

d Other

Table B.2.: DEP tagging: The accuracy of the probe classifier as applied on mBERT and
distilmBERT for DEP tagging task on Germanic, Slavic, Romanic and Other
languages. The language is presented at the first row of each table. The clustering
thresholds are depicted on the first column of each table on the left. D - distilmBERT;
O - original model, mBERT; X. - XLM-RoBERTa
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C. Training accuracy scores of the classifier

BERT mBERT distilBERT distilmBERT RoBERTa distilRoBERTa XLNet XLM-RoBERTa GPT-2 distilGPT-2
None 98.12 97.71 97.23 97.65 98.14 98.32 98.05 98.57 95.25 94.56
0.1 98.04 97.69 97.28 97.50 98.65 98.42 98.48 98.71 92.80 93.76
0.2 98.17 97.79 97.73 97.78 98.60 98.60 98.34 98.69 94.09 93.99
0.3 97.12 97.15 97.02 97.45 98.55 98.43 98.28 97.56 93.14 94.07
0.4 94.24 93.84 96.25 95.61 98.04 97.91 97.10 94.28 92.30 94.03
0.5 90.89 90.63 94.28 92.62 96.40 96.84 94.65 90.27 92.14 92.69
0.6 90.81 90.19 90.22 90.19 92.97 93.19 90.20 89.80 91.47 92.64
0.7 90.65 90.01 90.30 90.04 91.22 91.24 90.03 89.62 91.33 91.99
0.8 89.56 88.87 89.60 88.49 89.47 89.40 89.37 87.59 89.11 89.93
0.9 71.30 75.71 81.20 76.49 70.76 62.33 78.18 64.48 74.02 70.58

a POS
BERT mBERT distilBERT distilmBERT RoBERTa distilRoBERTa XLNet XLM-RoBERTa GPT-2 distilGPT-2

None 93.54 92.43 93.51 92.71 93.29 94.59 92.47 94.24 85.50 85.03
0.1 94.15 92.39 93.69 92.74 94.58 94.83 93.39 94.52 85.32 84.63
0.2 94.65 93.62 94.37 93.18 95.31 94.60 93.89 94.46 85.15 85.92
0.3 87.08 86.74 91.25 90.08 94.31 93.20 93.37 88.24 80.87 85.13
0.4 75.02 74.92 84.98 81.48 88.88 88.57 88.10 76.48 74.10 81.48
0.5 67.26 67.03 76.90 71.72 80.99 82.57 77.79 67.46 72.13 74.88
0.6 67.15 66.61 66.99 66.46 68.18 70.32 65.37 66.08 70.76 73.27
0.7 66.95 66.22 66.92 66.29 67.28 67.24 65.12 65.99 68.72 70.62
0.8 65.37 64.85 66.11 64.76 65.50 65.35 64.46 63.95 65.62 65.62
0.9 53.87 55.66 59.86 56.52 51.48 49.22 55.14 50.50 55.19 52.43

b DEP

Table C.1.: Training accuracy scores for POS and DEP tasks. The rows represent accuracy at
clustering threshold 𝜏 , the columns present the model on which the classifier was
applied on.
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D. Additional information

Comment on replicability

At first this experiment posed a challenge, as the results fluctuated substantially
from 20 to 99 accuracy when testing the classifier on test set using the whole model
neurons, e.g. 9983 neurons in case of the original 12 layer models and 5563 neurons if
the distilled versions were being probed. The main reason for this was the difference
in mappings between source, labels and indices generated, when loading tensors of
input data. As such, for the replication of the study, either use the mappings as
provided in the repository of the project, or make sure that the same mappings are
reused during the experiments.

Disclaimer regarding Section 2.1

Most of the information was based on the Survey for Introduction to Natural Language
Processing course written by the same author, as such, some of information may
overlap. This disclaimer exists strictly to avoid any plagiarism issues.
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