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Abstract

The task of pricing options is one with many different solutions, and over
time more complicated models of the markets have been developed in an
attempt to replicate assets more accurately. In this thesis we investigate the
use of neural networks for pricing within these models. As speed is of equal
concern for option pricing, the offline training period of neural networks is
a desirable property for this use. Implementing neural networks is not as
simple as it may seem though and as we find out, many adaptations have
been made to try and rectify the issues this implementation introduces. We
look more closely at methods where neural networks are used for calibration
of model parameters.
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1 Introduction

Within financial markets risk management is an important objective for any
participant, and part of this risk management involves hedging your posi-
tions. When the Black-Scholes model was introduced it provided mathe-
matical rigor to option pricing and allowed risk to be traded in a new way.
Therefore accurate option pricing is a relevant and useful part of any finan-
cial market model. Option pricing is a constant balance of accuracy and
speed. For this reason the Black-Scholes model has remained despite at-
tempts to improve upon it, since many extension meant to increase accuracy
often prove detrimental to the speed of pricing. One of these extensions
which we consider in this thesis is alleviating the restrictive assumption of
constant volatility, and letting the volatility instead be defined as its own
stochastic process. This in turn means for many options that the resulting
pricing function can not be analytically solved for, so we have to resort to
approximations using iterative methods such as finite difference method or
Monte Carlo. Often times to produce an acceptable solution using these
methods leads to a substantial computational cost that may outweigh the
proposed benefits of using a more accurate model. In this thesis we look to
neural networks to resolve this computational cost. In section 2 we introduce
stochastic modeling for financial markets for unfamiliar readers. Section 3
serves a similar purpose where we introduce neural networks here we also
introduce some important properties of neural networks. After this in sec-
tion 4 we describe some of the many ways neural networks have been used
for option pricing including neural networks as calibration tools for model
parameters and neural networks to solve high-dimensional parametric partial
differential equations. Section 5 is dedicated to our numerical experiments
where we test the benefits of reducing the input space as well as confirm the
error of the 2-step calibration method of [1].
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2 Preliminaries of stochastic modeling for fi-

nancial markets
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Figure 1: Brownian motion.

To price options we first need an accurate understanding of the underlying
asset and the price. For example, stocks are not in general differentiable
functions. These functions, represented in Figure 1, are instead represented
by what is called stochastic processes which means we include some random-
ness in the function. To model this randomness we use Brownian motion or
the Wiener process Wt, which acts as an infinitesimal random walk and is
defined by the following.

Definition 2.1 (Wiener process).

1. W0 = 0

2. Wt is almost surely continuous

3. Wt has independent increments, i.e. for s1 < t1 ≤ s2 < t2 then (Wt1 −
Ws1) and (Wt2 −Ws2) are independent stochastic variables.

4. For 0 ≤ s ≤ t, we have Wt −Ws ∼ N (0,
√
t− s).
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From this it is not difficult to obtain the results,

E(Wt) = 0,

E(W 2
t ) = t,

(1)

which will be useful later. This means introducing randomness into a time
dependent function Xt is then as simple as adding a term dependent on a
Wiener process,

dXt = µtdt+ σtdWt. (2)

Stochastic processes are often described by this type of stochastic differen-
tial equation [SDE] rather then explicitly stated since we cannot represent
Wiener processes with traditional functions. As such variables dependent on
stochastic processes require different tools than we are used to in ordinary
calculus. For stochastic calculus we have Itô’s lemma as the stochastic coun-
terpart of the chain rule, a formula for differentials of functions of stochastic
processes. To briefly introduce Itô’s lemma1, suppose we have a stochas-
tic process Xt that follows some SDE as in equation 2, then consider for
some function f(t, x) that we want to act upon this stochastic process that
is at least twice differentiable. We know from ordinary calculus that we can
describe f(t, x) by its Taylor series representation,

df =
∂f

∂t
dt+

∂f

∂x
dx+

1

2

∂2f

∂x2
dx2 + ... (3)

Substituting x for Xt and subsequently dx for µtdt+ σtdWt we get,

df =
∂f

∂t
dt+

∂f

∂Xt

(µtdt+ σtdWt) +
1

2

∂2f

∂X2
t

(µ2
tdt

2 +2µtσtdtdWt + σ2
t dW

2
t ) + ...

(4)
In the limit dt → 0, the terms dWtdt and dt2 are negligible in comparison
to dt. Although a proof of dW 2

t = dt would be too lengthy for this thesis
we use this known equality to simplify equation (4) and end up with what is
known as Itô’s lemma.

Definition 2.2 (Itô’s lemma).

df = (
∂f

∂t
+ µt

∂f

∂Xt

+
1

2
σ2
t

∂2f

∂X2
t

)dt+ σt
∂f

∂Xt

dWt. (5)

1Our derivation is not intended as a formal proof but aims to provide the reader with a
basic understanding of this fundamental tool within stochastic calculus, for further details
we instead refer the reader to [2, 3].
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2.1 Black-Scholes Model

With these tools we can then develop a model for the market, since its in-
ception the celebrated Black-Scholes model [4] has been widely used and is
central to our understanding of option pricing. We will eventually discuss
more involved models in this thesis but they all build upon the Black-Scholes
model. One of the fundamental assumptions of the Black-Scholes model is
that in the market there exists at least two assets with the following dynam-
ics,

dBt = rBtdt

dSt = µStdt+ σStdW.
(6)

Here µ, r and σ are assumed constant and even though we have not included
it, this can be extended to incorporate dividends as well. Bt represents a
risk-free asset and St the risky asset, such as a stock, where the stock is
assumed to follow what is called a geometric Brownian motion. Additionally
the Black-Scholes model assumes the market to be free of arbitrage2 and
friction-less (no transaction costs)3. When we introduce a contingent claim
or option into this market, which value depends on the underlying asset we
can think of the options price as a function,

Π(t) = F (t, St). (7)

The problem becomes finding the uniquely defined price Π(t) such that the
arbitrage assumption is not violated. As an option like this is its own process
dependent upon the underlying asset we want to understand the options
dynamics. Here we can apply the Itô formula to Π(t) which gives,

dΠ = (
∂Π

∂t
+ µ

∂Π

∂St

+
σ2

2

∂2Π

∂S2
t

)dt+ σ
∂Π

∂St

dW. (8)

To simplify notation we can then define,

µπ(t) =

∂Π
∂t

+ µ ∂Π
∂St

+ σ2

2
∂2Π
∂S2

t

Π

σπ(t) =
σ ∂Π

∂St

Π
,

(9)

2Free of arbitrage means we can not have positive returns with zero cost.
3Note that the Black-Scholes model has been shown to perform well even when the

model’s assumptions are not met exactly.
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as the drift and diffusion of the stochastic process defined by the contingent
claim. Let (uπ, uS) be our position in a relative portfolio of the option and
the underlying asset. The value of this portfolio can then be described as

dV = V [uπ(µπdt+ σπdW ) + uS(µdt+ σdW )]. (10)

Since the randomness or Wiener process is the same for both the option and
the underlying asset we can rewrite this as

dV = V [uπµπ + uSµ]dt+ V [uπσπ + uSσ]dW. (11)

We are free to choose how to hedge our portfolio so we can in theory select
our position in (uπ, uS) to be a perfectly hedged portfolio meaning there is no
market risk. Then we have the following system of equation for our portfolio
weights

uS + uπ = 1

uSσ + uπσπ = 0.
(12)

Equation (11) then becomes,

dV = V [uπµπ + uSµ]dt. (13)

Since it is assumed in the model that there is no arbitrage in the market then
a portfolio without market risk must have a rate of interest equal to that of
the risk-free asset, so,

uπµπ + uSµ = r. (14)

Going back to equation (12) we see this is solved by,

uS =
σπ

σπ − σ

uπ =
−σ

σπ − σ
,

(15)

or by substituting in the known value of σπ from (9) we get

uS =
St

∂Π
∂St

St
∂Π
∂St

− Π

uπ =
−Π

St
∂Π
∂St

− Π
.

(16)

We can then substitute these values as well as µπ from (9) to finally arrive
at the Black-Scholes equation.
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Theorem 1 (Black-Scholes equation). Under the assumptions of the Black-
Scholes model the price of an option Π(s) is uniquely defined by the solution
of the boundary value problem,

∂V

∂t
+

1

2
σ2S2∂

2V

∂S2
+ rS

∂V

∂S
− rV = 0

V (T, s) = Π(s)

t, s ∈ [0, T ]× R+.

(17)

The Black-Scholes equation is a powerful result since pricing any option
can now be translated into finding solutions of a partial differential equation
which has been used to provide many analytical solutions to option pricing.
Even though the Black-Scholes model makes pricing convenient it has been
shown not to be a good representation of reality. In particular the assumption
that volatility4 is constant does not agree with observations (e.g in studies
like [5], which suggests volatility to be a rough stochstic process). As such
we will now introduce the Heston model.

2.2 Heston model

The Heston model [6] is similar in its assumptions to the Black-Scholes model
but extends the model to include stochastic volatility. The underlying assets
dynamics are instead represented as

dSt = µStdt+
√
vtStdW

S
t , (18)

where vt is defined as its own stochastic process and with dynamics given by
the CIR process,

dvt = κ(θ − vt)dt+ ξ
√
vtdW

v
t . (19)

Here W S
t and W v

t are correlated Brownian motion with correlation ρ, that is
assumed to be negative. Intuitively this makes sense as a negative correlation
would imply that a drop in spot price would likely be followed by a increase
in volatility. The added complexity of the Heston model means we can not
analytically price some options and we have to resort to approximations. For

4To remind the reader, volatility is synonymous to the standard deviation of the process
within the Black-Scholes model.

8 Sebastian Lindqvist



Uppsala University

example there is no known analytical solution to the price of a barrier option5

within the Heston model. The computational cost of pricing these options
through numerical methods such as Monte Carlo is the drawback we suffer
when we use more accurate models. However this extension is useful as there
are ways to aid this computation which we will return to later on.

2.3 Monte Carlo simulation

The idea behind the Monte Carlo method is simple. Since the price of the
option should match the discounted expected value of the options payoff
we could compute the expected value as an average of a large number of
realizations. That is to say we randomly generate a large number of possible
realizations of the underlying asset, and from this we can then calculate the
exercise value of the option for each realization and discounting this to today
and taking the average, the price of the option is then given by

Φ(t, St) = eT−tE[Φ(ŜT )|Ŝt = St]. (20)

Monte Carlo simulation is a powerful tool for estimation and given accurate
and plenty simulations will give a strong approximation of the option price,
but the price of this accuracy comes at the cost of slow solutions as generating
all of these price paths can take a long time. This is a significant drawback
for applications such as option pricing where there is both a constant need
for reevaluation and clear benefits to faster solutions. This is where neural
networks can aid in computation as a large part of the computation can be
moved to an offline training period for the network, which means we can keep
the accuracy of Monte Carlo but greatly reduce the computational costs of
reevaluation.

3 Preliminaries of Neural Networks

Before considering artificial neural networks we first take a look at the prob-
lem we wish to apply it to. In our case we want to accurately estimate the
pricing map f : Rn → R for some set of relevant parameters of an option.

5A barrier option is a type of derivative which depends on whether or not the underlying
asset reaches some target price. There are many varieties of this but a simple “knock-out”
barrier option would mean if the underlying asset reaches a certain price the option ceases
to exist and is therefore worthless.
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This means we need some known solutions prior to implementing or there
is nothing to be replicated.6 This data can be gathered or generated in a
number of ways but for now we will assume we have access to this. This type
of regression problem where we are presented with set of known inputs x and
outputs y has long been studied and most are likely familiar with methods
such as linear regression,

Fi = β0 + β1xi,1 + ...+ βmxi,m + εi = xiβ + εi, i = 1, ..., n

F = xβ + ε = y.
(21)

Here we try to fit a linear function to the know data with the minimum error
possible, allowing for some error ε. The purpose here as well as for neural
networks is to estimate some function that accurately predicts solutions to
new inputs with unknown output. One issue that we encounter with this
method is that we are only finding variables which minimize this error, and
we are locked in to the type of function we select whether it be linear or
otherwise. In cases where we know very little of the function we are approx-
imating can prove to be too restrictive and even the best solution will not
provide accurate predictions. These restrictions on the set of functions we
can estimate is something artificial neural networks avoid by making almost
no assumptions on the approximation basis, which in part is what makes neu-
ral networks a great choice for stochastic models. Part of the reason this is
true is because through what is called activation functions we can introduce
non-linearity into the approximation basis, we will more thoroughly discuss
activation functions in Section 3.1. In fact for neural networks we even have
the following central theorem from Hornik et al. where this property of neural
networks is rigorously proven.

Theorem 2. (Universal approximation theorem (Hornik et al. [7])) Let
Nσ

d0,d1
be the set of neural networks with activation function σ : R → R, input

dimension d0 ∈ N and output dimension d1 ∈ N. Then, if σ is continuous
and non-constant, Nσ

d0,d1
is dense in Lp(µ) for all finite measures µ.7

This theorem states more clearly that neural networks can approximate
any function we want it to given the right conditions. What these conditions

6While we focus on regression there are many examples of neural networks being used
for classification within finance, where the output might be “buy”,“sell” or “hold”.

7d0 and d1 here is the size of the input and output respectively, Lp(µ) is Lebesgue space
with some finite measure µ
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imply for the structure of the neural network we discuss in the following
section.

3.1 Neurons and layers

An artificial neural network typically consists of three types of layers, the
input layer, the output layer and the hidden layers, and each layer holds
some amount of neurons (see Figure 2). Information passes between these
layers through the neurons within them. For our purpose we only consider
the case when information passes forwards through the network or “feed-
forward” neural networks.

Figure 2: Feed-forward neural network

Figure 3: Pass of one layer

Given the values of the input layer the values of the following layer is then
computed as a linear combination of the input layer and then passed through

11 Sebastian Lindqvist
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some activation function. Let xi ∈ Rn be the values of layer i then,

xi = σ(Wxi−1 + b). (22)

Here W ∈ Rn,m is a matrix of weights and b ∈ Rm is a vector of biases, n
is the dimension of our input, m is the amount of neurons in the next layer
and σ is the activation function. The activation function is any function we
choose to pass the final value of the linear combination through. Of course
there are good choices and bad choices of activation function but the idea is
to introduce non-linearity so the choice should reflect this. We already saw
from Theorem (2) that we require this function to be continuous and non-
constant, but there are additional properties we should consider for example
if we take a look at the following theorem from Hornik et al.,

Theorem 3. (Universal approximation theorem for derivatives (Hornik et
al. [8])) Let F ∈ Cn and F : Rd0 → R, input dimension d0 ∈ N and output
dimension 1. Then, if the (non-constant) activation function is σ ∈ Cn(R),
then Nσ

d0,d1
arbitrarily approximates F and all its derivatives up to order n.

This again relates to the choice of activation function and tells us how this
choice relates to how accurately we are able to approximate the derivatives.
The option derivatives also known as the option greeks are a key part of infor-
mation we want when looking at option pricing as they describe the options
sensitivity to changes in underlying parameters so this is also important to
consider. For option price C they are defined as,

Definition 3.1 (Option Greeks).

∆ =
∂C

∂s
,

Γ =
∂2C

∂s2
,

ρ =
∂C

∂r
,

Θ =
∂C

∂t
,

ν =
∂C

∂σ
.

(23)

Considering this we should require our activation function of choice to be
at least C2, if we want accurate approximations of the sensitivities as well.
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First consider the activation function Rectified linear unit (ReLU),

f(x) = x+ = max(x, 0), (24)

which is commonly implemented in neural network. It suffers both from
vanishing gradients and is one of many activation functions that is not C1

at the origin. The authors in [9] instead suggest using a modified version of
Leaky ReLU,

G(x) =

{
1
2
x2+ax

x+b
x > 0,

α(ex − 1) x ≤ 0.
a = 1− 2α, b =

1

α
− 2. (25)

Here we have G(x) ∈ C2 and additionally G′(0) = G′′(0) = α, so we are safe
to approximate any of the option greeks with this choice. Consider now the
example problem where we have θ and F as the known input and output we
wish to fit the network to. If we then choose to have one hidden layer, then
for some initial guess of weights and biases, the network would output F̃ for
input θ and initial guess of network parameters w0,

F̃ (θ, w) = σ(W2(σ(W1θ + b1)) + b2). (26)

Also known as the forward pass, now the training part of the neural network
is finding the set w∗ of weights and biases that minimize the error m[F̃ , F ]
where F is the output we wish to approximate. That is, we solve

w∗ = argmin
w∈Rn

Ntrain∑
j

m[F̃ (θj, w), F (θj)], (27)

where w ∈ Rn here represents the set of both weights and biases and m
is some performance measure, commonly mean absolute error [MAE], mean
absolute percentage error [MAPE] or mean squared error [MSE] [10]. This
process of iteratively reducing the error is done through the use of an opti-
mizer, although there are multiple viable choices. We give a brief introduction
to optimizers in the following section.

3.2 Backpropagation

We need an optimizer to solve a variant of the nonlinear least squares prob-
lem,

w∗ = argmin
w∈Rn

L(θi, w) = argmin
w∈Rn

Ntrain∑
i

m[F̃ (θi, w), F (θi)]. (28)

13 Sebastian Lindqvist
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Gradient descent methods move opposite the gradient to try and find a min-
imum. We want to improve upon some initial guess w0 such that after a
reasonable amount of iterations we can reach a desired error tolerance. That
is, we have

wj+1 = wj + δ. (29)

In equation (28) we see that changes in w only affect the output F̃ (θi, w)
provided by the neural network and approximately,

F̃ (θi, w + δ) ≈ F̃ (θi, w) + Jiδ, (30)

where,

Ji =
∂F̃ (θi, w)

∂w
(31)

is the gradient with respect to the weights and biases of the neural network.
Then we can represent L(θ, w + δ) as,

L(θ, w + δ) ≈
Ntrain∑

i

m[F̃ (θi, w) + Jiδ, F (θi)]. (32)

Assuming we use MSE as our performance measure (similarly for other mea-
sures as well) we then want to find the best δ to minimize,

L(θ, w + δ) ≈
Ntrain∑

i

[F̃ (θi, w) + Jiδ − F (θi)]
2. (33)

Or,

L(θ, w + δ) ≈ (F̃(w) + Jδ − F)2

= |F̃(w) + Jδ − F|T |F̃(w) + Jδ − F|.
(34)

Setting,
∂L(θ, w + δ)

∂δ
= 0, (35)

then gives us the following expression,

δ =
JT (F− F̃(w))

(JTJ)
. (36)

14 Sebastian Lindqvist
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Then each iteration we compute the value F̃(w) of the network along with
the Jacobian with respect to w and update,

wj+1 = wj +
JT (F− F̃(w))

(JTJ)
. (37)

Often the set of all inputs in the training set is too large to efficiently compute
the gradient for each iteration of the optimizer so a “mini-batch” [11] is used
where we take a smaller sample, m < Ntrain, of the training set to form
an expectation of the gradient in each iteration. Since we replace the full
gradient with an estimate it is commonly called stochastic gradient descent.
There are a number of ways to improve upon this and to find a suitable
method we need to consider both speed and convergence of the optimizer.
In [1] Horvath et al. test a number of different optimizers for the purpose of
option pricing and find Levenberg-Marquardt to be a good choice.

3.2.1 Levenberg-Marquardt

Levenberg-Marquardt [12] builds upon gradient descent by introducing damp-
ing, which means the δ in the new estimate w + δ,

δ = (JTJ)−1JT [F (x)− F̃ (x,w)],

is replaced by damped version

δ = (JTJ+ λI)−1JT [F (x)− F̃ (x,w)].

We can further modify this δ as described in [13] to make the solution scale
invariant, meaning there is larger movement where the gradient is smaller to
improve convergence. This is done by replacing the identity matrix with the
diagonal elements of JTJ and then,

δ = (JTJ+ λdiag(JTJ))−1JT [F (x)− F̃ (x,w)]. (38)

Here J is the Jacobian matrix of F̃ with respect to w. We can then iteratively
solve for approximate weights w within some desired tolerance. The choice
of the damping parameter λ is not obvious and many implementations exists
although no proven optimal choice, for more information on damping pa-
rameter choice we instead refer the reader to [14]. Another optimizer which
we have chosen to use, specifically during the training period, because it is
easy to implement in matlab is adaptive moment estimation [ADAM] [15],
which uses running averages of the gradients and the second moments of the
gradients.
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Uppsala University

3.3 Convergence and error

Once we have ran the optimizer and found a solution w∗ within our accepted
tolerance the network is considered trained and we have a multidimensional
functional that can produce close approximation of the output for the pa-
rameters of the training set. We have seen that convergence depends on our
choice of activation function, for which a good choice Nσ

d0,d1
is dense in Lp(µ)

for all finite measures µ. The speed of this convergence can in part be im-
proved by a good choice of optimizer. This of course ties into the error we
expect to see from a neural network for which we have an upper bound from
Barron [16],

Theorem 4. (Estimation bounds for Neural Networks (Barron [16])) Let
Nσ

d0,d1
be the set of single-layer neural networks with Sigmoid activation func-

tion σ(x) = ex

ex+1
, input dimension d0 ∈ N and output dimension d1 ∈ N.

Then:

E||F − F̃ ||22 ≤ O(
C2

f

n
) +O(

nd0
Ntrain

log Ntrain)

where n is the number of nodes, Ntrain is the training set size and CF is the
first absolute moment of the Fourier magnitude distribution of F .

This error bound does not only provide key insights into the behaviour
of error in neural networks but shows them to be excellent estimators even
for large input dimension d in comparison to traditional series and non-
parametric curve estimation techniques. In particular, this should be com-
pared with the relatively large simulation requirement for Monte Carlo, where
error is of order 1√

N
.

4 Neural Networks in Option pricing

There are many examples of neural networks [17] being used in finance and
although we primarily cover pricing, one of the strengths of neural networks
lies in their generality and their use is by no means limited to pricing. Here
we take a look at how this implementation can be done, what issues can arise
and what properties we want to impose upon the neural network.
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4.1 Different approaches

Let us consider the simple case of pricing a call option within the Black-
Scholes model. Using the Black-Scholes equation we have the analytical
solution,

C(St, T,K, r, σ) = N(d1)St −N(d2)Ke−r(T−t)

d1 =
1

σ
√
T − t

[log(
St

K
) + (r +

σ2

2
)(T − t)]

d2 = d1 − σ
√
T − t.

(39)

For a given set of underlying asset and option features p = {St, K, T, r, q, σ}
we can generate solution. Most of these qualities are directly available but
some, notably σ, is not and must therefore be estimated in some sense. We
will return to this problem later. Then to price these call options we could
simply train the network on a randomly generated set of inputs p and the
matching prices, C. Once the network is trained on a large sample we could
imagine the network would produce an accurate estimation of the price of
an option if we provide it with the correct parameters. There is a number of
issues that present themselves when you make this type of implementation.
However, this we will discuss later, while we first go through a more careful
approach presented in [1] and [18].

4.1.1 Neural networks as calibration tool

The idea here is using neural networks as a tool for calibration. That is to
say the neural network estimates a model and after an offline training phase
can be calibrated to market data. Important to note is that this method of
implementing neural networks is only relevant when we are dealing with non-
parametric models that often rely on computationally costly approximators
(such as Monte Carlo simulation). As this is the part it means to speed
up. Horvath et al. [1] split the training into two steps, where we first seek
only to estimate a pricing function, independent of current market data. We
specify a set of parameters of a stochastic model and have the neural network
learn the map F̂ ∗ : Θ → Rn∗m, where the output here is a grid of implied
volatilities over different strikes and maturities, also known as the implied
volatility surface,

w∗ = argmin
w∈Rn

L(θ, w) = argmin
w∈Rn

Ntrain∑
i

m∑
j

[F̂ (θi, w)j − F (θi)j]
2. (40)
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Here θ is the set of parameters of the model and w represents the weights
and biases of the neural network. The importance of moving the strike and
maturity from the input to the space of outputs is clear in the second step
where we calibrate the neural network to the market data by finding the
optimal parameters of the stochastic model that fits the implied volatility
surface of the neural network to that of the market,

θ∗ = argmin
θ∈Θ

m∑
j

[F̂ ∗(θ)j − σMKT
BS (θ)j]

2. (41)

Here F̂ ∗ is the trained network using optimal weights w∗. Note that this step
requires far less computation than training the neural network as we are not
minimizing over the weights of the neural network (which can be quite large)
but only over the set of input parameters which is relatively small and often
each parameter is constrained to some smaller interval [θmin, θmax]. In this
step choice of optimizer is of equal importance as for the training period of
the neural network. This calibration step is then a way for us to estimate
the parameters of our stochastic model such that we can accurately represent
the underlying asset, so a finer grid gives more information to the calibration
phase as we are in essence computing the inverse of this pricing function.
Once this calibration is complete we have not only a neural network that
produces prices but also an estimate of the model parameters. As shown in
Horvath et al., using neural networks in this step can be significantly faster
than traditional methods and this is a valuable addition, because estima-
tion of these parameters can in and of itself be a computationally expensive
process.

4.1.2 Neural networks to solve partial differential equations

Neural networks have also been used within option pricing as a tool for solving
partial differential equations. We have already discussed some cases where
partial differential equations pop up in finance, notably the Black-Scholes
equation, but there are countless more. Similarly to what we have discussed
earlier we often rely on approximative solutions through methods such as
Monte Carlo or Finite element method but for higher dimensional problems
such a larger basket options these methods yield poor results or suffer greatly
in speed, where neural networks have been shown to be effective. In [19] Glau
et al. they show that even within the Black-Scholes model improvements
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can be made through the use of neural networks, as neural networks are less
affected by an increase of dimension in comparison to traditional methods
such as Monte Carlo.

4.2 Reducing the input space and estimating volatility

How we choose the set of inputs is a vital step in developing an accurate
model, as we would like to capture as much information as possible while
avoiding unnecessary increases in computation or potential overfitting. Us-
ing moneyness over separately introducing the two variables has been found
to be advantageous in several aspects, but first we must understand what
assumptions we make on the underlying stock when we make this change.
We know for example within the Black-Scholes model that we have for a
non-dividend-paying underlying stock the price of a call option as shown in
equation (39). Dividing by strike we get f(St

K
, T, 1, r, σ) = f(St

K
, T, r, σ) = C

K

so we can reduce the input space by using the ratio of spot and strike price,
called the moneyness, without any loss of information,

C(
St

K
,T, 1, r, σ) = N(d1)

St

K
−N(d2)e

−r(T−t), (42)

for d1, d2 same as in equation (39). However this reduction is not as simple in
all models. In general if we assume the distribution of the underlying assets
returns to be independent of the level of the stock price then as proven in
Merton ([20] Theorem 8.9), we have

Theorem 5 (Merton [20]). If the distribution of the returns per dollar in-
vested in the common stock is independent of the level of the stock price, then
the pricing map F (St, K, T, θ) is homogeneous of degree one in the stock price
per share and exercise price.

The result is later generalized to only require so-called Granger noncausal-
ity which relaxes the independence assumption, for further details on this we
refer the reader to [21]. This condition of homogeneity is what we require to

be able to instead estimate the map f(S(t)
K

, T, r, σ) = C
K

to find the option
pricing formula. This transformation then reduces the input space which is
useful, as for all non-parametric estimators convergence speeds up when the
number of inputs decreases. This is further justified by Theorem (4) which
states the error bound is linearly dependent on size of the input space, con-
firmed in [22]. Additionally if we know Theorem 5 to hold then including
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this “hint” in our training, that the function is homogeneous in spot and
strike price, further constrains the set of solutions to only estimating func-
tions where this is true. This helps combat any overfitting and hopefully
producing better solutions out of sample, and is confirmed in [21]. There is
also the added benefit that while the process St is nonstationary the money-
ness process St

K
is stationary since the strike prices are generally derived from

current underlying price. This means that for large changes in spot price a
network trained on moneyness will still be able to produce useful outputs.
Another point of interest for inputs we use is the use of volatility, or rather
what information we introduce into the network regarding volatility, because
this is not an observable quality and must always be estimated in some sense.
Aside from the volatility of the underlying there are also examples of intro-
ducing volatility indices such as VIX either replacing or in addition to the
underlying assets volatility. We did not explore this but is nonetheless an
interesting adaptation (used in [23], [24]). As far as using estimations of the
underlying assets volatility there are many different implementations, some
more effective then others.

4.2.1 Volatility estimation

Historical volatility in its simplest form is nothing more than a sample vari-
ance of the logarithmic returns of the underlying (not always accurate de-
pending on what model of volatility we assume, since we implicitly assume
the volatility to be constant when we use historical volatility). Define for
some previous period of time S(t0), S(t1), ..., S(tn) (often chosen to be equal
length of time as the time until maturity of the option),

δi = log(
S(ti)

S(ti−1)
). (43)

Then in the Black-Scholes model δ1, ..., δn are independent, normally dis-
tributed random variables from which we can extract a sample variance to
use for an estimation of the assets volatility. This basic approach will only
provide us with an estimation of a constant volatility which has been shown
not to be an accurate depiction of real volatility. More sophisticated ap-
proaches can amend this flaw. To get a more accurate understanding of
historical volatility we can look to time series analysis, or rather ARCH and
GARCH forecasts, which have been shown to produce accurate predictions
for volatility and have been used to enhance neural networks with various
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modifications e.g the grey-GJR-GARCH approach of Wang [10]. If we as-
sume volatility not to be constant then an average of the volatility over the
last few months (or greater) should not accurately represent current volatil-
ity. Here we can take advantage of the fact that implied volatilities can be
directly estimated from market prices. This goes hand in hand with the
fact that we may also wish to price options consistently with current market
options and therefore wish to use the same estimation of volatility. Addi-
tionally [24] shows that replacing historical volatilities with implied improves
the performance of artificial neural networks [ANNs]. Within Black-Scholes
model using implied volatility means we solve for σ from,

p = C(S, T,K, r, σ), (44)

for other options on the market of the underlying asset, where p here is the
observed price and C is the price from the Black-Scholes model. The implied
volatility can then be used directly or, as we saw in the 2-step method of
Horvath et al. [1], can be used to calibrate parameters of other models.

4.3 Architecture design

With the objective of estimating the pricing map in mind there are various
ways we can include known properties of this function into the training pro-
cess of the neural network as well as properties that are useful for analysis.
In this section we discuss the inclusion of penalty terms in the loss function
as proposed in [25], [9] to enforce the no-arbitrage assumption, since this
is behaviour we expect of the pricing map. Including this can significantly
improve out of sample performance. We also include a section on invertible
neural networks and their possible use in option pricing.

4.3.1 Penalty terms

As mentioned in [9] one important property that is not guaranteed of the neu-
ral network function is no-arbitrage, which within the Black-Scholes model
for the european call option is equivalent to the following conditions,

∂C

∂K
< 0,

∂2C

∂K2
> 0,

∂C

∂T
> 0. (45)

The point of the penalty terms is then to impose a penalty to the loss function
when these conditions are not met such that the optimizer is led away from
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potential solutions that do not satisfy the conditions. In this sense we worsen
the in sample solution by enforcing a known quality of the functional we aim
to approximate which should then improve performance out of sample. We
can penalize the loss function in Equation (40) by including,

L(θ, w) = argmin
w∈Rn

Ntrain∑
i

m∑
j

([F̂ (θi, w)j − F (θi)j]
2 + Lp(θi, w)). (46)

Here,

Lp(θi, w) = Λ1(−
∂2F̂ (θi, w)

∂K2
) + Λ2(−

∂F̂ (θi, w)

∂T
+ Λ3(

∂F̂ (θi, w)

∂K
) (47)

and Λi is some penalty function, most commonly of the form

Λ(x) =

{
0 , x < 0

λxm , x ≥ 0.
(48)

The function Λ needs to be chosen carefully such that this penalty is not
negligible nor dominating the loss function. Introducing these new penalty
terms into the loss function we must again keep differentiability in mind
as both the optimization relies on gradients of the loss function and to get
accurate approximations of the option greeks we need the function to be in
C2 or better. Note that even though the conditions of equation (45) ensure
no-arbitrage within the Black-Scholes model this might not be true for all
models, but in general any “hint” we can give the network should improve out
of sample performance, see [25]. Additionally since these are soft constraints
we do allow for iterations to violate the no-arbitrage assumption, but this
was found to produce better solutions than enforcing hard constraints in [26].

4.3.2 Invertible Neural Networks

Another point of interest is recent progress in invertible neural networks
[INNs] in Ardizzone et al. [27]. Constructing our neural network as invert-
ible means we can retrieve unknown inputs for any combination of outputs,
or simply that the inverse function is also available after training. This is
of course a desirable quality within finance when we consider option pricing
since, as we discussed earlier, in many models estimating the model param-
eters can be slow. What we want to ensure when we construct the network
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is in essence that the function we estimate is a bijective mapping, meaning
we can uniquely define a set of inputs for each output, even if this is not in-
herently true for the function. However in option pricing some qualities like
(S, r, q) are always known. For the calibration problem then the inverse map
would take (S, r, q), and either the option price or as done in Horvath et al.
[1], the Black-Scholes implied volatilities over a grid of different strikes and
maturities and outputs the parameters of a stochastic model. However the
underlying function may not always be bijective so the problem is ill-posed,
meaning the input for the inverse map is insufficient to produce a unique
solution. Ardizzone et al. proposed in [27] to add additional outputs to the
original training process of the network and through this sample a possible
solution to the inverse map, although we do not investigate in which models
this addition might be a useful approach. Recall equation (41),

θ∗ = argmin
θ∈Θ

m∑
j

[F̂ ∗(θ)j − σMKT
BS (θ)j]

2. (49)

When we calibrate the model we see that invertibility of the neural network
would be useful here as in this calibration step we arrive at a new optimiza-
tion problem of minimizing the difference of the implied volatility surface
produced of the network and the observed market implied volatilities. If we
use an invertible neural network this step would be trivial as the inverse map
would be immediately available and could instantly produce the parameters.
Itkin [9] resolves the computation of the inverse parameters for this case with
an explicit solution to the problem, although we were unable to confirm this
same result. The strength of INNs lies in their ability to jointly approximate
the pricing map along with the inverse, and in a field such as finance where
speed is often a desirable quality this could surely be a useful property.

5 Numerical experiments/Implementation

In our numerical experiments we test the proposed benefits of reducing the
input space by introducing the strike spot ratio (moneyness) instead of using
strike and spot price as separate inputs. We also confirm the results of
the paper by Horvath et al. [1] where they test their proposed method of
neural networks estimating the implied volatility surface and using this to
calibrate volatility parameters of stochastic volatility models. We train the

23 Sebastian Lindqvist



Uppsala University

network to estimate the pricing map for Heston model vanilla options. This
is done first by generating prices, using Monte Carlo simulation to mirror the
computational cost of pricing more complicated options, and then training
the network on this data. We compare the speed at which the neural networks
can be trained as well as the accuracy of the estimation on out of sample
data for the reduction in inputs space. We also train a separate network to
output prices over a grid of maturity and moneyness values and take a look
at the error over the grid. Because of limited resources this grid is only over
4 different maturities and 4 different moneyness values but can be chosen as
a finer mesh.

5.1 Moneyness tests

We generate 40000 quasi-random8 sets of inputs within the intervals r ∈
[0, 0.05], κ ∈ [0.3, 2], θ ∈ [0.05, 0.2], σ ∈ [0.05, 0.5], v0 ∈ [0.05, 0.2], ρ ∈
[−0.9,−0.1], S ∈ [0.6, 1.2], K ∈ [0.6, 1.2], and T ∈ [0.05, 2], using the same
notation as in equation (18) and (19). For each input we then price call
options using quasi-Monte Carlo with Ntrials = 1000. Quasi-Monte Carlo is
a certain improvement over Monte Carlo where we use low-discrepancy se-
quences (such as a Sobol sequence [28]) instead of generating pseudorandom
numbers. This helps speed up convergence. We then construct a feed for-
ward neural network with 3 hidden layers each consisting of 32 neurons and
train the network on the previously generated prices using adaptive moment
estimation [ADAM] as our optimizer. Part of the sample is saved for valida-
tion which is then compared with the Monte Carlo pricing using the relative
root square mean error [RRMSE]. The result is presented in Figures 4-8 and
Tables 1-2.

8We generate Sobol sequences over the interval and scramble the sets using Owen
scrambling.
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Figure 4: 10000 samples, separate inputs.
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Figure 5: 10000 samples, moneyness.
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Figure 6: 40000 samples, separate inputs.
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Figure 7: 40000 samples, moneyness.
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Figure 8: Computation time comparison of moneyness and separate inputs.

Computation time, in seconds
Samples 2000 10000 20000 40000
Moneyness 0.85215 3.6601 7.158 14.6844
Separate 0.81207 3.5679 7.2011 14.84

Table 1: Computation time when using separate inputs S,K and ratio S
K
.
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Figure 9: Error comparison of moneyness and separate inputs.

RRMSE
Samples 2000 10000 20000 40000
Moneyness 2.004e-2 1.2731e-3 5.6194e-4 2.8904e-4
Separate 2.5515e-2 1.5065e-3 7.0141e-4 3.3328e-4

Table 2: RRMSE when using separate inputs S,K and ratio S
K
.

Figures 4-7 plots the solution from the neural network for the validation
set against the value of the Monte Carlo pricing it is trying to replicate.
The closer the solutions are clustered around the x = y axis the better the
estimated pricing map is at predicting the values. The neural network taking
advantage of the moneyness reduction is seen to be clustered slightly better
than the neural network with separate inputs. This is clearer in Table 2 and
Figure 9 where we see the error is smaller in each case when moneyness is
used. Although the error remains within the same order of magnitude the
improvement comes at no cost, as we see that both methods have similar
computation time in Figure 8 and Table 1. This improvement is expected
and agrees with the theoretical result of Theorem 4.
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5.2 Calibration method

For the calibration method we similarly generate 4000 random set of input
with [r, κ, θ, σ, v0, ρ] in the same intervals as in the previous section and com-
pute prices over the grid of moneyness S

K
= [0.75, 1, 1.5, 2] and maturity

T = [0.5, 1, 1.5, 2]. Again here we are left with a smaller sample size than
preferred as well as too rough of a grid mesh because of limited resources.
In Table 3 we present the RRMSE of each output in the grid produced for a
reserved validation set.

RRMSE
Maturity/Moneyness 0.75 1 1.5 2
0.5 1.4102e-01 7.2880e-03 2.7799e-03 1.9300e-03
1 5.6444e-02 5.8774e-03 2.8990e-03 2.0839e-03
1.5 1.4799e-02 7.6978e-03 2.7547e-03 2.0814e-03
2 2.2432e-02 5.0099e-03 2.5839e-03 2.2664e-03

Table 3: RRMSE of neural network implied volatility surface.

Table 3 indicates that the method produces a significantly worse estimate
when the option is far out of the money and slightly worse when it is close
to maturity. We believe this to be caused by the fact that because the price
of these options are often close to zero it is difficult for the neural network
to capture the differences in the pricing map. A similar result was observed
in the paper of Horvath et al. [1]. Even though this error will impact the
parameter estimation we are not necessarily interested in minimizing the
error for each point in the grid since the objective is not to price but to use
the surface for parameter estimation.

6 Conclusion

Neural networks offer up a solution much faster when trained than traditional
estimation methods and can work well hand in hand with previous knowledge
as in the 2-step method of [1]. It is also clear we need to implement neural
networks with care as properties of the model we estimate are not necessarily
inherited during training. For example the no-arbitrage assumption can be
violated. To amend this we saw that there are ways to control the convergence
during training by implementing penalty terms but even then we allow some

29 Sebastian Lindqvist



Uppsala University

deviation from being exactly arbitrage-free. This is not necessarily a problem
as models can function even when assumptions are not met exactly and the
alternative of introducing hard constraints can result in a worse solution.

It is also important to note that neural networks rely on other types of
pricing to generate the training set as directly estimating from the market
does not seem to be a viable alternative. The main advantage of any neural
network approach is then not to avoid computation entirely but to move it
to an offline period such that online pricing can be significantly faster. This
training can be sped up by choice of optimizer as well as considering the
input space and how to convey the most amount of information with the
least amount of inputs. Recent progress in invertible neural networks could
also be relevant to option pricing, especially for the calibration problem.
This is an interesting adaptation we did not dedicate enough time to and
would like to see more thoroughly investigated in future work. Conclusively
we found neural networks to be a tool well suited for the problem of option
pricing especially when we tailor the structure and use to fit the problem we
are considering.
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