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Photon-Counting CT Reconstruction with a Learned
Forward Operator
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Abstract—Photon-Counting CT is an emerging imaging tech-
nology that promises higher spatial resolution and the possibility
for material decomposition in the reconstruction. A major
difficulty in Photon-Counting CT is to efficiently model cross-talk
between detectors. In this work, we accelerate image reconstruc-
tion tasks for Photon-Counting CT by modelling the cross-talk
with an appropriately trained deep convolutional neural network.
The main result relates to proving convergence when using
such a learned cross-talk model in the context of second-order
optimisation methods for spectral CT. Another is to evaluate
the method through numerical experiments on small-scale CT
acquisitions generated using a realistic physics model. Using the
reconstruction with a full cross-talk model as ground truth, the
learned cross-talk model results in a 20 dB increase in peak-
signal-to noise ratio compared to ignoring cross-talk altogether.
At the same time, it effectively cuts the computation time of the
full cross-talk model in half. Furthermore, the learned cross-
talk model generalises well to both unseen data and unseen
detector settings. Our results indicate that such a partially
learned forward operator is a suitable way of modelling data
generation in Photon-Counting CT with a computational benefit
that becomes more noticeable for realistic problem sizes.

Index Terms—Photon-Counting, Computed Tomography,
Spectral CT, Regularisation, Deep Learning, Detector Cross-
Talk.

I. INTRODUCTION

COMPUTED Tomography (CT) is a non-invasive x-ray
imaging method capable of reconstructing highly de-

tailed cross-sectional maps of an object. The method works
by measuring the decay in intensity of photons emitted from
an x-ray tube along a set of predefined rays that traverse the
object. The collected data is then used to recover the linear
attenuation coefficient, which is a function representing the
interior composition of the object.

Despite the wide spread success of CT, the method still
undergoes development. First, the carcinogenic nature of
ionising radiation means one needs to reduce the radiation
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dose that a patient is exposed to in a CT scan. However, lower
dose means nosier data and, therefore, a more challenging
image recovery problem. Second, conventional CT imaging
has difficulties in reliably separating healthy and pathogenic
soft tissue. The reason is that these materials have very similar
attenuating properties. Currently, this issue is addressed by
injecting contrast agents into the subject. Contrast agents
allow for differentiation between tissue types in CT images
but can induce negative immune responses in some patients.

Spectral CT measurements can be used to compare the
spectral footprint of radiation before and after passing through
a subject. This opens up for the possibility to image different
tissue types (material decomposition), which in turn reduces
the need for contrast agents. Dual-source or switched-kV
systems combined with layered or photon-counting detectors,
like the Naeotom Alpha system [1], constitute examples of
CT setups that are capable of capturing spectral data [2]. The
focus of this paper is on Photon-Counting CT, but the con-
cepts/methods introduced are applicable to other tomographic
setups.

A. Photon-Counting CT

Whereas a conventional energy-integrating detector (EID)
measures the total incident photon energy including noise, a
Photon-Counting detector (PCD) measures the energy of each
deposited photon. PCDs offer a paradigm shift in CT towards
highly precise quantitative analysis, with higher resolution
reconstructions, higher signal-to-noise ratio (SNR) and the
ability to reduce beam-hardening artefacts–particularly for
low-dose CT.

The accuracy of a PCD depends on the width of the
energy bins and the spectral response of the detector mate-
rial, and recent advancements involve optimising design and
mathematical modelling of these components. The survey [3]
outlines two challenges in Photon-Counting CT. First is to
handle detector cross-talk. Cross-talk is when photons that
reach a detector element are also registered by neighbouring
detector elements, effectively smearing out the measurement.
Cross-talk is a consequence of several physical phenomena
in the detector, like Compton scattering, x-ray fluorescence,
and charge sharing. Second is pile-up. It appears when the
intensity of incident photons reaching a detector element
becomes too high for the detector to register correctly, thus
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causing a composite signal and subsequently a bias towards
high energy photons.

Substantial developments in hardware have been made to
address these two challenges. For example, the latest genera-
tion of fast detectors have largely overcome the issue with
pile-up and both Cadmium Telluride and Silicon detectors
that can scan patients at clinical count rates have been
demonstrated [1]. A remaining challenge, for these detectors
in particular, is the creation of reconstruction techniques that
accurately model and compensate for detector cross-talk and
scatter. This is particularly important for Silicon detectors [3].

B. The role of the forward operator in reconstruction

Reconstruction methods for recovering an image from noisy
tomographic detector measurements (data) rely implicitly or
explicitly on an underlying forward operator, which simulates
the measurement process in absence of noise. As an example,
the filtered backprojection (FBP) method implicitly assumes
that tomographic data can, after appropriate pre-processing, be
interpreted as noisy samples of the ray transform. Likewise,
iterative methods and variational models involve an explicit
forward operator that is repeatedly evaluated along with the
adjoint of its derivative.

The accuracy of the underlying forward operator is a key
factor for the performance of the reconstruction method. A
more accurate forward operator is, however, also computa-
tionally more demanding. Hence, it is challenging to ensure
the necessary computational performance for a reconstruction
method that is based on such an accurate forward operator. A
key part in developing reconstruction methods is therefore to
base it on a forward operator that is sufficiently accurate, yet
computationally feasible.

A simplification that is often made in Photon-Counting CT
is to neglect detector cross-talk. For a Silicon-based detector,
the cross-talk kernel is fairly large. For a 1D detector array
in 2D CT with pixel-size 0.5 mm, the cross-talk kernel
at a specific detector element affects the 20 neighbouring
elements on either side. Neglecting cross-talk can therefore
significantly reduce reconstruction time and memory usage.
The cost reduction is even higher for a 2D detector grid in
3D CT, where the kernel is 40× 40 pixels instead. However,
neglecting cross-talk also introduces a systematic modelling
error that can cause overly blurred reconstructions.

A number of algorithms have been developed for detector
blurring in single energy CT. For example, [4] combine two-
step reconstruction with deconvolution of a known detector
blur, and [5] device a one-step scheme for blind deconvolution.
Likewise, there is a growing body of research on reconstruc-
tion methods for spectral CT [6]. It is only recently, however,
that deblurring methods have been applied to spectral CT.
The most recent developments, such as [7] and [8], model
the detector blur as a convolution over the detector with a
kernel that is independent of the energy. Such a model is
comparatively cheap to evaluate. In a more detailed model

such as in (15), the blurring kernel depends on the energies.
The detector blur is therefore evaluated in the discretised
incident energy space rather than on the energy bins, which
increases the cost significantly. To the best of our knowledge,
there are no deblurring algorithms developed especially for
this task.

One way to decrease the computational cost without com-
pletely ignoring spectral dependence of the detector blur is
to use the simplified forward operator without cross-talk, and
then to add a cross-talk correction on top of this. The result
is used in place of the full forward operator. The strength
of such an approach is that the process of finding a suitable
correction can be automated by leveraging techniques from
machine learning.

C. Modelling physics with machine learning

There is a growing body of research for using machine
learning, and deep learning in particular, in CT image re-
construction as surveyed in [9]. Previous efforts include deep
learning based image denoising using architectures like the U-
net and AAPM-Net [10], [11]. A more recent technique is to
truncate and unroll a suitable iterative scheme, and replace the
iterative steps with neural networks [12], [13], [14]. Spectral
CT in particular has seen relatively little work. Some works
use deep learning for material decomposition, both in image-
and projection-space [16], [15], [27].

Even less has been done for learning a correction to a
simplistic forward operator. A recent paper along these lines
is [17]. It aims to find a learned correction so that the resulting
partially learned forward operator can serve as basis for
various reconstruction methods. This requires one to handle
two key challenges that are outlined below.

First, assumptions about the underlying physics are implic-
itly encoded in the data. It is therefore important to feed the
learning algorithm with examples that are commonly seen in
the reconstruction process. At face value, this seems straight-
forward – just use CT scans from a diverse set of realistic-
looking objects. However, a counter-intuitive consequence of
the reconstruction process is that the data needs to contain
some “unrealistic” objects as well. In accordance with this in-
sight, [17] proposes “recursive training”. Secondly, [17] show
that replacing the forward operator with a learned correction is
not enough to guarantee high quality reconstructions. One also
needs to learn the adjoint of its derivative, so they introduce
the “forward-adjoint correction” where both the approximate
forward operator and the adjoint of its derivative are corrected
for by machine learning.

D. Overview

The paper aims to adapt the framework of learned forward-
adjoint operator corrections with recursive training in [17]
to the setting of spectral CT with Photon-Counting detectors
from Prismatic Sensors AB. Specific focus is on learning a
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correction for the detector cross-talk. The scientific relevance
comes from extending the theoretical results in [17] to 2nd
order optimisation methods and to use a learned operator to
accelerate the reconstruction process for a realistic Photon-
Counting CT model without affecting image quality.

Section II outlines the learning framework and discusses the
theoretical results from [17]. This is followed by Section III
that presents the approach to learn cross-talk in Photon-
Counting CT. This section will also give a more detailed
account of the training and evaluation process. The training
and evaluation results are given in Section IV and, finally,
Section V discusses the results.

II. THEORY

Image reconstruction in CT is an inverse problem where
one seeks to reconstruct a signal x ∈ X from measured data
y ∈ Y that relates to the signal as

y = A(x) + δy. (1)

Here, A : X → Y is the forward operator that models how
noise free data is generated from a given signal and the
vector spaces X (reconstruction space) and Y (data space)
contain possible signals and data, respectively. Finally, δy ∈ Y
(observation error) is commonly seen as a single sample of a
Y -valued random variable representing the inherent random
noise of the measurement process. A fully statistical setting
would in addition assume that x ∈ X , the true unknown
signal, is generated by some X-valued random variable with
a prior distribution [18]. A reconstruction method will then
correspond to a posterior point estimator, like the posterior
mean of the signal given measured data. The prior on the
signal acts here as a regulariser.

Variational models represent a class of reconstruction meth-
ods R : Y → X that are commonly defined as

R(y) ∈ arg min
x∈X

{
L
(
A(x), y

)
+ S(x)

}
for y ∈ Y . (2)

Here, L : Y × Y → R (data fidelity functional) quantifies
data consistency and S : X → R (regularisation functional)
enforces stability. If L is chosen as proportional to the negative
log-likelihood of data and S is, likewise, taken as proportional
to the negative log-likelihood of the prior for the signal, then
one can interpret (2) as computing a maximum a posteriori
estimate of the signal given measured data. For the sake of
brevity, we will often denote the combined objective function

Ψ(x) := L
(
A(x), y

)
+ S(x), (3)

hiding the dependence on y.
Variational models can adapt to specific settings through

the choice of forward operator, data fidelity, and regularisa-
tion functional. State-of-the-art results can be obtained with
appropriate choices of these components. However, compu-
tational feasibility remains a major challenge. In practice,
using variational models for CT reconstruction amounts to

using an iterative scheme to solve the non-linear, possibly
non-smooth, optimisation problem in (2) over a very high-
dimensional space (representing digitised images).

A. Iterative schemes for variational models

Each iteration in a first order scheme that solves (2)
typically involves computing the gradient of x 7→ L

(
A(x), y

)
,

whereas in second order schemes one also needs to evaluate
the Hessian, or to approximate it using first order derivatives.
In either case, a major computational bottleneck comes from
repeatedly evaluating the forward operator A : X → Y
and the linear map given as the adjoint of its (Fréchet)
derivative [∂A(y)]∗ : Y → X . An accurate forward operator
A : X → Y can be computationally too demanding, whereas
a computationally feasible approximate version A0 : X → Y
can have insufficient accuracy.

The main idea in this paper is to use a trained deep
neural network that corrects for the inaccuracies of A0 in
a computationally feasible manner. A key part is to adapt the
training of such a learned correction for the forward operator
to the specific iterative scheme that will later be used for
solving the inverse problem. The latter is typically a scheme
for solving the optimisation problem in (2).

The above idea was first introduced in [17] in the context
of first order gradient schemes. We here extend it to selected
higher order schemes of the form

xk+1 := xk − γkQk
(
∇Ψ(xk)

)
(4)

= xk − γkQk
([
∂A(xk)

]∗(∇L
(
A(xk), y

))
+∇Sk

)
.

Here, γk > 0 is a given step size and Qk : X → X
is a suitably chosen linear operator that is positive definite
and self-adjoint. The last expression in (4) uses the notation
∇S(xk) := ∇Sk ∈ X .

Remark 1. A wide variety of first- and second-order optimi-
sation schemes can be written as (4). As an example, the stan-
dard gradient descent scheme considered in [17] is obtained by
selecting Qk as the identity operator. Likewise, taking Qk to
be the inverse of the Hessian ∂2Ψ(xk) at xk gives the Newton-
Rhapson’s method. Next, (4) also yields schemes obtained by
separable quadratic surrogate methods [20], as well as the
Broyden–Fletcher–Goldfarb–Shanno (BFGS) method.

B. Learned forward correction

We now introduce a post-processing step to a predefined
approximation of the forward operator. Mathematically, the
new operator approximation Aθ : X → Y can be written as
a composition between the approximate, but computationally
feasible, forward operator A0 : X → Y and a parameterised
correction Cθ : Y → Y :

Aθ := Cθ ◦A0 . (5)
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Here, θ is a parameter in some space Θ that is learned, e.g.,
if Cθ is a feed-forward neural network, then θ is its weights
and biases. Our goal is to formalise the notion of accuracy
as a training loss, construct an algorithm that uses reference
data to “learn” the most accurate parametrization within the
parameter space Θ and finally, use the result for variational
reconstruction.

C. Learned forward-adjoint correction
Replacing the accurate forward operator with the learned

operator correction Aθ given in (5) means one seeks to
minimise Ψθ(x) := L

(
Aθ(x), y

)
+ S(x). Using a scheme

of the type in (4) for this purpose results in

xk+1 = xk − γkQk
(
∇Ψθ(xk)

)
(6)

= xk − γkQk
([
∂Aθ(xk)

]∗(∇L
(
Aθ(xk), y

))
+∇Sk

)
.

A key question is whether the above scheme converges
to a reconstruction that is close to the minimiser of Ψ.
This is, unfortunately, not always the case, as shown in [17,
Theorem 3.1] for a setting where both A and A0 are linear,
and the minimiser of Ψ is outside the closure of the range
of A0

∗. The approach adopted in [17] for handling this issue
is to introduce another approximation of the type in (5) for
the adjoint of the accurate forward operator in (4), i.e., they
compose the adjoint of the approximate forward operator with
a parameterised correction of the form Gφ : X → X . We will
also adopt this learned adjoint correction, even though the
forward operator in Photon-Counting CT is non-linear. We
therefore introduce

[
∂†Aφ(x)

]∗
:= Gφ ◦

[
∂A0(x)

]∗
. (7)

Note that the left-hand-side of (7) is not the same as the
true adjoint

[
∂Aθ(x)

]∗
. In the linear case, this is sometimes

referred to as a mismatched backprojector [21]. We can then
define a second-order iterative scheme similar to (4) as

xk+1 = xk − γkQk
(
∇†Ψθ,φ(xk)

)
(8)

= xk − γkQk
([
∂†Aφ(xk)

]∗(∇L
(
Aθ(xk), y

))
+∇Sk

)
,

where ∇†Ψθ,φ(xk) (learned gradient) is defined as

∇†Ψθ,φ(x) :=
[
∂†Aφ(x)

]∗(∇L
(
Aθ(x), y

))
+∇S(x). (9)

A key result in [17] is that the first-order version of the
above learned scheme converges to the same solution as the
corresponding first-order scheme in (4) when the forward-
adjoint correction is sufficiently accurate. Note that, in contrast
to (4), the scheme in (8) contains a mismatched adjoint and
can not be identified as a standard gradient stepping scheme.
In the case of mismatched backprojectors (i.e., when the
forward and adjoint operators are linear), [21] shows that a
mismatched projector is equivalent to changing the regulariser.
In our case, however, the “backprojector” is a non-linear
neural network.

D. Convergence of Learned Iterative Reconstruction

We here extend the results in [17] to some second-order op-
timisation schemes. Note that, whereas the first-order schemes
require an explicit correction of the gradient, there is no
need for an explicit correction for the approximation Qk
of the inverse of the Hessian at xk. The structure of this
section is largely analogous to the one in [17] for first-
order schemes. Assumption 1-2, Proposition 1, Lemma 1
and the main result, Theorem 1, can all be found for first-
order schemes in [17]. Additionally, we replace assumptions
of linear forward operators with three conditions on A, Q
and the gradient L, see Lemma 1. We begin by stating some
assumptions found in [17].

The first assumption ensures existence and uniqueness of
the solution to the variational problem (2). It also ensures that
iterative schemes based on the accurate forward operator (4)
converge to this solution. What is needed for this is strong
convexity of the objective.

Assumption 1. Ψ in (3) is strongly convex.

Second, note that the scheme (8) can be viewed as a for-
ward Euler discretisation of an ordinary differential equation
(ODE). Hence, as step size tends to zero, it makes sense to
assume that the scheme is replaced by an ODE.

Assumption 2. As the step size in the iterative scheme (8)
tends to zero, the iterations converge to a twice differentiable
curve t 7→ x(t) in X that solves the following ODE:

dx(t)

dt
= −Q

(
t
)
∇†Ψθ,φ

(
x(t)

)
, x(0) = x0, (10)

for some linear operator Q(t) : X → X and∇†Ψθ,φ is defined
as in (9). Furthermore, if 〈 · | · 〉X denotes the inner product of
X , then the quadratic function z 7→

〈
z | Q(t)z

〉
X

is strongly
convex for all t ∈ [0,∞).

The ODE in (10) is the limiting ODE of the learned iterative
scheme, and Q(t) is uniformly positive definite.

Remark 2. Note that the requirement of convergence to the
limiting ODE can be replaced with a uniform upper bound on
the operator norms of Q, and ∇†Ψθ,φ and their derivatives.

Remark 3. In practice, we can verify the assumption that
Q(t) is uniformly positive definite by making sure that the
eigenvalues of Q(t) have a lower bound δ2 for all t ≥ 0. We
can view this as a constraint on the optimisation methods used
for reconstruction, or, if using Newton-Rhapson, as a uniform
upper bound on the eigenvalues of the Hessian ∂2Ψ. In this
sense, it is similar to assuming that Ψ is strongly convex,
which instead puts a uniform lower bound on the eigenvalues.

Finally, we need to quantify the accuracy of the forward
and adjoint corrections when these are used together. One
option follows [17] and uses cosine similarity to track the
alignment between the true gradient ∇Ψ and the learned
gradient ∇†Ψθ,φ. This quantity is invariant to the orientation
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of the gradients. For second-order optimisation methods, dis-
crepancies between the gradients will matter more when they
point in directions of low curvature. A more detailed argument
is provided in S.1.1.

The idea now is to adapt the proof from [17] to second-
order optimisation methods by making a slight change to the
cosine similarity between the learned and accurate gradient of
the variational functional Ψ, that better captures the effect of
anisotropic curvature. We begin by defining a family of inner
products:

〈· | ·〉Q := 〈· | Q ·〉X , for Q : X → X .

Each inner product is associated with a norm ‖ · ‖Q as well.
This lets us define the cos-skew similarity between the learned
and true gradient that we will denote cosQ αφ,θ(x):

cosQ αθ,φ(x) :=

〈
∇Ψ(x) | ∇†Ψθ,φ(x)

〉
Q∥∥∇Ψ(x)

∥∥2

Q

. (11)

Remark 4. The cos-skew similarity reduces to the alignment
measure used in [17] when Q(t) is the identity operator, that
is when using a first order optimisation method.

We now state the main result that relates accuracy of the
learned gradient to convergence to the true minimiser of Ψ.
The result is analogous to [17, Proposition 4.7] and its proof
is given in S.1.

Proposition 1 (Convergence under alignment constraints). Let
x̂ ∈ X be a minimiser of the objective functional Ψ in (3)
and U ⊂ X is a neighbourhood of x̂. Next, assume that for
any Q(t) in the gradient dynamics, the cos-skew similarity in
(11) is bounded below by some positive δ1 > 0 outside U ,
i.e.,

cosQ(t) αθ,φ(x) > δ1, for all x 6∈ U . (12)

Then, the iterative scheme in (8) will, for a sufficiently small
γk, reach the neighbourhood U .

The proof utilises Lemmas 4.4 and 4.5 from [17] and can
be found in S.1.

E. Choice of loss functions

In the previous section we showed that, if the learned
gradient ∇†Ψθ,φ is sufficiently well aligned with the true
gradient ∇Ψ, then the scheme in (8) yields reconstructions
that are close to a true minimiser of (3). Therefore, choosing
parameters θ and φ to maximise this alignment seems like
a good idea. However, [17] also notes that a more stable
approach is to define separate loss functions for the forward
(5) and adjoint (7) corrections. We will similarly define the
loss for the forward correction (forward loss) as

Lfwd(θ, x) :=
∥∥Aθ(x)−A(x)

∥∥2

Y
(13)

and the loss for the adjoint correction (adjoint loss) as

Ladj(φ, x, y) :=
∥∥∥
[
∂†Aφ(r)

]∗−
[
∂A(r)

]∗∥∥∥
2

X
, (14)

where r := ∇L
(
Aθ(x), y

)
is the gradient of unregularised

data residual. As shown in [17], fitting the forward-adjoint
corrections to their corresponding losses also results in a better
fit with respect to the cosine similarity. The proof of this claim
relies on two assumptions, namely that both A and A0 are
linear and the data discrepancy is the squared mean square
error. The arguments in [17] also apply to first order schemes
only. We replace these assumptions with three less restrictive
ones. The following is analogous to [17, Lemma 4.8], the
proof is given in S.1.

Lemma 1. Suppose the following holds:

(i)
∥∥∥
[
∂A(x)

]∗∥∥∥
L(Y,X)

< C1 holds uniformly for x ∈ X ,

(ii) ∇L is Lipschitz-continuous with a constant C2 > 0, and
(iii) ||z||Q(t) ≤ C3||z|| holds uniformly for z ∈ X , t ≥ 0.
Then, for an arbitrary Q(t) in the gradient dynamics and any
x ∈ X , the gradient alignment is bounded from below by the
training losses:

cosQ(t) αθ,φ(x) ≥ 1− C3
Ladj(φ, x, y) + C1C2 Lfwd(θ, x)∥∥∇Ψ(x)

∥∥
Q(t)

.

The next result corresponds to [17, Theorem 4.9] and it
connects Lemma 1 with Proposition 1. The proof is given
in S.1.

Theorem 1. Suppose Assumptions 1 and 2 hold, with δ2 > 0
the strong convexity parameter for Q. Furthermore, assume
conditions (i)–(iii) in Lemma 1 hold. Next, let x̂ ∈ X be a
minimiser to Ψ in (3) and let U ⊂ X be a neighbourhood
around x̂ such that there is some δ3 > 0 so that

∥∥∇Ψ(x)
∥∥ > δ3 for all x 6∈ U,

in accordance with [17, Lemma 4.5]. Finally, assume the
forward and backward corrections are trained such that

Ladj(φ, x, y) <
1

4

δ2δ3
C3

and Lfwd(θ, x) <
1

4

δ2δ3
C1C2C3

hold for all x ∈ X . Then, the learned second-order iterative
scheme in (8) will converge to a point inside U .

In summary, Theorem 1 states that the learned iterative
scheme in (8) converges to a neighbourhood of the reconstruc-
tion obtained with the accurate scheme in (4), provided that
the eigenvalues of the matrices Qk used for the reconstruction
are uniformly bounded from both above and below, and that
the forward-adjoint corrections are sufficiently well trained
for all iterates x0, x1, . . .. To summarise, we have a learned
forward operator Aθ : X → Y and a learned adjoint operator[
∂†Aφ

]∗
: Y → X . Next, we derived criteria for training these

so that when they are used in a second order iterative scheme,
they converge to the same solution as the corresponding
scheme with the accurate forward operator. The next section
is dedicated to formalising a training algorithm that satisfies
these criteria.
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F. Recursive training

Assume we have a set of ‘supervised’ training data
{(xn0 , yn)}Nn=1 ⊂ X × Y where yn is a noisy measurement
and xn0 ∈ X is an initial guess for the learned scheme in (8).
It is now natural to train the forward and adjoint corrections
by minimising

θ 7→ 1

N

N∑

n=1

Lfwd(θ, xn0 ) and φ 7→ 1

N

N∑

n=1

Ladj(φ, x
n
0 , y

n).

However, Proposition 1 relies on a consistently well trained
operator correction – throughout the iterations generated by
(8). It is therefore important to not only train on the initial
guesses xn0 but also iterations xn1 , x

n
2 , . . . generated by the

learned iterative scheme. Note that, in particular, the above
training does not require access to the ground truth signal
that generated the noisy data yn. Since the initial guess
xn0 can be computed from yn, the above can be viewed as
an unsupervised method. As noted in [17], while training
on a fixed set of trajectories obtained from the accurate
forward operator (4) is cheaper than constantly generating new
trajectories, it tends to cause an accumulation in the correc-
tion error. Therefore, [17] uses recursive training. Recursive
training means that every time we encounter data (xn0 , y

n)
in training, we generate a trajectory xn1 , x

n
2 , . . . using the

learned scheme (8) and train on a subset of the generated
points (xn0 , y

n), (xnK , y
n), (xn2K , y

n), . . . as well.

III. METHOD

The learned forward-adjoint correction with recursive train-
ing that was introduced in section II is here used to model
cross-talk in a Photon-Counting CT scanner. The resulting
forward operator will then be used to accelerate the process
of material decomposition.

A. Physics Model

Elements in the reconstruction space represent multi-
channel images that correspond to the spatial concentration
distribution of different basis materials present in the scanned
object. Mathematically, such images are represented as a
vector field or an array of functions (xm)m∈M on a region of
interest Ω (in our case a 2D square), where each field xm is the
concentration of a material m ∈M. For the discretised space,
the region of interest consists of a set of pixels V arranged in a
two-dimensional grid. Given a material image x ∈ X , xm(ν)
refers to the discretised concentration of material m ∈ M at
pixel ν ∈ V and xm(s) is the continuous equivalent, with s a
point in Ω.

Similarly, the measurement space Y consists of functions
(yb)b∈B on the detector array L ⊂ R, indexed by a set of
energy bins B (intervals in R). That is, yb(`) is the number of
photons detected in a bin b ∈ B, at the position ` ∈ L on the
detector array. In the discrete case, ` is a detector pixel. Each

detector pixel ` can be identified with a line stretching from
the x-ray source to this specific point on the detector array.
Pixels and lines will be used interchangeably in this section.
The inner products 〈· | ·〉X and 〈· | ·〉Y and their discrete
equivalents are weighted versions of the usual Euclidean dot-
product:

〈x | x′〉X :=
∑

m∈M

∫

Ω

xm(s)x′m(s)ds ≈
∑

m,ν

xm(ν)x′m(ν)∆ν,

〈y | y′〉Y :=
∑

b∈B

∫

L

yb(`)y
′
b(`)d` ≈

∑

`,b

yb(`)y
′
b(`)∆`.

Here, ∆ν is the spatial area/volume spanned by the pixel/voxel
ν and ∆` is a weight determined by the detector geometry.

The actual measurement in photon-counting CT is a sample
from a Poisson counting-process. With some abuse of nota-
tion, we write y ∼ Poisson

(
A[x]

)
. By this we mean that each

element yb(`) is Poisson distributed with mean given by the
corresponding element of the forward operator A[x]b(`).

1) Forward Operator: The accurate forward operator A in
our Photon-Counting setup models cross-talk by incorporating
a blurring filter into the Beer-Lambert law. Similar approaches
can be found in [19], [22]. More precisely, the Beer-Lambert
Law states that the proportion y(E, `) of photons with energy
E that reach a point ` ∈ L on the detector L is given as

y(E, `) = T [x](E, `) := exp
{
−
∑

m∈M
µm(E)P[xm](`)

}
,

where µm(E) is the corresponding linear attenuation coeffi-
cient of material m at energy E and the ray transform, which
is the integral of xm across the line from ` to the x-ray source:

P[xm](`) :=

∫

`

xm(s)ds ≈
∑

ν∈V
xm(ν)∆`ν .

In the discretization (approximate equality above), ∆`ν is the
length of the line ` through pixel ν. The forward operator
is now obtained by convolving the function ` 7→ y(E, `) =
T [x](E, `) on the detector with an energy dependent detector
response kernel:

A[x]b(`) =

∫ ∞

0

{
Kb(E, ·) ~ y(E, ·)

}
(`) dE

≈
∑

E∈E

{
Kb(E, ·) ~ y(E, ·)

}
(`) ∆E

≈
∑

E∈E

∑

`′∈L
Kb(E, `− `′)y(E, `′)∆`′∆E. (15)

In the above, ~ is a convolution on the detector, ∆E is the
quadrature for the energy integral with E denoting a discrete
set of energies, and Kb(E, ` − `′) ∈ R is the (detector) bin
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response function. Finally, the latter can be expressed as an
integral over the energies in the bin b ⊂ E :

Kb(E, `− `′) =

∫

b

S(E′)p(E′, E, `− `′)dE′

≈
∑

E′∈b∩E
S(E′)p(E,E′, `− `′)∆E′. (16)

In the above, there are two physical quantities. One is the
source spectrum S(E) that describes the expected photon
counts emitted from the x-ray tube as a function of the photon
energy. The other is the point-spread function p(E,E′, `− `′)
that describes the effect of cross-talk between detector ele-
ments. Specifically, p(E,E′, `−`′) corresponds to the fraction
of photons with energy E′ that reaches detector pixel `′, but
are scattered and instead measured at detector pixel ` with an
energy E. In this work p is shift-invariant, but this need not
be the case in general.

We now obtain an approximation of (15) by assuming that
the scanned object exhibits only low frequency fluctuations,
such that T [x](E′, `′) ≈ T [x](E′, `) for all detector pixel
pairs (`′, `) that lie within the support of the point-spread
function. This allows us to redefine the bin response in a way
that avoids summing over the detector pixels:

A0[x]b(`) =
∑

E′∈E′

(∑

`′∈L
Kb(E′, `− `′)∆`′

)
y(E′, `)∆E

(17)

=
∑

E′∈E′
K̃b(E′, `)y(E′, `)∆E,

with K̃b(E′, `) :=
∑
`′∈LKb(E′, `− `′)∆`′.

2) Scanner Geometry: See Figure 2 for an illustration
of the geometry. We used a fan-beam geometry with the
isocenter at a 500 mm distance and detector elements at a
1 000 mm distance from the x-ray tube. The detector elements
were spaced 0.5 mm apart. We used two detector setups,
128 detectors× 128 angles and 512 detectors× 512 angles,
with angles uniformly distributed around the object.

The detector spacing was fixed in order not to lose the
effect of cross-talk and consequently, the objects studied are
rather small – approximately 10-20 mm across. We used eight
non-overlapping energy bins, matching the setup in [23]. The
energy bins cover the intervals 5−25, 25−34, 34−46, 46−
60, 60 − 77, 77 − 90, 90 − 100, and 100 − 150 keV. The
lowest energy bin is included to capture compton interactions
in the detector. Figure 2 (B) shows the spectral sensitivity of
the bins to incident radiation of varying energies. Absence of
electronic noise was assumed, meaning that the bin edges are
sharp.

Basis Material Image Acquisition (5-25keV)

Shepp-Logan

KiTS19

1

Fig. 1: Examples of the training and test data. Bone is
marked in white, Water is blue and iodine is bright orange.
The acquisitions are from the 5-25keV energy bin, which
is sensitive to compton interactions from a wide range of
incident photon energies.

The source spectrum was obtained using Spektr 3.0 [24]
with a tube at a voltage level of 140 kV and an inherent
filtration with a flat 10 mm Aluminium filter. The point-spread
function was obtained from [25]. It is shift-invariant over the
detector array, and the cross-talk is limited to the closest 40
neighbouring detector elements.

B. Data

We used two data sets. One consists of low resolution
Shepp-Logan type phantoms approximating the interior struc-
ture of a human skull. The phantoms are 128 by 128 pixels and
have three material channels, M = {Bone, Water, Iodine}.
The concentration is binary – either 1 or 0 – and materi-
als rarely overlap. The second data set consists of anthro-
pomorphic 256 by 256 pixel phantoms from the KiTS19
challenge [26]. Whereas the training phantoms are simulating
the cross section of a head and therefore all have a thin
outer shell made of bone, this data simulates a human torso,
containing inner cavities, more intricate skeletal structures
and non-binary concentration values. The phantom has been
artificially separated into material channels using the proce-
dure described in [27]. Examples from the data along with
simulated measurements are shown in Figure 1.

Each phantom x ∈ X in the two data set was used to sim-
ulate a measurement y ∈ Y by drawing from Poisson(A(x)).
That is, each pixel of the acquisition is considered a Poisson
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Kb(E, `) =

∫

b

SSS(E′) · ppp(E,E′, `)dE′ T [x](E, `) = exp
{
−
∑

m∈M
µµµm(E)P[xm](`)

}

Full operator: A[x]b(`) =
∫ ∞

0

{
Kb(E, ·) ~ T [x](E, ·)

}
(`) dE

| 500 mm | 500 mm |
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Fig. 2: True to scale illustration of the detector setup used in the experiments. The leftmost plot shows the source spectrum. The
middle plot shows a slice of the point-spread function, specifically how the photons are distributed across different energy bins
as a function of the incident energy. The height of each coloured region at a given energy represents the fraction of photons
with that energy that are registered in the corresponding bin. The rightmost plots shows material attenuation for different
materials, scaled by density. The forward operator is obtained by assembling the source spectrum, point spread function and
material attenuation as shown above.

random variable with mean given by the forward operator.
The data was then shuffled and split into three sets:
• Training – 100 phantoms
• Validation – 100 phantoms
• Test – 30 phantoms.
The validation set was used to track generalisation error

throughout training. The test data on the other hand, was
hidden during training and only used for a final error quan-
tification once the training was terminated.

C. Variational Models

Solving the image reconstruction problem in spectral CT
with a variational model requires defining data discrepancy
and regulariser functionals. These specify the objective func-
tional Ψ in (3) that will be minimised by some optimisation
algorithm.

Since measurement data is Poisson-distributed, we used a
shifted Poisson log-likelihood as data discrepancy [28]:

L(A(x), y) =
〈
A(x)− y − y log

(A(x)
y

) ∣∣∣ 1Y

〉
Y
. (18)

Here, multiplication, division and logarithm operations are
carried out component-wise and 1Y denotes the element in
Y such that (1Y )b(`) = 1 for all bins b and detector pixels
`. Alternative models include correlated Gaussian approxima-
tions [6] as well as correlated Poisson noise [29]. In theory,
the learned forward operator can be combined with any such
model in a plug-and-play manner. However, since the training
data for the adjoint correction contains evaluations of the
gradient of the log-likelihood, one would likely need to retrain
the network when switching between models. As regulariser,
we select a variant of the Huber function [30]:

Sr,λ(x) := r ·
〈
ϕλ(∂1x) + ϕλ(∂2x)

∣∣∣ 1X

〉
X

(19)

where r, λ > 0 are regularisation parameters, ∂1x, ∂2x ∈ X
the derivatives of x with respect to the two image axes, and
ϕλ is the Huber function:

ϕλ(x) :=

{
2λ|x| − λ2 if |x| > λ,
x2 if otherwise.

(20)
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The Huber parameter λ is typically chosen to match the noise
level of the data. We selected λ = 0.05, which produces a
suitable amount of noise reduction in our setup. r was adjusted
to maximise reconstruction quality on the validation data set.
The tuning of r was repeated for each choice of operator,
A,Aθ,A0 in order to avoid favouring a specific one.

We used the Limited-Memory BFGS algorithm [31, p. 417]
for minimising Ψ in (3). The updating scheme follows (4),
where the matrix Qk is updated using previous steps:

Qk+1 := PTk QkPk +
sks

T
k

yTk sk
, with Pk := I − yks

T
k

yTk sk
,

where yk := ∇Ψ(xk+1)−∇Ψ(xk) and sk := −γQk∇Ψ(xk).
The step size γ will effect convergence of the iterations. We
chose the default parameter of 1.0, which corresponds to an
approximation of Newton iterations. We also chose a memory
of 10 iterates.

D. Deep Learning Architecture

Defining appropriate architectures for the forward and ad-
joint corrections is a balancing act. On one hand, an architec-
ture with sufficient model capacity can achieve high enough
accuracy in the sense that learned reconstructions match true
ones. On the other hand, a high model capacity is more costly
to evaluate. The main reason for a learning based approach
was to decrease computation time and memory footprint for
reconstructions. Bearing in mind these considerations, we start
out from the U-net architecture in [32] for both the forward
correction and the adjoint correction.

The original U-Net in [32] has no padding in the convolu-
tional layers. This severely reduces the output dimensions if
there are too many down-sampling operations in the network
structure. We used periodic padding for the forward correction
instead, since sinograms are periodic if the detector pixels
are allowed to complete an entire revolution around the
scanner. For the backward correction, we used zero padding.
Second, the approximate forward operator without cross-talk
and its adjoint are already fairly close to the accurate forward
operator. Therefore, we added a skip connection to the U-
net as in [10]. This means that the U-net learns a residual
correction instead of the full operator. We used 4 down-
sampling layers and 8 feature channels in the input layer, for
both the forward and adjoint operators.

The optimiser settings and weight initialisation of neural
networks often work best when the data is normalised. To
normalise the data, the input of the forward operator correction
was scaled by element wise division with the air sinogram
A0(0), and the output was multiplied by the air sinogram.
The input of the adjoint is scaled by dividing with 10−6.

E. Training

Recursive training is expensive. A good initial guess
is, therefore, crucial for the learned forward operator ap-

proach. Despite not resulting in ideal reconstructions, it-
erating with the base, uncorrected approximation (15) of
the forward operator is very fast and relatively accurate.
The data {(xn0 , yn)}Nn=1 needed for recursive training was,
therefore, obtained by initialising at zero and running the
limited-memory BFGS Algorithm to convergence with the
approximate forward operator instead of the accurate one. The
training was then divided into two stages.

1) Pretraining – The forward and adjoint corrections were
trainied on only the initial data {(xn0 , yn)}Nn=1, with batch
size 5 for 4000 epochs. This was done to stabilise the
recursive training.

2) Recursive training – The forward and adjoint corrections
were trained with the recursive training scheme proposed
by in [17], using the limited-memory BFGS algorithm
to generate new iterates and train on every tenth iterate.
Similarly to [17], the number of generated iterates was
sequentially increased for every new epoch.

We use ADAM optimiser with a learning rate of 10−3,
exponential decay parameters suggested in [33] and gradient
norm clipping at 0.002 for both the forward and adjoint cor-
rections. The empirical losses (13,14) were tracked throughout
training, both on the training and validation data sets. The
training was carried out separately on the 128 × 128 Shepp-
Logan phantoms with detector resolution 128 × 128, and on
the 256×256 KiTS19 data with detector resolution 512×512.
Hence, after training we are left with two networks trained on
different data.

F. Evaluation

The main purpose of model evaluation is to investigate how
well the trained networks perform on unseen conditions. For
every configuration of test and training sets in Table I, we
generated reconstructions by running 4000 steps of BFGS
with four different physics models: The accurate forward-
adjoint pair with a full cross-talk model, the learned forward-
adjoint pair (Learned FA), the learned forward operator with
an exactly computed adjoint (Learned F) and finally, the
uncorrected, approximate forward-adjoint pair. All forward-
adjoint pairs are listed in Table II. The reconstructions were
evaluated with a combination of different (1): reference phan-
toms, (2): image representations and (3): metrics.

TABLE I: List of experiments. S-L is the Shepp-Logan data
set. Some experiments did not make it to the article and can
be found in the supplementary material. The KiTS∗ phantoms
have been downsampled with max-pooling.

Method Setup 1 Setup 2 Setup 3

Training S-L S-L KiTS
Evaluation S-L KiTS∗ KiTS
Example Figure 3 Figure S.3 Figure 4
Metrics Table III - Table IV
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TABLE II: Forward-adjoint operator pairs used. The for-
ward operator is chosen from three alternatives: The accurate
forward operator A with cross-talk (15), the uncorrected
approximation A0 without cross-talk (17) or the learned
correction Aθ (5). The adjoint is either computed exactly
using automatic differentiation in Pytorch, or in the case of
the learned operator, combined with a learned correction (7).

Forward Adjoint

Method Symbol Name Symbol Name

Accurate A Accurate ∂A∗ Exact
Approximate A0 Approximate ∂A0

∗ Exact
Learned F/A Aθ Learned ∂†A∗φ Learned
Learned F Aθ Learned ∂A∗θ Exact

1) Reference Phantoms: Firstly, we looked at the recon-
struction quality by using ground truth phantom as reference,
and approximation quality by using the reconstructions ob-
tained with the accurate forward operator as reference. We
stress the difference between reconstruction and approxima-
tion quality: Theorem 1 guarantees that reconstruction with
a learned operator converges to the same solution as the
accurate operator – meaning that the approximation error will
be small for a well trained forward-adjoint correction. The
reconstruction error, however, depends on the optimisation
algorithm used for variational reconstruction as well as the
hyper parameters of the regulariser.

2) Representations of the Reconstructions: Secondly, we
used the basis concentration map and a virtual mono-energetic
composition as representations for the reconstructions. The
latter is a weighted sum of the basis material channels in
the former, where each channel is weighted with the linear
attenuation coefficient for the corresponding material, at some
specified energy – we chose 70 keV. The mono-energetic com-
positions are common in clinical applications, which makes
them an important representation to use for comparisons.
The Basis material map can be visualised as three distinct
grayscale images for the bone, water and iodine channels or
alternatively, as one image with multiple colors (see Figure 1).

3) Quality Metrics: Thirdly, we used two image quality
metrics – peak signal-to-noise ratio (PSNR) and the mean
structural similarity index measure (MSSIM). We used the
MSSIM metric with an 11× 11 Gaussian weighting presented
in [34]. The choice of metric, representation and reference
phantom above were combined for a total of six different
quality measurements.

Lastly, we measured computation time by averaging the
time per iteration in the BFGS algorithm, for each of the
forward-adjoint operator pairs.

G. Implementation and Hardware

All of the code was written in Python. The U-nets were
implemented in PyTorch, using the torch.optim.ADAM

optimiser for training, and the built-in automatic differentia-
tion functionality for computing the adjoint of the derivative
of the learned forward operator. Both the accurate operator
A (15) and approximate forward operator A0 (17) were con-
structed in PyTorch to make computation times comparable
to the learned forward operator. The operators were defined
as a composition of three torch.nn.Module objects:

A = K ◦M ◦ P, A0 = K̃ ◦M ◦ P

where P is a PyTorch wrapper of the ray transform from the
package odl, M is a 2D convolutional network with 3×130
kernels of size 1, stride 1 and activation function x 7→ e−x,
and K, K̃ are sparse matrices representing the bin response,
implemented as Tensor objects in PyTorch. The regulariser
and data fidelity as well as their gradients were implemented
in odl and converted to torch.nn.Module objects. We
based the code for the BFGS algorithm off of the version
found in odl.

We ran the training and evaluation for the 128×128 Shepp-
Logan phantoms on a single Nvidia GeForce GTX 1060 GPU
with 3GB integrated RAM. Training and evaluation for the
256× 256 KiTS19 data was run on a GeForce RTX 2080 Ti,
with 11GB integrated RAM.

IV. RESULTS

In this section we present the results from our numerical
experiments. About 30h was spent on pretraining and and
additional 60h on recursive training for both of the data sets.
Table III contains quality metrics for the network trained on
Shepp-Logan phantoms (setup 1 in Table I) and Table IV
the same but for the network trained on the KiTS19 data
(setup 3 in Table I). Both were generated by averaging over
30 phantoms of the same kind as the training set, but that
were never seen during training. We include the six different
quality measurements discussed in Section III-F as well as the
time per iteration.

A. Training on Shepp Logan Phantoms

The learned forward-adjoint (Learned F/A) and learned
forward (Learned F) methods significantly outperform the ap-
proximate forward operator with respect to all quality metrics
in Table III except for time per iterations and the MSSIM
for 70 keV virtual mono-energy compositions. Furthermore,
the learned forward-adjoint method outperforms the learned
forward method with respect to all approximation quality
metrics as well as speed.

The learned forward method instead showed the highest
reconstruction quality overall, surpassing even the accurate
forward operator. Examples of reconstructed phantoms from
the Shepp-Logan test data are shown in Figures 3. Results
from evaluation on downsampled KiTS19 data (setup 2 in
I) can be found in the Supplementary material, see S.3.
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TABLE III: Shepp-logan test set. Evaluation times per iteration as well as Peak Signal-to-Noise Ratio (PSNR) and Mean
Structural Similarity Index Measure (MSSIM) for converged reconstructions on the Shepp-Logan test data, with the methods
listed in Table II. The computation time was calculated by averaging 200 gradient evaluations. A downward arrow ↓ indicates
that low values are desirable, and vice-versa. The optimal values are marked in italic. The accurate forward operator (a) is
not considered a part of the competition for approximation quality. The confidence interval is two times the sample variance
divided by the square root of the sample size.

Reconstruction Quality Approximation Quality

Basis Concentration 70 keV Mono-Energy Basis Concentration 70 keV Mono-Energy Time/iter
[ms] ↓Method PSNR ↑ MSSIM ↑ PSNR ↑ MSSIM ↑ PSNR ↑ MSSIM ↑ PSNR ↑ MSSIM ↑

Accurate 20±2 0.45±0.02 49±2 0.92±0.04 ∞ 1 ∞ 1 180±3

Approximate 19±2 0.42±0.02 48±2 0.92±0.04 30.4±0.2 0.856±0.006 57.3±0.2 0.9974±0.0001 54±1

Learned F/A 20±2 0.45±0.02 49±2 0.92±0.04 49.4±0.6 0.9977±0.0002 77.8±0.4 0.999982±0.000001 80±1

Learned F 20±2 0.48±0.02 49±2 0.92±0.04 43.0±0.3 0.9805±0.0004 74.1±0.2 0.999959±0.000002 137±2

TABLE IV: KiTS19 test set. Evaluation times per iteration as well as Peak Signal-to-Noise Ratio (PSNR) and 1 - Mean
Structural Similarity Index Measure (1 - MSSIM) for converged reconstructions on the Kits19 test data, with the methods
listed in Table II. See the description for Table III for further details.

Reconstruction Quality Approximation Quality

Basis Concentration 70 keV Mono-Energy Basis Concentration 70 keV Mono-Energy Time/iter
[ms] ↓Method PSNR ↑ 1−MSSIM ↓ PSNR ↑ 1−MSSIM ↓ PSNR ↑ 1−MSSIM ↓ PSNR ↑ 1−MSSIM ↓

Accurate 31.6± 0.3 3.2e-06± 2e-07 40.7± 0.1 2.02e-07± 6e-09 ∞ 0 ∞ 0 993±6

Approximate 30.9±0.3 4.0e-06±2e-07 39.2±0.2 3.9e-07±2e-08 41.2±0.3 4.8e-07±3e-08 44.7±0.4 1.9e-07±2e-08 108±1

Learned F/A 31.5±0.3 3.3e-06±2e-07 40.7±0.1 2.03e-07±6e-09 58.2±0.5 1.1e-08±2e-09 63.7±0.3 1e-09±1e-10 149±1

Learned F 31.6±0.4 3.2e-06±2e-07 40.7±0.2 2.01e-07±6e-09 59.2±0.6 9e-09±1e-09 68.0±0.7 6e-10±1e-10 1250±2

Figures S.1–S.4 in section S.2 of the supplementary mate-
rial contains material-wise separated visualisations of these
examples. Figure 5 shows the virtual monoenergetic material
images of the reconstructions at 70 keV, for the approximate
forward operator and the learned forward-adjoint operator.

Lastly, we conducted some simple experiments to test the
generaliseability of the learned forward operator for unseen
detector settings. This was done by feeding the forward
correction Cθ in (5) with measurement data with varying
numbers of detector elements and views, and comparing the
results to the uncorrected approximate forward operator. The
comparisons can be found in the supplementary material,
see S.2.

B. Training on KiTS19 Phantoms

The results are similar to those when training on Shepp-
Logan phantoms. For this data, the learned forward opera-
tor without adjoint correction outperforms the learned F/A
approach in approximation quality as well. However, the
Learned forward-adjoint operator is approximately ten times
faster to evaluate than both the Accurate forward operator and
learned forward operator without adjoint correction. Examples
of reconstructed phantoms from the KiTS19 data is shown in
Figure 4.

V. DISCUSSION

In this chapter we reflect on the results and discuss what can
be said about the learned forward operator approach, leading
up to suggestions for future work. We divide this section into
four parts. First, we discuss the results in terms of image
quality. Secondly, we discuss the computational cost. Next,
we connect numerical results to the theory and finally, we
provide some ideas for future work.

A. Reconstruction and Approximation Quality

Although the reconstruction quality metrics from column 2–
5 of Tables III and IV clearly indicate that the learned forward-
adjoint method outperform the uncorrected approximate for-
ward operator, the reconstructions can be hard to tell apart –
as evident by comparing (c) to (d) in Figures 3 and 4. The
difference is more noticeable when comparing reconstruction
error (e) and (f) in Figure 3. The circled region in (e) shows a
blurring effect around the sharp edges of the cranium as well
as a falsely predicted body of iodine inside the bone tissue.
These effects can also be seen near the internal cavities, and
are considerably less severe with the learned method (f). The
blurring and degradation in energy resolution are expected
consequences of neglecting detector cross-talk, as discussed
in [3]. Differences in densities that are invisible to the naked
eye can still be important. For example, quantitative estimates
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1
Fig. 3: Image (b)–(d) show reconstructed basis concentration maps of a Shepp-Logan
phantom (a) from the test data. The thumbnail figure to the right acts as a colorbar, and
shows different basis concentration configurations and their corresponding color. Image
(e)–(f) show the absolute error of (c)–(d) with respect to the true phantom (a). Image
(g)–(h) show the absolute error of (c)–(d) with respect to the reconstruction obtained by
the accurate forward operator (b). The brightness of (e)–(h) is scaled up by a factor 3.

Water Bone
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5% Bone
0% Water
5% Iodine0% Bone

90% Water
10% Iodine

1of tissue density is used for diagnosing some diseases, tracking
tumor growth and measuring calcification. In such applica-
tions, small differences in concentration can be significant.

From the approximation error plots (g) and (h) of Figures 3
and 4 it is evident that the approximation error of the learned
forward-adjoint method is vanishingly small in comparison
to the uncorrected operator. This observation is confirmed
by a near 20 dB increase in approximation PSNR for the
learned forward-adjoint method in Table III and Table IV,
compared to the approximate operator – meaning that the
approximation error is reduced by about an order of mag-
nitude. Consequently, most of the reconstruction error for
the learned forward-adjoint method can be attributed to the
choice of regulariser and optimiser, rather than the modelling
error. The 70 keV virtual monoenergetic material composition
from Figure 5 shows similar results. The enlarged regions
of the profile plot show that the reconstruction obtained
from an uncorrected approximate forward operator tends to
underestimate attenuation values when approaching a steep

decrease, and overestimates attenuation values near a sharp
increase, i.e., causes blurring.

A key argument in [17] is that not correcting the adjoint
operator can be detrimental to reconstruction quality if the true
minimiser lies in the kernel of the adjoint of the approximate
forward operators. This argument assumes linear operators,
which is not the case in our application. Instead, Table IV
shows that the learned forward operator without adjoint cor-
rection outperforms the learned F/A approach on our high
resolution KiTS19 data. What is more unexpected is that the
learned forward operator without adjoint correction shows su-
perior reconstruction quality compared to the accurate forward
operator on the low resolution data.

A possible explanation for why one may get better results
with a less accurate forward operator relates to the choice
of reconstruction method. It can happen that a specific re-
construction method is better at handling the learned forward
operator than the accurate one. In our case both these forward
operators are non-linear, so a variational model for reconstruc-
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Fig. 4: Image (b)–(d) show reconstructed basis concentration maps of a phantom (a)
from the Kits19 test data. The thumbnail figure to the right acts as a colorbar, and shows
different basis concentration configurations and their corresponding color. Image (e)–(f)
show the absolute error of (c)–(d) with respect to the true phantom (a). Image (g)–(h)
show the absolute error of (c)–(d) with respect to the reconstruction obtained by the
accurate forward operator (b). The brightness of (e)–(h) is scaled up by a factor 3.
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1tion amounts to minimising a non-convex objective. It could
be that the non-convexity is less malicious with the learned
forward operator than with the accurate one. Either way, the
computational cost of the learned forward operator without
adjoint correction arguably outweighs the increased accuracy.
Unless the automatic differentiation can be carried out in a
more efficient manner, this approach does not seem feasible.

Lastly, we note on the generaliseability of the method. The
improvements, albeit less noticeable, are still present in the
KiTS19 phantom reconstructions (Figure S.3), indicating that
the learned forward-adjoint correction is capable of gener-
alising outside its training data. Furthermore, Figure S.5 in
the supplementary material shows that the learned forward
operator outperforms the approximate forward operator when
decreasing the number of angles and detector elements, de-
spite not having trained on these settings. Figure S.6 shows
that the error in the learned forward correction is lower than
a truncated model that considers cross-talk with up to 25
neighbouring detector elements, 12 in either direction. Further

experiments are needed to establish whether this result is
consistent when increasing the measurement resolution.

B. Computational Cost

There is a drastic improvement in relative computation
time of the learned F/A method from the 128 × 128 Shepp-
Logan data set in Table III to the 256 × 256 KiTS19 data
set in Table IV. It might be tempting to conclude that
increased resolution will lead to greater improvement. This
might not necessarily be true, due to two reasons. First,
for a d−dimensional detector array with N pixels in either
direction, evaluating the ray transform on a d+1 dimensional
object discretised into Nd+1 voxels is O(Nd+1). Evaluating
the cross-talk component on the other hand, costs O(Nd).
Therefore, the ray transform will dominate computational cost
when N is large. The learned F/A correction only replaces
cross-talk, so the time difference should therefore be negligi-
ble if the image resolution is too high. Further experiments
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Fig. 5: 70 keV virtual mono-energetic compositions of a reconstructed Shepp-Logan phantom. Image (a) is obtained with the
accurate forward operator, (b) with the approximatie operator, (c) is the learned forward-adjoint (Learned F/A) method and
(d) is the ground truth. The top plot shows a profile plot of the virtual mono-energetic compositions.

with higher resolution data is required to determine where the
improvement stops.

Secondly, the computational cost of a U-net with fixed
architecture is also O(Nd). If the current U-net is incapable
of modelling cross-talk at higher resolutions, changing the
architecture could therefore lead to something that is more
costly than the original cross-talk. A cheap way of increasing
the expressivity as a function of N is to use maximal number
of downsample operations in the U-Net, in which case the
computational cost is O(Nd logN). Whether training on
high resolution detector setups without changing the network
architecture is sufficient remains a subject of research.

C. Connection to Theory

Theorem 1 assumes a strictly positive cos-skew similarity
(11) between the accurate gradient of the variational func-
tional, and its learned approximation. This was one of the
main results in the related work [17], which we were unable
to reproduce for Photon-Counting CT. As seen in Figure S.7,

the cos-skew similarity quickly tends to zero – even in
terms of the mean. Therefore, Theorem 1 cannot guarantee
convergence. Despite this, our empirical results show that
the learned forward-adjoint method works well. Notably, the
gradient alignment is consistently higher for the forward-
adjoint correction than the forward correction. This behaviour
is expected and likely due to the mismatch between the ranges
of the accurate and approximate forward operators.

D. Future Work

The next logical step for this project is to transition to
realistic settings with more detector elements, more angles and
higher resolution reconstructions. We have limited this work
to a fixed optimisation method with fixed hyper parameters.
A way to increase generaliseability is to train on a multitude
of regularisers and optimisers. In particular, we believe that
separable quadratic surrogates [35], [20], [36] is especially
well suited for a learned operator correction. It is a state-of-
the-art reconstruction method that works for spectral CT and
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whose behaviour is captured by (4). Hence, the theoretical
results apply.

The long-term goal of this research is to incorporate more
precise physical models, like spectral response, pile-up and
scattering effects, into the learned forward operator – not
just cross-talk. This could be done in a modular way, by
composing our learned cross-talk correction with corrections
that account for other effects. Although such an approach
lends itself well to collaboration between research groups, a
single network could most likely correct for multiple effects,
and would achieve the best performance in terms of speed.

Lastly, one might also extend the operator correction ap-
proach to account for modelling error in the accurate forward
operator. This would be relevant when the training data is
generated with a real CT setup where the “true” forward
operator depends on a number of unknown parameters such
as design imperfections. Learning an adjoint correction from
such data is not possible since the true adjoint is not available
as a reference. Likewise, recursive training is not possible
either since it requires evaluating the true forward operator on
non-physical data. A possible approach is to train recursively
with data generated from the accurate forward operator, and
then train with realistic data as a last step.

VI. CONCLUSION

In this work, we applied a learned forward-adjoint operator
correction with recursive training to learn the cross-talk com-
ponent of Photon-Counting CT. By proving Theorem 1 we
showed that, for a specific set of assumptions, the forward-
adjoint operator correction can be used to replace the accurate
forward operator in a second-order optimisation algorithm
to solve variational reconstruction – and still yield very
similar results compared to the accurate operator. Lastly, by
training the correction on a training data set and evaluating
on a separate set of test data, we were able to show that
the learned forward-adjoint method reliably outperformed the
uncorrected approximate forward operator, while keeping a
low computational cost and exhibiting generalising properties
to unseen data.
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