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Abstract

Native language identification (NLI) is a classification task which identifies the
mother tongue of a language learner based on spoken or written material. The
task gained popularity when it was featured in the 2017 BEA-12-workshop and
since then many applications have been successfully found for NLI - ranging
from language learning to authorship identification and forensic science.

While a considerable amount of research has already been done in this area,
we introduce a novel approach of incorporating syntactic information into the
implementation of a BERT-based NLI model. In addition, we train separate
models to test whether erroneous input sequences perform better than corrected
sequences. To answer these questions we carry out both a quantitative and
qualitative analysis. In addition, we test our idea of implementing a BERT-based
GEC model to supply more training data to our NLI model without the need
for manual annotation.

Our results suggest that our models do not outperform the SVM baseline,
but we attribute this result to the lack of training data in our dataset, as
transformer-based architectures like BERT need huge amounts of data to be
successfully fine-tuned. In turn, simple linear models like SVM perform well
on small amounts of data. We also find that erroneous structures in data
come useful when combined with syntactic information but neither boosts the
performance of NLI model separately. Furthermore, our implemented GEC
system performs well enough to produce more data for our NLI models, as
their scores increase after implementing the additional data, resulting from our
second experiment. We believe that our proposed architecture is potentially
suitable for the NLI task if we incorporate extensions which we suggest in the
conclusion section.
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1. Introduction

Native-language identification (NLI) can be defined as a classification task which is
based on written or spoken material in a second language (L2), produced by people
from different native language (L1) backgrounds (Wong and Dras, 2011). In general,
the NLI task is based on the premise that the errors made by language learners help
identify their L1 (Lado, 1957). It is also true that the structures of different native
languages influence the experience of learning English, leading to different errors
along the way. This phenomenon is called negative language transfer. Where L1 and
L2 are not closely related, L1 interferes with the acquisition of L2, and some of L1’s
more prominent structures get transferred into L2 (Larsen-Freeman and Long, 1990).

The benefits of NLI systems are numerous and progressively employed in various
applications. One evident advantage is that NLI algorithms are able to perform
better than human annotators, especially with big amounts of data. It has been
researched that the human evaluation accuracy score is around 40% lower than that
of automated systems, with one possible explanation that it is a tedious task to find
people who would be familiar with many languages at an advanced level to be able
to attribute errors (Malmasi et al., 2015).

NLI is an important task within natural language processing (NLP), furthermore,
it is a challenging one and has not been subject to extensive research in the field
previously. This is partly because one of the many NLP challenges is the availability
of a sufficient amount of data to perform varied experiments and produce reliable
results. As a result, in order to facilitate progress within NLI in particular, it has
been featured in three shared tasks. The most recent task took place in 2017 BEA-12-
workshop (Malmasi et al., 2017). The best performance was achieved by traditional
classifiers like support vector machines supplied with lexical and syntactic information
(Malmasi et al., 2017). Since 2017, NLP has seen major shifts due to the introduction
of Transformer architecture (Vaswani et al., 2017), and most notably BERT (Devlin
et al., 2019), which has become an essential component of numerous approaches
toward NLP tasks.

Considering the success of NLI algorithms, it has been primarily applied in language
learning by providing personalised feedback to the learner, which is applicable both
in traditional teaching and in language learning apps (Malmasi and Dras, 2014;
Rozovskaya and Roth, 2011). Besides the apparent pedagogical value, L1 interference
studies help solve crime in various ways by performing the authorship profiling task
within the forensic linguistics field, which helps to gather key information about the
anonymous author and their linguistic background (Gibbons, 2003; Reddy et al.,
2016). In addition, cross-linguistic influence is so prevalent that it can be used to
prevent felonies before they are committed by detecting phishing (Myers, 2006)
or terrorist activities (Abbasi and Chen, 2005) online. In particular, the syntax of
the person’s writing has been proven to be an important distinctive factor which
helps to identify the author in many various experiments, including L1 identification
(Argamon-Engelson et al., 1998; Baayen et al., 1996; Kochmar and Kochmar, 2011;
Koppel and Schler, 2003; Koppel et al., 2005b; Stamatatos et al., 2001; Wong and
Dras, 2009).

A closely related task to NLI is grammatical error detection (GED) and correction
(GEC). It is considered a part of computer-assisted language learning (CALL) which
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with the help of technology has the ability to identify learners’ errors and suggest
viable corrections (J. R. Tetreault and Leacock, 2010). It is apparent that systematic
error data is most useful for second language acquisition (SLA), which helps learners
see their most frequent mistakes in the constructions they produce, which are
influenced by their native language. GED is not an uncommon task (Kaneko et al.,
2020; Kantor et al., 2019; P. Li and Shi, 2021), especially after the NLPTEA 2020
shared task for Chinese Grammatical Error Diagnosis (CGED) (Rao et al., 2020).
Nevertheless, even though the usage of syntactic features has been proven to be a
prevalent factor in improving the performance in NLP tasks, the newest technology
in the field like the aforementioned BERT has seen limited applicability of syntactic
structures for non-native speakers while incorporating GED in the task.

In this thesis, we further explore the NLI and GED applications with one of the
seminal tools in the NLP field - BERT. While it has been recently used for NLI
(Steinbakken and Gambäck, 2020), to the best of our knowledge it has not been tested
on identifying the native language based on syntactic information. Thus, considering
the importance of syntax for NLP tasks and the prominence of BERT, as a part of
the first task, we train BERT to perform the NLI task with the dataset enriched
with syntactic features. As a complementary task to this thesis, we implement GED
and GEC systems in order to expand the NLI model in the first task by producing
more training data for speakers of languages not present in the original dataset. That
is, we use a GEC system to correct errors in additional languages, which we then
add to the training data of the NLI model. The key contribution of the second task
is the expansion of the training data for the NLI model without the need for manual
annotation.

1.1. Research Questions

The research questions which we address in the thesis are as follows:

1. Can BERT be successfully used to detect the native language of language
learners with the help of syntactic features?

2. Can BERT be successfully used to detect the native language of language
learners based on the erroneous structures produced by ELLs?

3. Can BERT be successfully used to detect and correct errors of language
learners?

4. Can a BERT-based NLI model be successfully trained to use the data created
without the use of manual annotation?

1.2. Outline

Firstly, we present the theoretical background in section 2, where the previous
work done in the field is outlined, including language transfer, native language
identification, research on the impact of syntax for L1 identification, advanced NLI
approaches and error detection/correction. In section 3 we outline the methodology
for the research, including the chosen train and test data, experimental setup and
evaluation metrics. In the succeeding chapter in section 4 we present results, analysis
and discussion of the research in question. Lastly, we offer conclusions and suggestions
for future work in section 5.
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2. Theoretical Background

We divide this chapter into three main parts. To begin with, we describe the
phenomenon of language transfer in section 2.1. Then we proceed to overview the
research on the native language identification area in section 2.2 while distinguishing
syntactic features for NLI in section 2.2.1 and advanced approaches in NLI in section
2.2.2. We finish the chapter by providing an overview of research pertaining to
grammatical error detection and correction in section 2.3.

2.1. Language Transfer

Language transfer historically has been used as a term in applied linguistics where
foreign language learners apply their knowledge from their native language (L1) while
learning a new language (Corder, 1975). Interestingly, Arabski (2006) argued that
language transfer, both positive (which facilitates language learning) and negative
(which interferes) are more prominent when the proximity between languages is
greater. Although some languages like Scandinavian are so close to each other that
their speakers do not need to learn the remaining languages to communicate with
each other, even such proximity not always aids the speakers - as in the case of false
friends (Ringbom, 2006). It is also true that both positive and negative language
transfer is more prominent when the learner starts acquiring L2, and with the
increased language capabilities cross-linguistic influence will lessen (Lee, 2015).

Regarding the role of syntax in linguistic interference, one could mention the
importance of syntactic awareness. It is a term used to describe a person’s awareness
and structural understanding of a sentence and its parts which helps to perceive
the meaning and judge a sentence’s grammaticality (Herriman, 1991). Overall, the
understanding of syntax is a crucial requirement in order to process new textual
information while learning an L2 (Alderson, 1999). Researchers like Shiotsu (2011),
Shiotsu and Weir (2007), Yeung et al. (2013), and Zhou (2021) proved the importance
of grammatical knowledge to be a decisive factor in English language learner’s (ELL)
reading ability. On the other hand, it has also been researched that vocabulary might
be more influential in comprehension rather than grammar, so the findings are mixed
(van Gelderen et al., 2004; D. Zhang, 2012).

By far the most extensive research has been done on English as a second language
(ESL) acquisition due to readily available data (J. R. Tetreault and Leacock, 2010).
Some researchers like Garbatovič and Grigaliuniene (2020) researched Lithuanian
and Polish ELLs and found that phrasal verbs pose problems while learning English
as L2 due to the complex semantic and syntactic nature of these verbs. One study
in English as a foreign language (EFL) researched errors of students with the Arabic
language as a background and found that syntactic erroneous structures were the
most frequent errors (Farooq and Wahid, 2019). Although there is a small number
of studies that do not focus on English. For example, Sanchez-Perez et al. (2017)
researched different varieties of Spanish across different Spanish-speaking countries.

7



2.2. Native Language Identification

The task of identifying one’s native language, NLI, can be performed on both spoken
and written material produced in a second language. Depending on speakers’ native
language, the errors in a second language often differ; therefore, they can be used as
clues to identify one’s native language. Consider, for instance, Polish, a West-Slavic
language whose properties can be linked to the type of errors made by its native
speakers when speaking or writing in English. Several examples of such pattern, taken
from the standard NLI corpus FCE (Yannakoudakis et al., 2011), alongside brief
explanations are listed below:

Unlike English, the Polish language has no articles. As a result, native Polish speakers tend
to erroneously omit articles in English:
Our suggestion is to visit <NS type="MD"><c>the</c></NS> Science Mus-
eum on Wednesday afternoon instead of Tuesday <...>.

The Polish language does not contain perfect tenses. It is therefore common for Polish
speakers to exchange the present perfect tense with past simple or present simple:
<...> especially because of the trip to Greenwich, the town we <NS ty-
pe="TV"><i>were always</i><c>have always been</c></NS> interested in.

Polish speakers might produce erroneous conditional sentences due to direct translation
from the Polish language:
If you bought something <NS type="S"><i>goregous</i><c>gorgeous</c>
</NS>, you <NS type="TV"><i>would</i><c>will</c></NS> be very happy.

Polish natives can incorrectly construct word order in English due to relatively free word
order in the Polish language:
I would like to ask what kinds of clothes <NS type="W"><i>should I</i>
<c>I should</c></NS> take with me <...>.

These sentences give a glimpse of what NLI focuses on, although the task is much
more complex and versatile. For example, there are other languages which also lack
articles, perfect tenses and have free word order. They might be related languages like
Polish and Ukrainian, or they might come from different language family branches,
like in the case of Polish and Lithuanian. This is one of the reasons why the NLI
task is difficult and it is hard to achieve a good classification score. Nevertheless, a
considerable amount of research has been carried out in this area. Below we review
some of the more prominent works.

One of the first works in this area was done to research NLI for spoken language.
Tomokiyo and Jones (2001) performed NLI based on acoustic features with the help
of naive Bayes classification. Some of the other early approaches to solving the NLI
problem made use of phonological features of the language, like in the study by Tsur
and Rappoport (2007). Abad et al. (2016) also studied voice recordings and tried
to discern spoken language and dialects based on acoustic-phonotactic features. In
addition, Smiley and Kübler (2017) found that phonetic features produce successful
results when paired with character n-grams.

Regarding the NLI for written language, by far the biggest number of studies
in NLI apply lexical features and produce good results. For example, Estival et al.
(2007) incorporated various feature sets, including lexical, on many machine learning
algorithms in order to perform authorship profiling, which is a task that classifies
characteristics of the anonymous text author in question, usually age, gender and
native language. In addition, van Halteren (2008) researched the frequency of word n-
grams in the speeches by the members of the European Parliament and Sanchez-Perez
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et al. (2017) compared the performance between words n-grams and character level
n-grams, both of which used Support Vector Machines (SVMs).

As mentioned previously, the research within NLI has been facilitated by the creation
of three shared tasks dedicated to NLI. One in 2013 was based on written essays
in English (J. Tetreault et al., 2013), the task in 2016 presented audio data from
English learning assessments (Schuller et al., 2016), and the last task from 2017 joined
both approaches (Malmasi et al., 2017). The most successful were multiple classifier
algorithms, and a lot of entries used the traditional aforementioned SVMs (Chan
et al., 2017; Malmasi et al., 2017). Some entries like Bjerva et al. (2017) tried to go
further and tested deep learning architectures like LSTM, but simpler traditional
architectures produced better results. Whereas Sari et al. (2017) successfully proved
that feed-forward neural network classifiers perform rather well. Overall, during a
similar shared task in Discriminating between Similar Languages which took place
in 2016, SVMs were yet again the most successful classification approach, while deep
learning architectures produced significantly lower results (Malmasi et al., 2016).
Although the potential of deep learning had been proven already by that time, it was
yet to be proven successful for tasks like NLI within NLP (Manning, 2015).

2.2.1. Syntactic Features in NLI

Previously NLI has been predominantly occupied by automated machine learning
solutions making use of lexical features. Some authors like Koppel et al. (2005a), who
were the pioneers in NLI, hinted that it might be useful to explore the syntactic features
but did not proceed with the deep implementation in their research. Later Wong and
Dras (2009) tried to incorporate syntax by manually extracting syntactic structures
from their dataset to implement in their experiments, but due to the inefficiency cost
of manual labour, the number of structures was very small and did not improve the
classification scores over other features.

Afterwards, the situation became different and numerous studies successfully made
use of syntax which increased evaluation scores and reduced errors. Wong and Dras
(2011) proved that syntactic features like parse tree substructures are useful in author-
ship profiling. A different approach was explored by Swanson and Charniak (2012)
who introduced Tree Substitution Grammars (TSG) and achieved the highest result at
that time. Also, Brooke and Hirst (2012) explored the use of combining both lexical
and syntactic features, yet again utilising SVM. The same approach which combined
around 400,000 lexical and syntactic features classified by the SVM algorithm proved
to be the most successful in the 2013 NLI shared task by reaching the highest accuracy
out of all contestants (Jarvis et al., 2013). In addition to TSG, the experiments with
Context Free Grammar (CFG), performed by Bykh and Meurers (2014) which uses
sequence symbols instead of tree fragments like in TSG, combined with n-grams,
reached the state-of-the-art accuracy score which outperformed the aforementioned
highest score in the NLI shared task in 2013. A more encompassing view was suggested
by Swanson (2013) who used five different TSG formalisms, including both constituent
and dependency grammars, whereas in previous research most TSGs used only the
Penn Treebank standard. Interestingly, the authors found that the combination of
different grammars produced the best results.

Contrary to the findings of the previous authors, incorporating lexical features
helped Cimino and Dell’Orletta (2017) reach one of the highest F-1 score in NLI
shared task 2017 in the English essay track, but syntactic features did not improve
the scores at all when joined with other features. This is a surprising finding and the
authors argued that the cause for this is not clear and would need to be investigated
further. In addition, Kulmizev et al. (2017) concluded in their research that POS tags
did not provide the anticipated improvement for NLI scores but also argued that a
different feature set should be tested which might produce more favourable results. On

9



the other hand, another submission in the same shared task by Markov et al. (2017)
introduced commonly used features together with never before seen character n-grams
and syntactic n-grams which helped researchers achieve one of the highest F-1 and
accuracy scores in the competition. Some competitors introduced a novel idea to test
punctuation mark n-grams and emotion load features in combination with various
traditional features including the feature set of POS tags. The authors classified them
with SVMs and improved the state-of-the-art score on the dataset by a small margin
(Markov, 2018). This overview hints at the fact that the findings are not uniform but
that it is worth incorporating syntactic features into our research as it is likely to
produce favourable results in the correct setting.

2.2.2. Advanced NLI Approaches

Once deep neural network architectures appeared, they started to replace linear
classifiers and demonstrated superior performance over traditional classifiers like
SVMs (Karaca et al., 2017; W. Zhang et al., 2017). Within NLI, attempts have been
made to classify L1s with the help of recurrent neural networks which were trained on
POS tag sequences based on ELLs erroneous structures and performed better than
previous n-gram-based models (Farias Wanderley and Demmans Epp, 2021). The
approach of deep learning has also been proposed for incorporating multiple classifiers
which can be trained on different datasets and share the information in between them
to achieve better results (Habic et al., 2020).

The groundbreaking invention that facilitated the evolution of deep learning models
was the attention mechanism which outperformed both recurrent and convolutional
neural networks by producing better results and shortening the training time of the
models (Vaswani et al., 2017). Based on the Transformer architecture, the pre-trained
BERT language model was introduced which beat state-of-the-art scores in 11 NLP
tasks (Devlin et al., 2019). Besides producing unmatchable scores in many tasks, the
advantage of BERT was that it was versatile and could be easily adapted to many
other tasks within the field by simply fine-tuning an additional layer of the model.
Steinbakken and Gambäck (2020) were the first researchers to introduce BERT’s
implementation for the NLI task which did not beat the state-of-the-art score but
came close to it for the TOEFL11 dataset (Blanchard et al., 2013) of ELLs essays.
Therefore, we suspect that BERT enriched with syntactic information would improve
the best accuracy for the task, hence this is our main focus for this thesis.

2.3. Grammatical Error Detection and Correction

Grammatical error detection (GED) and correction (GEC) are based on error iden-
tification and editing. The quality of modern GEC and GED systems has arguably
reached the point where they are highly useful not only to language learners but
also to native speakers. This is because they identify misspellings, locate lengthy and
wordy sentences, and even point out too difficult to read syntactic structures. Due to
the tedious nature of the task, the data required to train such models often requires
extensive annotations. An example of a such GEC corpus can be seen below. We take
the same sentences from Polish speakers in the FCE corpus (Yannakoudakis et al.,
2011) and display them in the standardised GEC M2 format automatically annotated
with ERRor ANnotation Toolkit (ERRANT) (Bryant et al., 2017):

S Our suggestion is to visit Science Museum on Wednesday afternoon instead of Tuesday.
A 5 5|||M:DET|||the|||REQUIRED|||-NONE-|||0

S <...> especially because of the trip to Greenwich , the town we were always interested
in.
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A 16 18|||R:OTHER|||have always been|||REQUIRED|||-NONE-|||0

S If you bought something goregous , you would be very happy.
A 4 5|||R:SPELL|||gorgeous|||REQUIRED|||-NONE-|||0
A 7 8|||R:VERB:TENSE|||will|||REQUIRED|||-NONE-|||0

S I would like to ask what kinds of clothes should I take with me.
A 9 11|||R:WO|||I should|||REQUIRED|||-NONE-|||0

As in the NLI corpora, errors are annotated with their types and the correct version
of the word, phrase or punctuation is offered. Hence GEC is a good addition to the
NLI experiment, as the output from the GEC experiment will be suitable to input to
the NLI task.

Similarly, as with NLI, the rise of GEC was facilitated by the introduction of
the shared task in 2014 (Ng et al., 2014) which entailed automatic correction of
erroneous essays written in English. Still to this day, GED and GEC tasks are usually
performed on data created by ELLs (Ng et al., 2013). J. R. Tetreault and Leacock
(2010) concluded that by far the highest frequency of errors that ELLs make are
articles, prepositions and collocations so research should especially focus on these
types of errors. It is more favourable to use models which are specifically adapted
to a certain language, error or other features because they outperform the general
models (Rozovskaya and Roth, 2011). More specifically, Nadejde and J. R. Tetreault
(2019) tried tailoring the models to the proficiency level of the learners and achieved
successful results.

Significant progress in this field was made by Chollampatt and Ng (2018) who
introduced the notion of convolutional encoder-decoder neural networks which out-
performed traditional statistical machine translation methods. Kaneko and Komachi
(2019) used information not only from the last layer of the Transformer architecture
but went further to incorporate the intermediate layers as well which proved to be a
successful approach. In addition, the same task has been explored by Y. Li et al. (2020)
who were the first to introduce the use of contextual information from pre-trained
language models in place of the large amount of annotated data required for GEC tasks
and achieved promising results for future research. Similar research but on a different
domain was previously done by Nguyen et al. (2020) which performed error correction
after optical character recognition task from old texts. Authors employed word embed-
dings and BERT to detect errors and a neural machine translation approach to correct
erroneous tokens. More advanced approaches like sequence tagging instead of rewriting
with the help of a BERT-based encoder beat the state-of-the-art performance of the
previous model and performed twice as fast (Malmi et al., 2019). Omelianchuk et al.
(2020) used the same sequence tagging method with a slightly different architecture
and utilised a pre-trained Transformer-based encoder architecture which beat the
previous state-of-the-art score and increased the process up to ten times as compared
to less advanced seq2seq approaches. In addition, Yasunaga et al. (2021) took the
architecture of the previous model and enhanced it with unlabeled data which beat
the previous score and increased the model’s performance.

English is usually the dominant language in the research of GED and GEC, but
one study by S. Zhang et al. (2020) took a step in another direction and explored the
possibility to correct errors in Chinese writing by introducing a BERT-based algorithm
that soft-masks characters and then corrects them, beating BERT baselines. Although
it was recently outperformed by another BERT-based model with an additional CRF
layer stacked on top for the Chinese grammatical error correction task (P. Li and
Shi, 2021). Research has also done on Czech, German and Russian by employing
transformer-based large language models and pre-training them with synthetic data
which also surpassed state-of-the-art scores for these languages (Rothe et al., 2021).
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3. Methodology

In this chapter in section 3.1, we firstly describe the data we have chosen for our
experiments, focusing mainly on syntactic structures which we describe in more detail
in section 3.1.1. Afterwards, in section 3.1.2 we review language and error distribution
in our chosen data, following the description of our GEC data in section 3.1.3. In
section 3.2 we outline the experimental setup for our NLI and GEC experiments and
present evaluation metrics in section 3.2.3. Finally, we outline our hypotheses for
this thesis in section 3.3.

3.1. Data

In our research, we choose to use the Cambridge First Certificate of English (FCE)
exam essay dataset which contains 1,244 essays at an upper-intermediate level
and encompasses 16 languages (Yannakoudakis et al., 2011). On the downside, the
size of this dataset is significantly smaller than the size of other datasets used in
NLI research. Furthermore, it also contains a more varied topic distribution which
makes the classification task harder due to the smaller number of essays per topic.
Nevertheless, it is the only publicly available dataset of English learner essays which
makes it suitable for small-scale studies like this thesis.

Other existing datasets which we do not consider for this study include The
International Corpus of Learner English (ICLE) dataset containing 6,085 essays
written by university students whose L1 is not English (Granger et al., 2009). This
corpus was used in the first approaches to solving the NLI task. Afterwards, the
TOEFL11 dataset has been introduced and since then it has become the standard
dataset to report model performance for state-of-the-art scores. It is a dataset suitable
for NLI tasks, among others, which contains a set of college entrance level English
language essays of non-native speakers (Blanchard et al., 2013). It is an extensive
dataset containing around 12,100 essays equally distributed per eleven languages,
grouped by eight topics and three scoring levels.

3.1.1. Syntactic Structures

Due to apparent success stemming from the analysis of syntactic structures in NLI,
at first, we chose to use the first publicly available Treebank of Learner English
(TLE) (Berzak et al., 2016) as our dataset for the primary experiment. It contains
manually annotated POS tags and Universal Dependency (Nivre et al., 2016) trees for
5,124 sentences, taken from the Cambridge First Certificate in English (FCE) corpus
(Yannakoudakis et al., 2011) mentioned above. The data represents 10 languages
and syntactic trees are provided for both original and corrected sentences of ELLs
which means the data has already been prepared to investigate whether the NLI
task can be successfully performed with the help of erroneous sentences as compared
to the corrected sentences. Its advantage is that it has been carefully annotated by
multiple humans following strict preparation and guidelines, therefore, resulting in
uniform annotations suitable for experimentation. Nevertheless, after performing
initial experiments on the TLE dataset, it was apparent that big language models like
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BERT need more data to achieve satisfactory results. Hence, the publicly available
FCE dataset was instead chosen for the study.

In order to prepare the FCE dataset for the experiments, we perform a few
preparatory steps. First of all, we extract each essay text from XML tags, both
correct and incorrect sentences, and remove their error tags in order to get fluent
text. Afterwards, we use the Stanza NLP toolkit (Qi et al., 2020) to get dependency
relations between words, both in correct and incorrect sentences. We choose to
proceed with dependency tags as opposed to part-of-speech tags, both of which
assign grammatical labels to the words, due to the fact that dependency tags
additionally show syntactic relations between the words (Jurafsky and Martin, 2021)
which are useful for the NLI task. For example, the English language has strict word
order, whereas Polish does not; therefore, dependency tags are capable of displaying
this error pattern which words marked with POS tags might fail to catch, as tokens
are tagged in isolation. The Stanza toolkit was trained on Universal Dependencies
v2.5 treebanks (Zeman et al., 2019) and has been shown to achieve state-of-the-art
scores or come close to them in all of the steps of the pipeline. Although it is also
apparent that an automated toolkit is not as accurate in tagging text sequences as
multiple human annotators as in the TLE dataset, it is a computationally inexpensive
way to tag a big number of sequences which is required to fine-tune a language
model. Finally, based on these essays, we prepare three different data input versions
in order to test the performance of the models and to determine the level of influence
of syntactic information:

1. Pure textual input as extracted from the essays.

2. Textual input enriched with dependency tags following each corresponding
word.

3. Input consisting solely of dependency tags, corresponding to the previously
inputted essays.

In order to test how each input affects the performance, we fine-tune a BERT
model on two types of inputs, namely words followed by their tags and sole tags.
For words without tags, i.e. first type of input mentioned above, we use the original
BERT base model. We pre-train BERT on data from Universal Dependencies (UD)
v2.9 treebanks (Zeman et al., 2021), thus ensuring that the corresponding BERT
models are exposed to and learn the weights of text-tag and tag-only sequences. We
choose the UD dataset because the aforementioned Stanza tool produces UD tags,
as well as due to the overall high quality and considerable size of the UD dataset.
Lastly, we add a classification layer to the forward function of the pre-trained BERT
variants, which we then train to correctly identify the native language given the
inputted sequence. The produced classification pipeline thus involves encoding the
sentences (or tags, or both) with a pre-trained BERT encoder, and then forwarding
the encoded values through a classification layer.

It should be noted that BERT allows a maximum sequence length of 512 tokens
(Devlin et al., 2019). This does not pose an issue with textual input, as the average
essay length in words is around 380 words. However, adding the tags to these sequences
doubles their lengths, which leads to most sentences exceeding the limit, and leading
to truncation. To assess the potential loss of information through truncation, we
experiment with different inputs for all of the models. Namely, we attempt to feed
both the full essay text and the same text divided in half. We choose this approach
instead of simply discounting the longest sequences while training because by cutting
essays in half, we are able to feed all sentences, rather than discarding parts of
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them. We believe this approach to be fairer, as even though part of the meaning and
relations between words are lost when the essay is split, this applies to all sentences,
rather than favouring short ones and completely excluding the ones which are over
BERT’s limit. In turn, this yields less bias towards short sentences because the entire
dataset is fed but in smaller chunks. This lets the model learn to correctly process
long sentences as well as short ones. We do this for all of the experimental settings
in order to get comparable results.

3.1.2. Language and Error Distribution

The FCE dataset contains 1,244 essays distributed per 16 languages. After essay
files pre-processing we extract all errors and group them based on the error type.
Error coding is based on Nicholls (1999). The complete list of languages, number of
essays and errors per language can be seen in Table 3.1 below:

Essays Errors
Lang. No. % per lang. Lang. No. % per lang.

1 Spanish 200 16.08% Spanish 8997 16.10%
2 French 146 11.74% French 6310 11.29%
3 Korean 86 6.91% Korean 2639 4.72%
4 Russian 83 6.67% Russian 4076 7.29%
5 Japanese 81 6.51% Japanese 2999 5.37%
6 Polish 76 6.11% Polish 3485 6.23%
7 Italian 76 6.11% Italian 2895 5.18%
8 Turkish 75 6.03% Turkish 3852 6.89%
9 Greek 74 5.95% Greek 4001 7.16%
10 German 69 5.55% German 2916 5.22%
11 Portuguese 68 5.47% Portuguese 2842 5.08%
12 Chinese 66 5.31% Chinese 3698 6.62%
13 Catalan 64 5.14% Catalan 3046 5.45%
14 Thai 63 5.06% Thai 3484 6.23%
15 Swedish 15 1.21% Swedish 542 0.97%
16 Dutch 2 0.16% Dutch 113 0.20%

Total 1244 55895

Table 3.1.: Language and error distribution in the FCE dataset. The left side of the
table contains the numeric and percentage distribution of essays in the
given dataset, presented in descending order, whereas the right side of the
table contains the numeric and percentage distribution of errors in the
corresponding essays in the same dataset. Languages which contain more
than 0.5% difference between the percentage distribution of errors and
essays are marked in red, while languages where the difference is less than
0.5% errors are marked in green.

As is apparent, in five languages from the dataset the number of errors is signifi-
cantly bigger compared to the essay distribution for the respective languages. This
can possibly mean that the bigger number of errors will impact the models during
the NLI task and these languages will get classified with bigger precision as compared
to other languages with a similar number of essays in the dataset. Although this will
only hold true if the hypothesis that erroneous sequences help model learn to classify
languages correctly is proven. Languages which are marked in green and black might
not have such an advantage. The highest classification accuracy is still expected to
be achieved for Spanish and French which have the highest number of essays and
error percentage to match.
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It is also worth taking a look at the language relations in the dataset. The FCE
dataset contains 16 languages, some of which belong to the same language families,
hence inhibiting similarities as compared to completely unrelated languages. This
means that learners having their L1 belonging to the same language family might
be susceptible to doing similar errors, at least to some extent. Therefore, we think
that this similarity should pose issues for model classification as well and cause
the miss-labelling of similar languages. Below can be seen Table 3.2 which displays
hierarchical language classification of their respective language families and their
smaller branches:

Indo-European Turkic Koreanic Japonic Kra-Dai Sino-Tibetan

Romance Germanic Slavic Hellenic Common Turkic Koreanic Japonic Tai Sinitic

Portuguese Swedish Russian Greek Turkish Korean Japanese Thai Chinese
Catalan German Polish
Spanish Dutch
Italian
French

Table 3.2.: Relationships between languages for the respective entries in the FCE dataset.

Although language classification does not come without disputes. In particular,
some researchers claim that Turkic, Koreanic and Japonic languages might be
distantly related as they possess similarities (Starostin, 2016). Nevertheless, the
common belief is that languages acquired a lot of similarities due to constant contact
between the language speakers and not because they sprung from the same source,
so we classify them as belonging to separate language families in this work.

Regarding the error distribution, the FCE dataset contains 75 coded error types
based on the general type of error and word class of the expected word (Nicholls,
1999). Here are the ten most common error types in the dataset:

1. S - spelling error

2. RV - verb needs replacing

3. RP - punctuation needs replacing

4. TV - wrong tense of verb

5. RT - preposition needs replacing

6. MD - determiner missing

7. MP - punctuation missing

8. R - word or phrase needs replacing

9. RN - noun needs replacing

10. FV - wrong verb form used

In order to get a full view both on the language and error distribution, below we
present a Table 3.3 which lists the aforementioned error types and their percentage
per each language:
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Error type
S RV RP TV RT MD MP R RN FV

Total 4943
8.84%

3580
6.40%

3571
6.39%

3353
6.00%

3339
5.97%

2978
5.33%

2963
5.30%

2422
4.33%

2088
3.74%

1809
3.24%

1 Spanish 921
10.24%

547
6.08%

645
7.17%

512
5.69%

594
6.60%

248
2.76%

509
5.66%

423
4.70%

314
3.49%

334
3.71%

2 French 382
6.05%

502
7.96%

368
5.83%

349
5.53%

391
6.20%

195
3.09%

3.29
5.21%

315
4.99%

322
5.10%

200
3.17%

3 Korean 201
7.62%

140
5.31%

135
5.12%

118
4.47%

163
6.18%

324
12.28%

102
3.87%

68
2.58%

78
2.96%

70
2.65%

4 Russian 496
12.17%

231
5.67%

225
5.52%

233
5.72%

204
5.00%

384
9.42%

180
4.42%

152
3.73%

117
2.87%

130
3.19%

5 Japanese 247
8.24%

180
6.00%

156
5.20%

163
5.44%

141
4.70%

268
9.54%

154
5.14%

162
5.40%

103
3.43%

65
2.17%

6 Polish 458
13.14%

198
5.68%

133
3.82%

200
5.74%

180
5.16%

328
9.41%

228
6.54%

73
2.09%

121
3.47%

81
2.32%

7 Italian 244
8.43%

227
7.84%

152
5.25%

129
4.46%

177
6.11%

112
3.87%

125
4.32%

145
5.01%

127
4.39%

128
4.42%

8 Turkish 276
7.17%

229
5.94%

332
8.62%

235
6.10%

181
4.70%

286
7.42%

242
6.28%

113
2.93%

126
3.27%

92
2.39%

9 Greek 343
8.47%

262
6.55%

208
5.20%

297
7.42%

265
6.62%

151
3.77%

292
7.30%

123
3.07%

144
3.60%

123
3.07%

10 German 249
8.54%

163
5.59%

216
7.41%

216
7.41%

186
6.38%

75
2.57%

154
5.28%

147
5.04%

128
4.39%

83
2.85%

11 Portuguese 251
8.83%

188
6.62%

195
6.86%

156
5.49%

246
8.66%

104
3.66%

93
3.27%

136
4.79%

11
3.91%

99
3.48%

12 Chinese 256
6.92%

244
6.60%

339
9.17%

279
7.54%

214
5.79%

209
5.65%

155
4.19%

217
5.87%

131
3.54%

134
3.62%

13 Catalan 243
7.98%

255
8.37%

193
6.34%

133
4.37%

203
6.66%

72
2.36%

143
4.69%

143
4.69%

147
4.83%

113
3.71%

14 Thai 274
7.86%

168
4.82%

240
6.89%

301
8.64%

164
4.71%

188
5.40%

209
6.00%

174
4.99%

96
2.76%

137
3.93%

15 Swedish 93
17.16%

37
6.83%

25
4.61%

21
3.87%

28
5.17%

15
2.77%

43
7.93%

27
4.98%

21
3.87%

15
2.77%

16 Dutch 9
7.96%

9
7.96%

9
7.96%

11
9.73%

2
1.77%

1
0.88%

5
4.42%

4
3.54%

2
1.77%

5
4.42%

Table 3.3.: 10 most frequent error types in the FCE dataset. Scores in green mark the most
frequent error type, whereas scores in red mark the least recurring error type for the
respective languages in the FCE dataset.

As Table 3.3 suggests, by far the most common error type is spelling. Misspelling is
considered a characteristic which helps identify the native language of a learner due
to a close connection to the phonology of the native language (Tsur and Rappoport,
2007). As such, we expect it to also prove useful in this work. Misspelling is also
useful for the model because BERT uses the WordPiece tokenizer which greedily
tokenizes inputted sequences to words or sub-units from out-of-vocabulary (OOV)
words (Wu et al., 2016). In tasks other than NLI, misspelling causes information loss
when erroneous words get treated as OOV sub-units which can alter the meaning of
the whole sentence, hence negatively influencing the model’s performance (Kumar
et al., 2020). However, in our task, a recurrence of the same misspellings tokenized
into repetitive sub-word combinations will likely yield a pattern which our model
might learn to treat as belonging to a language with the respective label.

Another clear trend is that the rarest error in all Romance languages (except the
second rarest in Portuguese) and Germanic languages is the missing determiner. This
is also self-explanatory as all of these languages have clearly expressed determiners
and articles, whereas languages also inhibiting similarities between themselves -
Korean and Japanese - do not make use of articles in their grammatical systems,
therefore, it is by far the most prominent error that the language learners make.
Regarding remaining language families, the most reoccurring error in the Thai
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language is the misuse of tenses. It is as well not surprising as there are no tenses
in the Thai language, unlike in English. In addition, even though the same error is
the most prominent in Dutch as well and it makes use of tenses in its grammar, we
conclude that the result is not comparable due to a very limited amount of data
available for this language. For Chinese speakers, the most difficult thing to master is
punctuation as Chinese and English use completely different scripts and punctuation
placement. All in all, while drawing conclusion from all these examples, we expect
errors to come handy while performing language classification during the NLI task.

3.1.3. GEC Data

As for the additional GEC experiment, we choose Italki Native Language Identifica-
tion Dataset (Hudson and Jaf, 2018). It is a Web-based corpus with data scraped
from the language learning website Italki1. We select it due to the corpus being
publicly available, although it does not contain ELLs essays. It is not as structured
as the FCE dataset as it includes diary-like entries from its users without any defined
topic. The dataset in question contains 11 languages, some of which are already
represented in the FCE dataset. Therefore, we choose to add one extra language,
namely Arabic, in order to test the performance of our GEC system. Arabic is chosen
due to it being the language with the biggest number of documented entries which
is not already present in the FCE dataset. This allows us to clean up the corpus and
make it comparable to the other language entries. Namely, we first find the average
number of essays per language in order to calculate how many entries from Arabic
should be taken. This is done without the outliers in the FCE dataset - Swedish and
Dutch - both of which are represented by a very small amount of essays. Afterwards,
we calculate the mean number of words in all essays in the FCE dataset in order
to take only those entries from the Italki corpus which also have the same average
number of words in them. Finally, after our calculations, we deduce that 89 entries
with Arabic label should be taken from the Italki dataset, with a mean word length
of 374 words. This data cleaning was necessary because after manual examination it
was apparent that the Italki corpus is very imbalanced, with entries ranging from a
couple of words to paragraphs of text.

3.2. Experimental Setup

3.2.1. Experiment 1: NLI

BERT Fine-tuning and Hyperparameter Optimization

As we have stated previously, the goal is to implement a deep neural network
architecture based on BERT to perform the NLI task. We use the Hugging Face
implementation of BERT2, BERT base cased in particular, as we favour it over the
uncased version due to some errors occurring in the form of incorrect capitalisation
of words. We divide the main dataset for the study, namely the FCE dataset, into
80% training set, 10% development set and 10% test set.

We base our architecture on a study by Steinbakken and Gambäck (2020) as our
goals are similar - to implement a system to perform the NLI task based on the deep
learning architecture. Overall, the approach is based on fine-tuning, where we stack
an additional output classification layer on top of the BERT base cased model and
fine-tune all hyperparameters together on the NLI task (Devlin et al., 2019). Our

1www.italki.com
2github.com/huggingface/pytorch-pretrained-BERT
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model is made from three separate components. First is the input layer where our
inputted sequences get tokenized by the aforementioned WordPiece tokenizer either
to words or sub-words. Secondly, the tokenized data are passed through a standard
BERT encoder with 12 layers of transformer blocks and 12 self-attention heads,
which vectorize the inputs and output tensors. The final component is our added
output classification layer which consists of the softmax function to calculate the
probability distribution for each label in our dataset. Below in Figure 3.1, adapted
from Devlin et al. (2019), can be seen our model architecture for fine-tuning the NLI
task:

Figure 3.1.: BERT fine-tuning for the NLI task. E - input embedding, T - contextual represen-
tation of the inputted token, [CLS] - symbol denoting classification output, [SEP] -
symbol separating inputted sentences. Although only a pair of sentences are shown
as input, the whole essay is fed at the input layer.

Regarding the hyperparameters, due to practical reasons, we choose a rather small
train batch size of 10 which is an optimal number not to run out of memory on the
GPU in our system. We set the learning rate of the Adam optimizer to 5e-5 as a
safe option in order to prevent the loss function in the model from converging too
quickly. By not having much training data in our datasets, we do not consider that
a small learning rate poses a problem of long training times. In order to find the
optimal number of training epochs, multiple pilot models have been trained on the
development set, tracking the accuracy and loss over an increasing number of epochs.
The accuracy and loss curve can be seen in Figure 3.2:

Figure 3.2.: Accuracy and loss based on the number of epochs for BERT Orig model in the
development set.
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As is visible from the Figure, there is no defined loss curve throughout the chosen
number of epochs as the model does not converge while training. Therefore, we
choose the number of epochs which yield the best accuracy - 80. We also set the
input sequence length to a maximum of 512 tokens after tokenization in order to
limit the number of truncated sequences. This is especially important for the data
input containing both words and their corresponding tags, as it doubles the sequence
length. This base model is suitable to perform the NLI task on pure textual data as
extracted from the FCE dataset.

BERT Additional Fine-tuning

After the fine-tuning of both BERT base model and its hyperparameters, we go
further with additional fine-tuning of extra models. We perform this in order to
incorporate the syntactic information extracted from the textual corpus. For this
task, two additional BERT-base models are fine-tuned: one to recognize sequences of
text with their corresponding dependency tags (text-tag), and another to be familiar
with sequences consisting of dependency tags only.

First of all, we obtain all unique dependency tags from the UD v2.9 treebanks
and add them to the 28.996 tokens existing in the BERT base cased vocabulary.
A _ symbol is inserted before every tag token in order to prevent tags from being
mixed up with the already existing tokens. For example, tags like root, flat and
mark are coded as _root, _flat and _mark. After the 49 extra tokens are added
to the tokenizer in order not to treat them as OOV words, we use all the UD data
available in English to additionally pre-train BERT models on text-tag and tag-only
sequences. By doing this we ensure that these BERT-based models learn contextual
representations of text-tag and tag-only sequences. We train both models with the
standard hyperparameters based on the Hugging Face implementation with a batch
size of 1000, learning rate of 2e-5 and weight decay of 0.01. Once both BERT models
are fine-tuned to recognize text with their corresponding tags or sole tag sequences,
we fine-tune these BERT models on the NLI classification task described above.

Baselines

As baseline classifiers we choose SVM, Multinomial Naive Bayes and Bernoulli Naive
Bayes, implemented using Python scikit-learn library3. As previously mentioned,
SVMs have shown superior performance in the NLI classification task and all state-
of-the-art scores have been based on it. It is a good classifier which works with a
limited number of samples. We choose the simplest linear kernel version. TF-IDF
scores are used for text vectorization. Also, Multinomial NB and Bernoulli NB are
additionally used for comparison, as we do not expect that the naive approach of
not taking word relations into consideration would perform well. Nevertheless, these
architectures are applicable for text classification task (Mccallum and Nigam, 2001)
and therefore, we use them as additional baselines. As a last baseline score, we
compare our model performance to that of humans, which has been set to be at
around 37% (Malmasi et al., 2015).

3.2.2. Experiment 2: GEC

We perform the second experiment in order to determine whether we can implement
a BERT-based GEC system which performs well enough to be able to generate data
which can be used to fine-tune our NLI architecture described above with an infinite

3https://scikit-learn.org/stable/
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amount of languages. We use our implementation partly to test whether the model
performs the NLI task better on erroneous or corrected sequences, as we hypothesize
that errors are more important than corrected text. In addition, until we implement
a GEC model, there is no way to know whether the input is actually erroneous, as
the additional data contains no annotations. For this purpose, we make use of the
aforementioned Italki corpus which after pre-processing described above, we divide
into 80% training set, 10% development set and 10% test set.

As is apparent, nowadays state-of-the-art scores are achieved by model architec-
tures other than BERT-based, for example, RoBERTa (Zhuang et al., 2021) and
XLNet (Yang et al., 2019). Nevertheless, since our goal is to determine BERT’s
performance for this task, we base our model architecture on the model implemented
by Omelianchuk et al. (2020). After performing the GEC task, we are left with both
incorrect text sequences, as taken originally from the Italki corpus, and correct text
sequences resulting as output from our second experiment. With this, we can already
perform the first NLI task again and fine-tune BERT or correct and erroneous text
in separate cases in order to classify L1 languages, including Arabic from the Italki
dataset.

3.2.3. Evaluation

Experiment 1: NLI

For the primary experiment, we report the accuracy, precision, recall and F1 scores.
Accuracy is probably the simplest measure which shows how far the predicted values
digress from the target values (Manning et al., 2005). In turn, precision is a measure
which checks the ratio between true positives in relation to true positives and false
positives in all classified labels (Manning et al., 2005). It checks all retrieved results
and determines how many of them are relevant to us. In our case precision measures
how many of the classified labels have received correct labelling as compared to all
labels from all examples. Recall is slightly different as it can be defined as a measure
which calculates the proportion between true positives in relation to true positives
and false negatives (Manning et al., 2005). This shows the percentage of relevant
results which are classified correctly. In addition, F-measure can be defined as a
harmonic mean between the already named precision and recall (Manning et al.,
2005). Equations for all four measures can be seen below:

𝐴𝐶𝐶 = 𝑇𝑃+𝑇𝑁
𝑇𝑃+𝐹𝑃+𝐹𝑁+𝑇𝑁

𝑃 = 𝑇𝑃
𝑇𝑃+𝐹𝑃

𝑅 = 𝑇𝑃
𝑇𝑃+𝐹𝑁

𝐹1 = 2𝑃𝑅
𝑃+𝑅

Experiment 2: GEC

To evaluate the performance of our GEC system, we turn to specific evaluation tools
created for this task. One such tool is ERRANT (Bryant et al., 2017). Its advantage is
that its performance is not dependent on a certain dataset and it performs evaluation
by classifying text according to its own set of pre-defined rules in high granularity.
In addition, we also employ Grammarly4 tool as a gold standard to measure the
4www.grammarly.com
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accuracy of corrections. To the best of our knowledge, it is the best open tool of high
precision which is able to correct text based on grammar, spelling and punctuation
all the while increasing the clarity of the text and correcting the writing style.

3.3. Hypotheses

Our main hypotheses for this work are as follows:

1. We expect BERT to be successfully fine-tuned to detect the native language of
ELLs based on their written errors.

2. We also expect BERT to be successfully fine-tuned to perform the NLI task
with the help of dependency relations among words in the textual input.

3. In addition, we assume that our implemented GEC system performs error
detection and correction to a degree which is accurate enough to successfully
implement the resulting data for our NLI experiment.

4. Finally, our expectation is that a BERT-based NLI system outperforms the
NB and human baselines and at least comes close to the SVM baseline which
is a strong competitor in the field.
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4. Results and Analysis

4.1. Quantitative Analysis

To begin with, we display the accuracy scores over the three experimental models.
In addition, we also display baseline models’ scores for comparison. Scores can be
seen in the Table 4.1 below:

BERT
Orig

BERT
Text-Tags

BERT
Tags SVM Mult.

NB
Bern.
NB

-Italki c Text Full length 46% 46% 46% 68% 16% 32%
-Italki c Text Half length 35% 40% 36% 71% 17% 33%
-Italki c Text-Tags Full length 19% 26% 30% 20% 16% 34%
-Italki c Text-Tags Half length 15% 32% 25% 34% 16% 36%
-Italki c Tags Full length 15% 14% 10% 16% 16% 24%
-Italki c Tags Half length 15% 16% 13% 17% 16% 19%

-Italki i Text Full length 42% 42% 46% 74% 16% 28%
-Italki i Text Half length 35% 40% 34% 76% 17% 30%
-Italki i Text-Tags Full length 17% 42% 33% 22% 16% 29%
-Italki i Text-Tags Half length 21% 31% 30% 39% 16% 30%
-Italki i Tags Full length 15% 15% 9% 16% 16% 23%
-Italki i Tags Half length 15% 14% 16% 19% 16% 20%

+Italki c Text Full length 46% 52% 49% 70% 15% 33%
+Italki c Text Half length 40% 41% 43% 73% 17% 34%
+Italki c Text-Tags Full length 18% 33% 32% 26% 15% 35%
+Italki c Text-Tags Half length 23% 38% 33% 39% 15% 35%
+Italki c Tags Full length 14% 15% 19% 19% 15% 26%
+Italki c Tags Half length 14% 14% 14% 20% 15% 19%

+Italki i Text Full length 46% 49% 57% 76% 15% 31%
+Italki i Text Half length 34% 36% 40% 78% 16% 31%
+Italki i Text-Tags Full length 20% 41% 36% 28% 15% 30%
+Italki i Text-Tags Half length 25% 37% 38% 44% 15% 32%
+Italki i Tags Full length 14% 10% 17% 20% 15% 26%
+Italki i Tags Half length 14% 15% 20% 22% 15% 21%

Table 4.1.: Accuracy scores for all three models’ in addition to baseline models’ performance.
-Italki or +Italki indicates whether the additional Arabic language from the Italki
corpus is present during fine-tuning, whereas c denotes corrected sequences and i
denotes erroneous sequences. Three different inputs have been fed to the model,
either text, text with their corresponding tags or only tags, all of them either in
full length or half length. BERT Orig stands for BERT base cased model, BERT
Text-Tags is our pre-trained model which recognises textual sequences with their
corresponding tags and BERT Tags is our model trained on tag sequences.
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Overall, the classification scores for the NLI task are not high in all three models
which we implement, with the highest score reaching 57%. We suspect this is due
to the size of the dataset - as mentioned previously, the FCE dataset is 10 times
smaller than the TOEFL11 dataset which is the usual corpus for NLI studies. It
might be a key factor why deep neural network architectures are not able to pick up
patterns, as the data is too scarce. It is a well-established fact that architectures like
BERT need a lot of data to be successfully fine-tuned (Steinbakken and Gambäck,
2020) to the desired task and our experiments second that. It is also clear that the
SVM model outperforms BERT models and this also coincides with the fact that
SVMs work well with a relatively small number of samples as is probably the case
in our study as well. Interestingly, Multinomial NB assigns the majority label to
every entry (Spanish has the biggest number of essays in the dataset and makes up
around 16% of total essays), whereas Bernoulli NB performs moderately well and
outperforms most models with the tag sequence input.

In addition, there is no observable difference in scores regarding the correct and
incorrect sequence inputs for the most part, except incorrect sequences perform
better with the input containing words and their tags. The same trend is visible
on models fine-tuned with additional Italki corpus data as well. Text input with
erroneous sentences outperforms input with corrected sentences in both BERT models
fine-tuned on tags. This suggests that errors in fact are viable means to incorporate
in NLI research and can produce promising results. In general, incorporating Arabic
into training data helps boost models’ performance with both incorrect and correct
inputs. This also hints that our GEC model is good enough in correcting text for
our task.

Also, in accordance with our expectations, dividing essays into two parts turns to
our advantage while feeding text-tag sequences. This is due to the aforementioned
BERT limit of 512 tokens. It does not however assist while feeding only either text
or tags, because the word number of one essay does not usually exceed 512, only
when the input becomes twice as long in the text-tag sequence input. Since it does
not aid us, it also means that BERT’s performance suffers from not getting the full
context of the essay, as it uses contextualised word embeddings to learn. Therefore,
our previous notion is confirmed. The trade-off is to part essays in half only when
the input is surely longer than 512 tokens, otherwise, the context that BERT needs
to learn decreases.

As expected, the performance of BERT Orig steadily decreases on inputs that it
was not previously fine-tuned on - words with their tags and tags. Although not by a
huge margin, BERT Text-Tags outperforms BERT Orig on word and tag sequences
and BERT Tags performs best on sole tag sequences, though only in the case with
Italki corpus. Why it does not outperform other models when being fine-tuned only
on the FCE corpus is not clear. In general, our fine-tuned models do not reach the
original BERT’s performance on the respective inputs on which they are fine-tuned.
We reckon this is again because BERT needs to be trained on a lot of data and the
UD Treebank data for English is not sufficient enough for BERT to learn patterns
to produce good results. Overall, although not producing the best scores in the NLI
research community, almost all of our hypotheses are proven true.

As for the second experiment, after testing our GEC model’s performance with the
ERRANT tool we receive a 41% precision score, 62% recall score and 44% F1 score.
Then we manually check and compare the original input, the input corrected with
our model and the input corrected by Grammarly which we use as a gold standard.
An example of one sentence in all three inputs can be seen below:
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Original sentence

so , at the end , as we knew how important is water we
have to start from now and stop wasting it you have to
start from yourself and do not look to what bad people
are doing .

Grammarly (gold standard)

so, in the end, as we know how important water is, we
have to start now and stop wasting it. You have to start
with yourself and not look at what bad people are doing.

Corrected with our GEC system

so, at the end, as we know how important water is, we
have to start from now and stop wasting it. You have
to start from yourself and not look at what bad people
are doing .

It appears that the original text contains a lot of grammatical, punctuation and
stylistic errors and our model mainly focuses on basic transformations which, also,
heavily change the original text for the better. While using Grammarly it appears
that the system has detected over 1000 errors (if the number of errors exceeds this
number it does not get displayed) and corrected it heavily based on everything -
grammar, style, punctuation. So as our text does not seem to be corrected too bad,
Grammarly does a very thorough job and sometimes changes the whole structure
of the sentence. Hence our model’s performance looks a bit worse as compared to
Grammarly. In general, as mentioned previously, our GEC model seems to perform
reasonably well and sufficiently enough to aid our NLI model with previously not
annotated data.

Now we present our precision, recall and F1 scores for all combinations of models
and inputs. They can be seen below in Figure 4.1:

(a) Corrected sequences -Italki corpus (b) Erroneous sequences -Italki corpus
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(c) Corrected sequences +Italki corpus (d) Erroneous sequences +Italki corpus

Figure 4.1.: Precision, recall and F1 scores for all three models’ performance with different
inputs, with average scores per label.

When the model assigns a certain language label to the inputted essay, precision
shows how many essays that the model declares to be this language actually belong
in this category. In turn, recall shows how many labels of this language have been
correctly assigned to each essay out of all the existing essays with this label. Finally,
F1 scores are a harmonic mean of these two measures. Regarding all three scores, the
only significant difference between the corrected and erroneous approaches is yielded
by the BERT Text-Tags model. This in turn means that added tags contribute to
the model’s performance and help increase the scores. Besides this, all bar plots are
fairly uniform, where precision is steadily higher than recall which means the model
has likely learned to assign majority labels to most essays and in this aspect, its
performance is similar to that of a statistical language model which assigns most
recurrent labels. Although there is an outlier score which is yielded by the BERT Tags
model according to all three parameters. Interestingly, it performs significantly better
than other models on sole textual input and it is not exactly clear why.

4.2. Qualitative Analysis

In order to perform the qualitative analysis, we have produced confusion matrices for
all of the models’ performances listed in Table 4.1. Nevertheless, we do not present
them here due to the size limitation of this work. Below in Figure 4.2, we outline
a matrix for each of our three model’s scores with normalized frequencies with the
respective inputs they have been fine-tuned on. In addition, we compare corrected
inputs versus erroneous inputs. Data from Italki is present in all of the models.
Confusion matrices with absolute frequencies for the same models are presented in
the Appendix in Figure A.1.

To start with, it is quite evident that the addition of Arabic proves useful to all of
the models as it gets classified correctly for the most part while feeding both correct
and incorrect inputs of the datasets. It is also notable that no other language gets
classified as Arabic as well. It can be due to the fact that the Italki corpus contains
Web-scraped data from a language learning forum and the format of writing is rather
informal. There is no clear topic and people are encouraged to write diary-like entries
about anything they wish, so it contains a wide range of topics, unlike the FCE
dataset where topics are given prior to writing assignments and there are many essays
which cover the same topic. After manually checking the dataset, it is clear that some
topics, for example, religion, politics, and global warming are not covered in the FCE
dataset.
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(a) BERT Orig with corrected sequences (b) BERT Orig with erroneous sequences

(c) BERT Text-Tags with corrected sequences (d) BERT Text-Tags with erroneous sequences

(e) BERT Tags with corrected sequences (f) BERT Tags with erroneous sequences

Figure 4.2.: Confusion matrices with normalized frequencies depicting all three models’ performance with either
corrected or erroneous inputs, depending on what data the models were fine-tuned on.
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In addition to the informal writing style and varied topics, the erroneous text
contains more errors than essays in the FCE dataset, therefore, we suspect it could
also be the reason why BERT learns how to correctly classify such inputs as Arabic,
as they are not present during the training process with any other label other than
Arabic. We think that proficiency level plays its part too as essays in the FCE dataset
are written prior to entering college during the language assessment exam. It is likely
that the proficiency of such people is higher than those who write entries on the
Italki website whose language learning level is not monitored. As a natural conclusion
comes the fact that such Arabic entries contain way more errors than the FCE data
and provide more material for BERT to learn from.

Our previous assumption that languages like Russian, Turkish, Greek, Chinese
and Thai would be classified with higher accuracy due to a bigger relative number
of errors in the essays does not completely prove to be correct. One exception is
Turkish in BERT Orig where it does seem to perform better with erroneous sequences
as compared to other languages. By far the biggest noticeable trend is the majority
classification among the essays. In all of the models with all of the inputs Spanish
and French perform well. In addition, many other languages get classified as Spanish
and French. This is likely due to the input size for these languages as compared to
others. As is presented in Table 3.1, the number of samples with the Spanish label is
three times bigger than for other languages and French data samples exceed others
on average by around two times. In turn, the language which gets classified the worst
is Dutch which is also not surprising as the number of samples in the data is almost
non-existent. Interestingly, Swedish samples make up only about 1.2% of the FCE
dataset but they yield a 100% classification score in both BERT Orig models, an 80%
score in BERT Text-Tags and a 50% accuracy score in BERT Tags with corrected
input which makes it the best performing language in the whole dataset. Although
besides Swedish, our finding is consistent with the notion that models built on BERT
architecture need to get huge amounts of data to perform successfully, as languages
with more samples perform better. This is also promising for extending our model to
future research as we suspect scores would go higher if our models were fine-tuned on
a bigger amount of data.

As for language relations, they are also visible in the matrices. In various model
inputs, Catalan gets highly classified as Spanish, whereas Spanish gets to a big degree
classified as Catalan as well. In addition, Portuguese gets misclassified as Spanish and
Catalan as well. This is also not surprising as these three languages are very closely
related. Besides belonging to the same Romance language branch, they also border
each other so it is likely that some things in these languages have assimilated over
time. In turn, it is possible that ELLs with mother tongues in these languages perform
the same errors. To some degree, this is also true with Korean, Japanese and Turkish.
Although they do not come from the same language family, but languages inhibit
similarities in their language systems which might confuse the model. Nevertheless,
further research is needed to validate this hypothesis.

As a last resort to qualitatively analyse the performance of our models, we imple-
ment a method of saliency. It aids the model’s explainability by analysing inputted
tokens and producing scores based on which tokens contributed most to the model’s
predictions (Chrysostomou and Aletras, 2021). Although in previous research it was
more common to make use of attention weights to determine the importance of each
token in the input, it is not exactly the correct means to visualise model predictions
(Bastings and Filippova, 2020). Hence we resort to saliency methods in our work.
We use an open Python library Captum for this task. Below can be seen Figure 4.3
and Figure 4.4 which visualise saliency for each of our models. We use two different
sentences as examples, one from the train set, and one from the test set in the
respective figures.
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(a) Visualising saliency of BERT Orig with corrected input

(b) Visualising saliency of BERT Orig with erroneous input

(c) Visualising saliency of BERT Text-Tags with corrected input

(d) Visualising saliency of BERT Text-Tags with erroneous input

(e) Visualising saliency of BERT Tags with corrected input

(f) Visualising saliency of BERT Tags with erroneous input

Figure 4.3.: Visualisation of each model’s predictions on a sentence from a train set with the help of
saliency. The attribution scores are calculated for the argmax label.
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(a) Visualising saliency of BERT Orig with corrected input

(b) Visualising saliency of BERT Orig with erroneous input

(c) Visualising saliency of BERT Text-Tags with corrected input

(d) Visualising saliency of BERT Text-Tags with erroneous input

(e) Visualising saliency of BERT Tags with corrected input

(f) Visualising saliency of BERT Tags with erroneous input

Figure 4.4.: Visualisation of each model’s predictions on a sentence from a test set wit the help of
saliency. The attribution scores are calculated for the argmax label.

29



For comparison, we present both sentences in their gold standard versions as well:

Train set

Additionally, sometimes children may have psychological
and neurological diseases because of their parents ’
absence, and maybe extend the impact to adulthood.

Test set

so, in the end, as we know how important water is, we
have to start now and stop wasting it. You have to start
with yourself and not look at what bad people are doing.

As can be seen in Figure 4.3, regarding the BERT Orig performance, it focuses
mostly on tokens the children and parents in the erroneous input which indeed
coincide with errors as compared to the gold standard. Regarding the corrected
input, the model seems to be mostly focusing on nouns. Interestingly, the BERT
Text-Tags model mainly shifts its focus to tags in both inputted sequences. This
works in line with our hypothesis that syntax actually aids the model’s performance.
Our low accuracy scores for the model can be explained by the lack of a sufficient
number of data examples to properly train our models. This is visible in Figure
4.4 with the test set example. BERT Tags model’s visualisation shows that model’s
attention is not shifted to any of the tags in both inputted sequences, as the model
is not familiar with the sequence of the given tags. This can be a result of training
data being too small and these tag sequences not being present in the training set.
Overall, it appears that erroneous structures receive higher attribution scores, which
also comes in line with our hypothesis of errors contributing to the NLI task.
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5. Conclusions

In this work we implemented three NLI models based on BERT architectures - BERT
Orig, BERT Text-Tags and BERT Tags. Each of these models was fine-tuned on the
NLI task with both corrected and erroneous sequences of either text, words and
their corresponding tags, or solely tags. In addition to this, we implemented A GEC
system with the goal of incorporating more languages into our NLI experiment by
correcting errors in additional language input and then adding them to our primary
NLI model.

Our finding was that the implemented NLI model was able to classify those
languages successfully which had the biggest number of samples in the training
set, namely Spanish and French. We draw one conclusion that our dataset was not
sufficiently big enough to train on a deep neural network architecture like BERT,
which requires significantly more data to produce good results. Besides the bigger
number of essays, a favourable addition would be a wider range of topics as our
models had more success in classifying Arabic from an additional Italki corpus,
which contained more topics as compared to our main FCE dataset. We also found
that errors helped identify the native language for BERT Text-Tags model which is
interesting as erroneous structures worked well in tandem with syntactic structures
but neither boosted performance of the model separately.

As for the GEC experiment, we found that our implemented GEC model performed
sufficiently well in order to supply additional data for our NLI experiment. Its
implementation proved useful as we also found that our NLI models mainly performed
better with corrected text inputs (besides the aforementioned BERT Text-Tags
model). After we additionally added the Arabic language with the resulting output
from our experiment, it aided the models’ performance and increased evaluation
scores.

For future work, we suggest training our NLI models on the TOEFL11 and ICLE
dataset as both of them contain a significantly bigger number of essays than the FCE
dataset which we used in this work. TOEFL11 contains more essays per topic and
additionally provides proficiency levels which could also be taken into consideration
during implementation. In addition, the third release of the ICLE corpus contains
data from 25 languages (Granger et al., 2020) so a big-scale NLI model could be
implemented with this data.

We also believe it would be interesting to train our models on web-scraped data
from the Italki corpus as well, as it is very different from the usual language learners’
essays and contains a wide range of topics which could possibly boost the performance
of NLI systems. Although this is only true for languages which contain more entries
than the FCE dataset as we have ruled that a smaller number of data samples is
not beneficial. On the other hand, another option would be to incorporate data
from the Italki corpus into the existing data from FCE or other datasets for those
languages which are present in both datasets. A similar idea but with more advanced
implementation has been proposed in Habic et al. (2020) which performs multitask
learning and models are able to learn information from multiple datasets at once.

Besides the datasets, another proposal which could increase the model’s perfor-
mance is to incorporate a meta-classifier which is trained on joined outputs from
all base classifiers, which has been proven to increase the model’s performance
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(Steinbakken and Gambäck, 2020). In addition to this idea, another viable option
is to incorporate an ensemble of such meta-classifiers as it also yields favourable
results (Malmasi and Dras, 2018). As the last suggestion, we offer a simple yet
supposedly effective way of concatenating the vectors of words and their respective
tags (Benamar et al., 2021). This solves the truncation problem in BERT after the
input exceeds the 512 token limit, as well as preserves the context that BERT learns
from by not reducing it by parting the essay in half.
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A. Confusion matrices with absolute frequencies

(a) BERT Orig with corrected sequences (b) BERT Orig with erroneous sequences

(c) BERT Text-Tags with corrected sequences (d) BERT Text-Tags with erroneous sequences

(e) BERT Tags with corrected sequences (f) BERT Tags with erroneous sequences

Figure A.1.: Confusion matrices with absolute frequencies depicting all three models’ performance with either
corrected or erroneous inputs, depending on what data the models were trained on. BERT Orig and
BERT Tags models were inputted with full essays, whereas BERT Text-Tags model was inputted with
essays divided in half as each model performed best in this setting.
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