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Abstract

Readability assessment (RA) is to assign a score or a grade to a given document,

which measures the degree of difficulty to read the document. RA originated

in language education studies and was used to classify reading materials for

language learners. Later, RA was applied to many other applications, such as

aiding automatic text simplification.

This thesis is aimed at improving the way of using Transformer for RA. The

motivation is the “pipeline” effect (Tenney et al., 2019) of pretrained Transformers:

lexical, syntactic, and semantic features are best encoded with different layers of

a Transformer model.

After a preliminary test of a basic RA model that resembles the previous

works, we proposed several methods to enhance the performance: by using a

Transformer layer that is not the last, by concatenating ormixing the outputs of all

layers, and by using syntax-augmented Transformer layers. We examined these

enhanced methods on three datasets: WeeBit, OneStopEnglish, and CommonLit.

We observed that the improvements showed a clear correlation with the

dataset characteristics. On the OneStopEnglish and the CommonLit datasets,

we achieved absolute improvements of 1.2% in F1 score and 0.6% in Pearson’s

correlation coefficients, respectively. We also show that an 𝑛-gram frequency-

based baseline, which is simple but was not reported in previous works, has

superior performance on the classification datasets (WeeBit and OneStopEnglish),

prompting further research on vocabulary-based lexical features for RA.
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1 Introduction

Readability of a document is the degree of difficulty to understand the document.

Readability assessment (RA) is to assign a (continuous) score or a (discrete) grade to

the document to represent the degree of difficulty to read it. Such a readability score is

useful for a variety of populations, for example, for language learners.

Early works about readability assessment introduced various formulas such that

proposed by Flesch (1979). These formulas had only two or three variables and worked

poorly (Feng et al., 2010). More advanced methods used machine learning models, such

as SVMs and neural networks (Schwarm and Ostendorf, 2005; Vajjala and Meurers,

2012) with a variety of linguistic features. Since the advent of deep neural networks

and the thriving of neural pre-trained language models, automatic extraction of neural

features arose as a competitive method. Recently, pre-trained Transformer language

models were reported to largely beat the handcrafted features (Lee et al., 2021).

Transformer is a multi-layer neural network architecture that is constructed with

many stacked Transformer layers. This architecture was initially proposed for machine

translation (Vaswani et al., 2017), but was soon found to be very effective as a general-

purpose text encoder (Radford et al., 2018). Compared with previously prevalent neural

architectures, such as LSTM (Hochreiter and Schmidhuber, 1997) and CNN (LeCun

et al., 1989), a Transformer model processes text sequences very fast. As a result, it is

much cheaper to pre-train a many-layer Transformer model on a large corpus.

Existing Pre-trained models, such as BERT (Devlin et al., 2018) and GPT (Radford

et al., 2019) contain information that are learned from huge amounts of data. Thus,

they can be adapted to other natural language tasks while only a small annotated

dataset is required.

Several previous works (Deutsch et al., 2020; Lee et al., 2021; Martinc et al., 2021)

applied pre-trained Transformers for RA. A common problem of these previous works,

however, lies primarily in the ignorance of the “pipeline” effect of pre-trained Trans-

former models (Tenney et al., 2019). The pipeline effect refers to the observation that

lexical, syntactic, and semantic features are best encoded with different layers of a

Transformer model. In the previous works, only the outputs of the last Transformer

layer was considered. This effect was significant for Transformer models, as they often

have 12 - 24 layers, much more than the previous neural language models such as a

multi-layer LSTM.

In this thesis, we investigate three research questions. First is whether the pipeline

effect correlates with the performance of a Transformer-based RA system. A significant

correlation is the premise of this thesis and must be confirmed with experiments.

To examine the pipeline effect, three datasets are used in this thesis: WeeBit, On-

eStopEnglish, and CommonLit. The WeeBit (Vajjala and Meurers, 2012) and the On-

eStopEnglish (Vajjala and Lučić, 2018) are two classification tasks that were frequently

used in previous RA studies. The CommonLit is a new dataset released recently
1

and is the only one we found for regression. The three datasets were constructed in

completely different ways, and are thus largely different in nature. By comparing the

results between the datasets, we carried out the analysis of the pipeline effect.

1
https://www.kaggle.com/c/commonlitreadabilityprize
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The second research question is how much improvement the pipeline effect would

bring to RA. To that end, we tested several methods to utilize the neural features

acquired with different Transformer layers.

The third question is whether neural syntax-tree features could improve the per-

formance of the Transformer-based RA system. Despite syntactic features are best

encoded by several Transformer layers as is suggested by the pipeline effect, these

features are still mixed up with other linguistic features (lexical and semantic). In con-

trast, the syntax-tree features provide only syntactic information, and the examination

of such syntax-tree features could facilitate better understanding of the RA system.

On the other hand, this is the first work in RA that uses neural networks to encode

syntax-tree features to the best of the author’s knowledge.

This thesis is structured as follows: Chapter 2 presents a survey of related works

and the background of involved methods. Chapter 3 details the Transformer-based

RA system. The different ways to manipulate the Transformer layers for RA are

detailed in Chapter 4. In Chapter 5, the SyntaxGNN module and the syntax-augmented

Transformer for RA are presented. Chapter 6 provides the experimental results and

the analysis. Chapter 7 concludes.
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2 Background

2.1 Readability

The first study of readability assessment dates back to 1920s (Lively and Pressey, 1923).

During the following decades, researchers made efforts to design simple criteria (or

“formulas”) for quantify readability. In English, sentence length andword difficultywere

found to be simple-yet-strong tools. For example, the Gunning FOG index (Gunning

et al., 1952) counts average sentence length and the percentage of difficult words that

consist of more than three syllables. The index is computed as follows:

reading level = 0.4 ×
[

words

sentences

+ 100 ×
(
complex words

𝑤𝑜𝑟𝑑𝑠

)]
. (2.1)

Another well-known work is the Flesch-Kincaid Grad Level formula (Flesch, 1979),

which also used average sentence length and the number of syllables in the words, as

follows:

reading ease = 206.835 − 1.015 ×
(

words

sentences

− 84.6 ×
(
syllables

words

))
. (2.2)

Zakaluk and Samuels (1988) criticized that such kind of formulas are atheoretical,

and argued that the readability of a document could vary for different readers. It was

also warned that such formulae could be over-simplifying the task so that it misleads

in producing readable writing, because more variables must be considered (Zakaluk

and Samuels, 1988).

Since the era of the “formulas”, many computational techniques have been developed.

Recently, it has been common to apply machine learning methods to assign readability

scores (or grades). Typical methods occurring in the literature include Support Vector
Machines (Cortes and Vapnik, 1995) or neural networks (LeCun et al., 2015). In this

thesis, we used a baseline method, XGBoost (Chen and Guestrin, 2016), for readability

prediction, which is introduced in Section 3.5.2. XGBoost is a strong machine learning

method that was frequently used in data competitions, and was also used in Lee et al.

(2021).

2.2 Linguistic Features for RA

Various kinds of features are involved in readability assessment, making the task

indeed very complex.

Crossley et al. (2017) categorized the features into the degree of lexical and syntactic

sophistication, discourse cohesion, and background knowledge. For example, it is

natural that using rare words would decrease the readability. Readability would also

decrease if the document becomes too long or has many nested clauses.

This section provides a brief introduction to the features that were studied in the

previous literature.
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2.2.1 Early Works

In addition to the “formulas” mentioned in Section 2.1, early works also studied

linguistic features at the sentence level (Zakaluk and Samuels, 1988).

Cohesion (Halliday and Hasan, 1976) and content structure (Dawes, 1966) are two
important classes of features that were considered for RA.

Cohesion concerns “how well a paragraph or a passage hangs together” (Zakaluk

and Samuels, 1988). A cohesive text is easier to read since it “do not jump from idea to

idea too quickly” (Zakaluk and Samuels, 1988). Cohesion was studied and measured by

using notions of “links”, which were either between words in a sentence or between

sentences in a paragraph.

Content structure is related to the semantic meaning of text. Among the early studies

in content structure, story grammar (Bower, 1976; Rumelhart, 1975; Thorndyke, 1977)

was one that was applied to measuring readability. The story grammar represents

a text (a story) with a tree diagram, so that stories can be compared to give relative

readability evaluation.

One major problem of the early works lies in the difficulty of quantitative evaluation

of readability automatically. For example, researchers had to manually locate the

“links” between words for cohesion evaluation or construct the story grammatical tree.

Large-scale experiments and benchmarking were thus very expensive. This difficulty

made most of the early works remain theoretical.

2.2.2 Handcrafted Features

The thriving of computational linguistics enabled large-scale automatic feature extrac-

tion, and made many advanced linguistic features practical in for RA purpose. Due

to the emergence of various tools for automatic text processing, such as automatic

parsers and large-scale corpora, a remarkable increase is observed in terms of the

degree of feature complexity.

Feng et al. (2010) examined more than 176 features for RA that are categorized into

five classes. Discourse features concern the coherence of the text: they quantify the

relation between words and entities, such as lexical chains, coreference, and entity

density. Language modeling features were represented by the perplexities measured

with 𝑛-gram language models (𝑛 = 1, 2, · · · , 5), applied to not only the original text

but also the transformed POS sequence. Parsed syntactic features were derived from

parsed trees, such as parse tree height and number of subordinate clauses (SBAR)

and noun phrases. POS-based features were simple statistics computed for each POS

class, such as percentage of adjectives per document. Shallow features were traditional

features that were frequently used to construct the formulas, such as those in Formula

(2.1) and (2.2).

Lexico-Semantic (Collins-Thompson, 2014) features are another class that were fre-

quently investigated in the readability-assessment-related literature. Previous methods

that utilized lexical information for RA can be divided into two kinds. The first kind is

not vocabulary-specified, including the commonly used Type-Token Ratios (TTR) that

is defined as the ratio between the count of unique words and the document length.

Methods of the second kind, on the contrary, always hold a vocabulary and take

the difference between words into account. Ryder and Slater (1988) showed that word

frequency in a corpus is predictive to word difficulty, and is thus predictive to text

readability. Chen and Meurers (2018) conducted a quantitative study on the usage

of word frequencies in a large corpus for measuring word difficulty, and applied the

difficulty scores to RA. Chen and Meurers (2018) claimed that “a single measure of
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word frequency was capable of achieving an estimation accuracy that is comparable to

other experiments using a combination of number of semantic and syntactic measures”.

On the WeeBit dataset with handcrafted features only, the highest accuracy was

achieved by Xia et al. (2016) at 80.3 with a SVM classifier.

2.2.3 Neural Features

Neural computing is an emerging direction for RA, like for other applications in NLP.

However, as the handcrafted features were very competitive (Filighera et al., 2019) in

RA, the progress in extracting and applying neural features is still limited, and related

works are yet scarce.

Deutsch et al. (2020) tested outputs of various neural language models as features

for RA. On the WeeBit dataset, the Transformer-based pretrained model achieved a

weighted F1 score at 83.87, higher than the work by Xia et al. (2016) with handcrafted

features only. Transformer-based features also showed higher accuracy than the other

neural models, including LSTM (Hochreiter and Schmidhuber, 1997) at 75.07 and CNN

(LeCun et al., 1989) at 78.59.

Martinc et al. (2021) pointed out that Transformer outputs are good features on non-

parallel RA datasets (e.g., the WeeBit) in which documents with different readability

levels are semantically different by large. However, the advantage of being able to

utilize deep semantic information might disappear on a parallel dataset (e.g., Newsela)

that contains semantically similar articles across different readability levels.

Lee et al. (2021) improved the RA system of Martinc et al. (2021) by incorporating

both handcrafted features and outputs of pre-trained Transformer neural networks.

This work is the state-of-the-art work on three datasets (WeeBit, OneStepEnglish, and

Cambridge) with respect to classification accuracy. For example, the accuracy on the

WeeBit was improved from 80.3 with handcrafted features and an SVM classifier (Xia

et al., 2016) to 90.5.

However, it remains a question why and how the Transformer outputs facilitate

readability assessment. While Martinc et al. (2021) claimed that (outputs of the last

layer of) Transformers tend to rely more on semantic than structural differences, they

did not test outputs of earlier Transformer layers. Similarly, the work by Lee et al.

(2021) also limited the examination to the last-layer outputs of Transformers. All the

previous works ignored the fact the different layers of a deep neural network language

model extract different kinds of information (Peters et al., 2018; Tenney et al., 2019).

2.2.4 Neural Parse-Tree Features

As mentioned above, analyzing syntax trees are common ways for readability as-

sessment. State-of-the-art syntax parsers (Mrini et al., 2019) have achieved a Labeled
Attachment Score above 96% on the Penn Treebank corpus (Marcinkiewicz, 1994) for

dependency parsing, which has been very close to human level, if not better.

However, the investigation of how to utilize the parsed trees for RA is insufficient.

Previously, only simple metrics of syntax trees were studied, such as parse tree height

and the number of terminal nodes (Feng et al., 2010). However, such metrics are rather

adhoc and lack in expressiveness.

New advances in graph neural networks (GNN) have provided a new way to better

represent the information in the syntactic structure of a text (Ji et al., 2019; Zhou

et al., 2020). Sachan et al. (2021) proposed a model to augment the attention module in

Transformer with syntax-tree information, and examined the model in several tasks,

including named entity recognition (NER) and semantic role labeling (SRL).

8



To the best of my knowledge, no previous works have considered such neural

parse-tree features for RA.

Dependency trees contain information at multiple aspects. First, the complexity of

a syntax tree, according to some metric could be useful for readability assessment.

For example, as mentioned in Section 2.2.2, Feng et al. (2010) considered the tree

height. Second, a syntax tree of a text captures the affinity between the words in the

text. In contrast, the affinity between words are estimated through the self-attention

mechanism in a standard transformer-based language model, which is done implicitly

and is likely to be inaccurate. Sachan et al. (2021) proposed to strengthen the self-

attention module by integrating the syntax tree that are acquired with off-the-shelf

parsing tools. In this thesis, we focus on the second aspect and examine whether the

word affinity information contained in syntax trees could be applied for readability

assessment.

2.3 Neural Language Models

The Transformer model (Vaswani et al., 2017) is the state-of-the-art neural language
model (NLM).

A neural language model (Bengio et al., 2000) is a probabilistic model that gives the

context-based probability for every word in a text, via neural networks. Unlike previous

statistical language models (SLM) such as 𝑛-gram models, a NLM usually represents

words as dense vectors, i.e. embeddings. With a NLM, a document is represented by a

sequence of dense vectors, which are thus processed by mathematical operators for

vectors.

Word embeddings are language models that considers the context of only one word.

An important method to acquire word embeddings is skip-gramMikolov et al. (2013)

(which is also calledWord2Vec), which was inspired by the work of Turian et al. (2010).

In Word2Vec, the word embeddings are acquired as optimized parameters using an

unsupervised language modeling objective: the conditional co-occurring probability

of words that often co-occur in the corpus is maximized. After that, Pennington et al.

(2014) proposed the GloVe word embedding that uses another objective function that

considers global word frequency information in addition. Bojanowski et al. (2017)

further introduced subword information to word embedding acquisition.

To incorporate more complex context, such as a whole sentence, neural models

are required to process sequential inputs. The simplest way to process sequential

inputs is to average the word vectors. One representative method is the smooth inverse
frequency (SIF) (Arora et al., 2017). However, averaging all word vectors discard the

information of word order. For example, two sentences, “Tom is chasing Jerry" and

“Jerry is chasing Tom", have the different meaning, but are viewed the same by the

averaging method. More advanced methods are via recurrent neural networks (RNN)
(Elman, 1990) with gated recurrent unit (GRU) (Cho et al., 2014) or long short-term
memory (LSTM) (Hochreiter and Schmidhuber, 1997), which process the word vector

sequence autoregressively. Convolutional neural networks (CNN) (LeCun et al., 1998)

are also competitive alternatives, which applies convolution and pooling operators

to the sequence. Successful applications have been built for many tasks in natural

language processing, such as document classification (Zhou et al., 2015), machine

translation (Wu et al., 2016), and part-of-speech tagging (Huang et al., 2015).

Attention mechanism is another important technique introduced to neural language

modeling. Attention refers to the weights assigned to context word in the weighted

average of word vectors. Effective weighting of context words enables better infor-

mation extraction from the context. The technique was proposed by Bahdanau et al.

9



Figure 2.1: Structure of a Transformer model for machine translation, reproduced from

Vaswani et al. (2017). In this thesis, only the left-hand-side part (the encoder) was

used to encode texts.

(2014) for machine learning that was modeled as an autoregressive word generation

process; in generating a word in the target language, the attention mechanism aids

location of related words in the sentence in the source language.

The Transformer model (Vaswani et al., 2017) has its basis on the attention mecha-

nism. A Transformer processes sequential inputs in the way of (largely) ignoring word

order; nevertheless, this greatly enabled parallelized processing of sequences. The

great advantage of Transformer in computation efficiency on acceleration devices (e.g.,

GPUs) enabled training of neural language models that are much larger in scale. The

architecture of Transformer for machine translation is shown by Figure 2.1, composed

of an encoder (left) for information extraction and a decoder (right) for text generation.

In addition to the development of model architecture, the advantage of pretraining

language models was also observed. Pretraining is to acquire neural network param-

eters on some unsupervised tasks. Different methods of unsupervised pretraining

enables different characteristics of the acquired model. Among the various pre-trained

models, two iconic are BERT (Devlin et al., 2018) and GPT (Radford et al., 2018). BERT

considers context words to both left and right sides, whereas GPT only considers

words to the right; therefore, BERT is a bidirectional language model and GPT is

unidirectional. State-of-the-art models are all based on the Transformer model, such as

the T5 (Raffel et al., 2020), the XLNet(Yang et al., 2019), the GPT3 (Brown et al., 2020),

and the Switch (Fedus et al., 2021).

2.4 Properties of Different Neural Layers

Much effort have been made to understand deep neural networks. In the context of

neural language modeling, the work by Peters et al. (2018) is one of the earliest. In
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Figure 2.2: Left: the distribution of layer-wise importance weights that are automatically

learned from data on different tasks. Reproduced from Tenney et al., 2019.

Right: results of the BERT-large model (Devlin et al., 2018) on different tasks

when the outputs of the different layers are used. Reproduced from Tenney et al.,

2019. The values of the dark and light blue bars are computed using layer-wise

importance weights that were shown in Figure 2.2, indicating which layer is more

meaningful for a certain task.

that work, the authors revealed that the multi-layer architecture of a deep neural

language model process different kinds of linguistic features at different level of the

neural network. For example, in a two-layer LSTM, the tasks of coreference resolution
and the SQuAD were found to rely more on the output of the earlier layer, compared

with other tasks including semantical role labeling (SRL) and natural language inference
(NLI).

Another work by Tenney et al., 2019 analyzed the output of different neural network

layers in a more detailed manner. In that work, a clear discrepancy was reported

between various linguistic tasks in their utilization of different Transformer layers,

as shown in Figure 2.2 and 2.2. In Figure 2.2, it is shown by the light blue bars that

the Part-of-Speech (POS) task, with value 3.39, and the constituent parsing (Consts.),

with value 3.79, relied more on the earlier layers, compared with the Relation task that

concerns more semantic information, with value 9.40. The authors argued that “BERT

rediscovered the classical NLP pipeline” from simpler syntactic features at earlier

layers to deeper semantic features at later layers.

Jawahar et al. (2019) further investigated this topic by visualization and probing

tasks. Figure 2.3 shows three findings of that work (Jawahar et al., 2019). The top part

is a two-dimensional T-SNE visualization of phrases, generated by different layers of

BERT. Early layers (#1 and #2) showed good separability between different phrase

types, whereas later layers (#11 and #12) do not show this property. The syntactic tree

in middle part of Figure 2.3 is induced from the 2-th layer of BERT. In the bottom part

of Figure 2.3, three syntactic tasks, TreeDepth, TopConst, and BShift are best handled

by the 6th, 7th, and 9th layers of BERT, whereas the semantic task SOMO (semantic

odd-man-out) is best processed by the last layer of BERT.

Both Tenney et al. (2019) and Jawahar et al. (2019) provided evidence of the “pipeline

11



Figure 2.3: Properties of BERT, reproduced from Jawahar et al. (2019).

Upper: T-SNE visualization of span embeddings computed from different layers of

BERT. Mid: Dependency parse tree induced from the second layer of the 12-layer

BERT. Bottom Performance of different BERT layers in various probing tasks,

which are related to surface, syntactic, or semantic features.
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structure” of BERT: early layers of BERT are capable of processing syntactic features,

whereas later layers are biased to semantic features.
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3 Readability Assessement with Transformer

Neural Networks

This chapter first formulates the readability assessment task by explaining the datasets

and the metrics. Next, I propose the Transformer-based RA system and detail the

settings for the models and experiments. Then, baseline RA models are introduced.

Evaluation results will be presented in Chapter 6.

3.1 Datasets

The task of readability assessment is often treated as a machine learning task. Depend-

ing on the dataset, the task is formulated as either a classification or a regression. In

this thesis, we considered three datasets: WeeBit, OneStopEnglish, and CommonLit.

WeeBit (Vajjala and Meurers, 2012) and OneStopEnglish (Vajjala and Lučić, 2018)

are classification datasets, with five and three classes, respectively.

The OneStopEnglish dataset was compiled from an English language learning

resources website. It was constructed with 189 sentences. Each of the sentences was

rewritten manually into two simpler versions. Thus, a dataset of three difficulty classes,

Elementary, Intermediate, and Advanced, was constructed. Thus, the OneStopEnglish is

a parallel dataset: the semantic difference between the three classes was insignificant,

because the rewriting process was solely syntax simplification and substitution with

simpler words.

In contrast, the WeeBit is a non-parallel dataset (Martinc et al., 2021). The WeeBit

dataset comprises 6,388 English articles that are categorized into five grade levels

covering ages 7-16 years. The three lower levels were extracted from theWeeklyReader

newspaper,
1
and the two higher levels were from the BBC-Bitesize corpus.

2
Therefore,

it is expected that the BBC documents are not only syntactically or lexically more

difficult, but are also more complex in semantic meanings. This was already observed

by Martinc et al. (2021) and was mentioned in Section 2.2.3. Martinc et al. (2021)

also observed a performance degradation when a readability system acquired with

the WeeBit was applied to the OneStopEnglish, as the semantic features become less

effective for the OneStopEnglish that is a parallel dataset.

Because the original WeeBit is largely class-imbalanced, I followed the convention

in previous works (Lee et al., 2021) to downsample the WeeBit, and the generated

dataset is summarized in Table 3.1 by the first row.

The third is the CommonLit Readability dataset,
3
which is a regression dataset

comprising excerpts from literature of several time periods. It consists of 2,834 docu-

ments for grade 3-12 classroom. The average document length is 173.0 words with a

standard deviation of 17.0 words. Each document is rated by multiple annotators and

the mean score of readability is provided as the gold standard. The readability scores

have a mean of -0.959 and a standard deviation of 1.034.

1
http://www.weeklyreader.com

2
http://www.bbc.co.uk/bitesize

3
https://www.kaggle.com/c/commonlitreadabilityprize
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Table 3.1: Basic information of three readability Datasets. The third column is the average

number of words per document, with the standard deviation in the parenthesis.

Dataset # documents # words: ave. (std.) Type # classes

WeeBit (downsampled) 625×5 245.1 (190.9) Classification 5

OneStopEnglish 189×3 679.1 (176.0) Classification 3

CommonLit 2,834 173.0 (17.0) Regression -

3.2 Method

3.2.1 Pre-trained Transformer Neural Network

A Transformer model (Vaswani et al., 2017) for text processing is typically a multi-layer

architecture having several Transformer layers, stacked on a word embedding layer that

converts words into vectors. In a Transformer layer, word vectors interact, producing

new word vectors that contain contextual information, which are called contextualized
word vectors.
Formally, let 𝑣

(0)
𝑖

∈ R𝐷 , 𝑖 = 1, · · · , 𝑁 denote the 𝐷-dimensional vector outputs

of the word embedding layer (i.e., non-contextualized word vectors) for a word se-

quence 𝑤1, · · · ,𝑤𝑁 . Then, a Transformer model with 𝐿 layers processes the vector

sequence iteratively, in 𝐿 times, and outputs the contextualized word vector sequence

[𝑣 (𝐿)
1
, · · · , 𝑣 (𝐿)

𝑁
. For layer 𝑙 , the procedure is as follows:

[𝑣 (𝑙)
1
, · · · , 𝑣 (𝑙)

𝑁
] = TransformerLayer( [𝑣 (𝑙−1)

1
, · · · , 𝑣 (𝑙−1)

𝑁
];𝜙𝑙 ), (3.1)

where 𝜙𝑙 is the parameters in the 𝑙-th Transformer layer; 𝜙 = [𝜙1, · · · , 𝜙𝐿] ∪ 𝜙0 is
the whole set of parameters of the Transformer model, where 𝜙0 is for the word

embedding layer. The output of the Transformer model is thus that of the 𝐿-th layer,

i.e. [𝑣𝐿
1
, · · · , 𝑣 (𝑙)

𝑁
].

A common way to use a Transformer for a specific NLP task is two-step. First, the

Transformer is pre-trained on a large general-purpose corpus, such as a Wikipedia

dump. The pre-training is often done in an unsupervised way. Next, the Transformer

is fine-tuned with the dataset for the specific task. This two-step method can greatly

alleviate the problem of data sparsity, because the dataset for the specific task is often

manually annotated and thus very limited in size.

Large pre-trained Transformer language models have shown greatly better per-

formance than the methods without pre-training. In this thesis, we consider two

pre-trained Transformer models: BERT (Devlin et al., 2018) and GPT2 (Radford et al.,

2019). The major difference between them lies in the unsupervised tasks they used in

pre-training. GPT2 is an autoregressive model, and it is pre-trained with the autore-

gressive neural language modeling (NLM) objective (Bengio et al., 2000), where GPT2

is always asked to predict the right-hand-side token. In contrast, BERT is acquired with

a bidirectional language modeling task: some tokens at random places (not necessarily

on the right-hand side) are masked out, and BERT is asked to predict these masked

tokens.

We choose to focus on BERT and GPT2 because they are the most representative

models of bidirectional and autoregressive language models, respectively. Some recent

works (Lee et al., 2021) also investigated variants of BERT, such as RoBERTa (Liu

et al., 2019) and BART (Lewis et al., 2020). However, the choice between BERT and its

variants does not make significant difference here, because the aim of this thesis is to

investigate neural linguistic features for RA, rather than to achieve the state-of-the-art

accuracy. Using the variants RoBERTa and BART should produce similar conclusions

to this thesis.
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Figure 3.1: Pooling of outputs for every Transformer layer.

3.2.2 Utilizing Transformer for Readability Assessment

Transformer language models (e.g., BERT) outputs vector sequences, rather than

discrete labels or scalar-valued readability scores. A common way to adapt the model

for downstream tasks is to use an additional “head” neural network, and fine-tune the

“head” together with the Transformer model (Devlin et al., 2018).

In this thesis, the procedure is done in two steps. First, we use a pooler to summarize

the vector sequence with a single vector, as shown in Figure 3.1 and formulated as

follows:

𝑣 = Pooler( [𝑣 (𝑙)
1
, · · · , 𝑣 (𝑙)

𝑁
]), (3.2)

where 𝑙 ∈ {0, · · · , 𝐿} is not necessarily 𝐿. In other words, it is not necessary to use the

output of the last Transformer layer, 𝑣𝐿 . The use of outputs from different layers will

be a main focus of Chapter 4. Two kinds of poolers are tested, which either takes an

average of the vectors or uses the maximum in every dimension; neither introduces

additional parameters.

Next, amulti-layer perceptron (MLP) is used to process the pooled vector 𝑣 . However,

the structure of theMLP differs when theMLP is used for classification or for regression.

For classification, the MLP: R𝐷 → (0, 1)𝐾 generates a 𝐾-dimensional vector 𝑢,

and each dimension of the vector is the probability that the document falls into the

corresponding difficulty level. The predicted label 𝑦 is thus the dimension index with

the largest value:

𝑦 = argmax

𝑘

𝑢𝑘 , (3.3)

u = [𝑢1, · · · , 𝑢𝐾 ]T = MLP(𝑣 ;\ ), (3.4)

where \ denotes the parameters in the MLP.

For regression, the MLP: R𝐷 → R generates a scalar, which is regarded as the

predicted readability score:

𝑦 = MLP(𝑣 ;\ ) . (3.5)

The parameters of the MLP, \ , is randomly initialized, and must be optimized for the

readability assessment task. The process is called fine-tuning in this thesis. Although

it is sometimes better to optimize both 𝜙 (the parameters for the Transformer) and \
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on the task, we empirically found that freezing 𝜙 brought higher accuracy and PCC

on the datasets. This could be due to the small sizes of the readability datasets, which

unstabilized BERT in the fine-tuning process. Therefore, we decide to keep 𝜙 frozen in

the fine-tuning process.

As for loss function, we use the conventional the negative log-likelihood (NLL)

for classification and the mean squared error (MSE) loss for regression. Given the

probability vector u ∈ (0, 1)𝐾 defined in Formula (3.4), that is the output of the MLP

neural network, the NLL is defined as follows:

NLL = − 1

𝑁

𝑁∑︁
𝑖=1

log𝑢𝑦𝑖 . (3.6)

On the other hand, for regression, MSE is defined as follows:

MSE =
1

𝑁

𝑁∑︁
𝑖=1

(𝑦𝑖 − 𝑦𝑖)2, (3.7)

where𝑦𝑖 is given by Formula (3.5). A minimization of the MSE loss would automatically

enable optimization of \ . Since a smaller MSE loss means better precision of readability

assessment, the PCC also improves in the fine-tuning process.

3.3 Evaluation Metrics

In evaluating a readability assessment system, we use the conventional metrics. On

WeeBit and OneStopEnglish, we use classification accuracy (ACC) and weighted F1

score (F1). In a dataset with 𝑁 samples of 𝐾 different difficulty levels, the 𝑖-th sample

is represented by a pair (𝑡𝑖 , 𝑦𝑖), where 𝑡𝑖 is the text and 𝑦𝑖 ∈ {1, · · · , 𝐾} is the class
label. Let 𝑦𝑖 ∈ {1, · · · , 𝐾} denote the predicted label. Then, the accuracy is defined as

follows:

ACC =

𝑁∑︁
𝑖=1

#{𝑦 = 𝑦}
𝑁

× 100%, (3.8)

where # is the set size. The weighted F1 score is defined as an average of per-class F1

scores, with weights equal to the respective sample sizes in the classes, computed as

follows:

F1 =

𝐾∑︁
𝑘=1

𝜔𝑘F1(𝑘), (3.9)

where 𝜔𝑘 = #{𝑦𝑖 = 𝑘}/𝑁 and

F1(𝑘) = 2

1/ #{�̂�𝑖=𝑘,𝑦𝑖=𝑘 }
#{�̂�𝑖=𝑘 } + 1/ #{�̂�𝑖=𝑘,𝑦𝑖=𝑘 }

#{𝑦𝑖=𝑘 }

× 100%. (3.10)

On the CommonLit Readability dataset, we adopted the Pearson’s Correlation

Coefficient (PCC) for evaluating RA systems, a common metric used in previous works,

such as Xia et al. (2016). Let𝑦 denote the gold-standard readability score of a document,

and 𝑦 denote the prediction of the RA system. PCC is computed as follows:

PCC =

∑𝑁
𝑖=1(𝑦𝑖 − E[𝑦]) (𝑦𝑖 − E[𝑦])

𝑉 [𝑦]0.5𝑉 [𝑦]0.5 × 100%, (3.11)

where E[𝑦] and E[𝑦] are the empirical mean values and 𝑉 [𝑦] and 𝑉 [𝑦] are the empir-

ical variances, of the gold-standard and the predicted readability scores, respectively.

Higher ACC and F1 scores or a higher PCC value indicates a better RA system.
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3.4 Experimental Settings

3.4.1 Cross Validation

The dataset was small, containing only 2,834 documents and was not splitted into

train/dev/test set. To fully utilize the dataset and prevent the problem of model overfit-

ting from effecting evaluation, we applied a five-fold cross validation scheme.

In the five-fold cross validation, the 2,834 documents were split into five groups, each

with about 567 documents. Experiments were conducted five times, using four groups

for training and the left one for testing. The average ACC and F1 (for classification) or

PCC (for regression) on the five test sets is reported.

Early stop was also applied to decide the best parameters and prevents overfitting.

In each of the two groups, a small portion (20%) of the training set was left aside, called

the development set. Fine-tuning is stopped after the NLL loss (for classification) or

the MSE loss (for regression) on the development set stops improving.

3.4.2 Pre-trained Transformer Models

The tested pre-trained models are the base version of BERT pretrained on uncased

corpora (i.e., BERT-base-uncased4) and the base version of GPT2
5
. We used the trans-

formers Python package that is published by huggingface.co to download the pre-trained
models and conduct the experiments. Both BERT and GPT2 have 12 Transformer layers.

The dimensionality for 𝑣 (see Formula (3.2)), denoted as 𝑑 , is 768 for BERT and 1024

for GPT2.

3.4.3 Settings

In this chapter, 𝑙 in Formula (3.2) is set to 𝐿, the number of Transformer layers. In other

words, the output of the Transformer’s last layer is used. A detailed investigation of

the choice of 𝑙 is presented in the next Chapter.

A two-layer MLP was used to utilize the output of a Transformer neural network and

predict the readability grade (onWeeBit and OneStopEnglish) or score (on CommonLit).

The MLP has 16 hidden units. On CommonLit, the output layer of the MLP has one

unit, so that it outputs a scalar that is directly viewed as the predicted readability score.

On WeeBit and OneStopEnglish, the number of output units equals the number of

readability grades (i.e., the number of classes 𝐾 ). Two techniques, batch normalization
(BN) (Ioffe and Szegedy, 2015) and dropout (Srivastava et al., 2014), were used to

enhance the MLP’s performance. The two-layer MLP with BN and dropout is written

as follows:

MLP(𝑣) =𝑊2 · (dropout(𝜎 (𝑊1 · BN(𝑣) + 𝑏1))) + 𝑏2, (3.12)

where𝑊1 ∈ R16×𝑑 , 𝑏1 ∈ R16,𝑊2 ∈ R𝐾×16, 𝑏2 ∈ R𝐾 are parameters of the MLP neural

network, 𝜎 (𝑥) = 1/(1 + 𝑒−𝑥 ) is the sigmoid function. BN and the dropout operation

do not require additional parameters. The dropout rate was set to 0.5 as it produced

the best results in my preliminary experiments.

For parameter, optimization, we adopted the AdamW optimizer (Loshchilov and

Hutter, 2019) together with a OneCycle learning rate scheduler (Smith and Topin,

2019). The max learning rate was set to 0.001, which is the result of hyperparameter

searching.

4
https://huggingface.co/bert-base-uncased

5
https://huggingface.co/gpt2
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Two popular poolers, the average pooler and the max pooler (Boureau et al., 2010),

were tested for Formula (3.2). In this article, however, I only report the results of the

average pooler because it showed consistently better results than the other.

3.5 Baseline

Baseline models with a variety of linguistic features were tested.

3.5.1 Features

We considered four feature sets: 𝑛-gram frequency-based features, traditional formula-

based features, state-of-the-art handcrafted features, and neural language modeling

features.

𝑛-gram frequency-based features are counts of specific words (1-gram) and phrases

(𝑛-gram). The use of 𝑛-gram frequency is very common in machine learning practice:

it is easy, requiring no manual feature engineering; it is computationally efficient,

requiring no GPU accelerator. Thus, we consider it as a baseline.

In this thesis, for each dataset, we considered the 50,000 most frequent 𝑛-grams

(𝑛 = 1, · · · , 5), as a vocabulary of 50,000 is already large in practice, considering that

BERT has a vocabulary with around 30,000 words). Then, the frequencies are converted

into the term frequency-inverse document-frequency (TF-IDF) vector (Salton and McGill,

1983), as it is reported that TF-IDF vectors better represent the document than raw

frequency vectors (Jing et al., 2002). In document 𝑗 , the TF-IDF score of word 𝑖 is

computed by the following formula:

TF-IDF𝑖 𝑗 = TF𝑖 𝑗 × IDF𝑖 ,

TF𝑖 𝑗 = log(𝑐𝑖 𝑗/
∑︁
𝑖

𝑐𝑖 𝑗 ),

IDF𝑖 = 1/
∑︁
𝑗

1{𝑐𝑖 𝑗 ≥ 1},

where 𝑐𝑖 𝑗 is the frequency of word 𝑖 occurring in document 𝑗 ; 1(·) equals one if the
condition in the parenthesis is satisfied, and zero otherwise.

Via the TF-IDF, a document 𝑗 is represented as a 50,000-d vector (TF-IDF1, 𝑗 , · · · ,
TF-IDF50000, 𝑗 ). An example is shown by Table 3.2. The feature vector is highly sparse,

as most words do not occur in a document and many dimensions are thus zero.

Traditional formula-based features are readability scores that are computed accord-

ing to readability formulas. Six formulas are considered, following Lee et al. (2021):

the Flesch-Kincaid Grade Level (Flesch, 1979), the Gunning-Fog index (Gunning et

al., 1952), the SMOG formula (Mc Laughlin, 1969), the Automated readability index

(Senter and Smith, 1967), the Coleman-Liau index (Coleman and Liau, 1975), and the

Lensear index (O’hayre, 1966). Each formula gives a readability score, and a higher

score indicates a more difficult text. We additionally considered two ways to combine

the six formulas: by averaging and by concatenation, as shown by the two bottom

rows in the first block of Table 3.3.

State-of-the-art handcrafted features are the 255 features used by Lee et al. (2021),

This feature set is an extension of those in Feng et al. (2010).
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Table 3.2: Examples of document vectorization for XGBoost.

(a) Word frequency matrix constructed as follows. Firstly, a vocabulary is built up

with the most frequent words and 𝑛-grams. Next, for each word or 𝑛-gram, the

number of occurrence in each sentence is counted. Thus, the frequency matrix is

acquired. For example, the document “one two two” can be represented by the

second row of the frequency matrix in (a) when the vocabulary is [“one”, ‘two”,

“three”, “two-two”, “one-two”, “two-three”], where “two-two”, “one-two”, and “two-

three” are 2-grams.

(b) The TF-IDF scores derived from (a). The document “one two two” is thus

represented by the vector [1/6, 1/3, 0, 1/2].
(a) Raw frequency

document one two three two-two one-two two-three

one two three 1 1 1 0 1 1

one two two 1 2 0 1 1 0

(b) TF-IDF scores

document one two three two-two one-two two-three

one two three 1/6 1/6 1/3 0 1/4 1/2

one two two 1/6 1/3 0 1/2 1/4 0

Neural language modeling features are outputs of a neural language model. In this

thesis, two models BERT and GPT2 are considered, as mentioned in Section 3.4.2.

Settings are already presented in Section 3.4.

3.5.2 Prediction Models

To utilize the features for readability assessment, a classifier or a regression model is

required. An important fact is that the feature sets above differ greatly in dimensionality

and sparsity. For example, the traditional formula-based features are often 1-d (see the

second column of the first block in Table 3.3), whereas the 𝑛-gram frequency-based

features amounts to 50000-d. Therefore, it is inappropriate to use the same prediction

model for all. Therefore, we followed conventional practice to use popular prediction

models for each feature sets. For each of the four feature sets, the choice of prediction

model is presented by the third and fourth columns of Table 3.3 for classification and

regression, respectively.

For traditional formula-based features, it is sufficient to use simple models, as

formula scores were designed to be proportional to the difficulty of the text. Therefore,

I used a linear regression model for the CommonLit dataset and a multi-class logistic

regression model for the classification on the WeeBit and the OneStopEnglish datasets.

For the 𝑛-gram frequencies and the handcrafted features, the XGBoost (Chen and

Guestrin, 2016) is used. A XGBoost ensembles many decision trees. Like the decision

tree method, the XGBoost is also efficient in processing word occurrence features

that are high-dimensional but sparse. As for the handcrafted features, we adopted the

XGBoost as well, because it was the model used in the original work (Lee et al., 2021)

where these handcrafted features were proposed. Note that there are XGBoost regressor

and XGBoost classifier, and we used them for regression (on the CommonLit dataset)

and classification (on the WeeBit and the OneStopEnglish datasets), respectively.

The training process of the model is iterative generation of new decision trees to

reduce the residual error. In this thesis, at most 100 trees are allowed to generate, and

a convergence was observed as the number of trees approached 100.
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Table 3.3: Feature sets and predictors.

Feature Dimensionality Pred. (classify) Pred. (regress)

Traditional formula-based features

Flesch-Kincaid 1 Logistic Linear

Gunning-Fog 1 Logistic Linear

SMOG 1 Logistic Linear

Automated 1 Logistic Linear

Coleman-Liau 1 Logistic Linear

Lensear 1 Logistic Linear

average 1 Logistic Linear

concatenation 6 Logistic Linear

State-of-the-art handcrafted features

all 255 XGBoost XGBoost

𝑛-gram frequency-based features

1-5 gram TF-IDF 50,000 XGBoost XGBoost

Neural language modeling features

GPT2, ave. pooling, last layer 768 MLP MLP

BERT, ave. pooling, last layer 1024 MLP MLP
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4 A Layer-wise Analysis of

Transformer-based Readability

Assessment System

4.1 Introduction

As detailed in Chapter 2, the particularity of readability assessment is the higher

complexity of the task, because various kinds of features are involved in the task.

In this chapter, we present an empirical analysis of the linguistic features exploited

in readability assessment. Features are roughly categorized linguistically as lexical,

syntactic and semantic. The outputs of different layers of the model are tested in the

readability assessment task. Because different layers of a Transformer language model

process different kind of linguistic features, the performance of their outputs suggests

how important the corresponding linguistic feature is for readability assessment.

4.2 Method

Two analysis methods are applied. First is an examination of outputs of a Transformer’s

different layers. A concatenation of all layers’ outputs is also considered. The method

was once used by Peters et al., 2018 to analyze a multi-layer LSTM language model. The

second method is to apply a scalar mixture to the outputs of Transformer layers, as was

proposed by Tenney et al. (2019). The mixture weights reveal the relative importance

of each layer in readability assessment.

4.2.1 Examining Outputs of Single Transformer Layer

As mentioned in Section 3.2.1, the 𝐿 Transformer layers of a Transformer language

model process a vector sequence iteratively.

To use outputs of a specific Transformer layer, we set 𝑙 in Formula (3.2) to a value

among 0, 1, · · · , 12. Letting 𝑙 = 0 means applying no Transformer layers and only

lexical information was incorporated. With 𝑙 being a moderate value around 6 (out of

0 ∼ 12), syntactic information is incorporated, as word vectors are contextualized by

other words in the document. Setting 𝑙 = 𝐿 uses all linguistic information acquired by

the Transformer model.

In addition, one can concatenate the outputs of several layers, by the following

formula:

𝑣 = Pooler

©«

𝑣
(0)
1

𝑣
(1)
1

· · ·
𝑣
(𝐿)
1


,


𝑣
(0)
2

𝑣
(1)
2

· · ·
𝑣
(𝐿)
2


, · · · ,


𝑣
(0)
𝑁

𝑣
(1)
𝑁

· · ·
𝑣
(𝐿)
𝑁


ª®®®®¬

(4.1)

such that lexical, syntactic and semantic information are all incorporated. In doing so,

the input layer of the MLP in Formula (3.4) and (3.5) increases to be consistent with

the concatenated vectorial input.
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4.2.2 Automatic Estimation of Layer Importance Using Scalar Mixture

Figure 4.1: A scalar mixture of outputs of Transformer layers.

The problem of testing per layer, as presented in Section 4.2.1 is that the output of

the latter layers are acquired from processing the output of the earlier layers. Therefore,

it is inevitable that the output of the latter layers contain information that was added

by the earlier layers, and the precision are thus better than that of the earlier layers.

Since my aim is to know what kind of linguistic information is required for readability

assessment, the results of the method in Section 4.2.1 are insufficient.

To handle this problem, we adopted the way of scalar mixture, proposed by Tenney

et al. (2019), to automatically estimate the layer-wise importance from the data.

As shown by Figure 4.1, the scalar mixture method combines the output of all

Transformer layers by weighted addition, and the weights are scalar parameters,

acquired automatically in the fine-tuning process for readability assessment. Formally,

let 𝑣 (𝑙) = Pooler( [𝑣 (𝑙)
1
, 𝑣

(𝑙)
2
, · · · , 𝑣 (𝑙)

𝑁
]) (𝑙 = 0, · · · , 𝐿) be the pooled output of layer 𝑙 of

the Transformer. Then, the weighted addition with respect to weights 𝛽𝑙 (𝑙 = 0, · · · , 𝐿)
is computed as follows:

𝑣 = 𝛾

𝐿∑︁
𝑙=0

𝛽𝑙𝑣
(𝑙) , (4.2)

where 𝛾 is a scalar parameter, the weight 𝛽𝑙 for layer 𝑙 is computed by

𝛽𝑙 =
exp(𝑎𝑙 )∑
𝑙 ′ exp(𝑎𝑙 ′)

, (4.3)

which sum up to one. 𝛾 and 𝛽𝑙 are acquired automatically through parameter optimiza-

tion (see Formula 3.7).

Therefore, a layer that provides more important information would be assigned

a larger weight 𝛽𝑙 after the fine-tuning process. By comparing the weight 𝛽𝑙 for all

layers 𝑙 = 0, 1, · · · , 𝐿, we are able to find out the layers that are more important in the

readability assessment task.

4.3 Experimental settings

The experimental settings were the same as in Section 3.4.
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In this chapter, we only tested the BERT, because it outperformed GPT2, as will be

shown in Table 6.1.
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5 Syntax Tree-Augmented Transformer for

Readability Assessment

The research on syntax-tree representations of a text has a long history. State-of-the-art

readability assessment systems such as Lee et al. (2021) adopted descriptive numbers

of syntax trees, such as the tree height and the number of subordinate clauses. This

work investigates a more sophisticated use of syntax trees via neural networks using

dependency grammar. The nodes of the dependency trees are semantic roles of words

according to the convention of OntoNotes (Pradhan et al., 2007). However, as the

computational method is not bound to a specific grammar, one can apply this method

to other tree representations, such as a constituency-based, which is left to a future

work.

A text is first parsed into the dependency tree with an off-the-shelf parser released

by AllenNLP
1
. The parsing process is detailed in Section 5.1. Next, the acquired depen-

dency trees are processed for readability assessment, as presented in Section 5.2. The

technique basis of the second step is the Graph ATttention network (GAT) (Velickovic
et al., 2018) that is a prominent class of graph neural networks (GNN). In this method,

this processing model is called a SyntaxGNN, as it applies GNN to incorporate syntactic

features.

The originality of this work lies in the application of GNN for readability assessment

by encoding dependency trees. Previous works such as Sachan et al. (2021) used the

GNN for named entity recognition (NER) and semantic role labeling (SRL). This thesis is,
to the best knowledge of the author, the first work which examines the GNN method

for readability assessment.

5.1 Dependency Parsing

An English text is naturally represented as a series of tokens with implicit tree-like

grammar structures. A dependency tree is one such structure that is constructed with

the verbs, subjects, and objects in the sentence, as shown by Figure 5.1. The root node

is the verb of the main clause, and its children are the subject and the object. If a

subordinate clause exists, the child node is the verb of the clause. In the example of

Figure 5.1, the root node “know” is the verb of the main clause, which has a child node

“helps” that is the verb of the subordinate clause.

In addition to the raw words, the acquired nodes are accompanied by its semantic

role. The semantic roles are defined according to the OntoNotes v5.0 convention
2
,

which include 130 different roles.

A document in typical datasets for readability assessment often comprises several

sentences. For example, the documents in the OneStopEnglish dataset have 679.1

words in average. To encode the whole document as one dependency tree, we used a

dummy root node that is connected to the original root nodes of all the sentences.

1
https://allenai.org/allennlp. The pre-trained model parameters are found at https://storage.googleapis.

com/allennlp-public-models/structured-prediction-srl-bert.2020.12.15.tar.gz

2
https://catalog.ldc.upenn.edu/LDC2013T19
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Figure 5.1: The dependency tree of a sentence. The root node is the verb “know”.

The markers beneath the arrows (e.g., “nsubj”) indicate the type of the de-

pendency relationship. The figure is generated with the tool provided at

https://explosion.ai/demos/displacy.

In this thesis, we used off-the-shelf parsers to convert raw texts in the RA datasets

to dependency trees. State-of-the-art English dependency parsers have achieved ac-

curacies over 95% on the Penn Treebank dataset, and over 80% on the Universal

Dependencies dataset (Mrini et al., 2019). The parser we used, which was released by

AllenNLP as mentioned, is also based on the BERT model.

5.2 SyntaxGNN

As mentioned, the SyntaxGNN is used to encode the dependency trees. The processed

result is a vector per tree, and the dimensionality is set to 768, the same as that of the

BERT’s output.

The encoding process is done in two steps. First, each dependency tree is represented

as an adjacency matrix and a dependency matrix. Both matrices are square, with a

column width equal to the number of nodes in the dependency tree (and also the

length of the raw document). The adjacency matrix𝐴 comprises zeros and ones, where

𝐴𝑖 𝑗 = 1 if and only if node 𝑖 and 𝑗 are connected in the tree. For example, Figure 5.2

shows the adjacency matrix of a document with 220 tokens. The light points deviating

from the diagonal indicates leaf nodes of the dependency tree. A sub-matrix with

many leaf nodes thus indicates a sentence with complicated dependency structure and

high reading difficulty, such as the segment around 150-200 in Figure 5.2.

The dependency matrix 𝐷𝑖 𝑗 replaces the “ones” in 𝐴𝑖 𝑗 with their corresponding

semantic role indices. As mentioned, there are 130 different semantic roles in the

OntoNotes v5.0 convention. Therefore, 𝐷𝑖 𝑗 ∈ {0, · · · , 130}, where 𝐷𝑖 𝑗 = 0 means that

node 𝑖 and 𝑗 are not connected, consistent with the adjacency matrix 𝐴.

The second step is to generate a text embedding using the twomatrices that represent

the dependency-tree information. Sachan et al. (2021) proposed a way that uses the

self-attention (Velickovic et al., 2018) operator, which was also used in BERT and other

Transformer-based models. In a multi-layer Transformer, let [𝑣1, · · · , 𝑣𝑁 ] ∈ R𝑑×𝑁
denote the vector-sequence output of a certain layer; then, the output of the next layer

after applying the self-attention operator is computed as follows:

[𝑣 ′
1
, · · · , 𝑣 ′𝑁 ] = softmax(𝑄𝐾

T

√
𝑑

) ·𝑉 , (5.1)

where 𝑑 = 768 for BERT,

𝑄 = Linear𝑄 ( [𝑣1, · · · , 𝑣𝑁 ]T),
𝐾 = Linear𝐾 ( [𝑣1, · · · , 𝑣𝑁 ]T),
𝑉 = Linear𝑉 ( [𝑣1, · · · , 𝑣𝑁 ]T)

26



Figure 5.2: The adjacency matrix of a document in the CommonLit dataset. The document

had 220 tokens, and the matrix thus has 220 columns and 220 rows.

are three transformed vector sequences, i.e. matrices: 𝑄,𝐾,𝑉 ∈ R𝑁×𝑑
.

In Sachan et al. (2021), Formula (5.1) is augmented with the adjacency matrix 𝐴 and

the dependency matrix 𝐷 , as follows:

[𝑣 ′
1
, · · · , 𝑣 ′𝑁 ] = softmax( (𝑄𝐾

T + 𝑓 (𝐷,𝑄)) ◦𝐴
√
𝑑

)𝑉 , (5.2)

where ◦ means the element-wise multiplication, and 𝑓 is a neural network. Thus, 𝐴 is

used as a 0/1 mask, and 𝐷 is also integrated.

5.3 Syntax-augmented BERT and Baselines

Sachan et al. (2021) proposed two different ways to augment the original BERT with

the SyntaxGNN module: the late-fusion mode and the joint-fusion mode. As shown in

Figure 5.3(b), the late-fusion mode uses an additional layer that effectuates Formula

(5.2) on the output of BERT’s last layer, i.e. [𝑣 (12)
1

, · · · , 𝑣 (12)
𝑁

]. In contrast, the joint-

fusion mode (in (c)) replaces all original Transformer layers represented by Formula

(5.1) with the SyntaxGNN augmented version (Formula (5.2)).

In this work, these two different “fusion” ways are both examined, denoted as BERT
+ SyntaxGNN (late-fusion) and BERT + SyntaxGNN (joint-fusion), respectively. Note
that the original BERT shown by Figure 5.3(a) has been tested in Chapter 4.

In addition, we considered one additional baseline to use the SyntaxGNN module: to

use random initialized inputs [𝑣1, · · · , 𝑣𝑁 ] in Formula (5.2), which is shown by Figure

5.3(d) and is denoted as random + SyntaxGNN. Because this method discards the lexical

information of the text, the baseline only examines the features acquired by processing

the dependency tree.
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Figure 5.3: A comparison between the original BERT model (a), two syntax-augmented BERT

variants (b) and (c), and a simple SyntaxGNN baseline (d). The models in (b) and

(c) were proposed by Sachan et al. (2021), and that in (d) is proposed in this thesis.
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Experiments were conducted in the same setting as in Chapter 4: a two-layer MLP

was used to process the text embeddings (see Formula (3.3) and (3.5)) for readability

evaluation. The difference lies in that the text embeddings are now generated with the

syntax-augmented BERT variants shown by Figure 5.3(b-d), rather than the original

BERT shown by (a). The average pooling strategy was used for all the models as it

achieved steadily better results than the strategy of max pooling.
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6 Results

This chapter summarized the results of the experiments in Chapter 3, 4, and 5. As

mentioned, two classification datasets (WeeBit and OneStopEnglish) and a regression

dataset (CommonLit) were used for evaluating the features.

One thing that worth noting is that the OneStopEnglish is the only parallel dataset:

it has 189 unique documents, and each document was manually rewritten into two

simpler versions. Semantic meanings of the document does not vary after the rewriting,

and the difference between the three grades (classes) lies in syntactic and lexical

difficulty.

In comparison, WeeBit and CommonLit are not such parallel datasets. For them,

semantic difficulty is helpful in readability assessment.

6.1 Capability of Transformer-based RA System

Table 6.1: Performance of different feature sets on the three datasets. For WeeBit and On-

eStopEnglish, accuracy (ACC) and weighted F1 (F1) are reported; for CommonLit

that is a regression dataset, Pearson’s correlation coefficient (PCC) is reported. For

either ACC, F1, or PCC, higher values indicate a better model. The best two scores

are underlined for each metric.

model WeeBit OneStopEnglish CommonLit

ACC F1 ACC F1 PCC

Traditional formula-based features

Flesch-Kincaid 36.8 34.9 59.1 58.5 58.1

Gunning-Fog 45.3 43.7 57.0 56.2 47.7

SMOG 29.3 25.2 62.3 61.9 44.4

Automated 37.8 35.5 57.1 56.7 58.5

Coleman-Liau 34.0 31.2 55.0 54.1 55.7

Lensear 45.5 44.2 57.0 56.2 48.1

average 42.5 41.1 60.3 59.7 58.6

concatenation 52.0 51.8 66.3 66.2 60.6

State-of-the-art handcrafted features

255 features 78.4 78.5 81.7 81.7 68.6

𝑛-gram frequency-based features

1-5 gram TF-IDF 80.9 80.7 85.4 85.3 56.3

Transformer language modeling features

GPT2, last layer + MLP 65.9 65.6 97.9 97.9 83.1

BERT, last layer + MLP 80.7 80.8 94.9 94.9 83.1

Table 6.1 shows a comparison between different feature sets on the three datasets:

WeeBit, OneStopEnglish, and CommonLit. The features were categorized into four

classes, consistent to Table 3.3. The bottom block shows Transformer-based features

that are generated with either GPT2 or BERT. The top block contains six formulas and

their average and concatenation. The second block shows a group of 255 handcrafted
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features, which was used in Lee et al. (2021) and reported to have achieved state-

of-the-art performance among all non-neural methods. The third block is another

baseline method that was not examined in previous works, which was detailed in

Section 3.5.1. The method applied an XGBoost model to process the 50,000-d feature

vector of 𝑛-gram TF-IDF scores (𝑛 = 1, · · · , 5).

Transformer language modeling features Generally speaking, the features generated

with BERT (last row of Table 6.1) outperformed the other three classes, including the

handcrafted features (the second block). On OneStepEnglish, BERT features with the

MLP classifier achieved an F1 at 94.9, a large improvement of 13.2 points over the

combination of 255 handcrafted features (Lee et al., 2021) at 81.7. A large margin of

14.5 points (=83.1-68.6) was also observed on the CommonLit dataset.

On the WeeBit dataset, the BERT features achieved much higher scores, than the

GPT2. The F1 score was 80.8 with BERT, but was only 65.6 with GPT2. Whereas on

the OneStopEnglish, the GPT2 features were slightly better.

As mentioned at the beginning of this chapter and in Section 3.1, the OneStopEnglish

dataset is a parallel dataset, on which semantic features do not contribute to readabil-

ity assessment. However, the Transformer language modeling features still largely

outperformed all the baselines on the OneStopEnglish dataset.

These findings imply that, first, pre-trained Transformer models were able to aid

readability assessment, as the neural features acquired with BERT or GPT2 had sub-

stantially better capacity than the handcrafted features. Second, the outputs of a

Transformer’s last layer encoded not only semantic features, but also lexical and

syntactic information.

This advantage of GPT2 and BERT could have two sources: (1) the use of a much

larger corpus for pretraining, and (2) the larger capability of extracting complex

semantic features that is enabled by the multi-layer architecture.

𝑛-gram frequency-based features Among the other baselines, surprisingly, the 𝑛-

gram features (third block) showed superior performance on classification datasets, i.e.

WeeBit and OneStopEnglish, better than all other non-neural features. On WeeBit, the

F1 score was 80.7, higher than the handcrafted features at 78.5, and is even comparable

with the BERT features at 80.8.

A possible reason for the superiority of the 𝑛-gram features could be the considera-

tion of rare words. The 255 handcrafted features did include lexical features such as

the TTR (see Section 2.2.2), but they do not hold a specific vocabulary. Because the

𝑛-gram frequency-based features are the only (among the four classes of features) that

considered rare words, this finding hints a future direction of readability assessment

by utilizing vocabulary-based lexical features.

Such vocabulary-based lexical features were neglected or under-estimated by re-

searchers in the field of RA. In fact, however, this kind of frequency-based features

were commonly used in data challenges by the machine learning community before

the advent of pre-trained Transformer models.

On the regression dataset CommonLit, however, this advantage of 𝑛-gram features

with XGBoost is not observed. The PCC was only 56.3, lower than with the handcrafted

features at 68.6.

A possible reason is the inherent limitation of XGBoost when it is used to regress

on the 𝑛-gram features that are high-dimensional (50,000-d) and sparse. An evidence

is: when we applied the XGBoost regression model to the handcrafted features (second

block) that are dense and lower-dimensional (255-d), the PCC score increased greatly

to 68.6.
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6.2 Importance of Different Transformer Layers

6.2.1 Single Transformer Layers and Concatenation

The BERT features of a document is represented by a text embedding that is acquired

by pooling the output vectors [𝑣 (𝑙)
1
, · · · , 𝑣 (𝑙)

𝑁
] of BERT’s 𝑙-th layer. Because BERT has

12 Transformer layers on top of the word embedding layer (𝑙 = 0), 13 different text

embeddings were acquired that are generated using the outputs of the 13 layers.

The first block of Table 6.2 presents the scores that were achieved with BERT

features acquired from different BERT layers. For each metric, the highest value is

underlined. The last row (𝑙 = 12) of Table 6.2 has already been shown in Table 6.1

by the bottom row. On WeeBit and CommonLit, 𝑙 = 12 achieved the highest scores

among 𝑙 = 0, · · · , 12, and both ACC and F1 steadily increased as 𝑙 increase from 0 to

12. In comparison, on OneStopEnglish, the 7th layer was the best, and achieved an F1

score of 95.9, higher than 𝑙 = 12 at 94.9.

The growing of the scores as 𝑙 increases, for example on WeeBit and CommonLit,

is deemed natural. Because later Transformer layers process the outputs from earlier

layers, the outputs of a later layer are expected to produce text embeddings with

additional semantic features.

The decrease on OneStopEnglish after 𝑙 > 7 is a supporting evidence for the first

aim of this thesis (see Introduction): the correlation between the pipeline effect and

the prediction performance is significant enough on the OneStopEnglish dataset. This

provides the theoretical basis for further manipulation of BERT’s different layers for

RA. The correlation was visible on OneStopEnglish because the dataset is paralleled

and there is thus no significant semantic difference between readability grades. This

is another evidence that the later BERT layers (e.g., those 𝑙 > 7) are biased towards

encoding semantic features.

Concatenation The second block of Table 6.2 shows the scores when the concate-

nation of all layers’ text embeddings is used, as shown by Formula (4.1). However,

this concatenation did not improve the performance: on OneStopEnglish, the scores

remained 95.9; on WeeBit and CommonLit, the scores decreased both by 1.1. A possible

cause is the increased number of parameters in the MLP classifier / regression model

and thus the increase in parameter estimation error.

6.2.2 Scalar Mixture of Transformer Layers

In addition to concatenating the outputs of multiple Transformer layers, another way

to integrate textual information from different layers is to use a weighted average

of all layers’ outputs. In this thesis, we used the scalar mixture method proposed in

Tenney et al. (2019).

The last block of Table 6.2 presents the scores for the scalar mixture method. On

OneStopEnglish and CommonLit, an improvement of 0.2 and 0.6 was observed, respec-

tively, compared with the best result acquired by using only one single layer.

Figure 6.1 shows the weights in the scalar mixture of the 13 layers of BERT. A layer

assigned a smaller number (e.g., 00 for the word embedding layer) represents a lower

layer that is closer to the text input. The training and assessment of readability were

replicated 10 times, with different random seeds, and Figure 6.1 shows the distribution

of the weights in the 10 replications.

As seen in Figure 6.1, on the three datasets, completely different patterns of the

weights are observed. On WeeBit (top), the weights were clearly concentrated on the

12th layer with little variations. In nine of the ten replications, the weights on the
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Table 6.2: Evaluation scores acquired by using outputs of different Transformer layers

𝑙 = 0, · · · , 12 or the concatenation / mixture of all the layers. The first block

shows the results with the outputs of a single layer, among which the highest

score is underlined. The second and the third blocks represent the scores for the

concatenation and the scalar mixture method.

Layer (𝑙 ) WeeBit OneStopEnglish CommonLit

ACC F1 ACC F1 PCC

0 61.5 61.3 92.6 92.6 71.9

1 72.1 72.2 93.1 93.1 76.0

2 74.4 74.4 93.5 93.5 78.3

3 73.2 73.3 94.4 94.3 78.9

4 74.7 74.6 94.9 94.9 80.6

5 75.8 75.9 95.8 95.8 82.4

6 74.9 75.0 95.8 95.8 82.4

7 77.0 77.1 95.9 95.9 82.8

8 76.5 76.5 95.4 95.4 82.8

9 77.5 77.7 94.9 94.9 83.0

10 78.7 78.7 94.7 94.7 83.0

11 78.9 79.1 95.8 95.8 83.1

12 80.7 80.8 94.9 94.9 83.1

concatenation 79.6 79.7 95.9 95.9 82.0

scalar mixture 79.4 79.4 96.1 96.1 83.7

12th layer were above 90%. On the CommonLit dataset (bottom), the pattern was also

stable, and the weights were concentrated on the 1st, the 4th, and the 12th layers. In

comparison, on OneStopEnglish (mid), the weights varied greatly between different

replications. Weakly, the weights on the 0th, the 5th, the 6th, and the 9th layers were

larger than that on the other layers.

Such a difference in the patterns are caused by the characteristics of the datasets. On

WeeBit and CommonLit that are not parallel dataset, the readability degree was highly

correlated with semantic features; On the OneStopEnglish that is a parallel dataset,

on the contrary, semantic features are completely useless, because the differences

between the parallel documents are merely caused by lexical substitution or syntactic

simplification.

On OneStopEnglish and CommonLit, the mixture weights were scattered among

many layers, a clear difference from that reported in Figure 2.2(left) that was reproduced

from the original paper of the scalar mixture method (Tenney et al., 2019). In Figure

2.2(left), six tasks such as POS tagging and SRL showed clear concentration of weights

on several successive layers, and the other two tasks showed no clear pattern. However,

none of the eight tasks showed a scattered distribution of the weights like in the case

of readability assessment.

This suggests the particularity of the readability assessment task in terms of feature

complexity.

6.3 Results for Syntax-Augmented Transformer

Table 6.3 shows the scores achieved by applying the SyntaxGNN model to the depen-

dency tree.
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Figure 6.1: Mixture weights of the word embedding layer and the twelve Transformer layers

of the BERT model in ten replications. Layer 00 stands for the word embedding

layer that contains lexical information only. A larger number represents a higher

layer of the BERT model.
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Table 6.3: Evaluation results achieved with syntactic features encoded by a GNN model. The

first block shows the results with a single layer of SyntaxGNN, and the information

is merely syntactic, encoded from the dependency tree. The second block shows

the results by integrating the SyntaxGNN into the BERT model. Two different

ways proposed in Sachan et al. (2021) for the integration were tested. The best

score of each column are underlined.

Model WeeBit OneStopEnglish CommonLit

ACC F1 ACC F1 PCC

random + SyntaxGNN 37.9 38.5 58.0 58.5 42.8

BERT (𝑙 = 12) 80.7 80.8 94.9 94.9 83.1

BERT + SyntaxGNN (late-fusion) 79.9 80.0 94.4 94.4 83.6

BERT + SyntaxGNN (joint-fusion) 80.5 80.5 94.0 94.0 83.8

The first block is the simplest SyntaxGNN model, which was illustrated in Figure

5.3(d). The input to a SyntaxGNN are word embeddings of the document and the

dependency tree. The random + SyntaxGNN baseline, however, used random word

embeddings, instead of pre-trained embeddings. Therefore, the scores in the first block

solely reflects the information encoded by the dependency tree. The performance was

comparable to the formula-based methods, as can be seen in Table 6.1.

This provides an evidence that the SyntaxGNN module was able to capture the

reading difficulty of the texts.

The second block of Table 6.3 is a comparison between the original BERT (first row)

and those augmented with the SyntaxGNN module via either a late fusion (second

row) or a joint fusion (bottom row). On CommonLit, the joint-fusion method achieved

a PCC of 83.8, a clear improvement of 1.4 over the original BERT. Note that this score

of 83.8 was also higher than that achieved by the scalar-mixture method at 83.6 (see the

bottom row in Table 6.2). On the WeeBit and the OneStopEnglish datasets, however,

the F1 scores slightly decreased.

Two reasons are possible for the different performance between the three datasets.

First, the documents in the two datasets are longer, and the variety in length was

also larger. As shown in Table 3.1, the two datasets have 245.1 and 679.1 words per

document in average, with standard deviations at 190.9 and 176.0 words, respectively.

In contrast, the average length of CommonLit was 173.0 words that is shorter, and

the standard deviation was merely 17.0. Therefore, the document dependency trees in

WeeBit and OneStopEnglish have a larger variety, and thus harder to encode with the

SyntaxGNN module.

The second reason is on the number of parameters “per class”. The WeeBit and the

OneStopEnglish datasets had 625 and 189 samples per class, respectively. In contrast,

the CommonLit dataset is a regression dataset and had 2,834 samples. With a larger

number of samples, the SyntaxGNN module was thus better estimated on CommonLit

with a smaller error.

As for the choice between the late-fusion and the joint-fusion modes, we observed

no substantial difference in terms of prediction performance.
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7 Conclusion

In the thesis, we investigated the use of pre-trained Transformer neural models, in-

cluding BERT and GPT2, for readability assessment (RA).

Three datasets were used throughout the analysis. The Weebit (Vajjala and Meurers,

2012) and the OneStopEnglish (Vajjala and Lučić, 2018) were classification datasets,

whereas the CommonLit
1
was for regression. Moreover, OneStopEnglish is a parallel

dataset with three classes with little inter-class difference in semantic difficulty, while

the five classes in WeeBit, on the contrary, were largely different semantically.

Several different ways were tested to utilize the Transformer. A basic prediction

model was tested, which used an MLP neural network to process the output of the

Transformer’s last layer. Compared with non-neural features, this basic model achieved

much better prediction performance on all three datasets. On the CommonLit dataset,

for example, the BERT Transformer-based method achieved a Pearson’s correlation

coefficient (PCC) at 83.1, substantially better than the best non-neural method at 68.6.

This implied the superior performance of pre-trained Transformer models as a feature

extractor for RA, consistent with the conclusion of previous works (Devlin et al., 2018;

Lee et al., 2021; Martinc et al., 2021).

An interesting finding is that the 𝑛-gram frequency-based features, which were

not considered in previous works, showed superior performance. On the WeeBit,

they achieved an accuracy of 80.9, beating all other baselines. The accuracy was even

slightly higher than the BERT Transformer method at 80.7.

This finding suggests a reconsideration of lexical features for RA. Between the 𝑛-

gram frequency-based features and the previous lexical features, the difference lies in

the use of vocabularies. Most previous works used lexical features that are general and

not bound to a specific vocabulary, such as the type-token ratios (Collins-Thompson,

2014), which, however, discards vocabulary-related information to a large extent. The

superior performance of the 𝑛-gram features showed that the importance of lexical

features was underestimated in the previous works, and a more sophisticated method

is required to utilize the frequency features.

Next, a more detailed analysis was conducted towards the use of BERT’s different

layers for RA. On the WeeBit and the CommonLit datasets, the last layer (i.e., the 12th)

produced the best features. Whereas on the OneStopEnglish, the outputs of the 7th

layer were the best.

Furthermore, an layer-wise importance analysis was conducted with the scalar
mixture method (Tenney et al., 2019). In the scalar mixture of all layers’ outputs,

each layer was assigned a weight that was automatically learned in the readability

prediction task. The distribution of the weights showed completely different patterns

between the three datasets. On OneStopEnglish that is a parallel dataset, the weights

were evenly distributed over the layers. In contrast, on WeeBit that is non-parallel, the
last layer was assigned a weight over 90% (and the other layers had weights close to

zero).

These layer-wise results shed some light on the development of a RA system, on

two points as follows. First, it could be beneficial to use the outputs of an intermediate

Transformer layer, rather than those of the last layer. This is especially the case when

1
https://www.kaggle.com/c/commonlitreadabilityprize
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the semantic difficulty (or complexity) is not concerned as on the OneStopEnglish

dataset. Second, features which are effective in the RA system could vary greatly

between datasets, and therefore, the problem of overfitting could be severe. For example,

the model trained with the OneStopEnglish dataset would degrade badly if it were

applied to the WeeBit, because the model cannot capture the semantic difficulty that

is essential for the documents in WeeBit.

Lastly, we applied the Syntax-augmented BERT model proposed by Sachan et al.

(2021) to readability assessment. A document is represented as its dependency tree,

which was then encoded with a SyntaxGNN model. A BERT augmented with the

SyntaxGNN module achieved a PCC at 83.8 on the CommonLit dataset, which is

higher than with the original BERT at 83.1 and better than with all other baselines.

When used alone, the SyntaxGNN still achieved competitive scores that are close to

that of the formula-based methods.

A future work may integrate the methods in this thesis for a further improvement in

performance. For example, one may use a mixture of all syntax-augmented BERT layers

rather than only the last layer. One may also integrate the 𝑛-gram frequency-based

features into the neural features.
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