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A B S T R A C T

The nuclear industry uses fuel performance codes to demonstrate integrity preservation of fuel rods. These
codes include a complex system of models with empirical constants that one needs to calibrate for best
estimates and uncertainties. However, deriving the appropriate level of uncertainty is often challenging due
to model inadequacies.

This paper presents a method to address model inadequacies by adapting the mean and covariance of the
model parameters so that the propagated uncertainty conforms with the spread of the residuals rather than
calibrating the model parameters directly.

We demonstrate the method on synthetic data sets from an artificial test-bed containing a cladding
oxidation and a hydrogen pick-up model. A repeated validation using many synthetic data sets shows that the
method is robust and handles model inadequacies appropriately in most cases. Furthermore, we compare with
traditional calibration and show model inadequacy leads to underestimation of uncertainties if not addressed.
1. Introduction

Fuel performance codes (Van Uffelen et al., 2019) are used to
forecast the thermo-mechanical behavior of fuel rods in nuclear reac-
tors and to demonstrate that the fuel will remain intact for a given
upcoming operation. These codes encompass systems of models for all
relevant phenomena with various degrees of feedback. These models
typically have empirical constants that must be calibrated against
measurement data. Generally, models are approximations of the true
physical phenomena, i.e., the true underlying physical reality is not
fully represented by the model, regardless of the choice of model
parameters. The result is that the known uncertainties cannot explain
the discrepancies between measurements and corresponding predic-
tions. Assuming the experimental uncertainties are well understood, the
model is then said to be inadequate, which must be accounted for when
deriving the uncertainty of the model.

Typically, the resulting uncertainties are underestimated when cal-
ibrating an inadequate model, as shown in Fig. 1(a). This is unsatis-
factory and there are several treatments for this. The first treatment is
to address such a discrepancy on the model output, either by using a
correction term (e.g. a Gaussian Process as in Kennedy and O’Hagan
(2001), Wu et al. (2018)) or a statistical representation (as the ‘‘disp’’
method in Pernot and Cailliez (2016) or the ‘‘MLO’’ method in Schnabel
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(2018), Sjöstrand and Schnabel (2019)). Another approach is to address
the inadequacy within the model by adapting the covariance matrix
of the model parameters so that the propagated prediction uncertainty
is large enough to account for it (e.g. ‘‘Margin’’ or ‘‘ABC’’ method
in Pernot and Cailliez (2016), Sargsyan et al. (2015), the method
in Damblin and Gaillard (2020) or calibrating an ‘‘aleatory’’ parameter
in Nagel and Sudret (2016)). These different options are schematically
visualized together with inadequate model and a more complex un-
derlying physical process in Fig. 1. In Fig. 1(a), we demonstrate the
result of calibrating an inadequate model using a Gaussian likelihood
with just measurement uncertainty and a uniform prior. In Fig. 1(b),
we show the effect of calibrating a model utilizing a correction of
the model’s output to account for the inadequacy. Furthermore, in
Fig. 1(c), we instead inflate the uncertainty of the model parameters
to account for the discrepancy of the model. Finally, in Fig. 1(d), the
model inadequacy is treated by adding a model inadequacy term on the
model’s output.

Depending on the specific problem being considered, different ap-
proaches may be more or less justifiable. As seen in the conceptual
sub-plots in Fig. 1(b), using a correction on the model’s output can
lead to an improved model with a desirable prediction uncertainty.
However, that requires finding systematic trends in the residuals, which
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Fig. 1. Schematic overview to different approaches of addressing uncertainties of an inadequate model. The dashed orange line represents the true process. The points are
measurements with error bars corresponding to the measurement uncertainties. The blue line represents the model and the blue shaded area the associated 2𝜎 model uncertainty.
With model uncertainty here means the uncertainty of the parameters propagated to the output.
is typically not feasible in fuel performance modeling. The choice of
putting the uncertainty on the model parameters (Fig. 1(c)) or on
the output (Fig. 1(d)) can be motivated by the assumption of the
origin of the model inadequacy. The choice can also be motivated by
practical considerations, such as the calibration performance on test
data, the necessity to propagate the uncertainty to other applications,
requirements to maintain physical constraints or the need to utilize
existing calibration frameworks.

This work aims to investigate a method that can be used to address
the unfavorable effect of model inadequacy in the joint calibration of
a cladding oxidation and a hydrogen pick-up model. Cladding oxida-
tion and hydrogen pick-up is typically modeled with fuel performance
codes (Van Uffelen et al., 2019) such as Transuranus (Lassmann, 1992)
or FRAPCON (Tackett, 2015). These codes contain empirical constants
that are typically calibrated with end-of-life measurements. In this
paper, a fuel rod history and its end-of-life measurement are referred to
as an experiment. Typically, several different experiments are modeled
and used in the calibration. It is reasonable to model the inadequacy
for phenomena such as cladding oxidation and hydrogen pick-up by
letting an oxidation rate multiplier and a pick-up fraction be subject
to variability between these experiments. By choosing a distribution
and calibrating its distribution parameters (e.g. the mean vector and
covariance matrix for a Gaussian distribution) the model parameter un-
certainty can be inflated to account for the model’s inadequacy. Hence,
for this task the uncertainty inflation approach illustrated in Fig. 1(c)
is examined. A significant advantage of this approach, called Param-
eter Uncertainty Inflation (PUI) (Pernot, 2017), is that the derived
uncertainties are transferable, e.g., to predictions of other quantities
based on the same parameters. It, therefore, integrates well into existing
uncertainty propagation frameworks used within fuel licensing.

To investigate the concept of uncertainty inflation, an artificial
testbed for cladding oxidation and hydrogen pick-up is developed.
2

This testbed is used with many varying input parameters to generate
true calibration and validation data, and Gaussian noise is added to
represent measurement uncertainty. The same testbed model is then
calibrated using nominal values for all input parameters, except for the
oxidation rate multiplier and the pick-up fraction. The result is that the
model to be calibrated is inadequate in that the true underlying data
originates from a more complex process.

By assuming a Gaussian variability in the oxidation rate multi-
plier and the pick-up fraction over all experiments, the distribution
parameters’ posterior distribution (the distribution of the components
of the mean vector and the covariance matrix) is defined and sampled
using Markov Chain Monte Carlo (MCMC). To validate the concept, we
repeat the entire data generation and calibration process 1200 times
and study validation metrics such as 𝜒2 and residuals. A joint sampling
of both the mean vector and covariance matrix means that both the
model parameters’ best estimates and their corresponding uncertainties
are calibrated simultaneously. Simultaneous calibration is natural in
this work, given the empirical nature of the models, but might not
be recommended in all cases. For example, Anon (2016) makes other
recommendations for higher principle models.

To summarize, the derived probabilistic method, outlined in Sec-
tion 4, is similar to the ‘‘Margin’’ model in Pernot and Cailliez (2016) or
the one for calibrating ‘‘aleatory parameters’’ (Nagel and Sudret, 2016)
but with an important addition that the method has been generalized
for the joint calibration of two outputs simultaneously. The artificial
testbed model used for calibration and to generate synthetic calibration
and validation data is presented in Section 2 and the process used to
generate data and simulate model inadequacy is given in Section 3. The
developed method to account for model inadequacy in the calibration
is outlined in Section 4 and validation metrics in Section 5. Section 6
provides the application of the calibration method to inflate the model
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parameters of the inadequate oxidation and hydrogen pick-up model.
A repeated in-depth validation is presented in Section 7 and results are
discussed in Section 8. Finally, a summary and conclusions are given
in Section 9.

2. Artificial test-bed problem

Nuclear fuels normally consist of uranium dioxide pellets that have
been stacked in cladding tubes made of Zirconium alloys. In reactors,
these tubes come in contact with water which results in the formation
of an oxidation film of ZrO2, by the following reaction:

r + 2H2O ⟶ ZrO2 + 2H2 (1)

Because the oxide film has a lower thermal conductivity than the
cladding material, heat transfer from the fuel rod to the coolant is
degraded. Additionally, the mechanical performance of the cladding is
degraded by the performance of the oxide film. Another closely related
phenomenon is the embitterment of the cladding due to pick up in the
metal of a certain fraction of the hydrogen, which is generated from
oxidation.

In this application, we have developed an idealized testbed for
cladding oxidation that models cladding oxidation as a function of
time-dependent linear heat rate and an ambient temperature. We have
implemented thermal feedback and coupled this model to a simple
model for hydrogen pick-up. The latter is done simply by assuming
that a certain fraction of the generated hydrogen is absorbed by the
cladding. The models have several model parameters that can be varied
to create calibration and validation data in terms of pairwise observa-
tions of oxide thickness and hydrogen concentration originating from
a underlying true process. When the model parameters are calibrated
assuming a fixed value over all experiments, the effect of an inadequate
model is obtained. The models for cladding oxidation and hydrogen
pick-up used are described in the following sections and are referred to
as 𝑠 and ℎ in the rest of the paper (𝑠 and ℎ are used to denote the
xide thickness and the hydrogen concentration respectively).

.1. Cladding oxidation

Of interest is typically how the thickness of the oxide layer evolves
ith time and for the simplified problem in this paper, the model
resented in Forsberg et al. (1995) is selected. The model assumes
hat the state of the oxide changes from an initial protective to a less
rotective condition in accordance with Cox (1961). Cox (1961) further
ndicates that oxidation follows a parabolic rate law in the first stage
nd that the oxidation becomes more linear after a certain transition
oint. To model this, the model of Forsberg et al. (1995) is divided into
system of two different differential equations to model the oxidation
efore and after the transition separately:

𝜕𝑠
𝜕𝑡

= 𝐴
𝑠2

⋅ 𝑒𝑥𝑝
(

−𝑄1
𝑅𝑇

)

(2a)

𝜕𝑠
𝜕𝑡

= 𝐶 ′ ⋅ 𝑒𝑥𝑝
(

−𝑄2
𝑅𝑇

)

(2b)

here 𝑠 is the oxide layer thickness, 𝑡 is the time, 𝐴 and 𝐶 ′ are rate
actors, 𝑄1 and 𝑄2 are activation energies, 𝑅 is the gas constant, and

is the interface temperature between the metal and the oxide. Here,
qs. (2a) and (2b) describe the growth of the oxidation layer 𝑠 before

and after the transition respectively. Note also that we denote the rate
multiplier with 𝐶 ′ to distinguish it from the normalized rate multiplier
𝐶 that we use in calibration.
3

2.2. Transition thickness

To model the transition from the protective to the non-protective
state, we use an expression for the transition oxide thickness from
Hagrman and Reymann (1979):

𝑠𝑡𝑟𝑎𝑛𝑠 = 𝐴𝑡𝑟𝑎𝑛𝑠 ⋅ 𝑒𝑥𝑝
(

𝑄𝑡𝑟𝑎𝑛𝑠
𝑇

)

(3)

where 𝐴𝑡𝑟𝑎𝑛𝑠 and 𝑄𝑡𝑟𝑎𝑛𝑠 are model parameters.

2.3. Metal to oxide interface temperature

To simulate the effect of the temperature feedback, the temperature
at the metal-oxide interface is assumed to be:

𝑇 = 𝛥𝑇 + 𝑇𝑏𝑢𝑙𝑘 (4)

where 𝑇 is the metal-oxide temperature, 𝛥𝑇 is the temperature drop
over the oxide, 𝑇𝑏𝑢𝑙𝑘 is the temperature of the surrounding coolant
(boundary condition). Modeling the temperature this way is highly
idealized in that the heat transfer from the water to the oxide surface is
considered perfect. However, it is still good enough to capture the effect
of temperature feedback for this application. The temperature drop is
derived from Fourier’s law assuming that we have a constant heat flux:

𝑞 = −𝜆𝑜𝑥∇𝑇 (5)

where 𝑞 is the heat flux, ∇𝑇 is the gradient of the temperature and 𝜆𝑜𝑥
is the thermal conductivity of oxide. The heat flux per unit length is
derived from the LHGR (Linear Heat Generation Rate) by assuming a
cylindrical shape:

𝑞 = 𝐿𝐻𝐺𝑅
2𝜋𝑟

(6)

which gives:

𝛥𝑇 = 𝑙𝑛
( 𝑟𝑜,𝑧𝑟 + 𝑠

𝑟𝑜,𝑧𝑟

)

⋅
𝐿𝐻𝐺𝑅
2𝜋𝜆𝑜𝑥

⋅ ℎ𝑓 (7)

here 𝑟𝑜,𝑧𝑟 is the radius of the metal-oxide interface, 𝐿𝐻𝐺𝑅 is the
inear heat generation rate and ℎ𝑓 is a multiplier introduced to be able
o model heat flux uncertainty, e.g. when calibration and validation
ata is created.

.4. Hydrogen pick-up

The idea of the hydrogen pick-up model is simply that a fraction, 𝑓 ,
f the hydrogen produced by oxidation is absorbed into the cladding.
o calculate the hydrogen concentration in the cladding, the masses
f the produced hydrogen and the remaining cladding (both per unit
ength) are calculated and then multiplied with a pick-up fraction. To
alculate the masses we first have to calculate the outer radius of the
onsumed cladding and the outer radius of the oxide:

𝑜,𝑧𝑟 = 𝑟𝑜 −
𝑠

𝑅𝑝𝑏
(8a)

𝑟𝑜𝑥 = 𝑟𝑜,𝑧𝑟 + 𝑠 (8b)

𝑟𝑜𝑥 is the outer radius of the oxide, 𝑟𝑜 is the initial outer radius
of the cladding, 𝑠 is the oxide layer thickness, 𝑅𝑝𝑏 is the Pilling–
Bedworth ratio (Pilling and Bedworth, 1923) (ratio between the volume
of oxide and corresponding metal from which the oxide is created)
for zirconium. To calculate the hydrogen concentration, the masses of
the produced hydrogen and the remaining cladding after oxidation are
needed per unit length:

𝑚ℎ = 𝑀ℎ ⋅ 4
𝜌𝑜𝑥
𝑀𝑜𝑥

(

𝑟2𝑜𝑥 − 𝑟2𝑜,𝑧𝑟
)

𝜋 (9a)

𝑚 = 𝜌
(

𝑟2 − 𝑟2
)

𝜋 (9b)
𝑧𝑟 𝑧𝑟 𝑜,𝑧𝑟 𝑖
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Table 1
Summary of the model parameters of the test-bed problem.

Name Standard value Unit Source

𝐴 2.35E10 μmd−1 Forsberg et al. (1995)
𝐶𝑎𝑏𝑠 2.0E08 μmd−1 Forsberg et al. (1995)
𝑄1 32289 calmol−1 Forsberg et al. (1995)
𝑄2 27354 calmol−1 Forsberg et al. (1995)
𝐴𝑡𝑟𝑎𝑛𝑠 7.749 Hagrman and Reymann (1979)
𝑄𝑡𝑟𝑎𝑛𝑠 790 Hagrman and Reymann (1979)
𝑅 1.9872 cal K−1 mol−1 –
𝐿𝐻𝐺𝑅 35000 Wm−1 –
𝑇𝑏𝑢𝑙𝑘 600 K –
𝜆𝑜𝑥 2.0 Wm−1 K−1 Forsberg et al. (1995)
𝑡𝑒𝑛𝑑 365 × 4 d –
𝑓 0.15 – –

where 𝑚ℎ is the mass of hydrogen produced, 𝑀ℎ is the molar mass of
hydrogen, 𝜌𝑜𝑥 is the density of zirconium oxide, 𝑀𝑜𝑥 is the molar mass
of oxide, 𝑚𝑧𝑟 is the mass of the remaining cladding, 𝜌𝑧𝑟 is the density
of zirconium and 𝑟𝑖 is the inner radius of the cladding. Finally, the con-
centration of hydrogen in the cladding, ℎ, can be calculated assuming
that a fraction 𝑓 of the produced hydrogen has been absorbed:

ℎ = 𝑓 ⋅
𝑚ℎ
𝑚𝑧𝑟

= 𝑓 ⋅

4𝑀ℎ𝜌𝑜𝑥

(

(

𝑟𝑜 + 𝑠 − 𝑠
𝑅𝑝𝑏

)2
−
(

𝑟𝑜 −
𝑠

𝑅𝑝𝑏

)2
)

𝑀𝑜𝑥𝜌𝑧𝑟

(

(

𝑟𝑜 −
𝑠

𝑅𝑝𝑏

)2
− 𝑟2𝑖

) (10)

2.5. Parameters of the model

For an overview, the parameters of the model are summarized
in Table 1. In addition to the name of the parameters, the standard
values are given, which are used if nothing else is specified. That
is, throughout this report, when results are presented and parameter
values are not given, standard values are used.

2.6. Example calculation

To solve the differential equations, a numerical initial-value-
problem solver is deployed. In this report, the LSODA solver (Hind-
marsh, 1983; Petzold, 1983) is applied. An example calculation show-
ing how the oxide evolves with time is depicted in Fig. 2. From the
figure, one can see the pre-transition as a tiny offset at the beginning
of the oxidation process and the transition occurs at a few μm oxide.
One can also see the effect of the temperature feedback since the oxide
rate increases with oxidation thickness.

3. Generation of synthetic data

Synthetic calibration and validation data are generated to evaluate
the calibration method and its ability to handle an inadequate model.
To generate data, we start by sampling the parameters used to define
each experiment. We refer to these parameters as experiment condi-
tions, and these are the ambient coolant temperature 𝑇𝑏𝑢𝑙𝑘, the duration
of the experiment 𝑡𝑒𝑛𝑑 and the Linear Heat Generation Rate, the 𝐿𝐻𝐺𝑅.

We further assume that several model parameters have an intrinsic
variability, leading to an inadequate model. To simulate this variability,
a set of model parameters are individually sampled for each experi-
ment. Here, we chose to sample the pick-up fraction 𝑓 , the activation
energy 𝑄2, the rate multiplier 𝐶 ′, the thermal conductivity of the oxide
𝜆𝑜𝑥, and an uncertainty factor on the heat flux ℎ𝑓 .

The experiment conditions, together with the local values of the
model parameters, are subsequently used with the test-bed model
to calculate the true oxide layer thickness and amount of hydrogen
absorbed in the metal for each experiment. The end-of-life oxide thick-
ness and hydrogen concentration are extracted from each experiment
4

Fig. 2. Example calculation showing how the oxide layer thickness evolves with time.
The transition occurs after a few μm. The accelerated oxidation after the transition is
explained by increasing temperature because of a degraded thermal conductivity caused
by increased oxidation.

rather than the full time-dependent curves. That is done to simulate
that the fuel must normally be discharged before any measurements
can be performed. Zero-mean noise is finally added to the true ox-
ide thicknesses and hydrogen concentrations to simulate measurement
uncertainty and obtain the artificial observed values.The generated
”observations” of cladding hydrogen concentration and oxide layer
thickness are plotted in Fig. 4 and these values represent the values that
would have been observed from a real experiment. Here we assume that
 (𝜇 = 0, 𝜎 = 3 μm) represents the measurement error of the oxidation
thickness and that  (𝜇 = 0, 𝜎 = 25 ppm) represents the measurement
error of the hydrogen concentration. From the data generation process,
only the experiment conditions and the noisy outputs are known to the
modeler in the calibration procedure.

The distributions used in the data generation are shown in Table 2.
For the experimental conditions in Table 2, the boundaries, means and
standard deviations are selected to span over a realistic range. For the
model parameters, the distributions are selected to represent realistic
uncertainties. A schematic overview of the data generation process is
presented in Fig. 3.

By generating data in this way, the effect of an inadequate model is
obtained when the test-bed model is used in a subsequent calibration
to predict the measurements without knowing that several parameters
vary between experiments. In the calibration, the parameters 𝑓 and 𝐶 ′

are the calibration parameters, and the rest are assigned with nomi-
nal values according to Forsberg et al. (1995). This data generation
approach further simulates that assumed constant parameters may, in
reality, depend on other conditions.

In total, 250 experimental conditions are generated using the dis-
tributions in Table 2. However, several combinations of 𝑇𝑏𝑢𝑙𝑘 and 𝑡𝑒𝑛𝑑
result in oxide thicknesses that are too extreme. Since the licensing
limit for oxide thickness is typically 100 μm and since over that limit
oxide may start to spall off, a limit of 95 μm is set for the oxide (less
than 100 μm with 5 μm margin for measurement uncertainty). Cases
for which the numerical solver oversteps this limit are discarded. The
effect is that extreme combinations of 𝑇𝑏𝑢𝑙𝑘 and 𝑡𝑒𝑛𝑑 that lead to an
unreasonable high oxide thickness are discarded and the result is a total
of 209 experiments. For demonstration, the full oxide thickness curves
for each sampled input are presented in Fig. 5 and the very final value
of each curve represents true oxide thickness for each experiment.

4. Calibration framework

The aim is to calibrate model parameters of the cladding oxidation
and a hydrogen pick-up model. Here, the target is to provide large
enough uncertainties to cover all unknown sources of uncertainty,
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Table 2
Distributions and parameters sampled to generate synthetic calibration and validation data.
Known in
calibration

Distribution Parameter Unit Lower
bound

Upper
bound

Mean Standard
Deviation

Yes Uniform 𝐿𝐻𝐺𝑅 Wm−1 5000 35000 – –
𝑇𝑏𝑢𝑙𝑘 K 590 620 – –

Gaussian 𝑡𝑒𝑛𝑑 d – – 365 × 4 365

No Gaussian 𝐶 ′ μmd−1 – – 2.0E8 2.0E7
𝑓 – – – .15 0.02

Nominally fixed 𝑄2 calmol−1 – – 27354 50
𝜆𝑜𝑥 Wm−1 K−1 – – 2.0 0.1
ℎ𝑓 – – – 1.0 0.05
Fig. 3. Schematics of the data generation process. For each data point to be generated
we sample the experimental conditions, the model parameters and noise. The model
parameters and the experimental conditions are used to calculate the true hidden
output. Noise is added to the output to generate the observed values. The observed
data is divided into calibration and validation data. The dashed edges means that data
is hidden and not known in calibration.

Fig. 4. ‘‘Observed’’ hydrogen concentration and oxidation thickness calibration and
validation data with measurement uncertainties as error bars. A correlation can be
seen since the hydrogen concentration in the cladding is dependent on the amount of
hydrogen generated from the oxidation and the amount of metal consumed.

including model inadequacy. Since only the experiment conditions and
the observed measurements are known, we have to select calibration
parameters and values for the parameters that we do not calibrate.
5

Fig. 5. True oxide thickness for the 209 artificial experiment setups.

To investigate if just a subset of the model parameters can be used
for calibration and their uncertainty inflated to cover the spread of
the residuals, we assign nominal values (Forsberg et al., 1995) for
all model parameters except the oxidation rate constant 𝐶 ′ and the
pick-up fraction 𝑓 . For these, we instead assume a Gaussian intrinsic
irreducible variability between the experiments (an experiment in this
context refers to one case defined by its own experiment conditions
as explained in Section 3). We then utilize the distribution parameters
(means, 𝜇, and covariance, 𝛴) as calibration parameters instead of
directly calibrating 𝐶 ′ and 𝑓 . This method can be put in contrast
to conventional calibration methods, e.g. the reference method in
Section 4.2. These methods typically assume a true underlying set of
model parameter values (i.e., fixed values instead of distributions) and
the result is that the derived uncertainties decrease with the injection
of more independent data (de Rocquigny and Cambier, 2009; Celeux
et al., 2010). If categorized according to the schematics presented in the
introduction, the method investigated in this paper best corresponds to
the uncertainty inflation method shown in Fig. 1(c) and can be referred
to as Parameter Uncertainty Inflation (PUI) (Pernot, 2017).

4.1. Joint probability of a hierarchical probabilistic method

Often in calibration applications, the modeler lacks complete knowl-
edge about the source of the uncertainty. This application mimics
this by letting the values of several model parameters vary over the
experiments according to distributions. Then a subset of the model
parameters in terms of the oxidation rate multiplier 𝐶 ′ and the pick-
up fraction 𝑓 are used for calibration. Here, we note that 𝑓 defines a
fraction of the generated amount of hydrogen absorbed by the metal,
taking values between zero and one. In contrast 𝐶 ′ is defined as an
oxidation rate constant expressed in terms of μm d−1. Due to the
varying scales between these parameters, we normalize 𝐶 ′ and to its
nominal value of 2.0 × 108 μm d−1 and refer to the new normalized
parameter simply as 𝐶.
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Fig. 6. Bayesian network of a hierarchical probabilistic method for oxide and hydrogen, circular nodes represent random variables, square nodes are deterministic variables, gray
shading represents observations and arrows represent probabilistic/deterministic relationships. The plate surrounding all i-level variables implies that this part of the model is
repeated for all measurements that we calibrate on. With deterministic variables, we mean that the relationship to other variables is purely deterministic.
w

a
t

𝑝

A hierarchical probabilistic method is created to calibrate the distri-
bution parameters (the mean vector, 𝜇, and, the covariance matrix, 𝛴)
of 𝐶 and 𝑓 . A graphical representation of the model is presented Fig. 6.
In the probabilistic method, we assume that a variation in the model pa-
rameters can be used to explain the variation of the residuals. By letting
the model parameters vary we assume that there exist local realizations
𝐶𝑖 and 𝑓𝑖 for any experiment 𝑖. The predictions of the oxide layer
thickness 𝑠𝑚,𝑖 and hydrogen concentration ℎ𝑚,𝑖 at any experiment can
thus be estimated with the models 𝑠 and ℎ respectively using these
local values of 𝐶𝑖 and 𝑓𝑖. Finally, we can condition on the observed
oxide layer thickness 𝑠𝑖 and hydrogen concentration ℎ𝑖, assuming a
Gaussian likelihood and the known measurement uncertainties.

With the probabilistic method defined, the joint probability of the
model factorizes by following the arrows in Fig. 6. Since 𝐶𝑖 and 𝑓𝑖 are
𝑛 local latent variables, the posterior distribution is a distribution with
many free variables and is in general a degenerate (Pernot and Cailliez,
2016; Sargsyan et al., 2015). Therefore it is convenient to marginalize
out 𝐶 and 𝑓 . In this application, 𝐶 and 𝑓 are integrated out analytically
assuming that the models 𝑠 and ℎ are approximately linear locally
around these parameters. To calibrate the distribution parameters, the
joint distribution of 𝜇 and 𝛴 is conditioned on observed values of 𝑠 and
ℎ resulting in the posterior of 𝜇 and 𝛴, i.e. the distribution of these
given the observed data. Since the method is Bayesian, it is necessary
to specify priors for 𝜇 and 𝛴. In this application, the covariance matrix
is decomposed in standard deviations and a correlation matrix. The
standard deviations and the means are assigned with uniform unin-
formative priors from 0 to ∞. Here we use exp-transform to compress
the scale to ensure positive numbers. The Lewandowski–Kurowicka–Joe
distribution (LKJ) (Lewandowski et al., 2009) is used for the correlation
matrix, as it is recommended for hierarchical multivariate Gaussian
models in Team (2021). To summarize, the joint probability of the
distribution parameters, the experiment specific model parameters, and
the predictions for all data points, i.e. 𝑝(𝜇,𝛴, 𝐶, 𝑓 , 𝑠, ℎ), factorize:

𝑝(𝜇,𝛴, 𝐶, 𝑓 , 𝑠, ℎ) =
𝑛
∏

𝑖

(

𝑝(𝑠𝑖|𝐶𝑖)𝑝(ℎ𝑖|𝐶𝑖, 𝑓𝑖)𝑝(𝐶𝑖, 𝑓𝑖|𝜇,𝛴)
)

⋅ 𝑝(𝜇)𝑝(𝛴) (11)

where 𝐶, 𝑓 , 𝑠 and ℎ are vectors containing 𝑛 values, 𝑝(𝑠𝑖|𝐶𝑖) and
𝑝(ℎ𝑖|𝐶𝑖, 𝑓𝑖) are likelihoods of the local parameters for the 𝑖th exper-
iment, 𝑃 (𝐶𝑖, 𝑓𝑖|𝜇,𝛴) corresponds to the irreducible variability of 𝐶
and 𝑓 between experiments and 𝑝(𝜇)𝑝(𝛴) are priors for 𝜇 and 𝛴.
6

With the assumptions of Gaussian likelihoods for the oxide and the
hydrogen pick-up, and the assumption that 𝐶 and 𝑓 are Gaussian over
all experiments, Eq. (11) becomes proportional to:

𝑝(𝜇,𝛴, 𝐶, 𝑓 , 𝑠, ℎ) ∝
𝑛

∏

𝑖

(

 (𝑠𝑖;𝑠,𝑖(𝐶𝑖), 𝜎𝑠) (ℎ𝑖;ℎ,𝑖(𝐶𝑖, 𝑓𝑖), 𝜎ℎ) (𝐶𝑖, 𝑓𝑖;𝜇,𝛴)
)

⋅ 𝑝(𝜇)𝑝(𝛴)

(12)

where 𝜎𝑠 and 𝜎ℎ are the measurement uncertainties for oxide and
hydrogen, respectively, and 𝑠,𝑖(𝐶𝑖) and ℎ,𝑖(𝐶𝑖, 𝑓𝑖) are the oxide and
hydrogen models evaluated for the 𝑖th data point using 𝐶𝑖 and 𝑓𝑖. Note
that here we use  to denote the probability density function (pdf) of
a Gaussian distribution. For example,  (𝑥;𝜇, 𝜎) is a Gaussian-pdf of 𝑥
with mean 𝜇 and standard deviation 𝜎.

To be able to specify priors separately for the standard deviation
components and the correlation matrix, we do the following decompo-
sition of 𝛴:

𝛴 = 𝑆𝛺𝑆 (13)

where 𝑆 is a diagonal matrix of containing the standard deviations and
𝛺 is the correlation matrix. Assuming uninformative uniform priors
for 𝜇 and 𝑆 together with an LKJ prior for 𝛺, we can write the joint
probability as:

𝑝(𝜇, 𝑆,𝛺, 𝐶, 𝑓 , 𝑠, ℎ) ∝
𝑛
∏

𝑖

(

 (𝑠𝑖;𝑠,𝑖(𝐶𝑖), 𝜎𝑠) (ℎ𝑖;ℎ,𝑖(𝐶𝑖, 𝑓𝑖), 𝜎ℎ) (𝐶𝑖, 𝑓𝑖;𝜇, 𝑆,𝛺)
)

⋅LKJ(𝛺; 𝜂) ⋅ (𝑆; 0,∞) ⋅ (𝜇; 0,∞) (14)

here 𝐿𝐾𝐽 (𝛺; 𝜂) ∝ |𝛺|

𝜂−1 and  denotes uniform priors.
Since we are not directly interested in the local latent parameters 𝐶𝑖

nd 𝑓𝑖 for all 𝑖 experiments, and since these are too many parameters
o sample, we marginalize 𝐶𝑖 and 𝑓𝑖 on a local level by integration:

(𝜇, 𝑆,𝛺, 𝐶, 𝑓 , 𝑠, ℎ) ∝
𝑛

∏

𝑖

(

∬  (𝑠𝑖;𝑠,𝑖(𝐶𝑖), 𝜎𝑠) (ℎ𝑖;ℎ,𝑖(𝐶𝑖, 𝑓𝑖), 𝜎ℎ) (𝐶𝑖, 𝑓𝑖;𝜇, 𝑆,𝛺)𝑑𝐶𝑖𝑑𝑓𝑖

)

⋅LKJ(𝛺; 𝜂) ⋅ (𝑆; 0,∞) ⋅ (𝜇; 0,∞) (15)
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Under the assumption of local linearity around the model predic-
tions, we can approximate the integral over the pdf for each experiment
by using a bivariate Gaussian density function. If we further condition
on the observed data, an expression approximately proportional to the
posterior of the distribution parameters is obtained:

𝑝(𝜇, 𝑆,𝛺|𝑠, ℎ) ∝
𝑛
∏

𝑖

(


([

𝑠𝑖 = 𝑠𝑖,𝑜𝑏𝑠
ℎ𝑖 = ℎ𝑖,𝑜𝑏𝑠

]

;𝑖(𝜇), 𝐽𝑖𝛴𝐽𝑇
𝑖 + 𝑅

))

⋅LKJ(𝛺; 𝜂) ⋅ (𝑆; 0,∞) ⋅ (𝜇; 0,∞) (16)

where

𝑅 =
[

𝜎2𝑠 0
0 𝜎2ℎ

]

(17)

and 𝑠𝑖,𝑜𝑏𝑠 and ℎ𝑖,𝑜𝑏𝑠 denote observed values of the oxide and hydrogen,
𝐽𝑖 is the 𝑖th Jacobi matrix with respect to 𝐶 and 𝑓 for the 𝑖th oxide and
hydrogen respectively, 𝜂 is the shape parameter of the LKJ distribution
and 𝑖(𝜇) is the oxide and hydrogen model evaluated for the 𝑖th
experiment at 𝜇. Here values of 𝜂 < 1 favor extreme correlations, 𝜂 = 1
provides a prior uniform over all correlation matrices and 𝜂 > 1 favors
a correlation closer to zero.

To avoid underflow, we use an expression proportional to the
log-probability instead of Eq. (16) directly. Thus, the actual formula
implemented in the MCMC sampler is:

log 𝑝(𝜇, 𝑆,𝛺|𝑠, ℎ) ∝
𝑛
∑

𝑖=1

(

−1
2
𝑟𝑇𝑖 𝛬

−1
𝑖 𝑟𝑖 −

1
2
log(|𝛬𝑖|)

)

+ (𝜂 − 1) log(|𝛺|) (18)

where

𝛬𝑖 = 𝐽𝑖𝛴
−1𝐽𝑇

𝑖 + 𝑅 (19)

𝑟𝑖 =
[

𝑠,𝑖(𝜇𝐶 ) − 𝑠𝑖,𝑜𝑏𝑠
ℎ,𝑖(𝜇𝐶 , 𝜇𝑓 ) − ℎ𝑖,𝑜𝑏𝑠

]

(20)

is the propagated uncertainty plus the measurement uncertainty and is
the residual vector obtained upon evaluating the model at the mean of
the parameters respectively. Note that the uniform priors for 𝜇 and 𝑆
ranging from 0 to ∞ are handled by returning a negative infinite log
probability if values violate the boundaries.

4.2. Reference method

To be able to demonstrate the effect of parameter uncertainty
inflation we chose to compare the derived result to a reference method.
The method is chosen as a reasonable method to apply if there were no
inadequacies (or if the modeler lacks knowledge about it) and assumes
physical fixed values, a uniform prior and a Gaussian likelihood. That
is, the posterior of 𝐶 and 𝑓 becomes:

log 𝑝(𝐶, 𝑓 |𝑠, ℎ) ∝
𝑛
∑

𝑖=1

(

−1
2
𝑟𝑇𝑖 𝑅

−1𝑟𝑖 −
1
2
log(|𝑅|)

)

(21)

where R is the measurement uncertainty according to Eq. (17) and the
residuals are calculated as:

𝑟𝑖 =
[

𝑠,𝑖(𝐶) − 𝑠𝑖,𝑜𝑏𝑠
ℎ,𝑖(𝐶, 𝑓 ) − ℎ𝑖,𝑜𝑏𝑠

]

(22)

5. 𝝌𝟐 validation metrics

In this paper, we use 𝜒2 validation metrics to assess how well the
propagated uncertainty explains the residuals. One benefit of perform-
ing a synthetic study is that we have access to the true values behind
the experiments. Therefore we can assess both how well the model

2

7

captures the observed and the true underlying values by using the 𝜒𝑡𝑟𝑢𝑒
and 𝜒2
𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 validation metrics. These are defined as (Helgesson et al.,

2018):

𝜒2
𝑡𝑟𝑢𝑒 =

1
𝑁

𝑛
∑

𝑖=0

(𝑖(𝜇) − 𝑥𝑖,𝑡𝑟𝑢𝑒)2

𝜎2𝑓𝑖𝑡
(23a)

𝜒2
𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 = 1

𝑁

𝑛
∑

𝑖=0

(𝑖(𝜇) − 𝑥𝑖,𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 )2

𝜎2𝑓𝑖𝑡 + 𝜎2𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑
(23b)

where 𝑖(𝜇) is the model for the 𝑖th measurement evaluated at the
mean of the parameters. 𝑥𝑖,𝑡𝑟𝑢𝑒 and 𝑥𝑖,𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 are the 𝑖th true and
measured (with measurement uncertainty added) values of the oxide
layer thickness or hydrogen concentration respectively. Finally, 𝜎𝑖,𝑓 𝑖𝑡
and 𝜎𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 are the propagated parameter uncertainty for the 𝑖th
measurement and the measurement error, respectively.

6. Synthetic application: Joint calibration of cladding oxidation
and hydrogen pick-up

The posterior distribution of the mean vector and the covariance
matrix is sampled using a Markov Chain Monte Carlo (MCMC) tech-
nique to calibrate the model. More specifically, the Affine Invariant
Markov chain Monte Carlo Ensemble sampler (Goodman and Weare,
2010) is used, which is available in the python module emcee (Foreman-
Mackey et al., 2013). In the ensemble sampler, several concurrent
walkers are used. Each walker can be seen as its own chain but with
proposals being dependent on the positions of the other walkers. This
is an effective way of sampling, allowing to make use of parallel
computing, including few tuning parameters. For details, see Goodman
and Weare (2010). The number of walkers in this application is selected
to be twice the number of dimensions. Priors are assumed in accordance
with Section 4.1 and several values of 𝜂 are evaluated to study their
effect on the derived uncertainties. From the generated synthetic data,
the 209 experiments, a 70% random selection of the data points is
used for calibration (calibration data). The remaining 30% of the data
is held back for independent validation (validation data). Calibration
and validation data here encompasses both experimental conditions
and corresponding observations generated according to the procedure
in Section 3. To make the MCMC sampling efficient, a surrogate model
is in place of the oxide model. The derived distribution parameter pos-
terior is marginalized to generate the effective distribution of the model
parameters. The marginalized posterior is then propagated through the
original model for validation. A conceptual scheme of the calibration
and validation process is presented in Fig. 7 and the generation of the
surrogate model is described in the following section.

6.1. Surrogate modeling

Since the oxide model encompasses a system of differential equa-
tions for which no closed-form solution exists, a surrogate model is
used for the oxide to avoid nesting a numerical solver in the MCMC
sampling. The surrogate here serves to replace the oxide model whereas
no surrogate is needed for the hydrogen pick-up model due to its
simplicity.

Since the oxide depends only on one calibration parameter, a sur-
rogate model that is just a function of 𝐶 is needed. We generate that
by varying 𝐶 in small steps between 0.8 and 3.3. Note here that 𝐶 is
normalized to its original value in Forsberg et al. (1995) and all other
parameters are fixed at their nominal values given in Forsberg et al.
(1995). The limits of 0.8 and 3.3 are chosen to be wide enough to
cover the spread of the oxidation calibration and validation data. For
all values of 𝐶, the oxide response is calculated for all experiments.
Subsequently, for each experiment, a cubic spline interpolation surro-
gate is used. The result is a surrogate model that calculates the oxide
response that the model would have predicted for each experiment for
a given value of 𝐶. A conceptual overview of the surrogate generation
process is provided in Fig. 8.
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Fig. 7. Schematic overview of the calibration and validation processes. The calibration is performed using a surrogate model (see Section 6.1) with the experimental conditions
of the calibration cases built in. The MCMC samples the posterior distribution of the distribution parameters. The chain is marginalized and propagated for validation. The arrows
represent flow of data.

Fig. 8. Schematics of the surrogate modeling generation. A surrogate model is generated by varying the calibration parameter 𝐶 and calculating the corresponding oxide thicknesses
for all different experiment conditions. All other model parameters are assumed to be nominal.
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Fig. 9. Corner plot showing the samples from the posterior distribution of the means, standard deviations, and the correlation coefficient of the model parameters. Marginal
distributions are plotted on the diagonal, whereas scatter plots are presented in the off-diagonal positions. In each scatter plot, all samples of the column variable are plotted
against all samples of the row variable. Density rings are plotted over the scatter plots to clearly detect potential correlations.
6.2. Posterior distribution of the mean vector and the covariance matrix

The posterior distribution of the mean vector and the components
of the covariance matrix are derived from MCMC sampling. 15 000
samples are generated using 10 different walkers. 1000 burn-in sam-
ples are discarded from each chain. The total number of samples is
chosen to guarantee convergence and is based on metrics proposed
in Goodman and Weare (2010). The samples are depicted in a corner
plot (Foreman-Mackey, 2016) presented in Fig. 9.

6.3. Marginalized distribution of the model parameters

Of typical interest is the resulting distribution of the model param-
eters 𝐶 and 𝑓 , rather than the distribution of their distribution param-
eters 𝜇 and 𝛴. This distribution can be obtained from the posterior
of 𝜇 and 𝛴 by Monte Carlo integration and the resulting distribution
is presented in Fig. 10(a). In addition, a posterior distribution from a
calibration using the reference method outlined in Section 4.2 is shown
in Fig. 10(b). We use the latter as a reference because of its chance
of being used in real situations. For example, when the modeler is
unaware of the effect of model inadequacy. It can be see by comparing
Figs. 10(a) and 10(b) that the method presented in this paper leads
9

to significantly greater uncertainty as it is constructed to bound model
inadequacy.

6.4. Impact of the parameterization of the LKJ prior for the correlation
matrix prior

As described in Section 4.1, the correlation matrix is assigned
with an LKJ-prior. The LKJ-prior has one parameter, 𝜂, that tunes the
strength of the correlation. That is, 𝜂 = 1 implies a distribution that is
uniform over all correlation matrices. Values above one favor weaker
correlations whereas values below one favors stronger correlations.
Therefore it is important to investigate its impact on the derived
marginalized posterior. It was found that the 𝜂 parameter indeed has an
impact on the posterior of the correlation matrix components, i.e. the
distribution plotted in Fig. 9. However, more importantly, it was also
found that the resulting marginalized posterior distribution depicted in
Fig. 10(a) is not. In Table 3, the resulting means, standard deviations,
and correlations are presented for three different values of 𝜂. It can be
seen that results are insensitive to the choice of 𝜂. In Team (2021) a
value of 𝜂 ≥ 1 is suggested and a 𝜂 = 5 is used for all results presented
in this paper.
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Fig. 10. Final posterior distributions of 𝐶 and 𝑓 using model inflation and a calibration with the reference method. The latter is the equivalent of assuming that 𝐶 and 𝑓 are
fixed unknown values that can be calibrated using uniform priors and a Gaussian likelihood with just the measurement uncertainty. Note the different scales in the images.
Table 3
Means, standard deviations and correlations of the marginalized posterior for different
values of 𝜂.
𝜂 Means Standard deviations Correlation

𝐶 𝑓 𝐶 𝑓

0.5 1.00 0.15 0.13 0.022 0.026
1.0 1.00 0.15 0.13 0.022 0.023
5.0 1.00 0.15 0.13 0.022 0.018

7. Validation

In this section, a validation of the calibration method is presented.
The validation is performed by studying the derived uncertainty prop-
agated to the output and how well the calibrated model can predict
and explain the spread in the true values behind the measurements.
This is done by calculating the 𝜒2

𝑡𝑟𝑢𝑒 and 𝜒2
𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 validation metrics

(defined in Section 5). The first is possible since this is a synthetic study
and the true values are known. Furthermore, as one-sided 95% upper
prediction limits typically play an important role in demonstrating a
conservative model for fuel licensing, it is also presented how these
bound the residuals. For each case, 𝜒2

𝑡𝑟𝑢𝑒 and 𝜒2
𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 are presented as

well as residuals between the predictions and the true values scaled
with the propagated parameter uncertainty. The metrics presented
above are studied both for a single case validation, but also for a
repeated investigation where the entire calibration and validation have
been repeated 1200 times. For the single case validation, we also study
how the derived uncertainties propagate to the output by presenting 1𝜎
uncertainty bands.

7.1. Validation against artificial measurements

This paper aims to evaluate if the investigated method can ac-
count for uncertainties due to model inadequacy, even if its source is
unknown. Consequently, it is essential to demonstrate how well the
model predicts the true underlying value and how the inflated model
parameter uncertainty propagates to its output. To demonstrate how
well the model is calibrated, the 𝜒2

𝑡𝑟𝑢𝑒 validation metric is calculated for
the independent validation data and presented in Table 4. It can be seen
from the table that 𝜒2

𝑡𝑟𝑢𝑒 is close to one for the calibration and validation
data, which indicates that the derived uncertainties are accurate. In
10
Table 4
𝜒2
𝑡𝑟𝑢𝑒 validation metric.

𝜒2
𝑡𝑟𝑢𝑒 Calibration data Validation data

Oxide Hydrogen Oxide Hydrogen

Unc. inflation 0.820 1.02 1.02 0.92
Standard calibration 1428 1178 1394 1272

contrast, for a standard calibration with uniform priors and a Gaussian
likelihood, i.e. the reference method presented in Section 4.2, the 𝜒2

𝑡𝑟𝑢𝑒
metric is far greater than one, indicating that the uncertainties of the
parameters are severely underestimated. Using the reference method
here means that we sample the parameters in light of the observed data
with no prior judgement, assuming that there is one fixed underlying
value. This is used as a reference, as it would have been reasonable to
do if there were no inadequacies.

It can also be demonstrated that the uncertainties of the model
parameters, when propagated to the output, are reasonable by studying
1𝜎 uncertainty bands. These are generated by running the test-bed
model for all samples in the marginalized posterior and calculating
the standard deviation of predictions for each experiment. The re-
sult shows, in accordance with the derived 𝜒2

𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 in Table 4, that
the propagated uncertainty well explains the spread of the residuals.
The derived uncertainties, both for the oxide layer thickness and the
hydrogen pick-up, are presented in Fig. 11.

7.2. Validation of upper bound predictions

In the context of safety evaluations, upper-bound predictions are
needed to demonstrate the fulfillment of safety criteria. A benefit of
using artificial data is that the true values of the calibration and
validation data are known. Thus, the ability to appropriately bound
the true values with the inflated model parameter uncertainty can be
investigated. Upper-bound predictions corresponding to the upper one-
sided 95% quantiles of each prediction are plotted in Fig. 12. According
to the following principle, we generate upper-bound predictions by
using the marginalized chain of 𝐶 and 𝑓 . More specifically, for each
value of 𝐶 and 𝑓 the corresponding predictions of each experiment are
calculated. Then the 0.95𝑛 terms (where 𝑛 represents the length of the
chain) of these sorted chains are used to define upper bound one-sided
credibility limits. For details of the method, see Chen and Shao (1999).
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Fig. 11. 1𝜎 uncertainty bands generated by propagating the inflated model parameter uncertainty to the output. Vertical bands represent the 1𝜎 ‘‘measurement’’ uncertainty.
Fig. 12. Upper one-sided 95% quantiles plotted against true values of artificial measurements. The dashed line here represents the equality line, and for upper bound predictions,
95% of the data shall be above this line.
It can be seen that the appropriate level of uncertainty is obtained
and thus the model parameter uncertainty is inflated to account for
the model discrepancies. From Fig. 12, it can be seen that for the oxide
data 3 of 52 (5.8%) of the validation data points and 9 of 155 (5.8%) of
the calibration data points are not bounded by the one-side 95% upper
bound credibility limits. For hydrogen concentration, 7 of 155 (4.5%)
and 4 of 52 (7.6%) points are not bounded for the train and test data
respectively. The derived credibility intervals are deemed acceptable
since 1) the derived limits are bound around 95% of the data and since
2) these limits are supposed to bound 95% of the data on average.

7.3. Repeated validations

The results in Sections 6.1 and 6.2 illustrate how the validation
works for one synthetic reality (one set of artificially generated cali-
bration and validation data) and encompass the result of one typical
calibration. This section provides a more thorough study of how the
calibration method would perform when repeated for different calibra-
tion and validation sets. To study that, we repeat the entire process
of synthetic data generation, calibration, and validation 1200 times.
Fig. 13 presents the distribution of 𝜒2

𝑡𝑟𝑢𝑒 and 𝜒2
𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 derived from

all these simulations. It can be seen from the figure, that the 𝜒2

distributions peak as one and that these seem to follow the shape of a
reduced 𝜒2 distribution, which is expected if the derived uncertainties
11
well explain the residuals. It can also be seen that 𝜒2
𝑡𝑟𝑢𝑒 and 𝜒2

𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 are
strongly correlated. That means that under and over predictions for the
measured values are followed by similar under and over predictions for
the true underlying values.

Fig. 14 compares the 𝜒2
𝑡𝑟𝑢𝑒 distribution against the true probability

density function of a reduced 𝜒2-distribution. Such comparison is dif-
ficult to do exactly since the number of validation points, and thus the
degree of freedom, vary between each reality. In this study, the number
of validation points varies around 49 and therefore we used that as the
shape parameter for the comparison. In Fig. 14 one can see that the
shape of the 𝜒2 values seems to follow the true distribution well, except
that the tails to the right are somewhat heavier than expected. That
indicates that the method underestimates the uncertainty for a more
significant portion of the realities than one would expect if we assume
the errors to be Gaussian distributed.

In addition to the above 𝜒2 distributions, Fig. 15 demonstrates the
scaled residuals, i.e. the predicted minus true values scaled with the
derived propagated parameter uncertainty, from all validation points.
These are expected to follow a standard Gaussian distribution if the cal-
ibration method captures the unknown uncertainty well, and therefore
such a density function is added for comparison. For both oxide thick-
ness and hydrogen concentration, it can be seen that the distribution
of the residuals is somewhat skewed since the left tails are too heavy,
whereas the right tails are too light. That indicates that the method
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Fig. 13. 𝜒2 values derived on independent test data for 1200 repeated calibration. The first two columns and rows represent the 𝜒2
𝑡𝑟𝑢𝑒, and the last two columns and rows

represent the 𝜒2
𝑡𝑟𝑢𝑒 validation metrics for the oxide layer thickness respectively. On the diagonal histograms are presented whereas scatter plots with density rings are plotted on

the off-diagonal positions. Reference lines are added to indicate where 𝜒2 = 1.

Fig. 14. 𝜒𝑡𝑟𝑢𝑒 values compared with corresponding 𝜒-distribution. Note here that the degree of freedom used for comparison is 49, but the number of validation points varies
between cases.
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Fig. 15. Residuals between predictions and true values of oxide thickness and hydrogen concentration, scaled with the propagated model parameter uncertainty. The residuals are
computed taking the predicted values minus true values scaled with the derived propagated parameter uncertainty. Standard normal probability density functions are presented
for comparison.
Table 5
Mean, standard deviation, skewness, and kurtosis of the scaled residuals (Fisher’s
definition is used for the kurtosis).

Scaled residual
oxide thickness

Scaled residual hydrogen
concentration

Mean −0.01 0.00
Standard deviation 1.03 1.00
Skewness −0.58 −0.59
Kurtosis 0.62 0.77

captures the uncertainties well on average but that a slightly greater
portion of data points are underestimated than expected. Summary
statistics for the scaled residuals are given in Table 5. From Table 5 we
can conclude that the errors are not fully Gaussian distributed which
is consistent with the observation from the derived 𝜒2-distributions.
It is observed that the distribution is slightly non-Gaussian with a
skewed distribution towards negative values, i.e. we underpredict the
magnitude of the cladding oxidation and the hydrogen pick-up more
often than expected if assumed normally distributed errors.

Also, the upper bound predictions are studied for the repeated vali-
dation. Fig. 16 shows the distribution of the fractions of true validation
points bounded by one-sided 95% credibility intervals for the repeated
validations. It is found that the mean fractions of bounded points are
94% and 95% for the oxide layer thickness and hydrogen concentration
respectively.

Additionally, for each repeated validation, the mean and the stan-
dard deviation of the marginalized parameters C and f (see Fig. 10(a))
can be determined. In Fig. 17 the distributions of the mean and the
standard derivation for the 1200 realities are shown.

8. Discussion

This paper presents a hierarchical probabilistic method and how
it accounts for model inadequacy in calibration. The method requires
that the distribution by which the calibration parameters vary between
experiments has to be specified. Another feature of the method is that
linearity is assumed to approximate the model around its nominal
prediction. Therefore, we advise testing the method on less-linear
problems, perhaps combined with assuming non-Gaussian distributions.
It is impossible to conclude how the method generalizes for these cases
without doing that.

The method inflates the uncertainty of the model parameters to
cover the effect of model inadequacy. This is beneficial because the
derived uncertainties are transferable to other prediction domains.
13
Additionally, putting the uncertainty on the input is easily integrable
in existing methodologies for uncertainty propagation.

An additional tool is given to find potential anomalies in the analysis
results by plotting the entire distribution of the distribution parameters.

Even if the method appears to give good predictions in most cases,
there are also cases where the method underestimates the uncertainty.
In a real calibration situation, this will be possible to diagnose by
studying the residuals of the measurements.

9. Summary and conclusions

The paper illustrates that conventional calibration techniques,
e.g., the reference method presented in Section 4.2, do not address
model inadequacies and severely underestimate model parameter un-
certainties if a model inadequacy is present. The result is that the
derived parameter uncertainties do not explain the deviation between
the model and the truth. Therefore, this study investigates a method to
calibrate models in the presence of model inadequacy in the context of
fuel performance modeling.

The method is tested on an artificial test-bed consisting of a cladding
oxidation and a hydrogen pick-up model. The same model used for
calibration is also used to generate synthetic calibration data, but
with the assumption that some model parameters result from a more
complex reality and have an intrinsic uncertainty. Therefore, model
parameters are sampled from distributions to generate the desired
amount of model inadequacy in the calibration data. The result is that
the model is inadequate if used with fixed parameters over all experi-
ments. The derived method addresses these unknown uncertainties by
assuming a hierarchical model and an underlying Gaussian variability
in the calibration parameters. This underlying variability is described
by so-called distribution parameters (mean, standard deviation, and
correlation). MCMC is used to find the posterior density of these dis-
tribution parameters. It is finally demonstrated how the distribution of
the calibration parameters can be obtained from the derived posterior
of the distribution parameters.

It is tested if the method appropriately inflates model parameter un-
certainties by adapting their covariance matrix so that the propagated
uncertainty conforms with the spread of the data. This is studied for
1200 different data sets by investigating the distribution of the residuals
and 𝜒2

𝑡𝑟𝑢𝑒, and if upper bounds predictions bound a sufficient amount
of the data. It is observed that the residuals and consequently the
errors, to a minor extent, are deviating from a Gaussian distribution. In
addition, the results in the derived 𝜒2

𝑡𝑟𝑢𝑒 values are close to its expected
distribution and the deviations can be identified by investigating the
2
𝜒𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑑 .
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Fig. 16. Histogram showing the percentage of points bounded for the different validations.

Fig. 17. Distribution of means and standard deviations derived on marginalized distributions.
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Additionally, the paper clearly highlights the importance of repeat-
ing the validation multiple times. For example, there is a considerable
probability of one test case being benign, despite a high failure rate of
the method. Thus, it is highly likely that edged behavior is undiscovered
if the validation is not repeated using a large sample of data sets.

To summarize, the presented method appears to be a robust method
that in most cases addresses model inadequacies in the tested model
appropriately. The method also has the advantage of giving clear
indications of when the calibration results should be investigated in
more detail. Given the lack of perfect methods for addressing model
inadequacies in fuel calibration, the method is a good candidate to be
tested on real experimental data and to be used in fuel calibration for
problems that resemble the described test case.
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