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Abstract

In this thesis, I explored several neural network-based models to resolve the
issues of zero pronoun in Chinese English translation tasks. I reviewed previous
work that attempts to take the resolution as a classification task, such as deter-
mining if candidate in a given set is the antecedent of a zero pronoun, which can
be categorized as rule-based and supervised methods. Existing methods either
did not take the relationship between potential zero pronoun candidates into
consideration or did not fully utilize attention to zero pronoun representations.
In my experiments, I investigated attention-based neural network models as
well as its application in reinforcement learning environment building on an
existing neural model. In particular, I integrated an LSTM-tree-based module
into the attention network, which encodes syntax information for zero pronoun
resolution tasks. In addition, I apply Bi-Attention layers between modules to in-
teractively learn the syntax and semantic alignment. Furthermore, I leveraged
a reinforcement learning framework to fine-tune the proposed model, and ex-
periment with different encoding strategies, i.e., FastText, BERT, and trained
RNN-based embedding. I found that attention-based model with LSTM-tree-
based module, fine-tuned under reinforcement learning framework that utilized
FastText embedding achieves the best performance, superior to the baseline
models. I evaluated the model performance on different categories of resources,
of which FastText shows great potential in encoding web blog text.
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1 Introduction
Pronoun dropped languages are characterized by the zero pronouns as a linguistic
phenomenon Chen and Ng (2016); Zhao and Ng (2007). Zero pronoun translation
indicates the situation where the source language in a translation task is a pro-drop
language, meaning that certain pronouns can be omitted because the context or
grammatical structure already make it clear, while the target language is a non
pro-drop one where pronouns are necessary syntactically. For example, Chinese,
Japanese and Spanish are pro-drop languages. Chinese and Japanese tend to omit
the pronoun if it is implied in the context, while Spanish omit the pronoun (mainly
subject) due to its verbal conjugation system where it is specified with different
forms of the verb. Because of the pro-drop nature of these languages, it is hard
for them to be translated directly into non pro-drop languages like English when
additional pronouns need to be added. One way to solve this problem is do zero
pronoun resolution to learn from the context and restore the pronouns the sentences
drop in the source language.
Zero pronouns are categorized as anaphoric and non-anaphoric. Figure 1.1 illus-

trates how a zero pronoun can either be an anaphoric zero pronoun (AZP) if it refers
to no more than one mention in the associated text, or a non-anaphoric one if there
is no such mention. The pronoun *pro*1 is anaphoric and refers to the mention of
”The police”, whereas the pronoun *pro*2 is non-anaphoric. They are both called
antecedents and serve the purpose of interpreting zero pronouns. Correctly resolving
AZP is a challenging task in semantic understanding, and it has received a great
deal of attention.
To resolve Chinese zero pronoun resolution, early approaches relied on rule-based

approaches XUE et al. (2005); Wang et al. (2017); Farreny (1999); Isozaki and Hirao
(2003). The problem was then solved using various traditional machine learning
models with hand-crafted features, including supervised and unsupervised methods.
The literature on these subjects includes Chen and Ng (2016); Ferrández and Peral
(2000); Sasano et al. (2008). Using parse trees to locate and resolve zero anaphoras,
Zhao and Ng (2007) identified and resolved a set of syntactic features. In addition
to the lexical and coreference links between zero pronouns in the text, the published
work from Chen and Ng (2016); Zhao and Ng (2007) introduced lexical features. In
spite of its effectiveness, feature engineering relies heavily on annotated corpora and
requires a lot of labor in the annotation.

Figure 1.1: An example of zero pronouns, including anaphoric zero pronouns (PRO1) and non-
anaphoric zero pronouns (PRRO2), whose missing in English translation will influ-
ence the sentence understanding.Lin and Yang (2020)
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This task was the first to be applied to a deep neural network by Chen and Ng
(2016) due to the powerful ability of deep learning. Afterwards, Liu et al. (2017)
generated a pseudo dataset for training supervised models, and Yin et al. (2017) pro-
posed a memory-based network for determining the antecedent for zero pronouns.
Yin et al. (2017) encoded local and global information about candidates to employ
useful information in the text further; Yin et al. (2018a) integrated local and global
indicators by using deep reinforcement learning models while encoding information.
Moreover, a self-attention mechanism was applied to encode zero pronouns and
an attention-based recurrent neural network was applied to encode candidate an-
tecedents based on their content Yin et al. (2018b). However, these methods either
did not take the interaction between zero pronouns and candidate antecedents into
consideration such as the work in Chen and Ng (2016); Yin et al. (2018a) or not
fully utilized attention to zero pronoun representations and model their candidate
antecedents Liu et al. (2017); Yin et al. (2018b). This work shows weakness that
lacks the capability of leveraging learned features to properly encode the antecedents
that convey significant information. Furthermore, these methods simply formulate
the resolution task as a classification task, such as to determine if a candidate is
the antecedent of a zero pronoun in a given set, which significantly ignores the rela-
tionship between different potential candidates of a zero pronoun, therefore, it was
unable to ensure that correct candidates have relatively higher scores than those of
the wrong candidates, which needs to be improved.
In this thesis, I investigate how to leverage neural networks aided by attention

mechanisms to improve the performance on zero pronoun tasks, by means of in-
tegrating Tree-LSTM modules, and applying several embedding mechanisms, and
finetuning the pre-trained model with reinforcement learning framework. My study
is based on existing neural network work methods for the resolution of Chinese zero
pronouns Chen and Ng (2016); Yin et al. (2017, 2018a,b), to resolve anaphoric zero
pronouns by using attention-based models with several embedding strategies. There
has been an exploit that employs attention mechanisms on top of convolutional neu-
ral networks in order to focus on information that is useful for noun phrase-related
tasks to guide the model in learning a good representation of the entities Mnih
et al. (2013); Tang et al. (2016). Zero pronouns are simple gaps that do not have
any extra information showing in the given sentences, so the above-mentioned at-
tention is unable to model significant information related to zero pronouns. Work
by Yin developed a novel method following the work Lin et al. (2017) to encode
zero anaphoras through self-attentive mechanisms Hao et al. (2020); Vaswani et al.
(2017). The self-attentive mechanism allows its model to capture essential informa-
tion about encoding zero pronouns by focusing on informative texts of the context.
To build the mention or phrase encoder, Yin et al. (2018b) proposes an attention-
based recurrent neural network (RNN) to model informative texts of mentions (or
called noun phrases). By using a vector representation, such as word embeddings
or one hot representation, the model is able to effectively extract important parts
of mentions and therefore makes the mention or noun phrase more informative,
ignoring the useless context that may bring the noise to the model, which was
demonstrated as an efficient means of expressing encoded candidates in the seman-
tic level. I utilized several embedding mechanisms and build on the attention-based
models to demonstrate empirically that good phrase representation is significant
for the performance of the zero pronoun resolution tasks. Hence, I implemented the
attention-based method as baseline performance, with the purpose to obtain excel-
lent performance on proposed methods on the widely used OntoNotes-5.0 dataset
for anaphoric zero pronoun resolution tasks.
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1.1 Purpose
This thesis addresses the question of Chinese zero pronouns resolution in general.
Specifically, I am interested in finding out if syntax information (i.e. Tree-LSTM
based encoder for context syntax) would be helpful for the zero pronoun tasks
as well as different embedding strategies together with reinforcement learning fine-
tuning strategies can improve zero pronoun resolution tasks. I evaluated proposed
methods and their performance on different sources of data, such as newspapers,
online news, and short articles in the OntoNote-5.0 dataset. Furthermore, I used
reinforcement learning frameworks to enhance the overall performance of the pre-
trained attention-based models with different embedding strategies, such as context-
based BERT embedding, large trained FastText, and RNN-based context-aware
embedding. In particular, I will address the following questions:
1) Will context syntax information benefit zero pronoun resolution tasks?
2) Can Bidirectional attention together with self-attention help neural networks
benefit zero-pronoun resolution?
3) What is the best embeddings word strategies for tasks involving zero pronoun
resolution?
4) Can reinforcement learning framework be helpful for fine-tuning the pre-trained
model on performance of the tasks?

1.2 Outline
Chapetr 1 introduces the thesis in general. Chapter 2 provides an overview of the
theoretical background and previous research. I begin by presenting how the term
zero pronoun resolution has been defined previously in the literature. Following
that, I present ways to formulate zero pronoun resolution tasks in Chinese to En-
glish translation. Furthermore, neural network methods that are currently used in
the research community based on past work are introduced. Also, there will be an
introduction to the several pre-trained embedding models that the task is based
on, followed by a description of the reinforcement learning framework that lever-
ages a reward-based strategy to solve, in a new aspect, zero pronoun resolution. In
addition, I provide studies and experiments that evaluate whether these pretrained
attention-based models, and reinforcement learning frameworks can relatively per-
form well. The data used for the experiments is described in Chapter 3, including the
different sources such as online news, professional reports, short articles. Chapter 4
explains the methodology and the models, presenting theoretical foundations. Chap-
ter 5 presents experiments and and discussion on the results, including evaluation,
qualitative analysis. Conclusions and future directions are presented in Chapter 6.
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2 Background
In this section, I will give a brief summary of early efforts for zero pronoun reso-
lution both for Chinese and other languages. In comparison, Chinese zero pronoun
resolution is more significant in the context of Chinese-English translation as the
Chinese language is a pronoun-drop language, which means pronouns are usually
discarded while speaking and writing in order to improve expressing fluency but
would have not much ambiguity.

2.1 Zero Pronoun Resolution for Chinese
Using the Hobbs algorithm as the resolution method for zero pronouns in a Chi-
nese treebank, XUE et al. (2005) is the first attempt to solve the zero pronoun
resolution tasks, bringing attention to the issues of Chinese-English translation.
Converse (2006) is the pioneer who used the rule-based study to achieve this. Then,
a variety of learning-based methods were investigated because of data sufficiency
and prevail of machine learning methods. Learning-based models are used by Zhao
and Ng (2007) to target zero anaphoras and improve the performance, whose clas-
sifier is trained using several features with a decision tree algorithm to classify
zero pronouns in given candidates. Kong and Zhou (2010) introduce the context-
sensitive tree-kernel framework for zero anaphora resolution to better capture the
syntactic-level information and gain good performance. Chen and Ng (2016) make
new features to the resolver, namely, zero pronoun links and novel features that
convey NLP-based structure information. This work, however, is heavily dependent
on datasets of annotations. The first unsupervised model presented by Chen and Ng
(2016) addresses this challenge by converting zero anaphoras into ten pre-defined
pronouns and then applying a ranking-based resolution model to select antecedent
mentions. A discourse-aware model developed by Chen and Ng (2015) can jointly
locate and resolve zero anaphoras and bring new aspects to the zero pronoun reso-
lution tasks. Recent development in neural network techniques have increased the
performance of deep-learning-based methods and can be widely adopted for several
tasks. Using a feed-forward neural network framework, Chen and Ng (2016) encode
the zero anaphoras by ways of considering the previous word and heading in a given
sentence. As a result of omitting the context of a zero anaphora, the model leaves
out some valuable information.
Various works attempt to alleviate this issue by examining information from as-

sociated texts. Yin et al. (2017) develop a memory-based network neural network
model that learns to encode zero anaphoras from texts and antecedent mentions.
Using the multihop architecture, they produce abstract information from external
memories as hints for explaining zero anaphoras. A hierarchical candidate encoder
is introduced that learns how to model the candidates by Yin et al. (2017). A recent
study by Liu et al. (2017) investigates the problem of generating pseudo training
data for the task of resolving zero anaphoras, which shows potential. In their work,
the authors have devised a novel two-step training strategy that helps overcome
the discrepancy between the pseudo training data generated and the real training
data obtained. In spite of the fact that these methods above are capable of show-
ing a good representation of the semantics of zero anaphoras by considering their
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context, they consider the words equally, overlooking the diversity of the different
words. Yin et al. (2018a) aims to solve it with attention-based methods. In this
thesis, I build on its method to explore the context embedding with several em-
bedding strategies and explore the possibility of modeling zero pronouns with a
reinforcement learning framework. The approach integrates a self-attentive mecha-
nism that enables the model to focus on informative texts within the context of zero
pronouns. Furthermore, our model learns more informative parts of mentions when
we use an attention-based technique for modeling candidates, resulting in favor of
zero pronoun resolution.

2.2 Zero-pronouns for other languages
Work has been done on zero pronoun resolution for other languages besides Chinese,
including Korean and Japanese. There are two basic approaches to zero pronoun
resolution: rule-based and learning-based. There is a work by Ferrández and Peral
(2000) that investigates the use of rule-based methods to encode candidates for
resolving zero anaphoras in Spanish. There has been much research done on learning-
based methods over the past few years Iida et al. (2006, 2016); Sasano et al. (2008),
of which Iida et. al. presents a novel CNN-based deep neural network model for zero
anaphora resolution in Japanese. Both the surface word and the dependency tree
structure of a sentence can be used as clues, which helps their model gains higher
precision. Hence it is further adopted in later work as modeled features are needed
for real-world natural language processing (NLP) applications.

2.3 Neural network-based approach
Zero pronouns are common in Chinese, but there are only a few studies that can
comprehensively tackle the issues. Recent work can be divided into two types of
studies: supervised learning Zhao and Ng (2007); Kong and Zhou (2010); Yin et al.
(2017, 2018a,b), and unsupervised learning Chen and Ng (2016); Liu et al. (2017).
Converse (2016) developed a Chinese zero pronoun corpus for dropped pronouns for
supervised learning subjects/objects through a proposed anaphoric zero pronoun
resolution system. An approach to resolution based on features was proposed by
Zhao and Ng (2007), which focused primarily on the identification of antecedents.
To reduce the effort involved in utilizing lexical features for anaphoric zero pronoun
resolution, a deep neural network-based approach has been proposed. Yin et al.
(2018a,b) developed a deep-memory network capable of encoding zero pronouns
into vector representations. To eliminate the drawback of the limitation of data
annotation, Chen and Ng (2016) presented a generative model for unsupervised
Chinese ZP resolution based on annotated data. In addition, an innovative method
proposed by Liu et al. (2017) makes use of large-scale pseudo-training data and then
transfer it to a neural network model for zero pronoun resolution.
For zero pronoun resolution, Yin et al. (2018a) presents an attention-based neu-

ral network model, supervisor in a comparison with prior studies that utilized zero
pronouns, because of its focus on the context of zero pronouns and proposed 16
features that can capture relevant information within the scope of its texts. In this
thesis, I follow the attention-based method and investigate an innovative framework,
reinforcement learning building on attention-based neural networks. By employing
interactive attention and self-attention, Lin and Yang (2020) better models zero
pronouns and potential antecedents, with Pairwise Loss (PL) that integrates an-
tecedent similarity into a pairwise-margin loss. Anaphoric zero pronouns aims to
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select antecedents from candidates’ antecedents for the zero pronoun, which can be
simulated to a sequential process in a reinforcement learning setting. In Chapter 4,
I introduce the environment, agents, rewards, etc., for reinforcement learning.
In order to improve the performance of zero pronoun recognition, this thesis pro-

posed a deep neural network-based anaphoric zero pronoun recognition method.
First, the attention mechanism is used to capture the semantic information of the
zero-pronoun context, i.e., the words with more semantic information are assigned
higher weights. Moreover, a Tree-LSTM-based module is used to mine syntactic
structure information. Afterward, a bidirectional attention layer is applied to learn
the interaction between semantics and syntactics. Compared with traditional iden-
tification methods, this thesis makes use of the abstract syntax feature information
that is extracted from the input text through a deep neural network, which is able
to identify zero pronouns, and reduces the model’s dependence on tedious manual
features and expert knowledge.

2.4 Word Embedding
Essentially, word embedding involves projecting words in a continuous vector space.
These areas should contain semantically or syntactically related words. The advan-
tage of word embeddings is that they don’t require a labeled corpus for training.
A large unlabeled corpus is usually used to learn the embeddings. It often requires
high-level technical conditions for this training process. Using pre-trained word em-
beddings, researchers can perform a range of NLP tasks using pre-trained embed-
dings available on the Internet. A fastText model was provided by Facebook, while
BERT models were provided by Google. We propose in this paper to use pre-trained
embeddings. In this section, we will discuss embeddings.

2.4.1 Word2Vector
In contrast to traditional methods such as LSA, neural networks have been receiving
increasing attention recently Faruqui et al. (2016); Altszyler et al. (2017). Embed-
ding generation is particularly popular with Word2vec models. Word2vec provides
two language models based on neural networks: Continuous Bag of Words (CBOW)
and Skip-gram. Each step of both models involves training the network with words
within a fixed-length window that moves along the corpus during training. The
CBOW model predicts the central word based on the words surrounding it, whereas
the Skip-gram model predicts the contexts based on the central word. Once the neu-
ral network has been trained, the learned linear transformation is used as a word
representation. Word2vec differs from LSA by virtue of being a prediction-based
model instead of a counter-based model. In this thesis, I use the pre-trained word
embeddings (of size 100 used in previous work) obtained from training word2vec on
the Chinese portion of the OntoNotes 5.0 training data as one of the embedding
methods used in the models.

2.4.2 Fasttext Embedding
The fastText system represents each word as a bag of n-gram characters Athi-
waratkun et al.. For each character n-gram, a vector representation is associated;
words are represented as the sum of these representations. When learning the word
representation, a large number of left- and right-handed context words are taken
into consideration. In contrast to Mikolov’s embedding Levy and Goldberg (2014),
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fastText uses character n-gram tokenization thereby providing embeddings for mis-
spelled words, rare words, or words that did not appear in the training corpus.

2.4.3 BERT Embedding
One of the most powerful context and word representations is BERT (Bidirectional
Encoder Representations from Transformers Devlin et al. (2018). It applies the
transformer method of attention mechanisms. Understanding a sentence requires
an assessment of the word relationships. By doing this, BERT can consider a broad
range of left and right contexts of a given word. Different embeddings of the same
word can occur depending on the context. If it refers to a bank account, the word
bank can have one embedding; if it refers to a riverbank, it may have a different
embedding. In addition, the BERT model tokenizes word pieces and models on their
contexts, hence, embeddings for rare words are possible, similar to fastText.
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3 Dataset
The proposed model was evaluated with respect to the Chinese zero pronoun Chen
and Ng (2016); Yin et al. (2017), which was included in the Conll-2012 Shared Task.
There are six different sources of data in this dataset, including Broadcast News
(BN), Newswires (NW), Broadcast Conversations (BC), Telephone Conversations
(TC), Web Blogs (WB), and Magazines (MZ). Based on the Chen and Ng (2016)
training and development sets, we test our model on the development dataset. Table
3.1 shows the statistics of our dataset. The strategy we use is similar to that used
in existing work Chen and Ng (2016); Yin et al. (2017), where 20% of the training
dataset is selected randomly and reserved for tuning the model.

Documents Sentences Words Anaphoric Zero Pronouns
Training 1,391 36,487 756k 1,2111
Test 172 6,083 110k 1,713

Table 3.1: Train set statistics of the dataset

In order to better compare the experiments on different data, we show the statis-
tics in terms of the number of documents, sentences, words, and anaphoric zero
pronouns in the test set in Table 3.2, which gives hints for the improvement of the
tasks via data augmentation in the future.

of documents of sentences of words of AZP
Nw 32 399 9961 84
Mz 7 362 12461 162
Wb 10 1037 19866 283
Bn 114 917 29507 390
Bc 7 2239 36027 509
Tc 4 1129 11471 283

Table 3.2: Statistics of different categories in the set of tests

In order to show the details of the preprocessing for the dataset, I present an
example of the news wires from xinhua resource.

Plain Text: 进出口银行决定先在日本取得信用评级是为进入国际资本市场融资
创造作准备，以便扩大资金来源，支持中国机电产品和成套设备出口。

Phrase Text: 进出口银行决定 *PRO* 先在日本取得信用评级是为 *pro* 进入
国际资本市场融资创造作准备，以便扩大资金来源，支持中国机电产品和成套设备
出口。

Parsing tree:
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(TOP (IP (IP-SBJ (NP-PN-SBJ (NN 进出口)
(NN 银行))

(VP (VV 决定)
(IP-OBJ (NP-SBJ (-NONE- *PRO*))

(VP (ADVP (AD 先))
(PP-LOC (P 在)

(NP-PN (NR 日本)))
(VP (VV 取得)

(NP-OBJ (NN 信用)
(NN 评级)))))))

(VP (VC 是)
(VP (VP (PP-BNF (P 为)

(IP (NP-SBJ (-NONE- *pro*))
(VP (VV 进入)

(NP-OBJ (NN 国际)
(NN 资本)
(NN 市场)
(NN 融资)
(NN 创造)))))

(VP (VV 作)
(NP-OBJ (NN 准备))))

(PU ，)
(VP-PRP (ADVP (AD 以便))

(VP (VV 扩大)
(NP-OBJ (NN 资金)

(NN 来源))))
(PU ，)
(VP-PRP (VV 支持)

(NP-OBJ (NP (NP-PN (NR 中国))
(NP (NP (NN 机电)

(NN 产品))
(CC 和)
(NP (ADJP (JJ 成套))

(NP (NN 设备)))))
(NP (NN 出口))))))

(PU 。)))

We generate candidate noun phrases from the parsing tree and then build our
dataset based on its Tags. Specifically, I employ the features from existing work on
zero anaphora resolution (Chen and Ng, 2013; Chen and Ng, 2016), and encode the
features into vectors to the model.
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4 Methodology

4.1 Evaluation Metrics
We manipulate Recall, Precision, and F-score (referred to as F) to evaluate the
quality of our model, as with early work on zero pronoun resolution in Chinese
Zhao and Ng (2007); Chen and Ng (2016); Yin et al. (2017). In more detail, recall
and precision are defined as:

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑛𝑢𝑚𝑏𝑒𝑟 𝑜 𝑓 ℎ𝑖𝑡

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜 𝑓 𝐴𝑍𝑃 𝑖𝑛 𝑡ℎ𝑒 𝑘𝑒𝑦
(4.1)

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑛𝑢𝑚𝑏𝑒𝑟 𝑜 𝑓 ℎ𝑖𝑡

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜 𝑓 𝐴𝑍𝑃 𝑖𝑛 𝑡ℎ𝑒 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛
(4.2)

The hit occurs when an anaphoric zero pronoun is recognized and resolved into a
mention within the annotated dataset. An anaphoric zero pronoun is an anaphoric
gold answer.

4.2 Attention-based Neural Network
I implemented a proposed attention-based neural network model for anaphoric zero
pronoun resolution Yin et al. (2018a) which investigates the attention mechanism
that helps capture useful information from contexts instead of prior studies that
utilized all the context of zero pronouns. This section presents the methodology
in detail, including the architecture of the attention-based neural network and the
training objective. In the preprocessing phase, I select candidate mentions from the
associated texts. More specifically, I choose the noun phrases that appear within
two sentences from the zero anaphora to be the candidates, which is similar to
Yin et al. (2018a). Additionally, I take the strategy used in prior approaches Chen
and Ng (2016); Yin et al. (2017) for Chinese zero pronoun resolution, reserving for
candidates those mentions that max noun phrases or modifier noun phrases. In this
way, I can recall most (about 98% ) of the antecedents with a small loss. The goal is,
for the resolver, to accurately and correctly identify antecedents from its candidate’s
list NP = {np1, np2, ..., np𝑛}. The main framework is shown in Figure 4.1.

According to use of a pair-wise model Zhao and Ng (2007); Chen and Ng (2016);
Yin et al. (2017), I implement the resolution in a way of classification. Each can-
didate’s mention of the word is categorized into two groups, namely, ”corefer,” in
which the candidate is the antecedent of the zero pronouns, or ”uncorefer”, which is
not a coreferenced pronoun. An attention-based neural network model is employed to
calculate the coreference scores of zero pronoun-candidate antecedent pairs. Within
the context of the zero pronoun words, the models try to interact with the pronouns
and their context by using the attentive mechanism. In particular, the model learns
to represent zero pronouns by focusing on different parts of the context through a
self-attention module. Meanwhile, the model uses bidirectional attention to inter-
act with pronoun context. In general, the model encodes candidate mentions using
their informative content words when dealing with candidate mentions in terms of
semantics and syntax. In this way, the model captures the important information
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Figure 4.1: Attention-based framework for zero pronoun resolution

about each candidate in accordance with the ZP. It generates representative vectors
of candidates as [vnp1, vnp2, ..., vnp𝑛]. A two-layer neural network is then used to
generate the resolution score for each pair of zero pronoun-candidate antecedents.
Afterward, the model determines whether each candidate will be resolved by ranking
and obtaining the highest probability of softmax. In general, the model consists of
three modules, including a zero pronoun encoder, a candidate antecedent encoder,
and a feed-forward neural network that learns to score each candidate antecedent.
This part introduces the mathematical foundation of an attention-based neural

network for resolving anaphoric zero pronouns. The model consists of three modules,
including a zero pronoun encoder, a candidate antecedent encoder, a tree-lstm-based
syntax encoder, and a feed-forward neural network that learns to score each candi-
date antecedent. The self-attention mechanism is investigated when modeling zero
anaphora in response to the work of Lin and Yang (2020). A recurrent neural net-
work (RNN) encodes the preceding and following texts of the zero anaphora Yin
et al. (2017). The vector-space semantic of the zero pronouns is formed by con-
catenating the last hidden vectors of these two RNNs. In addition to the recurrent
neural network architecture, the model uses an attention technique that simplifies
the process of capturing the informative parts of the associated texts. In particular,
the self-attention mechanism identifies the attention-weight vectors for the hidden
states of RNN. The attention-weight vectors are then connected to the counterpart
hidden states, and the weighted summation vector is used to represent the zero
pronouns, as follows

𝐶𝑜𝑛𝑡𝑒𝑥𝑡preceding =
(
𝑤1,𝑤2, . . . ,𝑤𝑧𝑝−1

)
(4.3)

𝐶𝑜𝑛𝑡𝑒𝑥𝑡preceding =
(
𝑤𝑧𝑝+1,𝑤𝑧𝑝+2, . . . ,𝑤𝑛

)
(4.4)

where w𝑖 is a d dimensional embedding for the i𝑡ℎ word in the sentence. After that,
it generates the representative vector of the preceding and the following text by
using two separate RNNs:

ℎ
𝑝𝑟𝑒
𝑡 = 𝑅𝑁𝑁𝑝𝑟𝑒 (𝑤𝑡 , ℎ

𝑝𝑟𝑒
𝑡−1) (4.5)

ℎ
𝑓 𝑜𝑙
𝑡 = 𝑅𝑁𝑁𝑓 𝑜𝑙 (𝑤𝑡 , ℎ

𝑓 𝑜𝑙
𝑡−1) (4.6)

where RNN𝑝𝑟𝑒 and RNN𝑓 𝑜𝑙 are two employed RNNs that model the preceding and
following context of the zero pronouns independently. Afterward, it can get the
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hidden vector for each word, which has the dimension of u. The following equations
represent all the hidden states of RNN𝑝𝑟𝑒 and RNN𝑓 𝑜𝑙 as 𝐻𝑝𝑟𝑒 ∈ ℝ𝑛𝑝𝑟𝑒∗𝑢 and 𝐻𝑓 𝑜𝑙 ∈
ℝ𝑛𝑓 𝑜𝑙 ∗𝑢 , separately:

𝐻𝑝𝑟𝑒 = {ℎ𝑝𝑟𝑒1 , ℎ
𝑝𝑟𝑒
2 , ..., ℎ

𝑝𝑟𝑒
𝑛𝑝𝑟𝑒 } (4.7)

𝐻𝑓 𝑜𝑙 = {ℎ𝑓 𝑜𝑙
1 , ℎ

𝑓 𝑜𝑙
2 , ..., ℎ

𝑓 𝑜𝑙
𝑛𝑓 𝑜𝑙

} (4.8)

The model then applies the self-attention mechanism, which computes linear combi-
nations of the hidden vectors in H𝑝𝑟𝑒 and H𝑓 𝑜𝑙 . The attention mechanism takes H𝑝𝑟𝑒

(or H𝑓 𝑜𝑙) as the inputs and produces a matrix of attention-weight A𝑝𝑟𝑒 (or A𝑓 𝑜𝑙) as
follows:

𝐴𝑝𝑟𝑒 = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (𝑊 𝑝𝑟𝑒
2 𝑡𝑎𝑛ℎ(𝑊 𝑝𝑟𝑒

1 𝐻𝑇
𝑝𝑟𝑒)) (4.9)

𝐴𝑓 𝑜𝑙 = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥 (𝑊 𝑓 𝑜𝑙
2 𝑡𝑎𝑛ℎ(𝑊 𝑓 𝑜𝑙

1 𝐻𝑇
𝑓 𝑜𝑙 )) (4.10)

The weight matrix W1 represents the number of hops of attention; represents the
number of weights. A softmax function is performed along the second dimension of
its input. Thus, the attention matrix A can be viewed as a multi-hope matrix. This
mechanism allows the model to consider different parts of the contexts, resulting in
a more efficient way to model sentence-level information for the zero pronoun at the
semantic level, compared to the single-attention matrix. The r-weighted sums are
obtained by multiplying the attention matrix A and hidden states H, treating the
resulting matrix as the representative vector of the zero pronoun’s preceding and
following texts:

𝑀𝑝𝑟𝑒 = 𝐴𝑝𝑟𝑒𝐻𝑝𝑟𝑒 (4.11)

𝑀𝑓 𝑜𝑙 = 𝐴𝑓 𝑜𝑙𝐻𝑓 𝑜𝑙 (4.12)

I proceed to average the row vectors in each representative matrix to obtain the
representative vectors of the associated text of the zero pronouns (i.e., M𝑝𝑟𝑒 and
M𝑓 𝑜𝑙). As a result, the vector representing the zero pronouns is concatenated from
these two vectors. According to the experiments, hence the attention-based model
led to a significant improvement over the non-attentive model, indicating that the
self-attention mechanism could aid in better encoding the zero pronouns, focusing
on informative parts of the associated texts.

In addition, a Tree-LSTM modules are leveraged to encode syntax information
in the sentence. As shown in the data section, the parsing tree shows significant
syntax information, such as regarding the Node VP (VV decided) (IP-OBJ (NP-
SBJ (-NONE- *PRO*))), VP is the parent node, IP is a child node, and there is no
left sibling node, so it is determined as a zero-pronoun candidate position, but in
fact there is no zero pronoun in this position. This structure shows a pattern that
can be used to determine the zero pronoun.

As indicated in Kong and Zhou (2010), syntactic structure information plays an
important role in the recognition of Chinese zero pronouns. Thus, I leverage Tree-
LSTM to ensure that the zero pronouns are better represented from the perspective
of structured syntactic information. The traditional LSTM model in each time step,
which takes the word information of the current time step and the output informa-
tion of the previous time step as input and updates the memory list of the current
time step. In Tree-LSTM, the input of each node in the tree is the word information
of the current node and the output information of its child nodes. The encoded tree
is denoted as 𝑇𝑠 . The candidate antecedent encoder as well as Tree-LSTM encoder
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are built using an RNN architecture, whose input consists of the words in the can-
didate antecedent. The attention mechanism here is a gating function. Especially,
given the representative vector of the anaphoric zero pronoun 𝑣 (𝑧𝑝) , the output vec-
tor and input embedding vector of RNN in the candidate mention part at time
𝑡, ℎ

(𝑛𝑝)
𝑡 and 𝑒𝑡 , the attention mechanism computes a gate as:

𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑡 = 𝑎𝑡𝑡 (𝑒𝑡 , ℎ (𝑛𝑝)
𝑡 , 𝑣 (𝑧𝑝) ) (4.13)

where att is defined as:

𝑆𝑡 = 𝑡𝑎𝑛ℎ(𝑤 (𝑎𝑡𝑡 ) [𝑒𝑡 ;ℎ (𝑛𝑝)
𝑡 ; 𝑣 (𝑧𝑝) ] + 𝑏 (𝑎𝑡𝑡 ) ) (4.14)

𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑡 =
𝑒𝑥𝑝 (𝑠𝑡 )∑𝑚

𝑡 ′=1 𝑒𝑥𝑝 (𝑠𝑡 ′)
(4.15)

where W(𝑎𝑡𝑡 ) and b(𝑎𝑡𝑡 ) are parameters to be learned,𝑚 is the number of words in the
mention. In addition, the attention between Tree-LSTM module and zero pronoun
make use of the same formula, thus we can denote the bi-direrctional attention as
𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛

′
𝑖 , and the representation of Tree-SLTM-based syntax is denoted as:

𝑣𝑇𝑠 =
𝑚∑
𝑖=1

ℎ𝑇𝑠𝑖 ∗ 𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛′
𝑖 (4.16)

Using an attention-hidden vector as a vector-space semantic, it models a hierarchy
of historical semantics for the candidate antecedent:

𝑣𝑛𝑝 =
𝑚∑
𝑖=1

ℎ
(𝑛𝑝)
𝑖 ∗ 𝑎𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛′

𝑖 (4.17)

After generating the represented vector of zero pronoun, v𝑧𝑝 and vectors of its can-
didates {𝑣𝑛𝑝1, 𝑣𝑛𝑝2, ..., 𝑣𝑛𝑝𝑛 }, the model calculates the resoluthion score for each zero
pronoun-candidate antecedent by using a two-layers feed-forward neural network.
Taking 𝑣𝑧𝑝 and its i-th candidate mention 𝑣𝑛𝑝𝑖 as inputs, the model calculates the
resolution score by going through two tanh layers:

𝑠 𝑗 = 𝑡𝑎𝑛ℎ(𝑊 (𝑠)
𝑖 𝑠 𝑗−1 + 𝑏 (𝑠)

𝑗 ) (4.18)

where 𝑠0 = [𝑣 (𝑧𝑝); 𝑣 (𝑛𝑝𝑖); 𝑣 (𝑓 𝑒)𝑖 ],𝑊 𝑠 and 𝑏 (𝑠) are the parameters of this feed-forward
neural network. In addition, to better capture the syntactic, position, and other
relations between an anaphoric zero pronoun and its candidates, hand crafted fea-
tures (𝑣 (𝑓 𝑒) ) as inputs is used in the neural network model. It utilizes the features
from existing work on zero anaphora resolution (Chen and Ng, 2016), and maps
them into vectors to estimate the resolution score for the zero pronoun-candidate
mention pair as:

𝑠𝑐𝑜𝑟𝑒𝑖 =𝑊 (𝑠𝑐𝑜)𝑠−1 + 𝑏 (𝑠𝑐𝑜) (4.19)

where 𝑠𝑐𝑜𝑟𝑒𝑖 denotes the probability of the i-th candidate mention 𝑛𝑝𝑖 being pre-
dicted to be the antecedent, and 𝑠−1 is the output vector of the second hidden layer.
After that, it gains the resolution scores for all the candidates {𝑠𝑐𝑜𝑟𝑒1, 𝑠𝑐𝑜𝑟𝑒2, ..., 𝑠𝑐𝑜𝑟𝑒𝑛}.
The candidate mention with the biggest score is eventually selected to be the an-
tecedent of the anaphoric zero pronoun.
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4.3 Reinforcement Learning for Zero Pronouns Resolution
I introduce reinforcement learning in this section, which can be used for fine-tuning
zero-pronoun resolution models. By using linguistic cues of previously predicted
antecedents, the attention-based model learns to make decisions that can be con-
sidered as a decision-making problem. To achieve high-scoring overall performance,
the model learns which action (predicted to be an antecedent) available from the
current state can eventually lead to a high-scoring local decision. As opposed to
requiring supervised signals for each time step, deep reinforcement learning mod-
els optimize their policies based on an overall reward signal. The model learns to
directly optimize the overall evaluation metrics, which is more effective than mod-
els that learn with loss functions that heuristically calculate the quality of each
individual decision.
The architecture of reinforcement learning framework is shown in Figure 4.3. The

reinforcement learning agent predicts the zero pronoun-candidate antecedent pair
by using 1) the zero pronoun; 2) current candidate antecedent information; and 3)
antecedent information derived from antecedents predicted in previous states. In
particular, reinforcement learning agent is designed as a policy network 𝜋𝜃 (𝑠, 𝑎) =
𝑝 (𝑎 |𝑠;𝜃 ) where s represents the state; a indicates the action and 𝜃 represents the
parameters of the model. The parameters 𝜃 are trained using stochastic gradient
descent. Instead of learning a greedy policy like Deep Q-Network Mnih et al. (2013),
Policy Network can learn a stochastic policy that prevents the agent from getting
stuck at an intermediate state (Xiong et al., 2017). Furthermore, the learned policy
is more explainable than the learned values in Deep Q-Networks. The following
sections define the components of our reinforcement learning model, namely, state,
action, and reward.

Figure 4.2: data flow of the reinforcement learning

4.3.1 State Yin et al. (2018a)
Given a zero pronoun 𝑧𝑝 and its representation 𝑣𝑧𝑝 and all of its candidate antecedent
representations {𝑣𝑛𝑝1, 𝑣𝑛𝑝2, ..., 𝑣𝑛𝑝𝑛 }, the model generates coreference decisions for zero
pronoun-candidate antecedent pairs in sequence. To be more specific, the state is
generated by combining the vectors of the zero pronoun-candidate antecedent pair
and the predictions of the candidate antecedents from the previous states. For time,
the state vector is generated as follows:

𝑠𝑡 = (𝑣𝑧𝑝 , 𝑣𝑛𝑝𝑡 , 𝑣𝑎𝑛𝑡𝑒𝑡, 𝑣 𝑓 𝑒𝑎𝑡𝑢𝑟𝑒) (4.20)
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where 𝑣𝑧𝑝 and 𝑣𝑛𝑝𝑡 are the vectors of 𝑧𝑝 and 𝑛𝑝𝑡 at time 𝑡 . According to Chen and
Mathrm Ng (2016), human-designed and handcrafted features are essential to the
resolver since they reveal syntactical, positional, and other relationships between a
zero pronoun and its counterpart antecedent. Therefore, to evaluate the coreference
possibility of each candidate antecedent in a comprehensive way, I used the Tree-
LSTM model to encode syntax feature that are different from previous work (Zhao
and Ng, 2007 ; Chen and Ng, 2013, 2016, Yin et. al, 2018a, 2018b) in their imple-
mentation, of which 𝑣 𝑓 𝑒𝑎𝑡𝑢𝑟𝑒 represents the feature vector. 𝑣 (𝑡 )𝑎𝑛𝑡𝑒 is an antecedent
candidate that was predicted as being an antecedent in a previous state that is
recurrently integrated into the model. The different part compared to the previous
implementation in Yin’s work is that I only consider 1-hop of the antecedent in the
previous status rather than all the previous status that was used in the original
implementation. Because the integration of the Tree-LSTM-based makes the model
more complex so I only consider 1-hop of the antecedent which can expedite the
training process and make the model more efficient. These vectors are then concate-
nated to form the state representation and then fed into the deep reinforcement
learning agent to create the action.

Figure 4.3: Reinforcement learning model architecture

4.3.2 Action Yin et al. (2018a)
Depending on the state, the action is either corefer, which indicates the zero pro-
nouns and candidate antecedent are coreferential, or noncorefer. In the case of an ac-
tion corefer, we retain the vectors of the counterpart antecedent and the antecedents
predicted in previous states to produce a vector 𝑣𝑎𝑛𝑡𝑒 , which is used to produce the
antecedent information in the next state.

4.3.3 Reward Yin et al. (2018a)
The agent observes a reward after executing a series of actions that could be any-
thing. As a reward 𝑅(𝑎1 : 𝑇 ) for each action, I treat the F-score for the selected
antecedents as encouraging the agent to find accurate antecedents.
There are four main components of reinforcement learning agents: the zero pro-

noun encoder, which encodes the zero pronouns into vectors by encoding their con-
text words; the candidate mention encoder, which encodes the candidate antecedents
by encoding their content words; the context syntax encoder, which encodes the syn-
tax information in the context of a given sentence; and the agent that maps the state
vectors into probabilities. To encode zero pronouns, the ZP-centered neural network
model proposed by Yin et al. (2017) is used. By encoding the zero pronouns with
its associated text, the encoder can learn its vector-space semantics. By encoding
antecedent information in previous states, we use pooling operations to encode an-
tecedent information. By applying the maximum and average pools, I generate two
vectors and then concatenate the two vectors together. Let the representative vector
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of the i-th candidate antecedent to be 𝑣𝑛𝑝𝑡 ∈ ℝ𝑑 , and the predicted antecedents at
time 𝑡 be written as 𝑆 (𝑡) = [𝑣𝑛𝑝𝑖 , 𝑣𝑛𝑝 𝑗 , ..., 𝑣𝑛𝑝𝑟 ] and the vector at time 𝑡 , 𝑣𝑎𝑛𝑡𝑒 (𝑡)𝑘 is
generated by:

𝑣𝑎𝑛𝑡𝑒 (𝑡)𝑘
{
𝑚𝑎𝑥{𝑆 (𝑡)𝑘 }, 𝑓 𝑜𝑟 0 ≤ 𝑘 < 𝑑
𝑎𝑣𝑒{𝑆 (𝑡)𝑘−𝑑 }, 𝑓 𝑜𝑟 𝑑 ≤ 𝑘 < 2𝑑

(4.21)

As for reinforcement learning agent, we consider the concatenation of these vectors
as input. In particular, a feed-forward neural network is employed to create an agent
that maps the state vector to a probability distribution. In Figure 4.1, the model
consists of two hidden layers with the tanh as the activation function in each of
them, and generates the output of each layer as follows:

ℎ𝑖 (𝑠𝑡 ) = 𝑡𝑎𝑛ℎ(𝑊𝑖ℎ𝑖−1(𝑠𝑡 ) + 𝑏𝑖) (4.22)

𝑊𝑖 and 𝑏𝑖 stands for the parameters for the i-th hidden layer; 𝑠𝑖 is the state vector.
It can get the representative vector for the zero pronoun-candidate antecedent pair
(𝑧𝑝, 𝑛𝑝𝑡 ) if it goes through all the layers. It then is fed into a layer that scores
coreference.

𝑠𝑐𝑜𝑟𝑒 (𝑧𝑝, 𝑛𝑝𝑡 ) =𝑊𝑠ℎ2(𝑠𝑡 ) + 𝑏𝑠 (4.23)

ℎ2 represents the output of the second hidden layer;𝑊𝑠 ∈ ℝ2∗𝑟 is the parameter of the
layer and 𝑟 is the dimension of ℎ2. As a result, the model generates the probability
distribution over actions using the output generated by the scoring-layer of the
neural network, where a softmax layer is employed to gain the probability of each
action:

𝑝𝜃 (𝑎) ∝ 𝑒𝑠𝑐𝑜𝑟𝑒 (𝑧𝑝,𝑛𝑝𝑡 ) (4.24)

To train the parameter of the agent, a policy-based reinforcement learning model
is employed. In particular, the reinforcement policy of gradient algorithm Williams,
(1992) is used, which aims at maximizing the expected reward:

𝐽 (𝜃 ) = 𝔼𝑎1:𝑇∼𝑝 (𝑎 |𝑧𝑝,𝑛𝑝𝑡 ;𝜃 )𝑅(𝑎1:𝑇 ) =
∑
𝑡

∑
𝑎

𝑝 (𝑎 |𝑧𝑝, 𝑛𝑝𝑡 ;𝜃 )𝑅(𝑎𝑡 ) (4.25)

where 𝑝 (𝑎 |𝑧𝑝, 𝑛𝑝𝑡 ;𝜃 ) indicates the probability of selecting action 𝑎. It is natural
to happen that the estimation of the gradient might have a very high variance. To
help with reducing the variance, we can subtract a baseline value 𝑏 from the reward.
Therefore, we utilize the gradient estimate as follows:

▽𝜃 𝐽 (𝜃 ) = ▽𝜃

∑
𝑡

log𝑝 (𝑎 |𝑧𝑝, 𝑛𝑝𝑡 ;𝜃 ) (𝑅(𝑎𝑡 ) − 𝑏𝑡 ) (4.26)

19



5 Experiments

5.1 Experimental settings
While tuning the hyper-parameters, 20% of the training dataset was set as the
development set. I follow a similar setting in the baseline systems Chen and Ng
(2016); Yin et al. (2017). The model was randomly initialized and the loss function
used was Adagrad Duchi et al. (2011). The batch size was set as 512, and the learning
rate as 0.0001. The input embedding vector dimension is 100 for all three different
embeddings, including BERT, FastText, and Learned RNN-based embeddings. As
for BERT embedding, I conducted a PCA on the original 768 dimensions of the word
vectors, in order to have a fair comparison. The dimension of hidden layer of RNNs
is 256. Besides, I fix the dimensions of two hidden layers of the feed-forward neural
network to 256 and 512. The dropout with a probability of 50% was applied on the
output of each layer. As for the reinforcement learning part, I set the dropout as
70% and the learning rate as 0.00009. 50 epochs were trained for the reinforcement
learning. Moreover, to demonstrate the effectiveness of the reinforcement learning
model, I run experiments on the pre-trained models that have a similar setting with
the attention-based methods.

5.2 Experimental results
I report the experiment results (precision, recall, and F-score) of the model and the
baselines in Table 5.1, Table 5.2, and Table 5.3. I report the overall results on the
complete test dataset and also the results for each source of documents. As we can
observe that the best model gains 54.9% in overall F-score, which significantly beats
the baseline systems. In addition, I made experiments with different sources of test
corpus, as shown in the first six columns in the tables. I can observe that our model
improves performance significantly in most sources of the dataset. Besides, there are
full of numerous model particles that are only used to pause for a second in a flow
of speech and take no semantic significance such as “呃/Er”, and “哟/Yo”, which
brings difficulty to our model to accurately encode a zero pronoun by focusing on
its informative contexts. More efforts could be performed in order to encode the
associated text of a zero pronoun in a more efficient way.
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embedding nw mz wb bn bc tc all

Attention-based model
w2v 0.550 0.560 0.416 0.519 0.544 0.519 0.522
fasttext 0.536 0.503 0.548 0.549 0.521 0.546 0.535
bert 0.536 0.497 0.551 0.523 0.507 0.527 0.522

Reinforcement learning
w2v 0.548 0.416 0.580 0.544 0.523 0.542 0.531
fasttext 0.560 0.466 0.611 0.556 0.545 0.553 0.553
bert 0.583 0.373 0.611 0.536 0.545 0.538 0.544

Attention-based+Tree-LSTM
w2v 0.570 0.564 0.412 0.525 0.553 0.523 0.524
fasttext 0.542 0.519 0.522 0.536 0.519 0.544 0.530
bert 0.555 0.513 0.531 0.532 0.506 0.532 0.528

Reinforcement learning+Tree-LSTM
w2v 0.552 0.416 0.579 0.548 0.521 0.548 0.533
fasttext 0.560 0.468 0.611 0.560 0.545 0.561 0.551
bert 0.584 0.376 0.610 0.543 0.546 0.540 0.546

Table 5.1: Precision of Attention-based model vs reinforcement learning

embedding nw mz wb bn bc tc all

Attention-based model
w2v 0.509 0.560 0.414 0.519 0.544 0.513 0.513
fasttext 0.536 0.500 0.548 0.549 0.515 0.505 0.526
bert 0.536 0.494 0.551 0.523 0.501 0.488 0.513

Reinforcement learning
w2v 0.548 0.414 0.582 0.545 0.518 0.502 0.522
fasttext 0.560 0.463 0.613 0.558 0.539 0.512 0.544
bert 0.590 0.435 0.613 0.537 0.539 0.498 0.535

Attention-based+Tree-LSTM
w2v 0.508 0.559 0.419 0.523 0.554 0.523 0.514
fasttext 0.534 0.512 0.550 0.554 0.522 0.513 0.531
bert 0.533 0.497 0.552 0.525 0.506 0.490 0.517

Reinforcement learning+Tree-LSTM
w2v 0.545 0.416 0.583 0.546 0.527 0.506 0.523
fasttext 0.563 0.468 0.613 0.560 0.543 0.515 0.544
bert 0.593 0.436 0.612 0.543 0.545 0.452 0.536

Table 5.2: Recall of Attention-based model vs reinforcement learning
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models nw mz wb bn bc tc all
Zhao and Ng (2007) 0.405 0.284 0.401 0.431 0.447 0.428 0.415
Chen and Ng (2015) 0.464 0.390 0.518 0.538 0.494 0.527 0.502
Chen and Ng (2016) 0.488 0.415 0.563 0.554 0.508 0.531 0.522
Yin et al. (2017b) 0.500 0.450 0.559 0.533 0.553 0.544 0.536
Yin et al. (2017a) 0.488 0.463 0.598 0.584 0.532 0.548 0.549
Yin et al. (2018a) 0.631 0.502 0.631 0.567 0.575 0.540 0.572
Yin et al. (2018b) 0.643 0.525 0.620 0.585 0.576 0.532 0.573

Attention-based model
w2v 0.528 0.560 0.415 0.519 0.544 0.516 0.517
fasttext 0.536 0.502 0.548 0.549 0.518 0.525 0.530
bert 0.536 0.495 0.551 0.523 0.504 0.506 0.517

Reinforcement learning
w2v 0.548 0.415 0.581 0.544 0.520 0.521 0.527
fasttext 0.560 0.464 0.612 0.557 0.542 0.532 0.549
bert 0.587 0.433 0.612 0.537 0.542 0.517 0.540

Attention-based+Tree-LSTM
w2v 0.537 0.561 0.415 0.524 0.553 0.523 0.519
fasttext 0.538 0.516 0.535 0.545 0.520 0.528 0.530
bert 0.543 0.505 0.542 0.529 0.506 0.510 0.523

Reinforcement learning+Tree-LSTM
w2v 0.548 0.416 0.581 0.547 0.524 0.526 0.530
fasttext 0.561 0.468 0.612 0.560 0.544 0.537 0.548
bert 0.589 0.404 0.611 0.543 0.546 0.492 0.544

Table 5.3: F1 of Attention-based model vs reinforcement learning vs baselines

5.3 Analysis
The learning curve of our model on the development dataset is shown in Figure 5.1.
The F-score on the test dataset is about 43% after the first epoch, and it gradually
reaches 53% after about 30 iterations. In encoding zero pronouns by comparing the
models with baselines, it is well established that modeling useful parts of associated
text plays a major role. By using the self-attentive mechanism, the model learns to
focus on parts of contexts that are relevant, revealing multi-aspect sentence-level in-
formation in a more efficient way than those without. In contrast, the model learns
to encode candidate mentions in a more natural way by varying the attention it
gives to different words within a candidate mention in relation to the information of
the counterpart zero pronouns. Therefore, both of them contribute to selecting accu-
rate antecedents, leading to better performance. Moreover, I also ran an experiment

Figure 5.1: Training Curve with Attention model
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without applying the attention mechanism for both zero pronouns and candidates
to illustrate the effect of the reinforcement learning. By comparing the performance
to baselines, we can observe that the performance drops when the attention mecha-
nism is removed. F-scores for the model without the attentive mechanism are lower
than those for the full model. Our model can access multi-aspect sentence-level infor-
mation as a result of the proposed self-attentive mechanism for zero pronoun, and
thus removing such a mechanism unsurprisingly impacts the results significantly.
Based on the inspiration that not all the words are equally important for explaining
the mention, the performance of removing attention for candidate mentions is quite
weak.

In addition, I also conducted ablation studies on the Tree-LSTM-based encoder
for encoding syntax. Attention+Tree-LSTM-based Syntax shows its adventege, with
a F1 51.9%, precision 52.4% and 51.4%, compared to the Attention model without
syntax module, which indicates that the Tree-LSTM-based modules can provide ad-
ditional information that the attention can not focus on. In other words, the compo-
nent syntax tree has strong regularity, which remains useful information that can be
used. In theory, the default position of most zero pronouns can be retrieved; however,
due to the lack of accurate semantic information, it is insufficient to judge whether
it is anaphoric or not. Therefore, the application of the reinforcement learning to
finetune the model shows potentials. As shown in the Table 5, the reinforcement
learning finetuning strategy with Tree-LSTM-based syntax module shows that it
achieves the best results regarding the fasttext embeddings, with a F1 score 54.8%,
55.1% precision, and 54.4% recall. The improvement of the F value again proves the
effectiveness of the attention mechanism with Tree-LSTM-based Syntax modules in
this thesis.

23



In addition to the attention hops, I investigate several parameters. It shows that
the best hops for attention is around 15 to 20. To this end, the results indicate
that that sentence-level information can provide rich semantic information for rep-
resenting zero pronouns, so by changing the attention machine with the r value of
the control layer, the model can perform different hops of attention on the context.
When r = 16 for the attention with Tree-LSTM model, it reaches the optimal value,
as shown in Figure 5.2. The attention mechanism is used to focus the model on the
parts that are more useful for encoding zero pronouns. Intuitively, the zero pronoun
is divided into two parts, when r = 16, it means that the model encodes the se-
mantics of the first half and the second half from 16 different angles respectively.
In terms of the RL finetuned Attention with Tree-LSTM model, it needs 20 hops,
which means the RL is more powerful to focus on more angles for the context and
improve the results. Regarding the errors by the model, I found that although most
of the noun phrases referred by zero pronouns are in the same sentence, there are
also some noun phrases referred by zero pronouns that appear in previous sentences.
Table 5.4 gives the relevant statistics. The model in this thesis can carry out the ZP
in a single sentence as well as build connection with the previous sentences but it
still failed in some cases like, “8 月 12 号 “ 库尔斯克号 ” 在 *PRO* 沉没之前曾经
发生两次强烈爆炸...”, of which the *PRO* refers to a place not existed in the same
sentence.

classification training set test set
ZP in the same sentence 63.9% 62.8%
ZP not in the same sentence 36.1% 37.2%

Table 5.4: ZP statistics in terms of the same sentences or different sentences

Figure 5.2: Attention hops for attention with Tree-LSTM and Reinforcement Learning regarding
F1 scores
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6 Conclusion and future work
For Chinese zero pronoun resolution, I developed a model based on attention-based
neural network with Tree-LSTM-based module. Additionally, I also investigated
an attention-based candidate antecedent encoder that learns to model important
parts of the noun phrases using self-attention and bidirectional attention. I further
leveraged reinforcement learning to fine-tune the attention-based model and improve
the performance. On a benchmark dataset for anaphoric zero pronoun resolution,
the experiments demonstrated that the method significantly exceeded baselines. In
the ablation studies, I show that Tree-LSTM-based module as well as Reinforcement
fine-tuning framework based on Yin et al. (2017) are beneficial to the task. Based
on the information provided by earlier predicted antecedents, the model learns a
sequential policy for selecting antecedents. Using this strategy, the model can predict
later antecedents, bringing an organic view to the problem.
Further work will evaluate our model on other natural language processing prob-

lems, such as Japanese to English translation. Similarly, I plan to examine training
the anaphora-specific embedding that can better reveal the descriptive attribute for
zero anaphora. Moreover, I plan to explore neural network models for effectively
resolving anaphoric zero pronoun documents and research on some specific compo-
nents that might influence the performance of the model, such as embedding. In the
meantime, I plan to investigate the possibility of using adversarial learning Good-
fellow et al., (2014) to generate better rewards than those generated by people. A
neural network model that integrates anaphoric zero pronoun determination and
anaphoric zero pronoun resolution together in a hierarchical architecture without
using a parser or anaphoric zero pronoun detector is also an interesting idea to deal
with the problematic scenario when ground truth parse trees and anaphoric zero
pronouns are unavailable.
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