
In-Domain and
Cross-Domain
Classification of
Patronizing and
Condescending Language
in Social Media and News
Texts

A Study in Implicitly Aggressive Language
Detection and Methods

Flor del Rocío Ortíz Flores

Uppsala University
Department of Linguistics and Philology
Master Programme in Language Technology
Master’s Thesis in Language Technology, 30ects credits

November 11, 2022

Supervisors:
Artur Kulmizev, Uppsala University



Abstract

The field of aggressive language detection is developing quickly in Natural
Language Processing. However, most of the work being done in this field is
centered around explicitly aggressive language, whereas work exploring forms
of implicitly aggressive language is much less prolific thus far. Further, there
are many subcategories that are encompassed within the greater category of
implicitly aggressive language, for example, condescending and patronizing
language. This thesis focuses on the relatively new field of patronizing and
condescending language (PCL) detection, specifically on expanding away from
in-domain tasks that focus on either news or social media texts. Cross-domain
patronizing and condescending language detection is as of today not a widely
explored sub-field of Natural Language Processing. In this project, the aim to
answer three main research questions: the first is to what extent do models
trained to detect patronizing and condescending language in one domain, in
this case social media texts and news publications, generalize to other domains.
Secondly, we aim to make advances toward a baseline for balanced PCL datasets
and compare performance across label distribution ratios. Thirdly, we aim to
address the impact of a common feature in patronizing and condescending
language datasets–the significant imbalance between negative and positive
labels in the binary classification task. To this end, we aim to address the
question of to what extent does the proportion between labels have an impact
on the in-domain PCL classification task.

We find that the best performing model for the in-domain classification task
is the Gradient Boosting classifier trained on an imbalanced dataset harvested
from Reddit, which included both the post and the reply, with a ratio of 1:2
between positive and negative labels. In the cross-domain task, we find that
the best performing model is an SVM trained on the balanced news dataset
and evaluated on the balanced Reddit post and reply dataset. In the latter
study, we show that it is possible to achieve competitive results using classical
machine models on a nuanced, context-dependent binary classification task.
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1. Introduction

Condescension as a general concept will not be unfamiliar to many of us, as we have
more than likely all experienced this type of discourse at one point in our lives. With
the rise of social media and the ease with which one can find an audience for one’s
thoughts online, we have access to not only condescension from strangers on social
media, but also a record of the condescension in news and media publications as
well. This is perhaps not a phenomenon any of us would soon celebrate, but we
can indeed use the record of these conversations and their prevalence to learn more
about implicitly abusive language, specifically about condescension and patronizing
language.

Abusive online content can fall into many different categories. Though there has
been a significant amount of work done on training models to detect explicitly
abusive language, not much attention has been paid to implicitly abusive language
(Wiegand et al., 2021). Wiegand et al. define implicitly abusive language as “abusive
language that is not conveyed by abusive words”, specifically profanity and other
key words that would immediately indicate explicit abuse. Even within the broad
umbrella term of “implicitly abusive language” there are many subcategories, some
of which are included in the taxonomy of implicitly abusive language presented in
Wiegand et al. (2021), though this taxonomy still does not include patronizing and
condescending language, or PCL. PCL is a more insidious phenomenon, seeing as
it can in some cases be well-intentioned, as outlined in Merskin (2011), but still
implicitly “assume a difference in status and worth between speaker and listener”
(Huckin, 2002). To make this subcategory of implicitly abusive language even more
challenging from the perspective of NLP, condescension and patronizing language is
a relatively fine-grained distinction that requires context.

What do we mean by context in this case? As noted in the foundational paper on
PCL, when it comes to news publications specifically, the authors may mean well
when they discuss issues surrounding vulnerable groups, but they can nevertheless
come across as patronizing and condescending (Perez-Almendros et al., 2020). Insofar
as PCL can target historically underprivileged groups, it is thus inextricably tied to
power dynamics and other sociological and sociopolitical considerations (Foucault,
1980). As a result, detecting it requires a real-world context that machine learning
models do not possess, though their performance on tasks may be nearly perfect, as
they are learning at the textual level from the data we feed into them in training.

This is not an exhaustive definition of why and when PCL may be employed,
however. Condescension in social media many not always involve vulnerable groups,
it may instead be a rhetorical device or a type of discourse to achieve a desired
effect in an argument. The Talkdown corpus, which we make use of in this project,
focuses specifically on instances of condescension on social media, specifically, Reddit,
where the authors note that condescending language “brings dialogues to an end and
bifurcates communities”(Wang and Potts, 2019). The aim of the Talkdown corpus
is to add context to otherwise isolated instances of condescension, which improved
performance on in-domain condescension detection in their paper. In the end, we
must note that both in news texts (Perez-Almendros et al., 2020) as well as in
social media texts (Wang and Potts, 2019), patronizing and condescending language
hinders constructive dialogue online and in other written-word publications. Thanks
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to social media, everyone can be a published author, provided they can find a forum
for their thoughts. Whether it is on social media or in a reputable news publication,
condescension is an insidious dialectical phenomenon that we can seek to understand
through computational methods in Natural Language Processing, in addition to the
canon of existing work that has been done in other disciplines. Our contributions
to PCL research in NLP consist of the following three research questions and their
corresponding studies:

• Study 1 In this thesis, we will investigate to what extent the nuanced
task of detecting patronizing and condescending language across dif-
ferent domains is possible using classical machine learning classifiers
and pre-trained language models. Past work on detecting patronizing
and condescending language has focused on domain-specific tasks, which have
themselves focused on working on a single dataset that has been labeled for
patronizing and condescending language. We will conduct this study only on
the balanced versions of the datasets. In doing so, we answer our first research
question: To what extent is it possible for a classifier trained to detect PCL
in one of the two domains (news, or social media) to generalize and perform
on out-of-domain data? A cross-domain study of PCL has thus far not been
attempted, and in doing this, we hope to set a new benchmark for performance
in-domain as well as out-of-domain.

• Study 2 The second question we will investigate in this thesis is to what
extent does performance suffer in the cross-domain detection task
compared to the in-domain classification task performed on the
balanced versions of the datasets? We do this both as a point of comparison
to the imbalanced-in domain classification task in both proportions, as well
as a comparison for the cross-domain task. By having balanced data with a
1:1 ratio between labels, we can thus compare whether model performance is
improved or hindered by this proportion.

• Study 3 The third and last question relates to a common feature in abusive
language datasets, both implicit and explicit, which are often heavily imbal-
anced in favor of the negative label. To address this, we perform a series of
experiments to address to what extent it is possible to train a model
on imbalanced data in the proportions of 1:2 and 1:10, and whether
the proportion affects performance negatively or positively in the
in-domain classification task. By testing the performance of different ma-
chine learning models on different proportions of negative and positive labels,
we will make advances toward the question of whether it is possible to make
a model that performs well across both negative and positive labels when
trained on an imbalanced dataset, and which proportions between labels work
better for the in-domain PCL detection task. This is an important question
for all Natural Language Processing research that involves abusive language
detection (explicit and implicit), as there are ethical considerations to be made
about over-representing the existence of this kind of language on social media
and other domains, depending on how the model will be used in real-world
applications for abusive language detection.

We thus put forward three experiments across machine learning models. We make
use of three datasets for our experiments, one harvested from news articles, the
second from Reddit posts, containing both the post and the reply to the post for
added context, and finally, a dataset containing only the Reddit post. Firstly, we
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train and test select machine learning models on the balanced version of each of the
three datasets for in-domain classification of PCL. Secondly, we perform the same
in-domain experiment with two versions of the unbalanced datasets, in one case with
a proportion of 1:2, and in the other case with a proportion of 1:10, between positive
and negative labels respectively. Thirdly, we perform cross-domain classification
of patronizing and condescending language on the balanced datasets, training and
testing on the four different combinations of data to find the best performing model
for a cross-domain classification task.

For clarity, we will enumerate the experiments performed in order to address
studies 1, 2, and 3. For each of the following experiments, we use three datasets in
different proportions containing the news data from the Don’t Patronize Me! dataset
by Perez-Almendros et al. (2020), Reddit data from the Wang and Potts (2019)
corpus including only the original post, and the Reddit data containing both the
post and the reply. For all of the following, we conduct the same experiments on
seven classifiers, two of which are large pre-trained language models, and the rest
classical machine learning classifiers. Numbers 3 and 4 here address Study 3, and
numbers 1 and 2 address Studies 1 and 2 respectively.

1. Cross-Domain PCL Detection:

Train on News and Test on Reddit Post-only Data

Train on News and Test on Reddit Post and Reply Data

Train on Reddit Post-only Data and Test on News Data

Train on Reddit Post and Reply and Test on News Data

2. Balanced In-Domain Binary PCL Classification

In-Domain Binary Classification on Balanced News Data

In-Domain Binary Classification on Balanced Reddit Post-only Data

In-Domain Binary Classification on Balanced Reddit Post and Reply

3. Imbalanced In-Domain Binary PCL Classification: Ratio of 1:2 Positive to
Negative Labels

In-Domain Binary Classification on Imbalanced News Data

In-Domain Binary Classification on Imbalanced Reddit Post-only Data

In-Domain Binary Classification on Imbalanced Reddit Post and Reply

4. Imbalanced In-Domain Binary PCL Classification: Ratio of 1:10 Positive to
Negative Labels

In-Domain Binary Classification on Imbalanced News Data

In-Domain Binary Classification on Imbalanced Reddit Post-only Data

In-Domain Binary Classification on Imbalanced Reddit Post and Reply
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2. Background and Related Works

2.1. What is patronizing and condescending language?

Patronizing and condescending language use is not always intentionally demeaning.
In the case of news publications and their treatment of vulnerable groups, it can
be unconscious and even well-intentioned (Merskin, 2011; Wilson and Gutierrez,
1985). Notably, scholars like Chouliaraki (2010), Fiske (1993), and Nolan and Mikami
(2013) have outlined some of the far-reaching effects of PCL on social and political
discourse, highlighting the tendency to put the blame for greater social problems on
the communities affected the most, as well as its role in fueling stereotypes, which in
turn alienate and exclude those targeted and contribute to misinformation. Using
discourse analysis, specifically work done by Huckin (2002), we aim to highlight
some of the key features we believe are consistent across both domains of PCL in
this study. Huckin (2002) notes that the discourse of condescension has three main
characteristics.

1. The statement contains nothing obviously critical or negative, and can even
make use of insincere compliments or praise.

2. There is an assumed distance or difference in status between the speaker and
the target of the statement.

3. Thirdly, the assumed difference in status is questioned and disputed by the
target of the statement.

With the criteria outlined above in mind, we can begin to see why patronizing and
condescending language could be detrimental to constructive and honest discourse
online and in more formal publications. When it comes to PCL and its occurrences
in social media texts, it is worth noting that we cannot know who is on the receiving
end of this type of discourse in the same way as with news data, where it is clear
whether or not a vulnerable group is being addressed. However, the use of insincere
praise as a way to demean others and disrupt a conversation online is nevertheless
unfortunate, no matter the target. In this study we hope to not only shed light on
possible avenues for further research on PCL, but also to highlight the importance
of such work as a way to address implicitly abusive language online and in media
sources.

2.2. Related Work

Notably, the question of patronizing and condescending language can be examined
through the lenses of many disciplines, including language studies (Margić, 2017),
critical discourse analysis (Huckin, 2002) and philosophy, (Foucault, 1980), as the
foundational paper on PCL, titled Don’t Patronize Me! by Pérez-Almendros et
al. (2020) carefully notes. Thanks to the SemEval 2022 Task 4, more attention
has been paid to in-domain detection of patronizing and condescending language
(Pérez-Almendros et al., 2022). In this project we aim to incorporate insights and
computational methods from language technology to address the valid concerns that
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have been raised in other fields regarding the social phenomenon that is condescension
in written communications, in hopes of mitigating its negative effects on constructive
political and social discourse in reference to marginalized and vulnerable communities,
as well as to better understand how it is employed cross-domain. Additionally, we also
note some of the benefits of further PCL study proposed by (Wang and Potts, 2019).
Namely, possible support for online communities by informing users of potential PCL
usage, educating people that use PCL in written communication in social media, as
well as contributing to the body of research on the “implicit linguistic acts associated
with condescension” (Wang and Potts, 2019). We contribute to the latter in a small
way by providing an analysis of the words with the highest TF-IDF scores in each of
the datasets, in both the positive and negative PCL labels. We also discuss some
examples that were classified correctly and incorrectly from both datasets, showing
the contrast in subject matter between two condescension-specific datasets.

The sub-field of NLP that focuses specifically on patronizing and condescending
language is relatively new, as most of the attention has focused on more directly
offensive and aggressive language (Zampieri et al., 2020). There has been plenty of
work done on explicitly abusive language detection, including work on hate-speech
by Basile et al. (2019), sexist speech by Mina et al. (2021), and other forms of
hate-speech, including extremist discourse online by Mussiraliyeva et al. (2020). In
the Talkdown paper by Wang and Potts (2019), there is particular emphasis on the
importance of including representations of context, in order to more accurately detect
condescension in social media. The Talkdown corpus is built on text extracted from
Reddit (Wang and Potts, 2019). There are others that have worked on aggressive or
inappropriate language on other social media platforms, such as Gilda et al. (2021)
on toxicity detection in online comment sections, and Tanase et al. (2020) focusing
on detecting aggressiveness specifically in Mexican Spanish on social media. As an
additional resource on the contributions of computational linguistics to implicitly
abusive language detection there is the existing work done by Mendelsohn et al.
(2020), where a possible computational approach to detecting dehumanizing language
has been employed.

Some tangentially related but equally important work in NLP with potentially
far-reaching results for vulnerable communities includes for example, Ziems and Yang
(2021), which focuses on entity-centric framing of police violence, making use of the
new Police Violence Frames Corpus, which contains 82,000 news articles spanning
7,000 police killings. This paper uncovers more than a dozen framing devices, and
is thus able to contrast the way American liberal and conservative media portray
these events and the communities affected by the same by this political discourse
(Ziems and Yang, 2021). There have also been attempts to make more accurate
and better models from more nuanced representations of political discourse in the
news and media, such as in C. Li and Goldwasser (2021), who focus on political
perspective detection without using BERT or other deep learning models that require
large amounts of data to yield good results. Instead they focus on a framework that
pre-trains the model using signals, such as entity mentions, news sharing, and frame
indicators (C. Li and Goldwasser, 2021).

As with most well-performing machine learning models, performance suffers when
an abusive language detection model is faced with adversarial, or out-of-distribution-
samples (Le Bras et al., 2020). Paradigmatically, it is the case that machine learning
models can only be as good as the data they are trained on, especially given the recent
improvements with large neural network models that have demonstrated human-level
performance or even exceeded human performance on a variety of language-related
downstream tasks (Le Bras et al., 2020). These tasks include Natural Language
Inference, (Bowman et al., 2015) and question answering using the Stanford question-
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answering dataset, SQuAD (Rajpurkar et al., 2018). However, given that exceptional
performance with respect to specific tasks relies on an equally specific dataset to
train the model to perform these tasks well, there is a proven decrease in performance
when these same models face out-of-distribution-samples, or as they are otherwise
known, data “in the wild” (Le Bras et al., 2020). Without the right datasets for
training however, even the best model’s performance will be compromised. Factors
such as the size, variation, grounding, and of course minimal bias within the dataset
are important considerations when it comes to choosing a training dataset that will
maximize the possibilities for optimal model performance (Vidgen et al., 2019). By
aiming to train several models and measuring their out-of-domain performance, we
will address the question of to what extent performance suffers when the model is
evaluated on an out-of-domain dataset, and propose a model that generalizes to new
data with the best results.

2.3. Text Feature Representation Methods in Classical Machine
Learning

It should not be taken for granted what a text-classification task is, what it consists of,
and how the boundaries of “classical machine learning” are delineated in a definition.
In order to perform a classification task, the text needs to be represented as a vector.
One common way of doing this is using TF-IDF. In the instances where we employed
classical machine learning models for text classification, we used TF-IDF text feature
representations. The (tf) stands for the term frequency, or the number of instances
of each term, and the (idf) stands for the inverse document frequency, which is a
function of how often the term occurred across documents (Salton and McGill, 1983).
We employ this method given that the data from both datasets spans at least several
sentences in each instance, and we also use TF-IDF to retrieve the highest scoring
words overall in both the datasets, as an exploratory method to gain further insight
into the subject matter contained in each of the datasets. We use TF-IDF as the
text representation method for the classical machine learning classifiers only.

2.4. Classical Machine Learning Models

We make use of five classical machine learning models for the binary classification on
in-domain and out-of-domain data. These models have some shortcomings, though
they are still widely used for classification tasks even today, in the age of transformer
models. Some of these shortcomings include a reliance on domain knowledge, which
can make it difficult for them to generalize. Additionally, they may not be able to
take advantage of large amounts of training data as the reliance on domain data
when it comes to designing features proves to be a hindrance when generalizing to
other tasks (Q. Li et al., 2020). When we refer to “classical machine learning models”,
we mean the following:

• Naive-Bayes (Manning et al., 2008) Naive Bayes methods encompass an
ensemble of supervised learning algorithms. They apply Bayes’ theorem, and
hold the “naive” premise that there is a conditional independence between
features, given the value of the class variable1.

𝑃 (\ |D) = 𝑃 (\ )𝑃 (D|\ )
𝑃 (D) (2.1)

1https://scikit-learn.org/stable/modules/naive𝑏𝑎𝑦𝑒𝑠.ℎ𝑡𝑚𝑙
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• Decision Tree (Quinlan, 1986) The Decision Tree has a tree-like structure,
where a node on each of the “branches”, represents a decision on an attribute,
and the branch itself signifies the output given by this decision.

• Perceptron (Rosenblatt, 1958) Perceptron uses an algorithm for binary clas-
sification problems 2. It consists of four parts: input values, weights, a bias, a
weighted sum, and the activation function 3. It takes numerical values as input,
as well as weights and a bias, and multiplies these inputs with their respective
weights. Once these products have been calculated, they are accounted for
along with the bias.

• Gradient Boosting (Friedman, 2001) Gradient Boosting Classifier, as em-
ployed with Scikit-learn, works by fitting a succession of models, each better
than the next, by fitting subsequent models to the prior’s residuals. If there
is a discernible pattern in the residuals it is a sign that the model is missing
important information to make better decisions and account for these residuals
more effectively. By fitting subsequent models to the residuals, the new model
will perform better in each of the subsequent instances 4.

• Support Vector Machine(SVM) (Cortes and Vapnik, 1995) The Support
Vector Machine is based on statistical learning theory. It is an algorithm based
on the principle of risk-minimization, as it collapses the data into a support
vector. A support vector is a data point on the border of the margins that
influences the position and orientation of the hyperplane. By collapsing the
data into a support vector, which in turn orients the hyperplane differently, the
model learns from the resulting classification decision function. SVMs function
particularly well when it comes to classifying data in small datasets (Zhao
et al., 2009).

2.5. BERT

Originally conceived by Devlin et al. (2018), BERT is a large, pre-trained language
model based on transformers. The name BERT stands for “bidirectional encoder
representations from transformers”. Its inception arose from the problem of unidirec-
tional understanding characteristic of other large language models like Open AI’s
GPT models (Brown et al., 2020). In these models, the “attention” could only look
in one direction, so that each individual token could only “attend” to the previous
token in a sequence. BERT on the other hand, is equipped with the ability to train
bidirectional transformer in every layer. BERT is a masked language model, meaning
that it uses the aforementioned bidirectional learning by hiding a word in a sentence
and then calling on the model to use the words on either side of the masked, or
hidden, word to predict it. BERT is both a text representation method as well as a
classifier.

In our experiments, we use BERT BASE, which consists of 12 layers, 12 attention
heads, 110 million total parameters, and a hidden state of 768. The pre-training is
done on the Toronto Book Corpus Zhu et al. (2015), consisting of 800 million words,
and the entire corpus of English language Wikipedia, which consists of 2.5 million
words. BERT embeddings use the same method as detailed in Wu et al. (2016) where

2https://towardsdatascience.com/what-is-a-perceptron-basics-of-neural-networks-c4cfea20c590
3https://www.cs.rice.edu/ as143/COMP642𝑆𝑝𝑟𝑖𝑛𝑔22/𝑆𝑐𝑟𝑖𝑏𝑒𝑠/𝐿𝑒𝑐𝑡3
4https://towardsdatascience.com/gradient-boosting-is-one-of-the-most-effective-ml-techniques-

out-there-af6bfd0df342
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they introduce “wordpieces” as a way to address rare words, dividing words into
a limited set of common sub-units in the input and output processes. The virtue
of using models like BERT and its variations that have come since, is that it has
learned from two very large sources of linguistic data, as detailed above, and it can
be “fine tuned” to perform specific tasks. As seen in Figure 2.1, BERT has a masked
language model pre-training objective, consisting of trying to guess the correct word
from the surrounding contextual information.

Figure 2.1.: BERT Architecture from the foundational Devlin et al. paper

2.6. DistilBERT

DistilBERT is described by its makers as a “smaller, faster, cheaper, and lighter”
version of BERT (Sanh et al., 2019). In the foundational paper on DistilBERT,
they note the trend that was only beginning at the time the paper was written
and continues to this day: which is to use computationally expensive, pre-trained
language models for relatively simple tasks where even classical machine learning
could provide competitive results. Sanh et al. (2019) note the work done by others
including the foundational paper on Green AI by Schwartz et al. (2020) and the
work on sustainable NLP done by Strubell et al. (2019).

DistilBERT makes use of a method called “knowledge distillation”, originally from
Buciluǎ et al. (2006) and Hinton et al. (2015) as a compression technique that
employs a student model that is trained to replicate the behavior of the larger model,
or ensemble of models (Sanh et al., 2019). The student model trained to replicate
BERT in this case, has the same architecture as the original. In the original paper, it
is shown that DistilBERT retains 97 percent of BERT’s original performance, yields
comparable results on downstream tasks, and significantly smaller while also cutting
down on time consistently. Like BERT, pre-training is conducted on the English
Wikipedia corpus and the Toronto Book Corpus (Zhu et al., 2015). Training took
considerably less time and memory resources when compared to other BERT-adjacent
models like RoBERTa. In summary, DistilBERT is 40 percent smaller, 60 percent
faster, and still retains 97 percent of the performance of the original BERT model.
Our aim in using both BERT and DistilBERT for PCL detection is to investigate
whether this finding holds true for our own tasks in PCL detection, and to encourage
future work using less computationally expensive classifiers if that is the case.
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3. Data

3.1. Don’t Patronize Me! PCL Dataset

One of the two datasets we use for this investigation is the Don’t Patronize Me!
dataset (Perez-Almendros et al., 2020), which in turn was harvested from the larger
News on Web (NoW) corpus (Davies, 2013). It contains 10,637 paragraphs that
have been flagged as relevant to one of the keywords that point to PCL toward
vulnerable communities in the media. For every paragraph in the dataset there is a
corresponding paragraph ID, and a keyword that would have flagged that paragraph
as potentially relevant for the compilation of this dataset, either because it contains
a relevant keyword but does not contain PCL, or because it contains a relevant
keyword and was flagged for containing PCL. The keywords have been selected
for this dataset are the following: disabled, homeless, hopeless, immigrant, in need,
migrant, poor families, refugee, vulnerable, and women (Pérez-Almendros et al., 2020).
For example, in the category of migrant, there is the following sentence: [l]ibyan
authorities have stepped up efforts to stem the flow of migrants with the help of
training and money from Europe (Perez-Almendros et al., 2020). This sentence is
marked as not containing PCL with the binary label 0. The following sentence on the
other hand, does contain PCL and is labeled in the dataset with a 1: [s]he said:[i]t
may be the fact that immigrants from East European countries are better educated
and more attached to the labour market than the native population (Perez-Almendros
et al., 2020).

In order to generate the balanced version of the Don’t Patronize Me! dataset, we
kept all the positive instances included in the dataset, which were originally in a
ratio of 1:10 with respect to negative labels in the original, imbalanced dataset. As
per the paper by Wang and Potts (2019), we choose to retain the ratios of positive to
negative labels across training, validation, and test sets as part of our methodology,
given that not enough research has been done on the proportion of PCL data “in the
wild” and in what ratio one would encounter data not containing PCL and in what
proportion that would stand against data that does contain PCL. This could also
vary per domain, and we hope to encourage more work on this question by proposing
two different ratios of negative to positive labels in addition to those presented in
the Talkdown paper.

3.2. The Talkdown Reddit Corpus

The second dataset we use for this investigation is the Talkdown corpus (Wang
and Potts, 2019). This data is harvested from Reddit, and includes the possibility
of training models with more contextual information, as it includes elements from
Reddit threads that give additional information about how users respond to any
given post. There are some main reasons why (Wang and Potts, 2019) compiled
the Talkdown corpus from Reddit. Two of those reasons are very much related to
the overall value of any work done on PCL detection, especially on social media,
and we will make note of them here to inform our work using the Talkdown corpus.
Firstly, they note that Reddit is a large dataset that reflects an active user-base
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of over one million sub-communities created by the users themselves (Wang and
Potts, 2019). Secondly, the content that can be found on Reddit varies considerably
in tone and in subject matter. We will discuss more on this later when we look more
closely at instances of correct and incorrect classification on the Reddit datasets.
This point is especially of value to us in our study regarding cross-domain PCL
detection, as we assume it would be useful for the model to learn from as many kinds
of tones and topics that can be found in this dataset, and in doing so, it may have a
better chance to generalize to out-of-domain news data. Using the Reddit data dump
from 2006-2018, the contents of the Talkdown Corpus were extracted using pairs of
original posts and their replies, where the reply contained a “condescension-related
word” (Wang and Potts, 2019). After conducting some normalization measures to
filter out moderator posts and self-replies, there are 2.62 million pairs or original
posts with their replies. It must be noted that this filtering method takes for granted
the fact that not every instance where a “condescension-related word” was used in
the reply, there was an implication that the original post was condescending.

Results in the original paper show that models perform best when the data is
balanced 1:1 between negative and positive labels, as well as when the data used for
training includes both the original post and the reply. Seeing as implicitly abusive
language is often times context-dependent, the content of these datasets tend to
be very context and culture-specific. Therefore, we must try to include as much
useful information as possible for the model’s heuristics in the learning process, given
that true understanding of abusive language is not possible for a model that has
no experience of the world and the nuances of discrimination on the basis of sex,
gender expression, race, or immigration status. The wealth of contextual information
required to understand hate speech cannot be contained in our training data for
a classification task using a pre-trained model, but we can indeed ensure that the
examples the model has to learn from provide more context for more informed
learning. Interestingly, the Talkdown paper by Wang and Potts (2019) does not
provide any further justification for the data partitions they investigate other than
previous observation, and they maintain the ratio of positive to negative labels in
the different ratios across data partitions. We emphasize an area for future work
on PCL would be on the question of what proportions of PCL could be said to be
found “in the wild”, and to what extent changing the ratio of positive to negative
labels to said proportion would impact the performance of models that work well
with the method detailed by Wang and Potts (2019), and the method we replicate
in this paper.

3.3. Term Frequency and Inverse Document Frequency: Dataset
Content and Exploration

In this section we focus on the contents of each of the datasets by looking more
closely at the words that have the highest TF-IDF score in the vocabulary in the
positive and negative classes of each. In doing so, we can both see if the words that
occur often in the negative class are significantly different than those that occur often
in the positive class. Additionally, we can learn more about the words the models
may be learning from, since they encounter them frequently in the training data.
Though this is an exploratory exercise to learn more about the contents of each of
the classes across datasets, it is potentially illustrative to show the figurative distance
that the models must traverse when working on a cross-domain classification task.
Interestingly, in the positive class, we see some overlap between the datasets, as they
have the words “people” and “say” in the top three scoring positions. The Reddit

14



Condescending
News TFIDF Score Condescending

Reddit TFIDF Score

Need 28.55 People 95.64
Say 27.77 Say 84.98
People 26.60 Like 75.09
Poor 24.22 Think 73.92
Families 24.04 Get 72.54
Homeless 23.98 Make 69.97
Help 23.79 Would 65.37
Children 21.64 Know 65.25
Live 18.50 Go 60.55
Women 17.85 One 57.59
Give 17.48 Want 53.57
Disable 15.70 Time 49.8
Refugees 14.46 Point 49.52
Vulnerable 14.05 Game 47.38
Hopeless 13.00 Mean 47.27

Table 3.1.: Vocabulary with the Highest TF-IDF Scores in the Positive PCL Class

dataset has more verbs as opposed to the news data, which contains more nouns.
Considering the way the Perez-Almendros et al. (2020) dataset was harvested, it is
evident why the keywords they used to select articles are among the most frequently
occurring. This is the case in the positive and the negative class, since all articles
were chosen based on their use of the keywords “disabled”, “homeless”, “hopeless”,
“immigrant”, “in need”, “migrant”, “poor families”, “refugee”, “vulnerable”, and “women”.
“help”, “children”, and “live”, are the only terms that do not occur in the keywords in
the news data. Though the data in the Wang and Potts (2019) Talkdown paper was
harvested in a similar way, they did not use keywords. Instead, they flagged all the
Reddit post and reply pairs that contained a condescension-adjacent word in the
reply and used that as a selection criteria for the contents of the corpus. Because of
the selection criteria for both negative and positive classes in both of the datasets,
there is not much variability in the words with the highest TF-IDF values between
the positive and negative classes, as can be seen in table Table 3.1 and Table 3.2.
The overlap that exists in both tables suggests that though these keywords may be
part of the heuristics called upon by the model for the classification tasks, it cannot
be keywords in isolation that contribute to classifying an example as positive or
negative.
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Non Condescending
News TFIDF Score Non Condescending

Reddit TFIDF Score

Say 28.55 People 91.70
Women 20.84 Like 80.94
People 20.37 Say 77.94
Need 18.16 Think 73.25
Immigrants 17.90 Get 73.18
Refugees 16.37 Would 71.23
Vulnerable 16.37 Make 66.64
Disable 16.08 Know 57.73
Families 14.95 Go 56.69
Homeless 14.31 One 56.45
Also 13.87 Want 49.36
Make 12.96 Really 46.23
Poor 12.94 See 46.09
Children 11.37 Time 44.54
Government 10.38 Use 43.26

Table 3.2.: Vocabulary with the Highest TF-IDF Scores in the Negative PCL Class
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4. Method

4.1. Experimental Design

For the non-contextual classifiers, we used TFIDF word feature representations,
and performed routine pre-processing, including tokenization, removing stop words,
removing special characters, punctuation, and numbers, as well as lemmatization.We
address the question of possibly over-fitting the data by using K-fold cross-validation
method, where K=10 as part of the model development for the classical machine
learning classifiers we employ as a part of this study (Shi and Demberg, 2017). To do
this, we employed the cross-validation method for evaluating estimator performance
from Sci-Kit-Learn. Employing the cross-validation as a method reduces the model’s
tendency to over-fit, as it splits the dataset into multiple “folds”, and thus the
algorithm is trained on each of these separate folds individually. As a result of some
preliminary tests, we saw the performance on the imbalanced dataset with a ratio
of 1:10 between positive and negative labels was in many cases abysmal before
employing cross-validation. The value for the number of splits was 9, with a random
state equal to 1, and the shuffle set to true. In order to employ cross-validation we
needed to split the data into training, testing, and evaluation sets, which we did in a
proportion of 80 percent, 10 percent, and 10 percent respectively.

We use DistilBERT because there are less parameters within the model than there
are in BERT, seeing as it’s a distilled version of BERT that has been simplified (Sanh
et al., 2019). This is a favorable option for us both in terms of sustainability and
managing the amount of computational resources that are involved in this project
(Sanh et al., 2019). BERT is perhaps the least sustainable out of the classifiers we
have employed in this study, however, for the sake of comparability with Wang and
Potts (2019) and Perez-Almendros et al. (2020) as well as other future work that
may come, we make use of BERT BASE, as opposed to BERT LARGE.

To balance the datasets, we did not remove any positive labels, only negative labels.
For the Don’t Patronize Me! dataset Perez-Almendros et al. (2020) 800 positive
instances and 800 negative instances are included in the balanced version of the
dataset for training, as well as 100 positive and 100 negative instances for validation,
and finally, 100 positive and 100 negative instances for testing. In order to balance the
Talkdown Corpus by Wang and Potts (2019) we used the balanced version provided
by the authors and split them into 80 percent for training, 10 for validation and
10 for testing. The Talkdown corpus contained 2,608 positive instances and 2,608
negative instances for training, 326 negative and 326 positive instances for training
and validation respectively.

We follow the method outlined in the paper by Wang and Potts (2019), where the
imbalanced datasets have the chosen ratio across training, testing, and validation
partitions. In the Talkdown paper by Wang and Potts (2019)

4.2. Evaluation Metrics

For the sake of clarity, we will enumerate the metrics used for evaluation and the
formulas used to arrive at each of them.
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𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
(4.1)

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
(4.2)

𝐹 − 1𝑆𝑐𝑜𝑟𝑒 =
2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙

=
2 ∗𝑇𝑃

2 ∗𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
(4.3)

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 +𝑇𝑁

𝑇𝑃 +𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
(4.4)

In order for the results to be comparable between the experiments that use balanced
data and those that use different proportions of imbalanced data for the binary
classification of patronizing and condescending language detection, we use F-1 score
to measure performance across models and datasets. Precision and recall are also
included for reference, but accuracy is not an informative metric across experiments
due to the imbalance between negative and positive labels in the most extreme case,
with a ratio of 1:10 between positive and negative labels. When harvesting the results
from the experiments outlined herein, we use the F-1 score for the positive label only,
meaning that we are measuring the model’s performance when it comes to detecting
patronizing and condescending language specifically. This accounts for instances
where the model’s performance with respect to the F-1 score is equal to zero, in
every instance where that happens, the model simply did much better when it came
to detecting the negative label, or the absence of patronizing and condescending
language in the text. Given that this is not strictly relevant for this task, this is not
reflected in the data we show here, as we are only concerned with the detection of
the presence of patronizing and condescending language across datasets.

As an additional qualitative measure to report informative results, we include
confusion matrices for the best performing models in each of the four combinations
of training and testing data. Confusion matrices shown here are based on the work
of Stehman (1997). We also harvest some examples from the two best performing
cross-domain models to discuss the specific examples of correctly and incorrectly
classified data in each of the datasets. Discussion of these examples gives some
concrete examples of the kind of language present in both of the datasets and the
distance the model would have to cross semantically and linguistically to perform
well on the out-of-domain data. These measures are in addition to the vocabulary
with the highest TF-IDF scores on both of the datasets, which is also meant to
illustrate the differences in content and subject-matter in the datasets, as well as a
sampling of the vocabulary the model would be working with in trying to classify
out-of-domain examples.

4.3. Limitations

Some potential shortcomings of our work involve the size of the datasets. Though they
are proportionally speaking commensurable with one another in terms of the label
distribution after the alterations we made, their sizes differ enough to impact the
performance of the models trained on the smaller dataset (news) as opposed to the
larger dataset (Reddit). This is mainly a consequence of the original imbalance present
in both of the datasets, and how the number of positive labels is not proportional
between them. In future work, data generation may be a way to address this. As we
have mentioned, we did not remove any of the positive labels in the datasets, as they
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were already heavily imbalanced in favor of the negative label. The only factor that
changes in the datasets we use across experiments is the number of negative labels.

We note that the training set for news data is approximately a third of the size of
the Reddit training data. The same can be said for the validation and testing sets.
We propose that this does not in fact have an impact on the performance of models
trained on the news data, as the best performing cross-domain model is trained on
news data, and models trained and tested on news data in the balanced in-domain
task are not the worst performing category out of the three, though they are also
not among the highest performing either. However, we do note that cross-domain
performance on a larger news dataset using data augmentation techniques could
perform even better than our best cross-domain models. This is another area for
future work.

In the case of the Don’t Patronize Me! dataset, it is clear that it is heavily
imbalanced in favor of the negative label, however there are some reasons why this
may not necessarily pose a problem. In the (Mendelsohn et al., 2020) paper, their
models were trained on the data they obtained from The New York Times, using
articles spanning from January 1986 to December 2015, which they then narrowed
down to include relevant terms to the dehumanization of LGBTQ people. Seeing
as the discourse surrounding LGBTQ people became more humane over time, the
language reflected his change, and having selected the data from The New York
times which specifically mentioned high-saliency terms, such as “gay(s), lesbian(s),
bisexual(s), homosexual(s), transgender(s), etc”, we assume that this would faithfully
show the proportion of humane language compared to inhumane language. Thus, if
we make a similar assumption in our experiment, that the data extracted from the
News on Web (NoW) corpus (Davies, 2013) would represent how often the discourse
around the selected vulnerable groups tends to include PCL, then we would not need
to perform data augmentation methods so as to over-represent the presence of PCL
in the news.

4.4. Ethics

In the case of the Don’t Patronize Me! dataset specifically, data was harvested from
news sources based on the presence of key terms. It is assumed that the presence of
PCL is not directly tied to the presence of these terms, as it is possible for news to
report on stories and relevant cases that contain the key terms “women”, “homeless”
or “disabled” without being patronizing or condescending of these groups. This
assumption is in fact reflected in the 1:10 ratio of condescending to non-condescending
labels in that dataset. We must keep in mind that PCL is proportionally not a majority
class “in the wild”, but we must also recognize that the best chance at a balanced
performance across labels in a cross-domain task would use balanced datasets in
training and testing, in order for the model to have a fair chance at learning the
proportion of patronizing and condescending language to non-patronizing and non-
condescending language. However, for the in-domain tasks we perform experiments
on both the unbalanced and balanced versions of both of the datasets, so as to
explore the impact this may have on performance, while still keeping in mind that
the instances of PCL “in the wild” will never be 1:1. We must also note that we
perform the cross-domain task on the balanced datasets only, in order to make the
results of each of the combinations of datasets comparable to one another.

As a final remark on the ethical considerations of this work and others that may
come in the future, we would like to highlight the potential ethical problems in
producing models that overestimate the times when PCL is present due to having
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been trained on data that over-represents its presence in the news and affects the
model’s learning. If such a model were to be employed in sociological or sociopolitical
research to trace the presence of PCL in news publications, social media interactions,
and by extension public discourse, overestimating the instances of PCL would have
a counter-productive effect and indeed hinder good-faith conversations. This is the
very same thing we seek to counter with this project, and thus we must call attention
to the fact that if such models were to employed in industry or in other large-scale,
resource-intensive contexts, they should aim to be, in the best case, a human-in-the-
loop technology, that includes the insights of human beings and their lived-experience
as additional context to the model’s learning.

4.5. Sustainability

We would be remiss if we failed to mention the importance of sustainability and
accessibility when it comes to others potentially building on this work and replicating
the experiments we have conducted. Seeing as one of the aims of conducting further
experiments on PCL is to contribute to a more constructive dialogue online and in
publications, especially when it comes to patronizing and condescending language
in news publications and their treatment of vulnerable groups. We must not lose
sight of the fact that this task should be accessible to all, including researchers and
individuals that do not have access to the computational and financially burdensome
resources that are required in large language models a GPU for sustained periods
of time. It is important to keep in mind that in some cases, NLP research can
become prohibitively expensive, and requires access to technology that requires more
than some researchers have access to. To this end, we call attention to the work on
sustainability in NLP conducted by Strubell et al. (2019) and Dodge (2020). For
the purposes of sustainability and reproducible research, we employ a combination
of classical machine learning models that can be run without a GPU, and we
use DistilBERT as an alternative to other transformer models that require more
computational resources.

In this project, some of the best results in their respective class were achieved by
classical machine learning, and in every case, the results achieved by DistilBERT
were either exactly the same as BERT, or differing to a negligible degree. With
this, we hope to encourage other researchers to employ more computationally frugal
resources, as they can also achieve excellent results well above the established
baseline. Additionally, the proportions of positive to negative labels we use in this
study, ranging from 1:1, 1:2, and 1:10, reduce the amount of data used enough that
the size of the data does not also become an obstacle for others to reproduce this
work. As Dodge (2020) notes, processing many examples on models that are already
computationally expensive across many epochs, which is standard practice, creates
obstacles for researchers to recreate certain studies that make use of large language
models and train on extremely large datasets. In short, throughout the design and
execution of this thesis, we take care to ensure our experiments could be reproduced
without much financial burden or environmental impact due to prolonged GPU
usage.
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5. Results

5.1. In-Domain PCL Classification

Firstly, we will address the performance of the models in the experiments where the
datasets were balanced. Even the worst performing models achieve at the very least
an F-1 score of 0.64 on the in-domain classification task. The best performing model
is the Gradient Boosting classifier on the imbalanced 1:2 Reddit dataset including
post and reply, achieving an F-1 score of 1.0 and precision of 0.99. All results are
included in the Appendix for further reference.

Figure 5.1.: Balanced In-Domain PCL Classification

Interestingly, when it comes to the imbalanced data with a 1:10 ratio between
positive and negative labels, the best performing models were trained on Reddit
data including the post and the reply. By far the best results for the in-domain
classification task using a 1:10 ratio of positive to negative labels were achieved using
the Reddit post and reply dataset. This supports the idea that context improves
performance, even using imbalanced data, presented in the Wang and Potts (2019)
paper. In our project however, we present two different ratios of positive to negative
data, 1:2 and 1:10, that could be used in the future for further exploration, which
achieve better results than those of the original Wang and Potts (2019) paper. While
BERT achieved an F-1 score of 0.84 in the in-domain balanced classification task,
the best score in that set of experiments, BERT and DistilBERT were outperformed
on cross-domain classification as well as imbalanced in-domain classification using
datasets with different proportions of negative to positive labels. For the latter
experiments, classical machine learning models were a better choice.
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Figure 5.2.: Imbalanced In-Domain PCL Classification

With regard to the in-domain task using unbalanced data with a 1:2 ratio between
positive and negative labels, we find that the best performing models are the
Perceptron and the Decision Tree trained and tested on Reddit data including the
post and reply. These results are well above the best results achieved by the Talkdown
foundational paper, where the authors set a baseline of 0.68 for the F-1 score (Wang
and Potts, 2019). In that instance, the best results achieved on an imbalanced
dataset were when the data had a 3:20 ratio between positive and negative labels.
The authors in the original Talkdown paper did not include the ratios we explore
here, of 1:10 and 1:2. We must note that he number of positive labels remained the
same between the tasks that involved imbalanced and balanced data, in both cases
the only difference is the number of negative labels. One possible explanation for
why the best performance was achieved by an imbalanced dataset was that in the 1:2
ratio, the model benefited from learning more about negative instances, increasing
its overall performance when it comes to PCL detection. This would be the case
because it would not be mis-classifying examples of PCL by mistaking them for
the negative label, because it had more of an opportunity to learn what negative
examples looked like, and categorized them correctly more of the time. The precision
and recall for both of the models is notably, just as high as the F-1 score, suggesting
the models are classifying at least 99 percent of the total instances of PCL correctly
(recall), and in the cases where it identifies PCL, the model is correct 99 percent
of the time (precision). We believe these results open up the possibility for further
study on the impact of ratios on imbalanced training data, showing that balancing
datasets may not always provide the model the best opportunity to learn about the
data and perform well on unseen data, especially in a binary, in-domain classification
task. Classifiers trained on news and Reddit post only data performed poorly in
comparison to the classifiers trained on the Reddit post and reply with the same ratio
of positive to negative labels of 1:10. One possible reason is that this ratio of positive
to negative labels did not prove useful for the models’ learning, especially given
the lack of contextual information. Whereas the models trained on the unbalanced
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Reddit post and the corresponding reply performed consistently very well.
A notable exception is the Naive Bayes classifier, that performed exceptionally

poorly across the board on all three of the 1:10 unbalanced datasets. The Naive
Bayes classifier is heavily biased regarding the shape of the data distribution it
encounters in training. This means that the heavily imbalanced dataset skews the
model to predict more negative labels more of the time, so much so that performance
for detecting the positive label is obliterated by the initial assumption. It is also
sensitive to the number of examples among classes. If one category outnumbers the
other significantly there will be a significant bias to the majority class. Hence we see
that a heavily imbalanced dataset, like the one with the 1:10 positive to negative
class, the Naive Bayes classifier is not a good choice, as it does not lend itself to
good performance on imbalanced classification tasks.

5.2. Cross-Domain PCL Classification

The model that performed the best on out-of-domain data was a Support Vector
Machine, showing that it is not only large language models that can achieve good
results on nuanced classification tasks. Notably, this model trained on the news
dataset and was evaluated on the Reddit dataset that included more contextual
information. As we noted before, the dataset labeled “Reddit Post+Reply” includes
the original post that was flagged for condescension, as well as the response to the
post. The Naïve Bayes Classifier also performed well on the cross domain task across
the board, but performed the best on the same combination of training and testing
data. The F-1 scores achieved by the SVM and the Naïve Bayes Classifier are the
same, but the precision of the SVM is marginally better. However the recall of the
SVM, 0.9, is much better than the recall of the Naïve Bayes Classifier, 0.66. In the
confusion matrix that follows, one can see that the model performed well with respect
to the positive class, which was the aim of the study, but not as well when it comes to
detecting neutral examples that do not contain PCL. It is worth noting that SVMs
perform well on tasks with small datasets, which is the case in the cross-domain
study as it uses the News data as training data and is tested on the larger Reddit
dataset (Zhao et al., 2009).

Interestingly, BERT and DistilBERT under-performed consistently when trained
on news data and evaluated on Reddit data, both in the case of post only and post
and reply. DistilBERT achieved results that were virtually the same when it came
to training on news data and testing on out-of-domain Reddit data that included
post only, as well as data that included the post and the reply. The same can be
said for BERT, the results were the same in this case, between the model trained
on news data and tested on Reddit data containing the post only, and the model
trained on news data and testing on Reddit data containing the post and the reply.
Notably, BERT and DistilBERT perform relatively well when trained on the social
media data. They both perform better overall when trained on the Reddit data
containing the post only, without the reply, and when tested on the out-of-domain
news data. In the latter experiment, DistilBERT manages an F-1 score of 0.59,
where the best performing models mentioned above, the SVM and the Naïve Bayes
classifiers, achieved an F-1 of 0.66 on the out-of-domain task. Where the SVM and
Naive Bayes classifiers perform very well, BERT and DistilBERT did not. Specifically
the SVM is a simple statistical model, which proved to be whereas it’s possible that
BERT and DistilBERT overfit to the news dataset and cannot generalize well on
out-of-domain data. One reason why the SVM may have performed as well as it did,
is that most text classification problems are linearly separable, and the linear kernel
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Figure 5.3.: Balanced Cross-Domain Trained on Reddit Dataset

works well when there are not many features. It is notable that even though PCL
detection is a fine-grained classification task, that is also very dependent on context,
a classical machine learning classifier achieved the best results. In this case, adding
a large number of parameters does not in fact improve the model’s performance.

Figure 5.4.: Balanced Cross-Domain Trained on News Datasets

BERT and DistilBERT generally perform very well when it comes to sentiment
analysis and other tasks on explicitly abusive language. Given the large number of
sentences both of these language models have been trained on, it’s possible that
fine-tuning on a relatively small dataset did not actually prove to be illustrative
enough for the model to perform well on out-of-domain data. It is noteworthy that
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BERT and DisilBERT under-perform in both of the instances where the news data
was used for training in the cross-domain task. One possible reason is that news
data is more uniform in terms of form and tone, though the vocabulary is more
complex, whereas social media texts, specifically Reddit post threads contained in the
Talkdown corpus are less uniform in subject, tone, and other textual features. Given
that BERT and DistilBERT are pre-trained on text from Wikipedia, the fine-tuning
on news data did not help to be able to detect PCL in another domain, as the
features may have been too unfamiliar considering how the data used for pre-training.
In the best cases, the model performance for the out-of-domain task is decent, given
that the subject matter in each of the datasets varies quite a lot, as does the style of
the language used. However, we show that cross-domain generalization is possible to
achieve on PCL datasets when they are balanced, as preliminary tests showed that
cross-domain performance was sub-par when the training and testing datasets were
not balanced. We will expand on both of these points in the sections that follow.

5.3. Qualitative Data Analysis and Confusion Matrices for
Cross-Domain Models

In this section we will describe the insights shown by the confusion matrices of the
best performing models in each of the four combinations of training and testing sets.
The precision and recall of each of these is included in the appendix for reference.
For ease expression, we will refer to the positive PCL label as 1 and the examples
that do not contain PCL as negative, or as 0. It should be noted that the sizes of
the test sets vary between the two datasets given their original sizes. Models tested
on Reddit data classify more instances than models tested on news data to achieve
their final score. The former are tested on approximately 652 examples split evenly
between negative and positive labels, and the latter are tested on 200 examples, also
split evenly between negative and positive labels. This is perhaps a shortcoming of
our study, but we argue that the results are nevertheless comparable between the two
because the labels are in the same proportion in both instances. Additionally, the
best performing model outlined here, the SVM trained on news and tested on Reddit
data, is tested on a greater number of instances and still manages to outperform
others tested on the smaller number of instances. We mention this as a potential
shortcoming for good measure but argue that the discrepancies in performance are
not due to this numerical imbalance in testing data.

Figure 5.5.: Confusion Matrix for SVM trained on News and Tested on Reddit Data (Post and
Reply)
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SVM trained on News and Tested on Reddit Data (Post and Reply)

Out of the approximately 326 negative labels, 59 of them were correctly predicted as
0 and 267 were incorrectly predicted as 1. On the other hand, out of approximately
326 positive labels, 295 were correctly labeled as 1, and 31 were wrongly predicted
as zero. This model is clearly better at detecting instances where PCL is present as
opposed to when it is not. Seeing as the dataset is balanced 1:1 in terms of negative
and positive labels, it seems the model would have needed more examples to learn
from when it comes to negative instances and classifying them correctly. This is
the best performing model out of the four highlighted here with an F-1 score of
0.66. This number serves as the baseline we aim to propose for future cross-domain
binary PCL detection tasks. We note that it could be improved upon by training
the model on a more imbalanced dataset in favor of the negative label, although this
is merely a conjecture based in-domain performance we have seen here, where the
best performing models had a ratio of 1:2 between negative and positive labels.

Figure 5.6.: Confusion Matrix for DistilBERT trained on Reddit Post Only and Tested on News

DistilBERT trained on Reddit Data (Post Only) and Tested on News Data

Out of the approximately 100 positive examples in the test set, 40 were correctly
labeled as 1 and 60 wrongly predicted as zero. Out of 100 negative examples 19 are
wrongly predicted as 1 and 81 are correctly predicted as zero. In this classifier it
seems the classification was more effective for the negative label than the positive
label, regardless of the 1:1 proportion. Notably, this outcome is common to both of
the classifiers trained on Reddit data and tested on news data.

Figure 5.7.: Confusion Matrix for Perceptron trained on News and Tested on Reddit Post Only
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Perceptron trained on News and Tested on Reddit Data (Post Only)

Out of approximately 326 negative instances, 141 instances were correctly predicted
as zero, and 185 were wrongly predicted as 1. Out of 325 positive instances, 251 were
correctly predicted as 1, and 111 were incorrectly predicted as zero. In this case, the
Perceptron performed best when detecting instances of PCL, achieving relatively
mediocre results when it comes to the negative label.

Figure 5.8.: Confusion Matrix for Perceptron trained on Reddit Post and Reply and Tested on
News

Perceptron trained on Reddit Data (Post and Reply) and Tested on News Data

Out of 100 negative labels, 78 were correctly predicted as 0 while 22 were incorrectly
predicted as 1. On the other hand, out of 100 positive instances, only 24 were correctly
predicted as 1 and 76 were incorrectly predicted as 0. In this model, performance is
skewed in favor of the negative label. This is true for the other model trained on
Reddit data and tested on news data, whereas the models trained on news data did
better predicting positive examples as opposed to negative. This could be due to
features in the text, or it could be that due to linguistic complexities in the text, more
negative instances from the Reddit data were needed to give the models a better
chance to generalize to the news data. Interestingly, in cross-domain classification,
the models trained with contextual data including the replies to the original posts
were outperformed by those trained on the posts alone. This model achieved an F-1
score of 0.49, whereas the DistilBERT model trained on the post only Reddit data
achieved an F-1 score on 0.59. In-domain task results were generally better when
the reply to the post was included, but it did not prove useful in the cross-domain
task to the same extent.

5.4. Qualitative Data Analysis: Textual Examples from Both Datasets

In this section, we will explore some examples encountered by the two best performing
models in the cross-domain task and discuss some of the mis-classified examples as
well as some of the correctly classified examples. We include examples from both
of the datasets. By looking at some of the specific examples in the data, we aim
to discuss the linguistic and stylistic “distance” the models must traverse when
performing cross-domain PCL detection, as the text varies significantly between the
two datasets even though the phenomenon at hand is the same. Table 5.1 includes
instances from the news dataset, whereas Table 5.2 includes instances from the
Reddit dataset.
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In Table 5.1, we have two examples of mis-classified instances and two of correctly
classified instances. Looking at the first example where the model did not detect
PCl where it was present, the speaker notes that they would cry as a little girl
because they did not know how to help the homeless people, and they felt the same
feeling once again as an adult, except they did not feel as helpless. If we discuss this
in terms of the Huckin (2002) criteria outlined in Chapter 2, this example uses
number two, expressing an assumed difference in status between the speaker and the
target of their speech. This example is relatively subtle as it requires some context,
to understand that difference in status. The next mis-classifed example also makes
use of the second feature of PCL outlined by Huckin (2002), mainly due to the line,
“grows up to turn the tide of poverty”. In this example, the speaker is putting the
responsibility of turning the tide of poverty on children who are themselves subject
to poverty, avoiding addressing the real causes for this phenomenon. It also makes
use of the common feature PCL which is for the speaker to position themselves as
the “savior” of the vulnerable class they are charitably “saving” (Straubhaar, 2015).
Some of the correctly classified examples also share these features, like the first
and last instances in Table 5.1, where the speakers discuss rescuing a “desperate
group” of refugees and homeless people from their circumstances, without actually
addressing the causes of the refugee crisis or the homelessness of the groups they
are discussing. Though we cannot say with certainty why the model classified the
latter examples correctly and not others, we venture to say it is because of the
presence of keywords, such as “charity”, “homeless” and “happy” in the last example.
Interestingly, one of the misclassified examples also includes the word “homeless”
and “hopeless” and as well as “hardship”, all of which have high TF-IDF scores in
the dataset analysis, however the model did not use the presence of these words
to classify this as a positive example of PCL. This is not surprising necessarily, as
the dataset was harvested from keywords and they are present in both positive and
negative examples.

Pred. Text Gold

1

The offer to take 20,000 Syrians is welcome but
Britain needs to take that desperate group now ,
not over five years and play a strong part in resolving
the refugee crisis in Europe , he said .

1

0

As a little girl , I would cry walking down the streets of Toronto
because I didn’t know how to help the homeless people .
I began to feel like that little girl again ,
heartsick over people ’s hardships .
But there was one major difference :
no longer did I feel that all was hopeless .

1

0

This is a new education programme introduced
in this district to ensure that each vulnerable girl
and boy in this district is educated , protected , respected
and valued and grows up to turn the tide of poverty .

1

1
The charity has a number of success stories where people
have been homeless and are now
leading happy lives in employment .

1

Table 5.1.: Model Trained on Reddit Post-Only Data and Tested on News

Table 5.2 includes examples of the Reddit dataset including both posts and
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Pred. Text Gold

1
I have seen more biased and tunnel visioned views
in this subreddit than any christian I have ever met.
I was born and raised catholic but have no religious views now.

0

1

I love your logic: why won’t the fans keep
coming out to by a decade old crappy product! [...]
It’s been like this year after year after year, yet somehow
you’re surprised team fandom and excitement is dying?[...]
Lol, I love your optimism calling these two good years. I mean,
I guess they weren’t as bad or below average as other years.
I guess that makes them good? I love that you blame the casual fans,
essentially, even though they’re the ones that caught on to
how unserious management/ownership has
been at winning the last decade
while you demand we keep eating the garbage they serve. [...]

1

1

Non-parents seem to have a difficult time understanding the whole
You can’t know what it’s like until.../
You can’t imagine the bond.. thing. In fact,
I see a lot of anger/resentment over these comments.
I think I can help.Let me make this clear from the start:
You don’t and probably cannot understand and or imagine it.
So they’re right. They were non-parents before they were parents
and they didn’t understand before either.
This is much like when a parent tells a child that
they shouldn’t rush to grow up because they’ll miss being a kid.
[...]With that said, this bond is not some fucking magical spell.
It’s not made from unicorn horns.
It’s evolution at its greatest. Protection of your offspring is
assured by an overwhelming instinct
to care for them and protect them.
Your brain and your hormones are literally taking over
and you have little hope of stopping them.
Humans call this love. [...]
I think when people say these things
they’re just trying to explain to you
what’s happened to them by telling you just
how little you can understand where they’re coming from.
So don’t be annoyed. It’s just like any other experience that
can’t accurately be described unless experienced directly.

1

1

Fallacy after fallacy after fallacy.
You fail to see that corporations -
absent government interference -
must provide goods and/or services which people
desire and sell said goods/services
on the free market for a price. [...]
Which is what that lovely little
construct known as “competition” is all about.
If government arbitrarily interferes with this process,
it retards the market’s ability to function. [...]

1

Table 5.2.: Model Trained on News and Tested on Reddit Post and Reply
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replies. In the social media domain, a more common feature of the language used is
insincere flattery, as outlined by Huckin (2002). In the second example the post starts
with, “I love your logic”, and indeed the conversation continues to use the phrases “I
love your optimism” and “I love that you blame the casual fans.” The model managed
to correctly classify this example. The last example however, uses some more directly
confrontational phrases that are still condescending in nature, assuming the other
person knows less about the situation and using modifiers like “little” to describe
their thoughts, starting out with “fallacy after fallacy after fallacy”, and later with the
phrase “[w]hich is what that lovely little structure called ‘competition’ is all about”,
as well as “you fail to see that [...]”. The model correctly classified this example
as well, which was also one of the longer ones of the sampling. Interestingly, the
instance in the sampling that was mis-classified in this sampling is much shorter,
and is merely stating facts.

The third example in the Reddit text sample is another representative example of
PCL in social media that was correctly classified. In this example, there are phrases
including “[y]ou don’t and probably cannot understand and or imagine it”, and “[i]t’s
not made from unicorn horns. It’s evolution at its greatest.”. In these phrases, the
speaker is making it clear that there is an inability of the target of this speech to
understand the experience of being parents, given that they have not experienced it
themselves, and uses hyperbolic examples like the fictional unicorn and the magical
spell to explain in overly simplistic terms, why the experience of being parents can
only be understood by those who are parents themselves. The speaker also uses
the phrase “[h]umans call this love”, to explain that phenomenon, again, in overly
simplistic terms, assuming the person or people they are speaking to are not able
to understand anything other than the simplest of explanations. In doing so, the
speaker emphasizes a distance between themselves and the privileged knowledge of
being a parent, and those he is directing his comments toward, who are presumably
not parents, and would need an explanation of said experience. This example has
many key indicators of PCL, and seeing as the model classified this example correctly,
it could have gleaned enough information about PCL to detect the aforementioned
discourse devices, or it could have used some of the keywords that occur often in the
positive label, such as “say” and “people”.

Through this exercise in discourse analysis, we cannot of course conclude anything
exhaustive about the data the model has encountered as this is only a small random
sampling of instances it would have encountered in the test set when performing the
cross-domain task. However, we aim to show how even the types of PCL can vary
between the datasets, and paint a clearer picture of the challenge the model is facing
when trying to classify out-of-domain data. In this sample alone, we saw that it was
more common to encounter PCL with regard to vulnerable groups and social issues
in the news dataset, and that in social media, PCL employs different tools, such as
false flattery and creating a distance between the speaker and the target in terms of
perceived intelligence. The classifiers we have trained for the cross-domain task suffer
in performance significantly compared to in-domain performance which is sometimes
nearly perfect. However, this is to be expected given the linguistic distance they
must cross to classify PCL in another domain, and a different context using the tools
in the fine-tuning stage.
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6. Conclusion

In light of our results and discussion, we showed it was indeed possible for machine
learning models to generalize out of domain, and that classical machine learning
models were best suited to this task. Though the best performing out-of-domain
model achieved an F-1 score of 0.66 and there undoubtedly room for improvement,
given the linguistic variability across datasets, this work serves as a baseline for
cross-domain PCL detection. As for models trained and tested on balanced data,
they underperformed when compared to those in different proportions of negative
to positive labels, showing that it could be more illustrative for the model to learn
about the absence of PCL in order to improve precision in PCL detection.

The aim of this thesis project was to address three main research questions: The
first was to what extent it is possible for a PCL detection model to generalize to other
domains. To investigate this, we conducted experiments on four possible combinations
of datasets for training and evaluation. We then tested which of the models would
perform better on the four combinations of training and testing data– models using
BERT embeddings, or classical machine learning classifiers with TF-IDF word feature
representations. For the latter, we employed cross-validation to achieve better results,
as preliminary experiments proved that without this, the results were overall worse,
both in and out of domain. We found that the best performance on the cross-domain
task was achieved by a SVM and a Naïve Bayes Classifiers trained on news data
and tested on the Reddit data including the post and the reply, where both achieved
an F-1 score of 0.66. The SVM had excellent recall, achieving 0.90, which means
that the model was able to identify PCL 90 percent of the time in the instances
where it was present. BERT and DistilBERT under-performed in comparison, which
could be accounted for by the semantic complexity of the text and the fact it did not
prove useful for out-of-domain generalization of the model. It is a notable finding
that cross-domain generalization on PCL data was indeed better suited to classical
machine learning. We further analyzed our cross-domain results by taking the best
performing model in each combination of training and testing data and discussing the
confusion matrices of each, as well as some of the correctly and incorrectly classified
examples in both of the datasets. The latter proved to be enlightening as it highlights
the linguistic distance between the two datasets and the challenges the models must
face in generalizing to new PCL data in another domain.

We also addressed our second research question. As a point of comparison for both
the cross-domain performance and the in-domain task using imbalanced data, we
performed the same experiments on datasets balanced 1:1, and found that models
trained on these datasets performed worse than the best in class model for imbalanced
data with a 1:2 ratio of positive to negative labels. When it comes to balanced,
in-domain performance, we find that there was less variability between models, but
the highest performance was still achieved by BERT, with an F-1 score of 0.84,
trained on the News dataset. When compared to the in-domain balanced training
and testing of models, performance suffers significantly in the out-of-domain tasks,
which is to be expected. Regardless, we believe it is important to set forth a baseline
of performance for both balanced and imbalanced data, especially given we focus on
cross-domain PCL detection on balanced data only.
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Regarding our third research question, we found that the ratio of positive to
negative labels has a large impact on in-domain performance, as the best performing
model on imbalanced data for the in-domain task achieved nearly perfect results
when trained on the Reddit dataset including both post and replies. Notably, the
model that outperformed BERT for the in-domain task is the Gradient Boosting
Classifier, closely followed by the Decision Tree Classifier, trained and tested on
Reddit Post and Replies. These results are encouraging for future research that
makes sustainability a priority, as it shows it is possible to achieve impressive results
with a relatively simple classical machine model with few hyper-parameters. We
encourage future work to investigate the potential of cross-domain PCL detection
using the best-performing models and ratios of imbalanced PCL data, which could
perhaps generalize better to another domain than the balanced data we use here.

There are many avenues for future work in PCL detection, as detecting and
understanding observable trends in PCL usage toward a specific group of people
can give us great insight into the political and social discourse around vulnerable
and disadvantaged groups in different social and political contexts. This research
could be made country-specific or area-specific if there was an information need that
called for it. This project in particular investigates data collected from news articles
published between 2010 and 2018 (Davies, 2013). Future research on PCL could
focus on historical instances of vulnerable groups and how their plight may have been
worsened by their representation in the media, and in general affected negatively by
the patterns in the discourse surrounding different vulnerable communities throughout
history. By harvesting data that comes from certain time periods in history that
proved to be particularly polarizing or prone to villainizing a target group, could
prove to give some insights about trends in public discourse and the zeitgeist of the
times.

Additionally, this dataset incorporates news data from several English speaking
countries, each of them with distinct socioeconomic landscapes and demographics.
Another possibility for future work could be to focus on one country or subset
of countries that are geographically close enough to report on some of the same
phenomena pertaining to the same vulnerable communities, such as for example the
US and Canada during a particular period where the number of migrants and refugees
was higher than normal. Using a classifier with a high precision to identify PCL could
shed light on patterns in how the media’s discussion around certain communities
may have affected public opinion and resulted in significant legislative and social
changes in history. It would be particularly beneficial and perhaps more rigorous
if such a study were to incorporate interdisciplinary insights and methodologies to
shed light on historical events that could have resulted in a particular wave of public
opinion, further probing into the events that could have resulted from that type of
discourse.

Some work has already been done on this in NLP specifically, by building a dataset
specifically about dehumanization of immigrants (Mendelsohn et al., 2021). After all,
utilizing critical discourse analysis serves the specific purpose of “demystifying”, by
“demonstrating the silent and often non-deliberate ways in which rhetoric conceals
as much as it reveals with its relationship with power and knowledge”(McKerrow,
1989). PCL is not limited to only issues in pertaining to vulnerable ethnic groups
or minority groups, discussions about gender in the media and news throughout
history in different parts of the world is potentially another dimension to investigate
in the future. From a historical perspective, the women’s suffrage movement in
the United States and the discussion surrounding granting women the right to
vote in newspapers could be another potential interdisciplinary project that would
incorporate insights from historical NLP, gender studies, anthropology and history
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(Fridlund et al., 2020). Since such an endeavor would require digitizing historical
documents it may also incorporate aspects of historical NLP, such as using OCR on
images to extract text for building corpora that can then be used for classification
tasks (Hill and Hengchen, 2019). As a final alternative avenue, patronizing and
condescending language could also be employed in other kinds of political discussions
that are particularly polarizing, but do not target a particular minority group, for
example the discussion on gun rights in the USA, as in the paper by Tourni et al.
(2021), which looks at headlines in news reports on gun violence and the framing of
issues in the same.

In this thesis, we have established a baseline for cross-domain, binary PCL detection
on balanced data. We made use of the two existing datasets that focus on PCL
exclusively as of the time this thesis was designed. Future work could include other
methods to improve on the baseline performance set out by our experiments. It
must be noted that in our experiments, models are trained and tested separately
in each experimental set-up. That is to say, for the cross-domain task, we trained
on dataset A, and tested on dataset B. Further experiments could combine the
cross-domain data into one dataset, and test on a third, smaller dataset, harvested
from a different source than the two we have worked with here. We propose using a
portion of Reddit data combined with news data for few-shot transfer learning, as
there may be a possibility this achieves even better results than our zero-shot transfer
learning method. In our experiments we focus on data sourced from Reddit and
news publications. Further work could also expand on this and perform cross-domain
studies on a third domain, which could include data sourced from another social
media platform, which would in itself have its own stylistic features and nuances,
depending on the kind of discourse users engage in on the platform.

Another possible avenue for future work is PCL detection would be to study
the out-of-domain performance of models trained on imbalanced data in different
proportions. In our study, we discovered the potential impact of the proportion of
positive and negative labels later in the process only with respect to in-domain
classification, and it was indeed outside of the scope of the study to explore cross-
domain performance on the differently proportioned unbalanced datasets. It is our
hope that this work will be expanded upon by others by employing other techniques
for improving cross-domain performance on PCL detection. Here we have focused
on binary classification because the Talkdown corpus by Wang and Potts (2019)
contained only binary labels, but if there were to be more PCL datasets compiled in
the future, we suggest using the classes outlined in the Don’t Patronize Me! paper by
Perez-Almendros et al. (2020) to create a consistent set of labels that will allow for
more work on cross-domain PCL detection. There are many nuances to explore in
PCL that are lost in binary classification, and we expect important insights will arise
from using more finely-grained classes for further classification work in the future.
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A. Appendix

Model Dataset F-1 Precision (macro) Recall (macro) Accuracy
SVM News 0.79 0.77 0.81 0.79
Naive Bayes News 0.76 0.69 0.85 0.74
Decision Tree News 0.64 0.64 0.65 0.65
Perceptron News 0.76 0.70 0.83 0.75
Gradient Boosting News 0.71 0.71 0.70 0.72
BERT News 0.84 0.79 0.89 0.82
DistilBERT News 0.81 0.76 0.87 0.80
SVM Reddit Post 0.64 0.68 0.61 0.66
Naive Bayes Reddit Post 0.67 0.57 0.80 0.60
Decision Tree Reddit Post 0.57 0.59 0.55 0.58
Perceptron Reddit Post 0.59 0.60 0.58 0.60
Gradient Boosting Reddit Post 0.68 0.60 0.58 0.60
BERT Reddit Post 0.59 0.64 0.55 0.62
DistilBERT Reddit Post 0.65 0.67 0.63 0.66
SVM Reddit Post+Reply 0.74 0.74 0.74 0.74
Naive Bayes Reddit Post+Reply 0.69 0.60 0.82 0.63
Decision Tree Reddit Post+Reply 0.74 0.73 0.75 0.73
Perceptron Reddit Post+Reply 0.67 0.67 0.67 0.67
Gradient Boosting Reddit Post+Reply 0.83 0.76 0.92 0.81
BERT Reddit Post+Reply 0.81 0.83 0.79 0.81
DistilBERT Reddit Post+Reply 0.76 0.74 0.79 0.76

Table A.1.: Balanced In-Domain PCL Classification
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Model Dataset F-1 Precision Recall Accuracy
SVM Reddit Post 0.58 0.63 0.54 0.76
Naive Bayes Reddit Post 0.3 0.62 0.2 0.71
Decision Tree Reddit Post 0.48 0.44 0.52 0.64
Perceptron Reddit Post 0.54 0.52 0.57 0.7
Gradient Boosting Reddit Post 0.6 0.64 0.57 0.76
BERT Reddit Post 0.64 0.6 0.69 0.76
DistilBERT Reddit Post 0.63 0.59 0.67 0.75
SVM Reddit Post+Reply 0.92 0.92 0.93 0.95
Naive Bayes Reddit Post+Reply 0.64 0.63 0.65 0.77
Decision Tree Reddit Post+Reply 0.99 0.99 0.99 0.99
Perceptron Reddit Post+Reply 0.81 0.80 0.83 0.88
Gradient Boosting Reddit Post+Reply 1.00 0.99 1.00 1.00
BERT Reddit Post+Reply 0.95 0.95 0.95 0.97
DistilBERT Reddit Post+Reply 0.94 0.95 0.94 0.96
SVM News 0.58 0.67 0.52 0.75
Naive Bayes News 0.58 0.69 0.5 0.76
Decision Tree News 0.5 0.49 0.5 0.67
Perceptron News 0.58 0.6 0.57 0.73
Gradient Boosting News 0.46 0.7 0.35 0.73
BERT News 0.7 0.66 0.75 0.8
DistilBERT News 0.65 0.62 0.68 0.77

Table A.2.: Imbalanced In-Domain 1:2

Model Dataset F-1 Precision Recall Accuracy
SVM Reddit Post 0.02 1 0.01 0.91
Naive Bayes Reddit Post 0 0 0 0.91
Decision Tree Reddit Post 0.18 0.19 0.17 0.89
Perceptron Reddit Post 0.23 0.3 0.19 0.89
Gradient Boosting Reddit Post 0.02 0.8 0.01 0.91
BERT Reddit Post 0.3 0.45 0.22 0.91
DistilBERT Reddit Post 0.31 0.47 0.23 0.91
SVM Reddit Post+Reply 0.71 0.8 0.63 0.91
Naive Bayes Reddit Post+Reply 0 0 0 0
Decision Tree Reddit Post+Reply 0.73 0.74 0.73 0.95
Perceptron Reddit Post+Reply 0.67 0.71 0.63 0.94
Gradient Boosting Reddit Post+Reply 0.82 0.75 0.92 0.96
BERT Reddit Post+Reply 0.75 0.65 0.88 0.95
DistilBERT Reddit Post+Reply 0.82 0.84 0.79 0.97
SVM News 0.12 0.72 0.06 0.9
Naive Bayes News 0 0 0 0.9
Decision Tree News 0.18 0.2 0.17 0.85
Perceptron News 0.39 0.55 0.3 0.91
Gradient Boosting News 0.11 0.75 0.06 0.9
BERT News 0.47 0.51 0.44 0.89
DistilBERT News 0.46 0.55 0.4 0.9

Table A.3.: Imbalanced In-Domain 1:10

35



Model Dataset (train) Dataset (test) Balanced F-1 Precision Recall Accuracy
SVM News Reddit Post+ Reply Yes 0.66 0.52 0.9 0.54
Perceptron News Reddit Post+ Reply Yes 0.63 0.54 0.76 0.48
Naive Bayes News Reddit Post+ Reply Yes 0.66 0.51 0.66 0.51
Gradient Boosting News Reddit Post+ Reply Yes 0.54 0.51 0.57 0.51
DistilBERT News Reddit Post+ Reply Yes 0.1 0.49 0.06 0.5
Decision Tree News Reddit Post+ Reply Yes 0.47 0.49 0.45 0.49
BERT News Reddit Post+ Reply Yes 0.07 0.59 0.04 0.51
SVM News Reddit Post Yes 0.534 0.574 0.558 0.543
Perceptron News Reddit Post Yes 0.539 0.547 0.544 0.51
Naive Bayes News Reddit Post Yes 0.428 0.562 0.521 0.508
Gradient Boosting News Reddit Post Yes 0.507 0.511 0.511 0.47
DistilBERT News Reddit Post Yes 0.11 0.51 0.06 0.5
Decision Tree News Reddit Post Yes 0.491 0.492 0.492 0.521
BERT News Reddit Post Yes 0.07 0.59 0.04 0.51
SVM Redit Post+Reply News Yes 0.351 0.413 0.485 0.56
Perceptron Redit Post+Reply News Yes 0.49 0.484 0.49 0.53
Naive Bayes Redit Post+Reply News Yes 0.453 0.454 0.455 0.558
Gradient Boosting Redit Post+Reply News Yes 0.5 0.25 0.5 0.54
DistilBERT Redit Post+Reply News Yes 0.4 0.59 0.52 0.52
Decision Tree Redit Post+Reply News Yes 0.436 0.484 0.49 0.511
BERT Redit Post+Reply News Yes 0.34 0.42 0.49 0.49
SVM Reddit Post News Yes 0.362 0.423 0.48 0.492
Perceptron Reddit Post News Yes 0.466 0.47 0.47 0.46
Naive Bayes Reddit Post News Yes 0.458 0.459 0.46 0.5
Gradient Boosting Reddit Post News Yes 0.351 0.41 0.485 0.485
DistilBERT Reddit Post News Yes 0.59 0.63 0.6 0.49
Decision Tree Reddit Post News Yes 0.476 0.551 0.53 0.544
BERT Reddit Post News Yes 0.45 0.59 0.54 0.455

Table A.4.: Cross-Domain PCL Detection Across Datasets and Models
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