
U.U.D.M. Project Report 2022:51

Examensarbete i matematik, 15 hp
Handledare: Raazesh Sainudiin
Examinator: Martin Herschend
Februari 2022

Department of Mathematics
Uppsala University

Mapped Regular Pavings

Jonathan Franklin



Mapped Regular Pavings

Jonathan Franklin
Uppsala University, Uppsala, Sweden

Abstract

Regular pavings are based on the concept of using tree structures
to represent partitions of root boxes. Regular pavings can be ex-
tended into mapped regular pavings where root boxes are mapped to
functions or sets, which can be used for efficient algorithms in simu-
lations, calculations and other applications. The algorithms rely on
a binary tree structures which makes them efficient and intuitive to
use. Mapped regular pavings are flexible in how precise the approxi-
mation is and at the same time balance that with the memory usage.
Increasing the partitioning of the root box will increase the precision
of the approximation but will also require a tree with more branches,
requiring more memory and longer computations.
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1 Introduction

Advancements in technology require cost-efficient memory storage and ex-
peditious algorithms. Tree data structures are extremely valuable in data
organization and data comparison allowing for easy access to specific data
elements. A regular paving [2] is a finite succession of bisections that parti-
tion a box x in Rd into sub-boxes using a tree-based data structure. Mapped
regular pavings are an extension of regular pavings that map a set of ele-
ments to a regular paving. The advantage of mapped regular pavings are
that they make use of data structures that provide computationally efficient
algorithms and a flexibility to choose the minimum accuracy of the approxi-
mation. The algorithms examined are from a 2012 paper by Jennifer Harlow,
Raazesh Sainudiin and Warwick Tucker [2].

Figure 1 provides visual illustration of some of the operations that are
possible with regular mapped pavings.
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(a) Addition with coloured spaces. The colours is a visual way of representing values.

(b) Subtraction with coloured spaces. The colours is a visual way of representing values.

(c) Histogram averaging. Figures are not to scale.

Figure 1: Examples of operations with various mapped regular pavings.

2 Tree structures

A tree is a data structure that stores and organizes elements using nodes and
branches. The elements of the tree are stored in the nodes and the branches
model the hierarchical relationships between elements. A brief summary of
the tree structure terminology is included in Table 1:
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Table 1: Tree structure terminology

Root node is the node that has no nodes higher up in the hierarchy. It
could be described as the start or top of the hierarchy. Every non-
empty, finite tree has one.

Higher up Higher up in the hierarchy describes being closer to the top,
where the top refers to the root node.

Parent node A parent of a node refers to the node one step higher in the
hierarchy that is connected to by a branch.

Child node A child of a node refers to the nodes one step below in the
hierarchy that is connected to by a branch.

Sibling node A sibling of a node refers to a node on the same level with
the same parent node.

Leaf node Leaf nodes are nodes with no child nodes.

Tree structures are used as a foundation for mapped regular pavings,
because the hierarchical structure of a tree can be utilized for efficient algo-
rithms. Four main advantages of tree structures are as follows [2]:

� Operations on the data structures are often well suited to spatial divide
and conquer methods and hence to hierarchical data structures.

� A tree provides O (logm) access time to any sub-box in a collection of
m sub-boxes, regardless of the number of dimensions, without the need
to impose a uniform grid partition on the space.

� Trees provide low-cost (constant time) insertion and deletion of sub-
boxes, without the need to reallocate existing partitions in memory.

� Algorithms operating on trees can be expressed naturally and suc-
cinctly in a recursive form, allowing a simpler and more understandable
programming implementation.

Regular pavings have an organized structure, with boxes where bisections
are applied along the first widest coordinate. This type of structure can eas-
ily be mapped to hierarchical data structures such as tree structures. Tree
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structures makes it easy to implement recursive algorithms to perform oper-
ations that can then be mapped back to the regular paving. The relationship
between regular pavings and tree structures will be further explored in Sec-
tion 3, where Figures 2 and 3 show a visual illustration of this relationship.
When performing operations on multiple pavings, the tree structure allows
for recursion of each paving simultaneously, and provides opportunities for
parallelization to speed up the computation time. It is not a strict require-
ment to use tree structures for mapped regular pavings, but binary trees
provide a foundation for efficient and easy to implement algorithms.

3 Regular Pavings

The Mapped regular pavings paper from 2012 by J. Harlow and R. Sainudiin
and W. Tucker [2] provides a clear definition of regular pavings:

“Let x := [x, x] be a compact real interval with lower bound x and upper
bound x where x ≤ x. Let the space of such intervals be IR. We can
define the width, midpoint and radius of an interval x as wid (x) := x− x,
mid (x) := x+x

2
and rad (x) := x−x

2
, respectively. We can also define a box

of dimension d with coordinates in ∆ := {1, 2, . . . , d} as an interval vector

x := [x1, x1]× . . .× [xd, xd] =: �
j∈∆

[xj, xj] .

Let IRd be the set of all such boxes. Consider a box x in IRd. Let the
index ι be the first coordinate of maximum width, i.e.

ι = min

(
argmax

i
(wid (xi))

)
.

A bisection or split of x perpendicularly at the mid-point along this first
widest coordinate ι gives us the left and right child boxes of x as follows:

xL := [x1, x1]× . . .× [xι,mid (xι))× [xι+1, xι+1]× . . .× [xd, xd] ,

xR := [x1, x1]× . . .× [mid (xι), xι]× [xι+1, xι+1]× . . .× [xd, xd] .

Such a bisection is said to be regular.

Mapped Regular Pavings 2012
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In order to keep the intersection of the left and right child boxes empty
the bisection needs to leave the left child box with a half-open interval
[xι,mid (xι)) on coordinate ι .

[. . .]
A recursive sequence of selective regular bisections of boxes, with pos-

sibly open boundaries, along the first widest coordinate, starting from the
root box x in IRd is known as a regular paving (RP) or n-tree of x.”

For reference, I will provide a brief summary of the terminology in this
chapter in Table 2.

Table 2: Regular pavings terminology

Root box refers to the domain we start from when applying bisections. The
name box should be interpreted loosely as it refers to a closed domain
in IRn which may be one-dimensional. It is closely related to Root node
which can be seen as the tree-structure representation of the root-box.

Sub-box is a box that is smaller than a box and is enclosed by the bigger
box

Bisection refers to dividing up two boxes into two equally large sub-boxes,
which can be intuitively thought of as cutting it in half.

Split The operation of splitting a node of a tree into two child-nodes. Start-
ing with a node ρ, a split is denoted

`
(ρ) = {ρL, ρR}

Merge The operation of reuniting two child-nodes that are both leaf nodes
(see Leaf node in Table 1 for reference) into their parent node. Starting
with a node ρ, a merge is denoted

a
(ρL, ρR) = ρ

Regular Paving (RP) is a recursive sequence of selective regular bisec-
tions along the first widest coordinate of its sub-boxes, starting with
the root-box.

Depth of a node is determined by the minimum number of splits that is
required to reach that node.
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Figure 2: An illustration of the bisection rule applied on intervals of a one-
dimensional regular paving.

To get a better understanding for what regular pavings are, some termi-
nology will be introduced and illustrated using Figures 2 and 3 as examples.
In Table 1 the concept of a child node was introduced. The child nodes of
a node ρ, is denoted ρL for the left child node and ρR for the right child
node. A node will always have zero or two child nodes due to the strict
bisection rule and the binary tree structure. Let

`
(ρ) = {ρL, ρR} denote a

split of a node ρ. The corresponding root box or root interval of ρ is denoted
by xρ. After a bisection is applied, the root box will be split into two new
sub-intervals or sub-boxes denoted xρL and xρR for the left and right part,
respectively.

Figures 2 and 3 provide great examples of how the splitting of nodes
can be used to represent regular bisections of boxes. In Figures 2 and 3, ρ
is the label for the root node and xρ denotes the corresponding root box,
which in Figure 2 is an interval and in Figure 3 a square. In the first step in
both Figures, the root node ρ is split

`
(ρ) = {ρL, ρR} yielding the left and

right child nodes of ρ. The bisection rule of a one-dimensional example is
illustrated in Figure 2, where the split of ρ corresponds to a bisection of the
interval into a half open left interval xρL and a closed right interval xρR. One
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of the key properties of regular pavings is that the bisection is restricted to
the first widest coordinate. In Figure 2, there is only one interval and one
coordinate to select from, which is the first widest coordinate by definition
and the bisection cuts the interval directly in half. In Figure 3, the square is
bisected at the first widest coordinate which is the first coordinate because
a square is equally wide in the horizontal and vertical directions, resulting
in two rectangles xρL and xρR. These rectangles are sub-boxes, xρL for the
left box and xρR for the right box. The nodes of the tree can thus be seen as
representing the sub-intervals or sub-boxes of the corresponding parent box.

In the third step of Figures 2 and 3, the tree is further split by
`

(ρR) =
{ρRL, ρRR} and this gives the corresponding sub-interval or sub-box xρRL
and xρRR. For the one dimensional example seen in Figure 2 the choice
coordinate is trivial since there is only one coordinate to choose from, and
the bisection rule will always give a bisection directly in the middle of the
corresponding sub-interval. The two-dimensional example in Figure 3 shows
that the bisection is applied to the vertical interval of the root box, which
is not the first coordinate, but the interval is wider than for the second
coordinate and therefore it is the first widest coordinate by definition. The
result of the bisection is that the rectangle is bisected into two equally large
squares, where the lower square corresponds to the left node and the upper
square to the right node.

In both Figure 2 and Figure 3, the split is applied to ρR but it could
be applied to ρL as well, yielding a different tree as a result. If the split in
Figure 2 and Figure 3 were to be applied to ρL instead, then the bisection
would be applied to the sub-box xρL and it will result in a different partition
of the root box.

The fourth image of the example shown in Figure 3 displays the result
of splitting ρL, and this regular paving could also have been reached by
starting with the left split and then doing the right split, i.e. changing the
order. The fifth illustration in Figure 3 shows the bisection of the xρRL box
into two rectangles xρRLL and xρRLR. When applying splits to a tree related
to regular pavings it is not necessary to split the nodes in a specific order,
neither is it necessary to apply equal amount of splits to each side of the tree.

Why is the bisection rule chosen to be so strict? One of the strongest rea-
sons for this methodology is that it ensures the highly desirable mathematical
property of regular pavings, which is that the root box in combination with
the tree uniquely describes the regular paving. Another way of stating this
property is that if two regular pavings have the same tree and the same root
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Figure 3: An illustration of a bisection rule applied to a regular paving with
a two-dimensional root box.

box, then they are equivalent. It is possible to reach the same regular paving
using different order of the splits but they will still share the same properties
as long as the tree and root box are the same.

The standard way of calculating volume of any given sub-box is to mul-
tiply the lengths of each of its sides. In regular pavings its also possible to
calculate the volume of a sub-box by knowing the depth of the node associ-
ated with the sub-box and the volume of the root box.

In Table 2, the depth of a node is defined as the minimum number of
splits required to reach that node. Let xρ be the root-box and xρv be a sub-
box associated with a node of depth k, then the volume is calculated using
the depth by the following formula [2]:

vol (xρv) =
vol (xρ)

2k

This formula relies on the relationship between the splits and bisections
being made. The depth of the node associated with a particular sub-box is by
definition equal to the minimum number of splits required for reaching that
node, which is the same as the number of bisections of the root box to create
the sub-box. Each bisection cuts the sides in half and as a consequence the
volume of the sub-box will be divided by 2 each time the depth is increased.

In each regular paving there is atleast one leaf node. The concept of
an ordered leaf-depth string is constructed by writing the depth of the leaf
nodes in order by starting with the left-most leaf node and moving towards
the right. The ordered leaf-depth string notation in combination with the
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root box allows for a succinct way to uniquely identify a RP. Returning to
the example of Figure 3, the following will be the ordered leaf-depth string
notation for each step: s0 represents the first regular paving in Figure 3,
where the subscript 0 represents the depth of the only node. After the node
is split, the ordered leaf-depth string representation is s11 where the subscript
11 represents the depth of the left and the right leaf nodes. After a split of
the right leaf node regular paving is denoted s122 where 1 represents the
depth of the left-most leaf node and the two 2s refers to the depth of the
nodes ρRL and ρRR. After the next split the regular paving is s2222 since
there are 4 leaf nodes which all have depth 2. In the final step, the node
ρRL is split and the final regular paving is denoted by s22332 using ordered
leaf-depth string notation. All of these ordered leaf-depth strings uniquely
represents the regular pavings, with exception to differences in root box.

A mathematical property of regular pavings is that for a given root box,
the number of distinct regular pavings with k bisections is equal to the Cata-
lan number [2]

Ck =
1

k + 1

(
2k

k

)
=

(2k)!

(k + 1)!(k!)
. (1)

The union of two regular pavings is possible if and only if the root box
xρ is the same. For two regular pavings s(1) and s(2) the union of these is
denoted by s(1)∪ s(2). The union operation can be seen as taking two regular
pavings, and for each sub-box choose the parts from the particular regular
paving which have the most partitions at that sub-box. Regular pavings are
closed under unions where the only restriction is that they must share the
same root box. The concept of regular pavings being closed under unions
means that by taking the union of any two regular pavings with the same
root box you will always get another regular paving. Regular pavings uses
perpendicular bisection on the midpoint of the first widest coordinate which
in the case of unions yields identical boxes for equivalent nodes and if one
part of a regular paving s(1) is more partitioned than that same part of
another regular paving s(2) then the same partition can be achieved for s(1)

by applying the same bisections.

Figure 4 presents an example of taking the union of two regular pavings
resulting in a more partitioned box that contains all the bisections of each
of the two regular pavings. In Figure 4, the union operation is applied on
two regular pavings s(1) and s(2) with the same root box which is a require-
ment. If two regular pavings have a different size or dimension of the root
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box compared to the other, the union operation could not be applied since
equivalent nodes in the respective trees will not map to the same sub-boxes.

(a) s(1) (b) s(2) (c) s(1) ∪ s(2)

Figure 4: Union of two regular pavings of a root box in R2.

Algorithm 1 takes the union of two regular pavings with the same root
box, as illustrated in Figure 4. Below is an excerpt from the 2012 paper by
J. Harlow and R. Sainudiin and W. Tucker [2]

“Let ρv be a node of an RP s and let the Boolean function IsLeaf(ρv)
return true if ρv is a leaf node and false otherwise. Let Copy(ρv) return a
copy of the RP tree rooted at node ρv. If ρv is not a leaf node then let ρvL
and ρvR be the left and right child nodes of ρv, respectively. Consider two
RPs s(1) and s(2) with root nodes ρ(1) and ρ(2) respectively and the same
root box xρ. Then, RPUnion(ρ(1), ρ(2)) given by Algorithm 1 returns the
union of the two RP trees.”

Mapped Regular Pavings 2012
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Algorithm 1: RPUnion(ρ(1), ρ(2))

input : Root nodes ρ(1) and ρ(2) of RPs s(1) and s(2), respectively,
with root box xρ(1) = xρ(2) .

output : Root node ρ of RP s = s(1) ∪ s(2).

if IsLeaf(ρ(1)) & IsLeaf(ρ(2)) then
ρ← Copy(ρ(1))
return ρ

end

else if !IsLeaf(ρ(1)) & IsLeaf(ρ(2)) then
ρ← Copy(ρ(1))
return ρ

end

else if IsLeaf(ρ(1)) & !IsLeaf(ρ(2)) then
ρ← Copy(ρ(2))
return ρ

end

else
!IsLeaf(ρ(1)) & !IsLeaf(ρ(2))

end
Make ρ as a node with xρ ← xρ(1)

Graft onto ρ as left child the node RPUnion(ρ(1)L, ρ(2)L)
Graft onto ρ as right child the node RPUnion(ρ(1)R, ρ(2)R)
return ρ

4 Mapped regular pavings

Below is a definition of mapped regular pavings from 2012 paper by J. Harlow
and R. Sainudiin and W. Tucker [2]

“Let s ∈ S0:∞ be an RP with root node ρ and root box xρ ∈ IRd and let
Y be a non-empty set. Let V(s) and L(s) denote the set of all nodes and
leaf nodes of s, respectively. Let f : V(s) → Y map each node of s to an

Mapped Regular Pavings 2012
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element in Y as follows:

{ρv 7→ fρv : ρv ∈ V(s), fρv ∈ Y} .

Such a map f is called a Y-mapped regular paving (Y-MRP). Thus, a Y-
MRP f is obtained by augmenting each node ρv of the RP tree s with an
additional data member fρv.”

There are different versions of mapped regular pavings. One very useful
version which appears a lot in the scientific literature is statistical regu-
lar pavings which is an adaptive statistical data structure. One component
of statistical regular pavings is recursively computable statistics which is a
statistic that can be updated using only the current value of the statistic and
the new data. For each box the statistical regular paving caches recursively
computable statistics such as the count of the sample while data is streaming
in. From these statistical regular pavings you can get a statistical regular
paving histogram with n points by the following formula [3]:

fn(x) = 1
n

∑n
i=1

1(xi∈x(x))
vol(x(x))

where x(x) is the leaf box that contains x and 1 represents the indicator
function. The primary idea behind the formula is that sub-boxes with larger
number of points inside them will have larger values for their histograms.
However dividing by the volume is important, otherwise larger sub-boxes
would be favored since points are more likely to end up in them.

Density estimation is often used as a first step when examining data in
order to get an indication of the properties of the data. It is commonly
used for anomaly detection or novelty detection but can also be used for
classification, regression and clustering. Statistical regular pavings can be
used to create a density estimator without any assumptions about the form
or underlying parameters of the distribution. The splits can be selected
using a randomized priority queue for adaptive partitioning [7]. Statistical
regular pavings with density estimation can also perform minimal distance
estimation with universal performance guarantees [4], where you try to fit
histogram density estimates as well as possible to the empirical measure.

Another use case is to create data dependent partitioned histograms using
the posterior mean based on sample data and a prior probability of the
statistical regular paving, where the prior is estimated using the Catalan
number of that statistical regular paving, and by averaging the histograms
a Bayesian density estimate can be obtained [5]. Density estimation is often
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hard to do with more traditional methods in cases where the dimension is
very large, whereas statistical regular pavings perform very well even in large
dimensions. The estimation makes use of the Metropolis-Hastings algorithm
which is a markov chain monte carlo algorithm that generates samples based
on a probability distribution that has a density function proportional to the
density of the posterior distribution.

Statistical regular pavings can also be used for statistical analysis on
data of flight trajectories [8] where the trajectory of a given aircraft can
be modelled through a binary space partitioning tree where the leaves are
{0,1}-valued to indicate the trajectory of a given aircraft in the region at a
certain time. This makes it possible to compute the aggregate trajectory of
statistical regular pavings by adding or subtracting statistical regular paving
trajectories. You can use this for example to indicate the more popular
routes for different weather conditions or time of day and compare these.
This type of route tracking could be extended for similar problems such as
animal tracking.

Some other interesting areas where it can be applied are [3]: trying to pre-
dict crime using self-exciting point process, probablistic collaborative filtering
for targeting advertisement or fellowships, conditional density regression in
business analytics and also for anomaly detection in graph-valued time series.

While statistical regular pavings are more often used in the literature,
real mapped regular pavings can also be used for density estimation [2, 7].

Mapped regular pavings uses partitioned root boxes where each of the
sub-boxes are mapped to a value. To find a value associated with a point
x Algorithm 2 is used to search for the leaf node that is associated with x
and the image associated with the leaf node is returned. The search algo-
rithms are highly efficient due to the recursive algorithms that are available
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by making use of the tree structure.

Algorithm 2: PointWiseImage(ρ, x)

input : ρ with box xρ, the root node of Y-MRP f with RP s,
and a point x ∈ xρ.

output : Return fη(x) at the leaf node η(x) that is associated with
the box xη(x) containing x.

if IsLeaf(ρ) then
return fρ

end
else

if x ∈ xρR then
PointWiseImage(ρR, x)

end
else

PointWiseImage(ρL, x)
end

end

An important condition for Algorithm 2 to work as expected is the strict
bisection rule from Section 3 which ensures that an element is cannot be in
two sibling boxes at the same time. without the bisection rule was not strict,
then point could lie in two boxes at the same time, with possibly different
images and in such a case Algorithm 2 would be biased by always showing
the image of the right sibling box.

When mapping to a set Y it is desirable to use as simple of a mapped
regular paving as possible to represent all the values in Y. Less partitioning
of the root box results in a more computationally efficient search algorithm to
find elements since less recursions are needed to reach the leaf nodes. In some
cases the mapping is too crude to make a unique mapping to all the elements
of Y and more splits are needed to get more granularity. When there are
two sibling boxes that are both leaves and that both map to the same value,
they can be removed or merged into the parent node. Pruning them off and
letting the parent node node take over the representation does not affect the
accuracy of the approximations and is done to decrease the size of the tree
to reduce the number of operations for the algorithms. The main purpose of
Algorithm 3 is to clean up unnecessary branching and bisections and keep a
minimal Y-mapped regular paving that still performs an equivalent mapping
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(a) R-MRP over s223333 with xρ =
[0, 8]

(b) B-MRP over s221 with xρ = [0, 1]2

(c) [0, 1]
2
-MRP over s3442233 with

xρ = [0, 1]2
(d) [0, 1]

3
-MRP over s34552233 with

xρ = [0, 1]3

Figure 5: Examples of mapped regular pavings.
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to the values as before applying the algorithm.

Algorithm 3: MinimiseLeaves(ρ)

input : ρ, the root node of Y-MRP f .
output : Modify f into h(f), the unique Y-MRP with fewest

leaves.

if !IsLeaf(ρ) then
MinimiseLeaves(ρL)
MinimiseLeaves(ρR)

if IsCherry(ρ) & ( fρL = fρR ) then
fρ ← fρL
Prune(ρL)
Prune(ρR)

end

end

Algorithm 3 works well even cases where there are multiple layers of
redundant splits with siblings mapping to the same value. Since Algorithm 3
does the recursion before making a decision whether to prune, the algorithm
will work its way down to the leaf nodes and systematically work its way back
up. Algorithm 3 always checks if prunes should be made on the child nodes
before the parent, ensuring that the child nodes are minimized as much as
possible without losing information. When Algorithm 3 encounters a cherry
node having two leaves with the same image it prunes the leaves of and
transforms the cherry node into a leaf. Once the algorithm moves up a level
it checks if there are more redundancies to prune this branch further. At no
point is it necessary to re-run the algorithm because it will always reach the
minimal tree that has pointwise function equality with the previous tree.

For two Y-mapped regular pavings having same root box xρ it is pos-
sible to have an arithmetic on the Y-mapped regular pavings themselves
by applying pointwise mathematical operations. A requirement is that the
mathematical operations are well-defined in Y. Figure 6 shows an exam-
ple of an operation (addition) between two one-dimensional mapped regular
pavings where the y-axis represents the mapped values.

Algorithm 4 is used to perform operations of mapped regular pavings
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(a) f (b) g (c) The result of f+g (d) The result of f +
g and then applying
Algorithm 3

Figure 6: Adding two R-MRPs over s221 and s223333 with root box [0, 8].
Subfigure 6(d) shows the effects of algorithm 3. Note how the sub-box [5, 6)
is not merged with [6, 7) despite mapping to the same value, since they are
not siblings.

such as addition, multiplication, etc.

Algorithm 4: MRPOperate(ρ(1), ρ(2), ?)

input : two root nodes ρ(1) and ρ(2) with same root box
xρ(1) = xρ(2) and binary operation ?.

output : the root node ρ of Y-MRP h = f ? g.

Make a new node ρ with box and image
xρ ← xρ(1) ; hρ ← fρ(1) ? gρ(2)

if IsLeaf(ρ(1)) & !IsLeaf(ρ(2)) then
Make temporary nodes L′, R′

xL′ ← xρ(2)L; xR′ ← xρ(2)R
fL′ ← fρ(1) , fR′ ← fρ(1)

Graft onto ρ as left child the node MRPOperate(L′, ρ(2)L, ?)
Graft onto ρ as right child the node MRPOperate(R′, ρ(2)R, ?)

end

else if !IsLeaf(ρ(1)) & IsLeaf(ρ(2)) then
Make temporary nodes L′, R′

xL′ ← xρ(1)L; xR′ ← xρ(1)R
gL′ ← gρ(2) , gR′ ← gρ(2)

Graft onto ρ as left child the node MRPOperate(ρ(1)L, L′, ?)
Graft onto ρ as right child the node MRPOperate(ρ(1)R,R′, ?)

end

else if !IsLeaf(ρ(1)) & !IsLeaf(ρ(2)) then
Graft onto ρ as left child the node MRPOperate(ρ(1)L, ρ(2)L, ?)
Graft onto ρ as right child the node MRPOperate(ρ(1)R, ρ(2)R, ?)

end
return ρ
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Definition 4.1. [1] A Hausdorff space is a topological space where any two
distinct points have distinct neighborhoods.

Theorem 4.1 (Stone-Weierstrass theorem [6]). If X is a compact Hausdorff
space, and if A is a sub-algebra of C(X) which (1) separates points the of X,
and (2) contains the constant functions, then A is uniformly dense in C(X)

Theorem 4.2. [2] Let F be the class of R-MRPs with the same root box xρ.
Then F is dense in C(xρ,R), the algebra of real-valued continuous functions
on xρ.

Proof. The idea is to apply the Stone-Weierstrass theorem which can be used
since xρ ∈ IRd is a compact Hausdorff space. To apply the Stone-Weierstrass
theorem, it is sufficient to show that F is a sub-algebra of C(xρ,R), and that
(1) F separates points of xρ and (2) that it contains the constant functions. F
is dense in C(xρ,R) with the topology of uniform convergence, provided that
F is a sub-algebra of C(xρ,R) that separates points in xρ and which contains
a non-zero constant function. Algorithm 4 with addition, MRPOperate(ρ(1),
ρ(2), +), ensures that F is closed under addition. The same is true for scalar
multiplication which is easily applied by recursively going through each node
and multiplying by some constant r ∈ R, and F is closed under this scalar
multiplication. Therefore F is a sub-algebra of C(xρ,R). It holds for (1) since
a regular paving can separate distinct points by applying enough bisections
to the root box where the strict bisection rule guarantees that a point can
not end up in two distinct sub-boxes. Let 1xρ(x) be the indicator function
which returns 1 if x is contained in xρ. Then g = 1xρ(x)r ∈ F where r ∈ R
which fulfills (2).

Denote a continuous function g such that g : xρ → IRd, where IR is the
space of compact intervals in R and g is known point-wize for any point in
the domain xρ. The function g is not a mapped regular paving, but xρ is a
good candidate for a root box, where d would be its dimension. Is there a
way to construct a R-MRP f such that supx∈xρ

∣∣(f(x)− g(x))
∣∣ ≤ ε?

Definition 4.2. [10] A partially ordered set (S, ≥) is set S and a binary
relation ≥ with the following properties:

reflexive: ∀x ∈ S, x ≥ x ,

antisymmetric: ∀x, y ∈ S, (x ≥ y) ∧ (x 6= y) =⇒ ¬(y ≥ x) ,

transitive: ∀x, y, z ∈ S, (z ≥ y) ∧ (y ≥ x) =⇒ (z ≥ x) .
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Definition 4.3. [10] A lattice is a partially ordered set (S, ≥) where any two
elements x and y of S have a least upper bound and a greater lower bound.

Definition 4.4. [10] A lattice S is complete if any subset of S have a least
upper bound and a greater lower bound.

If xρ and y are two complete lattices where xρ ∈ IRd and y ∈ IRc. Let the
function inequality relation ≤ work as follows: f ≤ g ⇐⇒ ∀x ∈ xρ, f(x) ≤
g(x). Then the set of all functions from Ixρ to Iy denoted as G is a paired
with the function inequality relation is a complete lattice [2]. Due to the
function inequality relation, an interval in G can be defined f = [f, f ] such

that f ≤ f , where f is the least upper bound and f the greatest lower bound
Then G is a complete lattice under function

Let g denote a function g : xρ → y. An inclusion function of g is denoted
by g : Ixρ → Iy. The inclusion function must satisfy [2]:

inclusion monotone: ∀x,x′ ∈ Ixρ, x ⊂ x′ =⇒ g(x) ⊆ g(x′) , (2)

range enclosure: ∀x ∈ Ixρ, g(x) := {g(x) : x ∈ x} ⊆ g(x) . (3)

The range enclosure states that for any sub-interval x of xρ, if you take
the set of g with elements from x it holds that this is a subset of g. The
Inclusion monotone states that if there are two intervals x and x′ from the
set Ixρ, and if x is a proper subset of x′, then set of g with elements from x
is a subset of g(x′), the set of elements generated from applying the inclusion
function of g to x′.

Natural interval extensions are extensions of functions having real num-
bers as domains and co-domains to functions with intervals as domains and
co-domains.

Theorem 4.3 (Well-defined natural interval extensions [9]). Given a R-
valued, rational function f and its natural interval extension F such that
F (x) is well-defined for some x ∈ IR, we have

inclusion isotonicity: z ⊂ z′ ⊂ x =⇒ F (z) ⊂ F (z′) , (4)

range enclosure: R(f ;x) ⊂ F (x) . (5)

Note that inclusion isotonicity in Equation (4) and inclusion monotone
in Equation (2) describe the same property despite the names. From The-
orem 4.3 its evident that well-defined natural interval extension of g fulfill
Equations 2 and 3 and will be an inclusion function of g.
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Theorem 4.4 (Enclosing range of functions [2]). Let xρ ∈ IRd and g : xρ →
R be a function with a well-defined inclusion function g : Ixρ → IR. Then,
for a given ε > 0: UniformApprox(ρ, g, g, ε) of Algorithm 5 will produce an
IR-MRP f that uniformly encloses g using intervals of radius no larger than
ε, i.e.

∀x ∈ xρ,

f(x) :=
∑

ρv∈L(s)

11 xρv(x)f ρv ⊃ g(x)

 and
(
wid (f(x)) ≤ 2ε

)
.

Algorithm 5: UniformApprox(ρ, g, g, ε)

input : ρ, the root node of IR-MRP f with root box xρ, function
g to be approximated, its inclusion function g , and
tolerance ε.

output : IR-MRP f such that for any x ∈ xρ, g(x) ∈ f(x),
rad (f(x)) ≤ ε.

if !IsLeaf(ρ) then
UniformApprox(ρL, g, g, ε)
UniformApprox(ρR, g, g, ε)

end

else
f ρ ← g(�(xρ))
if
max

{
sup

(
g(xρ)

)
− g(mid (xρ)), g(mid (xρ))− inf

(
g(xρ)

)}
> ε

then
Split ρ:

`
(ρ) = {ρL, ρR}

UniformApprox(ρL, g, g, ε)
UniformApprox(ρR, g, g, ε)

end

end

There are two main forms of the output given by Algorithm 5, either by
having an interval guaranteed to contain the solution as the output or by
providing an exact value which will is close to the true solution but still has
some error.

Say there is a function g that is being approximated. The default output-
form of the algorithm is to create an IR-mapped regular paving approxima-
tion where for each leaf node in the IR-mapped regular paving and any point
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x in the leafs associated sub-box, g(x) will lie within the approximated an-
swer and the radius of the approximation is ensured to be smaller than ε.
Because any value can be chosen for ε, its possible to shrink the interval of
the approximation as narrow as need be.

The second form of the output specifies an exact value for each node and
therefore yields an R-mapped regular paving. Take an IR-mapped regular
paving and for each node ρ set fρ = g(mid(xρ)) which makes it a R-mapped
regular paving where true value g(x) no longer lies within the approximation,
since the approximation now returns a value rather than an interval. The
values returned by the approximation most likely produce an error compared
to actual solution. The construction of Algorithm 5 guarantees that an error
of the value f(x) returned by the approximation, compared to the exact value
g(x), shall be less than ε for each point x. As with the previous output ε can
be chosen to be arbitrarily small at least in theory, in practice the memory
may run out.

One way to attempt to deal with the computers memory running out is
to manually try a new ε, re-run Algorithm 5 and observe the result until an
ε is found for which the algorithm is successful. Running the algorithm by
selecting ε through trial and error takes up time waiting for failed trials to
complete, so it is not an effective approach.

A better way is to try to create an IR-mapped regular paving f in a way
where the enclosing of the function g is being optimized. A priority function
denoted ψ where ψ : L(s)→ R is a function which at each step selects which
leaf nodes should be split, where the idea is to maximize the benefit of each
split. The strategy behind ψ is to find argmaxρv∈L(s) ψ(ρv), the set of leaf
nodes for which the priority function is largest and uniformly select a node
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at random to be split, which is the core idea of Algorithm 6.

Algorithm 6: RPQEnclose
`

(ρ, g, ψ, ¯̀)

input : ρ, the root node of IR-MRP f with RP s, root box xρ
and f ρ = g(xρ),
ψ : L(s)→ R such that

ψ(ρv) = vol (xρv)
(
g(xρv)− 0.5

(
g(xρvL) + g(xρvR)

))
,

¯̀ the maximum number of leaves.
output : f with modified RP s such that |L(s)| = ¯̀.

if |L(s)| < ¯̀ then

ρv← random sample

(
argmax
ρv∈L(s)

ψ(ρv)

)
Split ρv:

`
(ρv) = {ρvL, ρvR} // split the sampled node

f ρvL ← g(�(xρvL))
f ρvR ← g(�(xρvL))

RPQEnclose
`

(ρ, ψ, ¯̀)
end

Algorithm 6 make it possible to produce splits that are optimal locally
where at each step the split will provide the most benefit in enclosing the
target function. However, using the locally optimal splitting strategy does
not guarantee that the end result is globally optimal and there may be other
IR-mapped regular pavings that give a tighter enclosure around the target
function g.

An optimal function requires too much computation to be feasible, how-
ever Algorithms 7 and 8 provides a more sophisticated strategy for optimizing
the enclosing. The idea is to split the leaves more than is optimal to begin
with which creates a tigher range enclosure and then use this newly found
tighter enclosure to adjust the enclosures higher up in the tree. When the
enclosures have been updated in the internal nodes the redundant leaf nodes
can be pruned away.

The interval hull refers to the smallest interval containing the union of
two intervals. Let x = [x, x] and y = [y, y] be two intervals, then x t y :=
[min(x, y),max(x, y)] is the interval hull of these intervals.

Using Algorithm 7 ensures that each internal node looks up the interval
hull of their child nodes by recursively calculating it from the leaves and
upwards and uses it as the interval approximation for the internal node. If
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Algorithm 6 is used to create an IR-mapped regular paving and Algorithm 7
is used to to tighten the range enclosure, then wid(f ρv) ≤ wid(g(xρv),∀ρv ∈
V(s)\L(s).

Algorithm 7: HullPropagate(ρ)

input : ρ, the root node of IR-MRP f with RP s.
output : Modify input MRP f .

if !IsLeaf(ρ) then
HullPropagate(ρL)
HullPropagate(ρR)
f ρ ← f ρL t f ρR

end

Apply Algorithm 7 to improve the enclosing of the internal nodes and then
use Algorithm 8 to prune of nodes using a priority function ψ : C(s) → R
that is chosen such that it prunes off nodes that are selected by using an
appropriately chosen standard. The priority function will select the next
cherry node for pruning by first ordering the cherry nodes in ascending order
based on the magnitude of their ψ-function and then choose one uniformly
at random from the set argminρv∈C(s) ψ(ρv), i.e. the cherries with the small-
est value of ψ which ensures that the loss being caused by the pruning is
minimized. The term loss in this case refers to increases in volume of the
interval enclosure which makes the approximation less precise.

Algorithm 8: RPQEnclose
a

(ρ, ψ, ¯̀′)

input : ρ, the root node of IR-MRP f with RP s, box xρ,
ψ : C(s)→ R as

ψ(ρv) = vol (xρv)

(
f ρv − 0.5

(
f ρvL + f ρvR

))
,

¯̀′ the maximum number of leaves.
output : modified f with RP s such that |L(s)| = ¯̀′ or C(s) = ∅.
if |L(s)| ≥ ¯̀′ & C(s) 6= ∅ then

ρv← random sample
(

argminρv∈C(s) ψ(ρv)
)

// choose a

random node with smallest ψ
Prune(ρL)
Prune(ρR)
RPQEnclose

a
(ρ, ψ, ¯̀′)

end
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Algorithm 6, Algorithm 7 and Algorithm 8 applied one after another pro-
vides a very effective result by obtaining a good enclosure while minimizing
the memory usage. The maximum number of leaves is set to larger than nec-
essary in Algorithm 6, and after updating the hull of the internal nodes using
Algorithm 7, the extra leaves are pruned off using Algorithm 8. In summary,
it is highly recommended to utilize Algorithm 6, 7 and 8 in combination to
achieve a good approximation with a smaller memory usage.

5 Conclusion

Regular pavings uses a data structure that is useful due to its structure
which allows for computationally efficient algorithms. Regular pavings uses
finite bisections applied at the first widest coordinate, dividing a box into
mutually exclusive sub-boxes, something which is useful for a variety of al-
gorithms in this paper. The union of two regular pavings can be calculated
by RPUnion(ρ(1), ρ(2)) (Algorithm 1) assuming they have the same root box
and remarkably regular pavings are closed under unions.

Mapped regular pavings is an extension of regular pavings that maps
regular pavings to sets. Mapped regular pavings are advantageous for ana-
lyzing large datasets due to its computational efficiency. For a given point x
within the root box of a mapped regular paving, the image can be obtained by
applying PointWiseImage(ρ, x) (Algorithm 2) which provides an approxima-
tion for a function. Operations can be extended pointwise to mapped regular
pavings using MRPOperate(ρ(1), ρ(2), ?) (Algorithm 4), assuming the functions
are well defined on the associated set. To optimize the memory usage there
are various algorithms with different purposes. MinimiseLeaves(ρ) (Algo-
rithm 3) improves the memory usage by minimizing the leaves of the tree as-
sociated with a regular paving to obtain a unique minimal representation that
is equivalent to the original regular paving. UniformApprox(ρ, g, g, ε) (Algo-
rithm 5) provides an approximation that can be guaranteed to be as small
as it is selected to be, but to optimize the memory RPQEnclose

`
(ρ, g, ψ, ¯̀)

(Algorithm 6) is a better choice since its designed to makes the splits intel-
ligently based on a priority function. HullPropagate(ρ) (Algorithm 7) and
RPQEnclose

a
(ρ, ψ, ¯̀′) (Algorithm 8) can further improve the memory usage

by tightening the enclosure of the internal nodes using the leaf nodes and
then pruning them off.

Mapped regular pavings make it possible to balance the need for precision
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with computational efficiency since the error can be made arbitrarily small
by making more splits and bisections. They have a wide variety of applica-
tions such as crime prediction [3], analyzing flight trajectories [8], targeting
advertisement [3] and statististical set processing [2].
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