Digital Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Science and Technology 564

Numerical Solution Methods in
Stochastic Chemical Kinetics
STEFAN ENGBLOM

ACTA
UNIVERSITATIS
UPSALIENSIS
UPPSALA
2008

ISSN 1651-6214
ISBN 978-91-554-7322-8
urn:nbn:se:uu:diva-9342

 
                  
       !       "  #  $ %%$ &'(&) *  !
 *    * !  !+ ,!    -      . !+
 
.   /+ %%$+ #  /   0 !   / !   1!  2  + 3
      + 
         
        )+ $ +    + 4/5# 67$86&8))87'8$+
,!       - ! !     
*    !     * ! 
   + /!    !   !  *
 -!     ! 
       -!          9   * 
  
   !  + ,!     
* ! !     !        
   
* **  !  *            !   +
4
       *  9  ** 
 !
!    
     + 3         !   *        
  
* ! !!           * !    + ,! 

 !     **    :         
*   *   
*   ! 8 *      +
3 !   
* !   -! ! *      
!      
     *  !       !      8**   
    + ;    ! - ! - **       *  !   
       * !  ! +
4
*    8    !    
  !    
:+
.**   ! !       * !   
!  
!    
  !
  !      +
#             ! !   !  + 3
    ! 
     !   *     !  
  
 !+ 4
  !  !     !       
  
 8*   - + "  !   8 *8 !8       
 !    :     
+
   !     !     9         0  
   <            8=   !  !!  
  !  !  8   !   :  +
 !
 (')*+) 
> / *

"     #    
 " 

" $ % &&'" 

  "

.   %%$

4//# &)&8&
4/5# 67$86&8))87'8$
 (  ((( 86' ?!

(@@ ++@ A B (  ((( 86'C



Till min älskade familj

List of Papers

This thesis is based on the following papers, which are referred to in the text
by their Roman numerals.
I

S. Engblom. Computing the moments of high dimensional solutions of
the master equation. Appl. Math. Comput., 180(2):498–515, 2006.
II S. Engblom. Spectral approximation of solutions to the chemical master
equation. Accepted for publication in J. Comput. Appl. Math.
III S. Engblom. Galerkin spectral method applied to the chemical master
equation. Commun. Comput. Phys., 5(5):871–896, 2009 (To appear).
IV S. Engblom, L. Ferm, A. Hellander, and P. Lötstedt. Simulation of
stochastic reaction-diffusion processes on unstructured meshes. Technical Report 2008-012, Dept of Information Technology, Uppsala University, Uppsala, Sweden, 2008. Submitted.
V S. Engblom. Parallel in time simulation of multiscale stochastic chemical kinetics. Technical Report 2008-020, Dept of Information Technology, Uppsala University, Uppsala, Sweden, 2008. Submitted.
Reprints were made with permission from the publishers.

Contents

1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
9
1.1 Deterministic models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.2 Probability and stochastic variables . . . . . . . . . . . . . . . . . . . . . 11
1.3 The purpose of introducing randomness . . . . . . . . . . . . . . . . . . 12
2 Stochastic chemical kinetics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.1 Well-stirred mesoscopic kinetics . . . . . . . . . . . . . . . . . . . . . . . 15
2.1.1 Microscopic assumptions . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.1.2 Derivation of the chemical master equation . . . . . . . . . . . 17
2.1.3 The Markov property . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.1.4 The master operator . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
2.1.5 Continuous-time Markov chains . . . . . . . . . . . . . . . . . . . . 22
2.1.6 Stochastic differential equations with jumps . . . . . . . . . . . 23
2.1.7 Macroscopic kinetics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.2 Spatially inhomogeneous kinetics . . . . . . . . . . . . . . . . . . . . . . 27
2.2.1 Brownian motion and diffusion . . . . . . . . . . . . . . . . . . . . 28
2.2.2 The reaction-diffusion master equation . . . . . . . . . . . . . . . 30
2.2.3 Macroscopic limit: the reaction-diffusion equation . . . . . . 31
3 Numerical solution methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.1 Direct simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.2 The tau-leap scheme and the Langevin approach . . . . . . . . . . . 35
3.3 Hybrid methods, stiffness and model reduction . . . . . . . . . . . . 38
3.4 Simulating spatial models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.5 Solving the master equation . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4 Summary of papers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
4.1 Paper I . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
4.2 Paper II . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
4.3 Paper III . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.4 Paper IV . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.5 Paper V . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
Swedish summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
Bibliography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
i
Index . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vii

1. Introduction

Purpose and aim
This thesis is concerned with certain descriptions of reality for which randomness plays an important role. Specifically, the dynamics of chemically reacting
systems are known to obey classical rate laws in the macroscopic limit. When
reaction networks within living cells are studied, however, the complicated
and irregular physical environment coupled with the low number of participating molecules implies that the usual macroscopic assumptions are not valid.
A tractable way out is to allow for random fluctuations in the model so as to
obtain a description which is reasonably simple but still remains accurate even
when the macroscopic perspective must be abandoned.
The overall aim of the thesis is to develop and investigate the properties of
numerical methods aimed at such descriptions. The practical impact lies in the
possibility to better understand and capture chemical processes which require
this accurate type of modeling. Many such processes are found inside living
cells but relevant examples obeying similar generalized rate laws exist in other
fields of physics, statistics, epidemiology and socio-economics.
Stochastic models of reality
Loosely speaking, by a deterministic model we mean a model of some physical system of interest where the future is unambiguously and completely determined by the past. A larger class of mathematical models, which includes
the deterministic models as a special case, is the stochastic ones where, in
contrast, the future is regarded as “random” and can only be predicted in a
probabilistic sense.
The purpose of this chapter is to give an immediate and general introduction
to stochastic descriptions in applications. An additional and more specific goal
is to motivate certain stochastic models that apply to chemical kinetics. The
idea and motivation for using randomness in descriptions of real-life problems
is discussed and an effort has been made to show by actual examples that
stochastic modeling can be useful.
We first introduce some notation by recapitulating a few fundamental deterministic models used in classical physics. In order to be able to consider
randomness in physical models we define probability spaces and random variables. The Wiener random process enables us to write down a first example
of a stochastic model, the stochastic differential equation, useful in various
applications. In a closing section we motivate the need for these seemingly
more complicated stochastic models by considering some explicit examples.
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For monographs on the material found here, see [13] (probabilistic modeling) and [61] (stochastic differential equations). The examples in the final
section have been adapted from the papers [8, 37, 62].

1.1

Deterministic models

Let us consider the dynamics of an abstract physical system described at time
t by a state x(t). In this setting, physics can be understood as the art of formulating useful and accurate laws for how x evolves with time.
As the most immediate deterministic model of such an abstract system we
consider the recurrence
x(t + ∆t) = x(t) + a(t, x(t)).

(1.1)

Although extremely simple, (1.1) encompasses an intuitive property which
will be generalized later on; the right hand side in (1.1) only contains the
present time t and in this sense the process is memoryless. In other words,
x(t + ∆t) directly depends on x(t) and only indirectly on the earlier states
x(t − ∆t), x(t − 2∆t) and so on. This is a useful simplifying assumption since
such models can be completely characterized by the initial state x0 and the
driving function a. On the other hand, the limitation is small since a seemingly
more general recurrence
y(t + ∆t) = y(t) + b(t, y(t)) + c(t − ∆t, y(t − ∆t))

(1.2)

can be written in the form (1.1) with x(t) ≡ [y(t); y(t −∆t)] and a some suitable
function.
A great achievement by physicists and mathematicians of the 18th century
was to give a meaning to (1.1) when time becomes a continuum. The infinitesimal limit ∆t → 0 is the (ordinary) differential equation (ODE)
dx(t) = a(t, x(t)) dt,

(1.3)

or written in integral form,
Z t

x(t) = x0 +

a(s, x(s)) ds.

(1.4)

0

The impact of differential equations in modern technology and hence in everyday life can hardly be overstated. Part of the enormous success of (1.3) as
a model of real world physical systems lies in the ease with which the form of
the driving function a can be obtained, at least approximately.
However, in many problems of interest the exact form of the driving function is prohibitively complicated. In order to arrive at a tractable description,
suitable simplifying assumptions must be applied.
For this purpose, let us regard the observed state x(t) as a small glimpse
of a much more complete model Ξ(t). We are thus left with the question of
10

how simple laws are to be formulated in the reduced state x(t) alone. One
possible solution to this dilemma is to model the effects of the ‘unseen’ or
‘unknown’ parts of the complete model by using terms expressing randomness
or noise. The point in incorporating stochasticity is then hopefully to arrive at a
reasonably simple description which still contains at least statistical properties
of the fully detailed model.

1.2

Probability and stochastic variables

In mathematics, a probability space is defined to be a triple (Ω, F , P), where
Ω (sample space) is a collection of outcomes ω;
F (filtration) is a family of events (subsets) of Ω; and
P (probability measure) is a function P : F → [0, 1] assigning to each event
in F a probability.
The axioms of probability assert that these objects satisfy certain basic requirements. Specifically, F should form a σ -algebra over Ω and P should satisfy
the requirements for being a measure over F with the specific normalization
P(Ω) = 1.
In order for this formalism to be useful in forming physical models, a frequency interpretation must be available. Thus, the precise meaning of the sentence “the probability that the event e happens is p = P(e)” is “if the number
of observations is N, and the event e occurs c(N) times, then c(N)/N → p as
N → ∞”. This is the fundamental Strong law of large numbers which asserts
that the mathematical concept of probability is consistent with the intuitive
viewpoint.
A random variable X = X(ω) can now be defined as a mapping from Ω to
R such that the probability of the events {ω; X(ω) ≤ a} is well defined for
any real number a. The “average” or expected value of a random variable is
the sum of all possible outcomes weighted according to their probability,
Z

EX =

X(ω) dP(ω).

(1.5)

Ω

It is clear that a random variable X can be thought of as a measurement or an
observation of a physical system, possibly changing with time. It thus makes
sense to consider a stochastic process X(t; ω), a parameterized collection of
random variables, as a stochastic analogue of the time-dependent state x(t)
in the previous section. For a fixed ω ∈ Ω, X(t) = X(t; ω) forms a sample
realization or trajectory of the process. On the other hand, for a fixed time t,
the measurement X(ω) = X(t; ω) is a random variable.
A fully general stochastic version of the simple recurrence (1.1) can now
be formulated
X(t + ∆t) = X(t) + a(t, X(t)) + σ (t, X(t); ω).

(1.6)
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Notice that on the right side of (1.6), the random term σ is a stochastic function depending both on the realization ω and on the current state (t, X) of the
system.
Early 20th century mathematicians succeeded in giving several precise
meanings of (1.6) in the infinitesimal limit ∆t → 0. An important case is the
Itô stochastic differential equation (SDE)
dX(t) = a(t, X(t)) dt + σ (t, X(t)) dWt (ω),

(1.7)

or equivalently,
Z t

X(t) = X0 +

Z t

a(s, X(s)) ds +
0

0

σ (s, X(s)) dWs (ω).

(1.8)

Here Wt is the white noise or Wiener process and the integral is understood
in the sense of Itô. Intuitively, the Wiener process is constructed such that
E dWt = 0 and E dWt2 = dt. Additionally, the white noise is temporarily uncorrelated; if t 6= s, then EWt Ws = 0. In (1.7), a is the drift term and σ is
the noise term. Notice that in (1.7), noise enters linearly whereas in (1.6), the
dependence on ω is arbitrary.

1.3

The purpose of introducing randomness

It was evident in the previous section that the mathematical complications due
to allowing noise in basic descriptions of reality can be quite large. A reasonable question is: should we really be using these stochastic models? If there
is a deterministic description available, then surely this is to be preferred?
One reason for considering stochastic models is that, in practice, the exact
values of the parameters of a physical model (initial data, boundary conditions, material parameters and so on) are rarely known completely and can
therefore be thought of as “random” to within the measurement accuracy. Alternatively, it could be impractical or expensive to measure all the needed data
with sufficient precision.
A more common situation is that there is an available ‘exact’ deterministic
model, but this model is far too complicated to be useful. Consider for instance a system of molecules moving around in a vessel, colliding with each
other and the boundaries. It is not difficult to write down equations governing
the positions of all the individual molecules but the resulting description is
obviously unmanageable as soon as the number of molecules becomes large.
There are several observable effects that are more straightforward to capture by a stochastic description. In chemical kinetics, a stochastic model can
often be formulated directly from microphysical considerations and its behavior can differ considerably from available deterministic models. The following
paragraphs discuss three such examples.

12

Multistability
An ODE with more than one point of attraction will be referred to as multistable. That is, there is more than one state x0 such that the solution of (1.3)
with x(t = 0) = x0 stays at x0 for all t ≥ 0. Perturbations in such a system can
naturally change the dynamics completely; in particular, the presence of noise
can drive the solution to wander around more or less freely and visit those stable states. A bistable model functioning essentially as a biological transistor
is displayed in Figure 1.1(a).
Stochastic resonance
A similar effect is present near bifurcation points when the phase portrait of
the ODE contains a stable attractor but nearby ODEs have limit cycles. Here
the noise may move the state of the system away from fixed points and new
cycles can be ignited; —in this way oscillations driven completely by randomness can sometimes be formed. An example is shown in Figure 1.1(b)
where essentially, a weak signal in a nonlinear system is sufficiently enhanced
by noise to make it appear above a certain threshold and continue to produce
oscillations.
Stochastic focusing
While stochastic resonance describes how a signal below a certain threshold can be amplified by noise, stochastic focusing is rather the phenomenon
whereby a continuous mechanism can be transformed into a sharp threshold
under random effects. This is possible by exploiting the freedom to spend
time in the tails of the probability distribution and thus increase the sensitivity to certain states more than can be explained by a deterministic analysis.
In Figure 1.1(c) such an effect is clearly visible; here the system’s reaction to
the simulated event is greatly reduced by letting one of the input signals be
deterministic.
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(a) Bistability: the deterministic model (solid) immediately finds one of the stable states
while the stochastic model (dashed) can switch freely between these.

(b) Stochastic resonance: the deterministic model (solid) is attracted to steady-state but
the stochastic model (dashed) displays reliable oscillations.

(c) Stochastic focusing: the action of one component is represented by that of its average
(solid) whereas in the fully stochastic system (dashed) it is allowed to fluctuate. At the time
indicated by the vertical line (dash-dot) this component is reduced by a factor of two and
the responses in the two models are completely different.

Figure 1.1: Prototypical examples of pronounced stochastic effects in chemical kinetics: sample trajectories (number of molecules) plotted with respect to time. The
example in Figure 1.1(a) is taken from [37] and models a toggle switch found within
the regulatory network of E. coli. The example in Figure 1.1(b) is found in [8] and
is a model of a circadian clock thought to be used by various organisms to keep an
internal sense of time. Finally, the model in Figure 1.1(c) has been adapted from [62]
and is a sample component of a gene regulatory network.
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2. Stochastic chemical kinetics

The goal in this chapter is to collect and summarize the relevant mathematical
and physical background material for stochastic modeling of chemical reactions at the mesoscopic level. An attempt has been made to keep the material
self-contained within the scope of the thesis.
In Section 2.1 the well-stirred mesoscopic model of chemical reactions is
approached from different angles. A physical derivation starting from microphysical considerations is first given and later followed up by a more abstract
and general point of view.
In Section 2.2 the spatially inhomogeneous case is treated. Although some
microscopic models are mentioned conceptually, the discussion is mostly
aimed at the compartment-based mesoscopic reaction-diffusion model.

2.1

Well-stirred mesoscopic kinetics

The purpose of this section is to derive and discuss some properties of the
stochastic mesoscopic model of chemical reactions that is at the focus of this
thesis. By stating some reasonable microscopical assumptions, we show that
as a consequence the chemical master equation emerges. By revisiting the
arguments, we follow a slightly more abstract approach under which this
equation results from the fundamental Markov property. After stating some
mathematical properties of the master equation we change the viewpoint and
describe in some detail how sample trajectories can be formed and how the
process can be described as a jump SDE. The section is concluded by deriving some macroscopic equations which become valid when the number of
participating molecules is large enough and the stochastic fluctuations can be
neglected.
Derivations from first principles of the mesoscopic model of well-stirred
chemical reactions are found in [28, 42, 43]. Here, the assumptions are essentially that of an ideal gas and this is also the approach we follow. For the
diffusion-controlled case the review article [10] is recommended.
The monographs [36, 53] contain extensive treatments of many stochastic
models in physics and discuss Markovian systems thoroughly. For a more
mathematical viewpoint, consult [11].
For the generally more advanced material on jump SDEs by the end of the
section, see [5, 40, 50] as well as the instructive papers [54, 65]. Point processes in applications are treated in [20] and approximation and convergence
results are covered in great detail in [31].
15

2.1.1

Microscopic assumptions

Consider a system of molecules moving around in a vessel of total volume V .
To fix our ideas, let us assume the presence of the following basic bimolecular
reaction;
X +Y → 0,
/

(2.1)

where 0/ denotes product residues not explicitly considered. It is understood
with the notation in (2.1) that one X- and one Y -molecule should collide in
order for the reaction to occur. For brevity we assume that all collisions instantly lead to a reaction. If this would not be true one can easily introduce
the fraction of colliding molecules that actually reacts as a reaction probability in the resulting model. Note that this scalar is a probabilistic model of the
effect of several properties of the individual molecules not modeled explicitly
(e.g. internal energy, intrinsic rotation and so on).
As an efficient description of the current system, let us consider using the
vector Z(t) ≡ [X(t);Y (t)], where X(t) is the number of X-molecules at time
t and similarly for Y (t). Clearly, this state vector does not contain enough
information to describe the deterministic dynamics since the coordinates and
velocities of all the individual molecules are not available. In order to arrive
at a stochastic description we need to specify some additional premises.
If the molecules move around without external coordination and can travel
fairly large distances (relative to their size) between each reaction, then it
seems reasonable that the system can be regarded as well mixed:
Assumption 2.1.1. The system of molecules is homogeneous; the probability
of finding any randomly selected molecule inside any volume ∆V is ∆V /V ,
where V is the system’s total volume.
In similar fashion, the speed of the individual molecules can be thought of
as “random” provided that no bias with respect to the position of the molecules
exists. For instance, a container which is heated in a small portion of the
boundary would not satisfy this requirement unless sufficiently stirred. We
formulate this as follows:
Assumption 2.1.2. The system of molecules is in thermal equilibrium; the
probability that a randomly selected molecule has a velocity w that lies in the
region d 3 v about v is PMB (v) d 3 v. The expected value of the velocity should
naturally satisfy Ew = 0.
The notation PMB has been chosen to suggest the Maxwell-Boltzmann probability distribution,
3/2


m
× exp −mv2 /2kB T ,
(2.2)
PMB (v) =
2πkB T
but we do not need to assume this specific distribution as long as the expected
value Ekvk is finite. In (2.2), m is the mass of an individual molecule, kB is
Boltzmann’s constant, T the temperature and v ≡ kvk.
16

We shall refer to a system of molecules satisfying both Assumptions 2.1.1
and 2.1.2 as being well-stirred. As a point in favor of these premises, note
that if they were not true, then we probably would not agree in regarding the
system as being well-stirred.

2.1.2

Derivation of the chemical master equation

We now give a physically motivated derivation of the mesoscopic model of
chemical reactions that is at the heart of this thesis. The term ‘mesoscopic’
suggests the model’s position somewhere between the microscopic and the
macroscopic levels of description, with the state variable the same as in the
latter (number of molecules or concentration), and the randomness introduced
in agreement with the former.
Let C be the event that a randomly chosen pair of molecules collides in the
infinitesimal interval of time [t,t + dt). Furthermore, let V (v) be the event that
such a random pair of molecules has relative speed v. By expanding P(C) as
a conditional probability we see that
Z

P(V (v))P(C|V (v)),

P(C) =

(2.3)

v

where P(C|V (v)) is the probability of the event that two randomly selected
molecules collide given that they have relative velocity v.
Under the assumptions stated in the previous section it is clear that the
stochastic variables vX and vY defined as the velocities of two randomly chosen molecules are independent and that v := vX − vY has a distribution of
zero mean. In fact, if the velocities of the two molecules are normally distributed (the Maxwell-Boltzmann distribution (2.2)), then v is also normally
distributed and
P(V (v)) = PMB (v) d 3 v.

(2.4)

For convenience, we continue to use this notation regardless of the precise
distribution of the velocity in Assumption 2.1.2.
As for the conditional probability in (2.3), we first use Assumption 2.1.1 to
obtain
ρ(v, dt)
P(C|V (v)) =
,
(2.5)
V
where ρ(v, dt) is the volume of the region in which an X-molecule with speed
v relative to a Y -molecule must lie if the pair is to collide in [t,t + dt). In
general this region is an extruded shape of length v dt and it is not difficult to
see that it satisfies
ρ(αv, β dt) = αβ ρ(v, dt).

(2.6)
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This argument uses the infinitesimal nature of dt since interactions with other
molecules have been disregarded. Differentiating (2.6), we see that ρ must in
fact be constant with respect to both v and dt. It follows that the conditional
collision probability is given by
P(C|V (v)) =

ρv dt
,
V

(2.7)

where the constant ρ usually depends on the radii and the masses of the
molecules. For strongly non-symmetric molecules the simple law (2.6) might
be difficult to establish but what follows is valid as long as the dependence on
dt in (2.7) is linear.
In conclusion we obtain from (2.3), (2.4) and (2.7) that
Z

P(C) =
v

PMB (v)

ρv dt 3
ρEv
d v=
dt.
V
V

(2.8)

We now wish to use (2.8) to find the probability that exactly one pair of
molecules collides in [t,t + dt). Clearly, the total possible number of colliding
pairs is given by the product XY . By Assumption 2.1.1, the event that one of
them collides while all the other do not is formed from a total of XY independent events and the probability for this is therefore
k/V dt(1 − k/V dt)XY −1 = k/V dt + o(dt),

(2.9)

where k ≡ ρEv. Any two such events are mutually exclusive and the probability for a single collision is therefore obtained directly by summing. Moreover,
the probability that n > 1 reactions take place is O (dt n ) = o(dt). Hence we
have
Conclusion. In a well-stirred system of molecules reacting according to the
bimolecular reaction (2.1), the probability that in [t,t + dt)
exactly one reaction takes place is kXY /V dt + o(dt);
more than one reaction takes place is o(dt);
no reaction occurs is 1 − kXY /V dt + o(dt).
We are now in a position to write down a complete stochastic model of
the well-stirred chemical system (2.1). Let Z0 = [X0 ;Y0 ] be the number of
molecules at time t = 0 and let P(Z,t|Z0 ) be the conditional probability for a
certain state Z at time t given the initial state. We claim that
P(Z,t + dt|Z0 ) = P(Z + [1; 1],t|Z0 ) × [k(X + 1)(Y + 1)/V dt + o(dt)] +
o(dt)+
P(Z,t|Z0 ) × [1 − kXY /V dt + o(dt)] .
(2.10)
In (2.10), the first term is the probability of the state being Z + [1; 1] at time
t multiplied by the probability that the bimolecular reaction (2.1) occurs —
this ensures that the state is indeed Z at time t + dt. The second term is the
(vanishing) probability of more than one reaction occurring. Finally, the third
18

term is the probability of already being in state Z at time t multiplied by the
probability that no reaction occurs.
Taking limits in (2.10) and suppressing the dependence on the initial state
Z0 we readily obtain
∂
P(Z,t) = k(X + 1)(Y + 1)/V × P(Z + [1; 1],t)−
∂t
kXY /V × P(Z,t).

(2.11)

Eq. (2.11) is the master equation for the well-stirred chemical system (2.1). It
is a gain-loss differential-difference equation for the probability of being in a
certain state Z given an initial observation Z0 .

2.1.3

The Markov property

The physically motivated derivation in the preceeding section relied in an essential way on the form of the reaction probability (2.9). Turn now to a slightly
more abstract viewpoint of this situation: let x ∈ ZD
+ be the state of the system
(i.e. counting the number of molecules of the D different species) and let us
agree to use the notation
w(x)

x −−→ x − s

(2.12)

to mean that the probability that the state x at time t turns into the new state
x − s at time t + dt is w(x) dt + o(dt). Thus,
P(x − s,t + ∆t|x,t)
,
∆t→0
∆t

w(x) ≡ lim

(2.13)

where the transition step s is assumed to be non-zero.
At the heart of this fundamental model lies the Markov property of stochastic processes. For an arbitrary stochastic process measured at discrete times
t1 ≤ t2 ≤ · · · the Markov property states that the conditional probability for
the event (xn ,tn ) given the system’s full history satisfies
P (xn ,tn |xn−1 ,tn−1 ; . . . ; x1 ,t1 ) = P (xn ,tn |xn−1 ,tn−1 ) ,

(2.14)

i.e. that the dependence on past events can be captured by the dependence
on the previous state (xn−1 ,tn−1 ) alone. The Markov property is therefore a
quite natural stochastic analogue to the memoryless property of the simple
deterministic model (1.1, p. 10).
Although (2.14) is not exactly fulfilled for a given physical system it can
often serve as an accurate approximation. This is particularly true whenever
the discrete time steps used for actual measurements of the process are large
compared to the auto-correlation time, the typical time scale during which the
system stays correlated.
The Markov property plays a crucial role in many fields of physics and
mathematics since, similar to the simple recurrence (1.1), Markovian systems
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can be described using only the initial probability P(x1 ,t1 ) and the transition
probability function P(xs , s|xt ,t);
P (xn ,tn ; xn−1 ,tn−1 ; . . . ; x1 ,t1 ) =
P (xn ,tn |xn−1 ,tn−1 ) · · · P (x2 ,t2 |x1 ,t1 ) · P(x1 ,t1 ).

(2.15)

This relation makes Markov processes manageable and is the reason why they
appear so frequently in applications.
An important consequence of the Markov assumption can be derived as
follows: for an arbitrary stochastic process the conditional probability satisfies
P(x3 ,t3 |x1 ,t1 ) = ∑ P(x3 ,t3 ; y,t2 |x1 ,t1 )
y

= ∑ P(x3 ,t3 |y,t2 ; x1 ,t1 )P(y,t2 |x1 ,t1 ),

(2.16)

y

where t1 ≤ t2 ≤ t3 . The Markov assumption applied to this expression yields
P(x3 ,t3 |x1 ,t1 ) = ∑ P(x3 ,t3 |y,t2 )P(y,t2 |x1 ,t1 ),

(2.17)

y

which is the Chapman-Kolmogorov equation. Using the model explicit in
(2.12) and (2.13) we will now use this equation to derive the master equation in more generality.
Fix an initial observation (x0 ,t = 0) and let t ≥ 0. The time derivative of the
conditional probability is then given by
∂
P(x,t + ∆t|x0 ) − P(x,t|x0 )
P(x,t|x0 ) = lim
.
∆t→0
∂t
∆t

(2.18)

Introduce the dummy variable y by using the Chapman-Kolmogorov equation
(2.17),
∑y P(x,t + ∆t|y,t)P(y,t|x0 ) − P(y,t + ∆t|x,t)P(x,t|x0 )
∂
P(x,t|x0 ) = lim
.
∆t→0
∂t
∆t
(2.19)
On taking limits and using (2.13) we obtain (compare (2.11))
∂
P(x,t|x0 ) = w(x + s)P(x + s,t|x0 ) − w(x)P(x,t|x0 ).
∂t

(2.20)

The master equation can therefore be regarded as a differential form of the
Chapman-Kolmogorov equation (2.17) under the transition model (2.13).

2.1.4

The master operator

Consider now in full generality the dynamics of a chemical system consisting
of D different species under R prescribed reactions. As in (2.12), each reaction
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is described by a transition intensity or reaction propensity wr : ZD
+ → R+ ,
wr (x)

x −−−→ x − Nr ,

(2.21)

where the convention employed here is that Nr ∈ ZD is the transition step and
is the rth column in the stoichiometric matrix N. The master equation is then
given by (compare (2.11) and (2.20)):
∂ p(x,t)
=
∂t

R

R

∑

wr (x + Nr )p(x + Nr ,t) −

∑

wr (x)p(x,t)

r=1
x−N+
r ≥0

r=1
x+N−
r ≥0

=: M p,

(2.22)

where now p(x,t) is the probability for the state x at time t conditioned on
some initial observation. Another name for (2.22) is the forward Kolmogorov
equation in which case the adjoint equation to be derived in (2.24) below is
the backward Kolmogorov equation.
The transition steps are decomposed into positive and negative parts as Nr =
−
N+
r + Nr and, as indicated, only feasible reactions are to be included in the
sums in (2.22). In fact, by combinatorial arguments, we can freely postulate
that wr (x) = 0 whenever x does not satisfy x ≥ N+
r .
Well-posedness of the master equation over bounded times in the
l1 -sequence norm given suitable initial data follows as an application of the
general Hille-Yosida theorem [31, Ch. 2]. In fact, in Paper II, the following
stronger result is proved using hints in [53, Ch. V.9]: let the initial data
p(x, 0) be a not necessarily normalized or positive, but l1 -measurable
function. Then any solution to the master equation is non-increasing in the
l1 -sequence norm. This result is of importance in applications since, by
linearity, numerical errors are evolved under the master equation itself.
The adjoint operator M ∗ of the master operator M is defined by the requirement that (M p, q) = (p, M ∗ q) where the Euclidean inner product (·, ·)
is defined by
(p, q) ≡

∑

p(x)q(x).

(2.23)

x∈ZD
+

The adjoint master operator has a convenient representation as follows:
M ∗q =

R

∑ wr (x)[q(x − Nr ) − q(x)].

(2.24)

r=1

Let (λ , q) be an eigenpair of M ∗ normalized so that the largest value of q
is positive and real. Then we see from (2.24) that the real part of λ must be
≤ 0 so that the eigenvalues of M share this property. In the cases when M
admits a full set of orthogonal eigenvectors this observation directly proves
well-posedness in the Euclidean l2 -norm. However, this assumption, referred
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to as “detailed balance” [53, Ch. V.4–7], is only rarely fulfilled for problems
in chemical kinetics.
The long-time limit t → ∞ is also interesting. For open systems there are
many simple models that lack a steady-state solution. For closed systems with
finitely many states, however, we have that if M is neither decomposable nor
of splitting type, then the master equation (2.22) admits a unique steady-state
solution. A decomposable operator can be written as
"
#
M11
0
M=
,
(2.25)
0
M22
while a splitting type operator has the form


M11 M12
0


M = 0
M22
0 .
0
M32 M33

(2.26)

Master operators of this form essentially consist of subsystems that are not
fully connected and consequently, steady-state solutions will generally not be
unique. For a proof of this assertion we refer to [53, V.3].

2.1.5

Continuous-time Markov chains

In the previous sections we obtained a stochastic description of quite general
discrete systems in the form of a difference-differential equation in D dimensions, where D is the number of different species. Although useful as a tool
for deriving several interesting consequences, the description in terms of the
probability density also suffers from the curse of dimensionality. Most direct
solution methods will suffer a memory and time complexity that increase exponentially with D.
In this section we therefore change the focus and discuss some more direct
properties of the sample trajectories X(t; ω) themselves. For this purpose, define a continuous-time discrete-space Markov chain (or CTMC for short) as a
stochastic process satisfying (2.13) and the Markov property (2.14). That is,
from (2.13),
P [X(t + ∆t) = x − s | X(t) = x] = w(x) ∆t + o(∆t).

(2.27)

We note in passing that a very important process satisfying these requirements
is the Poisson process. If in (2.27), s = −1 and w(x) = λ , then X(t) is the (onedimensional) Poisson process of constant intensity λ .
In order to prescribe a recipe for how a CTMC evolves with time, an immediate question is the following: given a state X(t), when is the next time
t + τ that the process changes state (i.e. a reaction occurs)? Let us define
P(τ|X(t)) ∆t as the probability that, given the state X(t), the next transition
happens in [t + τ,t + τ + ∆t). Then by subdividing [t,t + τ] in small intervals
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of length ∆t, and using the Markov property we get
P(τ|X(t)) ∆t = (1 − w∆t + o(∆t))τ/∆t (w ∆t + o(∆t)),

(2.28)

where for brevity w = w(X(t)). Dividing through by ∆t and taking the limit
we obtain
P(τ|X(t)) dτ = exp(−wτ)w dτ,

(2.29)

that is, the time to the next transition event is exponentially distributed. It is
well understood how to sample pseudo-random numbers from this distribution
so (2.29) in fact implies a practical algorithm; with X(t) given, take τ to be
a random number from the exponential distribution with parameter w(X(t)),
and then set X(t + τ) = X(t) − s. By iterating this procedure we obtain one
sample trajectory of the process.
The exponential distribution occurring in (2.29) is no coincidence. It is not
difficult to see that an exponentially distributed stochastic variable T has the
special property that (see [74, Ch. III.1])
P(T > t + s|T > s) = P(T > t).

(2.30)

Let us think of T as a waiting time for some event. Then in other words, if
we know that the waiting time is more than s, then the probability that it is at
least t + s is the same as the probability that the waiting time is at least t. The
process “does not remember” that it has already waited a period of time s and
hence the exponential distribution is compatible with the Markov property.
Interestingly, the exponential distribution is the only continuous distribution
which has the memoryless property (2.30) [74, Problem 1.1, Ch. III.1]. Not
only is the exponential distribution compatible with the Markov property, it is
in fact the only distribution which is consistent with Markovian waiting times.

2.1.6

Stochastic differential equations with jumps

In this section we continue with the theme of sample path representations
by constructing a stochastic differential equation that is satisfied by a given
continuous-time Markov chain. The resulting representation is equivalent to,
but more direct than, the master equation (2.22) and was proposed as a tool
for analysis fairly recently [65].
As before, reactions are understood to occur instantly and thus the process is
right continuous only but with a definite limit from the left — the term càdlàg
for continu à droite avec des limites à gauche is used for such processes.
The notation X(t−) indicates the value of the process prior to any reactions
occurring at time t.
As for the probability space (Ω, F , P), the filtration Ft≥0 is assumed to
contain R-dimensional standard Poisson processes. Each transition probability
in (2.21) defines a counting process πr (t) counting at time t the number of
reactions of type r that has occurred since t = 0. It follows that these processes
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fully determine the value of the process X(t) itself,
R

Xt = X0 − ∑ Nr πr (t).

(2.31)

r=1

The counting processes can be given a natural definition in terms of the
transition intensities,
P(πr (t + dt) − πr (t) = 1|Ft ) = wr (X(t−)) dt + o(dt),
P(πr (t + dt) − πr (t) > 1|Ft ) = o(dt),

(2.32)
(2.33)

so that consequently
P(πr (t + dt) − πr (t) = 0|Ft ) = 1 − wr (X(t−)) dt + o(dt).

(2.34)

A direct representation in terms of a unit-rate Poisson process Πr (·) in an
operational or scaled time is

Z t
πr (t) = Πr
wr (X(s−)) ds .
(2.35)
0

Note the seemingly circular dependence between (2.31) and (2.35): since πr (t)
only depends on Xs for s < t this is not a problem but makes the notation
somewhat less transparent.
The (marked) Poisson random measure µ(dt × dz; ω) with ω ∈ Ω defines
an increasing sequence of arrival times τi ∈ R+ with corresponding “marks”
zi according to some distribution which we will take to be uniform. The deterministic intensity of µ(dt ×dz) is the Lebesgue measure, m(dt ×dz) = dt ×dz.
At each instant t, define cumulative intensities by
r

Wr (x) =

∑ ws (x),

(2.36)

s=1

and define similarly the total intensity by
W (x) ≡ WR (x).

(2.37)

The time to the arrival of the next event (τ, z) is exponentially distributed with
intensity W (X(t−)). By virtue of the nature of the propensities, the intensity
of the Poisson process therefore has a nonlinear dependence on the state. This
is in contrast to the Itô SDE (1.7, p. 12) driven linearly by Wiener processes.
Let the marks zi be uniformly distributed in [0,W (X(t−))]. Then the frequency of each reaction can be controlled through a set of indicator functions
ŵr : ZD
+ × R+ → {0, 1} defined according to
(
1 if Wr−1 (x) < z ≤ Wr (x),
ŵr (x; z) =
(2.38)
0 otherwise.
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The counting process (2.35) can now be written in terms of the Poisson random measure via a thinning of the measure:
Z tZ

πr (t) =

R+

0

ŵr (X(t−); z) µ(dt × dz).

(2.39)

Eq. (2.39) expresses that reaction times arrive according to a Poisson process of intensity W (X(t−)) carrying a uniformly distributed mark. This mark
is then transformed into ignition of one of the reaction channels using an
acceptance-rejection strategy.
The representation (2.39) combined with (2.31) finally gives a sample path
representation in terms of a jump SDE,
R

dXt = − ∑ Nr

Z
R+

r=1

ŵr (X(t−); z) µ(dt × dz).

(2.40)

Often one is interested in separating (2.40) into its “drift” and “jump” terms,
R

dXt = − ∑ Nr wr (X(t−)) dt
r=1
R

− ∑ Nr
r=1

Z
R+

ŵr (X(t−); z)(µ − m)(dt × dz).

(2.41)

The second term in (2.41) is driven by a compensated measure (µ − m) and is
a martingale of mean zero.
Fundamental tools for obtaining mean square bounds of (2.41) in integral
form include the Itô isometry,
Z t Z
2
E
f (X(t−); z) (µ − m)(dt × dz) =
R+

0

Z tZ
0

E f (X(t−); z)2 m(dt × dz),

and Jensen’s inequality,
Z t
2
Z t
g(X(t−)) dt ≤ t g(X(t−))2 dt.
0

(2.42)

R+

(2.43)

0

Existence and well-posedness in this setting is discussed very briefly in [50,
Ch. IV.9]. However, the usual assumption of Lipschitz continuity is a fairly
strong requirement for many systems of interest. For example, if the simple
bimolecular reaction (2.1) is connected to an open source of molecules, then
the quadratic propensity is obviously not Lipschitz over the natural domain
Z2+ .
One solution to this dilemma is to assert from physical premises that the
state of the system must be bounded and consequently that there is a maxi25

mum intensity W . It is not difficult to see that a maximum intensity implies a
bounded solution in the mean square sense for finite times. An altered version
of the thinning (2.39) based on this type of reasoning is used in [54, 65] and a
slightly improved version is proposed in Paper V.
Another and more satisfactory solution is to consider an infinite state space
and to find conditions on the propensities and the stoichiometric matrix N such
that well-posedness can be guaranteed. To the best of the author’s knowledge
this has not yet been done.

2.1.7

Macroscopic kinetics

Since computing sample averages is a common procedure when conducting
physical experiments, deriving equations for expected values is a natural thing
to do. Consider thus a continuous-time Markov chain X(t) with a conditional
probability density p(x,t) satisfying the master equation (2.22). The dynamics
of the expected value of some time-independent unknown function T can then
be written
d
∂ p(x,t)
E[T (X)] = ∑
T (x) = (M p, T ) =
dt
∂t
x∈ZD
+

= (p, M ∗ T ) =

R

∑ E [wr (X) (T (X − Nr ) − T (X))] .

(2.44)

r=1

As a first example, we take T (x) ≡ 1 and verify the natural property that
the master equation does not leak probability. As a second example we take
T (x) = x and obtain
R
d
E[X] = − ∑ Nr E [wr (X)] .
dt
r=1

(2.45)

This ODE gives the dynamics of the expected value of X in each dimension.
Indeed, if all the propensities are linear, then (2.45) is a closed system of
equations.
Until this moment we have regarded the system volume V as being constant.
If the volume can be varied it makes sense to scale the number of molecules
and consider instead the concentration of the species as the variable of interest. Write X̄ = X/V so that (2.45) becomes
R


d
E[X̄] = − ∑ Nr E V −1 wr (V X̄) .
dt
r=1

(2.46)

In order to make the right side of (2.46) independent of V a natural requirement is that
wr (x) = Vur (x/V )

26

(2.47)

for some function ur which does not involve V . Intensities of this form are
called density dependent and arise naturally in a variety of situations including
logistics, epidemics, population dynamics and chemical kinetics [31, Ch. 11].
To see why (2.47) is natural, note that if the unscaled variable can grow at
most linearly with the volume V , then the right hand side in (2.45) should
also share this property. This is captured by (2.47) since, if the scaled variable
x/V is assumed to be bounded irrespective of the volume V , then clearly the
propensity wr will grow at most linearly with V .
With this assumption we see that (2.46) becomes
R
d
E[X̄] = − ∑ Nr E [ur (X̄)] ,
dt
r=1

(2.48)

or if taking expectation and the propensities approximately commute,
R
dx
= − ∑ Nr ur (x(t)),
dt
r=1

(2.49)

where x(t) = E X̄(t) is the expected value of the concentration. Eq. (2.49) is the
reaction rate equation. Under the assumption of density dependent propensities one can in fact show that V −1 X(t) → x(t) in probability as V → ∞ for
finite times t [31, Ch. 11].

2.2

Spatially inhomogeneous kinetics

In the previous sections we treated in some detail the physics and the
mathematics behind the mesoscopic well-stirred model for chemical
reactions. A great feature of this model is that only keeping track of the
number of molecules or copy numbers is a very efficient and compact
representation. The coordinates, velocities and rotations of all the individual
molecules have been modeled away using Assumptions 2.1.1 and 2.1.2 and
are only taken into account in the sense that the resulting model is stochastic.
It goes without saying that there are many chemical systems of practical
interest where, at least in some more detail, the precise states of the molecules
must be taken into account in order to explain the observed dynamics. An
immediate example is when the molecular movement is slow compared to
the reaction intensity since under such conditions, large local concentrations
may build up. Similarly, inside biological cells there are many reactive processes that are localized so that the assumption of well-stirredness must be
abandoned. In addition, the actual shape of protein molecules, for instance, is
often far from being rotationally symmetric and can even change with time.
To attempt to summarize in a fair way the subject of molecular dynamics
would bring us completely out of the scope for this thesis. However, some
simplified microscopic models are of relevance and form a background to the
spatially inhomogeneous mesoscopic model in Paper IV.
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In Smoluchowski kinetics [1, 9], the coordinates of the individual molecules
are used to describe the state of the system and the irregular molecular movement is modeled by random Brownian motion. The Smoluchowski equation
then evolves the spatial probability density of the individual molecules in time
and the reactions are incorporated in the form of boundary conditions.
If the spatial domain is discretized in computational cells and each cell is
assumed to be well-stirred we can approximate the Brownian movement by
a Markovian walk between the cells. This yields a continuous-time Markov
chain obeying the reaction-diffusion master equation (RDME) and is the
model considered in Paper IV.
For diffusion-controlled kinetics the review [10] can again be
recommended. In [36, Ch. 1] there is a very interesting and extensive quote
from the original 1905 paper by Einstein where he treats the mathematical
description of Brownian motion for the first time. Several aspects of the
RDME are discussed in [36, Ch. 8] and [53, Ch. XIV].

2.2.1

Brownian motion and diffusion

In the early 19th century, physicists observed that a particle suspended in a solvent undergoes an extremely chaotic and irregular movement (see Figure 2.1).
The first satisfactory explanation to what came to be called Brownian motion
was not available until many years later and a precise mathematical treatment
is of an even more recent date.
In Section 2.1 the master equation was derived under the premises that the
molecules move around freely in vacuum and react when colliding. Brownian
motion is totally different as diffusing in a liquid means that the particle continuously exchanges momentum with the surrounding molecules. The mean
free path is then at most on the order of the diameter of the solvent molecules
which is typically much smaller than that of the particle itself.
The mathematical description of Brownian motion is the Itô diffusion,
dξ = σ dWt ,

(2.50)

where ξ = [ξ1 ; ξ2 ; ξ3 ] and where Wt is a three-dimensional Wiener process.
The solution to (2.50) is Gaussian in all three coordinates and consequently
satisfies
Ekξ (t)k2 = 3σ 2t,

(2.51)

when started from the origin at time t = 0. The left side of (2.51) is the mean
square distance traveled in time t — indeed one can show by other means that
the mean first exit time from the ball kξ k < r is given by [61, Ch. 7.4]
τ=

28

r2
.
3σ 2

(2.52)

Figure 2.1: An example of a particle undergoing random Brownian motion.

The fractional nature of the movement is evident since by (2.52), r/τ ∼ τ −1/2
and the limit τ → 0 (i.e. the molecule’s “speed”) makes no sense.
Under diffusion the molecule moves around irregularly in a space filling
fashion, thus slowly searching through the entire volume. In this way a
molecule traveling a distance on the order of its own radius ρ searches
through a volume proportional to ρ 3 . On the average, by (2.51) and (2.52)
this takes time proportional to ρ 2 /σ 2 . A large number N = σ 2 /ρ 2 ∆t of such
translocations therefore searches through a total volume of about σ 2 ρ∆t.
Although this is to be regarded as a crude estimate since the regions will
partially overlap, when ∆t is sufficiently small the linear scaling with ∆t will
still be valid.
Essentially, this observation opens up for a rate model in terms of a
continuous-time Markov chain because we can form a reaction probability
which is proportional to ∆t — recall that this was the critical property in (2.7)
and (2.8). However, this model is only valid in a local volume of radius less
than about σ ∆t 1/2 with ∆t a characteristic time scale (e.g. average life time of
the molecules). Beyond this volume the diffusion is too slow to consider the
system as well-stirred and spatial effects may build up.
It is possible to discretize and sample Brownian paths for a given system of
particles and treat collisions as reactive events. Evidently, when the number
of molecules grows the procedure will be quite costly since the state vector
is large and time steps must be sufficiently small. A more computationally
tractable model is discussed next.
29

2.2.2

The reaction-diffusion master equation

As the kinetics can no longer be regarded as well-stirred in the whole volume,
a reasonable idea is to subdivide the domain V into smaller computational
cells V j . This is done such that their individual volume |V j | is sufficiently small
to make them behave as practically well-stirred by the presence of diffusion.
As before we assume that there are D chemically active species Xi j for
i = 1, . . . , D, but now counted separately in K cells, j = 1, . . . , K. It follows that
the state of the system can be represented by an array x with D × K elements.
The jth column of x is denoted by x· j and the ith row by xi· .
The time-dependent state of the system is now changed by chemical reactions occurring between the molecules in the same cell and by diffusion where
molecules move to adjacent cells. When reactions take place, the species interact vertically in x and when diffusing, the interaction is horizontal.
By assumption, each cell is regarded as well-stirred and consequently the
master equation (2.22) is valid as a description of reactions,
∂ p(x,t)
=M p(x,t) :=
∂t
K

∑

j=1
K

−∑

j=1

(2.53)

R

∑

wr (x· j + Nr )p(x·1 , . . . , x· j + Nr , . . . , x·K ,t)

r=1
x· j +N−
r ≥0
R

∑

wr (x· j )p(x,t).

r=1
x· j −N+
r ≥0

A natural type of transition for modeling diffusion from one cell Vk to another cell V j on the mesoscale is
qk j xik

Xik −−−→ Xi j

(2.54)

It is implicitly understood in (2.54) that qk j is non-zero only for those cells
that are connected and that q j j = 0. The constant qk j should ideally be taken
as the inverse of the mean first exit time for a single molecule of species i
from cell Vk to V j . It is clear from (2.52) that qk j = q̂k j · σ 2 /h2k j , where hk j is
a measure of the length scale of cell Vk and where q̂k j is dimensionless but
depends on the precise shape of cell Vk .
The diffusion master equation can now be written in the same manner as
the reaction master equation in (2.53)
D K K
∂ p(x,t)
= ∑ ∑ ∑ qk j (xik + Mk j,k )p(x1· , . . . , xi· + Mk j , . . . , xD· ,t)
∂t
i=1 k=1 j=1

−qk j xik p(x,t) =: D p(x,t).

(2.55)

The transition vector Mk j is zero except for two components: Mk j,k = 1 and
Mk j, j = −1.
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By combining (2.53) and (2.55), we arrive at the reaction-diffusion master
equation (RDME),
∂ p(x,t)
= (M + D)p(x,t).
∂t

(2.56)

It was clear from the discussion in the previous section that there are some
requirements for the model to be valid. Firstly, the aspect ratio of the cells
should be bounded uniformly throughout the volume. Secondly, denote the
minimum average survival time of the molecular species by τ∆ . Then we
should have that
ρ 2  h2  σ 2 τ∆ ,
(2.57)
where, as before, the molecular radius is denoted by ρ and where h is a suitable
measure of the length of each cell. The upper bound guarantees that the mixing
in between reaction events by diffusion is sufficiently fast that the cell can
be regarded as well-stirred. The lower bound on the cell size guarantees that
molecules and reaction events can be properly localized within the cells. Note
that for a typical discretization satisfying (2.57), the total diffusion intensity
will clearly dominate that of the reactions.
It should be clearly understood that under the conditions (2.57), the
reaction-diffusion master equation is an approximation. The reason that the
reaction-diffusion process does not exactly satisfy the Markov property
(2.14) lies in the fact that a diffusion event by definition is localized. In a
short period of time the diffusing molecule has to be found quite close to
the boundary of the cell and consequently the process is not memoryless.
However, it is not difficult to see that the diffusion Markov chain (2.55)
converges in distribution to the corresponding Brownian motion as h → 0 for
sufficiently regular cells.

2.2.3

Macroscopic limit: the reaction-diffusion equation

Define the macroscopic concentration ϕi j of species i in cell V j by ϕi j =
E[|V j |−1 xi j ]. In the case of vanishing diffusion between the cells we have already derived the macroscopic reaction rate equation in (2.49);
R
dϕ· j
= − ∑ Nr |V j |−1 wr (|V j |ϕ· j (t)).
dt
r=1

(2.58)

Analogously, if there is only diffusion and no reactions, then a similar set
of equations may be derived:
!
K
K
dϕi j
|Vk |
=∑
qk j ϕik − ∑ q jk ϕi j .
(2.59)
dt
k=1 |V j |
k=1
The validity of the macroscopic diffusion equation (2.59) is easier to establish
since the diffusion propensities in (2.54) are linear.
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We now seek to combine (2.58) and (2.59) into a familiar macroscopic
equation. For simplicity we assume isotropic diffusion on a Cartesian lattice
and treat the 1D case only. This means that qk j = q jk =: q so that the probability to move from cell Vk to cell V j is equal to the probability of moving in the
opposite direction. If the spatial domain V = [0, 1] is discretized in K intervals
of length h = 1/K we obtain from (2.59) that

dϕi1

=
q(−ϕ
+
ϕ
)
i1
i2

dt
dϕi j
(2.60)
= q(ϕi, j−1 − 2ϕi j + ϕi, j+1 ) j = 2, . . . , K − 1 .
dt


dϕiK
= q(ϕi,K−1 − ϕiK )
dt
For Brownian motion in 1D one can show that the mean first exit time from a
cell of length h when starting from the midpoint is σ 2 /h2 . Since the probabilities of exiting by either boundary are equal, the mesoscopic diffusion constant
is given by q = σ 2 /2h2 . As h → 0 it is not difficult to see that the solution
of (2.60) converges to the solution ϕi (x,t) of the one-dimensional diffusion
equation with Neumann boundary conditions,
∂ ϕi σ 2 ∂ 2 ϕi
=
,
∂t
2 ∂ x2

∂ ϕi
∂ ϕi
(0,t) =
(1,t) = 0.
∂x
∂x

(2.61)

More generally, it can be shown that the macroscopic approximation in
(2.59) with a vanishing cell size in a Cartesian mesh satisfies an ordinary
diffusion equation. Since the macroscopic counterpart to the reactions is the
reaction rate equation (2.58), a macroscopic concentration ϕi (x,t) affected by
both chemical reactions and diffusion fulfills the reaction-diffusion partial differential equation,
R
σ2
∂ϕ
= − ∑ Nr ur (ϕ) + ∆ϕ.
∂t
2
r=1
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(2.62)

3. Numerical solution methods

While the previous chapter gave the physical and mathematical foundation
for stochastic chemical kinetics on the mesoscale, the present chapter instead
focuses on how actual solutions to those models are to be found efficiently and
accurately. As we shall see, the meaning of the word “solution” is interpreted
differently depending on the context.
In Section 3.1 we consider some “exact” simulation techniques that produce
sample trajectories without introducing any errors. Such methods are widely
used in e.g. computational systems biology as a tool for conducting numerical
experiments. In contrast, in Section 3.2, two approaches to approximate sampling are discussed and their precise convergence properties are stated. The
reason for introducing such approximations is that many chemical systems
from applications are computationally expensive to simulate directly.
Chemical networks enjoying scale separation are addressed in Section 3.3
where hybrid methods and some multiscale techniques are summarized. Here
the task is to extract some kind of average dynamics from a very noisy trajectory and the resulting stochastic convergence of such methods are therefore
typically in a weak sense.
The simulation of spatially inhomogeneous models is discussed in Section 3.4 where some microscopic simulation techniques are also mentioned.
Finally, in Section 3.5 some proposed solution methods for the master equation itself are summarized. Here the output solution is the full conditional
density rather than a sample trajectory.

3.1

Direct simulation

In the subsequent sections we will as in Section 2.1.4 and onwards assume
that D chemical species react under R prescribed reactions,
wr (x)

x −−−→ x − Nr ,

r = 1, . . . , R.

(3.1)

The state vector x ∈ ZD
+ as a function of time t ∈ R+ thus completely describes
the chemical system.
In Section 2.1.5 the sampling of a single reaction channel was discussed
and it was shown that the time to the next reaction event was exponentially
distributed with an intensity given by the reaction propensity. A generalization
can be based on the following result.
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Proposition 3.1.1. [74, Ch. III.1] Let T1 , T2 , ..., Tr be independent exponentially distributed random variables with intensities α1 , α2 , ..., αr . Then the
random variable Tmin = minr Tr is also exponentially distributed with intensity αmin = ∑r αr . Moreover,
αr
.
(3.2)
P(Tmin = Tr ) =
αmin
Proposition 3.1.1 immediately leads to a particularly popular and simple algorithm for obtaining sample realizations of continuous-time Markov chains:
Algorithm 3.1.1. (Stochastic simulation algorithm — direct method)
0. Set t = 0 and assign the initial number of molecules.
1. Compute the total reaction intensity W := ∑r wr (x). Generate the
time to the next reaction τ by selecting a random number from an
exponential distribution with intensity W . This can be achieved by
drawing a uniform random number u1 from the interval (0, 1) and
setting τ := −W −1 log u1 . Determine also the next reaction r by the
requirement that
r−1

∑ ws (x) < Wu2 ≤

s=1

r

∑ ws (x),

(3.3)

s=1

where u2 is again a uniform random deviate in (0, 1).
2. Update the state of the system by setting t := t + τ and x := x − Nr .
3. Repeat from step 1 until some final time T is reached.
Algorithm 3.1.1 was first described in the current context in the seminal
paper [41], but similar algorithms had appeared earlier [12] with other applications in mind. The original name of the algorithm is the “Direct method”
but it is often referred to as simply “the SSA” which is arguably too general.
In the same paper [41], there is also an alternate simulation technique referred to as the “First reaction method” which is easier to program but less
efficient. The idea is to compute all R exponentially distributed waiting times
at the same time, pick the reaction occurring first and execute it. By repeating this procedure a sample realization is formed in the same way as in the
direct method. It is intuitively clear why this works; the Markov property implies that waiting times computed in the past can be forgotten since the future
evolution depends only on the current state. This is also the bottleneck with
the algorithm since in each step R new random numbers need to be drawn as
opposed to two for the direct method.
A way around this was proposed in [39] and the resulting algorithm is the
Next reaction method (NRM), outlined in Algorithm 3.1.2 below. The key
observation behind NRM is that past waiting times can be reused provided
that they are properly shifted and rescaled to account for the changing state.
The algorithm employs a dependency graph G (typically a sparse matrix) and
a priority queue P to efficiently avoid recomputing propensity functions and
to use only one random number per reaction step. The dependency graph is
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constructed so that Gr, j = 1 if executing the rth reaction changes the value of
the jth propensity. The queue keeps its minimum value P0 on the top and
is based on an appropriate data structure such that removal of this element is
fast. NRM is particularly well suited to very large reaction networks where
each reaction event affects the values of a few propensities only.
Algorithm 3.1.2. (Next reaction method)
0. Set t = 0 and assign the initial number of molecules. Generate the
dependency graph G . Compute the propensities wr (x) and generate
the corresponding absolute waiting times τr for all reactions r. Store
those values in P.
1. Remove the smallest time τr = P0 from P, execute the rth reaction x := x − Nr and set t := τr .
2. For each edge r → j in G do
( j 6= r) Recompute the propensity w j and update the corresponding
waiting time according to
 wold

j
new
old
τj = t + τj −t
.
(3.4)
new
wj
( j = r) Recompute the propensity wr and generate a new absolute time
τrnew . Adjust the contents of P by replacing the old value of τr
with the new one.
end for
3. Repeat from step 1 until t ≥ T .
There has been considerable interest in deriving various optimized versions
of the SSA (see [17, 58] for two examples). Despite the simplicity of the
direct method, realistically large reaction networks are often computationally
expensive to simulate in complete detail. The main reason for this is that the
sampling rate of interest is often much slower than the intrinsic rate of the
system; a multitude of different scales are typically involved when for instance
intra-cellular chemical processes are studied. This is the main motivation for
searching for approximate algorithms.

3.2

The tau-leap scheme and the Langevin approach

Recall that for the ODE (1.3, p. 10), the Euler forward method is obtained by
replacing the infinitesimal dt with a finite time step ∆t;
x(t + ∆t) − x(t) = a(t, x(t)) ∆t.

(3.5)

Similarly, for the Itô SDE (1.7, p. 12), the Euler forward method becomes
X(t + ∆t) − X(t) = a(t, X(t)) ∆t + σ (t, X(t)) ∆Wt .

(3.6)
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It follows by the construction of the Wiener process that ∆Wt is a normally
distributed random number of mean 0 and variance ∆t. By generating a series
of such random numbers, an approximate sample trajectory of the process
described by the Itô SDE can be formed.
In Section 2.1.6 the continuous-time Markov chain for the reaction network
was expressed in terms of a jump SDE driven by the Poisson random measure
(2.40, p. 25). The tau-leap method is the Euler forward method applied to this
SDE,
R

X(t + ∆t) − X(t) = − ∑ Nr Πr (wr (X(t)) ∆t).

(3.7)

r=1

As with (3.5) and (3.6), (3.7) has been derived under the assumption that the
propensities do not change substantially over the interval [t,t + ∆t]. To form
an actual trajectory using the tau-leap method, note that Πr (·) in (3.7) is a
Poisson random number of mean wr (X(t)) ∆t.
The tau-leap method was originally proposed in [44] and has since been
modified and analyzed in various ways [3, 54, 69]. Similarly to the application
of the Euler forward method to the Itô SDE in (3.6) it can be shown that the
strong order of convergence is 1/2;
E|X̃(t) − X(t)|2 ≤ CT ∆t,

(3.8)

E|ϕ(X̃(t)) − ϕ(X(t))| ≤ DT ∆t,

(3.9)

and that the weak order is 1,

where t ∈ [0, T ], X̃ is the tau-leap approximation, CT and DT are constants
depending on the final time T and where ϕ is a smooth function. These results are proved in [54] but unfortunately only for the case of a closed system
(cf. the discussion towards the end of Section 2.1.6).
It is well known that the Euler forward method is not an efficient method for
stiff problems. For this reason semi-implicit versions of the tau-leap method
[68] have been developed. Such methods can be formed by using the driftjump split (2.41, p. 25) and applying an implicit method (here the trapezoidal
rule) to the drift term and the Euler forward method to the jump term,
R

X(t + ∆t) − X(t) = − ∑ Nr [wr (X(t)) + wr (X(t + ∆t))] /2
r=1
R

− ∑ Nr [Πr (wr (X(t)) ∆t) − wr (X(t)) ∆t] .

(3.10)

r=1

However, such semi-implicit schemes converge in a very weak sense only
[19, 55, 69]. As opposed to the case with Itô SDEs, no fully implicit schemes
seem to have been considered. The reason for this lies in the dependence of the
intensity of the Poisson process on the state itself. If, for instance, the Euler
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backward method is applied to the Itô SDE (1.7) and the jump SDE (2.40) we
obtain
X(t + ∆t) − X(t) = a(t, X(t + ∆t)) ∆t + σ (t, X(t + ∆t)) ∆Wt ,

(3.11)

R

X(t + ∆t) − X(t) = − ∑ Nr Πr (wr (X(t + ∆t)) ∆t).

(3.12)

r=1

As in (3.6), ∆Wt is a normally distributed random number of mean 0 and variance ∆t and hence (3.11) is just an implicit relation for X(t + ∆t). In contrast,
the intensity of each Poisson process in (3.12) depends on X(t + ∆t) and it is
much more cumbersome to solve the resulting equation without introducing
any bias.
We now consider a different type of approximate scheme that, as suggested
in [44], can be derived heuristically from the tau-leap method . Assume that
the propensities are density dependent (see (2.47, p. 26)). In (3.7), fix the time
step ∆t and let the system size V grow so that the propensities scale accordingly (cf. (2.47)). It is well known that the Poisson distribution converges to
the normal distribution and hence that, as V → ∞,
R

X(t + ∆t) − X(t) → − ∑ Nr [wr (X(t)) ∆t + Nr (0, wr (X(t)) ∆t)] ,

(3.13)

r=1

where for each r, Nr (·, ·) in (3.13) is a normally distributed random number
of mean 0 and variance wr (X(t)) ∆t. We now let ∆t → 0 and recover in this
way the Itô SDE
R

R

(r)

dXt = − ∑ Nr wr (X(t)) dt − ∑ Nr wr (X(t))1/2 dWt . (3.14)
r=1

r=1

Eq. (3.14) is the Langevin equation, also called the diffusion approximation,
and is a continuous approximation to the jump process under consideration.
The derivation above is heuristic but, in fact, so is also the more traditional
derivation based on the Kramers-Moyal expansion (see (3.24) below). Nevertheless, the Langevin equation turns out to be an accurate continuous approximation of the Markov chain as V → ∞ (“the thermodynamic limit”).
The strongest error estimate, sometimes referred to as Kurtz’s theorem [31,
Ch. 11.3], is


lim P sup |XL (t) − X(t)| > CT logV = 0,
(3.15)
V →∞

t≤T

where XL (t) is the solution of the Langevin equation (3.14) and where CT > 0
is a constant. The estimate (3.15) implies the weaker result that the scaled
solution V −1 XL (t) of the Langevin equation converges in probability to the
scaled solution V −1 X(t) of the Markov chain for finite times. Kurtz’s result
together with the fact that (3.14) is more amenable to analysis than the jump
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SDE (2.40, p. 25) are two reasons why the diffusion approximation is a popular tool in analytic work.
However, although the continuous Langevin equation constitutes a good
approximation to the discrete state Markov chain, simulating the former is still
an issue when stiff models are considered. Unlike deterministic ODEs with
disparate rates where efficient implicit solvers are available, it has been argued
that model reduction techniques are necessary for their stochastic counterparts
[55].

3.3

Hybrid methods, stiffness and model reduction

In the previous section we saw that for a fixed system size V the tau-leap
scheme is a strong approximation as ∆t → 0 (cf. (3.8)). On the other hand, for
a fixed time step ∆t, the Langevin approximation converges strongly as V → ∞
(cf. (3.15)) and we recall from Section 2.1.7 that the reaction rate equation in
fact also converges in this thermodynamic limit.
The idea of forming efficient hybrid methods by, whenever possible, approximating the mesoscopic Markov chain with some suitable kinetics has
attracted a lot of research. One of the first practical such methods was devised
in [46] where the Langevin and the reaction rate equation were employed
in appropriate regimes. Further theoretical analysis is found in [7, 65] and
[2, 70, 71] can be consulted for practical algorithms and actual software. This
collection of references is not complete but should be useful as a starting point.
To see how to exactly sample from a Markov chain coupled to some arbitrary continuous approximate kinetics, suppose that, due to a continuous
evolution of some of the species or some of the reactions, the propensities depend explicitly on time, wr (t) = wr (t, x(t)). As in Algorithm 3.1.1, define the
total reaction intensity by
R

W (t) =

∑ wr (t).

(3.16)

r=1

To sample the time and type of the next reaction event, draw two uniform
random numbers u1 and u2 from the interval (0, 1). Then the system is continuously evolved in time until
Z t+τ
t

W (s) ds = − log u1 ,

(3.17)

and the rth reaction is executed, where
r−1

r

∑ ws (t + τ) < u2W (t + τ) ≤ ∑ ws (t + τ).

s=1

(3.18)

s=1

A straightforward implementation can be built on the event-detection feature
available in many black-box ODE-solvers. If we augment the approximate
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continuous evolution of the system with the scalar ODE
Σ0 (s) = W (s),

Σ(t) = log u1 ,

(3.19)

then (3.17) implies that the integration in time should be continued until the
condition Σ(t + τ) = 0 is met.
Generally, when stiff scales are present, only the reaction rate approximation is of any use since the stiff Langevin SDE is difficult to solve efficiently.
If stiffness is present and some of the species are present in small copy numbers, then the macroscopic reaction rate approximation cannot be used. This
observation in turn has stimulated much research in devising efficient methods
dealing with disparate rates and small copy numbers.
As a prototypical stiff example, consider the simple isomerization,

1/ε

X1
X2 


1
,
(3.20)
− Y2
X2 →


1/ε

Y2
Y1 
where the parameter ε controls the degree of stiffness. Note that, unlike more
realistic problems, this model is fully linear and hence the corresponding reaction rate equation exactly evolves the expected value. A sample trajectory
is displayed in Figure 3.1 and it is clear why the model is expensive to simulate; most of the simulated events only serve to bring the X- and the Y -pairs to
equilibrium while the relevant dynamics (the X2 → Y2 reaction) occur much
more rarely.
Several model reduction techniques have been suggested to deal with this
kind of stiff problems enjoying scale separation. Again, the following collection of references is by no means definite but should indicate at least some of
the major trends. Quasi equilibrium assumptions, e.g. in (3.20) the fact that the
joint densities for the X- and the Y -pair quickly reach quasi steady-states, are
explicitly used in [45, 67] and in [15, 16] to obtain effective slow scale dynamics. Similar techniques are devised for the tau-leap method in [18, 66] and in a
multiscale context in [72, 73]. An elegant nested method which estimates the
rates of the effective slow scale by using an inner simulation over the fast rates
is suggested and analyzed in [24, 25] (see Algorithm 3.3.1 below). An equation free approach to obtaining coarse grained dynamics is taken in [30] and a
method based on averaging is analyzed in [64]. The parallel homogenization
suggested in Paper V can also be mentioned in this context (see Section 4.5),
but it is different in that a parallel computer architecture is required.
Algorithm 3.3.1. (Nested SSA)
0. Set t = 0 and assign the initial number of molecules. Compute the
values of all the propensities and order them in two groups: fast and
slow reactions.
1. Sample N independent trajectories using only the fast reactions for
a short period of time ∆t using e.g. the direct method.
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(a) The dynamics of all four variables.

(b) A close up of the situation in Figure 3.1(a).

Figure 3.1: A sample trajectory of the stiff isomerization model (3.20); number of
molecules of the four species plotted versus time. The effects of the two scales are
clearly visible. The contents of the dashed rectangle in Figure 3.1(a) are redisplayed
using a higher sampling rate in Figure 3.1(b).
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2. Determine the effective slow propensities. For a slow reaction r,
this amounts to averaging the result from the previous step:
w̄r (x) =

1 N
∑
N∆t n=1

Z t+∆t
t

wr (xn (s)) ds,

(3.21)

where each xn (·) is a sample trajectory.
3. Take one step of the direct method using the effective slow propensities thus determined.
4. Repeat from step 1 until t ≥ T .

3.4

Simulating spatial models

In Section 2.2 we briefly touched upon some detailed stochastic models for
spatial kinetics at the microscopic level of description. A difficulty with such
models is that they are generally quite nontrivial to simulate without introducing errors. Specific examples of approximate schemes and actual software in
the Smoluchowski formalism are found in [75, “MCell”], [4, “SmolDyn”] and
[63, “ChemCell”]. The general idea here is to sample the Brownian movement
of the molecules at appropriate time intervals and as accurately as possible determine whether nearby molecules have reacted or not.
Quite recently, an exact algorithm, Green’s function reaction dynamics
(GFRD), was suggested [78, 79]. The idea is to determine a maximum
time step such that only pairs of molecules interact. For this special case
the Smoluchowski equation can be solved analytically and a statistically
exact sample can be formed. However, as the number of particles increases,
approximate schemes of the Brownian dynamics type become more efficient
thanks to their much lower computational overhead [59].
The reaction-diffusion master equation in Section 2.2.2 is a computationally more tractable setup. An effective algorithm is the Next subvolume method
(NSM) [26, 32], which combines an outer NRM over the collection of computational cells with an inner direct simulation for the actual reaction/diffusion
events (cf. Algorithm 3.4.1 below). The NSM has been implemented in the
publicly available software package MesoRD [47]. Another piece of software
[21, “URDME”], supporting unstructured meshes and with some additional
improvements of the basic algorithm was developed in conjunction with Paper IV. The result of a sample simulation is displayed in Figure 3.2.
Algorithm 3.4.1. (Next subvolume method)
0. Set t = 0 and distribute the initial number of molecules in all subvolumes. For all subvolumes j, compute the sum r j of all the reaction
propensities wr (x· j ) and the sum d j of all the diffusion rates. Generate the corresponding exponentially distributed absolute waiting time
τ j of mean 1/(r j + d j ), and store all those values in P (compare
Algorithm 3.1.2).
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1. Remove the smallest time τ j = P0 from P and let u1 be a uniform
random number in (0, 1).
2. If u1 (r j + d j ) < r j then a reaction event in subvolume j occurred.
Find out which one as in (3.3) by using another uniform random number and execute this reaction. Recalculate the total intensity in the
subvolume, determine the next waiting time and update P accordingly.
3. else a diffusion event from subvolume j occurred. Again, a second
random number decides how to update the system’s state. As before,
the total intensity and the next waiting time for the jth subvolume
is recomputed. Additionally the waiting time of the subvolume that
obtained the diffusing molecule should be updated. This can be done
by using the shift- and scaling technique in (3.4).
end if
4. Repeat from step 1 until t ≥ T .

3.5

Solving the master equation

In this final section we consider solving the master equation (2.22, p. 21)
directly for the probability density rather than obtaining sample trajectories.
Recall that the master equation is essentially a D-dimensional deterministic
discrete PDE, where D is the number of reacting species. The curse of dimensionality states that the solution complexity grows exponentially with the
dimension unless simplifying assumptions apply.
It appears then that solving for the probability density is a difficult thing
to do; —why not always rely on the various sampling techniques that have
evolved? Note, however, that comparing the solution of the master equation to
sample trajectories from Monte Carlo-type simulations is not a well-defined
thing to do since different information is being produced: the probability density contains all sample realizations but there is no concept of individuality.
Suppose for a particular application that it is sufficient to look at the accuracy in moment only: the error ε of an efficient spectral method satisfies
ε ∼ exp(−N 1/D )

(3.22)

for a total of N degrees of freedom in D dimensions. The work for obtaining
this error is typically W ∼ N ∼ (− log ε)D , whereas for Monte Carlo simulations the work is the familiar W ∼ ε −2 . Under sufficient accuracy demands
and for not too high dimensionality, solving the master equation may therefore well be more efficient. Essentially the same conclusion holds for more
traditional numerical methods where the error behaves as ε ∼ N −k/D with k
the order of the scheme.
It is fair to say, however, that solving the master equation is obviously not
the best way to go for high dimensionality and/or when only some rough estimate of the average behavior is considered sufficient. This also holds true
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Figure 3.2: The surface concentration of one of the proteins in E. coli used by the
bacterium to find its middle before cell division. Top: initially, the concentration builds
up uniformly. Middle and bottom: after some time regular oscillations are formed.
The model was first considered in [32], but simulated here on an unstructured mesh
as proposed in Paper IV using the URDME software [21].
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when the average inter-event time of the model are about at the sampling frequency of interest since a direct simulation wastes little effort in resolving
scales that are disregarded.
On the other hand, we saw in the previous section that for stiff problems,
model reduction techniques generally have to be applied. It is reasonable to
expect that obtaining certain precise pieces of information from the model under consideration may well be quite difficult under such circumstances. The
issue with stiff problems is less pronounced when solving the fully deterministic master equation since implicit solvers can be used so that time step restrictions are mitigated or even removed.
Let us finally conclude that methods for obtaining sample realizations and
solving the master equation are not exclusive and can be used in conjunction
with each other. Some further discussion of this type is found in [57].

(a) Contours of the solution to the master equation.

(b) Sample trajectory.

Figure 3.3: An example of a situation where it can be advantageous to solve the master
equation: this is the toggle switch also displayed in Figure 1.1(a) at p. 14 (adapted
from Paper III). Left: the probability distribution for this two-dimensional bistable
model at a certain time T . Right: a sample trajectory for the period of time [0, T ]. The
system only switches state two times during this simulation and gathering statistics of
this rare event in a Monte Carlo fashion is therefore quite costly.

The master equation can only be solved explicitly in a few very special
cases [52]. Two analytical techniques are the Ω-expansion [53, Ch. X] and
the Poisson representation [36, Ch. 7.7]. The former yields an expansion of
the probability density in inverse powers of the system size V but in practice
solves the Langevin equation (3.14). The latter method assumes that the solution to the master equation can be written as a superposition of multivariate
uncorrelated Poisson distributions:
Z
ax
p(x,t) = f (a,t) e−a da.
(3.23)
x!
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The master equation can be cast into an equation for the new unknown density
f , thereby mapping a discrete PDE in (x,t)-space into a continuous PDE in
(a,t)-space. Rarely can this PDE be solved explicitly, and the method finds its
main usage as a tool for deriving various analytical results.
A more numerically oriented approach is taken in [27, 34]. The master operator is a difference operator and as such can be approximated by a Taylor
series — this is the Kramers-Moyal expansion. By truncating at the second
order term and letting the state space become a continuum, the Fokker-Planck
equation is obtained,
R
∂ p(x,t)
1
= ∑ NTr ∇(wr (x)p(x,t)) + NTr ∇[NTr ∇(wr (x)p(x,t))].
∂t
2
r=1

(3.24)

The Fokker-Planck equation is a D-dimensional parabolic PDE and consequently can be solved by a variety of well studied numerical methods. The
point of preferring to solve (3.24) is that for smooth solutions, the spatial
(re-)discretization can be much coarser than the actual state space. It can be
shown that, with the correct boundary conditions, the Fokker-Planck equation
is the forward Kolmogorov equation associated with the Langevin equation
(3.14). It follows from Kurtz’s theorem (3.15) that it is indeed the correct
limiting equation as V → ∞. However, for a given system size V , the master
equation cannot always be approximated by the Fokker-Planck equation [38].
The idea of considering smooth discrete solutions as being efficiently representable by a spectral expansion leads quite naturally to spectral methods.
This is the approach taken in Papers II and III, and also in [22] (see Section 4.2
and 4.3 for a further discussion). Let us also in this context refer to a very recent and promising contribution in the form of an adaptive wavelet method
[51].
An adaption of the sparse grids technique has also been suggested [48],
which seemingly addresses the dimensional curse quite efficiently. Sparse
grids aim at reducing the computational complexity of high dimensional
smooth problems given that the effective dimension is low. The effective
dimension of the master equation is related to the number of species that are
strongly correlated (as a group) and it therefore remains to investigate how
well this assumption applies.
An approach where the discrete state space is explicitly represented is the
Finite state projection algorithm [60], later improved using Krylov-subspace
methods [14, 57]. By adaptively expanding the truncated state space such that
states of high reachability are included first, the computational complexity
can be controlled. Finally, the idea considered in [33], where techniques from
adaptive PDE-solvers are transferred into the discrete domain, can also be
mentioned in this context.
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4. Summary of papers

In this chapter the contents of the five papers which form the basis of the thesis
are summarized. The background and the main contributions of each paper are
briefly discussed and a few additional details are occasionally highlighted.

4.1

Paper I

This paper investigates a generalization of the deterministic reaction rate approach derived above in (2.44, p. 26) and onwards. The method of moments is
an attempt to formulate equations for the central moments of order n for the
master equation in the general form (2.22, p. 21). The main advantage of such
an approach is efficiency: in general, the equations of order n can be solved in
Dn time, where D is the number of dimensions. In this way problems of rather
high dimensionality can be solved at the cost of obtaining a reduced, but often
very useful, form of the solution.
The paper explicitly gives equations for the first moment (the expected
value), and for the second moment (the covariance matrix). While the first moment equations can be consistently derived by assuming that the full solution
of the master equation is a Dirac distribution, the second moment equations
must be regarded as an approximation which is valid under restrictions on the
solution and hence on the master equation itself.
General equations for higher order moments are also constructed and their
validity is discussed from a theoretical as well as from an experimental point
of view.
The theoretical part of the paper is built around a certain model problem for
which an exact steady-state solution is available:

k
0/
→
−
X 
.
(4.1)
νx(x−1)
X + X −−−−→ 0/ 
The motivation for considering this set of reactions as a suitable model problem is that it captures interaction to a certain extent while still being simple
enough to solve and analyze explicitly.
The assumption that k  ν turns out to be critical for obtaining an accurate method. In the paper it is argued that this assumption is reasonable from
physical considerations; since ν plays the role of the combined probability
that two molecules meet, have compatible inner states and finally react with
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each other, this rather small probability is often dominated by the birth-rate
constant k.
A viewpoint of more general character is the following one. Recall that
if the propensities are assumed to be density dependent (cf. (2.47, p. 26)),
then k = V k̂ and ν = V −1 ν̂ where {k̂, ν̂} are O (1) with respect to the system
size V . Hence for large system size we indeed have that k/ν ∼ V 2  1 and
the proposed method would essentially produce some kind of expansion in
inverse powers of V .
The experimental part of the paper treats two quite different numerical examples and suggests some additional analysis of the method. One example
is the circadian clock shown in Figure 1.1(b) at p. 14 with the interesting
property that the presence of noise is critical for the clock to produce reliable
oscillations.
In summary, the paper demonstrates that the method of moments is a useful
and immediate approach to solving and analyzing chemical reactions. The
main advantages of the method are that it has low computational complexity
and frequently produces the output that one is really interested in. On the other
hand, the disadvantages of the method are that it is difficult to analyze a priori
and that the produced system of ODEs can become very stiff for higher order
moments.
It is worth noting that essentially the same method is briefly suggested in
[42, Appendix C]. However, the notation used in Paper I is somewhat clearer
and the analysis of how the method can be expected to behave remains of
interest.

4.2

Paper II

The companion Papers II and III are both adapted from the earlier report [29].
Paper II is the “theoretical” part while Paper III is more practically oriented.
Paper II provides the theoretical foundation for a discrete spectral method
aimed at solving the master equation (2.22, p. 21). The motivation for trying
this approach is that spectral methods are efficient and natural solution strategies for any linear equation when the computational domain and the boundary
conditions are “simple”. The master equation obviously satisfies these requirements as it is indeed linear, is defined over the set of non-negative integers and
requires no boundary conditions at all.
The proposed scheme involves certain polynomials that are orthogonal with
respect to a discrete inner product — these are Charlier’s polynomials. The
basis thus constructed allows for an efficient representation of “smooth” solutions, where smoothness has to be defined in this new discrete context. Evidently, the “curse of dimensionality” is still an issue but it is mitigated in
the sense that spectral expansions of smooth functions are more efficient than
direct representations are.
The paper offers an introductory section containing a discussion of the master equation and some stability results indicating the behavior of its solutions.
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The core of the paper is an interesting theory for approximation of discrete
functions defined over the semi-infinite set of points {0, 1, . . .} which is reminiscent of classical results for continuous approximation. For functions defined over the integers one does not have Taylor series approximations and it
is thus not obvious why polynomial approximations give good results. Conditional stability of the proposed scheme is then established in a non-standard
way where certain crucial properties of the master operator are made use of.
The paper concludes by demonstrating the method’s feasibility on two simple low-dimensional examples where the properties of the exact solutions are
fairly well understood. It is shown that the convergence is spectral; —the error
decays faster than any rational polynomial in N, the order of the scheme.

4.3

Paper III

Paper III essentially takes off where Paper II ends. The discrete spectral
method proposed in the previous paper is here examined from a more
practical viewpoint. Implementation details and more realistic problems are
considered and a comparison with other solution strategies is also offered.
A novelty is introduced in that a ‘moving basis’ technique for adaptively
changing the basis functions is described and implemented.
In the experimental part a simple one-dimensional problem is first solved in
order to show that the moving basis still yields a spectrally convergent method.
Two more realistic models from molecular biology are then solved; the first
model is a four-dimensional example and was in fact also used for experimental purposes in Paper I. The second model is two-dimensional and provides a
setting for which the reaction rate equation fails since the problem is bistable
(see Figure 3.3 at p. 44). Spectral convergence is obtained in both models.
In short, the numerical experiments show that the scheme is an effective,
accurate and stable alternative to traditional solution methods when the dimensionality of the problem is not too high.
Interestingly, some earlier work by Deuflhard and Wulkow pioneered the
use of spectral methods applied to discrete PDEs [23, 76, 77]. A more recent work directly aimed at the master equation is found in [22] where a h-p
method is suggested and implemented. The authors consider both using a high
order spectral expansion and adaptively dividing the computational domain
into smaller blocks.

4.4

Paper IV

The three previous articles were all concerned with well-stirred chemical kinetics. In Paper IV spatially inhomogeneous chemical systems are instead
considered. The most common macroscopic description is then the reactiondiffusion PDE for the concentrations of the chemical species. As described
in Section 2.2 a mesoscopic description can be obtained by combining a dis49

cretized Brownian motion in space with the usual continuous-time Markov
chain for locally well-stirred kinetics.
Two novelties are introduced in the paper. The first is a suggestion for how
the reaction-diffusion master equation (RDME) can be understood given an
unstructured mesh as opposed to the traditional Cartesian grids most often
used for compartment-based stochastic kinetics (see Figure 4.1). This a great
feature as it gives a much improved spatial resolution when realistic geometries are considered.
The second contribution is the algorithmic setup and the theoretical analysis
for a separation of the reaction-diffusion master operator into a deterministic
and a stochastic part. This means that pieces of the problem can be evolved
in the deterministic regime without losing substantial information. A great
computational improvement is thus made possible since a deterministic solver
is often much faster than a stochastic simulation is. The special form of the
diffusion rates in (2.54, p. 30) makes a rigorous analysis of the introduced
error possible.

Figure 4.1: An example of an unstructured mesh (triangulation) over a circular geometry. The method proposed in Paper IV uses the dual mesh (solid) and assumes that the
kinetics is approximately well-stirred inside each dual cell. The primal mesh (dotted)
defines a finite element discretization of the diffusion equation and the corresponding
fluxes can be interpreted as diffusion intensities in the mesoscopic model.

The stochastic diffusion intensities on the mesoscale are obtained from a
finite element discretization of the Laplace operator on the macroscale. This
ensures consistency with the diffusion operator as the discretization parameter
tends to zero provided that the mesh satisfies some requirements. The procedure is analyzed in different ways; it is explicitly shown that the proposed
diffusion rates coincide with microscopic rates on unstructured meshes in one
dimension. Convergence of the mean to the macroscopic diffusion equation in
one, two and three dimensions is also shown.
For well-stirred kinetics, stiffness arises from the presence of fast chemical reactions. In the RDME, stiffness due to diffusion additionally increases
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with the resolution of the computational domain. The proposed split of the
operator and the implied deterministic/stochastic hybrid method substantially
reduce simulation time when some diffusing species are present in large copy
numbers.
The method for simulating the RDME on unstructured meshes was later
implemented in the URDME package [21] and will be made publicly available.
Remark. Paper IV is joint work. My contribution was to develop the formulation of the discrete model and the operator splitting used to form the hybrid
method. I also took part in writing and revising the paper as well as supervising the creation of the URDME software which was used to conduct one of
the experiments.

4.5

Paper V

The idea with most of the hybrid methods in Section 3.3 was to switch to a
computationally cheaper approximation whenever possible in order to avoid
explicitly resolving unnecessarily fine scales. In Paper V this idea is used in a
completely new setting. Specifically, by assuming that a parallel computer
architecture is available, a version of the time-parallel algorithm parareal
[35, 56] is applied to stochastic mesoscopic kinetics. The algorithm uses the
reaction rate equation (2.49, p. 27) as a predictor, which is assumed to be
sufficiently fast to evaluate that it can be done sequentially. The stochastic
simulation algorithm NRM (Algorithm 3.1.2) is then used in parallel as a corrector to obtain an exact realization of the process. It should be stressed that
parallelization over multiple realizations is trivial and that the method targets
single trajectory simulations only.
Algorithm 4.5.1. (Parareal reaction rate/NRM-combination)
0. Discretize the total solution interval [0, T ] in N equal intervals of
length ∆t = T /N. Define C y to be the map from initial data y at
some time t to the solution at time t + ∆t of the reaction rate equation
(2.49). Similarly, define F y as the stochastic evolution in a time step
∆t using the NRM with initial data y. Initialize the numerical solution
X̃0,0 = X0 with some given initial number of molecules of all species
and further approximate X̃0,n = C X̃0,n−1 for n = 1, . . . , N.
For iteration k = 1, . . . do
1. for n = 1, . . . , N in parallel do
Fk−1,n := F X̃k−1,n−1 .
end for
2. for n = 1, . . . , N in serial do
Ck,n := C X̃k,n−1 .
X̃k,n := Fk−1,n −Ck−1,n +Ck,n .
end for
3. Compute pk = kX̃·,k−1 − X̃·.k k in some suitable norm.
51

4. Exit whenever pk ≤ TOL.
end for
A point in favor of this setup is that a fixed small number of iterations can
be thought of as a parallel hybrid method. It is, however, never needed to
explicitly determine what parts should be moved into the deterministic regime.
In this way, the suggested method connects macroscopic deterministic scales
and mesoscopic stochastic ones.
In the paper, some convergence results in the jump SDE setting of Section 2.1.6 are stated and proved. It is shown that, after an initial nonlinear
transient, the strong convergence is completely dictated by the total Lipschitz
constant of the system. This means that, especially for stiff problems, a homogenization of the solution is advantageous. An immediate such technique
is to replace the fine propagator F with an averaged version F h ;
1
F X0 :=
δt
h

Z ∆t

Y (t) dt,

where Y (t) = Ft X0 ,

(4.2)

∆t−δt

i.e. an average of the exact trajectory over a short interval δt.
Despite its simplicity, this homogenization is quite general and can probably be applied to other stochastic time-dependent problems as well. The proposed homogenization is therefore a suggestion as to how the parareal algorithm can be applied to stiff stochastic problems. A good way to approach
such problems in the parareal setting was previously not available [6].
The proposed homogenization can be compared to the multiscale methods
in Section 3.3. Most methods compute a solution to a homogenized equation
by finding some kind of averaged coefficients. In contrast, with the parareal
algorithm, one directly obtains a homogenized solution.
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5. Conclusions

Perspective and contributions
The behavior of chemical networks inside living cells can be accurately captured by stochastic models. For many relevant cases, deterministic rate equations de facto fail to capture the observed dynamics. The main reasons for this
are the noisy and complex chemical environment and the low copy numbers
of the participating species which invalidate the assumptions behind macroscopic descriptions.
A stochastic mesoscopic model for well-stirred chemical systems can be
derived from first principles. The resulting description is a continuous-time
Markov chain and is easily expressed in terms of the same rates and the same
state vector as the macroscopic reaction rate equation, but it remains accurate
even for low copy numbers. Furthermore, when the mixing is too slow for the
dynamics to be regarded as Markovian, an approximate model can be formed
by dividing the volume of interest into smaller subvolumes inside which the
Markov property is fulfilled more accurately. The contributions in Paper IV
are to show how this can be achieved with an unstructured mesh and how
approximate samples can be efficiently collected.
One computational challenge for such stochastic models is to compute the
probability with which each state of the system is reached. This probability
satisfies the master equation, a discrete PDE defined over the semi-infinite integer lattice in as many dimensions as there are reacting species. A way to
efficiently solve such discrete PDEs is by the spectral method devised in Papers II and III. Here, efficiency is obtained by using a favorable representation
of smooth solutions defined over discrete sets and the corresponding approximation theory developed in Paper II is of independent interest.
A second computational challenge is to efficiently obtain sample trajectories of large reaction networks where several millions of reactions are to
be simulated. Additionally, many networks of practical interest contain disparate rates; some of the events occur very frequently with respect to the phenomenon of interest. The deterministic method suggested in Paper I is sometimes a good alternative and here implicit ODE solvers can provide a solution
quite efficiently. The parallel algorithm in Paper V is a suggestion for how
large networks can be simulated on a parallel computer and a version of the
method applies also to stiff networks.
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Future work
The material in the thesis suggests several interesting openings for future research.
It was stated by the end of Section 2.1.6 that natural and relevant conditions
for well-posedness of open networks have not yet been prescribed. A way
to obtain such conditions is to look at the form of the moment equations in
(2.44, p. 26) and derive assumptions so as to bound some specific moment
of interest. It appears likely that the tau-leap method can be analyzed under
such conditions and an application could be to improve step-size adaptivity by
using explicit error-estimates.
Another use for the tau-leap method is to improve the efficiency of the
sampling of the diffusion part in the reaction-diffusion master equation in Section 3.4. A semi-implicit version (cf. Section 3.2) could work quite well here
since even if convergence of such methods is weak, the diffusion is approximated in distribution only.
The hybrid methods in Section 3.3 tried in various ways to combine some
approximate kinetics with the stochastic mesoscopic model. A different kind
of hybridization would be between a microscopic model and the RDME. For
instance, the microscopic GFRD method mentioned in Section 3.4 is eventdriven and could therefore in principle be connected to e.g. the NSM (Algorithm 3.4.1 at p. 41). As with most hybrid simulation techniques, the point
in doing so is to use the accurate but expensive GFRD only where absolutely
necessary and to switch to a computationally less expensive method whenever
possible.
Finally, a distinct task is to compute expected values accurately. A carefully
constructed combination of a stochastic simulation algorithm and a solution of
the reaction rate equation could be very effective. Importantly, the accuracy of
such combinations are amenable to analysis. A step in this direction is taken
in [49].
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Stokastisk kemi och Numeriska metoder

Celler i levande organismer
uppvisar ett komplext beteende
som svar på olika stimuli. Detta
styrs av olika processer i cellens
inre och för att försöka förstå och
förutsäga dessa tillgriper man ett
flertal olika matematiska modeller.
Det har visat sig fördelaktigt
att använda sig av stokastiska
modeller som, till skillnad från mer
klassiska deterministiska modeller,
tillåter inverkan av slumpen.
Även om dessa kan förklara och
modellera avancerade skeenden på
ett kompakt sätt så kan en faktisk
numerisk evaluering vara kostsam.
Den
här
avhandlingen
undersöker olika tekniker som
effektiviserar
och
förbättrar
sådana beräkningar. I ett längre
perspektiv kan resultaten vara
vägledande i valet mellan olika
matematiska modeller och fungera
som ett tekniskt hjälpmedel
vid utvecklingen av exempelvis
mediciner.

varandra är ett snudd på hopplöst projekt. Bara en sådan sak som att hålla ordning på de exakta positionerna
för alla molekyler och strukturer av
relevans i cellens inre förutsätter ett
enormt tillståndsrum. I en enda bakterie av typen Escherichia coli finns
omkring 200,000 RNA-molekyler av
olika karaktär, mer än 2 miljoner proteiner samt nästan 25 miljarder vattenmolekyler1 . Att sedan beskriva de
exakta fysiska lagarna med vilka dessa objekt påverkar varandra är naturligtvis minst lika svårt.
En lösning är att försöka
isolera och detaljstudera mindre
delprocesser i form av kemiska
nätverk. Dessa beskriver på ett
översiktligt och förenklat sätt hur
olika ämnen reagerar med varandra
och vilket resultatet blir. En speciell
egenskap för kemiska nätverk i celler
är att antalet faktiskt involverade
molekyler kan vara relativt få; de
resulterande proteinerna kan bestå
av ett hundratal molekyler och
generna själva är vanligen än mer
sällsynta. Denna egenskap särskiljer
biokemiska processer från den kemi
som studeras i provrör.
När den mikroskopiska modellen
alltså på detta sätt reducerats högst
väsentligt visar det sig fördelaktigt

Stokastiska modeller
För att fungera behöver en cell kunna utföra en rad olika uppgifter. Proteiner står för de faktiska funktionerna och cellen tillverkar dessa som ett
svar på olika signaler. Själva tillverkningen styrs i sin tur av arvsmassan
som därmed reglerar hela cellens liv. 1 En ständigt uppdaterad och fascinerande daAtt fullständigt i detalj beskriva det tabas innehållande de flesta kända egenskasätt med vilket olika molekyler färdas perna för bakterien E. coli finns tillgänglig via
genom cellens inre och reagerar med “CyberCell Database” http://redpoll.
pharmacy.ualberta.ca/CCDB.
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att tillåta en inverkan av slumpen.
Detta görs i allt väsentligt för att
efterlikna effekten av de delar som
inte längre beskrivs i detalj. Ett enkelt
exempel: en tärning kan förvisso
beskrivas genom att ange positionen
och hastigheten för dess samtliga
atomer, men av uppenbara skäl kan
den istället rimligen tänkas anta
värdena 1 till 6 med lika sannolikhet.
Stokastisk modellering innebär
som i exemplet ovan att fysiska
skeenden beskrivs i ett förenklat
tillståndsrum och att stokastiska
termer så noggrant som möjligt
återskapar effekten av de delar som
reducerats bort. Ett relevant exempel
illustreras i Figur 5.1.

Markovvillkoret. En slumpprocess
sägs vara Markovsk om den har den
speciella egenskapen att framtida
observationer av den endast beror på
dess värde just nu. Man säger något
slarvigt att Markovska processer är
“minneslösa” i den meningen att
processens framtida dynamik inte
beror på hur den kommit till sitt
nuvarande tillstånd, bara vilket detta
tillstånd är.
En anledning till att Markovprocesser är så vanliga inom
tillämpningar är att de är hanterbara
— en icke-Markovsk process som
beror på stora delar av sitt förflutna
är ett tämligen besvärligt objekt.
En annan orsak är att även om
Markovvillkoret inte exakt gäller så
kan det i många sammanhang fungera
som en noggrann approximation.
Betrakta som exempel en samling
molekyler i en lösning: en viss andel
av de extremt frekventa kollisionerna
leder till en kemisk reaktion och
resulterar alltså i en ny molekyl.
I många fall av intresse visar det
sig att de reaktiva kollisionerna
är väldigt få i förhållande till det
totala antalet kollisioner. Från ett
perspektiv som främst intresserar
sig för de reaktiva kollisionerna ser
det alltså ut som om dessa sker
tämligen oberoende av varandra.
Det stora antalet ickereaktiva
kollisioner får systemet att snabbt
“glömma” tidigare händelser och
Markovvillkoret uppfylls mycket väl.

Figur 5.1: En schematisk bild av en partikel (mörkt grå) som befinner sig i en
vätska. Vätskans molekyler är avsevärt
mindre än partikeln självt och kollisioner sker ideligen. Om endast den större
partikelns position skall beskrivas så kan
dess ryckiga bana modelleras noggrant
med Brownsk rörelse, ett fundamentalt
exempel på stokastisk modellering. Se Figur 2.1 på sid. 29 för ett exempel på hur
Ett beräkningstekniskt problem
den resulterande banan kan te sig.

När väl en komplicerad kemisk
process alltså reducerats till en
matematisk modell återstår att med
Markovprocesser
Ett villkor av fundamental karaktär datorers hjälp utföra olika typer av
som stokastiska processer inom simuleringar. Detta görs av olika
tillämpningar ofta uppfyller är skäl: inledningsvis kanske modellen
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behöver förfinas genom att jämföra
den med experimentella data. I ett
längre perspektiv är man sedan
intresserad av att tillskansa sig en
bättre förståelse och kunna göra
kvalitativa förutsägelser.
Även om den stokastiska modelleringen och Markovantagandet
utgör väsentliga förenklingar av
den ursprungliga mikroskopiska
processen så kan simuleringarna
ta väldigt lång tid. Ett exempel på
när beräkningarna blir kostsamma
är när man önskar detaljstudera
ett kemiskt nätverk och veta med
vilken sannolikhet det kommer att
befinna sig i ett visst tillstånd. Om
exempelvis fyra ämnen reagerar
inbördes och upp till 100 molekyler
finns av varje slag, så kan systemet
totalt befinna sig i 100 miljoner
olika tillstånd. Det faktum att
tillståndsrummet är så stort gör
att beräkningarna tar lång tid och
effektiva numeriska metoder är
därför av intresse.
Ett annat talande exempel återfinns
i Figur 3.2 på sid. 43. Det kemiska
nätverk som här har simulerats består
endast av åtta olika ämnen som reagerar under 12 olika reaktioner. Situationen kompliceras dock av att molekylerna rör sig i en förhållandevis
stor volym och att man uppenbarligen
inte kan bortse från den rumsliga utbredningen. Antalet händelser som simulerats för att åstadkomma dessa tre
bilder överstiger en miljard!
Avhandlingens bidrag
I fem artiklar studeras fyra
olika metoder med vilka sådana
beräkningar och simuleringar kan
effektiviseras och förbättras.
Det första bidraget är en ganska intuitiv metod med vilken approxima-

tioner till medelvärdet och variansen
av tillståndet i ett givet kemiskt nätverk kan beräknas. Fördelarna är att
metoden är mycket snabb och producerar den lösning man ofta är intresserad av. Nackdelen är främst att det är
svårt att avgöra i förväg vilken kvalité
lösningen kommer att få.
Det andra bidraget är uppdelat på
två artiklar och beskriver en metod
med vilken sannolikheten att befinna
sig i de olika tillstånden effektivt
kan beräknas. Metoden utnyttjar
vissa egenskaper hos lösningen så
att denna kan representeras på ett
kompakt sätt.
I ett tredje arbete studeras hur
modeller med rumslig utbredning kan
konstrueras och effektivt simuleras.
Speciellt utreds hur ostrukturerade
beräkningsnät kan nyttjas för att
noggrant lösa upp komplicerade
geometrier såsom exempelvis celler
med diverse inre strukturer. Vidare
anges en hybridmetod för simulering
där delar av modellen ersätts av en
deterministisk beskrivning i syfte att
effektivisera beräkningarna.
Det fjärde och sista bidraget handlar om en idé för hur beräkningarna
kan snabbas upp givet att en parallell
dator finns tillgänglig. I korthet
går metoden ut på att kombinera
enkla deterministiska beskrivningar
som inte är särskilt noggranna med
parallella simuleringar av den mer
kompletta stokastiska modellen.
Avslutningsvis är olika modeller
och lösningsmetoder att föredra
i olika situationer och valet
dem emellan beror på vilken
information man är ute efter. Här
kan förhoppningsvis resultaten i
avhandlingen vara till vägledning.
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