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Abstract

In this thesis, we devise a scheme to run PAPR minimisation with 3GPP EVM requirement as
constraint on the D-Wave Systems’ quantum annealer. The PAPR minimisation is a problem
central to optimising the costs and performance of wireless networks becoming increasingly diffi-
cult for larger OFDM-MIMO systems, while the EVM constraint needs to be satisfied to reach an
industry standard performance. The PAPR is a non-convex, complex-valued function featuring
the l∞-norm, which to our knowledge has not been implemented on quantum annealers prior to
this work. The EVM constraint is a linear system which has been previously implemented and
solved on quantum annealers, but not in conjunction with the PAPR objective function. Our
scheme rewrites the l∞-norm as a linear program and uses binary approximation to represent
the real and imaginary parts of the complex-valued optimisation variables separately. It converts
the binary problem into a QUBO form, which is mapped onto the graph of the physical qubits
of the D-Wave annealer. The scheme introduces additional model parameters which are first
optimised using a classical simulated annealing algorithm, and later amended for the quantum
annealer. The performance of the l∞-norm and EVM minimisation is first assessed separately, on
both quantum and simulated annealing, showing QA can perform competitively to SA. Finally, a
2×2 MIMO system is run on the quantum and simulated annealer, where SA finds a marginally
better solution but the QA remains competitive. Lastly, the QA and SA sampling times are
compared for several instances of the 2× 2 MIMO problem, showing a possible time advantage
on th QA.



Sammanfattning

I den här avhandlingen tar vi fram ett schema för att köra PAPR-minimering med 3GPP
EVM-krav som begränsning p̊a D-Wave Systems kvantglödgare. PAPR-minimeringen är ett
centralt problem för att optimera kostnaderna och prestanda för tr̊adlösa nätverk som blir allt
sv̊arare för större OFDM-MIMO-system, medan EVM-begränsningen m̊aste uppfyllas för att
n̊a en branschstandardprestanda. PAPR är en icke-konvex, komplext värderad funktion med
l∞-normen, som s̊avitt vi vet inte har implementerats p̊a kvantglödgare före detta arbete. EVM-
begränsningen är ett linjärt system som tidigare har implementerats och lösts p̊a kvantglödgare,
men inte i samband med PAPR-objektivfunktionen. V̊art schema skriver om l∞-normen som
ett linjärt program och använder binär approximation för att representera de verkliga och ima-
ginära delarna av de komplext värderade optimeringsvariablerna separat. Den omvandlar det
binära problemet till en QUBO-form, som mappas till grafen för de fysiska qubitarna för D-
Wave-glödgaren. Schemat introducerar ytterligare modellparametrar som först optimeras med
en klassisk simulerad glödgningsalgoritm och senare ändras för kvantglödgaren. Prestandan
för l∞-normen och EVM-minimeringen utvärderas först separat, b̊ade p̊a kvant- och simulerad
glödgning, vilket visar att QA kan prestera konkurrenskraftigt till SA. Slutligen körs ett 2 × 2
MIMO-system p̊a kvant- och simulerad annealer, där SA hittar en marginellt bättre lösning men
QA förblir konkurrenskraftig.
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Chapter 1

Introduction

Ever since the introduction of cellular networks and other wirelessly connected devices, the
demand for higher capacity wireless communication has only been on an incline. Today, this trend
grows ever more important as our global infrastructure pushes towards increasing connectivity.
The overall increase in wireless traffic, together with the demand for lower latencies and higher
information throughput creates challenges in the telecommunications industry [1, 2].

To tackle the increasing traffic, the current 5G systems employ Orthogonal Frequency Division
Multiplexing (OFDM) due to its robustness to channel fading, high spectral efficiency, and better
multiplexing capability to multiple users [3, 4]. OFDM can however be prone to high Peak-to-
Average Power Ratio (PAPR), meaning certain number of outgoing waveforms will feature a high
(maximal) peak in their power spectrum in relation to their average power, prior to being sent
to the users. This in turn pushes the High Power Amplifiers (HPAs) to work in their non-linear
regime and consequently introducing distortions to the transmitted signals. High PAPR is a
statistical measure, with probability of occurring of approximately 10−4 [3, 4]. Nevertheless, the
increased throughput and the introduction of 5G and 6G means that it occurs more often per
time period. A possible solution is to increase power back-offs for the HPAs, which however
lowers their efficiency and[3, 4]. The distortions introduce errors to the information carried by
the waveform and so inadvertently also to the received data by the users.

These errors can be quantified by Error Vector Magnitude (EVM), on which there are industry
standards called 3GPP requirements. The EVM requirement quantifies that users receive the
information that was sent to them, up to some industry given standard. High PAPR might
hinder this, but another source of error comes from the signal interfering with the environment.
As the signal travels to the user, it may take multiple paths with various phase changes; making
it more difficult for the users to decipher (decode) the information correctly [3].

Minimising PAPR will therefore improve the quality of the transmitted signals, which may entail
lowering the EVM. As minimising PAPR does not grant EVM below the 3GPP requirements,
the two main challenges in wireless communication discussed in this thesis are: the minimisation
of Peak-to-Average-Power-Ratio (PAPR) while satisfying the Error-Vector-Magnitude (EVM)
standards.

As PAPR minimisation is a non-convex optimization problem, classical heuristic algorithms (such
as Alternating Direction Method of Multipliers and Projected Gradient Descent Method) have
been previously employed in [3], which we consider to be state of the art. There are many
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other classical techniques to satisfy the EVM constraint, minimise the PAPR or optimise both
simultaneously. Due to the rising number of quantum platforms, it is of interest to investigate
whether they may offer an advantage in solving the PAPR/EVM problems. This thesis aims
to investigate implementation of this optimisation problem on the currently available Noisy
Intermediate Scale Quantum (NISQ) devices, and assess any possible challenges or advantages.
Specifically, the focus of this thesis is find an implementation of the PAPR/EVM problem on a
quantum annealer by finding its QUBO form. It is noteworhty that many NISQ devices accept
problems in QUBO form, giving the possibility to eventually run the same problem on several
different devices.

Quantum annealing, similar to thermal annealing, is based on an adiabatic evolution of a tem-
perature dependent system. The promising advantage of quantum annealing is its ability to
create large superposition over all possible states of given problem and the possibility of quan-
tum tunneling between local minima. In other words, it should be a powerful search algorithm
over the state space of the problem. Many NP problems have been mapped onto QUBO forms
acceptable by quantum annealers (for example by [5, 6]). As quantum annealing is an emerging
technology, it is important to investigate whether better and/or faster solutions to the aforemen-
tioned challenges can be obtained. Even if no better solution can be obtained today, studying
problem-solving via quantum annealers could be beneficial in the future, when both, the size and
the accuracy of quantum annealers increases. The quantum annealer used for experimentation
is by D-Wave Systems, which has the largest commercially available quantum annealing chip,
featuring over 5000 physical qubits, and companies such as Volkswagen, Accenture and Lockheed
Martin have experimented with its application within their respective industries [7]

The aim of this work is to devise a scheme to run the PAPR and EVM optimisation on a quantum
annealer, and assess its performance, compared to the classical state of the art solutions. To that
end, this thesis contributes to the current field of quantum annealing in two major ways. The
most prominent contribution is the implementation of the l∞-norm on a quantum annealer (in
QUBO form), which has not been done before to the best our knowledge. Moreover, the quantum
annealing scheme allows for PAPR minimisation under the EVM constraint on a quantum device,
identifying the second contribution. Lastly, it is noteworthy that the scheme allows for complex-
valued variables, which although not novel, adds breadth to the optimisation [4].
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Chapter 2

Theoretical Background

This chapter aims to introduce the relevant parts of theories and areas of knowledge that are
used later in the thesis. It is split into two parts: first one dealing with selected topics in
telecommunications, and the second with quantum mechanics and quantum algorithms. Neither
part is an exhaustive summary of the respective discipline but should give the reader a sufficient
understanding of the rest of the thesis.

2.1 MIMO Systems in Telecommunications

Telecommunications are concerned with wirelessly sending/receiving information to/from users.
A typical telecommunications infrastructure consists of several base stations, each of which is
equipped with several antennas able to reach a certain number of users in their vicinity. Figure
2.1 below is a diagrammatic depiction of a base station transmitting to several users. Within a
telecommunications infrastructure, the individual base stations work in synergy with one another,
but our focus is on the operations of a single station. Moreover, a base station is both, the sender
as well as the receiver. Nevertheless, in this thesis we focus solely on sending information to users,
from a single base station.

Figure 2.1: Portrayal of a typical base station. [8]

A single base station may contain M antennas broadcasting to K ≤ M users. In this case, it
is called a K ×M Multiple-Input-Multiple-Output (MIMO) system. It takes in K inputs and
sends it via M antennas to up to K users. Each input is an n-long bit string b ∈ {0, 1}n, which
the base station translates into radio waves transmitted towards the users. The aim of a base
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station is to encode b into some properties of the radio waves and then direct it towards the
users, in the best possible way.

There are numerous schemes, referred to as ’modulation’ for encoding binary strings into radio
waves. One of the most frequently used modulation schemes is Quadrature Amplitude Modula-
tion (QAM). In QAM, b is encoded into the frequency spectrum of the radio wave. The following
subsection outlines this process in more detail.

2.1.1 Quadrature Amplitude Modulation

Given a bit string b, QAM is the action of encoding b and/or parts of it into the so-called
’constellation’ symbols cj ∈ Ω, with Ω being the constellation. Grouping these symbols together
forms what we refer to as a ’message’ vector c, of constellation symbols. In full generality, a
QAM constellation Ω can be defined as the set of odd Gaussian integers:

Ω = {cj = fj + igj | fj , gj ∈ Zodd}. (2.1)

The size of a constellation, |Ω|, is the number of symbols it contains, which is a power of 2, by
definition. See Figure 2.2 for several examples of QAM constellations depicted on the imaginary
plane.

Figure 2.2: QAM constellation on the Re-Im plane up to 64-QAM. Taken from [?].

The modulation is then dependent on the size of the QAM constellation. Given a bit string b,
each log (|Ω|) -long strings of b are represented by constellation symbols according to a Grey
coded mapping table. The example below illustrated this for a 16-QAM constellation:

Example 1 (16-QAM). Suppose the bit string is: b = [01101001110100001010]. In 16-QAM,
this is broken up into log 16 = 4 bit-long strings:

b 7→ [0110, 1001, 1101, 0000, 1010]

and each represented by a constellation symbol according to Figure 2.3, as follows:

[0110, 1001, 1101, 0000, 1010] 7→ [−1 + 3i, 3− i, 1− i,−3− 3i, 3 + 3i] =: cT .

Figure 2.3 is indeed Gray coded as each bit string is only 1 Hamming distance away from its
neighbours. For square QAM constellations, one could find the mapping by starting at the, say,
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lower left corner with [00...0] and start walking upwards across the grid in a right-turning spiral;
changing one bit at a time.

Figure 2.3: Maybe not needed

In real-life operations, the input bit string(s) b are post-encryption and can be considered to be
random. Thus c contains randomly picked cj ’s, meaning it suffices to model c as random vector
of constellation symbols.

The larger the constellation, the more bits per symbol and therefore the higher the information
throughput. However, larger QAM constellations are more susceptible to higher bit-error rates
than smaller QAM constellations, if they are compared at the same mean signal energy. This
is why higher QAM constellations are usually used in tandem with higher SNR (signal to noise
ratio) schemes [9].

2.1.2 Transmitting Information: PAPR & EVM Problems

Sending the messages c to users is a central aspect of this thesis. This section briefly outlines
the basic steps a base station follows to transmit messages to the users.

In massive MIMO system, there can be up to K data streams containing messages with each
message vector having length N , that is ci ∈ CN . For brevity, we stack all message vectors in an
augmented vector c = [cT1 , . . . , c

T
N ] ∈ CNK . Before transmitting, the message enters a precoder,

which is a matrix P ∈ CNM×NK . The precoder generates a ’precoded vector’ x ∈ CNM , simply
by multiplying:

x = Pc. (2.2)

The function of the precoder is to create the ’best’ possible x, as will become apparent later.
For those familiar with telecommunications, it is worth noting that beam-forming falls under the
umbrella of precoding. The precoder vector is then transformed into a time-domain vector y via
Inverse Discrete Fourier Transform (IDFT):

y = F†x, (2.3)

where † indicates the complex transpose and F ∈ CNM×NM is the block diagonal matrix, F =
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blckdiag{F1, . . . , FM} of M DFT matrices Fm ∈ CN×N of the following convention:

Fkl =
1√
N

(
e−

2πi
N

)kl
, (2.4)

ensuring that it is unitary. Intuitively, F† contains the IDFTs for each antenna stream - for each
xi, i = 1, . . . ,M , separately. Next, y is amplified in the HPAs where issues may arise if the
PAPR of y is too high. As the name indicates, PAPR, is the ratio of the maximal power to the
average power of the time-domain vector:

PAPR(x) =
∥y∥2∞
∥y∥22

=
∥F†x∥2∞
∥x∥22

, (2.5)

due to Parseval’s theorem. Whenever PAPR > ath, for some threshold ath specific to the HPAs,
the signal contains much higher peak(s) than its average, meaning the signal’s power range goes
beyond that of the HPAs. At this point, the HPAs work in their non-linear range, introducing
in- and out-of-band distortions to the amplified signal and thus reducing the quality of the
transmitted signal. A possible solution to this high requires a larger power back-off for the HPAs
which translates to consuming more energy and thus increasing the operational costs [3, 9].
High PAPR can therefore deteriorate the system’s performance in terms of EVM, or increase
energy consumption, but it may also decrease the SNR of analog-to-digital or digital-to-analog
converters [3, 9]. Signals with high PAPR occur with an average probability of approximately
10−4, becoming a larger issue for increasing traffic or larger telecommunication systems [3].
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Figure 2.4: A circuit diagram showing the general steps within a base station. The time-domain signal y is amplified in
power amplifiers (PA) and transmitted to K users (UE) via a wireless channel H

After passing through the HPAs, y travels through a wireless channel H before reaching the
users. The wireless channel is a block diagonal matrix H = blckdiag{H1, . . . ,HN}, where each
block is a matrix Hn ∈ CK×M that models the response of the environment. The signal y is
convolved with the channel so the users actually receive

y′ = H ∗ y,

where ∗ denotes the convolution. As convolution in the time domain is multiplication in the
frequency domain, the users equivalently receive: x′ = Hx, in the frequency domain. Figure 2.4
read from left to right, depicts the steps mentioned.

Since the users receive Hx, they must run some type of decoding algorithm to obtain the original
message c. However, that may be computationally expensive, slowing down the communication
process. For this reason, the base station estimates the channel first. The base station and the
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users exchange a set of known pilot signals, from which the base station is able to approximately
determine the channel H. Knowing H, it is then possible to adjust the precoder to account for
the channel response. This means picking the precoder something along the lines of P ≈ H−1.
For example, one of the industry standards is the so called Zero-Forcing, where we set P =
H†(HH†)−1, thereby theoretically accounting for the effects of the channel [3, 9]. Irrespective
of the specific details, the goal is to design P such that the users receive:

x′ = Hx = HPc ≈ c (2.6)

Optimally, one would wantHx to be equal to c, but it is sufficient to get ’close enough’, quantified
by the EVM constraint:

∥Hx− c∥22 ≤ ϵ, (2.7)

where ∥.∥2 denotes the l2-norm and ϵ is some acceptable level of EVM. Of course, distortions
to the signal due to high PAPR may also contribute to larger EVM, so minimising PAPR could
also improve EVM. While it is sufficient to consider the EVM constraint as in (2.7), the industry
requirements for EVM are stated as the percentage:

∥Hx− c∥2
∥c∥2

× 100. (2.8)

The EVM are then set per QAM constellation size. Table 2.1 below lists the 3GPP EVM
requirements for commonly used modulations:

Modulation EVM Requirement (%)
QPSK (2 QAM) 17.5

16 QAM 12.5
64 QAM 8
256 QAM 3.5
1024 QAM 2.5

Table 2.1: 3GPP EVM requirements for a few modulation schemes.[3]

Interested in minimising the PAPR while adhering to the EVM requirements, it follows to con-
sider a constrained optimisation problem. Taking (2.5) as the objective function and (2.7) as a
constraint, the optimisation problem that we are interested in solving is the following:

x̂ = argmin
x

PAPR(x) s.t. ∥Hx− c∥22 ≤ ϵ. (2.9)

There are a few assumptions on the above, that we consider. Firstly, we neglect (2.2), in the sense
that x is the optimisation variable, rather than P . We then assume that the optimal precoded
vector x̂ can always be obtained from the given c by (2.2). Secondly, we assume full knowledge
of the channel state, i.e. H is known. Specifically, we model Hn as a flat-fading channel, where
its entries are randomly taken from the Rayleigh distribution:

f(v;σ) =
v

σ2
e−v2/2σ2

, (2.10)

with σ being a scale parameter.
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2.2 Quantum Mechanics & Algorithms

Quantum mechanics is a fundamental theory of nature, describing the evolution of systems that
are usually on the scale of atoms or subatomic particles1. In full generality, and similarly to
other physical theories, quantum mechanics is concerned with the evolution of states of a certain
system. These states, denoted by n dimensional complex vectors |ψ⟩ ∈ Cn, represent various
physical quantities, such as spin of an electron or its energy, for example. Unlike in most classical
theories, the states of a quantum system provide the probability distribution for the outcomes
of each possible measurement made on the system. This section outlines the basic notions of
the theory by going through its postulates and introducing the relevant notation. The later
subsections concerning quantum annealing then apply these basic notions.

To set some nomenclature, the vector |ψ⟩ is called a ’ket’ and its dual, ⟨ψ|, is called a ’bra’. A
bra is essentially a complex transpose of a ket, so an inner product between a bra and a ket can
be written as: ⟨ψ1|ψ2⟩. Equipped with an inner product, the space of such kets is the vector
space called the Hilbert space, Hn. In quantum mechanics, the Hilbert space is the state space
of a given physical system, as outlined by the first postulate of quantum mechanics:

Postulate 1. The state space of a closed (i.e. isolated from the environment) physical
system is the Hilbert space. The system is described by its state vector - a unit vector
in the system’s state space.

As the name implies, a vector |ψ⟩, is a state vector if it is normalised to have unit length. The
simplest example of a state vector is in a two dimensional state space, where |ψ⟩ ∈ H2. In this
case, an arbitrary state can be written as

|ψ⟩ = a |0⟩+ b |1⟩ , a, b ∈ C (2.11)

where {|0⟩ , |1⟩} is some basis of the state space. In terms of the bra-ket notation, being a state
vector means:

⟨ψ|ψ⟩ = 1 ⇐⇒ |a|2 + |b|2 = 1, (2.12)

which can similarly be generalised to higher dimensional Hilbert spaces. Hilbert spaces can be
infinite dimensional, however, in the realm of quantum computing and quantum devices, they
are usually finite. A state vector is also known as a pure state. A probabilistic mixture of pure
states is again a plausible state called mixed state, where a single mixed state may be obtained
from several different distributions of pure states. Given a state vector, one might then wonder
how it evolves over time. This is given by the second postulate of quantum mechanics:

Postulate 2. The time evolution of the state of a closed quantum system is described
by the Schrödinger equation (from now on we take ℏ = 1):

i
∂

∂t
|ψ(t)⟩ = H |ψ(t)⟩ , (2.13)

where H is the Hamiltonian (Hermitian) operator corresponding to the given system.

1Even larger systems can, of course, be described with quantum mechanics, but as their scale increases, the
quantum effects within larger systems quickly become negligible and their mechanics can be described with
classical theories. [10]
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Solving (2.13), one can obtain a clear relation between the initial state |ψ(t0)⟩ at time t0, to a
state at some later time t1,

|ψ(t1)⟩ = U(t0, t1) |ψ(t0)⟩ , (2.14)

where U is the so-called ’time-evolution’, unitary operator. Explicitly, the time-evolution oper-
ator can be found from the Hamiltonian via:

U(t0, t1) = e−iH(t1−t0). (2.15)

The fact that U is unitary is important, as unitary operators preserve inner products, and thus
|ψ(t1)⟩ is also orthonormal. Now, given an initial state and the Hamiltonian, one can obtain
the time-evolution operator and hence also the future state from the aforementioned postulates.
That is however not all there is to quantum mechanics. As briefly mentioned earlier, these states
contain information about the probabilities of a certain set of outcomes per measurement. The
third postulate describes what it means to measure a quantum system:

Postulate 3. Quantum measurements are the set {Mm} of measurement operators
acting on the state space of the system, where m indexes the possible outcomes. If
the quantum system is in state |ψ⟩ immediately before the measurement, then the
probability of outcome m is given by:

p(m) = ⟨ψ|M†
mMm |ψ⟩ , (2.16)

and the post-measurement state of the system immediately after the measurement is
given by:

1√
p(m)

Mm |ψ⟩ . (2.17)

These measurement operators need to satisfy the crucial completeness relation:∑
m

M†
mMm = I, (2.18)

which grants the usual normalisation of probabilities to sum up to one:∑
m

p(m) = 1. (2.19)

Coming back to the example in (2.11), there are only two possible measurements: Mm =
|m⟩ ⟨m| , m = 0, 1, which are not only Hermitian, but also projections i.e. M2

m = Mm. The
probability of outcome 0 is then:

p(0) = ⟨ψ|M0 |ψ⟩ = |a|2,

which highlights how the states carry information of the outcome probabilities. The next and
last postulate outlines how to treat composite systems. These are systems composed of several
subsystems.
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Postulate 4. The state space of a composite system is the tensor product of the
state spaces of the component physical systems. The state, |ψ⟩, of a composite system
with N subsystems, where each subsystem is described by a state |ψi⟩ is given by
their tensor product:

|ψ⟩ =
N⊗
i=1

|ψi⟩ . (2.20)

Quantum states of the form of (2.11) are also called qubits. A qubit is a state vector with
superposition of exactly two distinct basis states [11]. Similarly, there also exist multi-qubit
systems. For example, a two-qubit system may have the possible basis states: |00⟩ , |01⟩ , |10⟩ , |11⟩
wherein a state vector could for example be the famous EPR state:

|ψ⟩EPR =
1√
2
(|00⟩+ |11⟩) ≡ 1√

2
(|0⟩A ⊗ |0⟩B + |1⟩A ⊗ |1⟩B), (2.21)

where the second equality highlights the notational shortcut of the first equality and the fact
that the two qubits may belong to different subsystems, A and B. It may be interesting to note
that (2.21) could be thought of as a logical qubit if the system has only access to those two
states: |00⟩ =: |0⟩L and |11⟩ =: |1⟩L, and no measurement can be done on the separate subsys-
tems. More importantly, the EPR state is an example of an entangled state. This means that
measurement outcomes on each subsystem/register are correlated - measuring one determines
the other. Equivalently, one can quickly spot an entangled state if it cannot by written as a
product state, i.e. in a form akin to (.)1 ⊗ (.)2. Entanglement turns out to be a resource in
information processing, featuring in various quantum information protocols such as superdense
coding or quantum teleportation [11].

2.2.1 Complexity Classes

In fact, many quantum algorithms have been proposed, some of which are polynomial improve-
ments on classical algorithms, such as Groover’s search algorithm, and other of which have been
shown to have an exponential speed up, such as Shor’s factoring algorithm or Bernstein-Vazirani’s
algorithm, for example. Of course, many of these are difficult or impossible to run on the current
NISQ computers, but their existence is interesting in complexity theory.

Although quantum annealing is not a traditional quantum algorithm, in the sense that quantum
annealers are not universal quantum computers, they may still be candidates in solving certain
class(es) of problems more efficiently than others. Whether or not such classes exists, studying the
complexity breadth of quantum annealing might increase our overall understanding of complexity
classes and their relation to quantum mechanics. Understanding this relation more closely will
also impact the use of quantum annealing. One connection between QA and quantum algorithms
on quantum computers might lie in its relation QAOA. QAOA can be obtained from discretizing
(Trotter-Suzuki approximation) the annealing Hamiltonian to obtain sets of gates. Taking the
limit to infinity, one obtains the annealing Hamiltonian, meaning QAOA can be seen as an
effective approximation of quantum annealing.
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Figure 2.5: The proposed hierarchy of current complexity calsses, where BQP is known to lie somewhere between P and
PSAPCE. [11]

In complexity theory, one categorizes problems that are easily solved on classical computers into
P. Problems that have an easily checked solution but are very hard to solve belong into NP. As
a consequence, P is a subset of NP, but the converse is not known. The class of more interest
is called NP−Complete, which includes problems that are at least as hard as NP, but have the
feature that an algorithm that can solve them can be adjusted without high computational costs
to solve any other NP problem.

Quantum algorithms are a curiosity as, for example, the factoring problem is in NP, but not
NP−Complete. It is also known that no quantum-based approach that searches over all pos-
sible solutions (via large superpositions) can be efficiently implemented to NP problems more
efficiently [11]. This however does not rule out a possibility to exploit some structures of certain
NP problems in a way more native to quantum algorithms. The class of problems solved effi-
ciently via quantum algorithms is called BQP. They are known to contain P and be contained
within PSPACE - a broader class of all problems that can be solved on smaller devices but up
to in very long times. If one can prove that quantum algorithms are always more efficient than
classical computers, then it would follow that P ̸= PSPACE. This would in turn shed more
light on the placement of NP and P.

2.2.2 Quantum Annealing & The Ising Model

In this thesis, the PAPR and EVM problems are run on a quantum annealer (QA), in hopes of
finding a competitive solution to classical methods. The QA used in this thesis was the quantum
annealer from D-Wave, described in more detail in a later section. D-wave’s QA accepts problems
only in the form of an Ising model over a specific sparse graph. Hence, this section briefly describes
the annealing of the Ising model both in the classical as well as in the quantum domain. The
classical simulated annealing is used as a comparison with the quantum annealing, and as an aid
in parameter tuning later in the thesis.

12



2.2.2.1 Classical Ising Model & Simulated Annealing

The classical Ising model is a popular model in statistical mechanics, describing magnetic materi-
als. It represents magnetic dipole moment spins within the material with discrete spin variables
si ∈ {±1}, and assumes that the spins are arranged as vertices in some undirected graph G
[12, 13, 14]. The Ising model, written as a Hamiltonian of some given system:

HI(s) = −
∑

j∈V (G)

hjsj −
∑

(i,j)∈E(G)

Jijsisj , hj , Jij ∈ R (2.22)

consists of two terms. The first one accounts for an external magnetic field hj at the jth spin
site. The second one models an interaction, Jij , between the ith and jth site. There can only
be interaction between any two sites if they are adjacent, which is why the second sum is only
over the edges of the graph denoted by E(G), while the first sum is over the vertex set, V (G).
If hj > 0, then sj is more inclined to align in the positive direction, and if hj < 0, the converse
holds. If Jij > 0, the interaction between the two sites is ferromagnetic, while Jij < 0 describes
an antiferromagnetic interaction [12, 13]. The Ising model is of statistical nature, so any possible
spin configuration has a certain probability of occurring. Namely, this probability follows the
Boltzmann distribution:

Pβ(s) =
1

Zβ
e−βHI(s), β := T−1 ≥ 0, (2.23)

where β is the inverse temperature (here, kB = 1) and the normalisation, Zβ , is the partition
function, given by:

Zβ =
∑
sk

e−βHI(sk). (2.24)

The sum in the above runs across every possible spin configuration, indexed by k, which are
essentially the micro-states of the system. The number of configurations depends on the size of
V (G).

The Ising model can be quite versatile in terms of its applications. So much so, that the objective
function of certain types of optimisation problems can be encoded into the form of an Ising
Hamiltonian. These problems are often referred to as spin glasses and they are known to be
NP-Complete for classical computers [5, 6]. In fact, [5] (later amended by [6]) found the Ising
formulation of many NP problems, such as partitioning, cover and packing, or tree problems,
for example. This type of problems, expressed as spin glasses, typically have extremely large
and complex energy landscape. For that reason, usual gradient descent methods might be less
successful than probabilistic methods like annealing-based algorithms.

It is important to note that the probability (2.23) is indexed by the inverse temperature because
the distribution changes with temperature. As the temperature approaches 0, the Boltzmann
distribution become narrower and shifts closer to the lower energy states of the system [12, 13].
This dependence is exploited by most annealing-based algorithms. These algorithms are essen-
tially global search heuristic algorithms that traverse the search space with probabilistic ’jumps’
between the system’s possible configurations. A typical simulated annealing algorithm starts at
a very high temperature - where the Boltzmann distribution is very broad, and at some initial
state of the system. At each step, it considers a ’neighbouring’ state and probabilistically decides
whether to jump to it or not. The transition probability is drawn from the Boltsmann distribu-
tion and is a function of energies of the two states, being higher if the new neighbouring state
has lower energy. Since the temperature is large in the beginning, the algorithm should first tend
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toward coarser regions of the search space where the good solutions lie. As the temperature de-
creases, the algorithm becomes more sensitive to finer details of the energy landscape, eventually
finding the global (or the approximation of the global) minimum.

The pseudocode below outlines the basic constituents of a simulated annealing algorithm. This
was adapted from [15] and from listening to the talk [16]. It assumes that there exists a
monotonously decreasing function T (t) which can be sampled at some points.

Pseudo-algorithm of Simulated Annealing:

1. Initialize with s = s0
2. For k = 0 till kmax (set by user):

(a) Tk ← T (1− (k + 1)/kmax)
(b) Randomly pick a new state:

srand ← Neighbour(s)
(c) If Paccept(E(s), E(srand), Tk) ≥ rand(0, 1):

• s← srand
3. Return s

Furthermore, the Neighbour(s) and Paccept functions can vary from algorithm to algorithm so
they are left unspecified.

The jumps to and from neighbouring states allows the algorithm to escape local minima, but
convergence to the global minimum is related to the annealing schedule. The annealing schedule
is a monotonously decreasing function T (t) where t is time. According to [15], the probability
of reaching the global minimum approaches 1 as the annealing schedule is extended. Whether
the optimal anneal time is lower than the total search time of the space is however another
issue.

2.2.2.2 Quantum Ising Model & Annealing

Similar to classical annealing, Quantum Annealing (QA) works on the basis of adiabatic evolu-
tion. Unlike thermal annealing, which makes use of thermal fluctuations to escape local minima,
QA ideally enjoys quantum tunneling to do so. The quantum system that we consider is de-
scribed by a quantum equivalent of the Ising model. To obtain the quantum equivalent, we first
define the Pauli operators in their matrix representation:

σx =

[
0 1
1 0

]
, σy =

[
0 −i
i 0

]
, σz =

[
1 0
0 −1

]
and replace each vertex sj in (2.22) by a quantum spin operator σz

j , where j indicates that this

operator acts on the qubit on the jth vertex. In simpler terms, this means that

σz
j ≡ I0 ⊗ · · · ⊗ Ij−1 ⊗ σz

j ⊗ Ij+1︸ ︷︷ ︸
vertexj

⊗ · · · ⊗ IN , (2.25)
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where every Ik is a 2× 2 identity matrix. The σz
j operator is hence a diagonal matrix of size 2N

for any j. Similarly, the coupled terms may be expressed as:

σz
i σ

z
j ≡ I0 ⊗ · · · ⊗ Ii−1 ⊗ σz

i ⊗ Ii+1 ⊗ · · · ⊗ Ij−1 ⊗ σz
j ⊗ Ij+1︸ ︷︷ ︸

vertices(i,j)

⊗ · · · ⊗ IN . (2.26)

The quantum analog of the Ising Hamiltonian is then:

HQ
I = −

∑
j∈V (G)

hjσ
z
j −

∑
(i,j)∈E(G)

Jijσ
z
i σ

z
j , (2.27)

where we omitted all of the tensor products, for compactness in notation. As all σz
j s are diagonal,

every term in HQ
I is also diagonal and so HQ

I is a diagonal matrix. This in turn means that its
eigenvalues correspond to the eigenvalues of the diagonal entries, i.e. those of σz matrices. All of
the eigenvalues of HQ

I are therefore the 2N possible configurations for the classical Ising model;
s ∈ {−1,+1}N . The quantum analogue of the Ising model is hence very similar to the classical

case, and in fact, finding the minimal energy of HQ
I is equivalent to finding that of the classical

one [14].

To use systems like (2.27) for optimisation, one must again first represent the optimisation
problem in an Ising form - mapping the original problem onto a cost Hamiltonian Hcost whose
ground state would correspond to the optimal solution of the original problem. The underlying
idea of QA is to evolve an initial Hamiltonian into Hcost, such that the system stays in the ground
states throughout the evolution [10, 7]. The final state should correspond to the solution to the
given problem. The initial Hamiltonian, Hmix, defines the ground state of the overall system H
at the beginning of the anneal. Hmix is generally picked to be some easily prepare-able state,
but may be chosen at will. Here, we consider a simple transverse (to the z-axis) magnetic field
governed by:

Hmix = −
∑

j∈V (G)

hjσ
x
j . (2.28)

The idea of adiabatic evolution is to slowly introduce Hcost while suppressing Hmix, until the
contribution of Hmix is negligible compared to that of Hcost. To achieve this one constructs a
system of the form:

H = A(t′)Hmix +B(t′)Hcost, t′ :=
t

T
∈ [0, 1], (2.29)

where A(t′) and B(t′) are monotonously decreasing and increasing functions, respectively. They
define the annealing schedule, to which the success of the anneal is highly sensitive. They should
be such that at the beginning of the anneal, A(0) >> B(0), and at the end, A(1) << B(1).
Furthermore, to achieve adiabatic evolution, the anneal time T should be T ∼ O

(
g−2
min

)
, where

gmin is the energy gap between the ground- and first- excited state of H [10, 7]. Figure 2.6 below,
shows an example of the anneal schedule as well as a schematic of possible energy eigenstates of
H.
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Figure 2.6: Left: a typical annealing schedule for the D-Wave annealer. Right: A graphical representation of possible

states of H throughout the anneal. If T ∼ O
(
g−2
min

)
, it is highly likely that H ends up at the ground state by the end

of the anneal. [7]

At the end of a successful anneal, the system settles in a classical spin configuration ŝ, corre-
sponding to a low energy state of Hcost and thus also the solution to the original problem. The
success of the anneal is however limited by many factors. A real QA may for instance suffer
from thermal fluctuations and decoherence effects, that could interfere with the evolution of H.
Systems with smaller gmin are in particular more prone to unwanted transitions from the ground
state due to thermal fluctuations [17, 7]. On the other hand, the transverse field Ising model
(2.27) is not degenerate. The following subsection goes over the specifications of the D-Wave
Systems QA.

2.2.3 D-Wave’s Quantum Annealer

D-Wave Systems Inc. offers access to the largest commercially available QA chip. Their annealer
accepts problems in an Ising form. In particular, the processing unit runs the anneal on a system
identical to (2.29):

H = −A(t′)
∑

j∈V (G)

σx
j −B(t′)

 ∑
j∈V (G)

hjσ
z
j +

∑
(j,k)∈E(G)

Jjkσ
z
jσ

z
k

 . (2.30)

Both hj and Jjk have the same physical meaning as in (2.22), but from now on we shall refer
to them as ’bias’ and ’coupling’, respectively. On D-Wave’s QPU, hj ∈ [−4, 4] biases the jth

qubit and Jjk ∈ [−1, 1] couples jth and kth qubits together. The biases are enforced by applying
external, transversal magnetic fields to each qubit (i.e. a superconducting current loop) [7].
Applying a bias results in tilting the probability distribution of each qubit, as shown in Figure
2.7. On their own, the biases are however not very useful; it is only in conjunction with the
couplers that problems can be encoded on the D-Wave annealer.

16



Figure 2.7: A representation of the effect of a bias on the probability distribution of the states of a qubit. (a): A qubit
at an equal superposition before a measurement. (b): The probability distribution of a qubit in an equal superposition.
(c): Applying a bias, the |0⟩ state is suppressed and the |1⟩ state is favoured.[7]

A coupling Jjk enforces a correlation between the states of the jth and kth qubit. For instance,
a large positive coupling will favour the two qubits to end up at the same state, while a large
negative coupling will favour different states. Figure 2.8 shows an example of a possible energy
landscape of a two qubit system with a positive coupling. Coupling qubits together is equivalent
to creating and entangled state between them. Specifying the biases and couplings constitutes
programming a quantum annealing chip.

Figure 2.8: An example of a possible energy landscape of a two qubit system, where the coupling is positive, and thus
same states are favoured. [7]

As before, in order to do so, one represents their problem in Hcost, which becomes the bracketed
term in (2.30). As the energy eigenstates of a quantum Ising model match the energies of
the classical Ising model, it is equivalent to encode the problem into the classical case, (2.22).
Moreover, by the linear change of variables: sj → 1 − 2qj , which corresponds to using the
operator 1

2 (1 − σ
z
j ), instead of σz

j , the same problem can be expressed in binary variables qj ∈
{0, 1}. Under this transformation, the cost Hamiltonian can be written as:

Hcost ≡ qTQq, (2.31)

where Q ∈ RN×N is an upper triangular matrix of coefficients. Because q2j = qj , it’s diagonal
contains the linear biases, while off-diagonal elements correspond to the coupling terms. Problems
in this (or Ising) form are called Quadratic Binary problems, as they contain at most quadratic
terms in terms of binary variables. The cost Hamiltonian (2.31) represents the objective function,
but does not involve any constraints the optimisation might have. For this reason, this form is
referred to as Quadratic Unconstrained Binary Optimisation (QUBO) problems. To account for
any constraints Cm, one adds them to the objective function O(q), obtaining the general form
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of QUBO problems:

min

(
O(q) +

∑
m

γmCm(q)

)
, γm ∈ R≥0 (2.32)

where every constraint Cm is scaled by a corresponding penalty γm. These penalties enforce each
constraint, so they need to be appropriately scaled. Similar treatment follows if the problem is
expressed in the Ising form, but in this thesis we work in the QUBO form.

Once the problem has been mapped to a QUBO, it needs to be mapped onto the physical qubits
of the QA. This mapping,

GQUBO → GQPU , (2.33)

should be such that the graph representing the QUBO on the physical layer, GQPU , is its graph
isomorphism; GQPU

∼= GQUBO. The problem graph, GQUBO, can be a complete graph Kn,
where n is the number of logical qubits. A complete graph is fully connected, whereas the graph
of the physical layer features lower connectivity. The procedure of mapping the QUBO onto the
physical layer is akin to finding a graph GQPU that contains a minor which can be mapped to
GQUBO. Most of the time, this involves representing a single logical qubit with several connected
physical qubits called a chain [7].

To be more specific, D-Wave currently has two QPU topologies available: Chimera and Pegasus.
Chimera is an older chip with roughly 2000 active physical qubits and 5500 couplers between
them. The Pegasus chip was released in 2021, with about 5000 active physical qubits and 35000
couplers [7]. The two graphs can be seen in Figure 2.9, below.

Figure 2.9: A graphical representation of the topologies of the two available QPUs. Both, Chimera (left) and Pegasus
(right), architectures are shown with only 4 unit cells where physical qubits are shown in green.

The Chimera graph is composed of unit cells which are K4,4 bipartite graphs. The qubits of a
unit cell are linked by external couplers to qubits of adjecent unit cells. Within the Chimera
graph, each qubit is connected to 6 other, but 4 out of those connections are within the unit cell.
The Pegasus graph features higher connectivity within as well as between adjacent unit cells.
The unit cells are more complicated, but contain 24 qubits and every qubit is connected to a
total of 15 other qubits [7].
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The act of mapping problem onto the graph GQPU that represents the QUBO is referred to as
minor embedding. As mentioned above, the sparse connectivity of the physical layer means that
not all graphs can be mapped directly. For example, the AND gate expressed here in terms of
the spin variables sj ∈ {±1}:

Hcost = J12s1s2 + J13s1s3 + J23s2s3 (2.34)

is equivalent to K3 graph, which cannot be directly mapped onto the Chimera graph. Hence, 2
physical qubits are needed to represent, say s3, by forming a chain of length 2, as depicted in
Figure 2.10, below.

Figure 2.10: Visualization of minor embedding of K3 graph onto the Chimera graph. On the right is the K3 problem
graph, representing the AND gate, for instance. On the right, two qubits are used in a chain of strength JF to represent
the K3 connectivity. [7]

Qubits in a chain need to be strongly positively correlated in order to replace a single spin
variable. The so-called chain-strength, JF is an adjustable, problem and embedding dependent
parameter, which usually needs to be set high enough to avoid chain breaks [7, 18]. The more
chains break throughout the anneal, the less reliable the annealing results become, as the problem
structure is not being represented correctly. For larger and/or more connected problems, the
minor embedding may involve several chains of varying lengths. In those cases, apart from the
chain strength, the chain length also becomes important [7]. Namely, [18, 19] found empirical
evidence of chain length uniformity being positively correlated with QA performance.

Problem-solving on D-Wave’s QA therefore involves several key steps. After expressing the
problem in QUBO or equivalent form, a minor embedding is found and the chain strengths can
be manually set. Then, the anneal can be initiated for a user set annealing time, which returns
a classical configuration of the physical qubit states. These are then un-embedded back and
substituted into the logical QUBO variables, which is the solution to the problem.
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2.3 Previous Work and Novelty

While this thesis largely builds upon the existing literature, it does attempt to offer a few
novel aspects as well. There has been extensive work done on handling PAPR and EVM in
telecommunication systems, in the classical domain. There are several well-known techniques to
handle PAPR, as described in [3, 9], and most could be roughly categorized into two main groups.
One group applies precoding-based solutions - whether this involves implementing channel codes,
reserving certain tones or randomizing the precoding vector to minimise the PAPR [3]. The other
group effectively changes the time-domain vector - for instance clipping and filtering or similar,
and tries to minimise the consequences. Of course, these methods can always be combined in
multitude of custom ways. Here, we consider [3] as the state of the art of PAPR minimisation
with the EVM constraint. Their work compares two heuristic algorithms: Alternating Direction
Method of Multipliers (ADMM) and Projected Gradient Descent Method (PGDM), for reducing
PAPR in 5G wireless systems and they are able to reduce the PAPR by about 4dB for several
modulation schemes [3].

There is also an increasing number of studies attempting to solve these or similar problems on
quantum devices. Namely, [20] considers the EVM problem on D-Wave’s QA, and [21, 22] both
tackle a similar problem, but on the decoding side. There have been several studies that aimed
to solve linear systems with floating point approximations on the QA, most prominent one being
[23]. The methods of floating point approximations in [23] and the separate handling of complex
values in [21] are adapted here to our problem.

The main novelty of this thesis is the implementation of the l∞-norm of a complex valued vector
on a QA, with floating point approximation. To the best of our knowledge this is the gap in
literature. There have been similar efforts by [24] and [25], which have focused on the QUBO
implementation of a ReLu-type function and the l1-norm, respectively. Both have done this for a
single, real-valued variable. Although the l∞-norm is dual to the l1-norm, their implementations
are different. Moreover, our implementation allows for several, complex-valued variables.

The secondary novelty is the development of a scheme that generates an implementable QUBO
of the PAPR minimisation with the EVM constraint, thus extending the study of [20], for ex-
ample.

The overarching aim of this thesis is therefore to find a scheme that allows for implementing
the overall optimisation problem n (2.9). The subsequent goal is to obtain a solution to the
optimisation problem on NISQ device - namely the D-Wave QA. The solution is to be compared
with classical optimisers and/or with solutions obtained by state of the art algorithms. Moreover,
we aim to assess the challenges that lie within the scheme and quantify the size of the problem
that is implementable on the current QA.
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Chapter 3

Problem Formulation

3.1 QUBO Formulation of the PAPR& EVMProblems

The overarching aim of this thesis is to obtain a solution to the optimisation problem, (2.9),
on a quantum device. In order to do so, this section outlines how the problem is reformulated
to a QUBO form, which is an acceptable form for D-Wave’s QA1. For clarity, we repeat the
optimisation problem of interest is:

minimise
∥F†x∥2∞
∥x∥22

s.t. ∥Hx− c∥22 ≤ ϵ, (3.1)

where c is a known message vector and H is the wireless channel state assumed to be known, as
well. The EVM constraint is there to assert that received messages at the UIs, Hx, is close to the
actual message c, where ϵ quantifies the closeness. To that end, we rewrite the EVM constraint
as:

Hx+ n
!
= c, (3.2)

where n is a noise vector such that ∥n∥22 ≤ ϵ. This should be effectively equivalent to the original
constraint. We start by reformulating the problem into the QUBO form by first stating it as
a quadratic unconstrained optimisation problem. This means we express the EVM constraint
as

(Hx+ n− c)
†
(Hx+ n− c) = ∥Hx+ n− c∥22 (3.3)

and add it to the objective function with a penalty scalar γ2 ∈ R:

minimise

(
∥F†x∥2∞
∥x∥22

+ γ2∥Hx+ n− c∥22
)
. (3.4)

The objective function itself is however not quadratic in x, so we reformulate it as the multi-
objective function, resulting in the minimisation problem:

minimise
(
∥F†x∥2∞ − ∥x∥22 + γ2∥Hx+ n− c∥22

)
. (3.5)

While this is in an unconstrained form, the l∞-norm is not quadratic in the precoded vector
x. On top of that, the optimisation is currently in terms of complex valued variables, but
needs to be represented by binary variables instead. We address these issues in the following
subsections.

1and from which QAOA circuits can be likewise extrapolated.
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3.1.1 Binary Approximation of The Precoded Vector

We begin by representing the complex valued variables with binary variables. These binary
variables are then directly thought of as logical qubits with which we construct the problem
Hamiltonian.

In order to represent the complex valued variables with binary variables, we model the real
and imaginary parts separately. Then, we follow the same prescription of approximating a real,
continuous variable on a certain interval as done in [23]2. Let the components of the precoded
vector be: xj = aj + ibj , and then approximate each real and imaginary part with Rx binary
variables as:

aj

/
bj = cj

Rx−1∑
r=0

2−rqr − dj ∈ [−dj , 2cj − dj), (3.6)

where cj , dj ∈ R define the domain in which aj , bj are approximated. The right side of the
domain, 2cj − dj , is not included because it is only reached at the limit of Rx → ∞, where

the sum,
∑Rx

r=1 2
−r converges to 1. Increasing Rx for a fixed domain will increase the decimal

accuracy of the approximation. Namely, in a domain [−dj , 2cj−dj) the smallest step is 2−Rx+1cj ,
which is therefore the decimal accuracy of the approximation. Equivalently, the decimal accuracy
is related to the interval length |I| = 2cj as

decimal acc. = 2−Rx |I|. (3.7)

The number of binary variables in the approximation is therefore exponentially related to the
decimal accuracy. For example, approximating a real-valued variable a ∈ [−2, 2) with 4 binary
variables:

a ≈ 2

3∑
r=0

2−rqr − 2,

is equivalent to a 0.25 decimal accuracy - a can only take values in steps of 0.25, but adding 2
more qubits, the accuracy is increased by a factor of 4. Now, the real and imaginary parts of
each element of x can be approximated in binary variables, but we must ensure that all algebraic
operations are consistent with the usual representation. For this reason, we define an augmented
precoded vector x̃ that has the real and imaginary parts of x stacked on top of each other as
so:

x̃ :=

[
Re(x)
Im(x)

]
. (3.8)

Hence each entry is a binary approximation of the form of (3.6). And likewise we define aug-
mented versions of a complex valued matrix A as [26]:

Ã :=

[
Re(A) − Im(A)
Im(A) Re(A)

]
. (3.9)

Using these augmented vectors and matrices, the IDFT and EVM can be equivalently expressed
as:

ỹ = F̃†x̃[
Re(y)
Im(y)

]
=

[
Re(F†) − Im(F†)
Im(F†) Re(F†)

] [
Re(x)
Im(x)

]
,

2an equivalent technique can be found in [21], for example.
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and

H̃x̃ = s̃[
Re(H) − Im(H)
Im(H) Re(H)

] [
Re(x)
Im(x)

]
=

[
Re(s)
Im(s)

]
.

Under these transformations, the problem (3.5) structure is preserved and representable in binary
variables. The remaining issues of expressing the l∞-norm in unconstrained form and the non-
quadratic terms that appear in l∞-norm still remain. The next subsection outlines our approach
to these issues.

3.1.2 PAPR as Linear Program

In order to minimise the PAPR, we need to minimise the l∞-norm (while simultaneously max-
imizing the l2-norm) which does not have a known QUBO form, to the best of our knowledge.
We are interested in the l∞-norm of the power of time-domain vector y. This means finding
|ym|2 such that |ym|2 ≥ |yn|2 ∀j ̸= m. We can translate this into a linear program by defining a
real variable µ ≥ 0 and running the following program:

minimise µ

s.t. |yn|2 ≤ µ, ∀n = 1, . . . , L :=MN (3.10)

This minimisation outputs µ which is the max-norm as long as the constraint is satisfied. In order
to minimise the whole PAPR, we simply substitute the above into the multi-objective function
in (3.5):

minimise µ− ∥x̃∥22
s.t. |yn|2 ≤ µ, ∀n = 1, . . . , L. (3.11)

As this is a constrained optimisation, we need to again convert the constraints into a quadratic
penalty and add them to the objective function. Each constraint is first rewritten as fol-
lows:

|yn|2 ≤ µ ⇐⇒ |yn|2 + kn = µ −→ (|yn|2 + kn − µ)2, (3.12)

where we introduced L real, slack variables kn ≥ 0 to rewrite the inequalities into equalities, and
subsequently expressed the equality constraints as quadratic penalties. These penalties are then
added to the multi-objective function, ending up with:

minimise

(
µ− ∥x∥22 + γ1

L∑
n=1

(|yn|2 + kn − µ)2
)
, (3.13)

where γ1 ∈ R is a penalty term enforcing the constraints. As L + 1 new, real-valued variables
have been introduced, we need that many more binary approximations. To approximate µ and
all kn, we follow (3.6), but rename Rx to Rµ and Rk, respectively. From now on we also label the
binary variables by x, µ or k, as well as the interval constants c and d. With that, we can safely
substitute the binary approximations to (3.13), but the issue of non-quadratic terms remains due
to the quadratic constrains. One can check that the l2-norm stays quadratic:

∥x∥22 = x†x =

L∑
n=1

|xn|2 =

L∑
n=1

(Re(xn)
2 + Im(xn)

2) ≡ ∥x̃∥22,
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where the square of each real (or equivalently of the imaginary) part is of the form:

x̃2j =

(
cxj

Rx−1∑
r=0

2−rqxr − dxj

)2

(3.14)

=

(
cxj

Rx−1∑
r=0

2−rqxr

)2

− 2cxj d
x
j

Rx−1∑
r=0

2−rqxr + (dxj )
2 (3.15)

= (cxj )
2

(
Rx−1∑
r=0

(
2−rqxr

)2
+ 2

∑
p>r

Rx−1∑
r=0

2−rqxr 2
−pqxp

)
− 2cxj d

x
j

Rx−1∑
r=0

2−rqxr + (dxj )
2 (3.16)

= (cxj )
2

(
Rx−1∑
r=0

2−2rqxr + 2
∑
p>r

Rx−1∑
r=0

2−r−pqxr q
x
p

)
− 2cxj d

x
j

Rx−1∑
r=0

2−rqxr + (dxj )
2 (3.17)

which is quadratic, hence the l2-norm remains quadratic in this binary approximation. In a
similar way, the EVM remains quadratic in the binary variables, because it remains quadratic in
x̃j ’s. The problem lies in the penalty terms. To quickly demonstrate this, let us look into |yn|2

in the binary approximation. We note that |yn|2 = Re(yn)
2 + Im(yn)

2 = ỹ2n + ỹ2n+L, and hence
we express it as:

|y|2n =

 2L∑
j=1

F̃†
nj x̃j

2

+

 2L∑
j=1

F̃†
(n+L)j x̃j

2

. (3.18)

The first term, for example, can be expanded: 2L∑
j=1

F̃†
nj x̃j

2

=

2L∑
j=1

(
F̃†

nj x̃j

)2
+ 2

∑
l>j

2L∑
j=1

F̃†
nj x̃jF̃

†
nlx̃l, (3.19)

which shows that this term is already quadratic in the binary variables, because it is quadratic
in x̃k. Therefore, each penalty in the sum in (3.13) will yield at least cubic and at most quartic
binary terms. The appearance of higher order terms can be boiled down to the variables being
complex. If the variables were real, one could abandon the present formulation and model each
l1-norm of each variable just as done in [25]. That would nevertheless require 3 slack variables
per l1-norm.

3.1.2.1 Quadratisation of Higher Order Terms

As higher order terms are not supported on the QA, we need to decompose each such term into
several quadratic terms, which we call quadratisation. There exists many different schemes for
reducing higher order terms (such as [27, 28]), but we follow a well known method described also
in [29]. Given a cubic term:

qkqlqm

the idea is to replace a pair, say qkql, by a single binary, zkl which abides the appropriate truth
table, as shown in the table below3.

3This is equivalent to a logical AND gate.
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qj qk zjk

0 0 0
0 1 0
1 0 0
1 1 1

To do this, we introduce zkl and add the following penalty which reinforces the above truth table
to our QUBO:

qkql =: zkl ⇐⇒ +P1(qkql − 2qkzkl − 2qlzkl + 3zkl). (3.20)

If P1 is high enough and the penalty is satisfied, the cubic term is successfully quadratised. For
quartic terms, we do this procedure twice. Of course for very high order terms, this method
becomes slow as it iterates over every single term many times.

The procedure is simple, yet difficult to do analytically, as it would require expanding (3.13) in
binary, identifying all higher order terms and methodologically replacing chosen pairs qkql by
new auxiliary variables zkl, throughout the entire expression. For that reason, we implemented
a Python function that does this, and later found PyQubo - a python library related to D-Wave
systems that features a quadratisation algorithm that reaches the same quadratic forms but is
more efficient in time. These quadratisation algorithms are iterative in nature:

Pseudo-algorithm for Quadratisation:

1. Initialize with the problem expression

expr = expr(M,K,N,Rx, Rµ, Rk, c,d)

2. Expand expr into individual terms ti.
3. For ti in expr do:

(a) While Order(ti) > 2:
i. Replace:

qkql 7→ zkl + Pi(qkql − 2qkzkl − 2qlzkl + 3zkl)

in entire expr.
4. Return expr

After the quadratisation procedure, the problem is in QUBO form, which we denote by O.
Note that now O = O(q, z; γ1, γ2,P), where the binary variables q = [qµ,qx,qk]

T describe
the approximations of the complex or real-valued variables and z is a vector of the auxiliary
quadratisation binary variables. The optimisation parameters are γ1,2 and the quadratisation
penalties P. O can be roughly stated as:

O =

µ− ∥x̃∥22 + γ1

Cmax +
∑

(kl)∈Aux

(zkl + PklCquad(qkl, zkl))

+ γ2∥H̃x̃+ ñ− c̃∥22


(3.21)
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where all terms are understood to be in binary approximation, but were left in the standard
notation for brevity. They are functions of q and/or z, according to the quadratisation pro-
cedure. The constraint Cquad refers to the quadratisation penalty in (3.20), for each auxiliary
zkl introduced. Likewise, the constraint Cmax refers to the l∞-norm constraints but after the
quadratisation procedure:

L∑
n=1

(|ỹn|2 + |ỹn+L|2 + kn − µ)2
quadratisation−→ Cmax (3.22)

In this form, the problem can be represented in a QUBO matrix which contains all the linear
and quadratic coefficients. Its number of rows (or columns) is the number of binary variables
which is the size of the problem. The size of the problem is set by both, the MIMO specifications
M,N,K as well we the number of binary variables used to approximate each real-valued variable.
For instance, the precoded vector x has L =MN complex-valued elements, which translates to
2L real-valued elements in x̃. On top of this, there are L+ 1 more real-valued variables, µ and
k. In full generality, the pre-quadratisation problem has

L(2Rx +Rk) +Rµ (3.23)

binary variables. The quadratisation overhead can be computed for a given L and Rx,µ,k. For
example, taking M = K = 2, defining a 2×2 MIMO system, we can set N or Rx,µ,k and run the
quadratisation, varying Rx,µ,k or N respectively. Figure 3.1 below shows the number of binary
variables after quadratisation for varying N and Rx,µ,k.

Figure 3.1: Left: number of logical binaries (before and after quadratisation) for varying resolution R but fixed N = 1.
Right: Likewise counting for fixed R = 2 but varying N .

The graph on the left counts the total number of logical binaries for varying R = Rx = Rµ = Rk

before and after quadratisation but for a fixed N = 1. The graph on the right does the same but
for fixed R = 2 and varying N . The right graph shows less points as the quadratisation procedure
becomes increasingly time intensive for larger N , more so than for larger R. Although R = 2 is an
impractical resolution, the right graph still gives us the approximate relationship between total
number of binaries pre- and post- quadratisation. This relationship is approximately quadratic
defined by 7/32d21 − 15/8, where d1 is the number of binaries before quadratisation and is a
linear function of both R and N , because: d1(N,R) = R(3MN +1). The total number of binary
variables after quadratisation for higher resolutions at higher N can therefore be extrapolated
from that. For example, looking at N = 6 and scaling for better resolutions, Table 3.1 shows an
approximate number of the total logical variables after the quadratisation.
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R 4 6 8 12
d1(N = 6, R) 148 222 296 444
d2(d1) ≈ 4790 10779 19165 43122

Table 3.1: The approximate number of total logical binary variables scaled up for higher resolutions.

Of course this is only the logical size of the problem, not accounting for the costs of minor
embedding. As the post-quadratisation problem is closer to a complete rather than sparse graph,
the minor embedding is expected to require a lot of and/or long chains. That will place the limit
on the size of the problem that one can attempt to solve on the current QA. It should be noted
that this quadratisation procedure is not the only possible procedure. There might exist mire
effective techniques or more efficient implementations of the one used currently.
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Chapter 4

Experimental Design & Results

This chapter outlines the methods used in- and results obtained from- the problem optimisation
on D-Wave’s QA. Using the QUBO obtained in the previous chapter, this chapter focuses on
implementing it on the QA. This involves several steps, such as minor embedding, parameter
tuning, and comparison with classical and/or state of the art solutions. The sections address
these steps in that order, reflecting the practical sequence of experiments/concerns in running
problems on the QA.

4.1 Minor Embedding

In most cases, a QUBO cannot be directly implemented on the QA due to the limited connec-
tivity of the annealing chip. Consequently, the QUBO needs to be mapped onto the physical
architecture which was described in an earlier section. Finding an embedding is not only an NP-
hard problem, but also another limiter to the size of problem implementable on the QA. Here,
we use a heuristic embedding algorithm provided by D-Wave, as finding an optimal embedding
manually is beyond the scope of this thesis.

To illustrate the minor embedding, we consider the l2-norm first, as it has a simple graph
representation. In binary approximation, the l2-norm of x is the sum over (3.14):

∑
j

(
cxj

Rx−1∑
r=0

2−rqxr − dxj

)2

.

Because the individual terms in this sum do not share any binary variables, they are uncoupled,
which means each term is a graph disconnected from other terms. Suppose we model a vector of
2 elements each of which has their real and imaginary parts approximated by 4 binary variables.
representing the corresponding QUBO in a graph, we end up with 4 disconnected graphs as in
Figure 4.1 below.
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Figure 4.1: Left: Graph of the QUBO of l2-norm of x ∈ C2 where each variable is modelled with 4 binary variables.
Right: The corresponding QUBO embedded on the Pegasus graph.

Here, each term is actually K4. The Pegasus topology has a high enough connectivity to be able
to embed K4 graphs directly. As seen on the right graph of Figure 4.1, each K4 in the QUBO
graph is mapped to exactly 4 connected nodes. For example, (0, 1, 2, 3) on the QUBO graph are
mapped to (18, 19, 44, 45) on the Pegasus graph. To embed the l2-norm of x ∈ C2, approximated
with total of 16 binary variables, a 2 × 2 Pegasus graph was sufficient. This will not be true
for larger complete graphs or for more complex graph in general. In our problem, the l∞-norm
introduces the most complexity. Modelling again x ∈ C2 in the same manner, the graphs in
Figure 4.2 below show the QUBO as well as the Pegasus representations of its l∞-norm.

Figure 4.2: Left: Graph of the QUBO of l∞-norm of x ∈ C2 where each variable is modelled with 4 binary variables.
Right: The corresponding QUBO embedded on a 6 × 6 Pegasus graph.

The QUBO graphs (left) already features higher connectivity and more binary variables. It was
possible to embed this on a 5× 5 Pegasus unit cells, but the graph above shows the embedding
on a 6× 6 Pegasus, for clarity.

All the embeddings are found using the native, heuristic algorithm from D-Wave. Although it
may return slightly different embeddings every time it is run, we can still roughly count the
embedding costs for the same case of 2× 2 MIMO as in the previous chapter and update Figure
3.1. The total overheads can be seen in Figure 4.3 below.
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Figure 4.3: The green points are the number of physical qubits after embedding the 2×2 MIMO problem with N = 1, for
varying resolutions R. The black dashed line shows the approximate number of available qubits on the Pegasus graph.

Increasing the resolution has a larger impact on the embedding overhead than on the quadrati-
sation. This is most likely due to the limited connectivity of Pegasus graphs, which forces more
and or longer chains of physical qubits to represent single logical qubit. From this counting, we
infer that a 2 × 2 MIMO with N = 1 can be safely optimised with at most R = 9. This offers
a relatively high decimal accuracy as long as the intervals for our variables are not too large,
referring to (3.7).

With this counting, we can attempt to implement correctly sized problems on the QA. Before
that, we look into the model parameters, which play crucial role in successful implementa-
tions.

4.2 Quadratisation Penalty

The first parameter that we consider are the strengths of the quadratisation constraints. As
discussed in the previous chapter, the quadratisation occurs due to the l∞-norm LP constraints.
The number of added penalties is not known prior to the quadratisation but it can be estimated
from previous quadratisation runs, such as Figure 3.1. Their count increasing with the problem
size, it becomes increasingly difficult to optimise for each quadratisation penalty individually. To
shrink the parameter space, we set all the penalties Pi to be the same, meaning every quadratised
term is penalised equally. We justify this by reasoning that if a term respects the quadratisation
at P , then it will also respect it at P ′ > P .

In order to measure the success of the quadratisation, we keep score if the quadratisation was
respected at each auxiliary:

Skl =

{
1, zkl = qkql

0, zkl ̸= qkql
, (4.1)

and use it to define the quadratisation error as

quad. error =
#(S = 0)

#S
, (4.2)

which means: the number of auxiliaries for which quadratisation was not respected divided by
the number of auxiliary variables (total number of quadratisation instances). The quadratisation
should be completely respected as even a small error could change the structure of the problem in
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an unpredictable manner. To test the quadratisation performance, we consider the unconstrained
l∞-norm LP:

minimise

(
µ+ γ1

L∑
n=1

(|un|2 + kn − µ)2
)
, (4.3)

for a random complex vector u. It is modeled such that un ∈ [−2 + ϵn, 2 + ϵn) where ϵn ∈
[−0.5, 0.5] is chosen at random in that interval. Approximating every real and imaginary part of
each element of u with 8 binary variables, we set γ1 = 1, compile the QUBO of (4.3) and run it
on the SA. The resolution, R = 8, was take simply because it gives a ’good enough’ resolution
for limited applications, and was not too large so as to push the run-times to be impractically
long.

Figure 4.4: The mean and mode quadratisation error for increasing quadratisation penalties. Each mean or mode is
computed from 100 SA per penalty.

Initially, we set P = 1, and then increase it until P = 30. For every value of P , there are 100
anneals and for each anneal we can compute the quad. error of the lowest energy configuration.
Some anneals feature lower errors at the same P , which might be due to the probabilistic nature
of the SA. It is therefore important that the errors decrease in both value and frequency which
why we look at the mean and mode. From the graph 4.4, the mean and mode error both reach
0 at about P = 20, marking the safe value of P .

It is important to note that changing the interval in which un is modelled or resolution (i.e. any
of Rx,µ,k) might affect the safe value of P . The safe value found here offers a good indicator, but
the quadratisation needs to be re-checked for every new problem instance.

The quadratisation occurs only in the l∞-norm formulation. As that features an important part
in the optimisation problem of this thesis, we would like to test whether our formulation does
work.

4.3 l∞-Norm Performance

The simplest validity test of our formulation of the l∞-norm is choose a complex-valued vector
and attempt to find its maximum. For this exercise, we pick a vector u ∈ C8, with an obvious
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maximum, such that

um = 2 + 2i, and uj = 1 + i ∀j ̸= m. (4.4)

This means that we expect to find ∥u∥2∞ = 8. Although the maximum is known, we model
µ ∈ [6, 10) and use again R = 8. The slack variables are all modelled in the same interval,
kn ∈ [0, 10), the quadratisation penalty strength was set to P = 20, where it was respected, and
the constraint penalty γ1 = 50 appeared to give the best performance. This is then converted
to QUBO via (4.3) and fed into the SA and QA. The QA was setup to run 10µs per anneal
and the chain strength was left for the D-Wave software to decide. As u is known, there is no
quadratisation necessary because (4.3) remains quadratic. As both SA and QA are probabilistic
optimisers, we consider 20 instances of 100 anneals, where m is different (at random) for every
instance. Furthermore, we only consider the lowest energy samples from each instance, as that
should correspond to the optimal solution. The bar graph in Figure 4.5 below shows the errors∣∣∣|um|2 − µ∣∣∣/|um|2 per instance, denoted by Run #, for both the SA and QA. That is, after the

lowest energy samples have been un-embedded and mapped from binary to real, and subsequently
complex values.

Figure 4.5

Again, due to the probabilistic nature of these optimisers, the average or mode performance might
be an important metric. In terms of average and individual run performances, we can see that
the QA is competitive with the classical SA. In individual runs, the SA sometimes outperforms
the QA and vice versa, and their averages are very close. Moreover, SA seems to feature smaller
standard deviation. However, QA features samples which have lower errors. While we can see
that the QA performs slightly better, the sample size might be too small to fully compare the
two.

The second important aspect of the optimisation in this thesis is the EVM requirement, which
we asses in the following section.
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4.4 EVM Performance

To assess the EVM requirement, try to solve the linear system:

Hx = c (4.5)

and compare the resulting x vector with the classical solution. The channel matrix and the
message vector that we consider here are:

H =

[
i 1 + 2i

2 + i 1 + i

]
c =

[
3− 3i
−1 + 3i

]
, (4.6)

respectively. A classical solution to this small system is given by:

x∗ = [−0.529 + 3.118i, 0.235− 2.941i]T . (4.7)

We can quantify the error by looking at the normalised difference:

∥x∗ − x∥
∥x∗∥2

. (4.8)

Similarly to the l∞-norm tests, we consider 20 instances with 100 anneals, where each anneal is
set to be 20µs long. We then extract the results from the lowest energy samples and compare
them to the classical solution. The Figure 4.6 below shows a bar graph of the errors from SA
and QA samples.

Figure 4.6: EVM performance experiment with 20 instances with 100 anneals per instance, showing the errors of SA and
QA in solving the EVM requirement.

We can see that these results, similarly to the l∞-norm, are competitive with the classical SA.
Their average errors are rather close, but comparing the individual instances, one concludes
that SA has a larger standard deviation. This is unexpected because the EVM problem has a
less complex problem structure, in terms of number of qubits and their connectivity, than the
l∞-norm.
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4.5 2× 2 MIMO

Due to the limited size of the QA, we consider 2× 2 MIMO as a proof of concept. Here, we first
take N = 1, meaning there is only 1 sub-carrier frequency in the OFDM. While this does not
mimic a realistic scenarios where N should be at least 512, it does fit into the QA with enough
room for decent decimal accuracy and not impractically high computation times. It could serve
as a proof of concept for the overall type of problem.

In this section, we discuss a specific problem. Although picked at random, we take the message
and the channel state matrix to be:

c =

[
3 + i
3− 3i

]
, and H =

[
1 + i 1 + i
2 + 2i 2

]
(4.9)

respectively. Furthermore, the noise vector n is taken to be the zero vector here. This way, we
can quantify the EVM more clearly and simply consider only those solutions that satisfy the
3GPP EVM criteria in 2.1. In this setting, the IDFT matrix is composed of only M = 2 blocks,
each of which is Fj ∈ C1×1. This means that

F† =

[
1 0
0 1

]
, (4.10)

so there is effectively no IDFT done on x and hence y = x. Realistic scenarios would have much
higher number of sub-carriers, where the IDFT would introduce high PAPR, unlike in this case,
where there is virtually no PAPR problem. If N = 1, the PAPR then takes the form:

∥F†x∥2∞
∥x∥22

=
∥x∥2∞
∥x∥22

=
|xm|2∑
i |xi|

2 =

1 +
∑
i̸=m

|xi|2

|xm|2

−1

≤ 1. (4.11)

In real-life OFDMMIMO systems, PAPR is larger than 1, implying again that this scenario is not
realistic but we believe it can still be instructional. Following the prescriptions of the previous
chapter, each matrix is transformed to consider the real and imaginary parts separately:

c̃ =


3
3
1
−3

 H̃ =


1 1 −1 −1
2 2 −2 0
1 1 1 1
2 0 2 2

 F̃† = I4 (4.12)

There are now 7 real variables that need to be approximated with binary variables, namely

x̃ = [x̃1, x̃2, x̃4, x̃4]
T , k = [k1, k2]

T , and µ. (4.13)

The EVM problem can again be solved via classical methods, which yields a x∗ vector:

x∗ = [−0.5 + 0.5i, 2.5− 1.5i]T . (4.14)

As this is the only possible solution, we can use it to set the domains for all of the variables.
We set x̃j ∈ [−2, 3) for all j, such that the correct solution is within the domain. We expect the
l∞-norm to yield 2.52 + 1.52 = 8.5, so we model µ ∈ [8, 10), and kn ∈ [0, 10). After setting up
these intervals, one can choose the resolution R and create the QUBO corresponding to the given
problem. However, there are the penalties γ1,2 which need to be set high enough, first.
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4.5.1 Penalty Optimisation

Although the performance of the l∞-norm and the EVM constraint were assessed separately, the
structure of the problem is changed once they are combined. The penalty γ1 associated with the
l∞-norm was found to be optimal at approximately γ1 ≈ 50, but the EVM trials did not require
us to tune γ2. The penalty γ2 is however required in the full problem in order to correctly scale
the two constraints.

We expect that the two penalties are co-depended and therefore we directly look for the optimal
pair. To find a good pair (γ1, γ2), we perform a simple gridsearch, looking for a pair that
minimises the PAPR while abiding the EVM constraint. The gridsearch is a simple algorithm
that evaluates a function at Ns grid points. For our purpose, we define the minimisation function
f as:

f : (γ1, γ2)
aneal7→ PAPR(x) + error(EVM(x)) (4.15)

where x is the precoded vector obtained from SA with the penalties (γ1, γ2), and the EVM error
is simply computed as per (2.8) but without the factor of 100. For the initial grid-search, we
take Rx,µ,k = 8, as that defines a desirable decimal accuracy and with reasonable run times. The
ranges of γ1,2 in which the grid-search operates were initially set to [0.5, 50], with Ns = 20. The
returned parameters were (γ1, γ2) = (0.516, 0.503), so another grid-search was run with tighter
ranges: [0.1, 5]. These two runs together with the PAPR and EVM corresponding to the found
pairs can be seen in Table 4.1 below.

(γ1, γ2) PAPR EVM [%]
(0.516, 0.503) 0.953 24.426
(0.103, 0.362) 0.964 6.248

Table 4.1: results from an initial grid-search for the penalties γ1,2

Since EVM requirement for a 16-QAM is 12%, we see that the first pair does not acceptable.
The second pair preforms better in terms of EVM, but the PAPR performance is difficult to
judge in this case where N = 1. PAPR should be close to 1 here. Having obtained a good pair of
γ1,2, we are interested in the 2×2 MIMO performance at different resolutions. One could expect
that the performance improves at higher resolutions. Before running the same grid-search, we
first re-assess the size of quadratisation penalties at different resolutions. The minimal required
quadratisation penalties for each resolution is stated in Table 4.2, below

Rx,µ,k 4 6 8 10 12
P 20 20 20 35 40

Table 4.2: Sufficient quadratisation penalties for different resolutions

We have previously used R = 8 at P = 20, which is also high enough penalty for the lower
resolutions. For higher resolutions, the penalty needed to be increased, although we cannot offer
an explanation for that. Respecting the table above, we run the grid-search for each resolution,
and once a pair of penalties has been found, we use run the SA experiment to obtain the respective
PAPR and EVM. The results are shown in Table 4.3 below.
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Rx,µ,k (γ1, γ2) PAPR EVM [%]
4 (0.09, 0.385) 0.944 19.372
6 (0.346, 0.366) 0.949 10.724
8 (0.103, 0.362) 0.964 6.248
10 (0.205, 0.205) 0.928 10.677
12 (0.361, 0.671) 0.966 22.270

Table 4.3: Grid search results for each resolution

Interestingly, the performance is improved only up to the R = 8 resolution, from where on it
worsens. While we cannot offer any explanation for this behaviour, we could speculate that the
finer resolutions result in finer energy landscapes which are more difficult to find minima in.
Nevertheless, we continue with R = 8. Taking the corresponding pair of penalties, we implement
the same QUBO on the QA. Here, we consider 1000 anneals every instance, and initially set
each anneal to take 5µs. Taking the optimal penalties from Table 4.2, we embed the same 2× 2
problem onto the Pegasus graph and run the anneal with chain strength JF = 35, set by the
D-Wave software. Figure 4.7 below shows the distribution of PAPR values and EVM errors of
each lowest energy configuration at the end of the annealing.

Figure 4.7: A histogram of PAPR values and EVM errors from 1000 anneals of the discussed 2× 2 MIMO problem, with
JF = 35 and 5µs per anneal.

From this distribution, the best performing resulting precoded vector in terms of its EVM gave
the following pair of PAPR:

PAPR EVM [%]
0.787 45.328

Table 4.4: The best pair of PAPR and EVM from Figure 4.7

Due to its high EVM, this is not an acceptable solution. Since the EVM errors in Figure 4.7
are generally very large, we now increase the chain strengths while keeping all other parameters
same. This should lower the chances of chain breaks and enforce the problem structure better
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throughout the anneal. Running the same problem with the same embedding and other spec-
ifications for increasing JF , we summarize the best pairs of PAPR and EVM (from the same
precoded vector of course) in the table below:

JF PAPR EVM [%]
35 0.787 45.328
100 0.843 31.227
200 0.958 23.483
400 0.879 12.332
800 0.943 7.218
1000 0.921 9.681

Table 4.5: PAPR and EVM with increasing chain strengths.

This shows us that at JF = 800, the QA is able to find the best performing precoded vector.
We show the histogram of PAPR values and EVM errors for this experiment in Figure 4.8. At
JF = 1000, the EVM performance declines, which could be due to scaling errors. Prior to the
anneal(s), the entire QUBO is scaled down to fit into the acceptable bias and coupling ranges. On
top of this, the decimal accuracy of the annealer only 5 decimal places, meaning values smaller
than that will be rounded to 0. It could be that to scale down JF = 1000, some smaller features
of the QUBO get ignored. We therefore continue with JF = 800, and try to investigate the
annealing time T .

Figure 4.8: A histogram of PAPR values and EVM errors from 1000 anneals of the discussed 2× 2 MIMO problem, with
JF = 800 and 5µs per anneal.

The above experiments all had anneals with T = 5µs. Now we try to mostly increase the
annealing time, while keeping JF = 800 and other parameters and settings the same. We show
the best pairs for varying times in the following table:
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T[µs] PAPR EVM [%]
2 0.957 10.871
5 0.943 7.218
10 0.898 8.897
20 0.826 11.428
100 0.930 12.031

Table 4.6: PAPR and EVM with increasing anneal times.

The best result is at the initial T = 5µs, but overall the EVM error or PAPR does not change
greatly with the annealing times. One would expect higher quality solutions at longer annealing
times because of the adiabatic theorem. Longer anneal times could however also feature more
frequent thermal fluctuations, or other forms of decoherence errors. From this limited empirical
evidence, we can conclude that the optimal annealing time is around 5µs, but this needs to be
checked for every new problem instance.

We therefore conclude that the current scheme’s performance in optimising the chosen 2 × 2
MIMO problem on the QA is the best at JF = 800 and T = 5µs, with quadratisation penalty of
P = 20.

Figure 4.9: A comparison of sampling times between the QA and SA in µs at different Rs of the 2×2 MIMO with N = 1
problem. Both annealers ran 1000 anneals for each R.

Although the quadratisation and minor-embedding steps are relatively time intensive on normal
computers, it is of interest to compare the sampling times of the QA and SA. This is because the
quadratisation and minor-embedding steps can either be sped up in the future and/or a more
powerful computer can be employed. While a more powerful computer would also run the SA
faster, Figure 4.9 shows the sampling times of QA and SA, where SA was run on local, ’normal’
computer. Here, each data point shows the time to perform 1000 anneals for the same, 2 × 2
MIMO with N = 1 problem at varying decimal accuracy defined by R. The SA sampling time is
shown in green circles, the QA sampling time blue triangles and orange tilted triangles represent
the QA programming time. The programming time depends on the problem submitted to the
QA and is inherently part of the overall QPU access time, but it is not contained in QA sampling
time. The SA sampling time not only starts at longer times than the QA sampling times, but
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also increases exponentially at a higher rate. This could indicate a possible quantum advantage
over SA, but more tests should be run to that end.
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Chapter 5

Discussion & Conclusion

In this thesis, we have developed a scheme to implement PAPR optimisation with EVM con-
straint on a QA, and attempted to solve a small version of said problem. This problem is
central to improving the performance of wireless radio systems and thus studying it may bring
advancements to the telecommunications industry.

In order to implement the optimisation problem onto the QA, one needs to reformulate it into
Ising or equivalently QUBO form, which is accepted by the current D-Wave QA. We have first
expressed the problem as unconstrained optimisation problem, which involved rewriting the l∞-
norm as an unconstrained LP. From there, we have transformed all vectors and matrices in our
problem such that the real and imaginary parts of every element can be treated separately. This
allowed us to then approximate each, now real-valued variables with R binary variables, in a spec-
ified domain. The binary approximation suffered from high order terms that are not accepted in
QUBO problems. These terms were quadratised using a known quadratisation technique, which
inadvertently increased the number of binary variables in our model. After the quadratisation
procedure, the QUBO model was mapped onto the physical qubits of the QA. Due to the limited
connectivity of the QA, this involved finding a minor embedding, which meant expressing several
binary variables with a chain of several physical qubits. The minor embedding introduced a final
limiter on the implementable size of the problem on the current QA, which allowed us to identify
what problems could be run.

We have run several experiments regarding the parameters of our model. First, we focused on
the quadratisation penalties, which although domain and problem depended, were found for
several resolutions of a 2×2 MIMO toy example. Assessing the quadratisation penalties allowed
us to test the performance of our l∞-norm implementation. By defining a known vector with
an obvious maximum, we have seen that the performance of the QA is competitive with the
SA, but it is likely that more experiments need to be performed in order to establish which
is better. Similarly, assessing the EVM performance showed that QA is able to compete with
SA on average, but individual runs tend to be more successful on the SA. Having tested them
separately, the next step was to combine them in the 2 × 2 MIMO setting. There, we first ran
an extensive grid-search, looking for the optimal pair of the constraint penalties γ1,2, for each
resolution. Given ranges for the penalties γ1,2, the grid-search divided them into 2Ns grid points
(Ns = 20 along each axis) at each of which the value of a set objective function was evaluated.
This objective function was the PAPR value and EVM error obtained from a SA, meaning SA
was run at every grid point. We found that (γ1, γ2) = (0.103, 0.364) at R = 8 gave the best overall
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performance. Following this, we used this set of penalties to run the same problem on the QA for
varying chain strengths at an anneal time of 5µs. The chain strength that gave the best results
was JF = 800, which was then probed at varying anneal times. The difference in performance
across varying anneal times was not as large as expected, with the best one being the initial
anneal time of 5µs. A comparison of the sampling times between the QA and SA for several
instances of the same 2 × 2 MIMO problem at different decimal accuracy R showed QA takes
less time to sample the same problem. While SA is slower and its sampling time increases faster
than on QA, it should be noted that the QA is a specialised hardware for quantum annealing
whereas SA is an algorithm run on a local computer. More detailed tests therefore need to be
run to determined a winner in this regard.

The conclusion of this thesis highlights the need for either larger quantum devices or more
economic (qubit saving) encoding/representation of problems on the current quantum devices.
The results obtained in this thesis imply that QA can be competitive with classical algorithms
such as SA, but only for problems of limited size and complexity. That is, however only in the
current formulations of the problem. We believe that the current devices are not yet ready to
work with binary approximations of many variables on large and complex problems with real-life
applications, such as in telecommunications. The current QA seems to be better suited for more
economic encoding of problems. However, we presented a novel formulation of the l∞-norm
that is implementable even on the current QA. It could be interesting to see its performance as
quantum devices get larger and more accurate.

5.1 Challenges & Future Considerations

Throughout this thesis, we have encountered several areas which posed greater challenges and
could be subjects of future study.

The first challenge is regarding the quadratisation procedure. The current procedure is increas-
ingly time-intensive for larger and/or more complex problems, making it impractical to perform
flexible tests with. It could be worthwhile to assess the current state of art quadratisation pro-
cedures and possible construct one’s own; tailored closer to the specific problem at hand. Even
the current procedure may have opportunities for speed ups, whether by parallelising or other
means. A better quadratisation procedure could not only speed up the process of creating the
QUBOs and thus reduce overall latency of the scheme, but possibly also lower the number of
auxiliary variables needed.

The second challenge is related to the overall overheads due to embedding and current con-
nectivity/size of the QA. For more complex problems, finding the minor embedding becomes
increasingly time or computationally intensive. This makes it impractical in real-life uses as a
quantum precoder, because the of low latency requirements. It might be beneficial to study a
custom, static embedding of the PAPR and EVM problems which could be scaled depending on
the exact size of the problem.

Another notable challenge is the problem parameters. Because all parameters had to be optimised
for each new problem instance, the current scheme would not fit in any low-latency system.
Therefore, studying the true interdependence between the parameters and the various aspects
of the problems (e.g. MIMO size, number of sub-carriers, binary resolution, domain sizes, etc.)
would offer a better insight into the current formulation of the problem as well as increase its
flexibility to different variations.
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