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A new, open source, parallel, stand-alone software package (Fortnet) has been developed, which 
implements Behler-Parrinello neural networks. It covers the entire workflow from feature generation to 
the evaluation of generated potentials, coupled with higher-level analysis such as the analytic calculation 
of atomic forces. The functionality of the software package is demonstrated by driving the training 
for the fitted correction functions of the density functional tight binding (DFTB) method, which are 
commonly used to compensate the inaccuracies resulting from the DFTB approximations to the Kohn-
Sham Hamiltonian. The usual two-body form of those correction functions limits the transferability of 
the parametrizations between very different structural environments. The recently introduced DFTB+ANN 
approach strives to lift these limitations by combining DFTB with a near-sighted artificial neural network 
(ANN). After investigating various approaches, we have found the combination of DFTB with an ANN 
acting on-top of some baseline correction functions (delta learning) the most accurate one. It allowed to 
introduce many-body corrections on top of two-body parametrizations, while excellent transferability to 
chemical environments with deviating energetics could be demonstrated.

Program summary
Program title: Fortnet
CPC Library link to program files: https://doi .org /10 .17632 /sjg3n9vr8p .1
Developer’s repository link: https://github .com /vanderhe /fortnet
Code Ocean capsule: https://codeocean .com /capsule /3992747
Licensing provisions: LGPL
Programming language: Fortran, Python
External routines/libraries: MPI, BLAS/LAPACK, HDF5, DFTB+
Supplementary material: See supplementary material for exemplary Human-friendly Structured Data 
(HSD) input listings, as well as the basic usage of the Fortformat Python layer for generating datasets 
and extracting results.
Nature of problem: Semi-empirical quantum mechanical methods like density functional tight binding 
(DFTB) rely on fitting empirical energy correction terms, often represented by two-body potentials, to 
ab initio references. Hereby empirical, beyond-pairwise contributions are inevitably incorporated and 
therefore inadequately covered by a purely two-body description.
Solution method: The new, open source, parallel, stand-alone software package Fortnet provides a 
powerful, yet accessible tool to construct many-body correction terms by resorting to high-dimensional 
neural networks of Behler-Parrinello type. Fortnet is characterized by its modern infrastructure, 
complementing the landscape of available implementations by a robust combination of Fortran and 
Python based code.
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Additional comments including restrictions and unusual features: Fortnet’s core is supplemented by two 
additional projects that are BSD 2-clause licensed, namely fortnet-python [2], a collection of Python 
based tools for generating compatible datasets and extracting results, and fortnet-ase [3], an interface 
to the Atomic Simulation Environment (ASE) [1]. Both projects are available via the Python Package 
Index (PyPI). The interaction of all components is explained in cookbook-like recipes (see: https://
fortnet .readthedocs .io /en /latest/), meant to guide new users, while learning about various basic and more 
advanced features by using comprehensible examples with physical reference.
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1. Introduction

Inspired by the brain of living creatures [1] and empowered 
through their universal function approximation capabilities [2], ar-
tificial neural networks (ANNs) provide an unbiased approach to a 
large variety of applications, were the exact mapping between in-
put and output remains unknown or computationally unfeasible. 
Due to their flexible topology, optimized w.r.t. a particular task, 
ANNs have already worked their way into a wide variety of fields 
ranging from image processing [3] and speech recognition [4–6] to 
the construction of high-dimensional potential-energy surfaces [7]. 
Neural networks have successfully expanded the field of artifi-
cial intelligence, while traditionally being prosperous in addressing 
intellectually demanding problems for humans defined by well-
known mathematical rules, to the domain of intuitive problems 
whose translation into a mathematical framework of instructions 
remains challenging [8].

Since its proposal by Hohenberg and Kohn, density functional 
theory (DFT) [9] went through an incredible success story, estab-
lishing itself as part of the standard repertoire for electronic struc-
ture calculations in the fields of chemistry, physics and materials 
science. However, its computationally demanding nature renders 
the method ill-suited for extended systems with large unit cells 
or long timescales of molecular dynamics (MD). Approximate de-
scendants of DFT, among others [10–13], density functional tight 
binding (DFTB) [14–17], strive to fill the gap between ab initio DFT 
and fully empirical force-fields, but come at the expense of intro-
ducing parameters whose values need to be determined, usually 
by fitting to ab initio theory or experiment.

Starting more than two decades ago, the first machine learning 
feed-forward neural network potentials were constructed to infer 
global properties of systems with a fixed number of degrees of 
freedom [18]. The major limitations of these first-generation neural 
network potentials included the limited number of dimensions and 
non-compliance with physical conservation laws regarding permu-
tation symmetry w.r.t. atoms, as well as translational and rotational 
energy conservation. Second-generation potentials [7], which build 
upon the ideas of J. Behler and M. Parrinello, define a topology of 
atomic neural networks to construct high-dimensional potential-
energy surfaces that overcome the limitations of the first genera-
tion. Due to their near-sighted nature and focus on short-range in-
teractions, efforts have been made to extend the second-generation 
potentials by introducing additional sets of atomic neural net-
works, considering long-ranged contributions like electrostatic en-
ergies as well as non-locality [19–21].
2

Fortnet [22] is a Behler-Parrinello neural network implementa-
tion, written in Fortran 2008. Its core features include parallelized 
training of fully connected feed-forward neural networks that 
are combined to form a (multi-species) Behler-Parrinello topol-
ogy, the fundamental ideas of which are outlined in section 2.2. 
In principle this allows for the construction of high-dimensional 
neural-network potentials with an unlimited number of degrees 
of freedom (atoms). Data driven MPI-parallelism combined with 
LAPACK/BLAS based matrix contraction, efficient whole-array arith-
metic and HDF5 [23] based I/O enables to surpass the limits 
of shared-memory architectures and renders Fortnet well-suited 
for large datasets and network sizes. Fortnet follows an object-
oriented programming paradigm, similar to Curcic’s [24] neural-
fortran implementation, that inspired this design choice. A Python 
framework was developed to handle the generation of compatible 
HDF5 datasets based on established electronic structure methods, 
as well as the extraction of all desired results out of the likewise 
HDF5 based output of Fortnet.

The high interest in neural network implementations has al-
ready spawned several code bases, including but not limited to 
ænet [25–27], RuNNer [28], PROPhet [29], AMP [30], PANNA [31], 
DeepMD [32], as well as implementations like SchNetPack [33]
that go beyond the BPNN methodology. Despite the existence of 
arguably feature rich codes, often based on libraries like Tensor-
Flow [34] or PyTorch [35], we think that Fortnet complements this 
field in a meaningful way, as there is still a need for well-designed 
open-source software packages with robust code infrastructure 
within the Fortran community. Fortnet utilizes the Human-friendly 
Structured Data (HSD) [17] input format, provides cookbook-like 
recipes1 to familiarize new users with the package as well as de-
veloper documentation generated by FORD,2 integration of meta-
programming via the Fypp3 code processor to avoid tedious code 
duplications, continuously tested compatibility to various Fortran 
compilers and implementations of its dependencies (HDF5, MPI, 
LAPACK/BLAS, CMake), extensive regression testing in combination 
with continuous integration to conserve correct program behavior 
and Python based tools to generate datasets based on the formats 
of well-established simulations packages.

In recent years, DFTB has been repeatedly used as the method 
of choice to achieve DFT level accuracy by incorporating machine 
learning techniques. In particular, replacing the usual two-body 

1 see: https://fortnet .readthedocs .io /en /latest/.
2 see: https://github .com /Fortran -FOSS -Programmers /ford.
3 see: https://github .com /aradi /fypp.
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Fig. 1. General n-layer perceptron. The i input values y1 are mapped to j output 
values yn . Between the input and output layer, n − 2 ≥ 0 hidden layer, whose neu-
rons are fully connected to the neurons of adjacent layers, further process the input 
by determining their weighted sum and applying a suitable activation function. Any 
node of layer 1 < k ≤ n is assigned an additional offset (bias) bk , shifting the argu-
ment zk of the activation function.

description of the repulsive potential is certainly a wide-spread 
strategy to improve the transferability of several properties like 
atomization and isomerization energies, equilibrium geometries 
and vibrational frequencies, between different chemical environ-
ments [36–38]. Often, either the entire repulsive is reproduced or 
the �-learning approach of Ramakrishnan et al. [39] is followed, 
which adds a correction on top of some baseline. However, it was 
already pointed out that the latter can lead to a noisy objective 
quantity and targeting the full repulsive potential might be prefer-
able [36]. To re-visit the influence of �-learning as well as addi-
tional charge-based input features onto training targets of different 
DFTB parametrizations, we employ features provided by the Fort-
net software package and related projects. In particular, the ques-
tion arises, whether the provision of an explicitly calculated DFTB 
energy term can improve the accuracy and the transferability of an 
ANN, and whether the increased computational time due to the di-
agonalization of the associated DFTB Hamiltonian can be justified. 
We have investigated this question using a dataset consisting of 
various periodic silicon structures, which contains, among others, 
challenging point defects, for which standard DFTB parametriza-
tions fail to achieve a satisfactory agreement with PBE-DFT [9,40].

2. Theory

2.1. Feed-forward neural networks

An artificial neural network (ANN) [41] is a (directed) graph 
G = (V , E), whose vertices v ∈ V are referred to as units or neu-
rons, connected by edges e ∈ E . The total set V of vertices is 
divided into input, hidden and output subset. Each connection 
(v, u) ∈ E is assigned a weight wuv . Feed-forward neural networks 
(FFNNs) constitute an acyclic graph, i.e. backward connections are 
absent.

The multilayer perceptron [42,41] is often referred to as an or-
dinary feed-forward neural network, that constitutes an n-layer 
perceptron which maps a set of input values to a set of output 
values, with any additional processing taking place in n − 2 ≥ 0
hidden layers. Neurons of a given layer are fully connected to the 
neurons of adjacent layers. Additionally, every node u ∈ Vk of layer 
1 < k ≤ n is assigned an offset (bias) parameter bk

u , which shifts the 
argument of the respective activation function σ . Fig. 1 illustrates 
the general topology of such networks.

The actual evaluation is carried out by a forward propagation 
of the input through the individual layers of the network. The net-
work input zk of each neuron of layer 1 < k ≤ n, is a weighted sum 
of the previous raw outputs yk−1 [41]:
3

zk =
(

wk
)�

yk−1 + bk (1)

with weight coefficients wk , biases bk , the output

yk = σ k
(

zk
)

(2)

and the (often non-linear) activation functions σ k .
The quality of the predictions is usually measured by a scalar 

cost function C . The gradients of the cost function in weight-bias 
space can be obtained via the back-propagation algorithm. Using 
the error δk

i of neuron i in layer k
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the derivatives can be written as [43]
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where 	 denotes the element-wise multiplication and prime the 
derivative with respect to the function argument.

The training cycle usually contains the following steps [43]:

1. Input Features: Set the neuron activation vector y1 of the in-
put layer, provided by the current dataset entry.

2. Forward-Propagation: Propagate the activation vector y1

through the subsequent layers 2 ≤ k ≤ n, by calculating (and 
caching) zk as well as yk .

3. Output Error: Based on the forward-pass, determine δn =
∇yn

C 	 (
σ n(zn)

)′ .
4. Backward-Propagation: Propagate the error δk through the 

network, starting with the adjacent layer of the output layer, 
that is, k = n − 1, n − 2, . . . , 2.

5. Cost Gradients: Calculate the gradients of the cost function in 
the weight-bias space
�

∂C
∂ wk

ij
= δk

i yk−1
j , ∂C

∂bk
i

= δk
i .

6. Network Update: Predict updated network parameters by us-
ing a suitable gradient-based optimizer.

2.2. Behler-Parrinello neural networks

The neural network topology implemented in Fortnet was pro-
posed by J. Behler and M. Parrinello [7]. It strives to overcome 
limitations of ordinary feed-forward neural networks (FFNNs), i.e. 
the multilayer perceptron, trained on atomic coordinates. The final 
result, e.g. total energy E , is decomposed into atomic contribu-
tions E ≡ � = ∑

i Ei and assembled from a topology composed 
of multiple element related subnets S j . The Behler-Parrinello neu-
ral network (BPNN), as presented by Fig. 2, is tightly bound to 
the atom-centered symmetry functions (ACSF) [44], which map the 
raw coordinates of the atoms to values that reflect their local en-
vironment w.r.t. neighboring atoms. By definition, the ACSF ensure 
that translations or rotations of a system remain energy-conserving 
operations, regardless of the change in the absolute coordinates, 
just like permuting atoms of the same element.

The Behler-Parrinello approach leads to a somewhat involved 
training process. The initial weights of each subnet are usually cho-
sen randomly, in conjunction with vanishing bias. In preparation 
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Fig. 2. Schematic representation of the Behler-Parrinello neural network topology [7]
(special case of three elements). The raw atom coordinates {Ri} of the dataset struc-
tures are mapped to multiple symmetry function values {Gμ

j } and subsequently 
passed to the respective subnet S j of the corresponding element j. The final output 
� follows as a summation of all atomic contributions (when fitting on system-wide 
properties).

for the actual training iterations, the ACSF values are calculated 
by considering all atoms of the dataset. Subsequently, the subnets 
are fed one atom’s ACSF set at a time, while temporarily caching 
the arguments of the activation functions. After feeding the net-
work with all atoms of a certain structure, the output is obtained 
as a summation of atomic contributions (when fitting on system-
wide properties). Once every datapoint is evaluated, the atomic 
gradients of a suitable cost function in weight-bias space are de-
termined by back-propagation (cf. section 2.1) and condensed into 
a total gradient, based on which new parameters are predicted by 
a gradient-based optimizer.

3. Implementation

3.1. Data parallelism

Since Fortnet is designed to efficiently handle large datasets 
and network sizes, all performance critical routines are MPI-
parallelized and work on both shared and distributed memory 
architectures. The most important parallel routines include the 
ACSF feature generation, network evaluation (forward-propagation) 
and gradient calculation (backward-propagation). Fortnet (v0.2) 
was benchmarked by using a dataset of 15000 geometries, hold-
ing roughly 64 atoms per 3-dimensional periodic supercell. The 
sub-network architecture was chosen to be [9 - 10 - 10 - 1], having 
9 ACSF input nodes with a cutoff of Rc = 5 Å, two hidden lay-
ers with 10 neurons as well as a single output cell. This topology 
corresponds to a total number of 221 fitting parameters. Fig. 3 il-
lustrates the respective lead process CPU times, over the number 
of MPI processes.

Until approximately 100 processes, the parallel efficiency is 
quite satisfactory. Going beyond this core count, the CPU time 
slowly saturates, i.e. the serial parts of the code take over a larger 
relative impact on the runtime, due to the strongly accelerated gra-
dient calculation. This leads to a reduction of the computational 
load and behaves as expected, considering the batch size at hand. 
The serial parts mainly contain the network updates by the re-
spective optimizer. In general, execution on distributed-memory 
machines is seamlessly possible for arbitrary core-counts.

3.2. Program features

In the following, some central features of the program pack-
age are shortly presented. Further details can be found in the user 
documentation.4

3.2.1. Input features
Atom-centered symmetry functions The input features are gener-
ated by transforming the atomic Cartesian coordinates using the 

4 see https://fortnet .readthedocs .io.
4

Fig. 3. Illustration of Fortnet’s MPI-parallelization. The computational details are out-
lined in section 3.1. Both, the CPU time as well as parallel efficiency reduce for an 
increasing number of MPI processes (slope changes due to a) incipient inter-node 
communication and b) saturation due to moderate dataset size), where one process 
corresponds to one physical core. The contained CPU times were measured using 
an intrinsic Fortran subroutine by the lead process and include initial ACSF genera-
tion and 2 · 104 full-batch steepest-descent steps, since the remaining contributions 
turned out to be negligible. The employed HPC provides nodes of two Intel Xeon 
E5-2690v4 CPUs (2.6 GHz, 14 cores each), resulting in 28 cores per node, whereas 
inter-node communication is based on Intel’s Omni-Path network architecture.

following five ACSFs (see section 2.2), introduced originally by J. 
Behler [44] (also known as the G-functions):

G1,Z1
i =

∑
j∈Z1

fc(Rij) (8)

G2,Z1
i =

∑
j∈Z1

e−η(Rij−Rs)
2 · fc(Rij) (9)

G3,Z1
i =

∑
j∈Z1

cos(κ Rij) · fc(Rij) (10)

G4,Z1,Z2
i = 21−ξ

∑′

j∈Z1

∑′

k∈Z2

(1 + λ cos�i jk)
ξ

· fcη(Rij) fcη(Rik) fcη(R jk) (11)

G5,Z1,Z2
i = 21−ξ

∑′

j∈Z1

∑′

k∈Z2

(1 + λ cos�i jk)
ξ · fcη(Rij) fcη(Rik) (12)

Here, Rij is the distance between i-th and j-th atom, fc is the 
cosine-weighted cutoff function, which limits the summation to 
the atoms within the distance of Rc

fc(Rij) =
{

1
2

[
cos

(
π Rij

Rc

)
+ 1

]
for Rij ≤ Rc

0 for Rij > Rc

, (13)

while fcη(r) ≡ e−ηr fc(r) is the exponentially damped cutoff func-
tion, with η being the damping parameter. In eqs. (9) and (10), 
Rs and κ are the Gaussian center and cosine period length, re-
spectively, whereas in eqs. (11) and (12), ξ represents the angular 
resolution, λ = ±1 shifts the maxima of the cosine function, while 
θi jk = arccos

[
(R i j · R ik)/(Rij · Rik)

]
is the angle spanned by atoms 

i, j and k. Each summation is limited to atoms with atomic num-
ber Z , specified by the respective G-function, whereas the primed 
summations (in (11) and (12)) denote the exclusion of the i-th 
atom from the sum. Hence every G-function is parametrized by 
one or more (Rc, η, Rs, κ, ξ, λ) values, which enter the BPNN as 
hyperparameters.

An element-resolved scheme as presented above may result in a 
large number of input nodes Nin, originating from different func-

https://fortnet.readthedocs.io
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tions for each element (two-body ACSFs) or element-pair (three-
body ACSFs) respectively:

Nin = Nelements

{
5∑

i=1

NGi + Nelements − 1

2
·

5∑
i=4

NGi

}
(14)

Nelements denotes the number of elements in the dataset and NGi

the number of different parametrizations of function Gi . There-
fore Fortnet additionally provides an element-unresolved scheme 
whose neighbor lists are element-agnostic (cf. supplementary ma-
terial I, listing 1). Even considering the fact that the BPNN consists 
of multiple sub-networks, dedicated to the respective elements of 
the dataset, the raw ACSF are expected to represent contradictory 
data in this particular case. In order to overcome this contradiction, 
a similar strategy as weighted ACSF (wACSF) [26,45] is pursued to 
recover discernment between different elements. A large variety of 
atomic properties such as the atomic number, number of valence 
electrons, Hubbard U ’s, Mulliken populations or any other suitable 
quantity would be conceivable to improve atomic characterization. 
It may be ensured that all summands have an equal sign in order 
to prevent cancellation of contributions. While this is not neces-
sarily problematic, it should be handled with caution [44].

The parametrization of the G-functions may be carried out 
by an automatic ACSF parameter generation scheme that aims to 
cover the cutoff sphere as evenly as possible, with the number of 
symmetry functions available. This reduces the user input to the 
desired cutoff radius Rc in conjunction with the number Nrad of 
radial G2 and Nang angular G5 functions (cf. supplementary ma-
terial I, listing 2). However, each individual function can also be 
defined manually and for example employed to specifically ex-
tend the automatic generation scheme (cf. supplementary material 
I, listing 3).

External atomic input features Since this kind of software can never 
claim that all conceivable feature generators are implemented na-
tively and to vastly improve the flexibility of Fortnet, there is no 
need to solely rely on ACSF to characterize the local environment 
of each atom. Rather, the independent specification of external 
atomic input features, extracted from the dataset, is possible (cf. 
supplementary material I, listing 4). In the context of electronic 
structure calculations, properties such as the atomic number, num-
ber of valence electrons, Hubbard U ’s, Mulliken populations or any 
other suitable quantity may thus be included as input feature.

3.2.2. Network initialization scheme
The network initialization is carried out by a truncated Xavier 

initialization [46]. This choice primarily refers to the type of sig-
moidal activation functions used to generate the results of sec-
tion 4. Its main idea is to draw the weight vector wk of layer 
k from a normal distribution with zero mean and a variance V
that depends on the number of nodes nk of the (adjacent) layer k, 
while using vanishing bias values bk . As shown by Glorot and Ben-
gio [46], this particular choice of variance refers to the separating 
case between vanishing and exploding gradients and imposes vari-
ance preservation across all layers, i.e. V (yk) = V (yk−1). To obtain 
a suitable weight distribution, a luxury random number genera-
tor [47–49] draws high-quality pseudo-random numbers x from an 
interval x ∈ [x−, x+], defined by the hyperparameter Nmin of the 
truncation:

N (μ,σ 2) = 1

σ
√

2π
e
− 1

2

(
x−μ
σ

)2

(15)

σ 2 ≡ V (wk) = 2
k−1 k

(16)

n + n

5

x± = ±
√

−2σ 2 ln
(
Nminσ

√
2π

)
(17)

=⇒ wk
ij = g ·N (μ = 0,σ 2), bk

i = 0 (18)

μ and σ denote the mean and standard deviation of the normal 
distribution. As for Nmin, the scaling factor g is currently not ac-
cessible from the user perspective, although the implementation of 
this would be trivial, and is always chosen to be one.

3.2.3. Forward- and backward-propagation
Similar to other machine learning codes, Fortnet heavily relies 

on its implementation of the forward- and backward-propagation, 
with the network evaluation as well as the calculation of the cost-
gradients in weight-bias space naturally influencing the training 
process. The realization of eq. (2), eq. (4), (5), (6) and (7) in terms 
of Fortran’s array arithmetic forms the core of both algorithms.

The implementation was inspired by similar works [50,51], 
and the neural-fortran [24] paper. Latter demonstrates the com-
petitiveness of such a bare-bones implementation, compared to 
the Keras [52] library with TensorFlow [34] as backend, espe-
cially highlighting the significantly reduced memory consump-
tion. In contrast to the neural-fortran [24] implementation, Fort-
net generalizes the back-propagation implementation to arbitrary 
cost-function gradients and exploits the fact that the analytical 
derivatives of the implemented cost functions are known. Per-
formance critical algebra is carried out by level 2 matrix-vector 
and level 3 matrix-matrix BLAS operations respectively. To succes-
sively optimize the weight and bias network parameters, based on 
the gradients obtained by back-propagation, Fortnet implements 
several minimization algorithms (steepest descent [53], conjugate 
gradient [54], fast inertial relaxation engine [55], limited-memory 
Broyden-Fletcher-Goldfarb-Shanno algorithm [56]), which may be 
used situational for different stages of the training process. Asso-
ciated parameters, like the learning rate of the steepest descent 
method, are accessible from the user perspective, whereas sensible 
defaults are set throughout. Especially the last three algorithms re-
quire minimal user intervention and deliver solid results without 
explicitly specifying or changing parameters during the training 
process.

3.2.4. Activation functions
To enable non-linear potentials, among others, logistic, arcus 

and hyperbolic tangent, (leaky) ReLU [57] and softplus [58] transfer 
is available. While sigmoidal activation functions have historically 
had great relevance and are still frequently used for this purpose, 
they suffer from soft saturation and vanishing gradients, especially 
in inappropriately initialized [46] networks. In order to circum-
vent these problems, rectified linear units (ReLU) [57] became in-
creasingly popular, in particular due to significant speedups [59]
achieved while training deep (convolutional) neural networks. The 
modular structure of the implementation, using abstract interfaces 
and procedure pointers, allows for a convenient extension of this 
list.

3.2.5. Atomic and global training targets
The implemented Behler-Parrinello topology can either be 

trained on atomic properties like forces and charges, or on system-
wide properties such as the total energy of a geometry. Further, a 
mixture of both target types is supported.

3.2.6. Loss functions and regularization
In terms of the maximum likelihood framework [8], the mini-

mization of the negative log-likelihood of a neural network with 
linear output units is carried out by minimizing the residual 
sum of squares, i.e. mean squared error. Fortnet offers the mean 
squared loss as default loss function, with several alternatives:
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• mean squared error (mse)

L = 1
N

∑N
i=1

(
yref

i − ynn
i

)2

• root mean square error (rmse)

L =
√

1
N

∑N
i=1

(
yref

i − ynn
i

)2

• mean absolute error (mae)
L = 1

N

∑N
i=1 |yref

i − ynn
i |

• mean absolute percentage error (mape)

L = 100
N

∑N
i=1

∣∣∣ yref
i −ynn

i

yref
i

∣∣∣
Adding further loss functions is straight-forward.

Regularization aims to improve upon the generalization error, 
while leaving the training error unaltered [8]. Besides utilizing 
a plain early-stopping mechanism to avoid overfitting, loss-based 
regularization [60–62] puts a soft constraint onto the weights of 
a network, while compromising between a reduced variance and 
increased bias. The original cost function C0 is penalized by an 
additional term C̃ , whereas its influence is adjusted by a positive 
hyperparameter λ, that can be set from the user’s perspective:

C = C0 + λC̃ (19)

Fortnet provides three popular loss-based regularization tech-
niques to induce weight decay:

• L1 - Lasso [60]

C̃ = 1
n

∑n
i=1 |wi |, ∂ C̃

∂ wi
= sgn(wi)

n

• L2 - Ridge [61]

C̃ = 1
2n

∑n
i=1 w2

i , 
∂ C̃
∂ wi

= wi
n

• Elastic Net [62]
C̃ = 1

n

( 1−α
2 · ∑n

i=1 w2
i + α · ∑n

i=1 |wi |
)

∂ C̃
∂ wi

= 1
n [(1 − α) · wi + α · sgn(wi)]

L1 (lasso) an L2 (ridge) regularization encourage continuously 
shrinking weight coefficients, while training the network. The qual-
itative difference of lasso and ridge regression is the promotion of 
sparsity by L1. Whereas an L1 penalty tends to drive at least some 
coefficients close or exactly to zero, L2 takes the square of the net-
work weights and heavily penalizes outliers, but in general does 
not deactivate neurons entirely, since the penalty quickly decays as 
weights shrink. The tendency of L1 to introduce neurons with zero 
weight is often referred to as model simplification or automatic 
feature selection. However, there are cases in which the feature 
selection by lasso empirically proved unreliable [62] and the pre-
diction accuracy of ridge-penalized networks prevails. Especially in 
cases were only a few features are present, deactivating associated 
neurons might lead to a significant loss of information due to L1

regularization. Another drawback of L1 concerns highly correlated 
features, in which case dropping individual features is problematic. 
To combine the strengths of both approaches, the elastic net [62]
regularization got introduced as a mixture of lasso and ridge re-
gression. The special cases α = 0 and α = 1 are equivalent to L2

and L1 regularization respectively.

3.2.7. Atomic forces
Atomic forces on atom l at coordinates Rα

l , where α = (x, y, z), 
may be determined numerically or analytically. Former case is 
based on the central finite difference:

F α
l = − ∂ E

∂ Rα
l

≈ E(Rα
l − �Rα

l ) − E(Rα
l + �Rα

l )

2�Rα
l

(20)

Although the associated computation of 6N ACSF sets per data-
point of N atoms is MPI-parallelized, an analytical computation 
6

Fig. 4. Comparison between Fortnet’s analytical and numerical force analysis, in 
terms of force related CPU time.

based on the BPNN’s forward derivative [63] is more advantageous. 
Since the ACSF are explicitly known and differentiable, the analyt-
ical force components emerge by applying the chain rule [44]:

F α
l = −

N∑
i=1

∂ Ei

∂ Rα
l

= −
N∑

i=1

Mi∑
j=1

∂ Ei

∂Gi, j

∂Gi, j

∂ Rα
l

(21)

The second sum treats Mi ACSF functions that represent the local 
environment of the ith atom. The first derivatives [63] of the net-
work output yk(x) ∈Rmk w.r.t. the input features x ∈Rm1 may be 
defined as Jacobian matrix Jn(x) ∈R(mn×m1) of layer k = n:

Jn(x) = �∇ yn(x) (22)

= diag
[
σ ′n

((
wn)� yn−1(x) + bn

)]
×

[(
wn)�

Jn−1(x)
]

(23)

To obtain Jn−1(x), a recursion is carried out ∀k = 2, . . .n − 1, orig-
inating from the identity J 1(x) = I ∈ Rm1×m1 . Explicit expressions 
for the ACSF derivatives can be found in Appendix A.

We have benchmarked the analytical force calculation by using 
datasets of 100, 101 and 102 silicon carbide geometries, holding 64 
atoms per 3-dimensional periodic supercell. The sub-network ar-
chitectures were chosen to be [32 - 3 - 3 - 1], having 32 ACSF input 
nodes with a cutoff of Rc = 5 Å, two hidden layers with 3 neu-
rons as well as a single output cell. This topology corresponds to a 
total number of 230 fitting parameters. Fig. 4 illustrates the rele-
vant CPU times over the number of dataset geometries, performing 
analytical and numerical force analysis.

The analytical and numerical force related, I/O-cleaned CPU 
time increases linearly with the number of dataset geometries. 
However, the total timings of the two methods differ significantly, 
showing the vast advantage of analytical expressions for the Jacobi 
matrix of the network and the ACSF derivatives w.r.t. the atomic 
coordinates, over numerical central finite differences.

3.2.8. Generating a dataset
As already mentioned in section 1, a Python framework handles 

the composition of compatible datasets and enables the extraction 
of selected results after a Fortnet run has been completed. Thereby 
it relies on the strength of the Python package Atomic Simula-
tion Environment (ASE) [64] to represent geometric information 
that may have previously been extracted from the outputs of the 
employed simulation package. The actual dataset generation is as 
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simple as illustrated by code listing 5 of the supplementary ma-
terials. By invoking the referenced code, an HDF5 dataset will be 
written to disk, that includes geometric information for later ACSF 
generation, external atomic input features as well as system-wide 
training targets.

3.2.9. Extracting results
Analogous to the dataset generation, extracting results from the 

HDF5 output is carried out via a Python layer (cf. supplementary 
material I, listing 6). To fetch desired entries the class provides 
several properties that may be extracted, including but not limited 
to the mode of the run that produced the output file (validation 
or pure prediction), the number of datapoints the network was 
trained on, the type of training targets (atomic and/or system-
wide), the (atomic) predictions of the network potential as well 
as corresponding targets if provided.

3.2.10. Interfacing with external codes
Fortnet can currently be interfaced with other software pack-

ages using file or socket communication. While the implemen-
tation of file based communication is very flexible and straight-
forward, it comes with a (non-negligible) overhead in file I/O, 
depending on the situation. Socket based communication on the 
other hand enables efficient coupling at the price of somewhat 
higher complexity in implementation and limitations of the un-
derlying protocol.

File based communication File based communication relies on an 
external driver that creates all necessary input files and starts an 
individual Fortnet program for each of the inputs. After Fortnet has 
finished, the driver analyzes the created output files and extracts 
the necessary information from those. A file communication based 
interface to the Atomic Simulation Environment (ASE) [64] pack-
age is available and enables to perform single-point calculations, 
geometry optimizations and molecular dynamics, using network 
potentials created with Fortnet.

Socket interface Fortnet can be compiled with support for the i-
PI [65] socket communication protocol (client), driven I/O-less by 
any external code that implements the corresponding server in-
structions. In this mode of operation, Fortnet is conveniently ini-
tialized through the HSD user input by specifying boundary condi-
tions and relevant chemical specifications of the expected series of 
structures, requested by the server. Running Fortnet via this kind 
of socket communication is supported by, among others, the i-PI 
universal force engine package [65] and the Atomic Simulation En-
vironment (ASE) [64].

3.2.11. Project infrastructure
In addition to aforementioned features, general parts of Fort-

net’s infrastructure are tailored towards robustness and user/devel-
oper-friendliness. The Human-friendly Structured Data (HSD) for-
mat tries to minimize the effort for humans to read and write 
Fortnet’s inputs and was first introduced by the DFTB+ [17] soft-
ware package. Today, also an official Python parser5 is available, 
capable of reading and writing HSD files by internally convert-
ing between a fully Python compatible dictionary representation 
and the native XML DOM tree. For the vast majority of features, 
cookbook-like recipes6 provide step-by-step instructions and ex-
amples. Required files are provided and encourage to directly start 
using the software package, which lowers the entry barrier for 
new users. Extensive regression testing and continuous integration, 

5 see: https://github .com /dftbplus /hsd -python.
6 see: https://fortnet .readthedocs .io /en /latest/.
7

using different compilers and configurations, preserves correct be-
havior of Fortnet as well as its extensions (e.g. Python tools). We 
strive to provide a pleasant experience for developers by relying 
on a modern CMake based configuration and build system, sup-
porting developer documentation generated by FORD7 and meta-
programming via the Fypp8 Fortran code pre-processor to avoid 
tedious, not to mention confusing, code duplications by utilizing 
macros, iterative output and in-line directives, etc.

4. DFTB repulsive parametrization

In this section we demonstrate some functionality of the Fort-
net package by training and evaluating ANNs for a combined 
DFTB+ANN approach, where the force-field like contribution of the 
DFTB method is replaced or corrected by an ANN.

4.1. DFTB basics

The density functional tight binding (DFTB) [17] fills the gap be-
tween ab initio DFT electronic structure methods and fully empiri-
cal force-fields in the domain of materials and chemical modeling. 
Foulkes and Haydock [66] represented the ground-state density 
ρ(r) as a perturbed reference density ρ0(r), i.e. emerging from 
a superposition of neutral atomic densities. The self-consistent 
charge (SCC) extension [67] originates from a second-order expan-
sion of the Kohn-Sham total energy w.r.t. atomic charge fluctua-
tions δρ around a reference density ρ0:

E[ρ0 + δρ] = E0[ρ0] + E1[ρ0, δρ] + E2[ρ0, δρ
2] (24)

= Erep[ρ0] + Eelec[ρ0, δρ, δρ2]. (25)

The first and second order (so called electronic) terms are cal-
culated by expanding the Kohn-Sham states into a linear combi-
nation of atomic orbitals (LCAO) using a small valence-only basis 
set [68]. The resulting Hamiltonian is treated in a two center ap-
proximation, allowing for a very efficient construction using dis-
tance dependent pretabulated Hamiltonian and overlap integrals. 
By solving the resulting generalized eigenvalue problem, one ob-
tains eigenvectors as well as eigenvalues. Since SCC-DFTB consid-
ers charge fluctuations that depend on the eigenvectors, a self-
consistent treatment is necessary to obtain them.

The zeroth order (so called repulsive) term, is usually repre-
sented as a sum of atomic pair-potentials V rep

AB , in line with the 
two-center approximation in the Hamiltonian:

Erep(ρ0, {R AB}) = 1

2

∑
A

∑
B �=A

V rep
AB (|R A − R B |) (26)

The atomic pair-potentials are fitted using ab initio or experimen-
tal reference data, in order to compensate the errors resulting from 
the approximate treatment of the electronic terms. This way, the 
DFTB method offers efficient, atomistic, quantum mechanical sim-
ulations with reasonable accuracy. However, by fitting the repul-
sive potential using a two-body representation as in eq. (26), an 
empirical, chemical environment dependent compensation of the 
approximations to the Kohn-Sham Hamiltonian is introduced, that 
may not be fully covered by pairwise interactions and further re-
quires many-body terms.

Please consult Appendix B and further literature [68,17] in 
order to obtain a more comprehensive description of the DFTB 
method and its extensions.

7 see: https://github .com /Fortran -FOSS -Programmers /ford.
8 see: https://github .com /aradi /fypp.

https://github.com/dftbplus/hsd-python
https://fortnet.readthedocs.io/en/latest/
https://github.com/Fortran-FOSS-Programmers/ford
https://github.com/aradi/fypp
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4.2. Limitations

In certain cases the restrictions imposed by the two-body rep-
resentation of the repulsive energy lead to transferability issues re-
garding energetics in very different chemical environments. Promi-
nent examples include the borg-0-1 [69] parametrization with an 
inaccurate 2D-3D transition of boron clusters [70], the incorrect 
stability order of the ZnO wurtzite and NaCl phases [71] provided 
by the znorg-0-1 [72] parameters or the silicon polymorph issue, 
as already observed by Chou et al. [73]. To some extent, these 
mis-descriptions can be cured, for example by fitting to a dataset 
containing different polymorphs. In the ZnO case this led to a 
corrected stability order [71] but always compromises between 
transferability and accuracy, resulting from the inevitable limited 
geometric information and flexibility of the functional foundation.

Recently, Ammothum Kandy et al. [74] implemented the cur-
vature constrained splines (CCS) framework and confirmed that 
full energetic transferability between the silicon phases may be 
achieved by combining self-consistent DFTB with a near-sighted 
artificial neural network, whose geometric descriptors properly re-
solve many-body contributions.

4.3. Training on total energy

4.3.1. Objective
Our goal is to study various different training and evaluation 

strategies in order to obtain DFT total energies from an ANN. We 
investigate and compare following scenarios:

1. Training on EDFT
tot , the DFT total energies, enabling the ANN to 

predict the total energies directly.
2. Training on EDFT

tot − EDFTB(pbc)
elec , so that the ANN predicts repul-

sive energies on top of the electronic energies obtained from 
the pbc-0-3 [75] set. This set is known for having a good over-
all performance in the energetic description of silicon.

3. Training on EDFT
tot − EDFTB(siband)

elec , so that the ANN predicts repul-
sive energies on top of the electronic energies obtained from 
the siband-1-1 [76] parameter set. This set provides a very ac-
curate description of the silicon band structure.

4. Training on EDFT
tot − EDFTB(pbc)

tot , so that the ANN becomes capable 
to compensate the errors in the total energies obtained from 
the pbc-set. Compared to scenario 2, here the repulsive energy 
of the pbc-set is taken into account and serves as a kind of 
baseline.

5. Training on EDFT
tot − EDFTB(siband+CCS)

tot , where a CCS type [74] re-
pulsive potential fitted for the siband set serves as a baseline. 
(The siband set originally does not contain repulsive energy 
contributions.) We have fitted the repulsive energy by incor-
porating the entire set of training systems.

By covering the quantum mechanically relevant part, including 
e.g. long-range electrostatics, through the DFTB-Hamiltonian in ap-
proaches 2–5, the ANN is left to predict a near-sighted classical 
potential. With a fully quantum mechanical treatment of the elec-
trons (at least those being designated to the valence space), we 
could expect to find an improved transferability to other system 
sizes, new chemical environments or electronic temperatures etc.

Our investigation primarily aims at addressing whether the 
time penalty caused by the diagonalizations of the DFTB Hamil-
tonian is justified by a substantially improved transferability. The 
aim is to compile a dataset that allows to investigate the overall 
accuracy of networks trained on the various energy terms pre-
sented above. The calculations examine silicon in the bulk phase 
as a model system. Special attention has been paid to the descrip-
tion of intrinsic point defects such as the vacancy or self-interstitial 
8

configurations, which are not exactly well described in the domain 
of the DFTB method and thus offer a great potential for improve-
ment. The reference will be GGA-PBE [40] DFT as implemented by 
the Vienna Ab initio Simulation Package [77], trying to reproduce 
the total energy and formation energy of several point defects.

In particular, once the trained networks are available, it is nec-
essary to investigate which ones exhibit the lowest generalization 
error. Here, the transferability to larger supercells roughly holding 
eight times the atom count shall be tested. A satisfactory transfer-
ability to larger systems is of central importance, since the dataset 
generation would be more efficient if only moderately sized sys-
tems need to be included.

4.3.2. Dataset
The dataset holds a total number of 6306 unique homonuclear 

geometries with 64 ± 1 atoms per 3-dimensional periodic silicon 
supercell. The dataset is divided into three major categories, serv-
ing different purposes during training:

1. relaxed point defects
2. low temperature molecular dynamics
3. randomly rattled point defects

The first subset regards relaxed point defects, such as a vacancy, 
〈100〉-split interstitial, 〈110〉-split interstitial, hexagonal-site inter-
stitial or tetrahedral-site interstitial. Other defects, which should be 
predicted later, had been omitted from the training set to test the 
generalization capability of the neural network. To ensure that the 
included structures are assigned enough impact onto the training, 
the corresponding gradients during backpropagation were homo-
geneously weighted by a factor of 200.

The second subset contains geometries of low temperature T =
500 K bulk silicon molecular dynamic (MD) simulations. Every 50th 
step, the resulting geometry has been extracted, on which basis a 
single-point calculation was carried out to obtain the total energy 
terms. The resulting geometries generate a dense sampling of the 
nearly perfect silicon supercells, with minor deviations mostly fol-
lowing the normal modes.

The third subset contains randomly distorted (rattled) geome-
tries of the relaxed point defects. Their generation utilized nor-
mal distributed random numbers to rattle the coordinates of those 
atoms that are directly involved in building the defect, whereby 
surrounding atoms were masked to remain unaltered. This cer-
tainly results in structures far away from the energetic minimum 
of the relaxed geometries, which actually is intentional so that 
the network has “seen” a wide range of fingerprints and energies 
during the training. For the silicon vacancy, a higher count of ge-
ometries had been included, as it was found that the network tend 
to have some difficulties learning the energetics of its four inter-
acting dangling bonds. The described compilation of the training 
dataset is reflected by Fig. 5.

Every single-point calculation was performed by GGA-PBE DFT 
as well as DFTB with a �-centered 4 × 4 × 4 Monkhorst-Pack [78]
k-point sampling for the 64 atom cells, and with a 2 × 2 × 2
sampling for the 512 atom supercells in the test set. The DFT 
simulations were carried out by the Vienna Ab initio Simulation 
Package [79–81,77] with the GGA-PBE [40] exchange-correlation 
functional, plane-wave basis cutoff of 500 eV, self-consistent field 
tolerance of 10−6 eV and four explicit valence electrons. In anal-
ogy, the SCC-DFTB calculations were performed by the DFTB+ [17]
package, utilizing two established parametrizations: pbc-0-3 [75]
featuring a minimal s,p-basis and siband [76] with an extended 
basis that further includes d-orbitals.
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Fig. 5. Contributions to the training dataset deployed to investigate the achieved accuracy when fitting a BPNN to various system-wide energy terms. The set holds a total 
number of 6306 unique geometries (7500 if the individual weighting of certain structures is considered) with 64 ± 1 atoms per 3-dimensional periodic supercell.
4.3.3. Transferability of DFTB-Hamiltonian aided DFT total energy 
reproduction

In this section we compare different possibilities to provide 
energetic corrections to the DFTB Hamiltonian with DFT total en-
ergies serving as reference. A BPNN with a [9-3-3-1] silicon sub-
network and Nrad = 5 radial G2 functions, Nang = 4 angular G5

functions and a cutoff of Rc = 5 Å, parametrized according to Fort-
net’s automatic parameter generation scheme, was chosen to carry 
out the investigations. A logistic, sigmoidal transfer function was 
deployed to calculate the neuron activations. In an early-stopping 
manner, the termination criterion of the training runs was pro-
vided by the arrival at the minimum prediction loss, whereas 
the runs were initially performed until full convergence. Having 
scanned the relevant iteration space, the network state of the cor-
responding early-stopping iteration got extracted. Intentionally the 
configuration of input features and BPNN architecture is kept con-
stant for all targets under investigation, although they suggest sig-
nificant differences in their complexity. While creating a directly 
comparable setting, it is precisely these differences that are of in-
terest and deserve special attention within the course of the stud-
ies. Also note, that the performance of the BPNNs in principle does 
not depend on the atom count, since errors of DFTB w.r.t. DFT are 
compensated on a per atom basis (not for example per two-body 
interaction). Therefore the number of correction terms entering a 
total energy prediction directly scales with the number of atoms 
in the system and is transferable between different supercell sizes.

The transferability of the trained networks will be of particular 
interest, when assessing network performance. As described above, 
our training set is composed of various 64 atom Si supercells. The 
test set, on the other hand, consists of 512 atom silicon supercells 
only: the perfect supercell and five supercells with various point 
defects. Fig. 6 displays the resulting root mean square training and 
prediction loss values.

As can be seen in Fig. 6, the network trained directly on the to-
tal DFT energy performs worse in the training and further shows 
the worst transferability when evaluated on the larger supercells. 
During training, the network had to assign the structural infor-
mation to the energetics, which for our training dataset is deter-
mined by quantities like the bulk to defective domain ratio and 
long-ranged defect-defect interactions. The energetic situation is 
qualitatively different in the larger supercells, with for example ex-
9

Fig. 6. Training and prediction loss when fitting a BPNN of fixed topology to various 
energy targets with DFT reference. The bars correspond to the objectives described 
in section 4.3.1. (For interpretation of the colors in the figure(s), the reader is re-
ferred to the web version of this article.)

tended regions of bulk-like material and considerably larger defect-
defect distances, leading to a vast discrepancy between training 
and prediction loss.

The prediction capability of the ANN improves considerably, if 
the DFTB Hamiltonian is used to describe the electronic properties 
of the system and the ANN only provides a correction on top of 
it. We have followed two different strategies, by either replacing 
the entire repulsive contribution in DFTB with the ANN, or by us-
ing a simple “baseline” two-body repulsive potential in DFTB and 
correcting the resulting DFTB total energies with the ANN. As de-
scribed above, both strategies have been tested with two different 
parametrizations, one with a good overall performance (pbc set) 
and one which was tuned to deliver a very precise band structure 
(siband set). The yellow and green bars in Fig. 6 show the perfor-
mance of the two sets, when the ANN replaces the entire repulsive 
contribution. With a prediction loss that is only roughly a factor of 
two higher than the training loss, these results are already satisfac-
tory, especially considering that the prediction supercells contain 
eight times more atoms, when compared to the training structures. 
Whether the inclusion of a two-body baseline repulsive potential 
(magenta and blue bars in Fig. 6) improves the results even fur-
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Fig. 7. Absolute formation energy difference for various silicon point defects and di-
amond bulk structure, w.r.t. GGA-PBE DFT. The bars correspond to the objectives 
described in Section 4.3.1. Additionally, the results obtained with the original, un-
corrected pbc set are also shown (EDFTB(pbc)).

ther remains inconclusive, since we obtained both, a significant 
improvement as well as deterioration of predictive performance, 
depending on the underlying electronic parametrization (compare 
magenta and blue bars in Fig. 6). We plan further investigations of 
the precise role and possible ways of optimizing a baseline repul-
sive in the future.

Finally, we further investigated the ANN performance, when 
calculating the formation energies of the five point defects in the 
large supercell. The formation energy E f of a given defect was cal-
culated as

E f = Etot −
∑

i

niμi

where Etot is the total energy of the defective system, ni the num-
ber of atoms of a given atom type i in the system and μi the 
chemical potential of an atom of type i in a reference system. 
We have chosen the perfect diamond like bulk phase of silicon as 
reference system. Fig. 7 illustrates the results, based on the ANN 
potentials. Since systematic errors may cancel out in the forma-
tion energy expression, the statements go beyond a plain accuracy 
comparison, in the sense that networks, whose error is more sys-
tematic should perform better. The formation energies also allow 
us to compare the performance of the ANN with the performance 
of the original, uncorrected pbc set for the same defect. It should 
be noted, that the correct description of the energetics of such 
point defects has not received special attention during the cre-
ation of the pbc-0-3 silicon parametrization [75], consequently it 
performs significantly worse in predicting formation energies than 
its ANN corrected version, which shows the best performance. In-
terestingly, due to error cancellation, even the highly optimized 
siband set performs quite well in predicting the formation ener-
gies when corrected with the ANN.

4.3.4. Influence of additional charge-based input features
As already mentioned in section 4.3.2, the employed parame-

trizations pbc-0-3 and siband differ, among other characteristics, 
in their basis definition. While pbc features a minimal s,p-basis, 
siband aims for a vastly improved description of the conduction 
bands by including (virtual) d-orbitals. This suggests differences 
in the behavior and embedded information of associated shell-
resolved Mulliken populations, whose influence when incorporated 
as additional atomic input features is outlined by Fig. 8. In order to 
preserve comparability in the number of fitting parameters, in the 
case of pbc the populations qs , qp , qs/qp (latter denotes the quo-
tient of s- and p-populations) and qs , qp , qd for siband are added 
as additional input nodes.
10
Fig. 8. Training and prediction loss when fitting a BPNN of fixed topology and addi-
tional charge-based input features to various energy targets with DFT reference. The 
bars correspond to the objectives described in section 4.3.1, supplemented by their 
respective charge-enhanced version.

A systematic deterioration is observed for pbc and improvement 
for siband based targets, indicating that the extended basis and 
Mulliken populations associated with the virtual d-orbitals helps 
to capture the energetics of point defects in the training and test 
set. This conjecture is supported by the observation that the Ja-
cobian matrix elements of the networks trained on siband based 
targets are significantly larger for qd than for qs and qp , which 
states a greater sensitivity of the network output to this particu-
lar input information. Therefore, by incorporating long-range and 
non-local information into the model, we are able to significantly 
improve the network performance of siband based targets, where 
near-sighted geometrical information fails to thoroughly describe 
at least some contributions of the remaining repulsive energy term. 
Since the siband parameters are highly optimized to reproduce a 
correct PBE-DFT bandstructure, it is not surprising that in this case 
empirical, and if applicable non-local, contributions are more likely 
to be embedded in the repulsive than in the case of the much 
more balanced pbc parametrization. Note, that the model exten-
sion of this section approaches fourth-generation neural network 
potentials [21], with the difference being that the atomic charges 
emerge from quantum mechanical calculations, instead of atomic 
neural networks in combination with an electronegativity based 
charge equilibration scheme.

Unfortunately, these findings are not straight-forward to exploit 
in practice, since the calculation of atomic forces is affected by 
the additional input features. An ad-hoc addition of EBPNN on top 
of EDFTB

tot (as targeted in this section) and symmetrized Mulliken 
charges (B.4) imposes a major difficulty in the process of analytical 
force evaluation, since the derivative of the Mulliken charges �qμ

w.r.t. atomic positions Rk

∂ EBPNN({Rk}, {�qμ})
∂ Rk

= ∂ EBPNN

∂�qμ

∂�qμ

∂ Rk
, (27)

would have to be calculated. This originates from the fact that the 
charge fluctuations entering the neural network are not treated 
self-consistently in this ad-hoc scheme. A fully self-consistent com-
bination of the charge-dependent NNs to DFTB would require in-
cluding EBPNN in the DFTB energy functional (B.5) prior to its 
minimization. This would result in the corresponding network Ja-
cobian matrix elements ∂ EBPNN/∂�qμ (cf. eq. (22) and (23)) en-
tering the self-consistent DFTB equations (B.6) as an additional 
atom-dependent potential. Although such self-consistent formula-
tion would eliminate the need of calculating the charge fluctuation 
derivatives (as eq. (B.7) could be used then), it would in princi-
ple require that fitting of DFTB parameters and training of neural 
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networks are to be performed simultaneously. For now we ac-
knowledge the insights gained and leave further discussion of this 
issue to future considerations.

5. Summary

We have implemented parallel Behler-Parrinello neural net-
works in the open source Fortnet software package. The software 
package offers a wide variety of features, that can be utilized to 
construct and evaluate (multi-element) network potentials, while 
significant effort has been made to create a pleasant experience 
for new users as well as developers. The parallel efficiency of the 
implementation was demonstrated by a realistic benchmark. Fur-
ther key extensions are planned in the future, such as establishing 
an API for library interfacing.

Using the Fortnet software package, we have explored various 
possibilities to combine ANNs with the DFTB method in order to 
obtain DFT total energies and formation energies. We have demon-
strated, that by training an ANN to predict the difference between 
total energies calculated by DFT and DFTB, one can achieve near 
DFT-accuracy, when calculating the formation energies of some se-
lected point defects in silicon, at the computational cost of the 
much cheaper DFTB method. By training our ANN on small super-
cells only and subsequently evaluating its performance on signifi-
cantly larger supercells, we could demonstrate that in contrast to 
the direct prediction of the DFT energies by an ANN, the combined 
DFTB+ANN approach features a significantly improved transferabil-
ity. Although the computational cost of this combined method is 
higher as if only a pure ANN had to be evaluated, its superior 
transferability makes it nevertheless a promising approach for ma-
terials simulations. So far, our research was limited to single-point 
calculations, future studies will therefore plan to target molecular 
dynamic simulations.
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Appendix A. Analytical expression for ASCF derivatives

The derivatives of the radial ACSFs w.r.t atomic positions R are 
given by:

∂G1,Z1
i

∂ Rα
k �=i

= f ′
c,ik R̂α

ik (A.1a)

∂G2,Z1
i

∂ Rα =(
2η(Rs − Rij) fc,ik + f ′

c,ik

)
e−η(Rij−Rs)

2
R̂α

ik (A.1b)

k �=i

11
∂G3,Z1
i

∂ Rα
k �=i

=( − κ sin(κ Rik) fc,ik + cos(κ Rik) f ′
c,ik

)
R̂α

ik (A.1c)

Here, R̂μ
ab is the μ-th component of the unit vector from atom a to 

atom b and Rab is the distance between them. Moreover, fc,ab ≡
fc(Rab), where fc is the cutoff function introduced by eq. (13) and 
f ′
c its first derivative:

f ′
c(r) = − π

2Rc
sin

(
πr

Rc

)
(A.2)

The derivative of the G4 function w.r.t. Rα
k reads:

∂G4,Z1 Z2
i

∂ Rα
k �=i

= 21−ξ δZk,Z1

×
{∑′

j∈Z2

fcη;i j A
ξ−1
i jk (λ)

[
λξ fc,η;ik fcη; jk

∑
β

T αβ

ik R̂β

i j

+Ai jk(λ)
(

f ′
cη;ik fcη; jk R̂α

ik + f ′
cη; jk fcη;ik R̂α

jk

)]}

+ 21−ξ δZk,Z2

{
Z2 → Z1

}
.

(A.3)

Here, {Z2 → Z1} indicates that the preceding expression in curly 
brackets is to be repeated, with Z2 substituted by Z1, fcη(r) de-
notes the exponentially damped cutoff function of section 3.2.1
( fcη;ab ≡ fcη(Rab)), while Ai jk(λ) and T μν

ab are defined as:

Ai jk(λ) ≡ 1 + λR̂ i j · R̂ ik (A.4a)

T μν
ab ≡ 1

Rab

(
δμν − R̂μ

ab R̂ν
ab

)
(A.4b)

The formula for the derivative of the G5 function can be obtained 
directly from (A.3) by treating fcη; jk as a constant equal to one. Fi-
nally, all the preceding expressions are valid for taking the deriva-
tives of the Gi functions w.r.t positions of other atoms (i.e., whose 
index is not i). Due to the translational invariance, the derivative of 
any Gi -function w.r.t. the position of atom i can be obtained from 
its derivatives w.r.t. other atoms, following the expression below:

∂Gi

∂ Rα
i

= −
∑
j �=i

∂Gi

∂ Rα
j

(A.5)

Appendix B. Density Functional Tight Binding (DFTB)

The first and second term of the Taylor expansion eq. (24) of 
the KS-DFT functional read [17]:

E1[ρ0, δρ] =
∑

i

ni〈ψi|Ĥ[ρ0]|ψi〉 (B.1)

E2[ρ0, (δρ)2] = 1

2

∫∫ ⎛
⎝ 1

|r − r′| + δ2 Exc[ρ]
δρ(r)δρ(r′)

∣∣∣∣∣
ρ0

⎞
⎠

× δρ(r)δρ(r′)dr dr′, (B.2)

with ψ being the KS orbitals and Exc the exchange-correlation en-
ergy. In DFTB, the KS orbitals are written as a linear combination 
of (usually valence-only) atomic orbitals and the Hamiltonian ma-
trix in this basis is evaluated in the two-center approximation. This 
allows for an efficient evaluation of the matrix elements according 
to the Slater-Koster rules [82]. Moreover, the density fluctuation is 
δρ is approximated as a superposition of spherical, atom-centered 
contributions:

https://doi.org/10.5281/zenodo.5969907
https://doi.org/10.5281/zenodo.5969907
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δρ(r) ≈
∑

A

f A(|r − R A |)�qA (B.3)

Here, f (|r − R A |) is an exponentially decaying function [17] and 
�qA is the Mulliken charge fluctuation on atom A:

�qA = 1

2

∑
i

ni

∑
μν

c∗
μi Sμν

(
δμ∈A + δν∈A

)
cνi (B.4)

With these approximations at hand, the DFTB version of the KS 
energy functional reads

E =
∑

i

ni

∑
μν

cμi H0
μνcνi + ECF({R}, {�q}) + Erep(R), (B.5)

where H0
μν is the matrix element of Ĥ[ρ0] in the LCAO basis, c are 

the orbital coefficients and ECF is the so-called charge-fluctuation 
energy, obtained by evaluating E2 with the approximations for δρ
given by (B.3).

Minimization of (B.5) w.r.t. orbital coefficients, under the con-
straints of their orthonormality, leads to the following eigenvalue 
equations, which must be solved self-consistently

∑
ν

(
H0

μν + 1

2

∑
A

V A Sμν

(
δμ∈A + δν∈A

))
cνi = εi

∑
ν

Sμνcνi, ∀i

(B.6)

with S being the overlap matrix and V A ≡ ∂ ECF/∂�qA the Hartree 
and XC potential arising from charge fluctuations described by 
(B.3). Energy derivatives w.r.t. atomic coordinates can be written 
as:

dE

dRk
=

∑
i

ni

∑
μν

cμi

[
∂ H0

μν

∂ Rk
+ ∂ Sμν

∂ Rk

(∑
A

V A

2

(
δμ∈A + δν∈A

)

− εi

)]
cνi + ∂ ECF

∂ Rk

∣∣∣∣
Δq

+ ∂ Erep

∂ Rk
(B.7)

This expression, which contains no derivatives of the orbital co-
efficients, is valid only if these coefficients are solutions to the 
eigenvalue equations (B.6). Finally, the only restriction on ECF (and 
consequently V ) in (B.6) and (B.7) is it being a function of atomic 
coordinates and Mulliken charge fluctuations only.

Appendix C. Supplementary material

Supplementary material related to this article can be found on-
line at https://doi .org /10 .1016 /j .cpc .2022 .108580.
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