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In wireless sensor networks we often want to know where individual sensor nodes
are physically positioned in order to make sense of the data that they report. The
process of obtaining such position information for the nodes is known as localization.
Simple solutions to the problem of localization are to either place the nodes manually
at specified places, or to use some special localization hardware such as GPS
receivers. However, these solutions can be impractical or too costly, especially for
large networks. Instead we can use some algorithm to try to compute the nodes'
positions based on available data. We present a new distributed algorithm, which we
call Swarm-Intelligent Localization (SIL), for computing these positions. Our algorithm
assumes that a fraction of the nodes, the so-called anchors, have an a priori
knowledge of their positions, and that noisy range measurements can be made
between neighbouring nodes in the network. The average computational complexity
per node running SIL is constant in the network size, and linear in the connectivity of
the network. We evaluate the algorithm through simulations of different network
topologies with varying parameters, such as network size, range measurement errors,
fraction of anchors and connectivity. The results of the simulations indicate that in
most cases SIL can successfully locate the majority of sensor nodes with reasonable
accuracy, even in the face of difficulties such as large distance measurement errors.
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Chapter 1

Introduction
1.1

Wireless Sensor Networks

A wireless sensor network (WSN) is a network of simple devices called sensor
nodes, or motes, that collaborate in order to monitor some conditions in the
physical environment. A single wireless sensor network can consist of hundreds
or thousands of nodes that are spatially distributed over the area to be monitored. The nodes are usually required to cooperate in the tasks of sensing,
processing of data and transporting data to some central base station, often
called a sink. They thus form a wireless ad hoc network, that usually employ
multi-hop routing to transport data in the network.
Recent advancements in microelectromechanical systems (MEMS) technology have made it possible to construct such small, cheap, low-power devices
capable of communicating with each other and sensing various environmental
conditions [53]. It is an active research field, and devices are likely to keep becoming smaller, cheaper and more energy efficient. The demands on the sensor
nodes are much dependent on the application though, and as such sensor node
properties may differ a lot; as an example, the form factor may vary from the
size of a shoebox to a few cubic millimetres [39]. Since wireless sensor networks might consist of thousands of nodes, and since they might be distributed
in rough terrain, it is often unfeasible to replace or recharge the batteries on
nodes once they have been deployed. As a consequence, energy efficiency and
conservation are usually the primary concerns when designing wireless sensor
networks [20, 27, 52]. There is a compromise between size, cost, complexity and
lifetime of sensor nodes that must be taken in regard [39]. Saving energy translates more or less directly to a prolonged lifetime of the network, which might
be expected to last on its own for several years.
There is a wide range of different physical phenomena that may be monitored, and depending on the application, each node will be equipped with one or
several sensors. Some examples are thermal sensors, accelerometers, photodetectors, gyroscopes, pressure sensors, radiation detectors, microphones, magnetic
sensors, flow sensors, and different chemical and biological sensors [53]. In addition to the sensors, a sensor node usually consists of a microcontroller unit; an
analog-to-digital converter (ADC) that converts sensor readings to digital input
for the microcontroller; some external memory for data and program storage; a
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communication module; and a power supply, usually a battery of some kind [52].
Figure 1.1 shows the architecture of a typical sensor node. There are different
kinds of wireless communication available, such as infrared, laser or radio frequency (RF) [27, 52]. Of these, RF communication is the most commonly used
today, in part because RF transceivers do not require a free line of sight and
because they may be implemented with relatively low power and small antennae [39, 53].

Figure 1.1: A typical sensor node architecture
There are many possible applications of wireless sensor networks, and any
listing will of necessity be incomplete, but common categories of applications
include environmental observation and forecasting, health monitoring, structural monitoring, machine monitoring, inventory systems, animal tracking and
intrusion detection [27]. Römer and Mattern present a selection of concrete
applications that have already been advanced beyond mere vision [39]. These
are bird observation on Great Duck Island, Maine, USA; observation of animal behaviour within a spacious habitat at the Mpala Research Center in
Kenya; glacier monitoring at Briksdalsbreen, Norway; cattle herding using virtual fences; environment observation and bathymetry of the surroundings of a
wind farm in England; ocean water monitoring using free-drifting sensor nodes,
with intended global coverage; monitoring of conditions that influence plant
growth in order to support precision agriculture at a vineyard in Oregon, USA;
cold chain management; rescue of avalanche victims; vital sign monitoring in
hospitals; power consumption monitoring in buildings; assisted parts assembly;
tracking of military vehicles; self-healing mine fields; and localization of snipers
based on bullet trajectories.

1.2

The Localization Problem

As seen in the previous section, there is a wide range of wireless sensor network applications. Many of these applications require that there is information
available as to where a certain phenomenon has been sensed—we want to know
where sensors are physically positioned in order to make sense of the data they
report. For an example, in a tracking application we probably want to know
where the nodes that sense the tracked entity are positioned; in a fire-detection
10

system we want to know where a fire has been detected; and in an inventory
system we might want to know where certain goods are placed.
In addition to the requirement for position information that applications
might have, there are other reasons for having such information as well. There is
a class of routing protocols called geographic routing protocols 1 that are promising good results and energy efficiency in wireless sensor networks. Geographic
routing is based on the idea that packets can be sent to some geographic location, rather than to some specific network address, by for an example routing
packets so that each hop brings them closer to the destination. Most geographic
routing protocols require that the nodes know their physical location to some
degree of accuracy [2, 3].
It is clear that in many cases it is desirable for nodes to know their physical
location, and obtaining this information is known as the problem of localization.
If a wireless sensor network consists of only a handful of nodes that are placed
manually, it is surely possible for the person placing the nodes to measure and
take note of their location as they are deployed, but this quickly becomes unfeasible for all but the smallest networks. In larger networks, it is unlikely that all
nodes are placed carefully by hand, rather they will be randomly scattered, by
for an example being dropped from a plane. When nodes are deployed in remote
areas, or are left without supervision, it is possible that they will move after a
while, either by using some actuators of their own, or simply by being blown
away by the wind or dragged away by a current; in such a case, any location
information acquired at the time of deployment will be outdated, and we are
again left with the need for the nodes to acquire their position information on
their own.
A simple and straightforward solution seems to be to equip each node with
some localization hardware, such as a Global Positioning System (GPS) receiver,
and have them find their location in that way. While it is certainly true that
this is possible in many cases, there are drawbacks to this approach that merit
other solutions. Firstly, GPS receivers work only outdoors, which would exclude
localization of all sensor nodes that are indoors. Secondly, and perhaps even
more importantly, equipping all nodes in a network of thousands with GPS
receivers is a costly solution. Furthermore, GPS receivers use a lot of energy—a
scarce resource for sensor nodes—and the form factor of GPS receivers may be
prohibitive for some applications [34, 43].
Instead, the problem of localization can be solved using some algorithm that
calculates the positions of nodes based on some other information available.
Usually a few nodes, just a fraction of the total number, are assumed to know
their positions, by use of hardware such as GPS receivers, by being placed by
hand or by some other means. These nodes, that have an a priori knowledge
of their positions, are called anchors or beacon nodes. The rest of the nodes
are referred to as unknown nodes. The problem of localization then becomes
the problem of finding the positions of the large number of unknown nodes,
given the positions of the anchors and other information available, such as the
connectivity or measured distances between different pairs of nodes. Figure 1.2
illustrates this view of the localization problem.
The problem is further shaped by the nature of wireless sensor networks.
It is usually desirable to have a distributed, self-configuring algorithm that can
1 Geographic

routing is also referred to as location-based routing.
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Figure 1.2: The localization problem as defined in this report: find the
positions of the unknown nodes (lighter) given the positions of a few anchors
(darker), and noisy range measurements between neighbouring nodes.
run in the network, evenly distributing the work to all nodes. Furthermore, it
is desirable to keep the computational complexity simple, and the number of
messages passed low, since sensor nodes are resource-constrained devices that
must not waste their precious energy. Also, any localization algorithm should
scale well with the size of the network, so as to work well in networks of any
size. As we will see in later chapters, there are both distributed and centralized
localization algorithms proposed in the literature. Centralized solutions collect
all relevant data to a central point, such as a sink, where an algorithm is run
to solve for the locations of all nodes. While it is certainly true that such
centralized approaches might give more exact results, due to all information
being available at the central point, they are applicable mostly to certain types
of wireless sensor networks where a high-end centralized server is available. We
will discuss the tradeoffs between different approaches such as these when we
survey related work in chapter 2.

1.3

Contributions

In this report we present a new distributed algorithm, called Swarm-Intelligent
Localization (SIL), for solving the localization problem, given a network where
only a fraction of the nodes have an a priori knowledge of their locations and
noisy range measurements are available between one-hop neighbours in the network. The algorithm complexity per node is constant in the size of the network,
12

and linear in the connectivity 2 of the network.
We show through extensive simulations that the algorithm is capable of
computing precise positions for most nodes, also in the face of large errors in
the range measurements. By simulating different types of networks and studying
the effects of varying network parameters, such as size, connectivity and anchor
density, we identify cases where localization is especially easy or hard.

1.4

Report Outline

In chapter 2 we present related work on localization and describe some existing
techniques and concepts used for the proposed localization algorithm, which we
subsequently describe in chapter 3. We give some algorithm analysis, simulation
results and discussions in chapter 4. Finally, we conclude the report in chapter 5.

2 By

the connectivity of the network we mean the average number of one-hop neighbours
that a node in the network has. As an example, the network in Figure 1.2 has a connectivity
of 4.
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Chapter 2

Related Work
In this chapter we present background information relevant to the rest of the
report. In section 2.1 we survey proposed localization algorithms from the literature, and try to categorize them based on different criteria. A swarm intelligence
based optimization technique known as Particle Swarm Optimization (PSO) is
described in section 2.2. PSO is an integral part of the localization algorithm
described in the next chapter.

2.1

Localization

Localization in wireless sensor networks is an active research field, and the
interest is expected to grow further with the proliferation of sensor network applications [31]. Many localization algorithms have been proposed in the recent
years [1,4,6–11,13–16,18,21–25,28,29,32–35,38,40–46,48–51,56,57], taking different approaches to the problem. In this section we survey some of the existing
solutions, and categorize them into some important distinguishing classes.
Section 2.1.1 describes techniques for measuring distances between neighbouring pairs of sensor nodes, an important task that many localization algorithms depend on. The algorithms that depend on such ranging information
are called range-based, and are described in section 2.1.2. Correspondingly, algorithms that do not use distance measurements are called range-free, and are
described in section 2.1.3.
Algorithms that locate nodes into an absolute, global coordinate system
(e.g. latitude and longitude), are called absolute, and algorithms that locate
nodes into a relative coordinate system that only takes into account inter-node
positions are called relative. These are contrasted further in section 2.1.4.
As was mentioned in section 1.2, localization algorithms can be either centralized or distributed. Further aspects of this choice are described in section 2.1.5.

2.1.1

Ranging techniques

Many localization algorithms depend on nodes being capable of measuring the
distance between themselves and their neighbours to some degree of accuracy.
Acquiring these distance measurements is also known as ranging. There are
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different ways in which ranging can be carried out; here we present some of the
most common techniques.
Received signal strength
The majority of existing or envisioned wireless sensor networks communicate
by means of RF transceivers. Virtually all RF transceivers in use support the
measuring of the received signal strength (RSS) [49]. Using RSS to measure
distance therefore require no extra hardware, and is also favorable in terms of
size, power consumption and cost [30]. Though the RSS value reported by a
given RF transceiver is usually a unitless metric, there are well-known models that give a relation between distance and signal strength, as the signal in
theory diminishes with a known speed relative to the distance. These models are of course idealizations of reality; radio signal propagation is affected by
environment-dependent phenomena such as reflection, diffraction and scattering [31]. RSS measurements also suffer from receiver, transmitter and antenna
variability [54]. These properties of RF signals make ranging using RSS a rather
difficult task that may not be appropriate for all cases. Nevertheless, on the basis of empirical evidence it is generally accepted that a log-normal distribution
can be an acceptable model for the RSS at a given distance [31].
Equation 2.1 gives such a log-normal model of the RSS in dB as a function
of the distance. In the equation PT is the transmitter power, PL(d0 ) is the
path loss for a known reference distance d0 from the transmitter, η is the path
loss exponent and Xσ is a zero mean Gaussian random variable with variance
σ 2 [30].
 
d
+ Xσ
(2.1)
RSS (d) = PT − PL(d0 ) − 10η log10
d0
From Equation 2.1 we can calculate the inverse function—distance as a function of the RSS—to use in ranging. However, we should remember that there
are many radio propagation models, and which one is most useful will likely
vary between applications.
One-way propagation time measurement
In one-way propagation time measurements, the sender transmits a signal in
which it embeds an accurate timestamp of the time of transmission [31]. The
receiver picks up the signal, compares the timestamp to the current time, and
calculates the distance between it and the sender by using knowledge of the
signal’s propagation speed. Equation 2.2 gives the distance, d, between sender
and receiver when ssignal is the propagation speed of the signal, ttransmit is the
time of transmission and treceive is the time of reception.
d = ssignal · (treceive − ttransmit )

(2.2)

Unfortunately, this requires that very accurate, synchronized clocks are available
to both sender and receiver, or that some elaborate synchronization mechanism
is employed. There is also the problem that the signal’s propagation speed is
varying depending on properties of the medium it passes through, such as the
humidity and the temperature of the air. While one-way propagation time measurements are successfully used in systems such as GPS, the required complexity
of the components is most likely prohibitive for sensor networks.
16

Roundtrip propagation time measurement
In roundtrip propagation time measurements, the problem of clock synchronization is removed by measuring the time it takes for the signal to travel from the
sender to the receiver and back again. By doing so the sender can measure the
roundtrip propagation time using only its own clock, and then calculate the distance according to Equation 2.3 where ssignal is the signal’s propagation speed,
ttransmit is the time of the original transmission, treceive is the time when the
sender receives the message passed back to it and tprocess is the time it takes for
the other node to process the message and transmit the reply.


treceive − ttransmit − tprocess
(2.3)
d = ssignal ·
2
While the synchronization problem is removed, there is still the problem of not
knowing the exact value of ssignal . There might also be a problem in knowing
tprocess , but it is generally possible to make an a priori calibration of it or
measure it and report it back at runtime.
Double signal one-way propagation time measurement
In this special case of one-way propagation time measurement, we employ two
different signals with different propagation speeds [31]. As an example, we could
use RF signals which travel at the speed of light, and ultrasound signals that
travel significantly slower—at the speed of sound [37]. The sender transmits
two signals at the same time, one of each kind. The receiver picks up the
two signals, the faster of which will have arrived earlier. It then calculates the
distance between itself and the sender using knowledge of the two propagation
speeds as well as the time difference in the signals’ arrivals. Let sfast and sslow
be the propagation speeds of the faster and the slower signal respectively, and
let tfast and tslow be the times when the signals are received. The distance can
then be calculated as in Equation 2.4.


tslow − tfast
(2.4)
d = sslow · sfast ·
sfast − sslow
If one of the signals has a vastly higher propagation speed than the other, as with
RF and ultrasound signals, we can approximate the distance using Equation 2.5
instead.
d = sslow · (tslow − tfast )
(2.5)
This technique has been successfully used in wireless sensor networks with
a ranging accuracy of about 2 cm [43]. However, while it avoids the need for
synchronized clocks it requires extra hardware as sensor nodes are generally only
equipped with one kind of wireless signal transmitter or receiver. Ultrasound,
if used, also suffers from severe multipath effects due to reflections from walls
and other objects [31].

2.1.2

Range-based localization

Many proposed localization algorithms—probably the majority—make use of
distance measurements between nodes [1, 4, 6–8, 11, 14–16, 23–25, 28, 29, 32, 34,
17

35, 38, 41–45, 48, 49, 56, 57]. The distance measurements could for an example
be derived using one of the ranging methods described in section 2.1.1. The
distance measurements are then used, often together with position information
from anchors, in some kind of calculations that hopefully produce the positions
of the unknown nodes. Here we describe shortly some of the more common
approaches to using ranging data for localization.
In 2001, Niculescu and Nath developed a family of early and influential localization algorithms called Ad Hoc Positioning System (APS) [34]. One of the
variants of APS is DV-distance, a range-based algorithm. DV-distance is conceptually very simple. All anchors flood their positions into the network, and in
each of the flooded messages an approximate distance to the originating anchor
is kept. Each hop between nodes is measured using some ranging technique,
and every time a position message from an anchor is forwarded, the measured
distance of that hop is added to the stored distance in the message. When
messages are sent from the anchors the distance is 0, and it then increases as
we move further away. Each node keeps a table of the anchors’ positions and
reported distances to them, and only forwards a message if it does not already
have a shorter distance in its table to the originating anchor. When nodes finally have enough information in their tables, they try to compute their own
position by means of a trilateration procedure similar to what is used in GPS.
DV-distance nicely highlights a problem that is inherent to basically all
range-based localization algorithms. The problem is that unless anchors have
very powerful radio transmitters that can cover the entire network, distances
to them will have to be calculated on a hop-by-hop basis. Unless all the nodes
along the path are collinear, simply adding the hop-by-hop distances together
will not produce the true distance between the end-nodes, as is illustrated in
Figure 2.1. This introduces an extra error in distance measurements in addition

Figure 2.1: The node labeled A wants to get a distance measurement
to the node labeled B. Since the nodes along the path from A to B are
not collinear, we will introduce an error if we approximate the sought-after
distance by adding the hop-by-hop distances. Clearly, dAB 6= dAC + dCD +
dDE + dEB .
to the individual ranging errors themselves. The problem is especially noticeable in algorithms like DV-distance that rely solely on information from anchors,
since any given unknown node is unlikely to be very close to a sufficient number
of anchors to avoid using hop-by-hop distances. The problem is also made significantly worse by oddly shaped networks, like the ones in Figure 4.1c and 4.1d,
where a hop-by-hop distance can be much longer than the true distance.
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One set of range-based localization algorithms try to localize a few unknown
nodes at a time, and once these have found position estimations, they themselves
act as anchors for other unknown nodes [4, 16, 29, 43]. The idea is basically that
all unknown nodes calculate position estimations if they have enough anchor
neighbours (generally three for two-dimensional localization). When they have
a position estimation, they themselves turn into pseudo-anchors and possibly
more unknown nodes then have enough anchor neighbours to calculate their
positions. This then iterates until all nodes have been localized, or there are
no more nodes with enough anchor neighbours to calculate a position. There
are mainly two problems that plague this kind of localization algorithms: error
propagation and accumulation as calculations are based on pseudo-anchors that
may have erroneous position estimations, and unlocalizable nodes that never
get enough anchor neighbours to calculate a position at all.
Several clever techniques have been developed by different researchers for
handling these problems. Savvides et al. developed one of the earliest algorithms of this kind, called Iterative Multilateration, as part of their Ad-Hoc
Localization System (AHLoS) [43]. They later refined a variant, called Collaborative Multilateration, that lets unknown nodes that would otherwise be
unlocalizable collaborate in solving a joint problem, thus enabling them to find
position estimations together [44]. Liu et al. developed an approach called
Iterative Least-Squares (ILS) that uses error metrics for the pseudo-anchors.
The error metrics enable nodes to selectively disregard some neighbours with
high error values in order to avoid error propagation and accumulation [29]. In
ILS, a pseudo-anchor also recalculates its position when it gets new pseudoanchor neighbours, so that such nodes help each other to further refine their
positions. Chuang and Wu developed an algorithm where unknown nodes that
are otherwise unlocalizable instead calculate positions using a method similar
to Niculescu and Nath’s DV-distance [16].
Other localization algorithms let unknown nodes position themselves with
respect to their neighbours—including other unknown nodes—such as the algorithms invented by Savarese et al. [41, 42]. The idea is that unknown nodes
first find initial position estimations using some method, then they iteratively
calculate and refine positions based on each others’ guesses, and broadcast any
changes back to their neighbourhoods. As a node calculates a new position estimation, that may affect the position estimations of its neighbours, who in turn
then recalculate their positions and so on. Algorithms that take this approach
might have problems with convergence, convergence speed, oscillations of nodes’
position estimations and sensitivity to the initial estimations. This in addition
to the problems common to all localization algorithms. The algorithm proposed
in this report takes this approach of iterative refinement.
A popular technique is to independently localize small subnetworks consisting of a handful of neighbouring nodes, and then stitch these small subnetworks
together into a global coordinate system [11, 23, 25, 28, 32, 45]. The motivation
is that it is easier to localize small subnetworks than the whole network. If
the subnetworks are localized accurately enough and have a significant overlap, it is possible to align them to each other into a coherent global solution.
Many methods have been used for localizing the subnetworks. Shang and Ruml
used Multidimensional Scaling (MDS) to localize the subnetworks [25], in a distributed variant of an earlier centralized MDS-based localization algorithm also
by Shang et al. [46]. Ji and Zha used MDS for the localization as well [25].
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Li and Kunz used a similar approach to Shang and Ruml’s, but used Curvilinear Component Analysis (CCA) instead of MDS [28]; both the MDS-based
and the CCA-based approaches can also function as range-free localization algorithms. Moore et al. developed the notion of robust quadrilaterals for localizing
subnetworks [32]. Čapkun et al. as well as Iyengar and Sikdar used triangulation [11, 23]. One of the strengths of the network-stitching approach is that all
subnetworks can be localized into relative coordinate systems, and once they
have been stitched together the resulting coordinate system can be translated
into an absolute coordinate system using only a handful of anchors—potentially
making this class of algorithms capable of successful absolute localization with
very low anchor densities.

2.1.3

Range-free localization

While most localization algorithms depend on some kind of ranging capabilities,
we might sometimes want to do without ranging. As ranging has its problems
when it comes to reliability without adding extra hardware—and often even
then—it might be preferable in some applications to simply skip it altogether.
If the accuracy demands of the application are no higher than what we can
achieve without distance information, it is simplest to use a range-free localization algorithm.
Many range-free localization algorithms have been invented [10, 13, 21, 22,
28, 33, 34, 40, 45, 46, 50]. Range-free localization usually work by analyzing the
connectivity between nodes, rather than the distances between them. Together
with position information from anchors, the connectivity data are used to position the unknown nodes. Some algorithms make further assumptions, like the
capability to determine which of two nodes is closer to a third one, even though
the distances between them cannot be directly measured. In this section we
present some of the more common approaches to range-free localization.
In Niculescu and Nath’s APS, there is a range-free variant, called DV-hop,
similar to their range-based DV-distance algorithm described in section 2.1.2 [34].
In DV-hop, it is not the distance to an anchor that is stored in the messages,
but the number of hops top it. The hop-count of a message is set to 0 when the
message is first sent, and whenever it is forwarded the hop-count is incremented
by one. All nodes keep a table of the anchors’ positions and the smallest number
of hops to them. When an anchor receives a message—which originated from
another anchor—it calculates the distance between itself and the other anchor.
It can do that because it knows its own position as well as the other anchor’s
position, which was included in the message. It then divides the distance with
the hop-count to get the average distance per hop and floods this back to the
network. Unknown nodes listen to these messages and compute a distance measurement to each anchor by multiplying the average distance per hop with the
number of hops to it. Lastly, the unknown nodes can estimate their positions
using a trilateration procedure, just as in DV-distance. If the nodes are not
evenly distributed, the estimated distances acquired by multiplying the average
distance per hop with the hop-count might be far from the true distance, and as
a result the accuracy of the localization becomes low. However, since there are
no distance measurements involved, possible ranging errors are not a problem.
Indeed, if ranging errors are large enough, DV-hop is likely to be more accurate
than DV-distance.
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DV-hop can be considered as belonging to a class of range-free algorithms
that work basically as range-based algorithm typically do, but that through
some cleverness or another avoids actual distance measurements. Others that
can be thought of as belonging to this class are the MDS-based algorithms
of Shang et al. [45, 46], and the CCA-based algorithm of Li and Kunz [28],
mentioned in section 2.1.2. These can work without ranging by simply assuming
that each hop between neighbours has some fixed distance, say 10 m, and then
run the algorithm as normal. The results will not be as accurate as if ranging
data were available, but might still be accurate enough for some applications.
Other algorithms take approaches that differ more from the average rangebased solution. Some work by calculating the area that an unknown node must
be in, and then set the position estimation of the node to the centroid of that
area [10, 13, 21]. Bulusu et al. invented an early and delightfully simple such
algorithm that later became known as the Centroid algorithm [10]. In the Centroid algorithm, anchors are placed in a regular mesh and periodically transmit
messages containing their positions. An unknown node listens for a while to
determine which anchors it can hear, and then sets its position estimation to
be the centroid of the positions of the heard anchors. The simplicity of the
Centroid algorithm is its strength, weaknesses are the relatively low accuracy
and the fact that it requires an infrastructure of anchors. He et al. developed
another area-based localization algorithm called APIT [21]. In APIT, anchors
are equipped with high-power radio transmitters capable of covering a good
portion of the network area. An unknown node listens to all anchors, and then
forms triangles of all possible combinations of three anchors. For each triangle,
it tries to determine if it is placed within that triangle or not, using an approximate point-in-triangle (APIT) test. It then calculates the center of gravity of
the intersection of all triangles it believes itself to be in, and sets its position
estimation to that point. In order to evaluate the APIT test, an unknown node
must compare the received signal strength from each anchor to that of its neighbours, in order to see if it is closer to the anchors than those neighbours. For the
test to work, the assumption that signal strength is monotonically decreasing
must hold. Chen et al. proposed a neighbor position-based localization algorithm (NPLA), that also work by delimiting an area for each unknown node
that the node must be within [13]. Through some clever comparisons between
neighbouring nodes, NPLA forms a number of crescent-shaped areas for each
unknown node, such that it must be within the intersection of those crescents.
The node’s position is then set to the centroid of that intersection.
Apart from the types of range-free localization algorithms described above,
there are others with more or less original approaches. For an example, Hu
and Evans developed a sequential Monte Carlo Localization (MCL) method for
sensor networks, inspired by prior work on localization in robotics [22]. Their
work is one of the few papers that deal with mobility, and one of the even smaller
number of solutions to actually exploit mobility rather than simply tolerate it.
Nguyen et al. invented a localization scheme using kernel-based learning, where
a set of more powerful base nodes—the anchors—train classifiers based on the
received signal strength reading at each base node [33]. The results are then
pushed to the unknown nodes who use them to estimate their own positions.
Stoleru and Stankovic developed a method called Probability Grid, where nodes
are assumed to be deployed in a grid, and the algorithm tries to find out which
grid point is the most likely for each node [50].
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2.1.4

Absolute or relative localization

The majority of localization algorithms locate nodes in an absolute, well-defined
coordinate system, such as latitude and longitude [1,4,6–10,13–16,18,21,22,24,
25, 28, 29, 33, 34, 38, 40–46, 48–51, 56, 57]. Sometimes we don’t need to find the
positions in any specific coordinate system though, as long as the nodes are all
localized in the same coordinate system. We say that such a localization is relative as opposed to absolute. While a relative localization provides the structure
of the network topology, it gives no direct mapping to the real world, which an
absolute localization would do. Still, for some applications, such as geographic
routing, relative localization can be enough [35]. A relative localization algorithm does not need any anchors, why it can be a good choice to pick a relative
algorithm if absolute positions are not required. There have been some relative
localization algorithms proposed [11, 23, 35], as well as some where the mapping
to the absolute coordinate system is a separate step, that can be skipped if there
are no anchors present [28, 32, 45, 46].

2.1.5

Distributed or centralized algorithms

An important aspect of any localization algorithm is whether it is centralized
or distributed. A centralized algorithm gathers all relevant information, such as
connectivity and ranging data, from the entire network to a central powerful base
station. The base station somehow calculates the positions of all nodes—often
in the form of a large optimization problem—and possibly floods the results
back to the network. A distributed algorithm does not use a base station, but
instead performs the calculations in the network, on the sensor nodes. Each
sensor node solves a small part of the problem—usually it tries to find its own
position—and possibly helps its neighbours in their search.
Which approach is the best depends on the application, but a distributed
approach is generally safer as it does not assume the existence of a readily available, powerful base station. If the network is large, the power consumption at
the nodes around the base station will become significant in a centralized approach, as these nodes must forward all information to and possibly from the
base station. The complexity of the problem solved by the base station will
also out of necessity scale linear in the network size at best—though usually
worse than that—while the problem solved on each sensor node in a distributed
approach can potentially be constant in the network size. Still, a centralized
approach is not limited by the simple hardware of the sensor nodes, and can
therefore use more complex and demanding solutions than a distributed approach can. In theory it is harder to develop a distributed algorithm than a
centralized one, as a distributed algorithm could trivially be made to run on
the central base station, while the opposite is not true. It does not necessarily
follow, of course, that a good centralized algorithm is any easier to develop than
a good distributed one.
There have been numerous localization algorithms proposed of both the
centralized [6, 18, 25, 44, 46, 57] as well as the distributed [1, 4, 7, 8, 10, 11, 13–16,
21–25, 28, 29, 32–35, 38, 40–45, 48–50, 56] kind.
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2.2

Particle Swarm Optimization

Particle Swarm Optimization (PSO) is a population-based, stochastic optimization algorithm invented by Kennedy and Eberhart in 1995 [19, 26]. PSO can
optimize continuous nonlinear functions over any-dimensional domains, and has
been successfully used in a vast number of diverse applications [36]. Part of the
reason behind the popularity of PSO is that it is conceptually very simple, and
can be implemented in just a few lines of code, requiring no operations more
advanced than scalar multiplication.
In PSO, a number of individuals or software agents, called particles, move
or “fly” around in the solution space of the problem, sampling the objective
function at the discrete points they move to. The motion of the particles is
inspired by the movements of animal swarms, bird flocks and fish schools. Each
particle has a position and a velocity in the solution space. The position of a
particle represents a candidate solution to the problem, and by using knowledge
of both their own best solution found so far, as well as the entire swarm’s best
found solution, each particle iteratively tries to find better and better solutions.
They do this by steering both toward their own personal best solution, and
toward the swarm’s global best solution, which are weighed stochastically each
iteration. These two factors are called the cognitive component and the social
component respectively, representing the memory of an individual particle, and
the social interactions between particles. Figure 2.2 illustrates the movement of
a single particle in a two-dimensional solution space.

Figure 2.2: A particle has a desire to go back to its own personal best,
a desire we call the cognitive component. It also has a desire to go to
the swarm’s global best, that we call the social component. The particle stochastically combines its current velocity with these components to
update its velocity, and then find a new position for itself. At the new
position it samples the objective function to see if it should update any of
its personal best and the swarm’s global best.
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The search can carry on until the particles’ best solutions converge or until
some maximum iteration count is reached. The solution to the optimization
problem is then the swarm’s global best solution—the point in the solution
space where we have found the best value for the objective function. It is of
course not guaranteed that this solution is the most optimal possible, but PSO
have a good chance of finding the global optimum, or some point very close
to it, for many types of problems. The problem can be either a maximization
problem or a minimization problem, we assume from here on, without loss of
generality, that it is a minimization problem.
There have been many variants of PSO proposed in the literature, some
differing in subtle ways, others more substantially. Many have been proposed to
deal with specific types of problems, such as discrete, multi-objective or dynamic
problems. In section 2.2.1 we describe a simple, common, canonical variant of
PSO, first presented by Shi and Eberhart [47], that is almost identical to the
one originally described by Kennedy and Eberhart [19,26]. Later, in section 3.5,
we describe a slight variation of our own of this canonical PSO, that is designed
to handle a special kind of dynamic environment.

2.2.1

A canonical PSO

Here we describe the simple PSO variant with inertia weights first presented by
Shi and Eberhart in 1998 [47].
Assume that the objective function to be minimized is f , defined over an N dimensional space. To solve the optimization problem we have a set, or swarm,
of k particles placed in the domain of f , also called the solution space. Let
variables, constants and functions be defined as in Table 2.1. The PSO is then
Table 2.1: Variables, constants and functions used in the PSO.
Notation

Description

xi = (xi1 , xi2 , . . . , xiN )
vi = (vi1 , vi2 , . . . , viN )
pi = (pi1 , pi2 , . . . , piN )
pbest i
g = (g1 , g2 , . . . , gN )
gbest
ϕ1
ϕ2
w
rand ()

The ith particle’s position.
The ith particle’s velocity.
The ith particle’s personal best solution.
The value of f at pi .
The swarm’s global best solution.
The value of f at g.
The cognitive acceleration coefficient.
The social acceleration coefficient.
The inertia weight constant.
Uniform random numbers in the interval [0, 1].

described in Algorithm 1 and 2. We first initialize the values using Algorithm 1,
then we simply loop Algorithm 2, and in every iteration we update the velocity
and position of each particle. When a particle finds a position that is better
than any it has seen before, we set its pbest accordingly, and if it finds one that is
better than any of the particles have seen before, we also set the swarm’s gbest.
As seen on row 4 of Algorithm 2, the velocities are updated by combining the
previous velocity and the directions toward the personal and global bests—the
cognitive and social components—as shown in Figure 2.2. The previous velocity
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Algorithm 1 Initialization of the PSO
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

gbest ← ∞
for i = 1 to k do
Initialize xi and vi to random values
pi ← xi
pbest i ← f (pi )
if pbest i < gbest then
gbest ← pbest i
g ← pi
end if
end for

is weighed by the inertia weight w, and the cognitive and social components are
weighed by the acceleration coefficients, ϕ1 and ϕ2 . A number of clever ways
of setting these values have been proposed, both based on experimental and on
analytical results. However, common values are slightly less than 1 for w, and
around 2 for both ϕ1 and ϕ2 , which would give an average weight of 1 each
when combined with the random number from rand ().
Algorithm 2 The body of the canonical PSO
1: repeat
2:
for i = 1 to k do
3:
for d = 1 to N do
4:
vid ← w · vid + ϕ1 · rand () · (pid − xid ) + ϕ2 · rand () · (gd − xid )
5:
end for
6:
xi ← xi + vi
7:
fitness ← f (xi )
8:
if fitness < pbest i then
9:
pbest i ← fitness
10:
pi ← xi
11:
end if
12:
if pbest i < gbest then
13:
gbest ← pbest i
14:
g ← pi
15:
end if
16:
end for
17: until termination condition fulfilled

25

26

Chapter 3

Swarm-Intelligent
Localization
In this chapter we present our new localization algorithm, which we call SwarmIntelligent Localization (SIL). SIL is a distributed, range-based, absolute localization algorithm, that works in either two or three spatial dimensions. For
ease of illustration, the number of dimensions will be assumed to be two in the
following description, but in section 4.1.8 we will explicitly model localization
in three dimensions and compare the results with the two-dimensional case.

3.1

Overview

SIL is an iterative algorithm that works in two different phases, referred to as
the coarse phase and the fine phase. All unknown nodes start out in the coarse
phase, in which they calculate rough position estimations, and then carry on to
the fine phase where those estimations are further improved. Figure 3.1 shows
the flow of the algorithm in terms of these phases.

Figure 3.1: An unknown node begins with no a priori location knowledge
at all, then acquires a rough position estimation in the coarse phase, which
is later refined in the fine phase.
As seen in Figure 3.1, we may iterate in each phase. What happens is that
a node listens to messages broadcast by its neighbours, broadcasts a message
itself, and then updates its position estimation. An updated position estimation
might be relevant to the neighbours, why we iterate the whole sequence again,
thus making nodes cooperate in finding a global solution. This is illustrated in
Figure 3.2. In section 3.2 we describe the message passing in detail, together
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with what data is stored at the nodes. In subsequent sections we detail how the
position estimates are calculated, and how we update them each iteration.

Figure 3.2: In both the coarse phase and the fine phase we iterate until
some condition is fulfilled. In each iteration we communicate information
between neighbours and calculate new position estimations in turn.
In order to calculate a position estimation, each unknown node creates a
Particle Swarm Optimization (PSO) instance where the solution space of the
optimizer is also the physical space (two or three spatial dimensions, represented
as R2 or R3 ) in which we want to find the position. By using information about
other nodes’ reported positions, as well as measured distances to those nodes,
we form a function over the solution space, called the objective function, that
should be minimized by the PSO. The point in the solution space, where we
find the optimal (minimal) value of the objective function, corresponds to the
node’s best guess of its own position in physical space. Figure 3.3 shows an
example objective function. In section 3.3 we will describe in detail how the
objective function is formed in the coarse and fine phases. From the point of
view of the PSO, what happens each iteration is that new information from
neighbours deform the objective function landscape, thus making the problem
dynamic. Fortunately, these deformations happen only at specific, known points
in time—when the node has listened to broadcasts from its neighbours—so we
can easily define a PSO variant that handles the emerging dynamics of the
problem, as we will see in section 3.5.

3.1.1

The coarse phase

In the coarse phase, the unknown nodes will gather position information about a
number of anchors, together with the hop-counts and measured distances along
the paths to those anchors. The unknown nodes will then position themselves
at whatever point that to them seems to best match their information about the
known anchors. However, since anchors are sparsely deployed, we can expect
the majority of unknown nodes to have few, if any, anchors as direct neighbours.
As a consequence, distance estimations to them are likely to be inaccurate, and
we can expect the position estimations calculated in the coarse phase to be
imprecise. Figure 3.4 illustrates the coarse phase of SIL.
Even though the results of the coarse phase are imprecise, we can expect
that position estimates made by unknown nodes will place most of them at
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Figure 3.3: An example objective function over a two-dimensional space,
created through the knowledge of the positions of three neighbours together
with the measured distances to them. For ease of illustration, the objective
function is here turned upside down so that it looks like a maximization
problem instead of a minimization problem. The best estimation for the
node’s position is therefore the top point of the surface, marked with a
vertical line. The node runs its PSO instance in order to find that point.
roughly the correct locations. This is because these estimations are based on the
anchors’ a priori position information, which is sound from a global viewpoint.
Moreover, and importantly for the rest of the algorithm, we can expect that the
global structure of the network is somewhat reflected in the position estimations;
so that neighbour nodes place themselves close together, and nodes that are
physically far away from each other also make position estimations that place
them far apart. As such, the coarse phase of SIL serves to provide rough position
estimations for the unknown nodes, that will be further improved in the fine
phase. The fine phase is capable of computing much more precise positions than
the coarse phase, but is instead sensitive to the initial position estimations. By
having these two work together, we can form an algorithm that is capable of
making precise estimates without any a priori knowledge for the unknown nodes’
positions.

3.1.2

The fine phase

Once the unknown nodes have gathered information from a sufficient number
of anchors (or waited long enough for such information) and made their coarse
position estimations, they will switch to the fine phase. In the fine phase,
rather than depending on the reported positions of remote anchors, unknown
nodes will try to position themselves with respect to their direct neighbours,
no matter if these are anchors or unknown nodes themselves. In this way,
unknown nodes will depend not only on the anchors, but also on each other,
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Figure 3.4: In the coarse phase, the unknown node labeled A uses the
known positions of the anchors (darker), together with the hop-counts and
total measured distances along the “shortest” paths to them, to estimate
its own position. At each hop a distance measurement error might be
introduced, and as can be seen, adding the distances between nodes along
a path will only give a crude approximation of the true distance between
the end-nodes, unless all nodes on the path happen to be collinear. These
two factors combine to make the estimations in the coarse phase to be just
what they sound like—coarse.
to find their positions. An unknown node will listen to the reported positions
that its neighbours currently believe they have, and then try to position itself
based on these reported positions and the measured distances to these same
neighbours. If a neighbour is an unknown node itself, it is of course not certain
that its reported position is correct, and it will itself listen to the reported
positions of its neighbours to try to correct its own position estimation. Clearly
though, once an unknown node has found a better position estimation, this new
estimation will have an effect on the estimations of its neighbours, that based
their estimations partly on the estimation of the first node. Its neighbours
will consequently update their positions again, which will in turn affect the
estimation of the first node yet again, and so on. What grows out of this is a
distributed, dynamic system, where corrections to position estimations ripple
through the network and nodes collaborate, by using only local information, to
achieve a global, coherent solution. This is allowed to iterate for a while; all
the time the nodes improve their position estimations until they converge to a
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solution where all nodes are content enough with their current estimation.
We do not rely solely on the one-hop neighbours in the fine phase though, unknown nodes also use position information about their neighbours’ neighbours—
that is their two-hop neighbours—reported to them via their one-hop neighbours. Because of the difficulties in measuring the distance between nodes that
are not immediate neighbours, we do not even try to do so in the fine phase,
but instead we impose constraints from two-hop neighbours by using knowledge
of the nominal radio range. Since a two-hop neighbour is not our immediate
neighbour, it is unlikely that we are within one radio range from such a neighbour, but it is also unlikely that we are more than the double radio range away.
By using information about two-hop neighbours, we can avoid some erroneous
positions that would have been caused by ambiguities sometimes occurring if
we use only one-hop neighbour data. Figure 3.5 illustrates the information used
by an unknown node in the fine phase.

Figure 3.5: In the fine phase, the unknown node labeled A uses the position information reported from its one-hop neighbours (labeled 1) together
with measured distances, and the position information reported from its
two-hop neighbours (labeled 2) together with knowledge of the nominal
radio range.

3.2

Stored data and message passing

So each iteration, regardless of the phase, each node listens to broadcasts from
its neighbours and broadcasts a message itself. This is then followed by calcu31

lations at each unknown node to update their own position estimations. In this
section we will describe what information is passed between neighbours using
the broadcasts.
It is important to note that a broadcast here refers to a node sending a
message to its immediate neighbours—that are within radio range—who listens
to the message but take no further action to send it along. Broadcasts are in
no way flooded in the whole network. This means that in each iteration, a
node transmits exactly one message, and receives exactly k messages, where k
is the number of one-hop neighbours of that node. The number of messages
sent and received by a single node in one iteration is therefore independent
of the total network size—the number of messages received is dependent on
the connectivity of the network and the number of messages sent is constant.
Another important aspect of this simple broadcasting scheme is that there is
no need for a routing protocol in order to run the localization algorithm, which
might be a necessary requirement if the routing protocol needs the localization
data in order to function, as is the case with most geographic routing protocols.
Figure 3.6 illustrates how information flows using the broadcasts.

Figure 3.6: The node labeled A transmits a message to its one-hop neighbours, and receives messages from them. Since node A’s one-hop neighbours
also talk to their other neighbours—node A’s two-hop neighbours—relevant
information from them will also reach A the next time it hears from its onehop neighbours. Information about remote anchors will also be forwarded
one hop at the time by being incorporated in the messages that nodes transmit each iteration, and thus reach interested nodes without any need for a
routing protocol.
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There is no requirement in SIL for how the link layer protocol operates,
but in the modeling in chapter 4 it is assumed that nodes eventually succeed
in sending and receiving messages from their one-hop neighbours, and that the
order of the transmissions is randomized.

3.2.1

Stored data

Each node, η, keeps track of the information in Table 3.1, which we will refer
to in subsequent sections.
Table 3.1: Data stored at each node running SIL.
Notation

Description

ηpos
ηconfidence
A
N
M

The node’s
The node’s
A set of all
A set of all
A set of all

own estimated position.
confidence in its own position.
anchors that it knows of.
one-hop neighbours that it knows of.
two-hop neighbours that it knows of.

For each of the nodes in A, N or M we store some collected data. Specifically,
for each anchor, a ∈ A, we store the data in Table 3.2; for each one-hop neighbour, n ∈ N , we store the data in Table 3.3; and for each two-hop neighbour,
m ∈ M , we store the data in Table 3.4.
Table 3.2: Data stored for each anchor a node knows about.
Notation

Description

apos
adistance
ahops

The position of the anchor.
The total measured distance to the anchor.
The total number of hops to the anchor along the “shortest” path.

Table 3.3: Data stored for each one-hop neighbour a node knows about.
Notation

Description

npos
ndistance
nconfidence

The neighbour’s estimated position.
The measured distance to the neighbour.
The neighbour’s confidence in its position.

Table 3.4: Data stored for each two-hop neighbour a node knows about.
Notation

Description

mpos
mconfidence

The neighbour’s estimated position.
The neighbour’s confidence in its position.
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At startup, an unknown node has no information at all, so ηpos and ηconfidence
are undefined and A = N = M = ∅. An anchor has an a priori knowledge of
its position, so ηpos is set to that position from the beginning, and ηconfidence
is set to a constant value. We will describe the confidence factor in detail in
section 3.4. An anchor also includes itself in A; the distance and hop-count to
itself are of course set to 0.

3.2.2

Sending a message

When a node transmits a message and is in the fine phase (an anchor can be
considered to always be in the fine phase), it includes the relevant information
about itself—ηpos and ηconfidence . In either phase it includes its information
about anchors and one-hop neighbours—A and N . There is no need to transmit
anything about the two-hop neighbours since the transmitting node’s one-hop
neighbours are the receiving nodes’ two-hop neighbours (unless they are also
the one-hop neighbours of the receivers).
We assume that there is some identifying number that can be used to distinguish nodes from each other, so that given information about two nodes, say
n0 and n00 , we can determine if they are the same node or not. An identifying
number can for an example be the physical address of the network adapter,
some hard-coded software constant or even—if there are no other alternatives—
a random number picked at the start of the algorithm. If the random numbers
are drawn from a large enough pool, any collisions will be unlikely as there is
no problem with two nodes that share the same ID number unless they also
happen to be so close in the network that they are both in “contact” with the
same third node. In many cases it is probably even possible to detect and avoid
such rare ID collisions, but that is not dealt with in this report. Here we simply
assume that all nodes can somehow get a unique identifying number.

3.2.3

Receiving a message

When a node receives a message from a neighbour, it incorporates the information in that message that is relevant to it into its stored data. Let η be the
receiving node, θ be the other, transmitting node, and Aθ and Nθ be the sets of
anchors and one-hop neighbours that θ included in its message. Let θm,pos and
θm,confidence be the position and confidence values for θ reported in the message.
Also, for each node n ∈ Aθ ∪ Nθ , let nm,pos be the position of n reported in the
message, and likewise for distance, confidence and hops when such information
is available. Finally, let dη,θ be the measured distance between η and θ. If the
distances are measured using the received signal strength of the radio signal,
then it could be measured now while receiving the message; if some other distance measuring technique is used, we would have measured the distance at an
earlier stage, and have it stored somewhere.
Incorporating data about the sender
If θ included information about itself in the message, the receiving node adds
θ to its set of one-hop neighbours, unless it was already there, in which case it
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simply updates its stored data about θ’s position and confidence:
N ← N ∪ {θ},
θpos ← θm,pos ,
θdistance ← dη,θ ,
θconfidence ← θm,confidence .
Incorporating data about the sender’s neighbours
First we add each of θ’s one-hop neighbours, as reported in Nθ , to the receiving
node’s two-hop neighbours unless they are also its one-hop neighbours—or η
itself. The same operation helps remove any old two-hop neighbours that have
turned out to be one-hop neighbours after all:
M ← (M ∪ Nθ ) \ (N ∪ {η}).
For each of the nodes from Nθ that were valid two-hop neighbours to η, we
then set the corresponding stored values in η’s memory. So, for each n ∈ Nθ ∩M :
npos ← nm,pos ,
nconfidence ← nm,confidence .
Incorporating data about anchors
The anchors are a bit trickier. There are many ways in which we could try
to make a distance estimate to a remote anchor, and we have to be careful
to pick an appropriate one. We would get the most exact results if we always
picked and stored the shortest distance reported to a remote anchor, unless there
are measurement errors in the distance estimates. If there are measurement
errors—and there are bound to be—a scheme that always picked the shortest
possible distance would become biased toward measurements with errors that
underestimate distances. Because of this, we choose instead to use the distance
along a path that has the fewest hops. If there are more than one such path,
which one is picked will depend on the order in which nodes hear from each other
and propagate the information—more or less randomly that is. Using the path
with the fewest hops will not be as exact as using the shortest measured distance
when there are no measurement errors, but it will be much more robust as errors
grow. As long as the results of the coarse phase are good enough, the fine phase
will be able to refine position estimations anyway. Figure 3.7 illustrates this
choice. Of course, the individual nodes do not know about the fullness of the
paths, neither do we want them to because keeping track of all paths would
quickly consume a lot of memory. We will see though, that by choosing proper
rules for what information to store and pass along, the proper distance estimates
will be made by default.
We begin then by storing information about all the reported anchors in Aθ
that we do not yet know about. So for each a ∈ Aθ \ A:
apos ← am,pos ,
adistance ← am,distance + dη,θ ,
ahops ← am,hops + 1.
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Figure 3.7: The node labeled A needs to get a distance estimate to the
anchor (darker), but the distance can be measured along several different
paths. If the distance measurements were perfect, the best guess would
be to use the shortest path in terms of total added distance, marked as
the solid thick path. If using the shortest path in terms of hops, either
the solid thick path or any of the dashed paths would be possible choices.
When there are measurement errors however, any path will be possible
with the shortest distance scheme. With several available paths, chances
grow with the number of possible paths that one will severely, at several
different points, underestimate the distance. With larger measurement errors and greater connectivity of the network, the shortest-distance scheme
will become more and more biased. The fewest-hops scheme degrades much
more gracefully when measurement errors increase. It will pick one of the
fewest hops paths, more or less randomly, be it too long or too short.
Then we update values in the same way for the anchors in Aθ that we have heard
about before, but for which a path with fewer hops has now been discovered.
For each a ∈ A ∩ Aθ such that am,hops + 1 < ahops :
apos ← am,pos ,
adistance ← am,distance + dη,θ ,
ahops ← am,hops + 1.
Finally we merge Aθ into A:
A ← A ∪ Aθ .
There is also another aspect of propagating anchor information that we need
to consider. While it is certainly true that knowledge of more anchors might
make it easier for an unknown node to estimate its position in the coarse phase,
there might be a point where extra anchors will actually harm the estimate
rather than do it good. When anchors are too remote, the estimated distance
to them might be so off that they are next to useless. Also, if nodes are going to
store data for all anchors, and pass this along in their messages, there will be no
bound on the memory requirements and message sizes as the network grows—
clearly an undesirable property. The solution is for nodes to only keep data
about the anchors that are most relevant to them, thus bounding both memory
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usage and message sizes. Deciding what anchor data to use and what to discard
is not a trivial problem though, and the optimal strategy is highly dependent
on the topology and size of the network. A simple and straightforward solution
is to at most keep data about a certain maximum number of anchors. The
anchors used are the ones that are closest in terms of hops to the node in
question; whenever the node has data available to more than the maximum
number of anchors, it discards the data for the ones furthest away until it has
only the maximum number again. What then is the best choice for the maximum
number? Again there is no simple answer, it depends on the network and on
how much resources are available for the nodes. In our implementation we use
10 as the maximum number. So let Apruned be the set of anchors in A that have
the smallest hop-counts, such that |Apruned | = min(|A|, 10). Then discard the
remaining anchors and associated data:
A ← Apruned .
If the receiving node is an unknown node that has no position estimation
for itself yet, it can initialize the estimation with the help of an anchor. We
set the initial position estimation to be equal to the position of first anchor it
hears about (or the closest of them it it hears from more than one at the same
time). That initial estimate will be very imprecise, but it will be guaranteed
to at least be in the vicinity of the true position. For an example, if we use a
global coordinate system, an unknown node might not even know beforehand
what part of the world it is in, but by initializing its position estimate to that
of an anchor it hears about, it will place itself somewhere within the network
area—a quite good initial guess, all things considered. So if ηpos is undefined,
and a is the closest anchor in A in terms of hops, let
ηpos ← apos .

3.3

The Objective Function

As was mentioned in previous sections, each unknown node uses information
available to it about other nodes to form an objective function whose global
minimum corresponds to that node’s best guess of its own position. It then uses
its PSO instance to find that minimum, or a point close to it. In this section
we describe in detail how the objective function is formed in the two different
phases. We should note that there is never any need to compute the values of
the entire objective function (which is indeed defined over an infinite set—R2 or
R3 ), rather the objective function is only sampled at the discrete points where
the particles in the PSO “fly” around the solution space.

3.3.1

The objective function in the coarse phase

In the coarse phase, an unknown node uses information about remote anchors
to position itself. Given knowledge about an anchor’s position and an estimated
distance to that anchor, we can draw the conclusion that we are, approximately,
somewhere on the circumference of a circle that has the distance estimation as
the radius and the centre at the anchor’s reported position. In three dimensions
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it would be the surface of a sphere instead of the circumference of a circle, but
the reasoning is otherwise the same.
We can not be sure that the distance estimation is exact though, so we want
to leave some room for errors by having the objective function flatten out as
we approach that circumference. We can achieve this by letting the objective
function—or at least the part of it that corresponds to a specific anchor—take
on values that are proportional to the square of the distance to the circle’s
circumference, as is shown in Figure 3.8. Let a ∈ A be an anchor, and let kxk
denote the Euclidean norm of x. Then the contribution of that anchor to the
objective function would be proportional to
fa (x) = (adistance − kapos − xk)2 .
We can note that for each hop between the anchor and the unknown node,
a distance estimation error might be introduced unless the nodes are collinear,
as was shown in Figure 3.7. Because of this we weigh the contributions of
anchors to the objective function by the number of hops to them, so that anchors
that are fewer hops away have a greater impact than ones that are more hops
away. At this point it is tempting to also weigh contributions based on the
measured distances; the reasoning would be that total measurement errors can
be expected to be larger for larger distances, why we might like to give more
importance to anchors that we expect to have smaller distance measurement
errors to. However, doing so would make us biased toward anchors to which
we have underestimated the distance; as the errors grow, we would become
more and more biased. The weight that was meant to ease the problem of
distance measurement errors would instead make the problem worse. For this
reason we weigh only with the hop-count, but not with the distance estimation.
Equation 3.1 gives the complete objective function in the coarse phase, including
the weights.
X (adistance − kapos − xk)2
(3.1)
fcoarse (x) =
ahops
a∈A

3.3.2

The objective function in the fine phase

When in the fine phase, an unknown node uses information about its one-hop
and two-hop neighbours to calculate a position for itself. For the one-hop neighbours we have distance measurements that can be used to form contributions
to the objective function much like for the anchors in the coarse phase. Just as
with the anchors in the coarse phase, a contribution of a one-hop neighbour is
proportional to the square of the distance to the circumference of a circle centered on the neighbour’s reported position. See Figure 3.8 for an illustration.
The contribution to the objective function of a one-hop neighbour, n ∈ N , will
therefore be proportional to
fn (x) = (ndistance − knpos − xk)2 .
For two-hop neighbours we can not directly measure the distance, and estimating it by adding two distance measurements together would often create
too imprecise estimations for the fine phase. We can conclude, however, that
since a two-hop neighbour is not our one-hop neighbour, we are unlikely to be
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Figure 3.8: The contribution to the objective function of an anchor in the
coarse phase, or a one-hop neighbour in the fine phase. In this example,
the other node’s reported position is at (0, 0), and the measured distance
to it is d. The objective function is here turned upside down for ease of
illustration, so the topmost values of the surface are the optimal. The exact
values of the objective function will vary depending on a number of factors,
the important thing to note is that the value of this function is 0 at any
point that is d distance units away from the other node’s reported position,
and then grows more quickly as we deviate from that “perfect” distance.
within one nominal radio range of it; but since it is our two-hop neighbour, we
are also unlikely to be more than the double nominal radio range away. As long
as we are within the double radio range, but not within a single radio range of
the two-hop neighbour, we have no reason for alarm, but as we deviate from
that area (or space in the three-dimensional case), we let the two-hop neighbour add to the objective function a value that is proportional to the square of
the distance from the area. Figure 3.9 shows this contribution to the objective
function. Let R be the nominal radio range, then the contribution of a two-hop
neighbour, m ∈ M , is proportional to
fm (x) = max(0, R − kmpos − xk, kmpos − xk − 2R)2 .
We weigh contributions to the objective function based on the confidence
of the neighbour nodes, so that neighbours that have good confidences in their
positions have a greater impact than those with bad confidences. We should
note that the confidence factors used are positive numbers where a lower value
means a better confidence, they are described in detail in section 3.4. Just as
with the anchors in the coarse phase it is tempting to also weigh contributions
based on the measured distance—however, as was described in section 3.3.1, it
would be counterproductive to do so. With the weights added, the contribution
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Figure 3.9: The contribution to the objective function of a two-hop neighbour. In this example, the other node’s reported position is at (0, 0), and
the nominal radio range is R. The objective function is here turned upside
down for ease of illustration, so the topmost values of the surface are the
optimal. The exact values of the objective function will vary depending on
a number of factors, the important thing to note is that the value of this
function is 0 at any point that is between R and 2R distance units away
from the other node’s reported position, and then grows more quickly as
we deviate from that area.
of all the one-hop neighbours is then defined by Equation 3.2.
fonehop (x) =

X (ndistance − knpos − xk)2
nconfidence

(3.2)

n∈N

Just as with the one-hop neighbours, we weigh two-hop neighbours by their
confidence. Equation 3.3 then gives the contribution of all the two-hop neighbours.
X max(0, R − kmpos − xk, kmpos − xk − 2R)2
(3.3)
ftwohop (x) =
mconfidence
m∈M

There is another thing to take into account at this point. If an unknown node
has data about fewer than three neighbours (or four in the three-dimensional
case), it will often be practically impossible to find an unambiguous solution to
the problem using only Equation 3.2 and Equation 3.3. We therefore also use
the anchor data as in Equation 3.1 if there are too few neighbours available. Let
the number of dimensions of the solution space be d, then the final objective
function for the fine phase is defined by Equation 3.4.
(
fonehop (x) + ftwohop (x)
if |N | ≥ d + 1
(3.4)
ffine (x) =
fonehop (x) + ftwohop (x) + fcoarse (x) otherwise
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3.4

Deriving a Confidence Factor

As we have seen in the previous section, nodes have a confidence factor that
is used to weigh their contributions to other nodes’ objective functions in the
fine phase. The reasoning behind the confidence factor is simple: if we can
somehow determine how good different nodes’ position estimations are, then we
know which estimations to give more importance for estimating other nodes’
positions. In Figure 3.10 we can see an example of when such information is
helpful.

Figure 3.10: The nodes’ real positions are here marked as solid circles,
while their estimated positions are marked as dotted circles. As we can
see, the nodes in the cluster A have much more accurate estimations than
the nodes in cluster B. Therefore we would like the nodes in A to have
better confidence factors than the ones in B, so that the nodes in between
can know which ones to trust more. If the nodes in between can trust the
nodes in A more, it will help them to make better estimates for themselves,
which in turn also will enable the nodes in B to make better estimates.
How then do we determine the confidence factor of a node? This might
seem like a simple problem, but is in fact not at all trivial. Of course, an
unknown node does not know its true position, so it can not simply look at its
estimated position and hope to see if it is close to the true one or not. It must
instead guess how good its estimation is by studying other information available
to it. A straightforward solution would be to look at how good a solution it
has been able to find to its objective function, which in effect translates to
how well it has been able to fit itself in with respect to the measured distances
to—and the reported positions of—its neighbours. This, however, requires that
the neighbours’ reported positions are sound; but we don’t know if they are
sound or not if we do not have trustworthy confidence factors for them—and
the reasoning has come full circle. An example of why this reasoning fails can
be seen in Figure 3.10, where the nodes in cluster B have made estimates that
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place them perfectly with respect to each other, since the distances between
them (d1 , d2 and d3 ) are satisfied, and yet none of them is very close to its
true position. If they used that information to derive their confidence factors,
they would wrongly give themselves much better confidence factors than they
deserve.
Let us instead take a step back and ask ourselves, why is it that the nodes in
A have better estimations than the nodes in B? It may be coincidence of course.
It might be pure luck, in their stochastic search using PSO, that just happened
to make them converge together to a good solution. In general however, it is
much more likely that there is something other than chance that made their
estimations better. Maybe it was some hard-to-define property of the network
topology in their area that made them easier to locate. This is not unlikely,
but properties that require a global overview that is not available to single
nodes—and even then is hard to define—is in practice not much of a help to us.
There is one property though, that has a great impact on the accuracy of nodes’
estimations, and is also easy to compute—indeed, all the necessary information
is already available to the nodes. That property is the closeness of an unknown
node to a sufficient number of anchors. An unknown node that is close to a
number of anchors has as much better chance of making good initial estimates
in the coarse phase than one that is far from them. One choice for a confidence
factor is then to simply derive it from some distance metric to the closest anchors
of a node. In the two-dimensional case, three anchors are necessary for any good
position estimate, any more is helpful but not as important. In three dimensions
it would be four anchors instead [5]. Therefore it seems like a reasonable choice
to use some metric about the closeness of the three (or four) closest anchors
to derive the confidence factor. In our implementation we use the sum of the
squares of the hop-counts to the three (or four) nearest anchors as the confidence
factor. If a node does not have information about enough anchors, we use some
very large hop-count for the “missing” ones, 100 in our implementation. Let
d be the number of dimensions and Aclosest be the closest d + 1 anchors in A
in terms of hop-counts (or as many as are available). The confidence factor of
node η is then given by Equation 3.5.
X
ηconfidence =
(a2hops ) + (d + 1 − |Aclosest |) · 1002
(3.5)
a∈Aclosest

A lower value thus means a better confidence, as was assumed in section 3.3.
A desirable property of using this confidence factor is that it only has to be
computed once—when a node switches to the fine phase. It is not used in the
coarse phase, and once we have entered the fine phase it will not change as new
information about remote anchors is no longer relevant to the node. An anchor
would have a small, constant value as its confidence factor, to reflect that it
always has a good confidence in its position. We use the value 1 for anchors’
confidence factors.

3.5

A PSO Variant for Handling Dynamic Environments

As we saw in section 3.1, in every iteration of SIL an unknown node listens
to broadcasts from its neighbours, and stores relevant information heard in its
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memory. The information it hears each iteration might change the objective
function of its PSO instance, thus making the optimization problem dynamic.
However, the changes happen at specific times—during the broadcasting and
listening step—and the nodes know when this happen. We could therefore
call this problem a discretely dynamic problem, as opposed to a continuously
dynamic problem that changes all the time. In this section we will describe
a simple variant of the canonical PSO presented in section 2.2.1, designed to
handle this special case of dynamic environments. This augmented PSO is what
we use in SIL.
The most prominent problem of running PSO in a dynamic environment is
that we can not trust that points in the solution space, that have previously
been found to be “good”, still is as “good”. If a particle wrongly believes that
a point it has found in the past is still its personal best solution, it would cause
it to search in the wrong places—maybe the problem’s optimal solution at that
point in time is nowhere close to where it was earlier. The same is of course
true for the swarm’s global best found solution; wrongly keeping an old value
would draw the entire swarm toward it instead of the true optimum.
If this wasn’t bad enough, the dynamics of the problem might skew the
interval of possible values of the objective function, its image. The function
might change so that while the global optimum is still an optimum, it has a
value that is worse than some value that was possible in the past. Unless the
particles keep their stored best values updated, they might be searching in vain
after the optimum—because they will not even recognize it as a good solution
if they have outdated memories of “better” values from the past.
Clearly then, if we are going to solve dynamic optimization problems, we
need to add some mechanism to the canonical PSO described in section 2.2.1
in order to handle the dynamics. One solution would be to simply reinitialize
the PSO after every change to the objective function. However, doing so would
cause us to lose all knowledge acquired earlier, forcing the PSO to start out
from the beginning every time. Even if the objective function changes, it is
likely that it will resemble its old self quite a bit after each change, making old
knowledge in the form of particles’ positions and best found solutions to still
hold some value for us. Preferably we can adapt to a changing environment but
still build on our old knowledge—both have the cake and eat it, so to speak.
Dynamic systems are quite common in a wide range of applications, and
a number of variants of PSO have been proposed to handle them. For an
example, Carlisle and Dozier proposed a PSO where all particles reset their
personal bests to their current position, either periodically or when a large
enough change in the objective function is somehow noticed [12]. Cui and
Potok proposed a PSO where the “best” values stored are multiplied by a decay
factor each iteration, thus causing solutions found in the past to become less
and less important [17]. A problem with most variants that handle dynamic
environments is that they discard information in order to not get stuck with
something that is outdated. In Carlisle and Dozier’s variant we discard the
nodes’ personal bests, and in Cui and Potok’s variant we slowly decay them.
Discarding information might be necessary and justified, but it hinders finding
the optimal solution and slows down convergence at best. Fortunately, since
the problem at hand is a discretely dynamic problem, where we know when the
changes happen, there is no need to discard any information when we know that
there are no changes. We can safely iterate the PSO as in Algorithm 2 between
43

changes, only having to discard or re-evaluate anything when a change actually
occurs. There are some different ways to handle the eventual changes; we could
for an example reset all particles’ personal bests to their current positions, as
Carlisle and Dozier proposed. We believe that the old personal bests still are
valuable though, and choose instead to simply re-compute their values in order
to make sure that they are not misleading; and also reset the swarm’s global
best to the best of the newly re-computed personal bests. This is shown in
Algorithm 3, the variables are defined as in section 2.2.1
Algorithm 3 Re-evaluation of PSO variables after objective function change
gbest ← ∞
for i = 1 to k do
pbest i ← f (pi )
if pbest i < gbest then
gbest ← pbest i
g ← pi
end if
8: end for
1:
2:
3:
4:
5:
6:
7:

Taking this update rule together with the algorithm parts from section 2.2.1,
we form a new algorithm. In the new algorithm we update the objective function
when necessary, run the re-evaluation of Algorithm 3, then iterate the normal
body of Algorithm 2 a number of times, until it is time to update the objective
function again. Algorithm 4 shows this augmented PSO algorithm, which is
basically what we use in SIL.
Algorithm 4 A PSO variant to handle dynamic environments
1:
2:
3:
4:
5:
6:

Initialize variables as in Algorithm 1.
repeat
Update objective function (after communicating with neighbours).
Re-evaluate found solutions as in Algorithm 3.
Calculate optimal position by iterating the loop in Algorithm 2 10 times.
until termination condition fulfilled

How many times we should iterate Algorithm 2 in each SIL iteration is an
interesting question; fewer iterations mean less computational overhead for the
nodes, but too few would mean that we might not find the optimal positions
each time. Fortunately, experimental results show that PSO is capable of finding
the optimum to the kinds of objective functions we use in SIL very quickly, and
thus we use only 10 PSO iterations per SIL iteration. Since a node does not
discard its old knowledge, not being able to find the most optimal solution in
one specific SIL iteration is not a big problem, because in later iterations it will
be able to improve its guess by building on that old knowledge. Similarly, a
relatively low number of particles have proved sufficient, thus we use only 20
particles in our implementation.
By using Algorithm 4 we avoid stale information, but also avoid discarding
information that still may be useful. The computational overhead incurred relative to the canonical PSO in Algorithm 2—one re-computation of the objective
function per particle every time a change occurs—is quite a small one. When
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using 10 PSO iterations between updates as we do (row 5), it amounts to an
overhead of about 10% compared to the canonical PSO variant.

3.6

Putting the Algorithm Together

We have now described most parts of SIL, but before we put everything together
we should consider the global behaviour of the nodes in the network as they run
the localization algorithm. Specifically, we have to decide when an unknown
node should switch from the coarse phase to the fine phase, and also how to best
update position estimations in order to achieve a stable, quick global solution.

3.6.1

Switching to the fine phase

We don’t want unknown nodes to get stuck in the coarse phase, so we need
some maximum iteration count for which a node is allowed to be in the coarse
phase. The reasoning is that if an unknown node has only heard from a few
anchors despite several iterations, it is not likely to hear from any more—and if
it does hear from more, those are probably remote enough to be of little value
anyway. For this reason we say that an unknown node is only allowed to be
in the coarse phase for a maximum number of SIL iterations, after which it
will switch to the fine phase regardless of how good an estimate it has been
able to make. However, many nodes will be able to gather sufficient anchor
information quickly, and we don’t want them to spend any more time in the
coarse phase than is necessary. Therefore we also say that if an unknown node
has heard from a sufficient number of anchors (the maximum number described
in section 3.2.3, which is 10 in our implementation) and it has not moved its
position estimation significantly in the last iteration, it should switch to the fine
phase immediately. It is hard to decide what the optimal choices are for the
maximum iteration count and for what is to be considered a “non-significant”
move. Experimental results have showed that about 8 iterations is a reasonable
maximum, and that a move of less than 0.1R can be considered “non-significant”
in this context, where R is the nominal radio range. These are the values we use
in our implementation of SIL, but what is optimal is likely to vary depending
on a number of factors, such as the network size, the network topology and the
ratio of anchors to unknown nodes.

3.6.2

An adaptive step factor

In order to make the algorithm behave well from a global point of view, we
need to consider how to best update position estimations each iteration. The
simple solution—to always place nodes at the optimal points that they find
using their PSO instances—turns out to have some problems. There is the
problem of oscillating nodes showed in Figure 3.11, where nodes go back and
forth without ever converging to a final solution. There is also the problem of
slow convergence showed in Figure 3.12, where nodes slow each other down and
make only very small refinements each iteration. Fortunately, we can fully avoid
the problem of oscillating nodes and sometimes alleviate the problem of slow
convergence by introducing an adaptive step factor. Instead of placing nodes
directly at the optimal points that they find each iteration, we move them toward
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Figure 3.11: The two nodes A and B both realize that their position
estimations place them too far apart (iteration 1). If they both move closer
together to place themselves at what they believe to be the correct distance,
they will become too close instead (iteration 2). At that point they will both
move away from each other, and once again become too far apart (iteration
3). This is the problem of oscillating nodes. By using an adaptive step
factor we can avoid this problem by dampening movements.

Figure 3.12: The two nodes A and B have placed themselves too far from
a third node (darker), and need to refine their positions. B places itself at
the correct distance from A, but A does not place itself close enough to the
third node at once, because it does not want to go too far from B. The
nodes will move their estimations in small steps toward their true positions
each iteration. By using an adaptive step factor that can recognize this
behaviour and increase the step lengths, we can sometimes speed up this
otherwise lengthy process.
that point. The length of the movement step is controlled by the step factor,
which can either make the movement step shorter or longer than what we would
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(a) Increasing the step factor

(b) Decreasing the step factor

Figure 3.13: The previous and current steps are shown here together
with their combined sum; the lengths of the vectors are d1 , d2 and d3
respectively. In (a) we can see that d3 > d1 and d3 > d2 , which according
to our heuristics indicates slow convergence and that the step factor should
be increased. In (b), on the other hand, we see that it is not true that
d3 > d1 and d3 > d2 . That would indicate oscillation according to the
same heuristics, and that we instead should decrease the step factor.
get by simply placing nodes at the found optimal points. When the problem of
oscillation is discovered, we decrease the step factors of the oscillating nodes and
thus dampen their movements, causing the oscillation to stop and the nodes to
converge. When the problem of slow convergence is discovered, we increase the
step factors to make the nodes move more quickly. Since the unknown nodes
do not depend on each other in this way in the coarse phase, we can safely let
them move directly to the optimal found positions; so the step factor is used
only in the fine phase.
In order to discover the problems of oscillating nodes and slow convergence
we use some simple, light-weight heuristics. We keep track of the vectors representing the current and previous “steps”, where a “step” is the difference between the last estimated position and the optimal position found by the PSO.
We then say that if the length of the sum of the step vectors is greater than the
length of both step vectors individually, that indicates slow convergence and that
the step factor should be increased. If the combined step length is not greater
than both individual step lengths, it instead indicates oscillation and that the
step factor should be decreased. Figure 3.13 illustrates these heuristics.
Through experimental results we have found that good behaviour can be
achieved by adding 0.2 to the step factor each time we increase it, and dividing
it by 2 each time we decrease it. This is what we use, but what is truly optimal
will likely vary depending on network properties.

3.6.3

The complete algorithm

Finally we can put together the complete algorithm, which for unknown nodes is
given as Algorithm 5. Let σ be the step factor, let R be the nominal radio range,
and let other variables be defined as in section 3.2.1. On row 16 we can see the
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criteria for switching to the fine phase as described in section 3.6.1, and on rows
21-29 we see the use of the adaptive step factor described in section 3.6.2.
The PSO is used with an update rule, basically as in Algorithm 4, to handle
the dynamic objective function. When we initialize the node’s position estimation ηpos (the first time it hears from an anchor) we also initialize the PSO.
When we initialize the PSO we give each particle a velocity that is randomly
selected from a uniform distribution on the set [−5, 5]d , where d is the number
of dimensions of the localization problem. Each particle’s position is initialized
to ηpos + X, where X is drawn from a uniform distribution on [−30, 30]d , which
ensures that the particles start out in the vicinity of the initial position estimation. The exact bounds of the distributions are more or less arbitrary, as long
as they offer some variation to particles’ initial positions and velocities. For the
PSO constants defined in section 2.2.1, we use w = 0.7 and ϕ1 = ϕ2 = 2.
Algorithm 5 The full SIL algorithm for unknown nodes
1: σ ← 0.5
2: step last ← 0
3: iter ← 1
4: repeat
5:
Communicate with neighbours as described in section 3.2.
6:
if ηpos became defined this iteration then
7:
Initialize PSO variables as in Algorithm 1, randomized around ηpos .
8:
end if
9:
if ηpos is defined then
10:
Re-evaluate found solutions in the PSO as in Algorithm 3.
11:
Calculate optimal position by iterating Algorithm 2 10 times.
12:
xold ← ηpos
13:
xopt ← optimal position found by the PSO
14:
if in the coarse phase then
15:
ηpos ← xopt
16:
if iter = 8 ∨ (kxold − ηpos k < 0.1R ∧ |A| = 10) then
17:
Switch to the fine phase.
18:
Calculate confidence factor as in Equation 3.5.
19:
end if
20:
else
21:
step new ← xopt − xold
22:
step both ← step last + step new
23:
if kstep both k > kstep new k ∧ kstep both k > kstep last k then
24:
σ ← σ + 0.2
25:
else
26:
σ ← σ/2
27:
end if
28:
step last ← step new
29:
ηpos ← xold + σ(xopt − xold )
30:
end if
31:
end if
32:
iter ← iter + 1
33: until SIL termination condition fulfilled
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Algorithm 6 The full SIL algorithm for anchors
Add self to the set of known anchors, A.
repeat
3:
Communicate with neighbours as described in section 3.2.
4: until SIL termination condition fulfilled
1:
2:

Algorithm 6 shows the complete algorithm for anchors, which is much simpler
than for unknown nodes. We should note that anchors use the same communication rules as unknown nodes, and that both types of nodes thus can share
the same program code with just a simple check for deciding which behaviour
to trigger—possibly at runtime.
The termination criteria used can differ based on the application. Possible
choices are a maximum iteration count or convergence of the position estimation.
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Chapter 4

Results and Discussion
4.1

Simulation Results

In order to evaluate the new localization algorithm we ran simulations of a
large number of wireless sensor networks. We ran SIL on each node in the
simulated networks, and here present the effectiveness of the algorithm with
varying simulation parameters, such as ranging errors, network size and anchor
density.
A reasonable metric for measuring the effectiveness of a localization algorithm is the location error. The location error, en , of a node n is simply the
distance between its true position and its estimated position. Let n’s true position be xn and its estimated position be x̃n , then the location error is
en = kxn − x̃n k.
We are mostly interested in the results of the entire network rather than
individual nodes though, why we define two error metrics for networks. The
mean location error of a network is the average of the location errors of all the
unknown nodes in the network. Let N be the set of all localized unknown nodes
in the network, then the mean location error emean is
1 X
emean =
kxn − x̃n k.
|N |
n∈N

Similarly, we define the median location error, emedian , to be the median of
the location errors of all unknown nodes in the network. We should note that
anchors are not considered in the mean and median location errors, and neither
are any unknown nodes that have no estimate at all, such as unknown nodes
that are completely partitioned from the rest of the network.
We normalize all distances and error metrics presented in this chapter to the
radio range, R, of the nodes in the current network. As an example, a mean
location error of 0.5R means that the average distance between an unknown
node’s true and estimated positions is half the radio range.
Each data point showed in the graphs below is the average of 20 independent runs on independently generated networks. As an example, the results of
Figure 4.2a contains 11 data points and is therefore the result of 220 independent network simulations. Unless otherwise stated, all reported results are the
results after 40 SIL iterations, including both the coarse and the fine phases.
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4.1.1

Simulation setup

Network topologies
We used four different kinds of network topologies in the simulations. Examples
of these network types are shown in Figure 4.1. Two of the network types—
shown in Figure 4.1a and 4.1c—have a grid-like structure and two have randomly
placed nodes—shown in Figure 4.1b and 4.1d. Furthermore, one of the grid-like
and one of the random topologies are bounded in a square area, while the other
two are bounded by an area that resembles the letter “C”.

(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.1: The different types of simulated network topologies.
These different types were chosen because they embody different characteristics of network topologies. The ones where the nodes are randomly scattered
have the problem of an uneven distribution of nodes, which could lead to parts
of the network being ill-connected and thus hard to localize successfully. The
C-shaped topologies seriously skew the relation between hop-by-hop distance
and Euclidean distance, which is a problem in localization algorithms that have
to estimate distances over several hops; two nodes at different ends of the “C”
would believe that they are much farther apart than they really are.
Each and every network that we simulated was independently generated.
Nodes were randomly scattered according to a uniform distribution in the ran52

dom topologies, and in all cases a specified fraction of the nodes were chosen
at random to be anchors. In Figure 4.1 the anchors are diamond shaped, while
the unknown nodes are circular.
Ranging model
An important aspect of any range-based localization algorithm is its ability to
cope with distance measurement errors, also called ranging errors. There is
nothing inherent in SIL that forces it to use any specific ranging technique, any
one of those presented in section 2.1.1 are possible choices. However, as RSS
ranging is the simplest and cheapest solution, though also the most imprecise,
it is RSS ranging that we tried to model in our simulations.
We modeled measurement errors and connectivity with a variant of the noisy
disk model. The noisy disk model is popular for modelling ranging that is based
on the Received Signal Strength (RSS) of the radio signal [55]. The noisy disk
model assumes that neighbouring nodes that are within the nominal radio range
of each other are connected, but that distance measurements between them are
noisy. The noise is usually modeled as a zero mean Gaussian random variable.
Let N (µ, σ 2 ) denote a normal distribution with mean µ and variance σ 2 , and
let X ∼ D denote that X is a random variable drawn from the distribution
D. Then let the true distance between two nodes be d and X ∼ N (0, σ 2 ); the
measured distance d˜ of many error models is then given by Equation 4.1.
d˜ = d + X

(4.1)

However, according to the log-normal shadowing model of Equation 2.1, the
noise of the measured RSS does not vary significantly with the distance, but
we are interested in the inverse function—distance as a function of the RSS. In
that inverse function, the attenuation of the RSS with the distance makes the
difference in RSS per distance unit to become smaller relative to the noise as
distances grow [48, 54]. Still, empirical results indicate that a Gaussian curve
can be a good fit for that inverse function, although the standard deviation will
increase with the distance [48]. For these reasons we used another error model
for the distance measurements than the one in Equation 4.1.
In our error model the standard deviation of the noise is proportional to
the true distance. Let Z be a random variable such that Z ∼ N (0, 1), then
Equation 4.2 gives the measured distance between two nodes according to the
model we used, where ω is a parameter for controlling the magnitude of errors.
d˜ = d(1 + ωZ)

(4.2)

Another way to state the same thing is to say that d˜ is a random variable where
d˜ ∼ N (d, (ωd)2 ).
By viewing d˜ as a random variable we can clearly see that ω can be thought
of as the standard deviation in terms of the true distance. When we simulated
different levels of measurement errors, we did so by varying ω.
Of course, there is no such thing as negative distances, and nodes know this
and that they must be at least some physical distance apart. Because of this
the nodes use d˜∗ as their distance estimates in the calculations, where
˜
d˜∗ = max(0.1, d).
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The minimal distance is arbitrarily set to something very small, 0.1 in our case.
We should keep in mind though that the model used here is—as is any
model—an idealization of reality. At best it is a reasonable approximation of
the real world, at worst it is misleading. It seems likely that it can be both,
depending on the situation; the properties of radio signal propagation are highly
dependent on the environment [30]. A model that is good for one application
might be bad for another, and it is possible that some aspects of SIL would have
to be reconsidered given different premises than the ones given here. Still, the
results presented below should give some indication of the results that can be
expected also in actual deployments.

4.1.2

Effects of ranging errors

We studied the effects of ranging errors on the location error by simulating
a number of networks of each topology type and varying the ranging error
parameter ω. All simulated networks had a size of 100 nodes, of which 10%
were chosen at random to be anchors. The radio range and network area were
set so that the connectivity was about 10 for every network. We let ω vary from
0 to 1 and here present the mean and median location errors for each different
value of ω. Figure 4.2 shows the relation between ranging errors and location
errors.

(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.2: The effects of measurement errors on location errors.
As we might have expected, the grid topologies had lower location errors than
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their random counterparts. The explanation is that the grid topologies’ regular
structure avoid “weak” spots that are inherently hard to localize. However, the
big difference is to be seen between the square and the C-shaped topologies.
All of the topology types had similar median location errors, but the C-shaped
ones had significantly larger mean location errors. This indicates that while the
majority of nodes were accurately localized for all topology types, there are some
nodes that push up the mean error. The C-shaped networks are more likely to
contain hard-to-localize nodes than the square ones, and the random topologies
are more likely to contain them than the grid topologies; this is reflected in the
results.
It is not clear from the results whether the relation between location errors
and ranging errors is linear, sublinear or something else. It seems clear though
that location errors grow more slowly than the measurement errors, which indicates that the algorithm is relatively robust in the face of distance measurement
errors.

4.1.3

Effects of network connectivity

Next we studied the effects of network connectivity—the average number of
one-hop neighbours for nodes in the network. The simulated networks had a
size of 100 nodes, 10% of them randomly picked to be anchors. The ranging
error parameter ω was set to 0.2. We then varied the connectivity by changing
the radio range of the nodes. The results are shown in Figure 4.3.

(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.3: The effects of network connectivity on location errors.
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Clearly, higher connectivity leads to better results. This can be explained by
the fact that the higher the connectivity, the more neighbours the average node
has, and thus the more constraints it has on its position estimation. Higher
connectivity means that less nodes are ill-connected enough to be really hard
to localize.
The square grid topology shows a remarkable resilience to low connectivities,
which can be explained by its regular structure’s lack of weak, ill-connected
spots. Even with very low connectivities, no nodes in the grid network are
really ill-connected. The other network types had a harder time. In the random
topologies, low connectivity leads to more nodes that are ill-connected, which
make them hard to localize. Even the C-shaped grid networks showed much
worse results than the square grid networks. A possible explanation is that since
the C-shape makes results from the coarse phase worse—because the relation
between hop-by-hop distance and true distance to remote anchors is skewed—
the loose constraints that result from the low connectivity is not enough to make
the nodes move into their actual structure in the fine phase.

4.1.4

Effects of anchor density

We studied the effect of anchor density by varying the fraction of nodes in the
networks that were anchors. The network size was set to 100, ω was set to 0.2
and the average connectivity was set to about 10. Figure 4.4 shows the location
errors as the fraction of anchors was varied between 5% and 30%.

(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.4: The effects of anchor density on location errors.
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Not surprisingly, higher anchor density leads to better localization results.
The square grid network seems to be easily localized even with the lowest anchor
density, but the other ones gain from more anchors. The C-shaped networks
show the biggest need for a larger number of anchors, which is explained by the
fact the nodes in them will then not have to rely as much on remote anchors,
to which their distance estimations are bad as a consequence of the C-shape.
Still, for all network types, acceptable results can be achieved with only
about 10% anchors.

4.1.5

Effects of network size

Another interesting aspect to study is the effects of the total network size on
localization, why we ran simulations with varying network sizes. The anchor
ratio was set to 10% of the total size, unless that was less than 3, in which case
we used 3 which is theoretically the smallest number of anchors needed [5]. The
ranging error parameter ω was set to 0.2. The network area and radio range
was set so that at size 100 the connectivity was about 10. Then we varied the
network size such that the average number of nodes per area unit was constant.
Figure 4.5 shows the location errors and connectivity for the different network
sizes.

(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.5: The effects of network size on location errors.
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At a first glance, the results seem to indicate that localization is easier for
larger networks. This is true in one sense, but has not that much to do with the
actual network size, but rather that the connectivity increases with the network
size when we keep the average number of nodes per area unit constant. The
explanation is that the ratio of nodes on the “edge” of the network to the total
number of nodes decreases as network size and area increase. Imagine for an
example a square network, increasing the network size and area by a factor of
of 4 would only increase the number of nodes on the edge of the network by a
factor of 2. Since the nodes on the edge are more often ill-connected due to not
having neighbours on all sides, decreasing the ratio of edge nodes will increase
the average connectivity—as can also be seen in Figure 4.5.
The results are much better for the smallest networks—those with about 10
nodes—than for the next size up. The reason is that also the smallest networks
got the minimum of 3 anchors, so the high anchor density compensated for the
low connectivity.
It is interesting to note that as the network sizes grow, the location errors
for the C-shaped networks converge to the same values as for their square counterparts. This is simply because the networks become large enough that nodes
near one end of a C-shaped network will never influence a node near the other
end, and thus the “weakness” of the C-shaped networks disappear.

4.1.6

Convergence

Different network topologies can cause differences in the convergence speed of
SIL. Figure 4.6 shows the location errors for different network topologies for each
iteration of the algorithm. The network size was 100 nodes with 10% anchors
for these simulations. The connectivity was about 10 and ω was set to 0.2.
As can be seen, the convergence rate is relatively steady for the different
scenarios. Results that are close to the converged state are achieved after about
10 to 20 iterations. Still, grid topologies converge faster than random ones, and
square topologies converge faster than C-shaped ones. The largest difference is
observed between square and C-shaped network topologies. We believe that the
main cause for these differences is the quality of the initial position estimations
in the fine phase. When these initial estimations are good, the nodes will quickly
converge to their final estimations, but if they are less exact the process will
be more lengthy as nodes refine their estimations in small steps. In general,
C-shaped networks achieve worse results in the coarse phase—which is to say
that they achieve worse initial position estimations for the fine phase—because
of the skewed relation between measured hop-by-hop distance and true distance
to anchors. This might explain the results in Figure 4.6.
We have no analytical proof of if or when SIL is guaranteed to converge to
a global solution. However, we have simulated over 5000 individually generated
networks for the results presented in this chapter, totalling over half a million
nodes running SIL. Of these, not one algorithm run led to divergence of the position estimations. So while there is no proof of convergence, it seems extremely
unlikely that divergence would occur, at least under the kind of circumstances
that we have studied.
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(a) Square grid topology

(b) Square random topology

(c) C-shaped grid topology

(d) C-shaped random topology

Figure 4.6: Convergence speed for different network topologies.

4.1.7

Effects of algorithm components

We wanted to make sure that all the components of SIL were actually doing
the algorithm something good. We therefore ran simulations where we disabled
different components in turn and compared the results with the normal SIL algorithm. In Figure 4.7 we see the location errors of SIL with different components
disabled. All simulations are for the square random network type, otherwise the
simulation setup was the same as in section 4.1.2—in fact, Figure 4.7a shows
the same data as Figure 4.2b, but is given again here for reference.
In Figure 4.7b are the location errors achieved when we disabled the use of
two-hop neighbours in the fine phase. The results are worse than for the normal
SIL, which is a merit for the use of two-hop neighbours. We should remember,
though, that the disk-like connectivity model used in the simulations most likely
is too “nice” on our use of two-hop neighbours—which depends on connectivity
to be more or less disk-like. Connectivity is not perfectly disk-like in reality,
why we might expect the results of the normal SIL to be somewhere in between
those of Figure 4.7a and Figure 4.7b with more realistic connectivity. Given
different connectivity properties we might even want to redesign the use of twohop neighbours so that it is less reliant on connectivity all together. Still, it is
encouraging to see that the results degrade rather gracefully even when two-hop
neighbour data is completely out of the picture.
Figure 4.7c shows the results achieved when we disabled the fine phase—we
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(a) Normal SIL

(b) Two-hop neighbours disabled

(c) Fine phase disabled

(d) Coarse phase disabled

(e) Adaptive step factors disabled

(f ) Update rule for the PSO disabled

Figure 4.7: The effects of removing some SIL components on location
errors.
simply never switched away from the coarse phase. These results are significantly worse than for the normal SIL, which might be expected as we never
refine positions by having unknown nodes collaborate.
Similarly, Figure 4.7d shows the results we got when we only used the fine
phase. Nodes switched to the fine phase as soon as they had heard from their
first anchor and initialized their position estimations. Also these results are
much worse than normal. The large gap between the mean and median location
errors suggests that a significant minority of nodes had problems finding good
position estimations for themselves—most likely because their initial position
estimations were too bad for the fine phase.
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By disabling the adaptive step factors described in section 3.6.2, we acquired
the results in Figure 4.7e. These look basically as good as for the normal SIL,
which came as a bit of a surprise to us. More careful studies of the individual
networks showed that the step factors indeed do prevent oscillation, but that
oscillating nodes were few enough to not have any significant impact on the
mean or median location errors. We also studied the convergence speed with
the step factors disabled, and it turned out to be practically identical to the
normal SIL. So while the step factors do not appear to speed up convergence as
we had hoped, they at least enable us to avoid oscillations without worsening
convergence speed, which is still a positive result in itself.
In Figure 4.7f are the results we got when we disabled the PSO update rule
for handling dynamic environments, described in section 3.5. Note that this
graph has a different scale on the y-axis. Clearly, without the modification to
handle dynamics, the PSO is unable to find good position estimations.
We then wanted to evaluate the effects of the confidence factors. Since the
confidence factors force nodes to more quickly align themselves with respect
to the most “confident” neighbours, it is likely that the confidence also affect
convergence speed. Figure 4.8 shows the location errors and convergence speeds
for SIL with and without confidence factors for square random networks. The
network parameters are the same as in section 4.1.2, and the convergence plots
are the average for the ω = 0.1 case.

(a) Normal SIL

(b) Normal SIL

(c) Confidence factors disabled

(d) Confidence factors disabled

Figure 4.8: The effects of confidence factors on location errors and convergence for square random networks.
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We can see that location errors were actually a bit worse when we used
confidence factors. The convergence times are better for the normal SIL though.
In order to find out if location errors are better in general without the confidence factors, we also ran simulations of C-shaped random networks with the
confidence factors disabled. Figure 4.9 shows the results of those simulations.
We can see that both convergence and location errors gained from using confidence factors in this case. Likely, the C-shaped networks had more to gain from
the confidence factors because their shape made the differences in confidence
factors higher and more relevant, with confidences generally being lower as we
approach the ends of the “C”.

(a) Normal SIL

(b) Normal SIL

(c) Confidence factors disabled

(d) Confidence factors disabled

Figure 4.9: The effects of confidence factors on location errors and convergence for C-shaped random networks.

4.1.8

Localization in three dimensions

We have until this point assumed in our simulations that networks are twodimensional. Though reality of course is not two-dimensional, this can often
be a reasonable approximation for networks that are distributed on a relatively
flat surface, such as on the ground. Often the difference in altitude between
nodes is insignificant relative to their horizontal spacing, and positions on the
plane may be what we are interested in. However, it is desirable to be able
to run a localization algorithm in the space most appropriate for any given
application, and as SIL has been described in chapter 3, it can run in any
number of dimensions.
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While it may seem tempting to leave it at that, the fact that an algorithm
is able to run in any number of dimensions, does not mean that it runs well in
any number of dimensions. No matter how simple it may be, it most often is
not clear how a different search space will affect a given localization algorithm.
For this reason we decided to explicitly model localization in three dimensions,
and run simulations on these models.
We created four new network topology types that are the intuitive extensions
of the topology types used for the two-dimensional networks. These are shown in
Figure 4.10. The square networks became cubic networks, as seen in Figure 4.10a
and 4.10b. The C-shaped networks were extended into arch-like structures, as
seen in Figure 4.10c and 4.10d.

(a) Cubic grid topology

(b) Cubic random topology

(c) Arch-shaped grid topology

(d) Arch-shaped random topology

Figure 4.10: The different types of three-dimensional network topologies.
We then ran simulations with varying ranging errors. The simulation setup
was identical to that in section 4.1.2, so as to enable easy comparisons. The
network sizes were therefore set to 100 nodes, with 10% randomly picked as
anchors. The average connectivity was about 10, and we let ω vary from 0 to
1. Figure 4.11 shows the results of these simulations.
If we compare the results to those showed in Figure 4.2, we see that location
errors grow significantly faster as ranging errors grow in the three-dimensional
63

(a) Cubic grid topology

(b) Cubic random topology

(c) Arch-shaped grid topology

(d) Arch-shaped random topology

Figure 4.11: The effects of measurement errors on location errors for
three-dimensional networks.
case. The location errors approach zero as the ranging errors decrease for all but
the arch-shaped random topology type. This indicates that localization is very
successful with good distance measurements also in the three-dimensional case,
but is harder than in the two-dimensional case when these measurements are
less accurate. Intuitively it makes sense, seeing that while there is still exactly
one correct point for a node’s position estimation, there are a whole lot more
ways to be wrong in a larger search space. Mostly this is a problem with large
ranging errors, as the freedom of the extra dimension makes nodes’ position
estimations less constrained. This is described in Figure 4.12, but with one and
two dimensions for ease of illustration.

(a) One dimension

(b) Two dimensions

Figure 4.12: The node labeled A has noisy distance measurements to the
two neighbours: d1 + e1 and d2 + e2 . In one dimension, A is still forced
to find an estimation (the dotted node) on the line, as seen in (a). In two
dimensions however, it has the freedom to find an estimation somewhere
else, as seen in (b), most likely increasing the location error.
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If our hypothesis is true—that localization in three dimensions is harder
because of less constraints on the nodes—it would be interesting to see what
happens if we again impose more constraints by increasing the connectivity of
the network. We therefore reconstructed the simulations of section 4.1.3, where
we studied connectivity, but in three dimensions. The simulation setup is the
same: 100 nodes, 10% anchors and ω = 0.2. In Figure 4.13 we see the effects of
connectivity for three-dimensional networks; note that the scale of the y-axis is
not the same as in Figure 4.3.

(a) Cubic grid topology

(b) Cubic random topology

(c) Arch-shaped grid topology

(d) Arch-shaped random topology

Figure 4.13: The effects of network connectivity on location errors for
three-dimensional networks.
By comparing Figure 4.13 and Figure 4.3, we see that the connectivity requirements before the curve flattens out is significantly higher in three dimensions for the two grid-like network types. However, for the two random topology
types the curves are not changed much at all between two and three dimensions,
except that they are shifted upwards in the three-dimensional case. It is still
not entirely clear to us why this behaviour is observed.
Whatever the main causes are for the differences observed between localization in two and three dimensions, it seems clear that—at least for SIL—
localization in three dimensions is harder. Our intuition is that it is inherent
to the problem that localization becomes harder as the number of dimensions
increases.
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4.2

Complexity Analysis

The computational complexity and message complexity of any algorithm is important, especially so for resource constrained wireless sensor networks. In this
section we derive these complexities for SIL.

4.2.1

Computational complexity

In each SIL iteration, a node computes a value of its objective function at one
point for every PSO particle and PSO iteration. The number of particles and
PSO iterations are constant, so a constant number of evaluations of the objective
function are made each SIL iteration.
To evaluate the objective function a node has to compute the contributions
of either each of the anchors it knows about, or each of its one-hop and two-hop
neighbours—depending on the phase. In the case of anchors, the maximum
number is bounded by a constant, so in the coarse phase the computational
complexity of an evaluation of the objective function is constant. In the fine
phase however, the number of neighbours is not bounded by a constant, but
the average number of neighbours of a node is proportional to the network
connectivity. So, in the fine phase, the average computational complexity of an
evaluation of the objective function is proportional to the network connectivity.
It is hard to give an analytical proof of the number of SIL iterations required
before convergence, but experimental results show no direct relation between iterations before convergence and network properties such as size or connectivity.
In any case the number of SIL iterations can be bounded to an arbitrary constant, just as it was in the simulations of section 4.1. So the number of SIL
iterations can be considered as constant for all intents and purposes.
The average computational complexity per node running SIL is therefore
O(c), where c is the connectivity of the network.

4.2.2

Message complexity

A node sends exactly one message per SIL iteration, and receives k messages
where k is the number of one-hop neighbours of that node. The average number
of one-hop neighbours is the network connectivity, c, why the average number
of messages received by any node in one iteration is c.
Since the number of SIL iterations is constant, as was argued above, the message complexity of sent messages is therefore O(1), and the message complexity
of received messages is O(c). Adding them together, the message complexity of
both sent and received messages is O(c).
Each message contains some information that is of a maximum constant
size—information about the sender itself and the anchors that it knows about.
Each message also contains information about the sender’s one-hop neighbours,
the size of which is O(c) on average. Any one message is therefore O(c) bytes
long on average, and the total number of bytes sent and received by one node
during the entire algorithm is thus O(c2 ) on average.
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Chapter 5

Conclusions
In this report we have presented a new distributed algorithm for solving the
localization problem in wireless sensor networks, using techniques from swarm
intelligence. Localization is useful or necessary for many sensor network applications, or for network functionality such as geographic routing.
The algorithm is lightweight in the sense that it can be written with relatively
few lines of code, with the most complex operation used being the square root.
It is also lightweight in the sense that the average computational complexity
per node running the algorithm is linear in the connectivity of the network,
and constant in the network size. Being lightweight is a requirement for any
algorithm that is expected to run on simple sensor nodes.
There are different approaches one can take in solving the localization problem. We have developed a range-based solution—meaning that it requires sensor
nodes to be able measure the distances between themselves and their neighbours
to some degree of accuracy. Our solution is also absolute, in the sense that the
computed positions are mapped to the coordinate system desired by the application, such as latitude and longitude, with the help of a small number of nodes
with an a priori knowledge of their positions in that coordinate system.
Through simulations we have shown that the algorithm is capable of computing precise positions for the majority of nodes under varying circumstances, and
that the results degrade rather gracefully when difficulties such as ranging errors
increase. Simulations are of course dependent on models that are idealizations
of reality. As a consequence, the results of simulations may be consistent with
reality in some cases and not in others. This is especially so when we model
radio propagation, which is notoriously sensitive to environmental properties.
Still, it is our hope that the algorithm presented in this report is useful in actual deployments. Which solutions work well in which cases will likely become
clearer in the future, when the use of wireless sensor networks is expected to
grow wider.
Some interesting topics related to the proposed solution are still left unstudied. One such topic is the effects of objects, such as walls and trees, present
in the network area. Objects can possibly skew connectivity and ranging errors in ways that might have unexpected effects on the computed results. We
would like to evaluate how object affect SIL in different scenarios, and see if any
changes are necessary to improve results in those cases. The only safe approach
to evaluating environmental-specific properties such as these is to perform actual
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real-world experiments, something we very much would like to do. Another topic
left unstudied is node mobility. Even though wireless sensor networks are often
envisioned as being rather static, no such guarantee can usually be made, and
some applications even require a high degree of mobility. The naı̈ve solution—to
rerun the entire algorithm at regular intervals—is likely suboptimal. We would
like to study how node mobility affects SIL, and how the algorithm can be made
to work well with or even exploit mobility when it is present.
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[20] C. F. Garcı́a-Hernández, P. H. Ibargüengoytia-González, J. Garcı́aHernández, and J. A. Pérez-Dı́az. Wireless sensor networks and applications: a survey. IJCSNS International Journal of Computer Science and
Network Security, Volume 7 No.3:264–273, March 2007.
[21] T. He, C. Huang, B. M. Blum, J. A. Stankovic, and T. Abdelzaher. Rangefree localization schemes for large scale sensor networks. In MobiCom ’03:
Proceedings of the 9th annual international conference on Mobile computing
and networking, pages 81–95, New York, NY, USA, 2003. ACM.

70

[22] L. Hu and D. Evans. Localization for mobile sensor networks. In MobiCom
’04: Proceedings of the 10th annual international conference on Mobile
computing and networking, pages 45–57, New York, NY, USA, 2004. ACM.
[23] R. Iyengar and B. Sikdar. Scalable and distributed GPS free positioning for
sensor networks. In IEEE International Conference on Communications,
Volume, pages 338–342, 2003.
[24] X. Ji and H. Zha. Robust sensor localization algorithm in wireless ad-hoc
sensor networks. Computer Communications and Networks, 2003. ICCCN
2003. Proceedings. The 12th International Conference on, pages 527–532,
Oct. 2003.
[25] X. Ji and H. Zha. Sensor positioning in wireless ad-hoc sensor networks using multidimensional scaling. INFOCOM 2004. Twenty-third AnnualJoint
Conference of the IEEE Computer and Communications Societies, 4:2652–
2661, March 2004.
[26] J. Kennedy and R. Eberhart. Particle swarm optimization. In Neural Networks, 1995. Proceedings., IEEE International Conference on, volume 4,
pages 1942–1948. IEEE, 1995.
[27] I. Khemapech, I. Duncan, and A. Miller. A survey of wireless sensor networks technology. In PGNET, Proceedings of the 6th Annual PostGraduate Symposium on the Convergence of Telecommunications, Networking &
Broadcasting, Liverpool, UK, June 2005. EPSRC.
[28] L. Li and T. Kunz. Localization applying an efficient neural network mapping. In Autonomics ’07: Proceedings of the 1st international conference
on Autonomic computing and communication systems, pages 1–9, ICST,
Brussels, Belgium, Belgium, 2007. ICST (Institute for Computer Sciences,
Social-Informatics and Telecommunications Engineering).
[29] J. Liu, Y. Zhang, and F. Zhao. Robust distributed node localization with
error management. In MobiHoc ’06: Proceedings of the 7th ACM international symposium on Mobile ad hoc networking and computing, pages
250–261, New York, NY, USA, 2006. ACM.
[30] D. Lymberopoulos, Q. Lindsey, and A. Savvides. An empirical characterization of radio signal strength variability in 3-D IEEE 802.15.4 networks
using monopole antennas. In EWSN, pages 326–341. Springer, 2006.
[31] G. Mao, B. Fidan, and B. D. O. Anderson. Wireless sensor network localization techniques. Computer Networks, 51(10):2529–2553, 2007.
[32] D. Moore, J. Leonard, D. Rus, and S. Teller. Robust distributed network
localization with noisy range measurements. In SenSys ’04: Proceedings of
the 2nd international conference on Embedded networked sensor systems,
pages 50–61, New York, NY, USA, 2004. ACM.
[33] X. Nguyen, M. I. Jordan, and B. Sinopoli. A kernel-based learning approach
to ad hoc sensor network localization. ACM Trans. Sen. Netw., 1(1):134–
152, 2005.

71

[34] D. Niculescu and B. Nath. Ad hoc positioning system (APS). In Global
Telecommunications Conference, 2001. GLOBECOM ’01. IEEE, volume 5,
pages 2926–2931, 2001.
[35] D. Niculescu and B. Nath. Localized positioning in ad hoc networks. Proceedings of the First IEEE. 2003 IEEE International Workshop on Sensor
Network Protocols and Applications, 2003., pages 42–50, May 2003.
[36] R. Poli. Analysis of the publications on the applications of particle swarm
optimisation. Journal of Artificial Evolution and Applications, 2008(1):1–
10, 2008.
[37] N. B. Priyantha, A. Chakraborty, and H. Balakrishnan. The cricket
location-support system. In MobiCom ’00: Proceedings of the 6th annual
international conference on Mobile computing and networking, pages 32–43,
New York, NY, USA, 2000. ACM.
[38] D. P. Robinson, I. W. Marshall, and B. Technologies. An iterative approach
to locating simple devices in an ad-hoc network. London Communications
Symposium, 2002, 2002.
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