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Abstract

Scalable Solutions for Social Network Analysis

Fredrik Hildorsson

A telecom operator can get a lot of high quality intelligence by studying the social
network of its subscribers. One way to generate such a social network is to study the
calls between the subscribers. Social networks generated from telecom networks can
consist of millions of subscribers and the majority of the current social network
analysis algorithms are too slow to analyze large networks. This master's thesis'
objective is to find a more scalable solution to analyze social networks.

The work was divided into three steps; a survey of the existing solutions and
algorithms, a pre-study to verify limitations of existing solutions and test some ideas
and from the result of the pre-study and the survey a prototype was planned and
implemented.

From the pre-study it was clear that the current solutions both took too long and
used too much memory to be possible to use on a large social network. A number of
algorithms were tested and from those a few was chosen to be implemented in the
prototype. To help with the memory and time consumption the solution was also
parallelized by using a partitioning algorithm to divide the graph into separate pieces
on which each algorithm could run locally.
The partitioning algorithm failed to scale well due to an internal modification of the
partitioning scheme to adapt the partitioning to social graphs and simplify the
parallelization. All but one algorithm scaled well and they were considerably faster
than the original algorithms.
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Sammanfattning 

Genom att studera sina kunders sociala nätverk kan en telecomoperatör 
utvinna intressant information. Ett sätt att skapa ett sådant socialt nätverk är 
att studera vem som ringt vem. Ett sådant nätverk kan vara intressant av flera 
anledningar till exempel för att förbättra sina erbjudanden till sina kunder. 
Vem som agerar ”spindeln i nätet” eller vem som fungerar som en bro mellan 
olika grupper av människor kan vara av intresse. Problemet är att det idag 
oftast tar väldigt lång tid att analysera stora nätverk. Målet med detta 
examensarbete är att undersöka och försöka hitta ett effektivare sätt att 
analysera stora sociala nätverk. 

Att analysera stora sociala nätverk är problematiskt, både när det gäller 
beräkningskraft och lagringsutrymme. Många algoritmer är 
beräkningsintensiva och att spara flera miljoner representationer av personer 
kan ta mycket plats. Många algoritmer kräver också att det ska vara möjligt att 
klättra i nätverket från nod till nod speciellt i samband med sökning efter 
grupper. Detta kräver ofta att en nods grannar måste vara tillgängliga.  

Det finns två huvudkategorier av analyser som kan göras på ett socialt 
nätverk. Den ena kategorin består av algoritmer som beräknar ett specifikt 
mått för enskilda personer. En grupp av sådana mått kallas centralitet, och är 
ett mått på hur central en person är i ett nätverk. Det finns ett flertal 
definitioner av vad en ”central person” innebär men de stora huvudgrupperna 
är rang- (“degree centrality”), egenvektor-, mellan- (“betweenness centrality”) 
och närhets-centralitet (“closeness centrality”). Det är framför allt egenvektor-
centraliteten, ett sätt att mäta hur inflytelserik en person är, och mellan-
centraliteten, ett sätt att mäta hur mycket en person agerar som en bro mellan 
andra personer, som är mest intressanta i detta sammanhang. Egenvektor-
centraliteten är förhållandevis billig att beräkna vilket gör den lämplig att 
använda på stora nätverk. Tyvärr är så inte fallet med mellan-centraliteten. 
Det finns dock en approximation av mellan-centraliteten som är avsevärt 
mycket billigare att beräkna men som har lite sämre noggrannhet. 

Den andra kategorin är klustring. Här är målet inte längre att beräkna ett mått 
för varje enskild person utan att gruppera personer tillsammans efter en 
bestämd definition. En sådan grupp kallas ett kluster och en mycket vanlig 
definition är så kallade klickar. En person är en del i en klick om den är 
granne i nätverket med alla andra personer i klicken. Definitionen av klickar 
har utökats till bland annat k-plex där en person i klustret måste vara granne i 
nätverket med alla personer utom k personer i klustret. Att beräkna den 
maximala klicken eller alla klickar i ett nätverk är kostsamt. Det är dock inte 
endast det största klustret som är intressant utan alla stora kluster. Ett annat 
sätt att gruppera personer tillsamman i kluster är att börja med hela nätverket 
och sedan dela upp nätverket i mindre och mindre bitar tills de är lagom stora. 
Ett sätt att göra detta på kallas kolonier ("communities"), och bygger på 
mellan-centraliteten. Eftersom mellan-centralitet är kostsam att beräkna är 
således kolonier mycket kostsamma att beräkna då centraliteten måste 
beräknas ett antal gånger. Genom att använda approximationen av mellan-
centralitet så skulle kolonier bli avsevärt mycket billigare att beräkna. 
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Ett sätt att snabba upp beräkningarna är att parallellisera algoritmerna. Om 
varje processor bara höll en del av nätverket skulle det tillåta större nätverk 
att analyseras. Flera av de ovan nämnda algoritmerna kräver dock att det ska 
gå att klättra i nätverket vilket gör det svårare att dela upp nätverket. I en bra 
uppdelning ligger personer ”nära” varandra på samma process (god 
datalokalitet). Det finns ett flertal partitioneringsalgoritmer vars mål är att dela 
upp en graf i ett antal bitar med så god lokalitet som möjligt. En av de 
snabbaste partitioneringsalgoritmerna kallas ”k-way multilevel partitioning”.  
Denna algoritm bygger på att man komprimerar nätverket, genom att slå ihop 
noder, ett antal gånger tills att nätverket är så pass litet att det enkelt och 
effektivt kan partitioneras av en mindre effektiv algoritm. När det lilla nätverket 
sedan är partitionerat dekomprimeras nätverket igen samtidigt som det görs 
förfiningar av partitioneringen. 

För att utvärdera approximationerna och se vilka begränsningar som finns i 
dagens system utfördes ett antal mindre tester. Dessa visade, som väntat, att 
varken minne eller beräkningskraft räckte till för större nätverk. 
Approximationerna visade sig fungera tillräckligt bra för att användas. 

Utifrån slutsatserna i testerna byggdes ett prototypsystem. Prototypen som 
utvecklades byggde på en parallelliserad version av en ”k-way multilevel 
partitioning” modifierad för att passa bättre för sociala nätverk. För att lättare 
kunna parallellisera algoritmen gjordes krympningssteget endast lokalt på 
varje processor och inte globalt som originalalgoritmen gör. Genom att först 
göra en enkel förpartitionering skulle partitioneringsalgoritmen ha tillräckligt 
med datalokalitet från början för att krympningssteget skulle kunna göras 
lokalt. I prototypen utvecklades även en implementation av egenvektor- 
centralitet, k-plex och approximationen av mellan centralitet. Testerna av 
prototypen visade att den fungerade betydlig sämre än väntat. 
Partitioneringen skalade dåligt med avseende på antalet processer och 
egenvektor-centraliteten skalade inte för fler än 8 processer medan mellan-
centralitets-approximationen och k-plex-algoritmen uppträdde som förväntat 
och skalade bra både med nätverksstorlek och antalet processorer. 
Partitioneringen skalade ganska bra med avseende på nätverkets storlek men 
exekveringstiden ökade när antalet processorer ökade, tvärtemot vad som var 
önskat. Detta faktum kunde till stor del förklaras av de ändringar som gjorts i 
partitioneringens komprimeringsfas. Ju fler processorer som används och fler 
partitioner som nätverket ska delas upp i desto svårare blir det för 
komprimeringssteget att komprimera nätverket tillräckligt för att den enkla 
partitioneringsalgoritmen ska kunna partitionera nätverket effektivt. Detta gör 
även att algoritmens prestanda är väldigt beroende av hur nätverket ser ut. 
Därför är prototypens partitioneringsalgoritm inte lämpad att användas i ett 
verkligt sammanhang. 

Målet var att prototypen skulle klara av att analysera 10 miljoner noder på 
under 8 timmar vilket inte lyckades. Även om algoritmerna som analyserar de 
sociala nätverken klarar av detta så gör inte partitioneringen det. 
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1 Background 

The amount of users and traffic in the mobile networks are increasing rapidly. 
Telecommunications operators active in densely populated countries like 
China and India can have several million users of their network. For the 
operators to be able to optimize their business they need to better understand 
how the users use their network.  

One way to understand the users better is by using social network analysis of 
the traffic data. Results from this analysis can be valuable for several reasons 
e.g. prediction of users switching operator and finding groups to target 
campaigns at. Most of the current social network analysis tools and 
algorithms require a substantial amount of computational resources and are 
unsuitable for analyzing this amount of data.  

1.1 Problem definition 

Ericsson AB is looking for a more scalable social network analysis solution 
that can handle the increased traffic volumes in the future telecommunications 
networks. The main question is: How to analyze social networks, based on 
large telecom networks, in an efficient way? 

1.2 Assignment 

The main assignment is to propose a scalable solution to the problem and 
visualize the solution with a prototype. More specifically this will include. 

• Analysis off existing tools and algorithms 

• Evaluate the tradeoff between an approximation and an exact 
algorithm 

• Propose a more scalable solution 

• Find possible solutions 

• Evaluate the possible solutions 

• Build a prototype to test the solution 

• The prototype should show good scalability for one or several social 
network analysis algorithms. 

• If a part of the master’s thesis becomes suitable for a patent the 
idea should be formulated to patent engineers. 

1.3 Requirements 

The requirement for the solutions is that it should be able to analyze a sparse 
network with 20 million nodes in less than ~16 hours.  
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2 Theory 

There are a lot of different ways to analyze a social network but there are two 
basic concepts. Either some kind of measurement of the persons in the 
network or a selection of a group of persons that is connected in a certain way 
is of interest. The measurements of single persons give the opportunity to 
compare persons to each other, select persons based on a threshold and 
analyze structural properties of the network itself. One of the most useful 
groups of measurements is called centrality, which is a measurement of how 
central a person is in a network, and will be described further in the following 
chapter (2.2).The selection of a group can also be called clustering and can 
be used to identify real social groups e.g. families, friends. Clustering and 
some specific clustering algorithms will be described in further detail in 
chapter 2.3. 

When the network becomes really large the algorithms will take a very long 
time to compute and the network will also have trouble fitting into the main 
memory. One way to help both problems is to split the network into several 
pieces and distribute them onto several processing units, in other words 
parallelize the problem. Many of the algorithms need access to persons 
directly connected to person evaluated and other persons close to this person 
in the network. To be able to achieve such data locality and still divide the 
network into several pieces a partitioning algorithm can be applied on the 
network. The goal of such an algorithm is to divide a network into k pieces 
(partitions) with as few dependencies between the pieces as possible. This 
will be further investigated in chapter 2.4. 

When discussing time and memory complexity always assume that the 
complexity is for calculating the algorithm for all nodes in the graph unless 
otherwise stated. 

2.1 Social Networks 

Social networks attempts to model how objects, usually human but also 
organizations etc., are related to each other. A social network consists of 
objects and relations between these objects. The relations try to represent 
real world relations e.g. friendship, hostility, love. A social network can have 
several different kinds of relations and objects and even multiple kinds of 
relations simultaneously. The relations can be both directed and undirected. 
An undirected relation is a relation that goes both ways. Even though the 
social networks can have multiple kinds of relations and objects 
simultaneously a social network is usually limited to one kind of relation and 
object for simplicity. As in this case it is often not specified what kind of 
relation that is between the objects. Instead the relation represents a more 
generic affinity between the objects. 

A social network is often represented by a graph because a graph is easy to 
visualize and gives an intuitive concept of how the network is constructed. 
Unless stated otherwise assume that the relations in the network in question 
is undirected. 
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2.1.1 Graph notations 

A graph G(V,E) consists of a set of nodes V and a set of edges E, that 
connects the nodes. The objects in the network are represented as the nodes 
and the relations in the network as the edges. The number of nodes in V is 
denoted n and the number of nodes in E is denoted m. A directed graph is a 
graph where the edges have a direction, also called a digraph. In a weighted 
graph the edges has weights which correlates to the strength of the edge.  

 

Figure 2-1 Example miniature graph  

Some of the different algorithms start by selecting a single node that is the 
node for which the algorithm is calculated. This node is called the ego node or 
ego. Any node connected to the ego node is called a neighbor of the ego and 
all neighbors together create the egos neighborhood. The degree of a node is 
the number of edges that is directly connected to the node. 

 An ego network or ego graph EG(V,E) is a small subset of a larger graph that 
is centered on an ego [10]. A ego network of rank 1 consists of the ego node 
and all its neighbors, a ego network of rank 2 consists of a ego network of 
rank 1 and all its neighbors and so forth. Unless otherwise stated an ego 
network means an ego network of rank 1. 

A group of nodes is called a cluster most often with more internal edges than 
external. A clustering (a graph divided into clusters) is denoted C. 

A (weak) component is a cluster of nodes where all nodes have paths to all 
other nodes [29]. 

 

2.1.2 Structure / topology of a telecom social network 

Graphs extracted from the calls in a telecom network are sparse and the 
average degree of the nodes is usually less than ten even though the network 
can include thousand or even millions of nodes. Usually this kind of network is 
a scale-free network. In a scale-free network the edges follows a power law 
distribution (the higher the degree the fewer nodes). 
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Most telecom network is composted of a huge connected component (all 
nodes that can reach each other through some other nodes) and a number of 
small disconnected groups. A node in a small disconnected group can only 
reach a few nodes (max 6 in IBM’s research)[12]. The Treasure-Hunt Model is 
a popular way of describing the structure of the telecom networks. The model 
is building on edge distribution instead of node distribution and is similar to 
the Bow-Tie model [12], which is often used to model www-networks. 

 
Figure 2-2 The Treasure-Hunt model. The X:s describes the relative sizes 

The structure of a graph extracted from the calls in a telecom network often 
also shows signs of the small world phenomena. The small world phenomena 
imply that the number of steps between two random nodes in a graph usually 
is small. In the case of call graph the average steps is usually less than ten 
[12]. 

Graphs that represent social interaction usually have assortative mixing 
between the degrees of adjacent nodes. This means that nodes with high 
degree tend to be neighbors of other nodes with high degree and nodes with 
low degree tend to be neighbor of other nodes with low degree. This is the 
opposite to most other kinds of graph which usually have disassortative 
mixing between the degrees of adjacent nodes. Social graphs also are a lot 
more clustered than what can be explained by a random model [27]. 

2.1.3 Data structures 

The data structure used to store the relations between the nodes is called an 
adjacency matrix or adjacency list. In an adjacency matrix, where both the X 
and Y axis consists of the node id, a value in the matrix denotes an edge 
between the nodes. In an adjacency list each entry is a small list of all 
neighboring nodes to a specific node. For a social network the adjacency list 
is preferable since the graph is sparse and the list has linear memory 
complexity according to the size of the graph. But how should this list be 
stored? A hashtable could be used when storing data in main memory.  A 
hashtable is suitable since it has constant average lookup time [37]. 

There are also more specialized alternatives. Buffer tree is an I/O efficient 
type of external memory data structure which fits for some graph problems 
and can be used as a sort of caching [35]. A buffer tree has buffers in each 
non-leaf node so that writes and reads do not have to transcend down the 
tree and eventually to the hard drive. The same approach can also be used 
with Tournament trees [15]. 
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2.2 Centrality 

Centrality is a group of measurements measuring how central a node is in a 
graph. Being central in a graph can have many different meanings and 
therefore it also is several different kinds of centrality measures. The most 
common versions of centrality are degree, eigenvector, closeness and 
betweenness centrality. As visible in the example below these pin points quite 
different nodes. 

 
Figure 2-3 Example of which nodes have highest value of some centrality measures 

in a social graph.  

2.2.1 Degree Centrality 

The main idea of degree centrality is to calculate how important a node is by 
studying how many neighbors the node has (the degree of the node). A 
positive thing with these algorithms is that they in general have low time 
complexity. Degree centrality finds the person in a network that given a 
specific piece of information is most likely to hear it.  

Freemans approach [28] is the classic definition of degree centrality (and is 
often used as a synonymous to degree centrality) and a very simple 
implementation of the idea. Count the in and out edges and summarize them 
into a score. As in the example Figure 2-3 the node with the most edges is the 
one with the highest degree centrality value. The biggest strength of this 
algorithm is that it is very simple to implement and has a time complexity of 
O(n). Freemans approach can be described as a measure of instant influence 
[7], that is how much influence a ego has if the ego influences its neighbors 
with a piece of information and none of the influenced nodes is allowed to 
spread the information. 

Bonacich suggests an extension of Freeman’s approach [28]. Instead of 
counting the node’s edges all edges in the whole neighborhood is counted. 
This gives that a node with few edges to nodes with many edges still can 
have a high centrality. This means that Bonacichs approach measures how 
much influence a node has if the ego influences its neighbors with a piece of 
information and the influenced nodes is allowed to spread the information but 
the nodes that they spread the information to are not allowed to spread the 
information. 
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Bonacichs approach can also be extended by making it iterative and take a 
bigger area of the network into consideration. This extension makes the 
Bonacichs approach similar to Eigenvector centrality. 

2.2.2 Eigenvector centrality 

Eigenvector centrality is similar to the degree centrality but is different in some 
ways that justifies it as an own kind of centrality. The main idea is that an 
edge to another node with high centrality should make the ego more central. 
In Figure 2-3 the node with highest eigenvector centrality is the node that is 
connected to a lot of other nodes with high degree (and high eigenvector 
centrality). The centrality can be calculated with eigenvectors, hence the 
name. The equation in matrix form is as follows: 

λλ ** rankA =  

A is the graph’s adjacency matrix. The formula can be evaluated in an 
iterative approach. In each iteration the node’s centrality value is updated 
depending on the neighbors’ centrality value:  
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neighbors of node v. After a number of iterations the values will converge. 
Eigenvector centrality is very suitable to measure influence over time [7]. 

A version of eigenvector centrality is PageRank; Google’s famous algorithm 
for rating web pages. Since PageRank is a form of eigenvector centrality 
measure it strongly correlates to the regular eigenvector centrality. The 
algorithm can be seen as an anonymous surfer surfing the web where the 
websites is represented as nodes. The higher the centrality of another 
neighboring site the more likely he/she is to go to that site. The page rank 
algorithm also introduces the probability that the surfer chooses a random 
other site and doesn’t go to a neighboring site. This is called the dampening 
constant and is represented by d in the equation below. The iterative equation 
is as follows: 
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Where N is the number of nodes in the graph )(uN  are the neighbors of node 
u. This algorithm has good time complexity and is almost linear (O(n+m) 
where n is the number of nodes and m the number of edges in the graph). 
Page rank can be adapted to large datasets that don’t fit into memory by 
dividing the dataset into blocks and stream the earlier iterations ranking 
values [3]. The algorithm also tends to identify centers of large cliques. 

Some of the different centrality measurements strongly correlate; especially 
degree centrality and eigenvector centrality correlate, which is no surprise 
since they both in some sense measures influence [5]. 
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2.2.3 Closeness centrality 

The main idea with closeness centrality is to measure how close an ego is to 
every other node in the network. This is simply calculated for an ego node by 
summing up the distance to all other nodes in the graph. Several different 
distance measures can be applied but the geodesic distance (shortest path) is 
the most common. 

The geodesic distance is the smallest possible path between the ego and 
another node in the graph. In the example in Figure 2-3 the geodesic distance 
have been used to calculate the closeness centrality and it is visible that the 
node with the highest closeness centrality is the one with the closest path to 
all other nodes. The geodesic distance can be calculated in O(m), where m is 
the number of edges in the graph, for a single node to all other nodes, using a 
breadth first search (iteratively explores all neighboring nodes to the already 
searched nodes). Since centrality using geodesic distances in reality 
becomes a breadth search of the entire network for every node the time 
complexity becomes O(n*m), where n is the number of nodes and m is the 
number of edges. The time complexity of closeness centrality can be 
improved, by an approximation, to O(n*log(n)^2 + m*log(n)) for weighted 
graphs and O(m*log(n)) for unweighted graphs [2]. 

Instead of only using the geodesic distance between nodes all possible paths 
between two nodes, weighted according to length, can be used as a distance 
measure. Since the set of all paths between two nodes are a very large, even 
when the network is of moderate size, this is unrealistic to calculate without 
some kind of approximation 

2.2.4 Betweenness centrality 

Betweenness centrality is one of the most used centrality measures. It defines 
centrality as how much a node is between all pairs of nodes in the graph. 
Nodes with high betweenness can be described as gateways and control the 
flow between different subgroups in a graph. This is very obvious in example 
Figure 2-3 where the node with the highest betweenness centrality is a node 
between two more connected parts of the graph. Unfortunately this centrality 
measure is often quite expensive to calculate. As well as when using degree 
centrality and closeness centrality also when using betweenness centrality 
you need to consider what kind of flow you want to measure. Depending on 
what kind of flow that is simulated the betweenness centrality will be suitable 
for various things [7]. 

Freeman [28] came up with one of the first definitions of betweenness 
centrality. This algorithm calculates the geodesic paths between all pairs of 
nodes in the graph and the counts how often the ego is located on the paths. 
This approach assumes that the flow is an undividable entity that is passed 
around in the network and always knows the shortest way. This makes it 
suitable for analyzing packages routes and similar things. To calculate the 
geodesic paths between all pairs is computational very costly. With some 
smart optimizations of the path calculations the betweenness centrality can be 
calculated without approximation with time complexity O(n*m) [22] where n is 
the number of nodes and m is the number of edges [7]. 
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Instead of using the geodesic path, as Freeman’s original algorithm does, a 
random path between two random nodes can be used and then the number of 
times the ego node appears on the path is counted. This is then done several 
times for different source and goal nodes. This is called random walk 
centrality. This type of centrality assumes that the flow is undividable but it 
doesn’t assume that it knows the shortest way. It has been shown that the 
degree centrality (Freeman’s) models the frequency of visits from an infinitely 
random walk [7] and therefore random walk centrality and degree centrality 
should correlate well. It is possible to run this algorithm in O((m+ n)n^2) time 
[6] where n is the number of nodes and m is the number of edges in the 
graph. 

Another version of betweenness centrality is called flow centrality. Instead of 
using the geodesic paths it counts all possible paths between all pairs of 
nodes and weights them according to their inverted length. The number of 
path in which the ego occurs is then summed. This is a more exact way of 
calculating betweenness centrality in the sense that it takes into account that 
the shortest path not always needs to be used. Unfortunately the algorithm 
has worse time complexity than Freeman’s approach [28]. 

Instead of changing the distance measure the area upon which it is applied 
can be changed. One way of doing this is to calculate the betweenness 
centrality for an ego node only in the ego nodes ego network; this is 
sometimes called ego betweenness centrality. This means that when 
calculating the betweenness centrality for the node with highest betweenness 
centrality measure in the example Figure 2-3 only the network in Figure 2-4 is 
evaluated. 

 
Figure 2-4 Ego network of the node with highest betweenness centrality in Figure 2-3 

Martin Everetta and Stephen P. Borgatti showed, for small graphs, that there 
is a strong correlation between betweenness centrality in an ego network with 
betweenness centrality in the entire network [8]. They showed an efficient 
algorithm and states that to calculate ego network betweenness centrality 
instead of global betweenness centrality would lower the time complexity to 
O(n). Although the concept needs to be proven also for larger networks; the 
largest graph used was a 500 node Bernoulli network (a random graph in 
which the probability of an edge between two nodes is fixed to a specified 
value). If this correlation holds for larger graphs as well, it would mean that it 
is possible to use this as an approximation of Freemans approach to 
betweenness centrality. The time complexity of an ego network version of 
betweenness centrality would be O(n+m). Note that the ego network they 
evaluated only was of rank 1.  
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When calculating the betweenness centrality this way there is a problem with 
normalization. Either you can normalize the measure locally for the ego 
network, and lose the possibility to compare nodes to each other (which is 
really bad), or you can normalize over the whole network but then you can’t 
compare nodes between different networks. The creators of the algorithm 
recommend not to normalize the values at all [8]. 

2.3 Clustering 

Groups of nodes that are tightly connected to each other are also of interest. 
To calculate such groups of nodes (aka clusters) is often called clustering. 
There are two main ways to find clusters in a network: Definition driven 
clustering or Hierarchical clustering. The biggest difference is that while a 
node can be part of several clusters created from a definition driven clustering 
it can only be part of one cluster created from a hierarchical clustering. 
Hierarchical clustering is also, because of its vaguer definitions of a cluster, 
harder to predict the outcome from especially if the hierarchical clustering can 
return alternate numbers of clusters (usually a hierarchical clustering 
algorithm requires the number of clusters as input) 

2.3.1 Cliques and cliques derivatives 

The definition driven algorithms find a number of clusters based on a 
definition of a cluster. Cliques and derivatives of cliques are by far the most 
commonly used definitions. The clusters created from one of these algorithms 
can overlap and quite often they overlap a lot with only a single node or two 
as the difference. In a majority of the algorithms it is maximal clusters that are 
the goal. Most often there are a number of smaller clusters inside a large 
cluster. 

A clique is defined as a set of nodes in which all nodes are neighbors to each 
other. A clique of size x always contains x cliques of size x-1. Technically all 
connected pairs of nodes create cliques of size 2 but these are usually 
discarded and not counted.  

 
Figure 2-5 Cliques of size 3, 4 and 5 

All maximal cliques in a graph can be calculated using the Bron Kerbosch 
algorithm [18], linearly according to the number of cliques by using a 
backtracking method. Unfortunately the number of cliques increases very 
rapidly with the number of nodes, worst case O(3^n/3) where n is the number 
of nodes in the graph [18]. At the moment there is no faster approximation 
than O(n^(1-O(1)) to calculate one maximal clique [13].  
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There is a lot of different approximations with different quality but most of 
them are improvements of the simple greedy algorithm (also called local 
search) [13]. The local search algorithm starts out with an ego node. Then the 
algorithm repeatedly tries to extend the clique by adding one of the neighbors 
to the nodes in the clique. The neighbor with highest degree is recursively 
added to the cluster. When there are no neighbors that can be added 
anymore the algorithm terminates and the clique is reported. Many different 
extensions to local search can be found here [13] [14]. 

N-Clique is an extension of the clique definition. The difference is that N-
cliques also permits that a friend of a friend is added to the cluster. Each node 
must have a path of maximum length N to all other nodes in the N-qlique.  
(N=2 is the most common choice, then called 2-clique). N-cliques tend to find 
long and stringy groups [29]. 

 
Figure 2-6 Example graph and to the right two 2-Cliques in the original graph 

N-clans are similar to N-cliques but in this definition the paths must go 
through the group [29]. The right 2-clique in Figure 2-6 is also 2-clan but the 
left 2-clique is not because the two rightmost blue nodes do not have any path 
between them with length less or equal to two inside the 2-clan. 

The downside with especially N-Cliques is that they find long and quite stringy 
groups. K-plexes is another relaxation that keeps the shape of clique better; 
but the higher the K the less similar to a clique the result might be. All nodes 
in a k-plex have ties to at least all but K nodes in the K-plex. Since K-plexes 
are an extension of the clique definition a clique also is a k-plex [29].  

 
Figure 2-7 Example graph and three to the right 2-plexes in the original graph. 

If all K-plexes in a graph is calculated quite a few of the K-plexes will be 
almost the same. They will consist of the base of a clique and then k added 
nodes which make the K-plexes unique.  

So far the clusters found have been quite small for reasonable N/K. The K-
core definition tends to return much larger clusters. The definition of K-core is 
quite similar to K-plexes but approaches from the opposite viewpoint. A node 
is considered a member in a K-core cluster if the node is connected to K 
members in the cluster (compared to K-plex all but K member). K-cores with a 
low K give large clusters that can cover almost the entire graph e.g. Figure 
2-8 has a 3-core that covers almost the entire graph but the 4-core covers 
less than half of the graph. K-core is an exception as any node can only be 
part of one K-core with the same K [29].  
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Figure 2-8 Example network with its only 4-core marked in blue. 

K-cores of an entire network are possible to compute with time complexity 
O(m) where m is the number of edges [34]. The algorithm to calculate K-cores 
is quite simple. Start out with the entire graph. Remove the nodes, and their 
edges, that have a degree less than K from the graph. Do this until no nodes 
can be removed. The graph that is left is the K-core. 

2.3.2 Hierarchical clustering 

Hierarchical clustering has another approach to find clusters compared to the 
definition driven clusters. Instead of searching in the graph for structures that 
can be defined as a cluster a hierarchical clustering divides the whole graph 
into a number of clusters. 

Hierarchical clustering is based on either a top-down or a bottom up 
approach. In the top-down approach the algorithm starts with the whole 
network as a single cluster and then iteratively split the clusters it into smaller 
and smaller clusters until each node becomes a separate cluster or the 
algorithm is stopped. In the bottom-up approach the algorithm starts with each 
node being a separate cluster and then iteratively merges the clusters 
together into larger and larger clusters until the whole network is a single 
large cluster or the algorithm is stopped. This gives a hierarchical structure of 
clusters which is usually represented in a dendrogram. Each level in the 
dendrogram represents a merge of two clusters (or split depending if 
bottom-up or top-down). 

node id  
Figure 2-9 Example dendrogram with 9 nodes in the clustered graph 

One of the problems with hierarchical clustering is to know when to stop the 
algorithm. Usually the algorithm stops when it has reached a predefined 
number of clusters but if the number of clusters is unknown the algorithms 
itself has to find out what is a good clustering. One way to measure the quality 
of a clustering is modularity ( ),( CGQ ) [4]. This is calculated by: 
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Here vk  is the degree of node v and A is the adjacency matrix (which means 

that iie  is the number of edges in cluster i divided by all edges in the graph). 

Modularity can be seen as the proportion between edges inside the cluster 
and edges going out from the cluster. A high modularity means a good 
clustering. 

2.3.2.1 Communities (by betweenness centrality) 

The community algorithm is a top-down hierarchical clustering that utilizes the 
betweenness centrality measure to find the edges that connects more dense 
clusters. By removing these edges the dense clusters will be isolated and can 
be identified as a community. Since the betweenness centrality rates the 
nodes according to how much they are between the other nodes the nodes 
with high betweenness centrality is the ones that connects the subgroups.  

In detail the algorithm starts by calculating the betweenness centrality for all 
edges in the graph. The edge that has the highest betweenness centrality is 
removed. All weak components in the graph is calculated which is the same 
thing as finding the communities at that level. Then the betweenness 
centrality for all remaining edges is recalculated and the algorithm once again 
removes the edge with highest betweenness and so on. Figure 2-3 is a good 
example of how the removal of a node with high betweenness centrality would 
split up the graph. In the example the graph would be divided into two 
separate communities. 

One problem with this algorithm is to know when to stop the algorithm. 
Modularity has been used for this together with communities with good results 
[20]. Calculating communities has very high time complexity O(n^3) where n 
is the number of nodes in the graph [19] [20]. 

2.3.2.2 Physics approach to communities 

By approaching the problem a bit differently it is possible to speed up the 
calculations and find communities in O(n+m) time (n is the number of nodes 
and m is the number of edges). Instead of using the betweenness centrality 
the graph is regarded as a network of resistor where each edge is a resistor 
of equal size and the nodes are connections between these resistors. The 
algorithm then selects two nodes and sets them as the negative pole 
respectively positive pole. Then for all edges it is calculated how much current 
that is flowing though the edge. The graph is then divided by a threshold into 
two clusters around the two selected nodes. 
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The weakness of this algorithm is that it only detects two communities and 
has to know two nodes in these communities from the start (one from each). 
This can be solved by repeatedly picking two nodes by random so that a lot of 
possible communities are created, and do majority votes to find out which are 
the real groups. The majority vote means that a random node is picked and 
the nodes that often occur in the same cluster as the random nodes is 
considered to be in the same cluster. There are still some weaknesses 
though; there is a need to know how many communities there are in the graph 
and setting the threshold can also be a problem [21].    

2.3.2.3 Communities by agglomeration 

Another version of communities takes a bottom-up approach instead of the 
top-down approach used in chapter 2.3.2.1. This version has a time 
complexity of O(m*d*log(n)) and under certain conditions O(n*log(n)^2) (n is 
the number of nodes in the graph, m is the number of edges and d is the 
depth of the resulting dentogram). The time complexity stated above also 
takes into consideration what kind of data structure you are using in opposite 
to most other algorithm that assumes you can access any node in O(1). 

This algorithm is not using the betweenness centrality instead the algorithm 
uses the modularity when deciding which clusters to merge. The idea is that 
for all pairs of clusters you calculate the change in modularity that would 
occur if they are merged and then merge the two clusters that correspond to 
the largest increase in modularity. Since the algorithm uses the modularity 
measure it also incorporates a measurement when the optimal clustering is in 
the hierarchy [4]. 

2.4 Graph partitioning 

The idea is to separate the graph into a number of partitions with as few 
dependencies between them as possible. Most commonly the number of 
edges between the partitions, called edge cut, is used to measure the 
dependencies. Usually the partitions are also required to be balanced 
(roughly the same size). 

      

  
Figure 2-10 Example of a partitioning of a graph in 2, 3, and 4 partitions with the 

partition boundaries marked with the dotted lines. 
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2.4.1 The Kernighan-Lin Graph Bisection (KL) Algorithm  

The Kernighan-Lin graph partitioning algorithm [25] (sometimes referred to as 
the KL algorithm) is one of the most widely spread partitioning algorithms. It is 
a heuristic and therefore does not give the optimal partitioning but a good 
guess. The algorithm was built to split a graph into two parts but by treating 
the new partitions as separate graphs and split them again the algorithm can 
split a graph into more than two partitions. The resulting partitioning is locally 
optimal but since the local partitioning can be far from the globally optimal 
partitioning the algorithm is usually run several times and the best partitioning 
chosen as the result. 

Before the actual algorithm starts the graph is randomly split into two 
partitions. Then the gain is calculated for each node. The gain, vg , is how 

much the edge cut between the partitions would decrease if that node was 
moved to another partition. The gain is calculated as follows 
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In the above equation w(u,v) is the weight of edge (v,u). The node with 
highest gain is moved to the other partition and the gain is recalculated for 
affected nodes. This is done until the moves no longer improve the 
partitioning. Usually the algorithm continues the moves for a number of 
iterations even though the partitioning degrades to get rid of some of the 
worst locally optimal solutions. Unless the partitioning starts to improve again 
the moves are rolled back. 

There are implementations that run in O(m) where m is the number of edges. 

2.4.2 Multilevel k-way partitioning 

Multilevel k-way partitioning techniques are generally faster and provide better 
quality than recursive bisection algorithms. The main idea with the multilevel 
partitioning is to use three different phases: coarsening, inner partitioning and 
uncoarsening. In the first phase the graph is compressed into a smaller and 
simpler representation of the graph. The coarsening usually continues until 
there only are a few tens of nodes left. In the second phase the actual 
partitioning is done, often using an ordinary partition algorithm e.g. the KL 
algorithm. In the last phase the graph is decompressed to its full size and 
usually simultaneously some kind of refinement is done for each more 
detailed level.  
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Figure 2-11 A simple example of how the multilevel k-way partitioning is done. First 

two coarsening step is preformed. Then the graph is partitioned. The 
colours mark the different partitions and the dashed lines are the partition 
borders. And in the end the graph is uncoarsed two times and the original 
graph is partitioned. 

This standard multilevel k-way partitioning scheme can be parallelized and 
has a time complexity of O(n) [16] where n is the number of nodes in the 
graph.  

2.4.2.1 Coarsening 

The coarsening compresses the graph into a smaller graph. This is done by 
merging neighboring nodes with each other. Usually a random ego node is 
selected, the egos neighbors are evaluated and one of them selected as a 
candidate to be merged with the ego. The merged node gets the sum of the 
ego’s and the candidate’s weight and edges (and the edges weights). This is 
visualized in Figure 2-11; the merged nodes are larger and the edges 
between some nodes are thicker after a coarsening step. The candidate is not 
allowed to be merged with the ego if one of them has been merged before. 
This is repeated until all nodes in the graph have been merged with another 
node. 

To solve the problem that nodes will try to choose already merged nodes a 
maximal matching can be used. A matching is a set of adjacent node pairs in 
which no pair shares a node with another pair. A maximal matching is a 
matching where as many nodes in the graph as possible participate. These 
pairs of nodes can then be merged without any issues. 

 
Figure 2-12 An example of a maximal matching of a graph. The left figure is the 

original graph and the right figure is the matching of the graph with the 
edges between the pairs removed. 
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Another way of coarsening is similar to the matching scheme but is more 
suitable for scale-free graphs. The difference is that, instead of using a 
matching, in this coarsening scheme a node can select a neighbor that 
already has been merged with another node. Some limitations of the merged 
node weight are introduced to restrict the coarsening from creating to heavy 
nodes and the number of nodes to decrease too fast. If the graph would 
decrease to fast there would be too few opportunities to refine the graph in 
the uncoarsening step (since there are too few uncoarsening steps). In this 
new coarsening scheme the nodes which is merged needs to be selected in 
another way since a maximal matching is no longer used. The most efficient 
way is to pick the ego by random and then evaluate locally which neighbor to 
merge the ego with (also called globally random locally greedy, GRLG). A. 
Abou-Rjeili and G. Karypis shows a number of ways to decide which neighbor 
to merge with; two of them perform better than the others. The first, called 
HELD, begins by ordering the neighbors by maximum weight of the edge and 
then by lowest degree of the neighbor. The second, called FC, first orders by 
maximum weight of the edge and then orders by lowest weight neighbor [17]. 

2.4.2.2 Inner partitioning 

As in the coarsening step there is several ways to do this step. Most common 
is to use a version of the KL algorithm but also spectral bisection is 
sometimes used. Spectral bisection builds on the computations of 
eigenvectors and is therefore quite expensive to calculate [11]. 

The input for this step is the coarsed graph from the coarsening step. This 
graph should be small and simple enough for e.g. the KL partitioning scheme 
to partition. 

2.4.2.3 Uncoarsening and refinement 

When the coarsed graph is partitioned the result needs to be transferred to 
the original graph again. This is the job of the uncoarsening step. Since the 
coarsed graphs partitioning is a bit rough (when the graph is coarsed some 
precision is lost) a refinement is done together with the uncoarsening. 

The uncoarsening is pretty straight forward and has no real alternatives of 
how to do it. The partitioning is simply transferred from the merged nodes to 
the nodes that were merged into that node. The refinement process on the 
other hand has several different versions. The most common are once again 
variations of the KL algorithm. The idea is basically the same as an ordinary 
partitioning with the KL partitioning algorithm but since the graph is already 
partitioned the algorithm can skip the random partitioning in the beginning and 
it quickly finds a local optimal partitioning. The KL refinement is usually only 
run once since it is already close to a local optimum. 

When the algorithm is parallelized the nodes are divided in a number of 
groups in a way that no move inside a group affects another. Then for each of 
these groups the gain is calculated and all nodes with a positive gain is 
moved (note no recalculation of gain after a move). The majority of the moves 
are performed during the first pass through the nodes. This can be used to 
speed up the refinement by running the KL algorithm only with one pass 
through. This will sacrifice only small amount quality since the KL refinement 
usually converges really quickly.  
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Another way to speed up the algorithm is to only take the border nodes into 
account (Border KL, BKL). A border node is a node that has an edge to a 
node on another partition. These border nodes are the most commonly 
moved nodes and by considering only them the quality is almost unaffected (a 
small decrease) but a lot less nodes needs to be considered. As well as with 
the ordinary KL BKL can also be successfully used with only one pass 
through the nodes. A powerful combination is to use the ordinary BKL when 
the coarse graph is relatively small and then change to a BKL with only one 
repetition when the coarse graph becomes larger [11]. 

2.4.2.4 Coloring 

Coloring is the process in which the graph is divided into a number of 
independent sets (colors). An independent set is a set of nodes which have 
no edges between them. This process can be used to help parallelize both 
the refinement in the uncoarsening step and the matching in the coarsening 
steps. In the refinement this is used to find these groups that will not be 
affected by a move (see the uncoarsening chapter above). 

The most common algorithms to do this build upon a simple algorithm to find 
maximal independent sets created by M. Luby [24]. Luby's algorithm 
generates a random number for each node in the graph. For each node it 
then compares the nodes random number with its neighbors. If the node has 
the lowest random number it is added to the color and it and its neighbors is 
not considered for coloring again. This is done until there are no more nodes 
to add to the color and then another color is initiated and all nodes but the 
already colored can be considered for coloring again. 

2.5 Other possible solutions to the memory shortage problem 

The graph partitioning algorithms is far from the only techniques that can be 
used to ease the problem with insufficient amount of memory. The 
approaches described below are a few possibilities. 

2.5.1 Partition rotation 

The idea is to split the data into random chunks and then do the algorithms on 
two partitions at a time while the other partitions are stored on disk. After a 
number of switches all nodes will have been able to see its neighbors. For this 
to work the algorithm needs to be able to handle that some nodes are 
temporarily missing. Usually the algorithm has to be a summation. In a 
parallel version the partitions could be switched between different processing 
units instead of being stored to disk. 

 
Figure 2-13 A simple visualisation of the partition rotation concept 
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2.5.2 Streaming 

For some algorithms it is sufficient to access one node at a time and with that 
assumption the data could be streamed from the hard drive. It could be 
implemented similarly as the partition rotation. By reading in a block of nodes 
and then stream the rest all nodes would eventually have seen their 
neighbors. Page Rank is one algorithm that would work with this kind of 
approach [33]. 

2.5.3 Hard drive caching 

Another way is to try to achieve transparency of the data size for the algorithm 
by caching, either through some kind of data structure solution or a framework 
allowing usage of the hard drive. For this kind of approach to be feasible the 
data locality needs to be better and the data structure optimized to achieve 
few I/O operations. This could be done by either a memory mapped file 
(filechannel in Java), on disk hash map or another environment like the open 
source framework Terracotta. Terracotta doesn’t encourage you to use a very 
large piece of data on a single Java Virtual Machine which would be the case 
with hard drive caching. 

2.6 Parallelizing algorithms 

Data parallelism means that the same calculations are done simultaneously 
but on different data. When parallelizing an algorithm this way usually some 
communication between the different processes is needed. How large this 
communication cost is depends on what kind of system that is used. If the 
processes run on different cores in the same processor the communication is 
quite fast. If a distributed system that is connected by Ethernet is used the 
communication naturally takes a lot more time. For all data transactions there 
are overheads and it is in general better to send a few larger packets than a 
lot of small packets. Even though the communication cost can differ a lot it is 
always more expensive to retrieve an information from another process than 
to access it locally (maybe not from the hard drive). It is not only the sending 
and receiving of data that takes extra time in a parallelized algorithm; 
synchronization might also be needed. If the algorithm is depending on data 
from other processes a process that finished its task early might have to wait 
for another process to finish before it can continue. The synchronization and 
communication is the two major reasons why a parallelized algorithm might 
not scale linearly with the number of processors. 

In scientific computations it is common to use the Message Passing Interface 
(MPI) framework for the communication and synchronization. The languages 
supported by MPI are C/C++ and Fortran. MPI supports the distribution and 
execution of the code as well as the communication and synchronization. 
With MPI each process is considered as a separate computer with its own 
memory. All communication between the processes is sent as messages. 
This makes the framework possible to run on all kinds of systems as long as 
the processing units are connected. There are several open source 
implementations of MPI; the most common is OpenMPI (available at 
http://www.open-mpi.org/). Another alternative is OpenMP. The difference 
with OpenMP is that the system is assumed to have a shared main memory 
and the communication between the processes therefore does not have to be 
in message form. 
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When speaking of scalability it can be done in two main ways either with the 
number of processors or with the size of the problem in mind. Scalability by 
the number of processors means to study how the computation time is 
affected if the size of the problem is constant and the number of processes is 
increased. Scalability by the size of the problem is the opposite. The number 
of processes is kept constant and the size of the problem is increased and 
how much the time increases is studied. 
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3 Pre-study 

To find some leads to a solution a number of tests was conducted. The test 
was essentially created to answer the following questions. 

• What are the bottlenecks in the current algorithms? 

• What definitions are relevant? 

• Are there existing centrality/clustering algorithms that are 
computationally inexpensive? 

• Difference in both scalability and quality between approximation and 
an exact algorithm. 

• What is the quality of an existing partitioning algorithm? 

The definitions and algorithms that were tested with all or some of these 
problems as starting point were: Eigenvector centrality / Page Rank, 
betweenness centrality, K-plex/Clique, Communities (Betweenness centrality 
clustering), K-core, and Partitioning of sparse graphs. The idea was not to 
implement new solutions but to use existing solutions or possibly modify 
existing solutions for the tests. 

One common centrality measure that not was tested was closeness centrality. 
It is doubtful how usable the closeness centrality measure would be in a very 
large network. Also the significance of a node that is very central is lost in a 
large social network since closeness does not pinpoint nodes that is important 
to the network or influential just a node that is in the “middle”. The 
computational complexity makes it unrealistic to calculate closeness in a large 
network.  

“Closeness centrality on say 10,000 actors is simply not meaningful” [8] 

The following chapters are summaries of the test. More detailed 
explanation and analysis of the test can be found in Appendix B:. 

3.1 System Setup 

The test and analysis were performed on a 32-bit Windows Vista machine 
supporting a Java 6 SE environment and Matlab R2007a. The majority of the 
tests were developed with Java using JUNG [36]. The CPU of the machine 
ran at 2.2 GHz and has 4MB of level 2 cache. The machine was equipped 
with 4 GB of ram (only 3 GB accessible).  
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3.2 Input Data 

Input data to these tests was generated according to models since no real 
social networks of the size needed exist. Since the algorithms are expected to 
be quite slow a graph with millions of nodes would take too long to analyze. 
To small graph would not be sufficient to test how the algorithm performs. The 
ideal size would be from 1000 to 50000 nodes. Real network data was also 
not available at this time. Five different graph generation algorithms were 
used: Barabasi-Albert, Kleinberg (directional), Watts Beta Small World (beta = 
0.5), Eppstein Small World, and Random. 

3.3 Eigenvector centrality 

Eigenvector centrality is an important centrality since it measures the 
influence of a node in the network. This could give an idea of which 
customers are most important to keep for a telecom operator since if an 
influential node changes operator it is more likely that some of the nodes 
friends would also change. 

The primary goals with these tests was to confirm that eigenvector centrality 
scales well, measure the performance, measure the speed of convergence 
and to investigate the limitations of the algorithm. The implementation used 
was a modification of a PageRank algorithm already implemented in JUNG.  

The result shows that the computation time for the algorithm increases slightly 
faster than linearithmic when the size of the graph is increased. This 
contradicts the expected result and could possibly be explained by the data 
structure or graph representation used by the algorithm. The memory 
consumption for the algorithm is linear as consistent with theory.  

Test also shows that the algorithm converges quite quickly and only after 
about 11 iterations the quality is almost the same as after 50 iterations. This 
gives the opportunity to stop the algorithm before it has fully converged and 
only loose a little in precision. 

3.4 Betweenness centrality vs. Ego network betweenness centrality 

Betweenness centrality is also an important centrality measure. Nodes with 
high centrality act like gateways and can control the information between 
different social groups. From the operators point of view this could be used to 
study how information might flow and how to deploy marketing. 

Unfortunately the betweenness centrality has high time complexity and is 
therefore expensive to compute. The tests are mainly created to verify that 
ego network betweenness centrality is a good approximation of the 
betweenness centrality (see chapter 2.2.4). 

The tests show that the betweenness centrality built on ego networks 
correlates well with the original betweenness centrality. The approximation 
does not give values in the same range as the original algorithm so the values 
are not comparable between the algorithms. What is more important is the 
order of the nodes sorted by their score. The highest ranked 10 % of each 
algorithm consists to about 90% of the same nodes. The approximation is a 
lot better to distinguish high ranked nodes than low ranked nodes. 
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The expectation of the ego network betweenness centrality was that it would 
scale better. The tests show that the approximation does scale a lot better in 
time even though the implementation was not optimized but the 
approximation still increases faster than linear and possibly also linearithmic. 
The approximation seems to scale well in memory. 

3.5 K-plex and Clique 

Cliques are often used to find closely connected groups e.g. tight friend 
groups or families and k-plex is a natural extension of the concept. It could be 
interesting for an operator to find groups to e.g. direct offerings to. How to find 
maximal cliques and k-plexes is NP-complete problems and therefore very 
expensive to calculate.  

An idea to find only the large cliques without having to calculate all cliques is 
to use nodes with high eigenvector centrality as starting points for the clique 
algorithm. But the tests fail to show any clear connection between nodes of 
high eigenvector centrality and nodes inside large cliques. The tests have a 
problem with the generated graphs since they might be too random to be able 
to show any clear connection. 

Also tested was a simple greedy approximation of cliques (and k-plex as 
well). The algorithm was compared to the exact algorithm. The greedy 
approximation finds a larger portion of the large cliques than of the smaller 
cliques (since the greedy approach is looking for the biggest possible cluster 
but does not find all smaller locally maximal clusters).The approximation 
almost finds 90 % of the larger cliques. This greedy approach can also be 
improved in a number of ways to increase the accuracy of the algorithm. The 
approximation also scales considerably better than the original algorithm in 
time. 

3.6 Communities (edge betweenness clustering) 

Communities serve the same purpose as cliques and k-plexes but with the 
difference that each node can only participate in one community.  

The community algorithm generally gives larger clusters than cliques and k-
plexes with low k. The tests tried to find out if the community algorithm finds 
the same kind of clusters as cliques. For graphs of size 100 around 50% of 
the cliques resides inside a community and since cliques overlaps each other 
it would be impossible for all of the cliques to reside inside a community. 
Unfortunately the proportion seems to decrease for larger graphs. There is a 
similar problem with the graphs in these tests as it were in the cliques test. 
The graphs are most likely not clustered enough to represent a real social 
graph. 
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Theoretically the original community algorithm has very high time complexity 
and tests confirm this. For example a 1000 node graph took ~6891 seconds 
while a 100 node graph only took 6 seconds. Since the community algorithm 
is based on the betweenness centrality the algorithm would speed up the 
algorithm greatly by using the ego network betweenness instead of the 
original betweenness algorithm. Such a change would off coarse affect the 
quality of the algorithm. Consistent with the tests the modularity (a measure of 
how strong the communities are) decreases a little and the proportion of 
cliques that reside inside a community decreases as well. But there are 
exceptions so the tests are not conclusive. 

One problem with the original algorithm is that it requires a global view of the 
graph (because of the betweenness centrality and the removal of the globally 
highest ranked node). If the graph would be partitioned and distributed onto 
several processes this could be a problem. A lot of communication would be 
needed between the processes to keep their global view concurrent with each 
other’s. The introduction of ego network betweenness centrality would help 
but if the highest ranked node of the entire graph still would be chosen to be 
removed it would still require a lot of communication. What would happen if 
the graph was partitioned and the algorithm ran locally on each partition? Test 
shows that the modularity only decreases a little and the size of the clusters is 
almost unaffected which makes this seem like a viable approach. 

3.7 K-core 

K-core is another clustering algorithm in which a node can only be part of a k-
core for each k. The tests were created to show how the results from this 
algorithm might look like but once again it is a problem with the graphs 
randomness. The k-core algorithm always delivered one huge cluster (almost 
the entire graph) only for small values of k. For larger values of k no clusters 
at all was found. 

3.8 Partitioning of scale free graphs 

Partitioning the graph and distributing the partitions onto several nodes and 
do calculations on each node would be a way to both speed up the 
calculations and decrease the amount of memory needed on each node. An 
effective way of doing graph partitioning is k-way multilevel partitioning. 

As noted in [17] traditional multilevel partitioning schemes might perform 
suboptimal on scale free graphs. Metis [23] is not adapted for scale free 
graphs but proves that it is possible to create a fast implementation to 
partition graphs. From the brief test done with Metis no real difference can be 
seen on the available graphs (but all of them is also quite random). Only a few 
results were calculated since the program returned a negative edge cut for a 
lot of graphs (which is impossible and probably a bug in Metis). For a 3-way 
partitioning a 1000 node graph almost a third of the 3000 edges was cut. This 
is worse than expected. The reason for this might be that the graphs (once 
again) are too random. 

3.9 Weaknesses of the pre-study 

Unfortunately there a several weaknesses in the pre-study that makes the 
conclusions drawn from them uncertain and not entirely trustworthy. 
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The biggest weakness is the fact that the graphs used in some cases aren’t 
good representations for a telecom call graph. As noted in [12] the telecom 
call graph is both scale-free and small world at the same time. A social graph 
is also more clustered than can be explained by a random model as noted in 
[27] and a social graph also have assortative mixing (i.e. positive correlation) 
between the degrees of adjacent nodes. The algorithms for graph generation 
are created to fulfill at most one of these. This probably has less effect on the 
performance of the algorithm than on the actual result but it is still possible 
that it will affect the performance (both positively and negatively). 

Another weakness of the test is the amount of data generated. In most case 
three graphs of the same kind and size was used. The number of sizes used 
may be too few to give a good view of how the curve progresses when the 
graph gets larger. There is also a case where only one graph of a size was 
used because of the long time computations. 

To grade the quality of an algorithm is also very difficult since it can not be 
compared to some kind of correct result. Even if a real social network was 
available there is very difficult to know if a clustered group really is a 
homogenous group of friends or acquaintances. 

3.10 Conclusion 

Memory becomes a limitation for large graphs when using JUNG even though 
none of the algorithms shows any nonlinear behavior with memory. JUNG's 
representation of the graph seems to be a bit memory inefficient but even with 
a better representation memory will become a limitation. As expected for 
some of the algorithms time is also an issue (Bron-Kerbosch clique algorithm, 
Betweenness centrality and Communities). All of the approximation on the 
other hand performed better and should be feasible to use. The quality of the 
approximations was also sufficient for their intended use. 

The tests for K-core was inconclusive and since it is not possible confirm how 
the output would be on a real social network from the tests, there will be no 
continuation with this algorithm for the time being. 

The tests also showed that all of the approximations are possible to run 
locally on a node if the graph is partitioned (with a small decrease in quality or 
a small amount of synchronization in the eigenvector centrality case). 
Together with a suitable partitioning scheme this could partially solve both the 
time and space problem. A benefit of a solution that uses partitioning 
compared to a specialized solution is that the algorithms for the social 
network analysis (e.g. degree centrality) do not have to be heavily changed 
from their normal implementation. Another benefit would be that other similar 
algorithms (e.g. clique relaxations) could be added later on and still benefit 
from the partitioning. 
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4 Prototype 

To test the conclusions from the pre-study a prototype was implemented. The 
general idea was to implement a partitioning algorithm and utilize the fact that 
the approximations could run locally on the partitions without too much 
decrease in quality. It was required that the prototype was developed in Java. 

4.1 Goal 

The goal with the prototype is to be able to calculate one or two social 
network analysis (SNA) algorithms on a 10 million node social network on a 
pc or pc-cluster using Java in 8 hours. 

4.2 System 

The system was designed to run in parallel on several separate but 
connected nodes (using mpiJava or MPJExpress, which is a Java wrapper 
respectively a Java versions of MPI) but because of several configuration 
problems with the Ericsson server, used for the tests, the prototype was 
rewritten to a pure Java solution using threads this made the program 
dependent on a shared memory system. 

The calculations will consist of two major steps: Data preparation and the 
social network algorithms. For each set of data the data preparation, pre 
partitioning is only needed to run once since the partitioning then can be 
stored and reused later on. After these steps a series of algorithms can run 
without having to redo the preparation i.e. the user might realize later on that 
it would like to calculate k-plexes with another k and then only runs the k-plex 
algorithm (and loading the graph and its partitions from storage). The data 
preparation can be divided into three major steps: data cleaning and 
extraction, pre partitioning and multilevel graph partitioning. 

 Figure 4-1 System overview 
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4.2.1 Data structure 

Since a social graph is naturally sparse the graph is represented as an 
adjacency list which is more memory efficient. The base data structure used 
for the list is a hashmap (hashtable). A hashmap was chosen since the nodes’ 
id is not sorted and a hashtable has constant access time to any specific 
element if the objects key is known (in general). Each item in the adjacency 
list represents a node and its relations to other nodes. There are three 
common ways to store the relations towards another node in the graph: as an 
own item in a separate list of edges, store a small list in each node of indices 
to the neighboring nodes or store a small list in each node with references to 
the neighboring nodes. The first alternative has some structural advantages 
but since the edge data structure has to be searched to find neighbors to a 
node the performance is worse than the other two’s. The variation that stores 
the references to the neighboring nodes has best performance since it can 
follow the references directly without having to lookup the node in the 
hashmap. In this prototype the last method was chosen 

The fact that some nodes are located on another processing unit makes it 
impossible to hold references to such nodes. Instead each local part of the 
graph has a separate hashmap with a lightweight representation of the nodes 
that is located on another processing unit and neighbors a local node. 
Additional to this, another hashmap is created to contain a reference to all 
local nodes that have a neighbor on another process as recommended by the 
original partitioning algorithm. This is for quick access of theses nodes which 
is the most frequently used in the partitioning algorithms. 

4.2.2 Data cleaning and extraction 

The nodes and edges have to be extracted from the CDR:s. Not all calls 
necessarily result in an edge between two nodes. Calls of only a few seconds 
might be discarded and there is also a possibility that more than one call is 
needed to create an edge between two nodes. 

Unless some kinds of nodes are removed from the graph the result might be 
distorted. Especially nonperson nodes (e.g. automated phone services, 
support numbers and telemarketing companies) need to be removed. Some 
of these can easily be discovered by studying the numbers of edges going in 
and out of the node. Nodes with none or extremely low in or out degree is 
pruned away and likewise nodes with extreme high amounts of 
communication will be removed. Since no CDR data was available this step 
was not implemented. 

4.2.3 Pre partitioning 

The pre partitioning is using information that can be extracted from a telecom 
network. Further details about the pre partitioning are deliberately left out 
because Ericsson will file a patent application on this subject.   
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4.2.4 Multilevel Graph Partitioning 

Since the size of the data most probably will exceed the available amount of 
main memory the data needs to be divided and the calculations parallelized. 
A graph partitioning scheme was used because data locality would speed up 
the computation or improve the quality of the algorithms implemented. To 
have achieved reasonable data locality also makes it a lot easier to later on 
add several other kind of algorithms on the graph e.g. different relaxations of 
the clique definition. The graph partitioning scheme implemented is an 
extension of the parallel k-way multilevel partitioning scheme presented by G. 
Karypsis and V. Kumar [16]. In Figure 4-2 the interaction between the 
different algorithms in the partitioning scheme and the communication steps 
needed between the different processes are visible. The figure will not be 
explained in further detail. 
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Figure 4-2 Detailed state machine of the multilevel graph partitioning. 
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4.2.4.1 Coarsening 

To solve the original coarsening scheme’s weaknesses for Power law graphs 
an alternative coarsening scheme, also introduced by G. Karypsis and V. 
Kumar [17], was used. The switch to this coarsening scheme makes the 
partitioning a bit more difficult to parallelize. To be able to parallelize the 
algorithm efficiently the algorithm relies on a simple initial partitioning. Such 
an input helps the parallelization of the partitioning a lot since the coarsening 
in a multilevel partitioning scheme might be done locally if it has a good initial 
partitioning [16]. The local coarsening removes the need for communication 
between the nodes during the coarsening iteration but still requires a 
synchronization step between the iterations.  

4.2.4.2 Inner partitioning 

When the coarsening scheme has done its job and created a small graph of 
the original graph it is time to partition the smaller graph. 

The partitioning algorithm is a simple version of the Kernighan-Lin partitioning 
algorithm (KL) [25]. The coarsed graph is small and the actual partitioning 
affects the time consumption very little and can therefore run serially on one 
of the processors. Prior to the partitioning the coarsest graph is broadcasted 
to all the nodes and the KL-algorithm runs over several independent iterations 
to find a good solution. To take advantage of these facts the independent 
iterations is performed in parallel and the best partitioning among the nodes is 
then chosen as the final partitioning. This could lead to better quality of the 
partitioning and a shorter computation time. 

4.2.4.3 Uncoarsening and refinement 

The refinement during the uncoarsening is based on the Kernighan-Lin 
algorithm and is called Greedy Refinement. It is based on the concept of gain 
that is a measure of how much the partitioning would gain by moving a 
particular node to another partition. Gain is defined as the number of edges to 
the other partition minus the number of edges to the current partition. To 
speed up the refinement only the nodes on the border between two partitions 
is considered for movement and only a single iteration of refinement is 
performed. The fact that the refinement only works with the border nodes will 
decrease the quality of the refinement but since it usually is the border nodes 
that are moved, only slightly. 

To be able to run the refinement in parallel a coloring of the graph is 
calculated. The refinement algorithm is then run on one color at a time. Since 
each color is an independent set this ensures that any node moves in the 
same color will not affect each other. 

The uncoarsening itself does not require any communication but the 
refinement does. After each iteration of refinement all changes of partitions 
need to be communicated so all nodes can update their local representation 
of the border nodes’ edges to other partitions. 

After the uncoarsening and refinement is done all nodes are moved so that all 
nodes within the same partition reside on the same node. 
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4.2.4.4 Coloring 

The coloring is based upon Luby’s original algorithm for finding independent 
sets. There are variations of Luby’s algorithm that is communicationally more 
efficient but also more complex to implement (e.g. [26]). Because of the time 
limitations of this project the simpler original algorithm was implemented. 

As the algorithm is based on the comparison of random numbers between 
neighbors the random numbers of the border nodes need to be synchronized 
between the processes before the coloring is started. Once again to speed up 
the computation this implementation will be doing the same thing as the 
original Parallel K-way multilevel partitioning algorithm and only run the 
coloring one iteration for each color. This means that more colors will be used 
but that does not affect the quality of the multilevel partitioning algorithm. The 
coloring is also stopped before all nodes have been colored to prevent the 
algorithm to create a lot of very small colors. This will decrease the 
refinements quality since it limits the number of nodes it can work with. 

4.2.4.5 Limitations 

This kind of partitioning has some limitations. Since the whole graph needs to 
be in memory the amount of memory on each node limits how large the graph 
can be. As of now the limit is just below 10^6 nodes on a machine with ~1 GB 
ram dedicated to the JVM (32-bit). This could be improved by saving the 
coarser graphs to file when they are not used. But two almost as big graphs 
would still have to be in the memory at the same time (the first coarsening) so 
there is still a limit. 

The amount of synchronization between the nodes will also limit the 
performance of the system. There are not many data transactions but when 
there are it is often large amounts of data that need to be communicated. 

4.2.5 Centrality 

Eigenvector Centrality was implemented to run locally on each node. Even 
though the algorithm is done locally this is not an approximation. The 
eigenvector values of the border nodes are communicated between the 
processes before each iteration. The result was normalized over all nodes to 
achieve the possibility to compare nodes from different processes with each 
other. Also the ego betweenness centrality was implemented according to the 
directions in [8]. 

4.2.6 Clustering 

A simple greedy K-plex algorithm was implemented. No more advanced 
heuristic to find the largest k-plex was implemented since it seemed 
unnecessary. Since all nodes are used as root nodes a large cluster will have 
multiple tries to be found. The fact that it sometimes does not give a maximal 
cluster for that root node is not automatically a negative thing since locally 
maximal cluster, which also might be of interest, will be found.  
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Since the algorithm will treat each partition as a separate graph it will not find 
any K-plexes that crosses the border between two different partitions. If the 
partitioning has done a good job the border should not split that many k-
plexes since it strives to cause as few edge cuts as possible; to cut through a 
K-plex should cause more edge cuts than to move around it. It is still possible 
to find these k-plexes that are split but with the cost of some communication 
that will slow down the algorithm. The search for those K-plexes was not 
implemented in this prototype. 

4.3 Weaknesses 

Since the partitioning needs to store the old graph during the coarsening step 
the algorithm will require at least twice the space the initial graph requires. 

As the partitioning is implemented at the moment there is quite a lot of 
communication in some of the partitioning’s subalgorithms. This 
communication could lower the performance when the algorithm is scaled up 
to more machines. 

The K-plex implementation is only a simple approximation and can miss some 
large cliques. A large clique would though have several chances to be 
discovered by the algorithms since all nodes are used as root nodes once. 

4.3.1 Alternative solutions 

Ericsson is far from the only organization that sees potential in social network 
analysis. Two companies that are working on with graphs are Yahoo and 
Google. 

Google has been working on a scalable infrastructure to extract information 
from graphs called Pregel. The programs using Pregel are coded from the 
viewpoint of a node. The system is supposed to scale up to billions of nodes 
and edges but it is unknown on what kind of hardware [31]. 

Yahoo has a new approach to graph partitioning. They are studying a group 
of algorithms that has the interesting property that the time is not proportional 
against the size of the graph but against the output of the partitioning [32]. 

4.4 Testing 

The prototype might sound good in theory but the theories have to be verified 
and the performance of the system evaluated. As in the pre-study the test of 
the prototype will primarily investigate the scalability in time and memory. The 
quality of the partitioning algorithm is briefly investigated but the quality of the 
social network analysis algorithms is not. 
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4.4.1 Input 

The input data for the tests are generated random graphs of different sizes 
(10k, 100k, 250k, 500k, 1M, 2M, and 5M1). The creation of edges is weighted 
with a gauss distribution so that closer nodes are more likely to become a 
neighbor. This gives a simple data locality which the pre partitioning would 
give if that had been implemented. The standard deviation of the gauss 
distribution is the graph size divided by 16 and the average number of 
neighbors is 6.5. It should be noted that this graphs are not scale-free or 
highly clustered and are therefore not a very good approximation of real social 
graphs. 

A few (10k, 100k, 250k) graphs was also generated according to the Watts 
Beta small world and Barabasi Albert Scale free generation algorithms to 
show how different kinds of graphs could affect the performance.   

4.4.2 System setup 

The test was performed on a server hosted by Ericsson with an LSF queuing 
system. The server has 4 Intel Xeon at 2.93GHz (X7350) which each has 4 
cores. The system has a total of 131 GB of memory and supports a 64-bit 
Java Hotspot Server VM (1.6.0_11) under Linux. This system was shared with 
a number of other Ericsson employees which makes the times a bit more 
differentiated than normally.  

The prototype is coded in Java and is run with the additional commands 
-XX:+UseParallelGC and -XX:+UseAdaptiveSizePolicy and the maximal heap 
size raised to avoid out of memory exception. 

For the test of the pre-study implementation on larger graphs the same 
system as in the pre-study was used. This system is a bit slower than the 
server used for the other test so this should be taken into consideration when 
studying the results. A simple test was performed to give a hint of the 
performance difference. A random number vas generated 400 million times. 
On the pre-study system it took 12.8 second on one thread and 14.1 seconds 
on two threads. On the server the same calculations took respectively 4.2 and 
4.4 seconds. 

4.4.3 Method 

The tests are concentrated on the time consumption and memory 
consumption of the algorithm but also a quality comparison of the partitioning 
was performed. The time was measured by the difference in 
System.currentTimeMillis(). The maximal memory allocation was extracted 
from the information the LSF server’s output about the maximal memory 
usage. 

                                                
1 k = 3

10  and M = 6
10  
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All tests were run at least 3 times with the exception of some of the tests with 
really large graphs and many processes due to the large runtime. The test 
was run on the standard simulation queue. A high priority queue gives lower 
times (since the processes wouldn’t be interrupted as easily) but using a high 
priority queue would block up the system for other users. All results were 
extracted from the test with the lowest total execution time (even the edge 
cut). 

The Metis partitioning results was done on the same graphs as the other tests 
and the pmetis version of the software was used. 

Since the multilevel k-way partitioning is quite complex and consists of many 
different algorithms there are also a lot of different settings in the algorithms 
that can be tweaked and improve or worsen the performance. In the following 
tests these settings have been set to values recommended primarily by G. 
Karypsis and A. Abou-Rjeili [17] and have not been changed. 

4.4.4 Results 

The total execution time is the time for the partitioning and all three of the 
social network analysis algorithms together. 

4.4.4.1 Execution time 

 
Figure 4-3 Test runs on random graphs with simple data locality 

 
Figure 4-4 Test runs on random graph 
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Figure 4-5 Test on random graphs 

 
Figure 4-6 Test of the algorithms on random graphs with simple data locality 
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Figure 4-7 Test of the algorithms on random graphs with simple data locality 

 
Figure 4-8 Test of the algorithms on random graphs with simple data locality 
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Figure 4-9 Comparison between different kinds of graphs 

4.4.4.2 Maximal memory allocation 

 
Figure 4-10 memory allocation during test on random graphs with simple data 

locality 
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4.4.4.3 Partitioning quality 

 
Figure 4-11 Quality of the partitioning on random test with simple data locality. 

4.4.4.4 Pre-study implementations results 

To be able to compare the results of the prototype to some existing solutions 
the implementations used in the pre-study to test the scalability and limits 
were used. The implementations in the pre-study were used on the same 
graph of size 100,000 that was used in the prototype tests. It should be noted 
that some of the implementations in the pre-study were not optimized for 
speed. This means that some of the algorithms might have a bit inefficient 
implementations (e.g. betweenness centrality approximation).  

These tests were not run on the same system as the test off the prototype but 
instead the same system as used in the pre-study. Since the system used by 
the pre-study is slower that the system used during the prototypes test the 
values can not be compared directly. The betweenness centrality calculation 
was aborted after about 1.5 days. 

The times shown for the prototype does not include the partitioning. 

 

Algorithm Time on 100 000 node graph by 
the pre-study implementations 

Time on 100 000 node graph by 
the prototype with 2 cores 

Eigenvector centrality 15 min 2 s = 902 s 5.8 s 

Betweenness centrality > 32 h = 115200 s - 

Ego Betweenness centrality 12 h 33 min 43 s = 45 223 s 1,3 s 

Clique (Bron-Kerbosch) 20 min 18 s = 1 218 s - 

Greedy clique 30 s  3.1 s 
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4.5 Analysis / Discussion 

During the whole project there has been a problem with the lack of real data 
to test ideas and implementations on. It is natural that a system developed for 
one kind of network might perform worse on another kind of network. Even 
though some of the problems, like the graph compressing problem in the 
partitioning, explained in detail in 4.5.1, will not be helped by real data, it is 
even quite likely that it would get worse, a lot of other parts would work better 
and faster with a more clustered network. 

Many of the problems described below boils down to an underestimation of 
the effects of how many edges that would be cut by a partitioning and the 
effect this cut has on the algorithms. 

A negative thing with the multilevel partitioning algorithm is that it is quite 
complicated to implement; there are a lot of different algorithms that need to 
work together and all need to be implemented efficiently for the whole system 
to perform well. 

4.5.1 Execution Time 

The performance of the partitioning is far from satisfactory. The execution 
time actually increases with the number of processors. The exception is that 
most often the times are lower for 4 processes than 2. Since it is a more 
complex work to divide a graph into 8 pieces instead of 4 it is expected that 
the algorithm will not be perfectly scalable but the times should definitely 
decrease with more processors. Some of it might be explained by inefficient 
implementation but a big part of it is because of a certain aspect in the 
algorithm. The partitioning build upon the idea that the graph should be 
compressed and then a simple inner partitioning should take care of the 
actual partitioning of the highly compressed graph. If the size of the 
compressed graph is large the simple partitioning takes a lot of time and 
becomes one of the most time consuming parts of the algorithm. In the 
original multilevel partition algorithm the graph can always be compressed 
until it is small enough; unfortunately, with the decision to do the coarsening 
locally, to remove some communication and simplify the parallelization, this is 
no longer the case. Depending on the amount of partitions and the locality the 
neighbors are more or less likely to reside on another partition than the ego. If 
the partition has too few internal edges the partition will not be possible to 
compress as much as needed.  

In short more partitions give fewer internal edges, less compression and in 
the end slower partitioning by the simple inefficient inner partitioning 
algorithm. This also makes the performance of the partitioning very 
dependent on the structure of the graph. In figure Figure 4-9 this is clearly 
visible; the Barabasi Albert generated graphs have much higher time 
consumption than the Watts Beta generated and random generated. A more 
clustered graph with better locality or a graph with more edges would get 
better performance. Quite interesting is also that while the prototype has 
worse times on Barabasi Albert graphs some of the algorithms like 
uncoarsening and eigenvector centrality scales better with the number of 
processors. 
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In terms of the size of the graphs the partitioning scales better but the time 
complexity is not linear.  A larger graph is more difficult to compress so this 
problem is connected to the one above. But the algorithm is not expected to 
be entirely linear; a larger graph not only makes the compression take longer 
but requires the algorithm to do additional compression iterations. 

Since it is a fact that the local inner partitioning is destroying the scalability for 
the partitioning it is interesting to see how the other internal parts of the 
partitioning behaves. The coarsening and uncoarsening steps scale better 
than the total system but still not very well. For smaller graphs the steps 
seems to perform worse with more processes but the larger the graph gets 
the better the steps seem to scale. In the aspect of the size of the graph the 
coarsening and uncoarsening steps does not seem to scale very well. The 
reason for this behavior is unclear. For the uncoarsening it most likely is the 
coloring that is responsible for the unscalable behavior; it requires most time 
and needs synchronization. In the coarsening on the other hand it is more 
difficult to point out the faulty part. 

The eigenvector centrality has quite a strange behavior. The algorithm seems 
to scale very well from 2 to 4 processes. The time is actually more than 
halved, for some sizes of the graph, which should be impossible since the 
computational power has doubled and some additional communication has 
been added. After this initial decrease of the computation times the algorithm 
does not seem to scale anymore and the times increases. This is very likely 
due to the increased number of border edges that needs to be communicated 
between the different nodes. In a real social network, which is much more 
clustered, there would be less border nodes than in such a random graph that 
is used in these tests. How much it would affect the performance is difficult to 
tell. 

The ego betweenness centrality and k-plex algorithms behave more like 
expected. Both of them scale reasonably with both the size of the graph and 
the number of processes. 

Even though the result is not a good as hoped it is still meaningful to see if 
there are any improvement of the performance from the pre study 
implementations. The results show that the prototype is significantly faster 
than the pre-study implementations. The prototype’s times are comparable to 
the pre-study’s times even when the partitioning, k-plex, ego betweenness 
centrality and eigenvector centrality is summed up and compared to only the 
greedy clique algorithm (the quickest off the pre-study implementations). The 
tests of the pre-study implementations were run on a slower system so the 
results can not be compared directly. The prototype also runs on at least 2 
processors. In some case, like with greedy clique which mainly is the same 
algorithm in both implementation, the main improvement is because the faster 
data structure representing the graph (see chapter 4.2.1). In other cases, 
where the ego betweenness centrality is the best example, the improvement 
was because of more efficient algorithms and implementations.  
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Several parts of the prototype have been implemented to use a proactive 
approach to inter-processor communication. This means that the 
implementations have transferred a lot of data before it might be used instead 
of requesting each specific data when it is required. The positive thing with 
this is that it decreases the overhead for a lot of small transactions. The 
downside is that, since it is difficult to know beforehand exactly what data that 
is needed, sometimes some unnecessary data is communicated. Another 
downside is that there are a few large transactions that need to be performed 
concurrent before the calculations this will stress the communication during a 
short amount of time with the risk of overloading it instead of spreading out 
the communication over time. 

A problem with the test setup is that the server used for the test was shared 
with a number of other users; the test results might therefore be a bit 
prejudiced against many processes. More processes mean higher probability 
that some of the processes get interrupted by another user with higher priority 
which will lead to a slow down of the entire program. 

The implementation of the classic multilevel k-way partitioning algorithm 
created by Karypsis Lab, Metis, outperforms the prototype in time. While this 
prototype counts the times in minutes Metis counts the time in tenths of a 
second. Obviously there is a lot of space for improvements in the prototype. 

4.5.2 Memory 

Even though the measures of memory is the maximal memory allocation of 
the whole program including the social network analysis algorithms there is no 
doubt that it is the partitioning that is the one responsible for the large amount 
of memory that is needed.  Even though the partitioning scales pretty well 
looking at the size of the graph it once again scales badly when it comes to 
the number of processors used. It is no surprise that it would require more 
memory to run on more processors since more partitions means more broken 
edges which need to be stored on both sides of the edge. With a more 
clustered graph this problem might be helped a bit. 

Even though it does not scale as well as hoped the algorithm still makes it 
possible to analyze networks that is larger than what is possible on a single 
processing unit (assuming that it is not a system where all processing unit 
share the memory as on the server). 

4.5.3 Quality 

The quality of the partitioning is not as good as Metis but the difference is not 
large. The difference is only a few percent with no clear trend to decrease or 
increase with the size of the graph or number of processors. The graph used 
when comparing is a generated random graph and not a social network that 
the prototype is adapted for so the result could very well be different on a real 
social network.  
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5 Conclusion 

How to build a scalable system for social network analysis is far from obvious. 
There are a lot of requirements and it is difficult to fulfill them all. The 
prototype failed to show that a multilevel k-way partitioning adapted for social 
network together with social network analysis algorithms running locally on 
each partition after the partitioning was a viable approach; unfortunately it did 
not show that it was not a viable approach either. Not all parts were as bad as 
others though. The social network analysis algorithms performed reasonably 
and the partitioning hinted that it with some additional work and changes can 
perform a lot better. This showed that there might be some hope for the idea 
after all. The complexity of the multilevel k-way partitioning algorithm is one of 
its biggest handicaps and a simpler partitioning scheme would therefore be 
preferred. 

The fact that the prototypes partitioning performance heavily depends on the 
structure of the input graph makes it unsuitable to use in a real world 
environment in its current configuration. Social networks in different regions 
might look different and there is therefore no possibility to ensure sufficient 
performance. This prototype should not be a reason to disregard all multilevel 
partitioning schemes. It is mainly the local coarsening that makes the 
prototype unreliable as explained in chapter 4.5. G. Karypsis and V. Kumar 
have shown with Metis that it is quite possible to create a quick and efficient 
multilevel partitioning algorithm.  

The implementation of the eigenvector centrality suffers from the fact that in 
such random graphs that have been used during the test there is a lot of 
border nodes. Since the implementation communicates all nodes that have a 
neighbor on another partition before each iteration the implementation does 
not scale well when there are more processors, more partitions and more 
border nodes. The approximation of the betweenness centrality and the k-plex 
algorithms scales well and could very well be used in a real context. Below is 
a simple comparison of the approximations and the original algorithms. The 
times for the original algorithms are modified to make up for the fact that the 
test was performed on a slower system. The prototypes times are without the 
partitioning. 
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 Betweenness 
centrality 

Ego network 
betweenness 
centrality 

Bron-Kerbosch 
Clique algorithm 

Greedy Clique 
algorithm 

Scalability Very bad Good Bad Good 

Time 
complexity 

O(n*m) – O(n^4) O(n) O(#cliques) 

#cliques increases  
quickly with the size 
of the graph  

O(n) 

Time example: 
Random 
generated 
graph with 
100 000 nodes 

~ 10 hours with 
1 core 

1.3 seconds with 
2 cores 

~ 6 min with 1 core 3.1 seconds with 
2 cores 

Other Needs the 
whole graph 

Need only the 
neighbors of a 
node.  

Can run locally 
on a partition. 

Finds all cliques in 
the graph.  

Can run locally on a 
partition. 

Find most of the 
large cliques in a 
graph.  

Can run locally 
on a partition. 

Even though the prototype does not scale well the prototype performs much 
better than the pre-study implementations. Often the times for all algorithms in 
the prototype together are comparable to the fastest of the pre-study 
implementations.  
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6 Future work 

The biggest concern for the future work in this area is to get access to real 
data or alternatively find or invent a generation algorithm that approximates 
not only one aspect of a telecom social network but all of the most important 
and unique properties of a social network (small world phenomenon, power 
law distributed, highly clustered and positively correlated degrees). Without 
this no future solutions can be verified. 

There are several viewpoints on how to continue with the prototype. Either the 
work can be concentrated on the partitioning step and try to improve and 
extend it, the social network analysis algorithm or finding a new approach to 
the social network analysis problem. 

6.1 Social network algorithms 

The ego network betweenness centrality approximates the original 
betweenness centrality quite well but there is room for improvement. One way 
to do this would be to make it take a larger part of the network into account for 
the calculation e.g. the algorithm could use a ego network with rank 3 instead 
of a rank 1 ego network. This would make the implementation a bit slower and 
more complicated but the quality would probably be heavily improved. 

The performance of the Eigenvector Centrality algorithm needs to be 
investigated together with a better partitioning algorithm and a real social 
network. 

There are several social network analysis algorithms left that would need to 
be adapted and in the end implemented, not to mention implementation and 
investigation of a community algorithm using the ego betweenness centrality. 

6.2 Graph partitioning 

The partitioning algorithms today do not use any feedback from previous 
executions of the partitioning algorithm. Such a feedback could act as a pre 
partitioning step as the pre partitioning does. This could also speed up large 
parts of the partitioning algorithm if not all of the partitioning step needs to be 
performed. For example if only a few nodes have been added or changed 
since the latest partitioning the new nodes could be randomly or according to 
the pre partitioning distributed among the partitions and then a few iterations 
of refinement done to place them in the correct partition i.e. skip the entire 
coarsening and uncoarsening. 

Apart from the above idea there are mainly two ways of improving the 
partitioning algorithm used by the system: try to make the prototype better by 
improving its algorithms and implementations or discard the prototype and try 
out an entirely new approach to partitioning. 
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6.2.1 Continuation of the prototype 

The most obvious thing that needs to be changed is the coarsening scheme. 
The local coarsening does not to work and would need to be replaced by a 
global coarsening. Nodes that can not be merged with any other node e.g. 
since it does not have any neighbors is a waste of memory to transfer to 
coarser levels during the coarsening. This would also help the partitioning 
since this would mean fewer nodes for the simple partitioning scheme to 
partition. 

Also the coloring in the uncoarsening step can be improved. The current 
implementation was chosen more for its simplicity than its efficiency. For 
example a more efficient coloring algorithm can be found here [26]. 

The inner partitioning algorithm runs 5 times on each process in the current 
implementation. Even though this means that the quality might be improved 
the more processes used, fewer iterations when there is more processes, 
could keep the same quality as fewer processes but decrease the time.  

As known the implementation is quite hungry for memory. Some of the data 
structures could probably be optimized and lower coarsening levels could be 
stored down to disk when they are not used to save space.  

There is also probably a lot of optimization that can be done to the 
implementation to improve the speed and scalability of the prototype. Another 
simple thing that very slightly would decrease the memory would be to discard 
all nodes with no neighbors since they would not be of any interest anyway 
(will get 0 in all centralities and can not be part of any clusters). 

The algorithm is created to be able to be executed on a parallel cluster 
without shared memory but the change to a Java thread version changed that 
for the implementation. The prototype is still created for a parallel cluster but 
the communication between the processes is changed. This problem would 
be solved with a conversion to C++/C. Also the memory consumption would 
be decreased with this switch. 

6.2.2 Different approach: Requesting nodes 

Since the prototype performance was less than satisfactory and tests point 
out several problems it might be a good idea to try an entirely different 
approach.  
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Instead of using a complex multilevel partitioning algorithm another system 
where different processors can requests a node if it would not be found locally 
could be an alternative. Such a request could either result in just caching the 
node or moving the node to the requesting processor. If moving the node 
would be used together with a breadth first climb of the partition the nodes 
would in the end be somewhat partitioned as a side effect. The downside with 
this approach is that a lot of inter process communication is required. How 
much communication that is needed would depend on how likely it is that a 
node’s neighbor is neighbor to another of the node’s neighbors. Even though 
the algorithm is simpler it moves some of the responsibility for a good 
performance to the social network algorithm. They would have to be rewritten 
so that they traverse the graph in a breadth first kind of way otherwise the 
performance would drop. If a caching approach would be used a database 
could also be incorporated into the system to allow graph larger than what fits 
into the memory to be analyzed. 

This approach would also benefit from a simple pre partitioning step before 
the actual algorithm as it would reduce the number of needed requests.  

Since this kind of algorithm does not store several copies of the graph (unlike 
the prototypes partitioning that stores compressed copies of the original 
graph) it would also have the advantage of a lower memory requirement. 

The biggest issue with this approach is if the amount of requests would 
congest the communication and slow down the execution. This was the main 
reason for this approach not to be tried out in this project. In hindsight that 
might have been a rash decision. 
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7 Terminology 

Assortative network A type of network where high degree nodes tend to 
be connected to other high degree nodes 

Geodesic path  The shortest path between 2 nodes 

Power law distribution When used in connection with graphs this mean that 
the nodes degree follows a power law distribution. 
The higher the degree the fewer nodes. 

Graph  A representation of a network built by nodes and 
edges 

Node   The representation of the entities that is connected 
to each other in the network. In a social network a 
node is a person. 

Scale-free network  A network which edge distribution follows a power 
law. 

Small world network In a small world network all nodes can access any 
other node in the network in a few steps. In a social 
network this is about 20 steps. 

Edge   The connection or relation between two nodes. In a 
social network this represents that the nodes have 
some kind of relation to each other.  

CDR   Call Data Record. 

BA   Barabasi Albert. Barabasi Albert is a graph 
generation algorithm that generates scale free 
graphs. Most often used as “BA graph” this means a 
graph generated by the BA algorithm 

WB   Watts Beta. Watts Beta is a graph generation 
algorithm that generates graphs with the small world 
phenomenon. Most often used as “WB graph” this 
means a graph generated by the WB algorithm 

EPL   Eppstein Power Law. Eppstein Power Law is a 
graph generation algorithm that generates scale-
free graphs. Most often used as “EPL graph” this 
means a graph generated by the Eppstein Power 
Law algorithm 

Klein   Kleinberg. The Kleinberg algorithm is a graph 
generation algorithm that generates graphs with the 
small world phenomenon. Most often used as “Klein 
graph” or “Kleinberg graph” this means a graph 
generated by the Kleinberg algorithm 
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Rand   Random. Most often used as “Rand graph” or 
“Random graph” this means a graph generated by a 
algorithm in which the neighbors to a node is totally 
random. In the prototype tests a random graph 
generation algorithm that simulates locality in the 
graph is used. 
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Appendix A: Distribution of generated graphs 

 

 
Figure 8-1  
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Figure 8-2  
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Appendix B: Pre-study tests 

B.1 System setup 

The test and analysis was performed on a local 32-bit Windows Vista 
machine supporting a Java 6 SE environment and Matlab R2007a. The 
majority of the test was developed in Java. The CPU of the machine runs at 
2.2 GHz and has 4MB of level 2 cache.  The machine is equipped with 4 GB 
of ram (only 3 GB accessible).  

B.2 Input data 

Input data to these tests was generated according to models since there is 
shortage on real social networks of the size needed (at least thousands of 
nodes) and the real network data was not available at this time. 

The dataset was generated in sizes 100, 1000, 2000, 3000, 4000, 5000, 
6000, and 10 000 (three of each size) using JUNG. 2000, 4000 and 5000 
might not be available for all types of graphs. The generation algorithms used 
in JUNG are Barabasi-Albert (aka BA, size of graph - 10 time steps), 
Kleinberg (directional, clustering component 2), Watts Beta Small World (aka 
WB, beta = 0.5), Eppstein Small World (aka EPL, model parameter 1000*size 
of graph), and Random (aka Rand, Random will also be available for larger 
graphs: 20 000, 50 000, 70 000, 100 000, 130 000, 150 000 and 200 000). 
The graphs were saved as separate graphML files to be able to reuse 

The edge distribution of the graphs differ some but the biggest difference is 
that Eppstein Small World in contrary to the other graphs has a lot of 
disconnected nodes. More details of the graphs distribution in chapter 
Appendix A: 

B.3 Eigenvector centrality 

The primary goal with theses test was to confirm that eigenvector centrality 
scale well, measure the performance, and to se where the limitations are. 
How fast the algorithm converges was also of interest and was tested. 

B.3.1 Method 

The PageRank method in JUNG was used and modified into an eigenvector 
implementation. The test was performed with graphs generated from different 
algorithms. Three graphs of each type and size were used.  

To measure the scalability and the performance of the algorithm time and 
memory was measured. The memory consumption was fetched from the Java 
runtime by  

(Runtime.getRuntime().totalMemory()-Runtime.getRuntime().freeMemory()).  

And the computation time was measure using System.currentTimeMillis(). The 
time of loading the graph was not included. 
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To be able to evaluate the approximation (stopping the algorithm before full 
convergence) some measurement of similarity has been calculated. First of all 
the correlation between the original algorithm’s result and the approximations 
result, a random distribution and the degree of the nodes, have been 
calculated for several different graphs. For the same setup also the 
Levenshtein distance and a sorting distance have been calculated. The 
sorting distance calculates a measure of how similar the rankings are by 
looking at how many moves have to be done to sort the approximation result 
according to the correct result. The measure’s score is the sum of moves 
weighted with the length of the move to the power of two. The last similarity 
measure is the set similarity which is defined as |AuB|/|B| where A and B is 
the 10% highest ranked nodes respectively from the approximation and the 
original algorithm. 

B.3.2 Results 

B.3.2.1 Time and memory consumption 

 
Figure 8-3  

 
Figure 8-4  
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B.3.2.2 Speed of convergence 

 
Figure 8-5  

 
Figure 8-6  

B.3.3 Analysis / Discussion 

The eigenvector algorithm seems to perform almost linearly in time for all 
different kind of graphs. But as visible in Figure 8-3 for larger datasets of the 
random graphs the time increases faster than linearithmic (50 000, 100 000 
and 200 000 node graphs). One possible explanation for such an increase is 
that the majority of the graph no longer fits into the CPU’s cache memory. 
And since graphs generally has bad data locality the CPU would have to get 
the data from main memory is about 10 times slower on the processor used 
(computed with CPUID latency tool). But if the increase would be because of 
the cache the tests should display a linear increase in time and then a jump 
when cache misses starts to occur and then continue linearly again when 
there always is a cache miss (more or less always). But this is not the case in 
the graph. Either the test cases are too few to show this cache phenomenon 
or the algorithm doesn’t behave linearly. Since JUNG is using a hashtable to 
store the nodes and nodes and a hashtable has in average instant lookup 
time this should be no reason for time complexity to be worse than 
linearithmic. 

Assume that the algorithms perform linearly and to calculate a 10 000 node 
graph takes 10 seconds, then a graph of 10 000 000 will take 1000 times 
longer which means almost 3 hours. This is almost acceptable but keep in 
mind that this does not take any memory problem into consideration.  
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The memory usage of the algorithm appears to be linear, consistent with 
theory. One surprise with the memory consumption is that the amount of 
memory per node is very high, 3 kB (Figure 8-4). It seems that JUNG data 
structure for graphs wastes a lot of memory. Assume that the program will 
scale with 3kB per node then the program needs to allocate 3 GB of memory 
for 10^6 nodes. 

The amount of iterations needed to calculate the centrality can be cut quite 
drastically. The test shows that a cut from 50 iterations to 11 only results in a 
small degradation in quality. The result from 50 and 11 iterations have a 
correlation of almost 1 (Figure 8-5). As shown there is also possible to lower 
the number of iteration even further and still keep sufficient quality. 

The PageRank algorithm is very similar to the eigenvector centrality and gives 
a similar result. Whether to use eigenvector centrality or pagerank is a matter 
of deciding what information is wanted. Under the assumption that the social 
influence is the most important flow, the eigenvector is the most intuitive. The 
eigenvector algorithm does not take into account the number of neighbors a 
node has when it transfers its influence to its neighbors. In the social network 
case this appears to be correct since a person should not be considered less 
influential if his neighbor has a lot of other connections. The issue of 
PageRank vs. eigenvector centrality does not affect the scaling analysis 
significantly. The only difference in the algorithms that might affect the running 
time would be how quickly they converge but no significant difference in the 
number of iterations has been noted. 

B.4 Betweenness centrality vs. ego network betweenness centrality 

The quick ego network betweenness centrality is a promising approximation 
of the otherwise computational heavy betweenness centrality. But is this 
approximation good enough in larger graphs? 

B.4.1 Method 

For the analysis of the approximations quality three different algorithms have 
been evaluated. The first algorithm used is an ordinary betweenness 
algorithm based upon [22]. The second algorithm is a modification (aka 
modified algorithm, Mod) of the first where the values are only calculated on 
nodes with distance less than 3 from the ego. And the third algorithm (aka 
new approximation, Ego) is a new simple version of the ego betweenness 
which only looks at all possible ways between the egos neighbors. The 
second and third algorithm is very similar even though they are calculated in 
different ways. The biggest difference is that while the second algorithm looks 
at all possible ways between the neighbors the third algorithm looks at all 
possible ways between the neighbors that only stays within the neighborhood. 
These three algorithms have been implemented using Java with JUNG (the 
original algorithm is fully implemented in JUNG).  

The approximations rankings, sorted according to the correct result, is plotted 
to give an intuitive view of how spread the approximations ranking values are. 

To measure the similarity between the approximations and the exact 
algorithm: correlation, Levenshtein distance, sort distance and set similarity 
were calculated (see chapter B.3.1 for definition). 
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B.4.2 Results 

B.4.2.1 Time consumption 

 
Figure 8-7  
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B.4.2.2 Original algorithm vs. approximations 

 
Figure 8-8 

 
Figure 8-9  
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Figure 8-10  
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B.4.3 Analysis 

The approximations correlate very well with the exact algorithm. There is no 
significant difference between the two different approximations in quality or 
speed. The approximations correlates better than the degree of the nodes.  

In neither of the Levenshtein or sorting distance there is any significant 
difference between the two approximations. The Levenshtein measure 
showed no real difference between the approximations or the random 
distribution. It seems that almost none of the nodes are ranked in the exact 
right position but usually in the nearby area since the sorting distance is 
significantly lower for the approximations compared to the random 
distribution.  

In Figure 8-10 it is visible that the approximations are more exact for high 
ranked nodes compared to low ranked nodes. Since it generally is the high 
ranked nodes that are interested in this is positive.  

The approximation scale a lot better in time than the regular algorithm which 
has a time complexity of O(n*m). But the time consumption is still way to high 
for the approximations to perform well on graphs with millions of nodes. 
Assume that it takes 2*10^5 ms (1.7 min) to calculate a graph of 10 000 
nodes. A graph of 10 000 000 nodes would then take almost 28 hours, which 
is unacceptable. The approximations need to be optimized a lot to achieve 
good enough results. 

Memory consumption is almost linear but not entirely and why it is not is 
unknown. Unfortunately since the time in this case becomes large even for 
quite small graphs (10000 nodes) no larger graphs have been run to analyze 
the memory consumption but the memory consumption seems to be similar to 
(and should be) the eigenvector algorithm which seems linear also for larger 
graphs. 

B.5 K-plex and Clique 

There are mainly two questions that need to be answered about K-plexes and 
cliques. Is it possible to use nodes with high eigenvector centrality as root 
nodes (starting node of the algorithm) and find big cliques? How does a 
simple approximation of k-plex compare to an exhaustive k-plex algorithm 
both in time, memory and in quality? 

B.5.1 Method 

Since no implementation of an exhaustive k-plex algorithm was found the 
Bron-Kerbosch algorithm for finding cliques was used instead. Since all 
cliques also are k-plexes and if a node is a root node to a clique it also is a 
root node to a k-plex in the same area doing the tests for cliques also gives 
an indication for k-plexes. For the similarity between an exhaustive algorithm 
and an approximation cliques has to be used as an analogy for the k-plex 
once again.  
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A very simple greedy approximation of k-plex (and clique since k-plex with 
k=0 is equal to clique) was developed and used to measure some 
performance. The greedy algorithm adds a random candidate weighted with 
the degree of the candidate to the k-plex, recalculates the candidates and 
chooses a new candidate by random until there are no more candidates. The 
clique and k-plex calculations are very similar but the k-plex is a bit more 
complex. The clique algorithm is the ordinary Bron-Kerbosch algorithm for 
finding cliques. 

It was also tested how many of the cliques that would be destroyed if the 
graph was partitioned first and then the algorithm was used locally on each of 
the partitions. 

B.5.2 Result 

B.5.2.1 Time and memory consumption 

 
Figure 8-11  
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Figure 8-12 

 
Figure 8-13  
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B.5.2.2 Clique distribution 

 
Figure 8-14  

B.5.2.3 Approximation vs. exact algorithm 

The graph below shows the ratio of identical cliques between the greedy 
algorithm and the exact algorithm. The graph used was a Watts Beta (WB) of 
size 1000. 

 
 
WB Graph Cliques larger than 2 Cliques larger than 3 

1 0.6579 0.8333 
2 0.6236 0.9333 
3 0.6154 0.9091 
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B.5.2.4 Root nodes 

 
Figure 8-15  

B.5.2.5 Partitioning 

The following graph shows the number of cliques found in the different 
partitions 

 
BA \ Partition 0 1 2 Sum Non-Partitioned 

0 21 39 50 110 130 
1 38 32 41 111 158 
2 42 32 43 117 143 

      
EPL \ Partition 0 1 2 Sum Non-Partitioned 

0 19 23 34 76 94 
1 14 47 33 94 88 
2 23 32 47 102 95 

      
WB \ Partition 0 1 2 Sum Non-Partitioned 

0 19 16 21 56 295 
1 22 19 6 47 303 
2 23 13 26 62 259 

 

B.5.3 Analysis 

As can be seen in the graphs the greedy algorithm outperforms the 
exhaustive algorithm. The approximation appears to be linear while the 
exhaustive, as expected, does not.  
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Considering all the cliques in the graph the approximation only finds just over 
60 % of the possible cliques. But considering the larger cliques (in these test 
larger than 3) the approximation finds about 90 % of the cliques. Since it 
primarily is the large cliques that are of interest this is promising. It should 
also be noted that this greedy implementation is much unpolished and the 
quality could be increased in a number of ways with some smart heuristics but 
all with slightly larger computation time. Memory wise the algorithm performs 
well and there is no dramatic increase of bytes per node as the graph size get 
larger. 

Unfortunately it seems that nodes with high eigenvector ranking are not very 
suitable as root nodes. Only 30-50 % of the 10 % biggest cliques contained at 
least one of the top 10 % eigenvector ranked nodes. This is unexpected since 
indications that highly ranked nodes should be suitable root nodes have been 
found in other areas. The result for the different types of graph differs quite a 
bit and some of the bad result might be explained from the graphs 
themselves. The graphs generated to support a power law degree distribution 
perform better. Since the average degree of the nodes is only 6 it is very 
unlike that any clique would randomly be formed that is larger than 6 cliques 
(or even larger than 5). And this is exactly the case in the graphs used. Since 
the graphs consists of cliques is only of size 2 or 3 with a few cliques of size 4 
and rarely any of size 5 the 10 % biggest cliques will somewhat be random 
(among the cliques of size 3). As a result of this the hit rate increases a little if 
only the cliques larger than 3 is considered. But the distinction might still be 
too small to give any good results. But even if highly ranked nodes would 
work well in denser graphs were there are larger cliques the telecom graphs 
do not appear to have such densities and therefore this approach can not be 
used. This is under the assumption that scale-free graphs (with no additional 
conditions) are a good approximation of a telecom call graph. There is a 
possibility that a real call graph would be a lot more clustered and high ranked 
nodes would work better as root nodes than shown in theses tests. 

The partitioned result is a bit surprising. For both the BA and EPL graph as 
expected less than a third of the cliques was destroyed but the in the case of 
the WB graph almost 5/6 of the cliques was destroyed. 

B.6 Communities (edge betweenness clustering) 

Originally community clustering that builds on edge betweenness has very 
high computational time complexity. Instead of using the original betweenness 
centrality the ego network betweenness centrality could be used and the time 
complexity would become much better. Since communities is a hierarchical 
clustering method it is unclear what kind of result can be expect from this 
algorithm and this was therefore one of the goals of the tests. It was also 
investigated if there are any correlation between k-plexes or cliques and the 
communities and how the algorithms scales. 
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B.6.1 Method 

As in the previous test JUNG was used as to implement the tested solution. In 
JUNG’s implementation of edge betweenness clustering the exact number of 
edges that should be removed needed to be specified. The algorithm tested 
here is a modification of this implementation with the addition that modularity 
is used to notice when a good clustering have been reached and stop the 
removal of edges. A minor verification was done using Zachary’s karate club 
dataset to ensure that the modularity measure stopped the algorithm at in the 
right time. The algorithm was also tested together with the ego network 
betweenness (the new algorithm see chapter B.4.1). The algorithm was run 
with graphs of small sizes because of the time consumption. The result was 
then compared with the clique computations on the same graph and a 
proportion of how many of the cliques (larger than 2) resided entirely inside a 
community. 

Also tested was how much worse the clustering would be if the graph first was 
partitioned and then the community algorithm was performed on each 
partition. The clustering of each partition was then transferred back to the 
original graph to be able to calculate the modularity and compare it to the 
modularity of the clustering without partitioning. The partitioning algorithm 
used is the same as in chapter 3.8.  

B.6.2 Result 

B.6.2.1 Time consumption 

Since the original algorithm took too much time to compute for graphs larger 
than 1000 nodes not enough data have been collected to display as a graph. 
The average time for a graph with 100 nodes was 6.2 s and the average time 
for a graph with 1000 nodes was 689.1 s. A switch from the ordinary 
betweenness centrality to the ego network betweenness centrality would 
make the algorithm about 5 times faster. But the big benefit from using ego 
network betweenness centrality would be that only the affected nodes 
centrality needs to be recalculated after a removal of a node. This would have 
a huge impact on the computation time but have unfortunately not been 
implemented for theses test since it would require extensive changes in the 
original algorithms implementation. 

B.6.2.2 Connection to Clique/K-plex 

The proportion of cliques that resided entirely inside a community differed 
quite a lot between the different kinds of graphs: 

 

Graph size 100 Graph size 100 with Ego 
Betweenness centrality 

Graph size, 1000 
(only 1) 

Graph 
generation 
algorithm 

Proporti
on of 
cliques 

Size of 
commu
nities > 
2 

Modul
arity 

Proport
ion of 
cliques 

Size of 
comm
unities 
> 2 

Modul
arity 

Proporti
on of 
cliques 

Size of 
communiti
es > 2 

Barabasi-
Albert 

0.3748 6.9767 0.3367 0.2862 5.4545 0.28 0.1231 22.7273 
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Watts Beta 
Small World 

0.6863 10.0421 0.4033 0.6433 5.2461 0.3133 0.8304 22.7273 

Watts Beta 
Small World 
(K-plex) 

0.5648 10.0421 - - - - - - 

Epstein 
Power Law 

0.4055 6.8880 0.1633 0.2910 5.9698 0.2667 0.3931 6.5244 

Kleinberg 
Small World 

0.1812 5.1509 0.0633 - -  0.5439 11.8169 

Random 
distributed 

0.5710 7.0263 0.3000 0.5852 4.9703 0.2567 0.6897 9.1589 

Since the Kleinberg Small World graph is not an undirected graph the simple 
implementation cannot calculate the ego betweenness for those graphs.  

B.6.2.3 Partitioning 

The modularity of the clustering on different graphs depending if the graph 
was partitioned before or not. 

 

 Graph type (size 1000) Graph not partitioned Graph partitioned 

Barabasi-Albert     0.3688     0.3637 

Watts Beta     0.4742     0.4617 

Epstein Power Law     0.2221     0.3094 

In most case the result of the partitioning is that there are more small clusters 
but still have almost the same number of large clusters as without the 
partitioning. In the case with Epstein Power Law there are fewer small 
clusters and some more large clusters. 

B.6.3 Analysis 

The time consumption of the original algorithm is actually terrible. About 6 
seconds for a 100 node graph is very slow to start with and as promised the 
time complexity seems to be O(n^3) since a increase of a factor 10 increases 
the time by a 1000, in this case from 6 seconds to almost 2 hours.  
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As for the connection between communities and k-plexes no real conclusion 
can be drawn. The proportions of cliques that reside inside another 
community seem to be somewhere around 50% with some exceptions. Since 
cliques often are heavily nested it is almost impossible to encircle a node 
without cutting another clique into two parts. There is a possibility that the 
proportion would increase if the selection of cliques was limited to sizes above 
3 (instead of 2 as now). Watts Beta Small World graphs indicate this with the 
values 0.8333 for 100 node graph and 0.8889 for a 1000 node graph but 
since cliques of size 4 or larger are such an uncommon thing in many of the 
other graphs this could not be verified. The proportions of cliques that reside 
inside another community for the algorithm together with ego network 
betweenness were considerably worse for all graphs except Watts Beta Small 
World. If this actually means that the ego betweenness centrality is unsuitable 
to cluster with is hard to say since the clusterability of the graphs is 
questionable. It can also be noted that the ego betweenness often finds 
smaller cluster.  Since some nodes get a totally other ranking nodes (about 
10% of the 10% highest ranked are different) some clusters might not get 
separated until much later and the algorithm therefore removes wrong nodes 
and worsens the quality 

As the modularity right now only looks after each 5% of the edges have been 
removed there is a possibility that some better clusterings are missed. The 
quality of the communities that is calculated seem to differ a bit between the 
graphs but most often there are several local maximums of the modularity 
with little difference to the global maximum so sometimes a solution with 
smaller clusters could be selected if preferred. 

Comparing the proportion of cliques and the modularity it seems that the 
proportion and the modularity do not correlate very well. In the cases of 
Epstein Power Law and Random graphs the modularity increases but the 
proportion drops. 

If the graph should be divided into partitions before the algorithm is run the 
modularity of the solution only deteriorates a little. And quite unexpected it 
even increases with the Epstein Power Law graphs. This gives the 
opportunity to parallelize the community algorithm in easily. Also the sizes of 
the clusters seem not to be majorly affected in any negative way. A few really 
large clusters might disappear for the benefit of more clusters on the level just 
below. The partitioning will probably have less effect on the result if it is 
adapted to scale-free graphs. 

B.7 K-core 

K-core is a clustering that in theory has low time complexity. The main focus 
of this test will not be the scalability but if the k-core actually is relevant as a 
social network analysis algorithm. 

B.7.1 Method 

A simple implementation of a k-core algorithm was developed with JUNG in 
Java.  
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B.7.2 Results 

There is only one cluster for each value of k. 

 

Graph size 100 Graph size, 1000 Graph 
generation 
algorithm k rank Mena size 

of core 
k rank Mean size 

of core 

Barabasi-
Albert 

3 997 3 10000 

3 1000 3 10000 Watts Beta 
Small World 

  
4 967 4 9659 

3 662 3 6439 

4 551 4 5309 

5 441 5 4171 

Eppstein 
Power Law 

  

  

  6 268 (only 
one of the 
graphs 

6 2560 

Kleinberg 
Small World 

3 - 9 961 3 - 9 10000 

3 939 3 9333 Random 
distributed 

  
4 803 4 7905 

B.7.3 Analysis 

Here the same problem with the graph distributions as was noted with the 
cliques show up again. The graphs do not have any cliques of size larger than 
4 and similarly there are no k-cores of k-larger than 4 either unless for the 
Epstein Power law graphs which stops a k=6 and for Kleinberg Small World 
that has a higher degree than the other graph of 10. As before it seems that 
the graphs are not clustered enough, they are too random. One interesting 
thing is that there always is one cluster for each rank. If this is a phenomenon 
created from the generated graphs it does not mean anything but otherwise it 
would mean that k-core is unsuitable as a social network analysis algorithm in 
this system. 


