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The second part treats two medical applications. Firstly, new, fast methods for parameter 
estimation in MRI data are presented. MRI can be used for, e.g., the diagnosis of anomalies in 
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city using medical ultrasound scanners is addressed. Information about anomalies in the blood 
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Glossary and Notation

Glossary and Abbreviations

AR autoregressive
1D, 2D, etc. one-dimensional, two-dimensional, etc.
ACS autocovariance sequence
ANNM mixture of ammonium nitrate and nitromethane
APES amplitude and phase estimation
cNQR conventional NQR
CPMG Carr-Purcell-Meiboom-Gill
CRLB Cramér-Rao lower bound
dB decibel: the transformation equation 10 log10(·) is

used for power values, whereas 20 log10(·) is used for
amplitude values. Unless anything else is specified,
0 dB corresponds to unity

EFG electric field gradient
EPR electron paramagnetic resonance
FFT fast Fourier transform
FID free induction decay
GPR ground penetrating radar
GRE-IR gradient-echo inversion recovery
LM Levenberg-Marquardt
LS least-squares
MIMO multiple-input multiple-output
ML maximum likelihood
MR magnetic resonance
MRI magnetic resonance imaging
MSE mean squared error
NLS nonlinear least-squares
NMR nuclear magnetic resonance
NQR nuclear quadrupole resonance
nMSE normalized mean squared error
nRMSE normalized root mean squared error
pdf probability density function
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psd power spectral density
PSL pulse spin-locking
RDX research department composition X (cyclotrimethy-

lene trinitramine)
RF radio frequency
RFI radio frequency interference
RMSE root mean squared error
ROC receiver operator characteristic/curve
SE-IR spin-echo inversion recovery
sNQR stochastic NQR
SNR signal-to-noise ratio
SORC strong off-resonance comb
SSFP steady-state free precession
s.t. subject to
SVD singular value decomposition
TNT trinitrotoluene
w.r.t. with respect to

Notational Conventions

a, α, b, β, . . . boldface lower case letters are used for vectors
A, Γ, B, Δ, . . . boldface upper case (capital) letters are used for ma-

trices
A, a, Δ, α, . . . non-bold letters are generally used to denote scalars
aT , AT , . . . (·)T denotes the matrix or vector transpose
a∗, A∗, . . . (·)∗ denotes the Hermitian (conjugate) transpose of a

matrix or a vector

Â, â, â, α̂, . . . ·̂ is used to denote an estimate
C

n×m the complex n×m-dimensional space
C

n the complex n-dimensional plane (C is used for n = 1)
arg max

x
f(x) the value of x that maximizes f(x)

arg min
x
f(x) the value of x that minimizes f(x)

diag{·} diag{a} is the matrix with the vector a on the diag-
onal and zeros everywhere else, and diag{A} is the
vector containing the elements on the diagonal of the
matrix A

E{·} the expectation operator
exp(·) the exponential function; exp(a) = ea

i or j the imaginary unit,
√−1, unless otherwise specified

I the identity matrix (of unspecified dimension)
Im,n the m× n identity matrix
Im(·) the imaginary part of
ln(·) the natural logarithm
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R
n×m the real n×m-dimensional space

R
n the real n-dimensional plane (R is used for n = 1)

Re(·) the real part of
tr(·) the trace of a matrix
T1 spin-lattice relaxation time
T2 spin-spin relaxation time
T ∗2 spin-phase memory decay time
∈ belong to; e.g., x ∈ C

n means that x lies in the n-
dimensional complex plane, and X ∈ R

n×m means
that X is a real valued matrix with n rows and m
columns

� defined as
| conditioned on; e.g., a|b means a conditioned on b
| · | matrix determinant

‖ · ‖k the Lk-norm; ‖a‖k =
(∑

j |aj |k
)1/k

, a =

[a1, a2, · · · ]T
‖ · ‖ the L2-norm (Euclidian norm)
�x� the integer part of x





Chapter1
Introduction

I
n this introductory chapter, parts of the background are covered, an outline
of the thesis is presented, and some future research topics are discussed.

1.1 Signal Processing

The term signal is a widely used term that denotes an entity that carries
information from one point to another. A signal can come in different forms and
carry many different forms of information. Examples of signals are electrical
signals (e.g., voltage and magnetic and electric fields), mechanical signals (e.g.,
angles, velocities, and forces), and acoustic signals (e.g., vibrations and sound
waves). Often, signals are divided into analogue and digital signals. By the
former, we mean a signal that is continuous in time and amplitude. To measure
analogue signals, we often use a sensor or transducer that converts the signal
into voltages or currents. A digital signal, on the other hand, is a discrete
signal, often sampled from an analogue signal. In this thesis, we focus on the
digital signals, more specifically, one-dimensional signals, sampled at different
time instances, forming a so-called time series.

The term signal processing refers to the representation, manipulation, and
transformation of signals. For an introduction to signal processing, the reader
is referred to the numerous textbooks on the subject, e.g., [63; 110].

1.2 Spectroscopic Techniques

The term spectroscopic techniques is a generic name referring to approaches
that are used to measure a variety of different atomic and molecular properties
(concentration, amount, type, molecular structure, and much more) through
the use of an instrument that gives a signal response as a function of frequency
(or energy); i.e., an instrument that gives a spectrum. Examples of such tech-
niques are Raman, absorption, and Mössbauer spectroscopy, nuclear magnetic
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16 1. Introduction

resonance (NMR), magnetic resonance imaging (MRI), and nuclear quadrupole
resonance (NQR). In this thesis, we primarily focus on the three latter tech-
niques, even though it would be possible to apply some of the algorithms to
other spectroscopic techniques. NMR, MRI and NQR all rely on the same
principle, that of nuclear resonance. The signal is triggered by the use of radio
frequency (RF) pulses. However, NQR differs from NMR and MRI as it does
not require an external magnetic field; the nuclear spin states arise from the
interaction between the nuclear charge density and the electric field gradient
(EFG) at the nucleus, caused by neighbouring charges.

1.2.1 NMR and MRI

To produce magnetic resonance (MR) signals, large and powerful magnets are
typically needed. For MRI, the magnets are generally in the range of 0.5 T
to 3 T, even though magnets of 7 T and higher are used in MRI research.
For NMR, the field strengths can be even greater.1 Moreover, the stronger
the magnetic field, the stronger the received signal and the more detailed the
obtained information.

The MR signal is due to the interaction between atomic nuclei, aligned with
a strong static magnetic field B0, and a second oscillating magnetic field B1,
induced by an RF pulse. The alignment is caused by the fact that most nuclei
possess the fundamental property of angular momentum, or spin.2 A spinning
charge causes an electric current, which generates a magnetic field; the nuclei
will therefore behave like tiny bar magnets. In the alignment of the nuclei,
a population difference is observed, where more nuclei are in a lower energy
state. This results in a net magnetization M , as is illustrated in Fig. 1.1. The
external magnetic field will strictly speaking not align the nuclei, but rather
make them precess about the direction of the field. This causes them to become
resonant at the frequency of precession, the so-called Larmor frequency, which
is directly proportional to the strength of the external magnetic field B0. This
is illustrated in Fig. 1.2.

Applying an RF pulse will tip the net magnetization, a process that is
illustrated in Fig. 1.3, where a pulse of flip angle 90◦ is used. When the RF
pulse is turned off, the nuclei return to equilibrium, a process called relaxation.
The energy emitted in this process is termed the free induction decay, or FID.
It is emitted as an electromagnetic wave and is the quantity being measured.
The FID can be well modelled as a sum of exponentially damped sinusoidals,
where the frequencies depend on the physical and chemical composition of the
interrogated substance, as well as the strength of the magnetic field B0. MR
can therefore give information about the physical and chemical structure of a
sample. The MR signals are generally displayed as a spectrum (for NMR) or an
image (for MRI). To produce an image, gradients of magnetic fields are used.

1These field strengths should be compared with the Earth’s magnetic field, which is around
50 μT.

2We note that nuclei with an odd number of protons and/or and odd number of neutrons
possess spin, i.e., some nuclei do not possess this property and therefore cannot be observed
through MR; fortunately, most common nuclei do have spin.
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(a) No magnetic field, no net magnetization. (b) Magnetic field B0, net magnetization
M.

Figure 1.1: a) In the absence of a magnetic field, the individual nuclear mag-
netic moments (represented by arrows) have random orientations and the net
magnetization is zero. b) A static magnetic field is applied, aligning the spins,
and we have a net magnetization M .
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o

Figure 1.2: A spinning nucleus behaves like a bar magnet and will therefore
precess about the direction of the external magnetic field. (Figure courtesy of
Dr. Niclas Sandgren [122].)

As the Larmor frequency is related to the field strength, the field gradient will
encode the location of a specific nucleus.

A thorough introduction to NMR and MRI is beyond the scope of this
thesis. Instead, the reader is referred to, e.g., [1; 33; 36; 88].

1.2.2 NQR

NQR is a solid-state RF spectroscopic technique able to detect compounds
with quadrupolar nuclei, i.e., with spin quantum number I > 1

2 . Around half
of the elements of the periodic table has this property. As opposed to NMR and
MRI, no external magnetic field is required, allowing for portable instruments.
However, since the nuclei are not aligned, the signals are very weak.

The signal from an NQR system will be closely related to the chemical
structure of the compound being interrogated, as the EFG is produced by



18 1. Introduction

(a) A 90◦ pulse is applied.

(b) The pulse is turned off and the system relaxes.

Figure 1.3: A system with a single resonance compound with an external mag-
netic field B0 along the z-axis. a) An RF pulse with flip angle 90◦ is applied,
causing the net magnetization M to tilt. b) The pulse is turned off and the
system returns to equilibrium while emitting an electromagnetic wave. (Figure
courtesy of Dr. Niclas Sandgren [122].)
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the neighbouring charges, allowing for an identification of the compound. For
example, the signal from the nitrogen-14 in TNT is very different from the
one from a fertilizer, allowing, for example, for landmine detection applications
based on NQR. Because of the specificity of the NQR signal, it is in principle
possible to obtain a probability of detection close to one for a vanishingly low
rate of false alarm. This fact makes the NQR technique very attractive for
explosives and drug detection applications.

The NQR signal is acquired by applying RF pulsed radiation to the sample,
thereby driving transitions between the quadrupolar energy levels, and then
measuring the responses. The traditional way of acquiring the responses is to
excite the system using a high energy pulse and then measure the FID. It could
also be done using trains of high-energy pulses, a so-called pulse spin-locking
(PSL) sequence. Yet another option is to use trains of low-energy pulses with
randomized phases and amplitudes, so-called stochastic NQR (sNQR). After
cross-correlation of the response with the output sequence, an FID is obtained.
Unfortunately, this FID will have some data missing since it is not possible to
acquire data when an RF pulse is played out. For further details on NQR, the
reader is referred to [37; 126; 131].

1.3 Ultrasound

Ultrasound is a widely used diagnostic tool in modern medicine. The areas
of application are many, but in this thesis, we focus on the use of Doppler
ultrasound for non-invasive estimation of blood velocities. Measuring the flow
of the blood can give information about vascular anomalies affecting blood
flow dynamics, such as stenosis (i.e., abnormal narrowing in a blood vessel),
atherosclerosis (i.e., thickening and hardening of the artery wall as the result
of a build-up by fatty materials), and valvular regurgitation (i.e., backward
leakage of blood through the heart valves).

Ultrasound is defined as the sound with frequencies above the human hear-
ing range, i.e., above 20 kHz. It consists of mechanical pressure waves that
propagate through a medium (in this thesis the human body), a process that
can be described by the general wave equation in three dimensions [75]:

∂2ψ(x, y, z, t)

∂t2
= c2

(
∂2ψ(x, y, z, t)

∂x2
+
∂2ψ(x, y, z, t)

∂y2
+
∂2ψ(x, y, z, t)

∂z2

)
, (1.1)

where ψ(x, y, z, t) is the wave amplitude at point (x, y, z) at time t, and c is the
speed of propagation in the medium, approximately 1540 m/s for the human
body. The system herein considered uses pulsed wave Doppler, also referred to
as spectral Doppler, meaning that short bursts of ultrasound waves are emitted
with pulse repetition frequency fprf . The pulses are then backscattered from
blood and the surrounding tissue, and then received by the system, in order
to be processed. This process is illustrated in Fig. 1.4, where we measure the
blood flowing away from the transducer with velocity �v, at an angle θ from the
direction of the beam. After a time Tprf = 1/fprf , another burst of pulses is
emitted, backscattered, and sampled. If we take out a single sample from each
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Figure 1.4: Principles of velocity esimation using Doppler ultrasound. (Figure
courtesy of Dr. Zhuo Zhang [171].)

pulse burst, we get a so called slow-time signal, sampled at fprf . This signal
can be described as a sinusoidal signal with frequency

fp =
2vz

c
fc, (1.2)

where vz = |�v| cos θ and fc is the emitted ultrasound center frequency, typically
around 3-10 MHz [72]. The blood velocities at a specific depth can therefore be
estimated as the power spectral density (see Sec. 1.4 for a short introduction
to spectral analysis) of the sampled signal. The result is commonly displayed
as a sono- or spectrogram, where the change of blood velocities over time is
visualized. An example of this is displayed in Fig. 1.5, where each vertical line
corresponds to a power spectrum. During the first 0.3 s, the blood is pumped
through the region of interest and in the remaining part, the flow is almost
zero.

1.4 Spectral Analysis

When people hear the term “spectral analysis”, they often think about white
light being decomposed into a band of light colors, when passed through a
glass prism. This decomposition, called spectrum, shows the light intensity
for different frequencies and captures the essence of spectral analysis: The
estimation of how the power is distributed over frequency, with the purpose of
finding hidden periodicities.

Since its introduction in the late 19th century, spectral analysis has been
successfully applied to a large number of areas; economics, astronomy, radar,
medicine, communications to mention a few. Transformation of the signal—
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Figure 1.5: Example of a sono- or spectrogram displaying the blood velocities
in a region of interest. Each vertical section corresponds to a power spectrum.

often a time series, i.e., a signal sampled at different time instances—from its
original sampling domain to the frequency domain is often beneficial as it can
reveal interesting information. A simple example of this is shown in Fig. 1.6,
where a signal is shown in both time and frequency domain. We see that
from the time series, it is impossible to say much about the signal. From the
frequency domain plot, on the other hand, we conclude that the signal is built
up by three sine waves of frequency f1 = 50 Hz, f2 = 110 Hz, and f3 = 140
Hz. The remaining peaks are most likely due to measurement noise.

We now proceed to giving a definition of the power spectral density (psd), or
power spectrum as it is also referred to. Given a stationary, i.e., the statistical
properties do not change significantly over time, discrete-time signal {x(t); t =
0,±1,±2, . . .}, the psd can be defined as:

Φ(ω) =

∞∑
k=−∞

r(k)e−iωk, (1.3)

where
r(k) = E{x(k)x∗(k − t)}, k = 0,±1,±2, . . . , (1.4)

is the autocovariance sequence (ACS), and E{·} denotes the expectation oper-
ator. An alternative definition of the psd of x(t) is obtained as

Φ(ω) = lim
N→∞

E

⎧⎨
⎩ 1

N

∣∣∣∣∣
N∑

t=1

x(t)e−iωt

∣∣∣∣∣
2
⎫⎬
⎭ . (1.5)

These two definitions can be considered equal (under weak conditions) and
depending on the application, one might be preferred over the other.

As one rarely has full knowledge of the ACS in (1.4), nor has an infinite
amount of data to compute the psd from, one can only get estimates of the
psd. These psd estimators are commonly divided into the classes nonparametric
and parametric spectral estimators. Estimators that fall into the former class
make no assumption on the data model, therefore being very general, whereas
estimators of the latter class require knowledge of the model and its order.
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Figure 1.6: (a) Time domain and (b) frequency domain representation of an
example signal.

1.4.1 Nonparametric Spectral Estimators

Assume that the number of data we have is limited to N samples. Then, the
definitions of the psd in (1.3) and (1.5) cannot be used directly; however, their
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truncated versions can. From (1.3), we obtain the correlogram:

Φ̂c(ω) =

(N−1)∑
k=−(N−1)

r̂(k)e−iωk, (1.6)

where r̂(k) is commonly estimated using the standard biased ACS estimator
[147]

r̂(k) =
1

N

N∑
t=k+1

x(t)x∗(t− k), 0 ≤ k ≤ N − 1. (1.7)

From (1.5), we obtain the periodogram:

Φ̂p(ω) =
1

N

∣∣∣∣∣
N∑

t=1

x(t)e−iωt

∣∣∣∣∣
2

. (1.8)

We note that (1.8) can be very efficiently computed using the fast Fourier
transform [26], which, together the fact that it is straightforward to implement,
has turned it into one of the most widespread spectral estimators, if not the
most widespread.

The fact that neither of the correlogram nor the periodogram are model-
based makes them attractive to use when no prior knowledge of the signal is at
hand. The drawbacks of these methods are mainly concerned with their large
variance that does not go to zero as the number of samples increases [147].

1.4.2 Parametric Spectral Estimators

When prior knowledge about the signal is available, parametric, or model-
based, spectral estimators could be advantegeous, as they provide higher res-
olution and smaller variance as compared to the nonparametric methods. A
typical signal model is a model consisting of a sum of (possibly damped) sinu-
soids:

x(t) =

K∑
k=1

αke
(−βk+iωk)t + w(t), t = t1, . . . , tN , (1.9)

where αk, βk, and ωk are the complex amplitude, the damping coefficient
(βk ≥ 0), and the angular frequency of th k-th component, respectively, K
is the model-order, and w(t) is a (possibly colored) noise-term. Examples of
parametric methods to estimate the frequencies and damping coefficients are
the Matrix Pencil method (see, e.g., [66]), the filter diagonalization method
(see, e.g, [96]), and the damped RELAX [94]. The main drawback of para-
metric methods is that they require knowledge about the order of the model,
K, of which, if it was not known, it could be difficult to get an accurate esti-
mate. See, for example, [149] for a review on the topic of model-order selection.
Furthermore, small deviations between the assumed model and the true model
could cause a large loss in performance.
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1.5 Thesis Outline

The main content of this thesis is divided into two parts. The first part, com-
prising Chapters 2 – 7, is named NQR and NMR for Explosives Detection. It
deals with detection of both solid and liquid explosives using NQR and NMR
and parameter estimation of NQR and NMR signals. The second part, named
Applications in Medicine, is comprised of Chapters 8 and 9. Here, we first
study the use of MRI for skin and brain imaging. Two fast T1-mapping algo-
rithms are presented. Secondly, we address the use of medical ultrasound for
non-invasive blood velocity estimation.

Here follows an outline of the content and the publications included in this
thesis. The main contributions of each chapter are briefly presented, together
with references to the papers upon which the chapters are based.

Part I: NQR and NMR for Explosives Detection

Chapter 2: An Overview of NQR-Based Explosives Detection

This chapter presents an overview of the recent advances in explosives detec-
tion using NQR. Mathematical models for the data for different acquisition
techniques are dicussed and different detection algorithms are evaluated on
both measured and simulated data and compared. Strategies for mitigation
of RF interferences, a large problem for NQR explosives detectors used in the
field, are also discussed together with data acquisition using multiple antennas.
Chapter 2 is based on [54]:

• E. Gudmundson, A. Jakobsson and P. Stoica, “NQR-Based Explosives
Detection—An Overview,” in 9th International Symposium on Signals,
Circuits and Systems (ISSCS 2009), Iasi, Romania, July 9–10, 2009.

Chapter 3: Robust NQR Explosives Detection

In this chapter, three detection algorithms are presented and applied to NQR
data with the aim to detect explosives. The algorithms allow for uncertainties
in the assumed amplitudes of the NQR signal components, thereby significantly
improving the detector performance. The proposed algorithms are evaluated
using both simulated data and data from NQR experiments. Chapter 3 is based
on [134]:

• S. D. Somasundaram, A. Jakobsson and E. Gudmundson, “Robust Nu-
clear Quadrupole Resonance Signal Detection Allowing for Amplitude
Uncertainties,” in IEEE Trans. Signal Processing, vol. 56, no. 3, pp. 887–
894, March 2008.

A summary of the above paper was also published in [133]:

• S. D. Somasundaram, A. Jakobsson and E. Gudmundson, “Robust NQR
Signal Detection,” in 32nd IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), Honolulu, Hawaii, USA, April
15–20, 2007.
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Chapter 4: Reconstruction of Gapped Sinusoidal Data

In this chapter, the task of reconstructing missing data in signals consisting
of exponentially damped sinusoidals is addressed. A typical scenario for such
data sets is stochasticly excited NQR or NMR systems. A filterbank-based
algorithm is proposed that is based on the assumption that the missing data
has the same spectral content as the available samples. The performance of the
proposed method is illustrated on simulated sNQR data. Chapter 4 is based
on [53]:

• E. Gudmundson and A. Jakobsson and S. D. Somasundaram, “On the
Reconstruction of Gapped Sinusoidal Data,” in 33rd IEEE International
Conference on Acoustics, Speech and Signal Processing (ICASSP), Las
Vegas, Nevada, USA, March 30 – April 4, 2008.

Chapter 5: Estimation of Damped Sinuoids in Irregularly Sampled

Data

This chapter presents an iterative adaptive approach to the spectral estimation
of irregularly sampled signals, consisting of exponentially damped sinusoids.
Again, stochasticly NQR and NMR systems are addressed. Using both simu-
lated data and data from NQR experiments, the performance of the proposed
estimator is evaluated. Chapter 5 is based on [55; 56]:

• E. Gudmundson, P. Stoica, Jian Li, A. Jakobsson, M. D. Rowe, J. A. S.
Smith and Jun Ling, “Spectral Estimation of Irregularly Sampled Ex-
ponentially Decaying Signals with Applications to RF Spectroscopy,” in
Journal of Magnetic Resonance, vol. 203, no. 1, pp. 167–176, March
2010.

• E. Gudmundson, Jun Ling, P. Stoica, Jian Li and A. Jakobsson, “Spec-
tral Estimation of Damped Sinusoids in the Case of Irregularly Sampled
Data,” in 9th International Symposium on Signals, Circuits and Systems
(ISSCS 2009), Iasi, Romania, July 9–10, 2009.

Chapter 6: Efficient Computation of the Capon and APES Filters

In this chapter, a technique for fast computation of the Capon and APES filter
is presented. The proposed algorithm is based on Cholesky factorization and
the fast Fourier transform. The benefits of the algorithm are illustrated using
the case of spectral analysis of data sets consisting of damped sinusoidals with
missing samples. Chapter 6 is based on [49]:

• E. Gudmundson and A. Jakobsson, “Efficient Algorithms for Computing
the Capon and APES Filters,” in 41st Asilomar Conference on Signals,
Systems, and Computers, Pacific Grove, California, USA, November 4–7,
2007.
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Chapter 7: Detection of Liquid Explosives

This chapter presents a new method for non-invasive identification of liquids,
for instance allowing for the detection of liquid explosives. The approach is
based on an NMR technique with an inhomogeneous magnetic field, forming
estimates of the liquid’s spin-spin relaxation time, T2, and diffusion constant,
D, thereby allowing for a unique classification of the liquid. The proposed
detectors are evaluated using both simulated and measured data sets. Chapter
7 is based on [52]:

• E. Gudmundson, A. Jakobsson, I. J. F. Poplett and J. A. S. Smith,
“Detection and Classification of Liquid Explosives Using NMR,” in 34th
IEEE International Conference on Acoustics, Speech, and Signal Process-
ing (ICASSP), Taipei, Taiwan, April 19–24, 2009.

Part II: Applications in Medicine

Chapter 8: Fast and Robust in Vivo T1-Mapping

By studying some of the MR properties of human tissue, for example the spin-
lattice relaxation time T1, it is possible to obtain information about diseases
and anomalies in a non-invasive manner. Commonly, the unknown model pa-
rameters are fitted to the model by the use of an exhaustive search. This
approach can be computationally demanding, especially when there are many
unknowns. In this chapter, we instead propose algorithms where the fitting
criterion is rewritten, allowing for a separation of the unknown parameters.
The problem can then be reduced to a search over one dimension, where the
range of the search is restricted. A global grid search can therefore be used,
ensuring that a global optimal solution is found. The remaining unknowns are
obtained in closed form. Chapter 8 is based on [8]:

• J. K. Barral, E. Gudmundson, N. Stikov, M. Etezadi-Amoli, P. Stoica
and D. G. Nishimura, “A Robust Methodology for In Vivo T1 Mapping,”
Submitted to Magnetic Resonance in Medicine, 2009.

Part of this work was also published as [9]:

• J. K. Barral, N. Stikov, E. Gudmundson, P. Stoica and D. G. Nishimura,
“Skin T1 Mapping at 1.5T, 3T, and 7T,” in Proceedings of the ISMRM
Annual Meeting 2009, Honolulu, Hawaii, USA, April 18–24, 2009.

Chapter 9: Blood Velocity Estimation

This chapter presents novel techniques for the estimation of blood velocity
using medical ultrasound scanners. The techniques make no assumption on
the sampling schemes, allowing for duplex mode transmissions where B-mode
images are interleaved with the Doppler emissions. It is shown that using only
30% of the transmissions for blood velocity estimation is enough to provide
an accurate estimation, allowing for simultaneous examination of two separate
vessel regions, still retaining an adequate frame rate of the B-mode images.
Chapter 9 is based on [50]:
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• E. Gudmundson, A. Jakobsson, J. A. Jensen and P. Stoica, “Blood Ve-
locity Estimation Using Ultrasound and Spectral Iterative Adaptive Ap-
proaches,” Submitted to Signal Processing, 2010.

Part of this work was also published as [51]:

• E. Gudmundson, A. Jakobsson, J. A. Jensen and P. Stoica, “An Iterative
Adaptive Approach for Blood Velocity Estimation Using Ultrasound,”
Submitted to EUSIPCO, 2010.

1.6 Beside the Thesis

In addition to the papers listed in Section 1.5, the author has the following
publications:

Papers Presented at International Conferences

• P. Babu, E. Gudmundson and P. Stoica, “Automatic Cepstrum-Based
Smoothing of the Periodogram via Cross-Validation,” in 16th European
Signal Processing Conference (EUSIPCO), Lausanne, Switzerland, Au-
gust 25–29, 2008.

• P. Babu, E. Gudmundson and P. Stoica, “Optimal Preconditioning for
Interpolation of Missing Data in a Band-Limited Sequence,” in 42nd
Asilomar Conference on Signals, Systems, and Computers, Pacific Grove,
California, USA, October 26–29, 2008.

• E. Gudmundson, N. Sandgren and P. Stoica, “Automatic Smoothing of
Periodograms,”, in 31st IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), Toulouse, France, May 14–19,
2006.

• E. Gudmundson and P. Stoica, “On Denoising via Penalized Least--
Squares Rules”, in 33rd IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), Las Vegas, Nevada, USA, March
30 – April 4, 2008.

• Y. Selén, E. Gudmundson and P. Stoica, “An Approach to Sparse Model
Selection and Averaging”, in Conference Record of the 2006 IEEE In-
strumentation and Measurement Technology Conference (IMTC 2006),
Sorrento, Italy, April 24–27, 2006.

Patents

• S. D. Somasundaram, A. Jakobsson, M. Rowe, J. A. S. Smith, N. Butt,
E. Gudmundson and K. Althoefer, “Enhancing Signals”, UK Patent Ap-
plication, PCT filed in March 2009.
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1.7 Beyond the Thesis

There are several interesting research problems that can be addressed with this
thesis as a starting point. In this section, some of them are outlined.

• The NQR data used in this thesis is measured in a laboratory environ-
ment. The next step is to take the sensor out of the laboratory and
into the field. New, planar coils will then be needed, which will gener-
ate new research problems. Furthermore, sand and metal in the ground
have a tendency of causing interferences in the acquired signal in forms
of piezoelectric and magnetoacoustic responses. Improved algorithms for
mitigation of these interferences are needed.

• NQR can be used not only for detection of drugs, but also as a tool for
identification and classification. In fact, the parameters of the data model
for NQR signals are so specific that they can even be used to determine
the amount and the crystalline structure of the active ingredients whose
molecules contain quadrupolar nuclei. This allows for non-invasive de-
tection of fake, counterfeit and substandard drugs, a growing problem,
especially in developing countries. However, to enable such a classifica-
tion, the used detection algorithms need to be refined to better determine
the properties related to the crystalline structure.

• The data model of the NQR signals in this thesis is based on so-called
Lorentzian lineshapes, i.e., the signal decay is given by e−βt, t = t1, . . . , tN .
In the magnetic resonance literature, other lineshapes, such as the Gaus-
sian (e−γt2) and the Voigt (e−βt−γt2) lineshapes, have also been sug-
gested. Exploiting these further properties could help improve the de-
tection performance, especially in the case of identification of fake, coun-
terfeit and substandard drugs. This demands for new signal processing
algorithms which could be developed by having the ones proposed in this
thesis as a starting point. However, it is not necessarily beneficial to use
more complicated models than the Lorentzian when building a detector;
for some substances the use of the simpler model will increase detection
performance. An indicator for when it is benficial or not to use more
complicated models could be the Cramér-Rao lower bounds (see [123]
for derivations of the CRLBs for different lineshape models), where the
temperature dependence of the model parameters has been incorporated.

• Recently, the algorithms here presented for detection of liquid explosives
have been enhanced to exploit both the real and imaginary parts of the
signal [34]. As seen in this work, the corrupting noise appears to be
both improper and non-Gaussian, and the techniques should likely be
extended to incorporate such characteristics. Furthermore, some form
of outlier removal and RFI cancelling technique should also be included,
together with a flexibility in the classification to allow for various forms
of liquid mixtures.

• The iterative adaptive approaches presented in this thesis are compu-
tationally demanding, especially for the case of damped sinusoidals. It
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would be beneficial to use more efficient approaches to computing the
spectra than what is presented in this thesis. An implementation along
the lines of Chapter 6 is a possible extension, as well as implementa-
tions along the lines of [40; 84; 92]. It is also possible to extend the
iterative adaptive approaches to higher dimensions. High dimensional
non-uniformly sampled data measurements occur, for instance, in NMR,
and methods allowing for this would be of great interest for NQR experi-
mentalists and chemists. For such methods, the need for computationally
efficient solutions is, of course, of critical importance.

• When acquiring Doppler ultrasound data for blood velocity estimation,
it is necessary to interleave the measurements with B-mode image ac-
quisitions. The more Doppler ultrasound transmissions, the better the
blood velocity estimation. However, this conflicts with the requirements
of having a high frame rate for the B-mode images. An optimal sampling
scheme for this so-called duplex mode is therefore needed.
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Chapter2
An Overview of NQR-Based Explosives

Detection

N
uclear quadrupole resonance (NQR) is a radio frequency spectroscopic
technique that can be used to detect solid-state compounds containing

quadrupolar nuclei, a requirement fulfilled by most high explosives (and nar-
cotics). In this chapter, we present an overview of recent research in the detec-
tion of explosives using this technique. We also present mathematical models
for the data for different acquistion techniques and discuss different state-of-the-
art detection algorithms. Finally, we evaluate various algorithms on measured
and simulated NQR data.

2.1 Introduction

Nuclear quadrupole resonance (NQR) is a solid-state radio frequency (RF)
spectroscopic technique that can be used to detect the presence of quadrupo-
lar nuclei, for example 14N, an element contained in many high explosives
[10; 30; 37; 117; 127]. Furthermore, as quadrupolar nuclei are prevalent in
many narcotics and drugs, NQR can also be used for drug detection and in
pharmaceutical applications [168]. Recently, the technique has also been dis-
cussed in the area of oil drilling and geothermal heat drilling.

NQR is related to both nuclear magnetic resonance (NMR) and magnetic
resonance imaging (MRI), but does not require a large static magnetic field
to split the energy levels of the nuclei. This makes it attractive as a non-
invasive technique that can be used for detection of landmines and unexploded
ordnance, or for screening baggage for explosives and narcotics at airports.
Contrary to metal detectors and, for instance, ground penetrating radar (GPR),
NQR detects the explosive itself and its signature is unique; the NQR signal
depends on the chemical structure of the molecule. Hence, in the case of
landmine detection, NQR will detect the 14N of the explosive, without suffering
interference from, e.g., any fertilizer in the soil. Furthermore, metal detectors

33
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will have problems in magnetic soil and with mines containing very little metal1,
and GPRs in clay or wet soils and with shallow mines. The NQR technique,
on the other hand, suffers mainly from its inherently low signal-to-noise ratio
(SNR), RF interference (RFI), and spurious signals such as piezoelectric and
magnetoacoustic responses, see, e.g., [37; 127]. The low SNR can be remedied
by repeating measurements, as NQR signals can be added coherently (indeed,
an NQR detection system can clear its own false alarms). However, the time
needed to guarantee accurate detection can be prohibitively long, especially
for the case of the common explosive trinitrotoluen (TNT). RFI, on the other
hand, can be alleviated using proper shielding, which, unfortunately, is only
possibly in laboratory environments and not when used in practice. Radio
transmissions are extremely problematic for NQR signals if they lie at or near
the expected locations of the NQR resonance frequencies. This is the case for
TNT as it has its resonances in the radio AM band, often causing the AM
signal to effectively mask the weak NQR signal. The remainder of this chapter
focuses on the recent advances on solutions to the aforementioned problems.
We discuss different data acquisition techniques and summarize detector and
interference cancellation algorithms.

2.2 Signal Models and Data Acquisition

Historically, the NQR signal has been measured as the free induction decay
(FID), which is the response after a single excitation pulse. The FIDs can then
be added coherently to improve the SNR, indicating that an NQR detection
system is able to clear is own false alarms. However, measuring FIDs may
not be the best strategy for compounds with very long spin-lattice relaxation
time, T1, as one needs to let the system fully relax before acquiring another
FID. A delay time of 5T1 is normally required between two excitation pulses,
which could be as much as 30 seconds for substances such as TNT. To improve
the SNR per time unit, several multiple pulse techniques have been proposed,
of which the main techniques for detection and quantitative applications are
based on steady-state free precession (SSFP) and pulse spin-locking (PSL)2

sequences. An example of the former sequence is the strong off-resonant comb
(SORC) [80]. Other SSFP-type sequences have been used for the detection
of cocaine base [168] and the explosive RDX [118]. We will here not further
consider the SSFP techniques, merely noting that the development for PSL
sequences can be paralleled for SSFP sequences.

The signal obtained by PSL sequences consists of echoes that are measured
between a string of pulses [117; 127]. At time tsp after the initial pulse, a
refocusing pulse, which refocuses the transverse magnetization to produce an
echo, is applied. Refocusing pulses are then applied at times μ, 2μ, 3μ, etc.,
after the first refocusing pulse, where μ = 2tsp. This generates a train of echoes,
see Fig. 2.1, where each individual echo can be well modeled as a sum of d

1Data from the Cambodian Mine Action Centre, taken from March 1992 until October
1998, shows that for every mine found, there were more than 2200 false alarms, mainly due
to scrap items in the ground.

2The PSL sequence is sometimes referred to as the spin-locking spin-echo (SLSE) sequence.
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Figure 2.1: Illustration of the real part of a typical echo train.

exponentially damped sinusoids. In [70], the authors proposed the following
model for the mth echo in the echo train:

ym(t) =

d∑
k=1

αke
−ηk(t+mμ)e−βk|t−tsp|+iωk(T )t + wm(t), (2.1)

where m = 0, . . . ,M − 1 is the echo number; t = t0, . . . , tN−1 denotes the
sampling time, measured with respect to the center of the refocusing pulse and
typically starting at t0 	= 0 to allow for the dead time between the pulse and the
first measured sample; αk, βk, and ωk(T ) denote the complex amplitude, the
damping constant, and the temperature dependent frequency shifting function
of the kth sinusoid, respectively; and wm(t) denotes an additive colored noise,
which often can be modelled using a low order autoregressive model [70; 153].
It is important to note is that the number of sinusoids, d, and the frequency
shifting function, ωk(T ), can generally be assumed to be known. For many
compounds, such as TNT and RDX, ωk(T ) is a linear function of the temper-
ature T at likely temperatures [129]. In Fig. 2.2, a periodogram spectrum of
an averaged NQR signal from a shielded TNT sample is displayed.

The above mentioned acquisition techniques, which we term conventional,
or classical, NQR (cNQR), use powerful coherent RF modulated pulses to in-
terrogate the sample. Alternatively, one can use stochastic excitation, where
the excitation sequence consists of trains of low power coherent pulses whose
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phases or amplitudes are randomized [38; 135]. This technique is in the follow-
ing termed stochastic NQR (sNQR). Provided the pulses are sufficiently weak,
the NQR system can be treated as linear and time invariant. Hence, cross-
correlation of the observed time domain signal with the pseudo-white input
sequence will produce an FID which can be well modeled as [135]

y(t) =

d∑
k=1

αke
−[βk+iωk(T )]t + w(t), (2.2)

where t = t0, . . . , tN−1. As it is not possible to acquire the signal when shooting
a pulse, the FID obtained using sNQR will contain gaps and the signal will
consist of blocks of regularly sampled data. Furthermore, the time between the
first sample of each block is often not an integer multiple of the intersampling
time within the blocks. In [165], the authors proposed, for NMR, to fill the
gaps by repeating the measurements with different experimental settings so that
the gaps occur at different times. The different signals can then be stitched
together. This technique is slow and is therefore not recommended. As sNQR
uses low power pulses, it has the advantage, as compared to cNQR, that it
can be used to interrogate samples hidden on people and that it simplifies the
construction of light-weighted, man-portable detectors for use in, e.g, landmine
detection. Another advantage with sNQR is that the problem of waiting 5T1

between the measurements that is needed in cNQR is alleviated, and the data
can, in principle, be acquired continuously. Futhermore, due to the cross-
correlation, sNQR measurements are less affected by RFI and spurious signals
as compared to cNQR. The advantage of cNQR over sNQR is primarily the
higher SNR.

Several compounds of interest appears in different crystalline structures, or
polymorphs. TNT, for example, exists in orthorhombic and monoclinic poly-
morphs, and the proportions are often not known [30]. Searching for monoclinic
TNT when the explosive contains a mixture of both can severely deteriorate
the detection peformance [21; 136]. Sometimes the explosive is a mixture of
several explosives, e.g., TNT and RDX [163]. In [21; 136], the authors pro-
posed the following signal model for the mth echo of PSL data from a mixture
of different explosives or polymorphs, or both:

ym(t) =

P∑
p=1

γpy
(p)
m (t) + wm(t), (2.3)

where y
(p)
m (t) is defined as in (2.1) with the addition that the model parameters

depend on the pth polymorf, and where γp denotes the proportion of the pth
polymorf. We also note that in pharmaceutical applications, it is sometimes
important to know the amount of each polymorph [5; 109].

2.3 Detectors

During the last ten years, several NQR detectors have been proposed; how-
ever, most of them do not fully exploit the richness of the NQR model. For
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Figure 2.2: Illustration of the periodogram spectrum of an NQR signal from a
TNT sample.

example, the demodulated approach (DMA) detects only one single resonance
frequency. Recently, more effective detectors have been proposed, exploiting
more features in the NQR model. In [48], the authors proposed using the echo
train model (2.1) together with a matched filter; in [20; 70; 135–137], general-
ized likelihood ratio tests were used in combination with the models presented
in Section 2.2. Commonly, the amplitudes of the NQR signal were considered
known to a multiplicative factor; however, in practice, this would not be the
case in most practical scenarios as the field at the sample will vary, causing
variations in the NQR signal amplitudes. In [134], this was remedied by allow-
ing for uncertainties in the amplitudes, introducing the FRETAML detector.
Fig. 2.3 displays the performance of some of the current state-of-the-art cNQR
detectors, applied on partially shielded measured data. The FETAML and
ETAML detectors are both derived using model (2.1), whereas FSAML and
AML do not fully exploit the echo train structure. All four algorithms assume
the amplitudes to be fully known, as compared to FRETAML. Furthermore,
FETAML and FSAML are frequency selective (see below).

There are very few sNQR detector algorithms published and the most effi-
cient seems to be the method published in [135]. This detector, as well as the
ones shown in Fig. 2.3, and Fig. 2.4, are CFAR, i.e., they have constant false
alarm rate with respect to the power of the additive white noise.
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2.4 Interference Rejection

One of the major concerns with NQR is the interference, both from RFI and
from piezoelectric and magnetoacoustic responses caused by, e.g., sand or by
metal in the luggage. To remedy this, one idea is to use frequency selective
algorithms, such as the one introduced in [134]. As the frequency shifting
functions are known and the temperature is approximately known, the idea is
to operate only on a subset of possible frequency grid points. This not only
makes it possible to omit frequencies where interference signals are located, but
also substantially reduces the computational complexity.

Using multiple antennas has been proposed in several papers, e.g., [20; 90;
151], and has shown good RFI mitigation properties. Typically, one antenna
is used to acquire the NQR signal and the others measure the background
interference and noise. This information is then used to improve the detection.

In [132; 135], the authors proposed highly efficient projection algorithms
to remove interference signals, using the idea that secondary data, i.e., signal-
of-interest free data, can easily be acquired without additional hardware. In
sNQR, only a very small amount of the data contains the FID, the rest can
be considered secondary data; in cNQR, secondary data can be acquired by
continuing the measurement after the pulsing has ceased. This information is
used to construct an interference subspace, to which the signal is then projected
orthogonally, removing the RFI components. The detectors based on these
principles have shown extremely good interference cancellation properties, and
simulations show that interference-to-signal ratios (ISRs) of 60 dB are easily
cancelled [135], without losing much detection performance; see Fig. 2.4, where
SEAQUER denotes the projection algorithm, RTDAML is a detector where the
data was prewhitened using a covariance matrix estimated from the secondary
data, RETAML is the non-frequency selective version of FRETAML. Note that
the SNR is defined as the ratio of the energy of the noise-free signal and the
energy of the noise.

2.5 Concluding Remarks

In this chapter, we have discussed the recent advances in the detection of
explosives using NQR, giving an overview of the data acquisition techniques and
their mathematical models. Furthermore, we have discussed different detector
and interference cancellation algorithms and compared them on both measured
and simulated data.
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Figure 2.3: ROC curves comparing state-of-the-art cNQR detectors, using par-
tially shielded measured data.
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Figure 2.4: Probability of detection as a function of ISR, for a probability of
false alarm of 0.05, using simulated data with SNR = -28 dB.



Chapter3
Robust NQR Explosives Detection

N
uclear quadrupole resonance (NQR) is a solid-state radio frequency spec-
troscopic technique that can be used to detect compounds which con-

tain quadrupolar nuclei, a requirement fulfilled by many high explosives and
narcotics. Unfortunately, the low signal-to-noise ratio of the observed signals
currently inhibits the widespread use of the technique, thus highlighting the
need for intelligent processing algorithms. Recently, a set of maximum like-
lihood based algorithms was proposed, enabling detection of even very weak
NQR signals. These algorithms are based on derived realistic NQR data mod-
els, assuming that the (complex) amplitudes of the NQR signal components
are known to within a multiplicative constant. However, these amplitudes,
which are obtained from experimental measurements, are typically prone to
some level of uncertainty. For such cases, these algorithms will experience a
loss in performance. Herein, we develop a set of robust algorithms, allowing for
uncertainties in the assumed amplitudes, showing that these offer a significant
performance gain over the current state-of-the-art techniques.

3.1 Introduction

Nuclear quadrupole resonance (NQR) is a radio frequency (RF) spectroscopic
technique that can be used to detect the presence of quadrupolar nuclei1,
such as the nitrogen-14 nucleus prevalent in many high explosives [4; 28–
30; 37; 117; 119; 127; 128] and narcotics [6; 168]. The (solid-state) sample is
irradiated with a specially designed sequence of RF pulses and the responses,
between pulses, are then measured. The NQR response is highly compound
specific, making the technique an important tool in both detection and chem-
ical analytical applications. Unfortunately, the success of NQR, in detection
applications, has been hindered by the low signal-to-noise ratio (SNR) of the
signals that are typically observed, especially for compounds such as trinitro-
toluene (TNT) [138]. Fortunately, the responses from repeated measurements

1Roughly 50% of the atoms in the periodic table contain quadrupolar nuclei.

41
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can be added coherently to produce a higher SNR, indicating that an NQR
detection system is able to clear its own false alarms; however, the problem
then becomes the long time required to ensure an accurate detection. In or-
der to reduce detection times, whilst still maintaining an accurate detection,
it is beneficial to employ detection algorithms that assume realistic models of
the NQR signal [69; 70; 130; 137]. Recently, we proposed a model for the
NQR echo train, produced by a pulse spin-locking (PSL) sequence, and used
this to form the echo train approximate maximum likelihood (ETAML) detec-
tor, as well as a frequency selective version (FETAML), the latter being both
computationally less expensive and more robust to residual RF interference
(RFI) [130; 137; 138]. The ETAML-based detectors exploit a realistic NQR
data model, discussed further below, but assume that the (complex) amplitudes
of the NQR signal components are known to within a multiplicative scaling fac-
tor. These amplitudes are typically obtained from laboratory measurements;
however, in practice, there are many factors that can cause differences between
the assumed amplitudes and those observed. For example, in a landmine detec-
tion scenario, the field at the sample will vary due to varying distances between
the antenna and the mine; consequently, for the same pulse sequence param-
eters and RF power, the flip-angle(s) of the excited resonant line(s) will also
vary, causing variations in the NQR signal amplitudes. Furthermore, in [4], it
has been shown that a phase mismatch, which worsens with decreasing SNR,
is commonly observed in real measurements. Typically, such variations will
reduce the performance of the ETAML-based detectors (see also [133] for more
details). Herein, we will discuss approaches to take these variations into ac-
count. One alternative is to assume the amplitudes are unknown and proceed
to estimate them using a least-squares (LS) approach. However, such an ap-
proach does not allow inclusion of any available a priori information on the
amplitudes. To allow for such information, we here proceed to derive a ro-
bust algorithm that finds the best amplitude vector within a hypersphere of
uncertainty around a specified amplitude vector. This approach allows for in-
clusion of prior information, both via the specified amplitude vector and via
the selection of the size of the uncertainty region. We also propose a method
for selecting the size of the uncertainty region, based upon knowledge of the
uncertainties of the amplitudes.

In some applications, RFI can be a major concern (see, e.g., [69; 137] and
the references therein) and RFI mitigation techniques may need to be con-
sidered in addition to the detectors presented here. However, some RFI will
typically remain even after suitable RFI mitigation has been employed; hence,
it is important that the derived detectors are robust also to the presence of
residual RFI. Herein, similar to the work in [69; 137], we therefore also pro-
pose to form detectors using only those spectral bands where the NQR signal
components are expected to lie. Such an approach has been shown not only
to increase the robustness to residual RFI, but to also substantially reduce the
computational burden of the algorithms as compared to their non-frequency
selective counterparts. We note that the presented algorithms also provide
some robustness to errors in the estimates of the other NQR signal parameters
(i.e., not only the complex amplitudes). Extensive numerical analysis, using
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Figure 3.1: Illustration of the PSL sequence. (Figure courtesy of Dr. Samuel
D. Somasundaram [131].)

both simulated and measured data, indicate that the proposed detectors offer
a significantly improved probability of detection, for a given probability of false
alarm, as compared to current state-of-the-art detectors.

This chapter is organized as follows: in the following section, we outline the
data model for the NQR echo train. Sections 3.3, 3.4 and 3.5 contain derivations
for the proposed LS and robust detectors. In Section 3.6, the performances of
the proposed detectors are examined using both measured and simulated data.
Finally, Section 3.7 contains our conclusions.

3.2 Data Model

The PSL sequence is commonly used in NQR, for both detection and chemical
analytical applications [29; 117; 120; 121; 127; 137; 168]. It consists of a
preparatory pulse, followed by a train of refocusing pulses2, written as

θp
∠p

—
(
tsp — θr

∠r
— tsp

)
M
, (3.1)

where θp and θr denote the flip angles of the preparatory and refocusing pulses,
respectively, whilst ∠p and ∠r denote their associated RF phases. Moreover,
M is the number of refocusing pulses, or, equivalently, the number of echoes,
and tsp is the time (normalized with respect to the dwell time) between the
center of the preparatory pulse and the centre of the first refocusing pulse. The
PSL sequence is illustrated in Fig. 3.1.

As shown in [137; 138], the mth echo of an echo train may be well modeled
as

ym(t) =
d∑

k=1

αke
−ηk(t+mμ)e−βk|t−tsp|+iωk(T )t + wm(t), (3.2)

where t = t0, . . . , tN−1 is the echo sampling time, measured with respect to the
center of the refocusing pulse, not necessarily being consecutive instances, but

2The term refocusing pulse refers to the pulse which refocuses the transverse magnetization
to produce an echo.
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typically starting at t0 	= 0 to allow for the deadtime between the pulse and
the first measured sample (after the pulse). For simplicity, we will hereafter
assume a uniform sampling starting at t0. Furthermore, m = 0, . . . ,M − 1 is
the echo number; μ is the echo spacing, which in a PSL sequence is μ = 2tsp;
αk, βk and ηk denote the (complex) amplitude, the sinusoidal damping con-
stant and echo train damping constant of the kth NQR frequency, respectively.
Often, information about each αk is available for a given substance and ex-
perimental set-up [70; 137]. The sinusoidal damping constants and the echo
damping constants, βk and ηk, are here modeled as unknown parameters. Fur-
thermore, ωk(T ) is the frequency shifting function of the kth NQR frequency
component which, in general, depends on the unknown temperature, T , of the
examined sample. An important point to note is that the number of sinusoidal
components, d, as well as the frequency shifting function for each spectral line,
ωk(T ), may be assumed to be known. For many compounds, such as for TNT,
the frequency shifting functions, at likely temperatures of the sample, can be
well modeled as [129]

ωk(T ) = ak − bkT, (3.3)

where ak and bk, for k = 1, . . . , d, are given constants. Finally, wm(t) is an
additive colored noise. As described in [70; 137], one can often beneficially
exploit an approximative low order autoregressive (AR) model of the colored
noise term. Given this AR model, one may form the prewhitened data model

zm(t) =

d∑
k=1

C̄αke
−ηk(t+mμ)e−βk|t−tsp|+iωk(T )t + em(t), (3.4)

where em(t) is an additive white noise, and

C̄ =

{
C (λk) for �t− tsp� < 0,

C
(
λ̃k

)
otherwise,

(3.5)

where

λk = eiωk(T )+βk−ηk , (3.6)

λ̃k = eiωk(T )−βk−ηk , (3.7)

and �x� denotes the integer part of x. Furthermore, C(λk) denotes the AR
prewhitening filter (see [70] for further details).

3.3 The LSETAML Detector

In this section, we derive a detector similar to the one presented in [137],
but with an additional step for estimating the (complex) amplitude vector, α,
treating it as fully unknown. Using (3.4), the mth prewhitened echo of an echo
train may be written as

zm
N �

[
zm(t0) . . . zm(tN−1)

]T
= (Aθ̄ 
C)Bmα + em

N , (3.8)
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where em
N is defined similar to zm

N , (·)T denotes the transpose, 
 is the Schur-
Hadamard elementwise product, and

Aθ̄ =

⎡
⎢⎣

ζt0
1 e

−β1|t0−tsp| · · · ζt0
d e

−βd|t0−tsp|

...
. . .

...

ζ
tN−1
1 e−β1|tN−1−tsp| · · · ζ

tN−1
d e−βd|tN−1−tsp|

⎤
⎥⎦ , (3.9)

C =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

C(λ1) . . . C(λd)
...

. . .
...

C(λ1) . . . C(λd)

C(λ̃1) . . . C(λ̃d)
...

. . .
...

C(λ̃1) . . . C(λ̃d)

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (3.10)

Bm = diag
{
[e−η1mμ, . . . , e−ηdmμ]

}
, (3.11)

α =
[
α1 . . . αd

]T
, (3.12)

ζk = e[iωk(T )−ηk], (3.13)

where the upper block of C is of size (�tsp − t0�)× d, the lower block is of size
(N − �tsp − t0�)× d, and the nonlinear parameter vector θ̄ is defined as

θ̄ =
[
T βT ηT

]T
, (3.14)

where β and η denote the vectors of unknown sinusoidal and echo dampings,
respectively. Using (3.8), the prewhitened data model for the entire echo train
may be written as

zNM �
[

(z0
N )T . . . (zM−1

N )T
]T

= Hθ̄α + eNM , (3.15)

where eNM is defined similar to zNM , and

Hθ̄ =

⎡
⎢⎣ (Aθ̄ 
C)B0

...
(Aθ̄ 
C)BM−1

⎤
⎥⎦ . (3.16)

Without exploiting any a priori information of α, we have to resort to estimat-
ing the amplitude vector. As is well known, the maximum likelihood estimate
of θ = [α, θ̄] can be found as (see, e.g., [147])

θ̂ = arg min
θ

∥∥ zNM −Hθ̄α
∥∥2

2
, (3.17)

where ‖ · ‖2 denotes the two-norm. Thus, the unstructured LS-estimate of α,
assuming θ̄ is known, is found as

α̂ = (H∗
θ̄
Hθ̄)−1H∗

θ̄
zNM � H

†

θ̄
zNM , (3.18)
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where (·)∗ and (·)† denote the conjugate transpose and the Moore-Penrose
pseudoinverse, respectively. Inserting the estimate of α in (3.18) into (3.17)
yields

θ̂ = arg min
θ

[
z∗NMzNM − z∗NMΠH

θ̄
zNM

]
, (3.19)

where ΠH
θ̄

= Hθ̄H
†

θ̄
, yielding the estimated nonlinear parameter vector as

ˆ̄θ = arg max
θ̄
z∗NMΠH

θ̄
zNM . (3.20)

Using the ˆ̄θ from (3.20), we proceed to form the test statistic, T (zNM ), as
the (approximative) generalized likelihood ratio test (GLRT) for a signal with
unknown noise variance [77]

T (zNM ) = (2NM − 1)
z∗NMΠH

θ̄
zNM

z∗NM (I −ΠH
θ̄
)zNM

, (3.21)

where I denotes the identity matrix. Using (3.21), the signal component is
deemed present if and only if T (zNM ) > γ, and otherwise not, where γ is a pre-
determined threshold value reflecting the acceptable probability of false alarm
(pf ). We denote the resulting detector the least-squares ETAML (LSETAML)
detector.

3.4 The RETAML Detector

In this section, we proceed to derive a detector similar to the LSETAML detec-
tor, except here the amplitude vector α is estimated using a robust approach,
allowing for the inclusion of prior knowledge. The (complex) amplitude vector
is first factored as α = ρκ, where ρ is the common (real-valued) magnitude
scaling due to the signal power, and κ is the (complex) amplitude vector,
normalized such that its largest magnitude equals unity, containing both the
phases and the relative magnitudes of the d complex amplitudes3. We will con-
sider the case when the assumed (normalized) amplitude vector, here denoted
κ̄, as well as the actual (normalized) amplitude vector, κ, will belong to an
uncertainty hypersphere with radius

√
ε (c.f. [87]), i.e.,∥∥∥κ− κ̄
∥∥∥2

2
≤ ε. (3.22)

By restricting the actual (normalized) amplitude vector to this hypersphere,
we can form an estimate of the vector best fitting the observed data by solving
the constrained minimization

min
κ

∥∥∥ρHθ̄κ− zNM

∥∥∥2

2
s.t.

∥∥∥κ− κ̄
∥∥∥2

2
≤ ε. (3.23)

3The (complex) amplitude vector can be factored in other ways, e.g., α could be factored
so that ρ contains both the common magnitude and a common (zero-order) phase; however,
as we wish to exploit a priori information on the zero order phase, we prefer this factorization
(see also [133]).
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We note that an initial estimate of ρ is needed to solve the optimization prob-
lem; minimizing the norm in (3.17) for an unknown ρ suggests that such an
estimate can be obtained as

ρ̂ =
∥∥∥H†

θ̄
zNM

∥∥∥
∞
, (3.24)

where ‖x‖∞ denotes the inifinity norm of x, i.e., the largest (magnitude) ele-
ment in the vector x. An optimization problem such as (3.23) can be solved
via the singular value decomposition (SVD) [42]. Firstly, the SVD of Hθ̄ is
computed as

Hθ̄ = UΣV∗, (3.25)

where U ∈ CNM×r, Σ ∈ Rr×r and V ∈ Cd×r, with r = rank(Hθ̄). We
note that Hθ̄ has full column rank, therefore r = d. Furthermore, U and V
are unitary matrices and Σ = diag {[σ1, . . . , σd]}, where σj denotes the jth
singular value. Using the SVD of Hθ̄, (3.23) can be rewritten as

min
κ̃

∥∥∥ρ̂Σκ̃− z̃
∥∥∥2

2
s.t.

∥∥∥V[κ̃− ˜̄κ]
∥∥∥2

2
≤ ε, (3.26)

where z̃ = U∗zNM , κ̃ = V∗κ and ˜̄κ = V∗κ̄. It is worth noting that the
objective function in (3.26) can be expressed as

∥∥∥ρ̂Σκ̃− z̃
∥∥∥2

2
=

d∑
j=1

∣∣∣ρ̂σj κ̃j − z̃j

∣∣∣2, (3.27)

where κ̃j and z̃j denote the jth components of κ̃ and z̃, respectively. Similarly,
the constraint can be written as

∥∥∥V[κ̃− ˜̄κ]
∥∥∥2

2
=

d∑
j=1

∣∣∣κ̃j − ˜̄κj

∣∣∣2, (3.28)

where ˜̄κj denotes the jth component of ˜̄κ. The vector κ̃, whose jth element is
defined by

κ̃j �
z̃j

ρ̂σj
, (3.29)

is clearly a minimizer of the objective function, and if it also satisfies the
constraint equation (i.e., if the vector is feasible), then we have a solution to
(3.26). However, if (3.29) does not satisfy the constraint, we assume that

d∑
j=1

∣∣∣∣ z̃j

ρ̂σj
− ˜̄κj

∣∣∣∣2 > ε, (3.30)

which implies that the solution to the constrained minimization will occur on
the boundary of the feasible set. Thus, the minimization criterion becomes

min
κ̃

∥∥∥ρ̂Σκ̃− z̃
∥∥∥2

2
s.t.

∥∥∥V[κ̃− ˜̄κ]
∥∥∥2

2
= ε, (3.31)



48 3. Robust NQR Explosives Detection

which can be solved using the method of Lagrange multipliers. Defining

L(λ, κ̃) =
∥∥∥ρ̂Σκ̃− z̃

∥∥∥2

2
+ λ

(∥∥∥V[κ̃− ˜̄κ]
∥∥∥2

2
− ε
)
, (3.32)

where λ is the Lagrange multiplier, it is easy to show that the equations

∂L(λ, κ̃)

∂κ̃∗j
= 0, j = 1, . . . , d, (3.33)

lead to the linear system(
|ρ̂|2Σ∗Σ+ λI

)
κ̃ = ρ̂∗Σ∗z̃+ λ ˜̄κ. (3.34)

As the matrix (|ρ̂|2Σ∗Σ+ λI) is guaranteed to be nonsingular, the solution is
given by

κ̃j(λ) =
ρ̂∗σ∗j z̃j + λ˜̄κj

|ρ̂σj |2 + λ
. (3.35)

To find the value of the Lagrange multiplier, we define

φ(λ) =
∥∥∥V[κ̃− ˜̄κ]

∥∥∥2

2

=

d∑
j=1

∣∣∣∣∣ ρ̂
∗σ∗j z̃j − |ρ̂σj |2 ˜̄κj

|ρ̂σj |2 + λ

∣∣∣∣∣
2

. (3.36)

Furthermore, as φ(λ) is a monotonically decreasing function of λ, and

φ(0) =

d∑
j=1

∣∣∣∣ z̃j

ρ̂σj
− ˜̄κj

∣∣∣∣2 , (3.37)

and (3.30), indicates that φ(0) > ε. These observations imply that there is a

unique λ̂ such that φ(λ̂) = ε. The root can be found using a standard root-
finding technique, e.g., Newton’s method (see [133] for further details). To
summarize, to obtain κ̃, we first check to see whether the LS estimate of κ̃,
calculated using (3.29), satisfies the constraint equation in (3.26); if not, then
κ̃ is estimated using (3.35). The required solution to the original constrained
minimization is then given as Vκ̃. To ensure that ρ and κ are uniquely defined,
we form the robust estimate of κ as

κ̂ =
Vκ̃

‖Vκ̃‖∞
. (3.38)

Given κ̂, we may reestimate ρ as

ˆ̂ρ = Re
{
(Hθ̄κ̂)†zNM

}
. (3.39)

Forming α̂ = κ̂ ˆ̂ρ and substituting it into the norm in (3.17) yields the residual

LS error ‖zNM −Hθ̄α̂‖22, between the model and the data. Thus, each evalu-
ated grid point of θ̄, yields a residual error expressing the fit of the data model
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to the observed data. The estimated value of θ̄ is then found as the parameter
vector minimizing this error. For this value, the test statistic is formed as

T (zNM , α̂) =

∥∥zNM

∥∥2

2∥∥zNM −Hθ̄α̂
∥∥2

2

, (3.40)

where the signal component is deemed present if and only if T (zNM ) > γ,
and otherwise not, where γ is a predetermined threshold value reflecting the
acceptable pf . The resulting detector is termed the robust ETAML (RETAML)
detector.

3.4.1 Choosing ε - the size of the uncertainty region

From the discussion above, it is clear that the choice of the radius of the
uncertainty hypersphere,

√
ε, will significantly effect the estimate of κ. We

will now consider how ε can be appropriately selected. One approach is to
use laboratory measurements to examine various performance measures, e.g.,
the receiver operator characteristic (ROC), for different values of ε, using these
measures to determine a suitable value for ε. Here, we outline an alternative
approach based directly on the uncertainties of the complex amplitudes. Firstly,
the kth normalized complex amplitude is modeled as the random variable

κk = (|κ̄k|+ Δm
k )ei(∠κ̄k+Δp

k
), (3.41)

where |κ̄k| and ∠κ̄k denote the assumed magnitude and phase components; Δm
k

and Δp
k are random variables denoting the errors in the magnitude and phase

components. The magnitude errors, Δm
k , are here modeled as independent

truncated Gaussian random variables whose distributions are each given by
the conditional probability density function (pdf) (see, e.g., [108]),

f

(
Δm

k

∣∣∣Δm
k > −|κ̄k|

)
=

f(Δm
k )

1− F (−|κ̄k|) , (3.42)

where the pdf, f(x), is a zero mean Gaussian density, with variance σ2
m, and

F (x) is its corresponding distribution function. The phase errors, Δp
k, are

assumed to be independent identically distributed random variables, uniformly
distributed over the interval [−P, P ], where 0 ≤ P ≤ π is selected according to
the uncertainty in the phases. We note that a percentage phase uncertainty, x,
will correspond to P = π x

100 . The pdf of Δp
k is thus given as

f(Δp
k) =

{
1

2P −P < Δp
k ≤ P,

0 otherwise.
(3.43)

Thus, ε can be modeled as a random variable, here denoted ε, formed as

ε =
∥∥∥κ− κ̄

∥∥∥2

2
=

d∑
k=1

∣∣∣κk − κ̄k

∣∣∣2, (3.44)
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Table 3.1: Estimates of the size of the uncertainty region for different uncer-
tainty levels ν

ν (%) E{ε}
10 0.0826
20 0.3180
30 0.6925
40 1.1846
50 1.7661
60 2.4046
70 3.0653
80 3.7124
90 4.3162
100 4.8452

with κk defined as in (3.41). In Section 3.6, we show that E{ε}, where E{·}
denotes expectation, is a good choice of ε. For simplicity, we define the uncer-
tainty parameter4 ν, which couples both the uncertainties in the phases and
the magnitudes. For a given value of ν, we set P = π ν

100 and σ2
m = 0.0001ν.

Using (3.41)-(3.44), together with the model parameter values from Table 3.2,
we computed the values of E{ε} for different values of ν. The results are dis-
played in Table 3.1. In practice, to fully exploit the benefits of this method
for choosing ε, measurements should be performed to evaluate the statistics of
the amplitude errors for the required operating conditions. We remark that if
the uncertainty region is selected sufficiently large, then the robust algorithm
behaves the same as the ordinary LS approach, whilst if the uncertainty region
is selected as zero, then the algorithm behaves similar to the standard ETAML
algorithm [133].

3.5 The FRETAML Detector

Reminiscent to the presentation in [69; 137], we proceed to formulate a fre-
quency selective RETAML (FRETAML) detector. As the temperature of the
sample can be assumed to lie in a known temperature range, we may, us-
ing (3.3), determine the range of frequencies each sinusoidal component may
be present in. Hence, a frequency selective detector that only considers these
narrow frequency bands can be derived. Consider the frequency regions formed
by {

2πk1

N
,
2πk2

N
, . . . ,

2πkL

N

}
, (3.45)

with k1, . . . , kL being L given, not necessarily consecutive, integers selected such
that (3.45) only consists of the possible frequency grid points for each of the d

4We note that ν is a percentage for the phase uncertainty, whereas it is not for the magni-
tude uncertainty. However, for notational convenience, we will hereafter use the percentage
notation, with its definition understood.
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signal components (see also [69; 137]). The Fourier transformed (prewhitened)
data vector for the mth echo and kth frequency bin can be expressed as

Zm
k = v∗k(Aθ̄ 
C)Bmα + Em

k , (3.46)

where Em
k = v∗ke

m
N represents the kth frequency bin of the prewhitened noise

sequence associated with the mth echo, em
N , and

vk =
[

1 ei2π k
N . . . ei2π

k(N−1)
N

]T
. (3.47)

Thus, over the (possibly overlapping) frequency regions of interest, (3.46) can
be expressed as

Zm
L �

[
Zm

k1
. . . Zm

kL

]T
= V∗L(Aθ̄ 
C)Bmα +Em

L , (3.48)

where Em
L is defined similar to Zm

L , and

V =
[

vk1 . . . vkL

]
. (3.49)

Using (3.48), the data model for the whole echo train can be expressed as

ZLM �
[

(Z0
L)T . . . (ZM−1

L )T
]T

= H̃θ̄α +ELM , (3.50)

where ELM is defined similar to ZLM , and

H̃θ̄ =

⎡
⎢⎣ V∗L(Aθ̄ 
C)B0

...
V∗L(Aθ̄ 
C)BM−1

⎤
⎥⎦ . (3.51)

Using (3.50), the minimization in (3.17) can be approximated as

min
θ

∥∥ ZLM − H̃θ̄α
∥∥2

2
. (3.52)

We note that from a computational point of view, one should exploit that the
indices of

Ψm
θ̄

� V∗L(Aθ̄ 
C)Bm (3.53)

form geometric series; the (l, k)-th index of Ψm
θ̄

can be written as5[
Ψm

θ̄

]
l,k

= Gk

[
Ω1 + Ω2

]
, (3.54)

where

Gk = e−ηk[mμ+t0]+iωk(T )t0 , (3.55)

Ω1 = C(λk)eβk(t0−tsp)
(1− v�tsp−t0�+1

l,k )

1− vl,k
, (3.56)

Ω2 = C(λ̃k)e−βk(t0−tsp)
u
�tsp−t0�+1
l,k − uN

l,k

1− ul,k
, (3.57)

5We here also remark that the frequency domain data vector is typically of a significantly
lower dimension than the time-domain representation as L � N .
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Table 3.2: Estimates of NQR signal parameters for the d = 4 NQR components
of monoclinic TNT, for an excitation frequency of 841.5 kHz, in the region of
830-860 kHz

k 1 2 3 4
ωk 0.2041 0.0768 0.0301 -0.1425
βk 0.0048 0.0049 0.0046 0.0038

ηk × 10−3 0.2126 0.2096 0.2237 0.2576
|κk| 0.39 0.88 1 0.69

∠κk (rads) -0.7546 -2.9428 -0.7541 -1.0870

with

vl,k = e−i2πkl/N+iωk(T )−ηk+βk , (3.58)

ul,k = e−i2πkl/N+iωk(T )−ηk−βk . (3.59)

We proceed to form the FRETAML detector reminiscent of the RETAML
detector, with the minimization in (3.23) being replaced with

min
κ

∥∥∥ρH̃θ̄κ− ZLM

∥∥∥2

2
s.t.

∥∥∥κ− κ̄
∥∥∥2

2
≤ ε. (3.60)

A frequency selective version of LSETAML, hereafter termed FLSETAML,
can be found using a similar approach. As noted in [137], several simplifica-
tions can be made to the detectors by using different strategies to evaluate
the (2d+ 1)–dimensional maximization in (3.20) for LSETAML (and similarly
for the minimizations in the other detectors). It was noted in [70] that ap-
proximating all the sinusoidal damping parameters to be the same does not
alter detector performance significantly. Therefore, letting βk ≈ β0 reduces
the search dimension to (d + 2) over the unknown echo damping parameters,
temperature and the common sinusoidal damping parameter. Furthermore,
as noted in [69; 70; 130; 137], this full (d+ 2)–dimensional search may be
well approximated using (d + 2) 1–dimensional searches, which may be iter-
ated to further improve the fitting. Using this search strategy leads to the
(F)LSETAML and (F)RETAML detectors6.

6We also note that the approximation ηk ≈ η0 could also be used to further reduce the
search dimension, without significantly effecting detector performance. We denote the thus
formed detectors the (F)RETAML–a detector(s) (c.f. [137]).
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Table 3.3: The frequency shifting function constants for monoclinic TNT
k ak (kHz) bk (kHzK−1)
1 893.502 0.1529
2 875.734 0.1070
3 892.503 0.1685
4 870.293 0.1125

3.6 Numerical Examples

In this section, we examine the performance of the proposed detectors using
both simulated and measured NQR data. The real data consisted of 1000 data
files, 500 with TNT present and 500 without, each taking around one minute to
acquire. Each file consisted of four echo trains summed up and phase cycled, to
reduce baseline offset. The echo trains, generated using a PSL sequence, were
made up of M = 26 echoes, with each echo consisting of N = 256 samples.
The sample, consisting of 180 g creamed monoclinic TNT, was placed inside
a shielded7 solenoidal coil. The Quality factor of the coil and the pulse width
were selected to ensure the excitation bandwidth was sufficient to excite the
four-line region of TNT using a single excitation frequency of 841.5 kHz. After
preamplification, the analogue signal from the coil was bandlimited (to avoid
aliasing effects during sampling) and demodulated at the excitation frequency,
prior to sampling at 200 kHz. The temperature of the sample was not artificially
controlled, but can be assumed to be around 297 K. Table 3.2 summarizes the
NQR signal parameters, estimated8 from the signal as obtained by summing
all the 2000 TNT echo trains. The experimental settings were such that the
noise could be assumed white. The frequency shifting function constants for
the d = 4 lines of monoclinic TNT are displayed in Table 3.3 [70].

The detectors were also compared using simulated data, generated using
(3.2), (3.3) together with the frequency shifting function constants, (3.41)–
(3.43) and the values in Table 3.2. For the examples which use simulated
data, the number of Monte-Carlo simulations was 3000 and the SNR was -
28 dB, where SNR is defined as SNR = σ−2

w σ2
s , with σ2

w and σ2
s denoting

the power of the noise and the noise-free signal, respectively. In the following
analysis, we compare the (F)ETAML, (F)LSETAML, (F)RETAML detectors9

and (F)ETAML with perfect complex amplitude knowledge (only for simulated
data), here termed the (F)ETAML–p detector. We note that the (F)ETAML–p
algorithms, unrealizable in practice, illustrate the optimum detection perfor-
mance of the (F)ETAML algorithms. In a landmine detection scenario, the
temperature of the sample is typically known only to within ±5 K. Therefore,

7We note that only the coil and tuning/matching circuitry were shielded. Therefore, some
RFI components may have been picked up by other, unshielded ancillary hardware.

8The NQR signal parameters were estimated using a nonlinear least-squares based algo-
rithm, where the temperature shifting functions were not used, as any error in the functions
could then bias the other parameter estimates.

9We note that the ETAML-based detectors significantly outperform the demodulation
based detectors, such as the ones presented in [153]; see [69; 70; 130; 137] for further details
on this.
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the search region over temperature was selected as T = [292, 302] K (in 100
steps). The search regions for the common sinusoidal damping parameter and
the echo train damping parameters were selected10 as β0 = [0.001, 0.1] and
ηk = [0.0002, 0.0004] (both in 100 steps), respectively. Fig. 3.2 and Fig. 3.3
show plots of the probability of detection (pd) as a function of the uncertainty
level, ν, using simulated data, for a probability of false alarm (pf ) of 0.01. For
each uncertainty level, the value of ε was chosen as E{ε} (see Section 3.4.1).
Fig. 3.2 and Fig. 3.3 illustrate that for low uncertainty levels, the standard
(F)ETAML algorithms outperform the (F)LSETAML algorithms; this as κ̄,
used by (F)ETAML, is still a good approximation of reality11. Hence, it is
beneficial to exploit the prior information, rather than follow the LS approach.
As expected, for larger uncertainty levels, the error in κ̄ is greater and, as the
figures illustrate, it is better to follow the LS approach rather than exploit κ̄ as
known. The robust algorithms perform better than both the (F)ETAML and
(F)LSETAML detectors, as they are able to exploit the prior knowledge whilst
also allowing for uncertainties in it. We note that detector performance will
be affected if the estimates of the other parameters, i.e., not only the complex
amplitudes, are in error. Such errors may, for example, be introduced if the
search grid used for finding the nonlinear parameters is not fine enough. The
robust algorithms are, to some extent, also able to provide robustness against
such errors. This is illustrated in Fig. 3.2 and Fig. 3.3, where for very low un-
certainty levels, the robust algorithms perform better than the (F)ETAML–p
algorithms (see also [133]). Fig. 3.4 illustrates pd as a function of ε, for pf = 0.1
and using ν = 40%, indicating that the robust algorithms are not too sensitive
to the choice of ε, and that choosing ε as E{ε} is reasonable (similar results are
obtained for other levels of pf ); however, the figure also shows that this chosen
value of ε is not necessarily the optimum value. As detection is the problem
of interest, we proceed to examine the ROC curves for the different detectors,
using real data. We note that the data was measured under laboratory con-
ditions (where only the temperature was allowed to vary); therefore, the error
between κ̄ and κ can be expected to be low. Fig. 3.5 and Fig. 3.6 illustrate
the ROC curves, where κ̄ is constructed from estimates of the complex ampli-
tudes, summarized in Table 3.2. The figures illustrate that there is a gain for
the proposed robust detectors, even for the case when the uncertainty in κ̄ is
very low. Fig. 3.7 illustrates, for pf = 0.1, pd as a function of ε, confirming, on
real data, that the robust algorithms are not too sensitive to the choice of ε.
In [133], the computational complexities of the algorithms were also compared.
It was found that the FRETAML detector was around 14 times faster than
RETAML.

10We note that the search regions should be selected according to any available prior
knowledge [137].

11We note that for the (F)LSETAML detectors, pd increases as a function of ν as a result
of the average estimation bound varying, as the uncertainty level varies (see also [133]).
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3.7 Conclusions

In this chapter, we have shown that the performance of current state-of-the-art
detectors will suffer in the typical case that there are errors in the assumed
complex amplitudes. Therefore, we have investigated algorithms which include
a step for estimating the complex amplitudes, using either an ordinary least-
squares type approach or a robust (constrained least-squares) approach. The
algorithms based upon the robust approach have been shown to have preferable
performance, as they allow for inclusion of prior information. The algorithms
based upon the ordinary least-squares approach do not allow inclusion of prior
information and thus suffer, especially when the uncertainty is low. Frequency
selective algorithms were derived for both approaches and have been shown to
be computationally cheaper and to perform better than their non frequency-
selective counterparts. Furthermore, for the robust algorithms, a scheme for
selecting a user defined parameter, which controls the size of the uncertainty
region, has been proposed and shown to work satisfactorily.
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Figure 3.2: The probability of detection as a function of the uncertainty level,
for pf = 0.01, using simulated data.
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Figure 3.3: The probability of detection as a function of the uncertainty level,
for pf = 0.01, using simulated data.
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Figure 3.4: The probability of detection as a function of the size of the uncer-
tainty region, for pf = 0.1 and ν = 40%.
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Figure 3.5: The ROC curves comparing the non-frequency selective detectors,
using measured data, with ε = 0.4.
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Figure 3.6: The ROC curves comparing the frequency selective detectors, using
measured data, with ε = 0.4.
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Figure 3.7: Plot of pd vs ε, for pf = 0.1, using measured data.





Chapter4
Reconstruction of Gapped Sinusoidal

Data

T
he problem of estimating a spectral representation of damped sinusoidal
signals from a gapped data set is of considerable interest in several appli-

cations. In this chapter, we propose a filterbank approach to provide such an
estimate, by first reconstructing the missing data samples assuming that the
spectral content of the missing data is similar to that of the available samples,
and then forming a spectral representation of the reconstructed data set as a
function of frequency and damping. Numerical examples illustrate the benefits
of the proposed estimator as compared to currently available methods.

4.1 Introduction

Spectral analysis is a classical problem, finding application in a wide variety
of fields, e.g., astronomy, communications, economics, medical imaging, and
radar; consequently, there is a wealth of research pertaining to the problem
(see, e.g., [147] and the references therein). The majority of the work focuses
on estimating the spectrum from a finite sequence consisting of evenly sampled
data. The amplitude and phase estimation (APES) algorithm is a good exam-
ple of a high-quality algorithm that can be applied to such data [86]. In many
applications, however, it is often not possible to sample the data evenly, leading
to data sets which may be viewed as an evenly sampled data sequence in which
samples are missing. The problem of estimating spectra when data is missing
has been considered, e.g., in the astronomical literature, and several parametric
and non-parametric methods have been proposed [144; 158]. Commonly, most
methods first interpolate the missing data to yield a full data sequence without
missing samples, on which ordinary spectral estimation algorithms may then
be applied. In performing the interpolation, one is required to make assump-
tions on the missing data, which can be viewed as adding in extra information;
therefore, such assumptions are of critical importance. The approach taken

61
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in [144] is particularly appealing, since the only assumption made is that the
spectral content of the missing data is similar to that of the available data.
Studies of this method, termed gapped-data APES (GAPES), illustrate the
benefits of this approach [144; 158]. The problem of estimating the spectral
parameters of damped sinusoidal data has recently attracted attention, since
such signals arise naturally in several areas of spectroscopy, e.g., in nuclear
magnetic resonance (NMR) and nuclear quadrupolar resonance (NQR). For
instance, in [150], the damped APES (dAPES) algorithm was proposed to es-
timate spectra from the resulting data sets. Specifically, it is the free induction
decay (FID) signal, measured using these spectroscopic methods, that may be
well modeled as a sum of exponentially damped sinusoids. Obtaining purer
FID signals is of significant interest in these applications and therefore new
methods for acquiring FIDs are continuously investigated. One such method is
stochastic excitation, which has found application in NMR [164; 165], electron
paramagnetic resonance (EPR) [112] and NQR [89; 131; 135]. In many cases,
the noise-free signal resulting from a stochastic excitation experiment can be
well modeled as a gapped damped sinusoidal signal. In this chapter, we focus
on estimating the spectral representation of such data sets. Specifically, we
combine the GAPES and dAPES algorithms to produce the damped GAPES
(dGAPES) algorithm.

The chapter is organized as follows: in Section 4.2 we will derive the dAPES
algorithm for the complete data case and in Section 4.3 we will introduce the
missing data and formulate the dGAPES algorithm. The performance of the
proposed algorithms are shown in Section 4.4 using simulated examples. Fi-
nally, Section 4.5 contains our conclusions.

In the following, (·)T and (·)∗ denote the transpose and the conjugate trans-
pose, respectively.

4.2 Preliminaries

For completeness, we initially review the dAPES method for estimating the
parameters of damped sinusoids [150]. Using this framework, we then extend
the approach to also allow for the case of gapped data sequences.

When the entire data set is available, we can form the complete data vector,
y, as

y =
[
y(0) · · · y(N − 1)

]T
(4.1)

�
[

yT
1 yT

2 · · · yT
P

]T
, (4.2)

where y1, . . . ,yP are (non-overlapping) subvectors of y, with lengths N1, . . .,

NP , respectively, such that
∑P

p=1Np = N . The dAPES spectral estimate
can be interpreted as the output of an M -tap data dependent finite impulse
response (FIR) filter with taps [147; 150]

hβ,ω =
[
h0(β, ω) h1(β, ω) · · · hM−1(β, ω)

]T
, (4.3)

designed such that
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1. the damped sinusoid {e(−β+iω)t} passes undistorted through the filter;

2. the filter output is as close as possible in the least-squares (LS) sense to
a damped sinusoid.

Thus, the output of the filter hβ,ω, for generic values of the damping, β, and
the frequency, ω, can be written as

h∗β,ωȳl = αβ,ωe
(−β+iω)l + w(t), (4.4)

where α is the complex amplitude, and, for l = 0, . . . , L− 1,

ȳl =
[
y(l) y(l + 1) · · · y(l +M − 1)

]T
, (4.5)

are the overlapping (forward) data snapshot vectors of dimension (M × 1),
with L = N −M + 1, and w(t) denotes the residual term containing the signal
resulting from all frequencies and dampings different from β and ω. In order
to minimize the residual term, the filter is designed as [150]

min
α(β,ω),hβ,ω

L−1∑
l=0

∣∣∣h∗β,ωȳl − αβ,ωe
(−β+iω)l

∣∣∣2 s.t. h∗β,ωsβ,ω = 1, (4.6)

where

sβ,ω =
[

1 e−β+iω · · · e(−β+iω)(M−1)
]T
. (4.7)

Let

R̂β =
1

Gβ

L−1∑
l=0

ȳlȳ
∗
l (4.8)

ḡβ,ω =
1

Gβ

L−1∑
l=0

[
ȳle

−βl
]
e−iωl, (4.9)

where

Gβ =

L−1∑
l=0

e−2βl =
e−2βL − 1

e−2β − 1
. (4.10)

Then, the design objective (4.6), can be reformulated as [150]

min
αβ,ω,hβ,ω

Gβ

[∣∣αβ,ω − h∗β,ωḡβ,ω

∣∣2 + h∗β,ωQ̂β,ωhβ,ω

]
s.t. h∗β,ωsβ,ω = 1, (4.11)

where

Q̂β,ω � R̂β − ḡβ,ωḡ∗β,ω. (4.12)

Minimizing (4.11) with respect to αβ,ω, yields

α̂β,ω = h∗β,ωḡβ,ω, (4.13)
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which, when inserted in (4.11), yields

min
hβ,ω

h∗β,ωQ̂β,ωhβ,ω s.t. h∗β,ωsβ,ω = 1. (4.14)

The solution to (4.14) is given by (see, e.g., [147])

ĥβ,ω =
Q̂−1

β,ωsβ,ω

s∗β,ωQ̂−1
β,ωsβ,ω

, (4.15)

implying

α̂β,ω = ĥ∗β,ωḡβ,ω =
s∗β,ωQ̂−1

β,ωḡβ,ω

s∗β,ωQ̂−1
β,ωsβ,ω

, (4.16)

which allows for a two-dimensional spectral representation over both frequency
and damping. As observed in [150], this representation has the significant ben-
efit of allowing for separation of spectral peaks closely spaced in frequency but
having different dampings, or vice versa, being of great interest in applications
such as, e.g., NMR. We remark that direct evaluation of (4.15) is computa-
tionally intensive, as a matrix inverse is required for every considered β and ω.
However, by exploiting the inherent structure of the filter, one may evaluate
(4.15) in a computationally efficient manner [49].

4.3 Spectral Estimation of Gapped Data

We now proceed to allow for the case when some segments of the data are
unavailable. These missing samples form the vector of unavailable data,

μ �
[

yT
2 yT

4 · · · yT
P−1

] ∈ C
(N−g)×1. (4.17)

Similarly, we form the vector of available data,

γ �
[

yT
1 yT

3 · · · yT
P

] ∈ C
g×1, (4.18)

where g = N1+N3+ . . .+NP is the total number of samples available. We note
that some of these sets may be empty, e.g., N3 = N7 = 0. Here, without loss
of generality, P is assumed to be an odd number. Reminiscent of the GAPES
method [144; 158], we proceed to formulate the proposed dGAPES estimator
by:

1. Estimating the adaptive filter, hβ,ω, and the corresponding spectrum,
αβ,ω via dAPES, and,

2. reconstructing the missing samples via an LS fit.

We now proceed to examine these two steps in further detail. First, we need to
form initial dAPES estimates of hβ,ω and αβ,ω from the available data. The

filter length M0 is chosen so that an initial full-rank matrix R̂β can be built
using only the available data segments. Then,∑

p∈{1,3,...,P}

max(0, Lp) > M0 (4.19)
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with Lp = Np −M0 + 1. Let J denote the subset of {1, 3, . . . , P} for which
Lp > 0. Letting ψp = N1 +N2 + . . .+Np−1 denote the number of samples in
the p− 1 first blocks, we redefine Rβ and ḡβ,ω as

R̂β =
1

Gβ

∑
p∈J

ψp+Lp−1∑
l=ψp

ȳlȳ
∗
l (4.20)

and

ḡβ,ω =
1

Gβ

∑
p∈J

ψp+Lp−1∑
l=ψp

[ȳle
−βl]e−iωl (4.21)

so that the initial estimate of the dAPES filterbank in (4.15) uses only the
available samples. Then, we use (4.16) to form an initial estimate of the am-
plitudes, where (4.9) is replaced by (4.21). Note that the data snapshots used
in (4.20) and (4.21) are of dimensions (M0 × 1) with elements only from the
available data vector, γ, defined in (4.18). We next turn to estimating the miss-
ing data, μ, defined in (4.17), based on the initial spectral estimates of α̂β,ω

and ĥβ,ω. We base our estimate on the assumption that the missing samples
have the same spectral content as the available data. Thus, we estimate the
missing data by fitting it as close as possible in the LS-sense to α̂β,ωe

(−β+iω)l.
By evaluating the estimates over K frequency points and D damping points,
we can obtain μ as the solution to the LS-problem

min
μ

D−1∑
d=0

K−1∑
k=0

L−1∑
l=0

∣∣∣ĥ∗βd,ωk
ȳl − α̂βd,ωk

e(−βd+iωk)l
∣∣∣2 . (4.22)

Define

Hd,k �

⎡
⎢⎢⎢⎣
ĥ∗0 · · · ĥ∗M0−1 0 0 0

0 ĥ∗0 · · · ĥ∗M0−1 0 0
. . .

. . .
. . .

0 0 0 ĥ∗0 · · · ĥ∗M0−1

⎤
⎥⎥⎥⎦

=

⎡
⎢⎢⎢⎢⎣

ĥ∗βd,ωk

ĥ∗βd,ωk

. . .

ĥ∗βd,ωk

⎤
⎥⎥⎥⎥⎦ ∈ C

L×N (4.23)

and

ηd,k � α̂βd,ωk

⎡
⎢⎢⎢⎣

1
e−βd+iωk

...
e(−βd+iωk)(L−1)

⎤
⎥⎥⎥⎦ ∈ C

L×1. (4.24)

Using (4.23)-(4.24), one can rewrite (4.22) as

D−1∑
d=0

K−1∑
k=0

‖Hd,ky − ηd,k‖2 . (4.25)
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Introducing the matrices Ad,k ∈ C
L×g and Ud,k ∈ C

L×(N−g), defined by

Hd,ky = Ad,kγ + Ud,kμ, (4.26)

allows (4.25) to be rewritten as

D−1∑
d=0

K−1∑
k=0

‖Ud,kμ− (ηd,k −Ad,kγ)‖2 . (4.27)

An estimate of the missing data is thus the minimizer of (4.27) w.r.t. μ, i.e.,

μ̂ = Υ−1
0

D−1∑
d=0

K−1∑
k=0

U∗
d,k (ηd,k −Ad,kγ) , (4.28)

where

Υ0 �

D−1∑
d=0

K−1∑
k=0

U∗
d,kUd,k. (4.29)

Summarizing the algorithm, we note that once we have an estimate of the
missing sample vector, μ̂, we can use it, together with the available samples,
to reestimate {αβd,ωk

,hβd,ωk
}K−1,D−1

k=0,d=0 from the available samples and the es-
timate of the missing samples. The problem of estimating the spectrum of
gapped-data with damped sinusoids can hence be turned into a cyclic mini-
mization problem of the form

min
μ,{αβd,ωk

,hβd,ωk
}

D−1∑
d=0

K−1∑
k=0

L−1∑
l=0

∣∣∣h∗βd,ωk
ȳl − αβd,ωk

e(−βd+jωk)l
∣∣∣2. (4.30)

In summary, the dGAPES algorithm consists of the following steps:

Step 0. Obtain an initial estimate of {αβd,ωk
,hβd,ωk

} from (4.15) and (4.16)
using the available data.

Step 1. Use the most recent estimate of {αβd,ωk
,hβd,ωk

} to estimate μ, given
by (4.28).

Step 2. Use the most recent estimate of μ to fill in the missing data samples
and estimate {αβd,ωk

,hβd,ωk
} by minimizing (4.30).

Step 3. Repeat steps 1–2 until practical convergence, e.g., until the relative
change between the current and previous iteration of the cost function
(4.30) is smaller than a fixed threshold ε.

We note that for increased resolution, it is possible to evaluate the spectral
estimate on a finer damping and frequency grid when generating the amplitude
estimates in the final iteration. We also note that the dGAPES method will
generate a reconstructed set of data that can be used by other estimators, such
as damped Capon (dCapon), damped CAPES (dCAPES) [150], or HTLS [67].
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Table 4.1: Estimates of the sNQR parameters for monoclinic TNT (k denotes
the peak number)

k 1 2 3 4 5
ωk (rad/s) 1.93 0.62 0.11 -0.089 -0.78
βk (1e-2) 4.01 1.28 1.22 1.92 2.07
|αk| 5.64 2.98 6.83 12.16 9.73

∠αk (rad) -0.17 2.52 -2.71 -2.29 -0.70

4.4 Numerical Examples

To illustrate the benefits of the proposed algorithm, we examine stochasticly
excited NQR (sNQR) data mimicking the response from the explosive TNT.
This data can be well modeled as a sum of five damped sinusoids [131; 135]. See
Table 4.1 for parameters detailing the simulated sinusoids (see also [131; 135]
for a more detailed model of the NQR response). Here, we generate an FID
of length N = 96 samples, where we assume samples 33-64 were missing. This
gives two blocks of available data, each of length 32. The data was corrupted
by zero-mean circularly symmetric complex white Gaussian noise with power
σ2

w. We used a signal-to-noise ratio (SNR) of 20 dB, where SNR is defined
as SNR = σ−2

w σ2
s , with σ2

s denoting the power of the noise-free signal. For
the initialization phase, we used a filter of length M0 = 12, and in the other
steps M = 38. For the computation, we used a frequency grid with K = 512
points, a damping grid with 101 equally spaced points in the interval [0, 0.05],
and an iteration threshold ε = 0.03. Fig. 4.1 illustrates the dCapon spectral
estimate of the available-only data set. We used the same damping grid as in
the interpolation phase but with a finer frequency grid, i.e., K = 2048. As a
comparison, Fig. 4.2 shows the dCapon spectral estimate of the reconstructed
data set, using the same damping and frequency grid. The figures clearly
illustrate the benefits of following the dGAPES approach which allows for a
significantly higher resolution (in both frequency and damping) as compared
to current state-of-the-art techniques. We proceed to examine the gain in
performance using the proposed dGAPES algorithm as compared to estimating
the unknown parameters on the available data set. Table 4.2 shows the mean
squared error (MSE) of the amplitudes, frequencies, and dampings, computed
via the S-HTLS method [24], that uses only the available data, and the MSE
computed via HTLS [67], using the reconstructed data. Here, the data was
evaluated empirically using 1000 Monte-Carlo simulations. From the table, it
is clear that using the reconstructed data allows for a substantial improvement
of the parameter estimates.
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Table 4.2: MSE of S-HTLS, using the available-only data, and of HTLS, using
the reconstructed data

Method MSE
Amplitude Frequency Damping

S-HTLS 3.8433 3.675e-6 1.506e-4
HTLS 0.9599 1.667e-6 0.573e-4

4.5 Conclusions

In this chapter, we have derived a method for estimation of the spectral repre-
sentation of gapped damped sinusoidal data. Using only the natural assumption
that the spectral content of the missing data is similar to that of the available
data, we can interpolate to reconstruct the missing samples. From the recon-
structed data we can then efficiently estimate the spectral content of the data,
using any method, e.g., dCapon, dCAPES, HTLS, etc.
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Figure 4.1: The dCapon spectrum of original data.
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Figure 4.2: The dCapon spectrum of data reconstructed using the dGAPES
method.



Chapter5
Estimation of Damped Sinuoids in

Irregularly Sampled Data

T
he problem of estimating the spectral content of exponentially decaying
signals from a set of irregularly sampled data is of considerable interest

in several applications, for example in various forms of radio frequency spec-
troscopy. In this chapter, we propose a new nonparametric iterative adaptive
approach that provides a solution to this estimation problem. As opposed to
commonly used methods in the field, the damping coefficient, or linewidth, is
explicitly modeled, which allows for an improved estimation performance. Nu-
merical examples using both simulated data and data from NQR experiments
illustrate the benefits of the proposed estimator as compared to currently avail-
able nonparametric methods.

5.1 Introduction

Spectral estimation is a classical problem with applications in a wide variety of
fields, such as astronomy, communications, economics, medical imaging, radar,
spectroscopic techniques, e.g., nuclear magnetic resonance (NMR) and nuclear
quadrupole resonance (NQR), and much more; consequently, the literature
pertaining to the problem is very rich, see, e.g., [147] and the references therein.
However, the majority of the works focuses on estimating the spectrum from
a finite sequence with evenly sampled data, whereas in many applications it is
often not possible or suitable to sample in such a way. This leads to sets of
data that we categorize as either ”gapped” or having ”missing” samples, where
by the former we mean regularly sampled data in which blocks of samples are
missing, and by the latter we mean that there is no particular structure in the
sampling. Applying traditional spectral estimation algorithms to such sets of
data may lead to a large loss in performance compared to having a complete
set of data [99; 158].

The problem of estimating the spectral parameters of exponentially dam-

71
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ped signals has attracted significant attention during recent decades as such
signals arise naturally in several applications, for example in NMR and NQR.
Traditionally, the frequencies and damping coefficients, or linewidths, of such
signals are estimated using the periodogram, where the dampings are given as
the width of the peaks. When only a few samples are available, this estimate
is highly biased as the peak width in the periodogram depends on the number
of samples (see, e.g., [147]). To improve the spectrum estimation, both para-
metric methods, e.g., the Matrix Pencil method (MP) [66], and nonparametric
methods, e.g., the damped Capon algorithm [150], have been proposed. Com-
monly, the free induction decay (FID) of such a spectroscopic signal is modeled
as a sum of exponentially damped sinusoidals. However, the use of more re-
fined signal models such as using a Voigt lineshape for the spectral lines have
also been shown to be beneficial [98; 101; 157]. Model-based methods mak-
ing strong use of the assumed signal model will be sensitive to deviations to
the assumed model, whereas nonparametric methods, not making use of such
explicit models, will generally offer more robust spectral estimates. As an
example, we will here examine stochasticly excited spectroscopic signals, for
which the measurements can be well modeled as FID’s.

Stochastic or noise excitation has found application in NMR [164; 165],
electron paramagnetic resonance (EPR) [112] and NQR [89; 135]. Often, there
are advantages in acquiring more than one complex data point after each radio
frequency (RF) pulse of a stochastic excitation sequence but the resultant FID
signal will then have gaps where data is missing between the blocks of acquired
data [164; 165]. The gaps in the data correspond to the times when the RF
pulses are applied plus the following dead-times before which the signal can
be acquired. In this situation, there are two dwell, or sampling, times. One
is the actual sampling time between the acquired complex data points in each
block of data, while the other is the time between equivalent points of each
block of data. Here, we refer to the latter as the stochastic dwell or sampling
time and define it as the gap (missing data) time plus the acquisition time of
each data block. It is thus the time between the first data point of one block
and the first point of the next. In general, the stochastic dwell time is not an
integer multiple of the actual data dwell time. In such a case, the noise-free
signal can be well modeled as a damped sinusoidal signal, where the data is
given as blocks of evenly sampled data but where the gaps between the blocks
are not necessarily an integer multiple of the sampling time within the blocks.
Therefore, the data can sometimes be considered gapped but is often highly
irregularly sampled.

The problem of estimating spectra when data is missing has been consid-
ered, for example, in the astronomical literature, where several parametric and
nonparametric methods have been proposed, see, e.g., [144; 158; 159]. Irregular
sampling schemes have also drawn attention in NMR, as they allow for faster
data acquisition in multidimensional NMR. Numerous methods for spectral es-
timation have been proposed, for example linear prediction (LP) (see, e.g., [39]),
the filter diagonalization method [97], PARAFAC, and other multidimensional
decomposition methods (see [16] for a good tutorial). These methods will first
reconstruct the missing data to yield a full data sequence without any missing
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samples. Then, in a second step, the spectral content is estimated from the
reconstructed data set. If the data has been sampled irregularly, this might
necessitate the reconstruction of the data on a very fine sampling grid, possibly
making the so-obtained full data set very large and cumbersome to process.

Methods that directly estimate the spectrum from the given set of data,
independent of the sampling grid, have also been proposed. The common
approach is to fit the spectrum to the set of available data through either
iterative maximization of the spectral entropy, such as the maximum entropy
reconstruction method [64] (see also [142] for a comparison with LP) and the
forward maximum reconstruction method [68], or by iterative minimization of
a norm, for example the l1-norm [141]. These methods have the shortcoming
that they require the selection of user parameters, such as the noise level. This
can often be a difficult task and it might potentially degrade the performance of
the spectrum estimation. Furthermore, such methods do not allow for accurate
estimation of the signal decay, which is often of interest in applications such as
NMR and NQR. In effect, when only a few samples are available, the quality
of the signal decay estimate will typically be quite poor as the width of the
spectral mainlobe will be limited by the resolution of the spectral estimator.
Algorithms that exploit a Lorentzian signal model, such as MP, often yield
satisfactory spectral estimates if the data is well described by the model, but do
not work for irregular sampling schemes. Along the same lines, we have earlier
proposed an algorithm for accurately reconstructing the missing samples [53],
but this will also only work for the gapped data case.

Recently, a new approach, termed the iterative adaptive approach, or IAA,
was proposed in [167], and its usefulness has been shown in several areas:
MIMO radar imaging [116], source detection [167], spectral analysis of real-
valued data [145], and coherence spectrum estimation [19]. This nonparamet-
ric algorithm does not require the specification of any user parameters. Fur-
thermore, no assumptions have to be made on the sampling scheme and the
spectrum can be directly estimated from the possibly irregularly sampled data.
In this chapter, we extend the IAA algorithm to also explicitly model the sig-
nal decay. Different from the previous derivations of IAA, where a weighted
least-squares approach was used, we here derive it using a linear estimation
approach. We also note that IAA can, if needed, be extended to reconstruct
missing data, leading to the missing-data IAA, or MIAA, algorithm [146]. This
step is also possible for the algorithm proposed here, but is beyond the scope
of this thesis.

To illustrate the power and potential of the proposed algorithm, we examine
the results on both simulated data and on measurements from stochastic NQR
(sNQR) experiments examining some common explosives.

The chapter is organized as follows. In the next section (Sec. 5.2) we derive
the dIAA algorithm and in Sec. 5.3 we propose a subspace algorithm that
provides an initial estimate. The performance of the proposed algorithms is
studied in Sec. 5.4, using both simulated and measured data. Finally, Sec. 5.5
contains our conclusions.
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5.2 The dIAA Algorithm

In this section, we propose the nonparametric decay IAA (dIAA) algorithm that
allows for a two-dimensional (2D) spectral representation of arbitrarily sampled
1D measurements, without needing the selection of any user parameter. The
2D representation of the spectral content of the signal allows for an accurate
representation of both the line frequencies and their spectral widths.

Consider a signal described by the sum of the contributions from each fre-
quency grid point {ωk}K

k=1 and decay grid point {βd}D
d=1:

ytn =

K∑
k=1

D∑
d=1

αd,ke
(−βd+iωk)tn , n = 1, ..., N, (5.1)

where αd,k represents the complex-valued amplitude for a possible sinusoidal
component with frequency ωk and decay βd, whereas N denotes the number of
available samples. Note that no assumption is made on the sampling scheme,
thereby allowing for arbitrary sampling times, i.e., {tn}N

n=1. Furthermore, note
that no signal model has been assumed; rather the signal is made from the
contribution corresponding to each of the frequency and decay grid points.
There is also no corrupting noise term as is typical in model-based methods
describing the data as a signal part and a noise part. The contribution of
any noise component, or any other interference, is instead implicitly described
via its contribution to αd,k. Let sd,k denote the (damped) Fourier vector for
frequency ωk and decay βd, so that

sd,k =
[
e(−βd+iωk)t1 · · · e(−βd+iωk)tN

]T
, (5.2)

and denote the vector of available measurements as

y = [ yt1 · · · ytN ]
T
. (5.3)

Then, by using (5.2) and (5.3), (5.1) can be rewritten in a more compact form,
given by:

y =

K∑
k=1

D∑
d=1

αd,ksd,k (5.4)

Denote the signal energy at the grid point associated with frequency ωk and
damping βd as

Pd,k = |αd,k|2 . (5.5)

Also, let
Qd,k = R− Pd,ksd,ks∗d,k, (5.6)

denote the contribution from all other grid points except the grid point (d, k),
where R is the covariance matrix of the available data, given by

R =

K∑
k=1

D∑
d=1

Pd,ksd,ks∗d,k. (5.7)
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Thus, Qd,k can be seen as a form of interference covariance matrix. Consider
a general linear estimator of αd,k:

α̂d,k = h∗d,ky. (5.8)

The weight vector hd,k can be found through

min
hd,k

h∗d,kQd,khd,k s.t. h∗d,ksd,k = 1, (5.9)

i.e., we design a linear combiner that minimizes the output from all grid
points other than (βd, ωk), but passes the component with the frequency and
damping of interest undistorted. Since Pd,k does not depend on hd,k and

Pd,k

(
h∗d,ksd,k

)(
h∗d,ksd,k

)∗
= Pd,k, (5.9) is equivalent to

min
hd,k

h∗d,k

(
Qd,k + Pd,ksd,ks∗d,k

)︸ ︷︷ ︸
R

hd,k s.t. h∗d,ksd,k = 1. (5.10)

The minimizer is readily found as (see, e.g., [147])

ĥd,k =
R−1sd,k

s∗d,kR−1sd,k
. (5.11)

An estimate of the amplitude at gridpoint (βd, ωk) can thus be found as (see
(5.8))

α̂d,k =
s∗d,kR−1y

s∗d,kR−1sd,k
. (5.12)

As R depends on the amplitudes at each grid point, (5.12) must be implemented
as an iterative algorithm. Here, we use the least-squares (LS) 2D periodogram
[150] as an initial estimator, i.e., we initially set R = I, the identity matrix.
The dIAA spectral representation is thus found by iterating the estimation of
R in (5.7), and the grid point amplitudes in (5.12), until a suitable stopping
criterion is met. Tab. 5.1 provides a summary of the required steps. Herein,
we iterate until the estimates have practically converged, i.e., the difference
between the amplitudes α̂d,k between each step is smaller than some preset
threshold ε, which generally requires no more than 10-15 iterations to provide
a good solution. There is as of yet no proof of convergence of the IAA, MIAA,
or dIAA algorithms; however, in [116], the IAA algorithm has been shown to
converge locally. All indications suggest that a similar result would hold also for
dIAA. It is worth noting that the difference between dIAA and IAA is that the
former establishes a 2D grid mesh, both in frequency and damping domain,
whereas the latter only considers a 1D frequency grid. Hence, the resulting
dIAA algorithm will be roughly D times more computational demanding than
IAA. As can be expected, this also implies that if we set D = 1 and β1 = 0,
omitting the detailing of the signal decays, then dIAA reduces to IAA. Typically
for spectroscopic signals, most of the αd,k values are nearly zero, except for a
small number of significant elements, and analogously to the IAA case, this
suits the dIAA algorithm best [167]. Finally, we note that in order to decrease
the computational complexity, one may implement the algorithm by making
use of a procedure similar to the one suggested in [49].
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Table 5.1: Outline of the dIAA algorithm

Step 0: Initialize using an LS-estimate:

α̂d,k =
s∗d,ky

s∗
d,k

sd,k
=

s∗d,ky

tN∑
t=t1

e−2βdt
.

Step 1: Compute the covariance matrix R using (5.7) together
with the most recent estimate of {α̂d,k}.

Step 2: Compute the amplitude estimate {α̂d,k} using (5.12)
with the most recent estimate of R.

Step 3: Repeat steps 1 and 2 until practical convergence.

5.3 A Subspace-Based Algorithm

As we are herein primarily interested in spectroscopic data exhibiting Lorentzian
lineshapes, measured in uniformly sampled subblocks, we now proceed to propos-
ing a fast parametric, i.e., model-based, subspace-based algorithm for obtaining
an initial estimate of the range of frequencies and dampings of interested. The
algorithm is termed damped block-ESPRIT (dBESP), as it is based on the
principles of the ESPRIT algorithm (see, e.g., [147]). It should be stressed
that this algorithm makes much stronger assumptions on the assumed signal,
making it applicable in only a subset of the cases where dIAA can be used.
Nevertheless, for spectroscopic data, the method allows for a way to initialize
the region of interest for dIAA. Assume that the noise-free data can be written
as

yt =

P∑
p=1

αpe
(−βp+iωp)t, (5.13)

where P is the number of damped sinusoids in the signal, which is assumed
to be known. Furthermore, assume that the data is generated in blocks of Nbl

regularly sampled points, where the length of the gap between two consecutive
blocks is Ngap samples, not necessarily an integer, and that S is the number of
blocks. Let {xk}S

k=1 ∈ C
Nbl×1 denote the vector of data in block k. Then, xk

can be written as
xk = ABck, (5.14)

where

A = [a1 · · · aP ], (5.15)

an =
[
e(−βn+iωn) · · · e(−βn+iωn)Nbl

]T
, (5.16)

B = diag
(
[α1 · · · αP ]T

)
, (5.17)

ck =
[
e(−β1+iω1)(k−1)(Nbl+Ngap) · · · e(−βP+iωP )(k−1)(Nbl+Ngap)

]T
, (5.18)

and diag(x) is a diagonal matrix with the vector x on its diagonal. The matrix
containing each block of data as a column can therefore be written as

X = [x1 · · · xS ] = ABC∗, (5.19)
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where C∗ = [c1 · · · cS ]. Let U denote the matrix made from the P dominant
left singular vectors of X. Then, reminiscent of the ESPRIT algorithm (see,
e.g., [147]), we can use U to find an estimate of {βk}P

k=1 and {ωk}P
k=1, since

range(A) is spanned by U . The estimates are found from the magnitude and
angle, respectively, of the eigenvalues of

ΦL = (U∗
1 U1)

−1
U∗

1 U2, (5.20)

where U1 = [INbl−1 0] U and U2 = [0 INbl−1] U , INbl−1 denotes the identity
matrix of size (Nbl − 1)× (Nbl − 1), and 0 the (Nbl − 1)× 1 column vector of
zeros. When S < Nbl, using the matrix V made from the right singular vectors
of X, which span range(C), is preferable. The estimates of the dampings and
frequencies are then retrieved from the eigenvalues of

ΦR = (V ∗
1 V1)

−1
V ∗

1 V2, (5.21)

where V1 and V2 are formed similarly to U1 and U2, but with U replaced
by the conjugate of V . However, aliasing in the frequency estimate will likely
occur, due to the factor (Nbl + Ngap) in (5.18). A remedy for this is to use
the left singular vectors to get an initial estimate {ω̂L

k }P
k=1, and then use that

information to unwrap the phase. Denote the (possibly) wrapped frequency

estimates obtained from the right singular vectors by {ψ̂k}P
k=1, so that

ψ̂k = ωk(Nbl +Ngap)− 2πqk. (5.22)

An estimate of qk can be found as

q̂k =
ω̂L

k (Nbl +Ngap)− ψ̂k

2π
, (5.23)

where q̂k is rounded off to the closest integer. The estimates of the frequencies,
obtained from the right singular vectors, are thus formed as

ω̂R
k =

ψ̂k + 2πq̂k
Nbl +Ngap

, k = 1, . . . , P, (5.24)

and estimates of the dampings as the natural logarithm of the magnitude of
the eigenvalues of ΦR. We note that the number of sinusoids that can be dealt
with by dBESP is limited by the available number of data blocks.

5.4 Results

In this section, we illustrate the performance of proposed algorithms using both
simulated data and experimental data.

5.4.1 Simulations

We first evaluate the algorithms on simulated data, examining the performance
for different signal-to-noise ratios (SNR’s), defined as SNR = σ−2

w σ2
s , where σ2

w
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and σ2
s denote the energy of the noise and of the noise-free signal, respectively.

The performance was evaluated using the normalized root mean squared error
(nRMSE):

nRMSE(x̂) =

√√√√E

{
(x− x̂)2
x2

}
, (5.25)

where E is the expectation operator, x denotes the true parameter and x̂ an
estimate thereof. Initially, we examine a simplistic signal model, containing
only a single damped sinusoid corrupted by a zero mean white Gaussian cir-
cularly symmetric noise. The exponentially damped sinusoid has frequency
ω = 2πf , f = 0.03 Hz, damping (or spectral width) β = 0.012 Hz, and com-
plex amplitude α = 1 + i, where the initial phase is uniformly distributed on
[0, 2π). The data is sampled in blocks of 16 samples with a sampling rate of 1
Hz. The first block starts at 0 and the kth block at 26.5k. In total, 6 blocks
of data were used, giving a total of N = 96 samples. Fig. 5.1 displays the
real and imaginary part of the noise-free signal.1 We compare the proposed
algorithms with the periodogram spectral estimator and the maximum likeli-
hood (ML) estimator (see, e.g., [147]). The former method is commonly used
for estimation of damping and frequency, where the damping can be estimated
from half-width of the peak at half its height. As the data is irregularly sam-
pled, we use the least-squares periodogram (see, e.g., [148]), in the following
abbreviated as PerLS. Note that extending the ML algorithm to multiple peak
scenarios is not straightforward and, as this chapter focuses on nonparametric
spectral estimation, this algorithm will not be considered for those scenarios.
The spectra were evaluated over K = 1000 frequency grid points, and for dIAA
and ML the damping grid ranged from 0 to 0.02 in D = 101 steps. Further-
more, dIAA was iterated ten times, which empirically has been shown to be
enough to provide a good solution.

We note that one could also compare with the periodogram estimated from
averaging the sub-periodograms from each block. This implies that each peri-
odogram is estimated from only 16 samples and, as the periodogram is incon-
sistent and its performance highly depends on the number of samples used, a
large bias in the damping estimate is expected. Therefore, this approach is not
recommended and will not be further considered.

Fig. 5.4.1, Fig. 5.4.1, and Fig. 5.4.1 show the nRMSE of the frequency,
damping, and amplitude estimates, respectively, where the expectation in (5.25)
was empirically evaluated over 100 Monte-Carlo simulations. As a comparison,
the Cramér-Rao lower bound (CRB) is also displayed, showing the theoretical
lower limit for the variance of any unbiased estimator (see [166] for a reference
on the CRB for exponentially damped sinusoids).

As is seen in Fig. 5.4.1, dIAA, PerLS and ML show similar performance for
the frequency estimate, and the CRB is attained for SNR ≥ −5dB. For dBESP,
a higher SNR is needed to achieve the same performance and the CRB is not
attained until the signal is significantly stronger (SNR ≥ 5dB). For that value

1The simulation data is chosen to mimic the signal obtained by examining the explosive
RDX, excited at 5.192 MHz, using stochastic NQR spectroscopy [129; 135].
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of SNR, the nRMSE’s of dIAA, PerLS and ML become 0 due the limitation of
the frequency grid.

For the estimation of damping, as is shown in Fig. 5.4.1, dIAA shows a
large improvement over PerLS, whereas ML outperforms all the other methods.
Moreover, dBESP outperforms dIAA for SNR ≥ 5dB. The poor performance
of PerLS is mainly due to the fact that a small value of N prevents PerLS from
obtaining an accurate estimate, despite an increased SNR. Note that the limited
range of dampings we search over will give a lower limit of the nRMSE, yielding
biased dIAA estimates that appear lower than the CRB at SNR = −10dB.

In Fig. 5.4.1, we compare the performance of the amplitude estimates. As
expected, ML is optimal and attains the CRB for all SNR’s considered. For
PerLS, the amplitude is estimated using least-squares, using the frequency and
damping estimates previously obtained. Again, PerLS shows poor performance,
mainly due to the poor damping estimate. For large SNR, dBESP outperforms
dIAA, even though the difference is quite small. Intriguingly, for small SNR we
find that the nRMSE obtained by dIAA is smaller than the CRB. This is due
to the fact that the estimation of the damping is limited, as discussed above,
which will yield biased amplitude estimates.

We remark that we expect the difference in performance between dIAA
and PerLS to be even larger in a multi-peak scenario, especially for closely
spaced peaks where leakage and sidelobe effects may significantly affect the
periodogram.

Next, we examine the performance for different dampings, at SNR = 10dB.
The setting is identical to the previous one except for the damping grid that
now ranged from 0 to 0.060 in D = 61 steps, and that we now used 5 blocks of
data, giving a total of N = 80 samples.

Fig. 5.4.1, Fig. 5.4.1, and Fig. 5.4.1 display the result of the nRMSE for the
frequency, damping, and amplitude estimates, respectively, evaluated over 100
Monte-Carlo simulations. As can be seen, both ML and dBESP are approx-
imately attaining the CRB for all dampings considered at this SNR, except
for dampings larger than 0.03 Hz, where ML shows a bias in the frequency
estimate. The nonparametric methods can only compete with dBESP and
ML in the frequency estimation for dampings smaller than 0.03 Hz. Further-
more, for low dampings, the frequency estimates of dIAA, PerLS and ML have
nRMSE = 0 for reasons discussed above. For larger damping, there is hardly
any information left in the last block of data, causing problems for PerLS, and
dIAA yields better estimates than PerLS.

For the estimation of damping, shown in Fig. 5.4.1, we see that the perfor-
mance is poor for β = 0.001, which is not that surprising considering that the
true parameter is very small; indeed when estimating a parameter with the true
value of zero, one would expect the relative error to be infinitely high as long
as the variance is larger than zero. PerLS decreases its nRMSE for increasing
damping; however, this increase in performance is artificial. The damping es-
timates from PerLS are somewhat constant, no matter the true damping. As
the true damping is increasing, the estimation error decreases and PerLS shows
an improvement in nRMSE performance. For large dampings, the lack of in-
formation in the last block of data causes the performance to degrade. Again,
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Table 5.2: Table of estimates for the AN data

Method f̂ [kHz] β̂ [kHz] α̂ [×105]
dIAA 496.7 0.32 3.9− 4.5i
PerLS 496.7 0.40 3.8− 4.3i
dBESP 496.8 0.19 3.6− 0.8i
ML 496.7 0.17 3.0− 3.5i

ML and dBESP are close to attaining the CRB, showing the best performance.
In Fig. 5.4.1, the amplitude estimates are compared, and dBESP shows a

good performance attaining the CRB for all dampings considered. The non-
parametric methods show similar performance; however, they cannot compete
with dBESP. For dampings equal to 0.03 Hz and 0.04 Hz, PerLS shows a better
result than dIAA, whereas it is the other way around for the other dampings
considered.

As should be expected as the simulation data well match the assumed signal
model, the results from the simulations show that dBESP and ML outperform
the nonparametric methods; ML shows excellent performance for all SNR’s,
and for SNR larger than about 5 dB, dBESP also works well. We note that
the amplitude estimate’s relative errors using PerLS and dIAA decrease for
increasing damping, up to β = 0.04 Hz. After that the lack of information in the
signal causes a degradation in performance. Furthermore, dIAA outperforms
PerLS for smaller dampings, whereas for larger dampings the situation appears
to be the opposite. This is due to the fact that for larger dampings, the damping
estimate from PerLS is improved for reasons discussed above; therefore, due
to the improved damping estimate, the amplitude estimate is also improved.
However, for larger dampings, the frequency estimate degrades, which then also
affects the amplitude estimate.

To summarize this part: We have seen that the model-based methods have
shown excellent performance in the estimation of the parameters, whereas dIAA
has shown to be a robust nonparametric method, performing well also for
lower SNR. PerLS has shown excellent frequency estimation performance, but
greatly suffering from the few number of available samples when estimating the
linewidths.

5.4.2 Experimental Data

We proceed to evaluate the performance of the algorithms using measured
sNQR data. Two samples were used for the tests. One was 98 g of ammonium
nitrate (AN) fertilizer prills and the other was 38 g of PE4, a plastic explosive
which contains about 88% RDX as the active component. Signals were ob-
tained from the AN sample alone and from the AN and PE4 samples together.
Stochastic excitation was performed with a 511 element MLBS RF pulse train
and after each pulse 64 data points were acquired with a 20 μs dwell time.
However, to better illustrate the performance of the discussed estimators, we
will here only examine 35 out of the collected AN samples (the first four and
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last 25 samples were removed) and 48 samples of the combination of AN and
PE4 (the last 16 samples were removed). The reason for using the so-obtained
truncated data sets is to better emphasize the performance difference between
the methods; clearly, the performance difference will depend on the effective
data lengths, with larger data sets providing more accurate estimates, and thus
also reducing the performance difference between the estimates. For the AN
sample the stochastic dwell time was 1645 μs, the RF pulse widths were 20 μs
with excitation at 500 kHz and 160 mW peak-to peak RF power. For the AN
and PE4 sample together, the stochastic dwell time was 1580 μs, the RF pulse
widths were 80 μs with excitation at 499 kHz and 240 mW peak-to-peak RF
power. In both cases, the Q of the NQR detection probe was 80-90. The spec-
tra were generated using a frequency grid of K = 1000 points, and for dIAA,
the damping grid ranged from 0 to 2 kHz in 81 steps. For the AN data, the
estimates of the frequency, damping and complex amplitude for the different
methods are displayed in Table 5.2. The frequency estimates are very similar,
but the damping and amplitudes differ. As seen from the table, dBESP shows
a smaller amplitude compared to the optimal ML method, whereas dIAA and
PerLS show a slightly larger damping and amplitude estimate. Fig. 5.8 and
Fig. 5.9 show the cross-correlation domain AN data together with data mod-
eled using the estimated parameters from Table 5.2. The data modeled with
parameters estimated from dBESP appears to become out of phase due to a
biased amplitude estimate, whereas the data from dIAA and PerLS dampens
somewhat faster than the experimental data. The ML data models the data
well, as expected. From Fig. 5.10(a), we see that some artifacts are introduced
in the PerLS spectrum due to the sampling scheme. These artifacts are re-
moved in the dIAA spectrum seen in Fig. 5.10(b) and the 497 kHz peak from
AN is clearly seen. Fig. 5.11(a) and Fig. 5.11(b) display the rotated dIAA
spectrum in Fig. 5.10(b), rotated such that the frequency and the damping
become clearer. We remark that the height of the sampling scheme artifacts
depends largely on the size of the block of missing data; the larger the gap, the
larger the artifacts.

For the AN and PE4 combined sample data, the estimates of the peaks are
displayed in Table 5.3. The ML estimate is omitted for the reasons discussed
above. The AN peak is expected to be at 497 kHz and the RDX peaks at
501 kHz and 503 kHz, although the exact frequencies will depend on the tem-
perature of the sample. Fig. 5.12 displays the cross-correlation domain data
together with data modeled using the estimated parameters from Table 5.3. As
is seen, the data is quite well modeled by the PerLS and dIAA estimates in the
first two blocks, but after that the SNR becomes too low to allow for easy inter-
pretation. Fig. 5.13 and Fig. 5.14 show the spectral estimates obtained using
dIAA and PerLS. It is worth noting that the estimates contain several spurious
peaks and artifacts resulting from interference signals in the data. Further-
more, the non-uniform sampling also causes artifacts in the PerLS spectrum,
as is clearly seen in Fig. 5.13(a). As seen in the table, both dIAA and PerLS
offer accurate frequency estimates, well matching the expected frequencies of
the RDX and AN peaks. The dBESP estimates, however, seem to suffer from
a significant frequency offset for the third peak. Moreover, the estimates of
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Table 5.3: Table of estimates for the AN and PE4 combined sample data

dIAA PerLS dBESP

f̂1 [kHz] 495.8 495.8 499.0

f̂2 [kHz] 500.4 500.4 507.8

f̂3 [kHz] 502.3 502.2 522.3

β̂1 [kHz] 0.60 0.37 0.36

β̂2 [kHz] 1.08 0.86 1.43

β̂3 [kHz] 1.28 0.96 0.86
α̂1 [a.u.] (7.73− 2.08i)× 104 (6.57− 2.73i)× 104 (−6.09− 5.70i)× 104

α̂2 [a.u.] (−2.12 + 1.52i)× 105 (−2.02 + 1.71i)× 105 (−1.12 + 1.37i)× 104

α̂3 [a.u.] (1.02 + 2.01i)× 105 (1.02 + 0.82i)× 105 (−1.31 + 0.27i)× 104

the damping constants are seen to differ significantly between the methods. In
an ideal experiment, the two RDX peaks should appear symmetrical. In this
experiment, in order to excite all three peaks, a compromise has been made to
the excitation frequency, removing the symmetry. Given the earlier simulated
signals, we are inclined to trust the dIAA estimates more than the PerLS es-
timates, indicating that the latter method will underestimate the true signal
dampings.

In Fig. 5.15 and Fig. 5.16, the dIAA and PerLS spectra of a simulation of
the AN and PE4 combined data are shown. The parameters used to generate
the data were the dIAA estimates in Table 5.3, and SNR = 5 dB was used.
The spurious peaks seen in Fig. 5.13 and Fig. 5.14 are no longer there, implying
that they were, indeed, due to interference signals in the data and not created
by the sampling scheme, nor the spectral analysis methods. We note that this
simulation with multi-peak data shows that for dIAA, leakage in the damping
estimates may also occur, thus possibly causing a bias in the estimate. We
also remark on the fact that for longer data sequences, the performance of the
estimates will improve, reducing the influence of the artifacts resulting from
the non-uniform sampling. Therefore, it is reasonable to expect that the seen
performance gain of dIAA will be more pronounced for shorter measurement
sets, with the differences between the estimates diminishing as the data sets
grow.

5.5 Conclusions

In this chapter, we have derived a nonparametric iterative spectral estimation
technique, dIAA, that yields an accurate 2D spectral representation versus
frequency and damping, for arbitrarily sampled data. Furthermore, we have
proposed a parametric subspace-based method, dBESP, which gives reliable
estimates of the parameters of a sum of exponentially decaying sinusoidal com-
ponents corrupted by additive white noise. The methods have been compared
on both simulated and experimental data. In the single-peak case, the stud-
ied parametric methods ML and dBESP were shown, as expected, to outper-
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form the nonparametric methods. However, we note that dBESP is limited to
data that are sampled in blocks of regularly spaced samples. The simulations
show that among the two nonparametric methods compared in this chapter,
dIAA outperforms the least-squares periodogram, PerLS, and that the sampling
scheme can create spurious peaks in the PerLS spectrum but not in the dIAA
spectrum. For larger data sizes, however, the differences between PerLS and
dIAA are smaller and the artifacts caused by the sampling decrease, especially
when the gap between two consecutive blocks diminishes.

When the methods were applied to experimental data, dIAA produced spec-
tra where the peaks were clearly visible, whereas PerLS contained spurious
peaks or artifacts. The dIAA spectrum for a mixed sample containing both AN
and RDX also showed some spurious peaks that were due to interferences in the
data as simulations for this type of data showed no such spurious peaks. Fur-
thermore, these simulations also showed that some leakage in damping might
occur also for dIAA, possibly causing a bias in the damping estimates.

Finally, we remark on the fact that issues such as line splitting and spurious
peaks, that may affect parametric methods such as LP, have not been observed
for dIAA. Generally, all nonparametric methods will exhibit some fluctuations
in the spectral estimate due to the variance in the estimate, as well as peaks
from interference components and artifacts in the data, but this is as expected;
the method is only yielding an accurate depiction of the spectral content of the
observed data.
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Figure 5.1: (a) Real part and (b) imaginary part of a simulated FID without
noise.
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Figure 5.2: nRMSE of the frequency estimates for different SNR’s.
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Figure 5.3: nRMSE of the damping estimates for different SNR’s.
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Figure 5.4: nRMSE of the amplitude estimates for different SNR’s.

0 0.01 0.02 0.03 0.04 0.05
−26

−24

−22

−20

−18

−16

−14

−12

Damping

nR
M

S
E

 [d
B

]

dIAA
PerLS
ML
dBESP
CRB

Figure 5.5: nRMSE of the frequency estimates for different dampings at SNR =
10dB.
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Figure 5.6: nRMSE of the damping estimates for different dampings at SNR =
10dB.
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Figure 5.7: nRMSE of the amplitude estimates for different dampings at SNR =
10dB.
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Figure 5.8: (a) Real part and (b) imaginary part of the FID from the AN data
together with data generated from the estimated parameters using dIAA and
PerLS. The insets show an enlargement of the last block of data.
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Figure 5.9: (a) Real part and (b) imaginary part of the FID from the AN data
together with data generated from the estimated parameters using dBESP and
ML. An enlarged version of the last block is shown in the insets.
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Figure 5.10: (a) PerLS and (b) dIAA spectrum of AN. Note the artifacts in (a)
introduced by the sampling scheme.
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(a) dIAA, x-z view

(b) dIAA, y-z view

Figure 5.11: (a) The magnitude-frequency and (b) the magnitude-damping
views of the dIAA spectrum in Fig. 5.10.
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Figure 5.12: (a) Real part and (b) imaginary part of the FID from the sample
data containing a combination of AN and PE4, together with data generated
from the estimates in Table 5.3. The insets show an enlargement of the two
last blocks of data.
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Figure 5.13: (a) PerLS and (b) dIAA spectrum of a sample containing both
AN and RDX. Note that there are spurious peaks in both spectra but they are
particularly strong for PerLS.
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(a) dIAA, x-z view

(b) dIAA, y-z view

Figure 5.14: (a) The magnitude-frequency and (b) the magnitude-damping
views of the dIAA spectrum in Fig. 5.13.
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Figure 5.15: (a) PerLS and (b) dIAA spectrum of a simulation of data contain-
ing both AN and RDX, at SNR = 5 dB. The spurious peaks seen in Fig. 5.13(b)
are no longer there, implying that they were caused by interference signals in
the data.
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(a) dIAA, x-z view
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Figure 5.16: (a) The magnitude-frequency and (b) the magnitude-damping
views of the dIAA spectrum in Fig. 5.15.



Chapter6
Efficient Computation of the Capon and

APES Filters

T
he computation of the Capon and the amplitude and phase estimation
(APES) filters can be very time consuming. The burden lies not only in

the inversion of the sample covariance matrix, but also in the matrix multiplica-
tions. In this chapter, we propose an efficient algorithm for the computation of
the above mentioned filters, using Cholesky factorization and the fast Fourier
transform. Furthermore, we discuss and illustrate the benefits of using the
proposed algorithms in the spectral analysis of data with missing samples.

6.1 Introduction

The well-known Capon [22] and the Amplitude and Phase Estimation (APES)
[86] filters are used in a wide variety of applications, e.g., radar, telecommu-
nications, and medicine (see, e.g, [147; 158] and the many references therein).
Both filters are data-dependent adaptive filters, formed using an estimate of
the inverse data correlation matrix R−1. Evaluating the filters can be compu-
tationally demanding, especially for longer filter lengths and/or when used in
iterative schemes such as the gapped data APES (GAPES) algorithm [144; 158]
and its extension to handle damped sinusoidal data, the so-called dGAPES al-
gorithm [53].

The recent literature contains many examples of efficient evaluation of the
Capon and APES spectral estimates [11; 84; 93; 102; 160], whereas rela-
tively few examine how to form the Capon filter efficiently (however, see, e.g.,
[107; 111] and the references therein). Typically, existing approaches focus on
the time-recursive evaluation of the Capon filter. To the best of the author’s
knowledge, there is no similar work on the efficient evaluation of the APES
filter. Herein, we propose a computationally efficient non-recursive approach
for evaluating both the Capon and the APES filters, based on the fast Fourier
transform (FFT) and the efficient evaluation of the Cholesky factors of R−1.

97
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6.2 Capon and APES filters

In this section, we briefly review the Capon and APES filters. Consider N
observations of a stationary signal y(n). For a given generic frequency, y(n)
can be expressed as

y(n) = αωe
jωn + eω(n)

n = 0, 1, . . . , N − 1; ω ∈ [0, 2π), (6.1)

where αω denotes the complex amplitude of the sinusoidal component at fre-
quency ω, and eω(n) is the residual term consisting of the contribution from
all other frequencies. We stress that the frequency ω is a generic frequency,
allowing (6.1) to model a wide variety of signals. Let

ȳ(l) =
[
y(l) y(l + 1) . . . y(l +M − 1)

]T
, (6.2)

where l = 0, 1, . . . , L − 1 and L = N − M + 1, be M overlapping forward
snapshot vectors of the data {y(n)}. Arrange the snapshot vectors in the
forward snapshot matrix Y , i.e.,

Y �
[

ȳ(0) ȳ(1) . . . ȳ(L− 1)
] ∈ C

M×L (6.3)

and define the backward snapshot matrix

Ỹ � JMY cJL, (6.4)

where JP denotes the P × P exchange matrix whose antidiagonal elements
are ones and all other elements are zero. Let (·)T , (·)c, and (·)∗ denote the
transpose, the complex conjugate, and the conjugate transpose, respectively.
Introduce the P -length Fourier vector

aP (ω) = [1 ejω . . . ej(P−1)ω]T (6.5)

and define the Fourier transforms

ḡ(ω) �
1

L
Y aL(−ω) (6.6)

g̃(ω) �
1

L
Ỹ aL(−ω). (6.7)

Furthermore, we define the the forward-backward sample covariance matrix

R̂ =
1

2
( ˆ̄R + JM

ˆ̄R
T
JM ), (6.8)

where ˆ̄R is the forward-only sample covariance matrix, i.e.,

ˆ̄R =
1

L

L−1∑
l=0

ȳ(l)ȳ∗(l). (6.9)
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Then, the estimates of the Capon and the APES filters can be written as
[22; 86; 147]

ĥCap
ω =

R̂−1aM (ω)

a∗M (ω)R̂−1aM (ω)
(6.10)

ĥAPES
ω =

Q̂−1aM (ω)

a∗M (ω)Q̂−1aM (ω)
, (6.11)

where

Q̂ � R̂−G(ω)G∗(ω) (6.12)

and

G(ω) �
1√
2

[
ḡ(ω) g̃(ω)

]
. (6.13)

6.3 Fast algorithm

We proceed to derive the proposed algorithm for computation of the Capon and
APES filters. Reminiscent of [84], we define the trigonometric polynomials:

p11(ω) � a∗M (ω)R̂−1aM (ω)

p12(ω) �
1

L
a∗M (ω)R̂−1Y aL(−ω)

p13(ω) �
1

L
a∗M (ω)R̂−1Ỹ aL(−ω)

p22(ω) �
1

L2
a∗L(−ω)Y ∗R̂−1Y aL(−ω)

p23(ω) �
1

L2
a∗L(−ω)Y ∗R̂−1Ỹ aL(−ω) (6.14)

as well as the matrix

Σ(ω) �
1

2

[
p22(ω)− 2 p23(ω)
p∗23(ω) p22(ω)− 2

]
. (6.15)

Let C � [r1 . . . rM ] denote the Cholesky factor of R̂−1 such that R̂−1 =
CC∗ and let

pi(ω) = [p
(1)
i (ω) . . . p

(M)
i (ω)]T , i = 1, 2, 3, (6.16)

where

p
(m)
1 (ω) � r∗maM (ω)

p
(m)
2 (ω) �

1

L
r∗mY aL(−ω) (6.17)

p
(m)
3 (ω) �

1

L
r∗mỸ aL(−ω).
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Using these definitions, it can be shown that the Capon and APES filters can
be expressed as

ĥCap
ω = C

p1(ω)

p11(ω)
(6.18)

and

ĥAPES
ω = C ×

p1(ω)− 1
2 [p2(ω) p3(ω)]Σ−1(ω)

[
p∗12(ω)
p∗13(ω)

]
p11(ω)− 1

2 [p12(ω) p13(ω)]Σ−1(ω)

[
p∗12(ω)
p∗13(ω)

] . (6.19)

These filters can then be computed efficiently using Lemma 2 and Lemma 3
from [84]. Lemma 2 states that the products u∗Y , u∗Ỹ , Y u, and Ỹ u, where
u is an arbitrary vector of proper length, can be computed in O(N logN)
floating point operations. This should be compared with direct calculations
which require O(MN) operations.

Lemma 3 uses the fact that multiplication of trigonometric polynomials can
be seen as convolution. Consider the two arbitrary trigonometric polynomials

p(ω) = pnp−1e
iω(np−1) + pnp−2e

iω(np−2) + · · ·+ p0

q(ω) = qnq−1e
iω(nq−1) + qnq−2e

iω(nq−2) + · · ·+ q0.
(6.20)

Then, the coefficients of the polynomials

r(ω) = p∗(ω)q(ω)

= rnq−1e
iω(nq−1) + · · ·+ r0 + · · ·+ r−np+1e

iω(−np+1)

r̃(ω) = p∗(ω)q(−ω)

r̂(ω) = p∗(−ω)q(−ω) (6.21)

can be computed using O((np+nq) log(np+nq)) operations. Direct calculations
would require O((np + nq)

2 operations, see [84] for a proof.

Lemma 2 is used in two ways here. Firstly, it lets us compute R̂ in
O(MN logN) operations instead of O(M2N) which is required for direct cal-
culations. Secondly, it is used to efficiently compute the matrix multiplications
of r∗mY and r∗mỸ in (6.17). The vectors pi(ω), i = 1, 2, 3 are then retrieved
using FFTs.

The trigonometric polynomials in (6.14) and (6.15) can be efficiently com-
puted using the technique in Lemma 3, by noting that

pij(ω) =
M∑

m=1

p
(m)∗
i (ω)p

(m)
j (ω) =

M∑
m=1

p
(m)
ij (ω). (6.22)

Thus, the step-by-step procedure to compute the Capon and APES filters
is:

1. Construct the covariance matrix R̂ and compute the Cholesky factor C

of its inverse.
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2. Obtain the mth column of C and compute r∗mY and r∗mỸ using Lemma
2 in [84].

3. Use FFTs to obtain pi(ω), i = 1, 2, 3.

4. Use Lemma 3 in [84] to obtain pij .

5. Construct the numerator and dominator of the filters.

6.4 Numerical results

We will here show some results of the speed of our proposed method to compute
the Capon and APES filters, compared to the intuitive, brute force method.
Since the comparison only depends on the sample size and not on the data itself,
we used sets of randomly generated data. Furthermore, we let M = 2N/5 be
the length of the filters, and evaluated them at K = 4N frequency grid points.
Fig. 6.1 and Fig. 6.2 show the relative time taken to compute the Capon and
APES filters, respectively, for 1000 different data sets for different sample sizes,
N . Here, we also compare with the algorithm in Liu et al. [93], which is similar
to our proposed algorithmn but does not make use of Lemma 2 and Lemma
3. Instead, to evaluate the trigonometric polynomials in (6.18) and (6.19), it
directly computes C, CY and CỸ and then evaluates CaM (ω), CY aL(−ω)
and CỸ aL(−ω) by using FFTs.

In Fig. 6.1, we can see that our proposed algorithm and the Liu et al.
version perform similarly, both being around 2.3 times faster than the ordinary
Capon algorithm for N = 512 and around 6.3 times faster when N = 1024.
For the APES filter, the results can be seen in Fig. 6.2. Here, our algorithm
outperforms both the Liu et al. algorithm and the ordinary algorithm. For
N = 512, the proposed algorithm is around 6.1 times faster than the ordinary
algorithm and around 1.5 time faster than the Liu et al. version. When N =
1024 the numbers are 14.0 and 1.5, respectively.

6.5 GAPES example

We will in this section show an example where the computation of the explicit
APES filter is of significant importance: the gapped data APES (GAPES)
algorithm [144; 158] and its extension to handle damped sinusoids, termed the
dGAPES algorithm [53]. In order to do so, we need some preliminaries. Let

μ �
[

yT
2 yT

4 · · · yT
P−1

] ∈ C
(N−g)×1 (6.23)

denote the vector containing the unavailable samples, where g is the total
number of samples available. The GAPES estimator is then the solution to the
minimization problem

min
μ,{αωk

,hωk
}

K−1∑
k=0

L−1∑
l=0

∣∣∣h∗ωk
ȳl − αωk

ejωkl
∣∣∣2 s.t. h∗ωk

aωk
= 1, (6.24)
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which can be solved using cyclic minimization. The GAPES estimator can then
be formulated in the following steps (see [158] for details):

1. From the available samples, obtain an initial estimate of the APES filter,
ĥω, and the corresponding spectrum, αω.

2. Using the most recent estimates of {ĥω, αω}, obtain an estimate of the
missing samples, μ, from (6.24).

3. Using the most recent estimate of μ to fill the gaps, thereby obtaining a
full data vector y, re-estimate ĥω and αω from (6.24).

4. Repeat steps 2) and 3) until practical convergence.

In [53], this algorithm has been further developed to handle the case of gapped
damped sinusoidal data, which occurs in, e.g., stochasticly excited NQR (sNQR)
[135]. The FID can then be well modeled as a sum of m damped sinusoids cor-
rupted in noise,

y(n) =

m∑
k=1

αke
(−βk+iωk)t + ε(n), n = 0, . . . , N − 1 (6.25)

where β > 0 denotes the damping factor and ε(n) is a noise term. In this
example, we use an FID of length N = 96 where samples 33-64 are considered
missing. The data is mimicking the response from the explosive TNT cor-
rupted by zero-mean circularly symmetric complex white Gaussian noise with
power σ2

w. The signal-to-noise ratio, defined as (noise-free signal power)/(noise
power), is 20 dB. Table 6.1 contains the details of the parameters of signal
model. In Fig. 6.3, we show the spectrum of the available-only data, computed
using the Capon method modified to handle damped sinusoidal data, the so-
called dCapon spectrum (see [150] for details on the method). The spectrum is
generated inK = 2048 frequency points and 101 equally spaced damping points
in the interval [0, 0.05], using a filter length M = 38. Using only the available
data, we see that the spectrum has a very poor resolution in damping. If we
instead first reconstruct the missing samples, using the dGAPES algorithm,
so that we can compute the dCapon spectrum from 96 samples, we obtain
the spectrum in Fig. 6.4. When reconstructing the data, we used M = 12 in
the initialization phase and then M = 38. We evaluated the spectrum over
K = 512 frequency grid points and 101 equally spaced damping points in the
interval [0, 0.05]. As can be seen from Fig. 6.4, the gain in resolution by first
reconstructing the missing samples is significant. Since the APES filter is ex-
plicitly computed once for each damping grid point, for every repetion in the
reconstruction procedure, the need for efficient computation is crucial.

6.6 Conclusions

In this chapter we have presented fast algorithms for computing the Capon and
APES filters, based on efficient multiplication of matrices and trigonometric
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Table 6.1: Estimates of the sNQR parameters for monoclinic TNT (k denotes
the peak number)

k 1 2 3 4 5
ωk (rad/s) 1.93 0.62 0.11 -0.089 -0.78
βk (1e-2) 4.01 1.28 1.22 1.92 2.07
|αk| 5.64 2.98 6.83 12.16 9.73

∠αk (rad) -0.17 2.52 -2.71 -2.29 -0.70

polynomials, using FFTs. We have, using numerical examples, showed that
our proposed algorithms perform better than, or as good as, the current state-
of-the-art algorithms. We have also showed an example where the APES filter
is explicitly used, namely the dGAPES algorithm.
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Figure 6.1: Comparison of the complexity, i.e., computing-time, of the Capon
filter using the ordinary, intuitive algorithm, the Liu et al. algorithm, and our
proposed efficient algorithm for different sample sizes, N .



6.6. Conclusions 105

32 128 256 512 1024
10−4

10−3

10−2

10−1

100

101

102

N

R
el

at
iv

e 
co

m
pl

ex
ity

Ordinary APES algorithm
Proposed efficient algorithm
Liu et al. algorithm

Figure 6.2: Comparison of the complexity, i.e., computing-time, of the APES
filter using the ordinary, intuitive algorithm, the Liu et al. algorithm, and our
proposed efficient algorithm for different sample sizes, N .
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Figure 6.3: The dCapon spectrum of original data.
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Figure 6.4: The dCapon spectrum of data reconstructed using the dGAPES
reconstruction method.





Chapter7
Detection of Liquid Explosives

I
n this work, we present a novel method for non-invasive identification of liq-
uids, for instance to allow for the detection of liquid explosives at airports

or border controls. The approach is based on a nuclear magnetic resonance
technique with an inhomogeneous magnetic field, forming estimates of the liq-
uid’s spin-spin relaxation time, T2, and diffusion constant, D, thereby allowing
for a unique classification of the liquid. The proposed detectors are evaluated
using both simulated and measured data sets.

7.1 Introduction

On August 10, 2006, the British authorities announced that they had foiled an
attempted terrorist attack aimed at blowing up airplanes using liquid explo-
sives. The use of liquid explosives immediately caused worldwide restrictions
on the allowed amount of liquids in carry-on luggage. Airport security can
detect several forms of solid explosives, for instance using X-rays, metal detec-
tors, and chemical sensors (see, e.g., [125] for a review on the topic). However,
liquid explosives can be both odourless and clear, closely resembling water,
making them exceedingly difficult to separate from typically allowed fluids,
such as water or alcohol. Furthermore, liquid explosives can be so-called bi-
nary, or two-part, explosives, resulting from the reaction of two non-explosive
substances that are easier to transport and/or harder to detect. An example
of such a binary explosive is ANNM, formed by the mixing of nitromethane
(easily acquired in the local drugstore) and ammonium nitrate. The resulting
explosive was, for example, used in the Oklahoma City bombing in 1995. The
current travel restrictions are insufficient for these forms of explosives; one ter-
rorist may bring the nitromethane, a second the ammonium nitrate, mixing
them after passing security or onboard the airplane. Even restricted to the
allowed amounts, the resulting explosive could cause severe fatal consequences.
This work aims at developing a novel approach to classify liquids, thus allow-
ing for a reliable detection of liquid explosives or liquids that can be used to

109



110 7. Detection of Liquid Explosives

form such explosives.1 We exploit a non-invasive nuclear magnetic resonance
(NMR) technique with an inhomogeneous magnetic field, forming the exciting
radio frequency (RF) pulses into a Carr-Purcell-Meiboom-Gill (CPMG) se-
quence [23; 100]. This technique has previously been succesfully applied both
for the detection of liquid explosives [17; 18; 82] and in related problems such
as oil well logging and drilling [25]. Typically, in the detection of hazardous
substances, the signals resulting from the CPMG sequences were used to form
estimates of the spin-lattice relaxation time, T1, and the spin-spin relaxation
time, T2, using these time constants, in combination with other sensors, to clas-
sify the liquid [17; 18; 82]. Herein, different from the work in [17; 18; 82], we will
instead use the resulting signals to form estimates of the spin-spin relaxation
time, T2, and the diffusion constant, D. To the best of the author’s knowl-
edge, a liquid’s (T2, D)-pair allows for a unique identification of the substance,
thereby enabling the differentiation between, e.g., ordinary bottled water and
nitromethane. In comparison with the approach used by Dr. Burnett and co-
workers, the proposed technique allows for a faster classification since only T2,
and not T1, is measured. In earlier works, such as [17; 18; 82], the effect of
diffusion on the relaxation is assumed sufficiently small to be neglected. This
assumption might not hold if the strength of the natural magnetic field is sud-
denly increased, e.g., if the sample contains metal. The technique proposed
herein estimates the diffusion effect and makes use of it in the classification,
thereby allowing for a more reliable classification.

7.2 Data Model

The signal resulting from the exciting CPMG sequence can be well modelled
as the real-valued sequence [18; 156]:

y(n) = I0 exp{nβ(τ,G)}+ w(n), n = 1, ...N, (7.1)

where w(n) denotes an additive noise sequence,

β(τ,G) = −
(

2τT−1
2 +

2

3
γ2

HG
2Dτ3

)
, (7.2)

G = Ga +Gm, with I0 denoting the magnetisation of the spin system without
any relaxation or diffusion effect, τ the time between the RF pulses, Ga the
applied magnetisation, Gm the natural magnetic field, and γH the gyromag-
netic ratio of hydrogen. Of these, γH = 26.75 × 107, whereas τ and Ga are
user parameters. The natural magnetic field, Gm, is also unknown as it may
vary substantially between different experiments if the setup is changed or, for
example, the sample contains traces of metal. Furthermore, I0 will typically

1Often, one is primarily interested in determining if the substance is either hazardous or
benign. In general, such a classification is easier than the more general problem examined
here.
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vary between experiments and should be treated as unknown2. The problem
of interest is thus: given y(n), with Ga, τ and γH known, estimate T2 and D.
For sufficiently high signal-to-noise ratio (SNR), the additive noise in (7.1) can
be neglected, allowing for the estimation of I0 using the expression

ln I0 = ln y(n)− β(τ,G)n, (7.3)

suggesting the estimate

ln Î0 =
1

N

N∑
n=1

[ln y(n)− β(τ,G)n]

= ỹ − β(τ,G)
N + 1

2
, (7.4)

where ỹ � 1
N

∑N
n=1 ln y(n). By incorporating the modelling errors in the noise

process w̃(n), and by expanding (7.1), using the estimate in (7.4), we obtain

ln y(n) = nβ(τ,G) ln I0 + w̃(n)

= ỹ +

[
n− N − 1

2

]
β(τ,G) + w̃(n), (7.5)

which, expressed in vector form, suggests the least squares (LS) estimate of
β(τ,G):

β̂(τ,G) =
12

N(N + 1)(N − 1)

N∑
n=1

(
n− N + 1

2

)
ln y(n). (7.6)

Using the obtained β̂(τ,G) estimate, we now proceed to examine ways to esti-
mate the spin-spin relaxation time, T2, and the diffusion constant, D.

7.2.1 The Rooting Algorithm (RA)

Assume that three measurements series are available, obtained by varying both
Ga and τ pairwise. Denote the decay of these data series

βij = −2τiT
−1
2 − 2

3
γ2

HDG
2
jτ

3
i ; i, j = 1, 2 (7.7)

Gj = Ga,j +Gm. (7.8)

To find T2, we use the two data series that have the same Ga but different τ .
First rewrite (7.7) as

−2

3
γ2

HDG
2
j =

(
βij + 2τiT

−1
2

)
/τ3

i . (7.9)

2We note that in an ideal experiment, even for different τ values, I0 can be expected to be
constant. However, even small temperature variations and/or magnetic field drifts over time
will cause it to be different with different τ values. Furthermore, for different Ga, I0 can be
significiantly different due to temperature effect related to current heating in the gradient
coils.
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For data series with equal Ga, we have

β11 + 2τ1T
−1
2

τ3
1

=
β21 + 2τ2T

−1
2

τ3
2

, (7.10)

so that an estimate of T2 can be obtained as

T̂2 =

[
β11τ

3
2 − β21τ

3
1

2(τ3
1 τ2 − τ1τ3

2 )

]−1

. (7.11)

For the estimation of D, we use the two data series that have equal τ but
different Ga. Let

β̃ = βi1 − βi2 = −2

3
γ2

HDτ
3
i

(
G2

1 −G2
2

)
= −2

3
γ2

HDτ
3
i G̃a

(
Ḡa +Gm

)
, (7.12)

where

G̃a = Ga,1 −Ga,2 (7.13)

Ḡa = Ga,1 +Ga,2. (7.14)

Solving (7.12) for Gm yields

Gm = −1

2

(
β̃

2
3γ

2
HDτ

3
i G̃a

+ Ḡa

)
. (7.15)

Inserting (7.15) in (7.7), we obtain c2D
2 + c1D + c0 = 0, where

c2 �

(
G2

a,j −Ga,jḠa +
1

4
Ḡ2

a

)
2

3
γ2

Hτ
3
i (7.16)

c1 � 2τiT
−1
2 − βij +

β̃
(

1
2 Ḡa −Ga,j

)
G̃a

(7.17)

c0 �
β̃2

4 2
3γ

2
Hτ

3
i G̃

2
a

. (7.18)

Solving this second order equation yields two different roots; to decide which
of the roots to use, we compare the Euclidian distance of the resulting (T̂2, D̂)-
pair, using T̂2 from (7.11) and D̂ from each root, with the known (T2, D)-pairs of
the substances of interest. The estimate of D is selected as the root minimizing
this distance.

7.2.2 The Weighted Searching Algorithm (wSA)

As an alternative, we also consider an algorithm that estimates the unknown
parameters using a nonlinear search. Let θ =

[
T−1

2 , D,Gm

]
denote the un-

known parameters. These are then estimated using a weighted least-squares
(WLS) approach:

θ̂ = arg min
θ

K∑
k=1

[
β̂k − βk

]2
wk, (7.19)
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with β̂k obtained from (7.6) and βk defined as in (7.2). An intuitive way of
determining the weights, wk, is to use the inverse of the Cramér-Rao lower
bound3 (CRLB) of the βk estimate. Doing so, larger credit will be given to

β̂k’s obtained by setting the user parameters τ and Ga such that the estimate
gets lower variance. To formulate the CRLB, we will here assume that w̃(n)
can be modelled as a zero mean white Gaussian process with variance σ2. As
shown in Appendix A, the resulting weights are then formed as

wk = [CRLB(βk)]−1 =
I2
0r

2P (r)

(1− rN )(1− r)3 , (7.20)

where
P (r) = 1−N2rN−1 + 2(N2 − 1)rN −N2rN+1 + r2N (7.21)

and r � e2βk .4

7.3 Numerical Examples

We examined the performance of the proposed classifiers, generating simu-
lated nitromethane data according to the model (7.1) with T2 = 3.35 s and
D = 2.62 × 10−9m2s−1. The user parameters τ and Ga were distributed uni-
formly in the intervals5 [1, 20]ms and ±[1, 5]A, respectively. The sign of Ga

was also chosen randomly. The natural magnetic field, Gm, and the initial
magnetization, I0, were set to 11× 10−4 T/m and 800, respectively. The data
was corrupted with zero-mean white Gaussian noise with power σ2

w. The SNR
was defined as SNR = σ2

sσ
−2
w , where σ2

s denotes the power of the noise-free
signal. A total number of 105 Monte-Carlo simulations were performed. From
each simulation, the estimates of D and T2 were computed and compared with
the true values using the normalized mean squared error:

nMSE =
1

N

N∑
n=1

(
x− x̂n

x

)2

, (7.22)

where x is the true parameter, x̂n is an estimate thereof from the nth simula-
tion, and N is the number of simulations. Furthermore, if |Ga,i −Ga,j | < εGa

,
i, j = 1, 2, 3, i 	= j, where εGa

= 0.001, the parameters were redrawn. Simi-
larly for τ with ετ = 0.001 and for β with εβ = 0.001. This since β’s that are
too similar in the three measurement series will cause failure of the estimation
algorithms. For wSA, the lower limits of the search region for T2, D and Gm

were set to 0.1 s, 1× 10−9m2s−1, and 1× 10−4 T/m, respectively, whereas the
upper limits were 6 s, 5 × 10−9m2s−1, and 20 × 10−4 T/m, respectively. As
initial values of the search we used 0.5 s, 2 × 10−9m2s−1, and 10 × 10−4 T/m,

3The CRLB is a theoretical lower limit for the variance of an unbiased estimator. See,
e.g., [76; 147] for further details.

4We note that the noise variance has been removed from the weight since a pure scaling
will not change the result.

5The transformation from A to T/m of Ga is done by multiplication with 47.15 ×
10−4 T/(Am).
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Table 7.1: (T2, D)-pairs for different substances

Nbr Liquid T2 (s) D (10−9m2s−1)
1 Oxygen free water	 3.60 2.30
2 Ethanol	 3.5 1.08
3 Acetone 3.00 4.25
4 Methanol	 8.0 2.42
5 Benzene	 19 2.21
6 Acetic acid	 3.8 1.08
7 Cyclohexane	 6.5 1.42
8 Toluene	 12.5 2.27
9 Tap water (London) 2.24 2.37
10 Semi-skimmed milk 0.17 2.16
11 Liquid soap 1.70 1.96
12 Nitromethane 3.35 2.62

�The values of T2 and D for these substances have not been verified

in our experiments and have to be considered approximative.

respectively. The values were chosen so that the T2- and D-values (see Table
7.1) of the substances of interest, together with the likely values of Gm, were
comprised in the search region. The results of the simulations are shown in
Fig. 7.1(a) and Fig. 7.1(b). As can be seen in Fig. 7.1(a), wSA outperforms
RA for lower SNR, whereas RA works best for larger SNR.

We proceed to compare the algorithms in terms of probability of correct
classification. Again, we generated simulated nitromethane data and added
noise, but the user parameters were fixed and set to τ1 = τ3 = 16ms, τ2 =
10ms, Ga,1 = Ga,2 = 1.6A andGa,3 = 2.0A for RA; for wSA we set τ1 = 16ms,
τ2 = 14ms, τ3 = 10ms, Ga,1 = 1.6A, Ga,2 = 2.0A, and Ga,3 = −1.6A.
The same boundaries and initial values as in the MSE study were used. The
algorithms were evaluated using 5000 Monte-Carlo simulations. The results can
be seen in Fig. 7.2 and we see that wSA was able to give correct classification
in 100% of the trials for an SNR of 40 dB and higher, whereas RA does this
for an SNR of 50 dB and higher. For low SNR the probability of giving correct
classification is poor for both algorithms, even though the chance is higher for
wSA.

Finally, we evaluate the algorithms on data measured in the laboratory
using tap water, obtained with τ = 10, 12, 18, 20ms for Ga = 1.6,−1.6, 2.0A,
a total of 12 series. Taking three different series out of these 12, permuted
such that the requirements of RA were fulfilled, we performed 72 trials. The
results can be see in Fig. 7.3, were the performance of wSA on the same series
is displayed. Interestingly, we note that RA is able to correctly classify 98.6%
of the trials whereas wSA only does it in 40.3% of the trials, exhibiting an
apparent bias. The reasons for this is a topic of further study.
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Figure 7.1: Normalized MSE of the estimation of (a) T2, and (b) D when the
user parameters are drawn from a uniform random distribution.
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Figure 7.2: Probability of correct classification versus SNR for nitromethane.
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Chapter8
Fast and Robust in Vivo T1-Mapping

I
n this chapter, a robust methodology for in vivo T1-mapping is presented.
The approach combines a gold standard scanning procedure with a novel fit-

ting procedure. Fitting complex data to a general five-parameter model ensures
accuracy and precision of the T1-estimation. A reduced-dimension nonlinear
least-squares method is proposed. This method turns the complicated multi-
parameter minimization into a straightforward one-dimensional search. As the
range of possible T1-values is known, a global grid search can be used, en-
suring that a global optimal solution is found. When only magnitude data is
available, the algorithm is adapted to concurrently restore polarity. The per-
formance of the new algorithm is demonstrated in simulations and phantom
experiments. The new algorithm is as accurate and precise as the convention-
ally used Levenberg-Marquardt algorithm but much faster. This gain in speed
makes the use of the general model viable. In addition, the new algorithm
does not require initialization of the search parameters. Finally, the method-
ology is applied in vivo to conventional brain imaging and to skin imaging.
T1-values are calculated for white matter and gray matter at 1.5 T and for
dermis, hypodermis, and muscle at magnetic fields of 1.5 T, 3 T, and 7 T.

8.1 Introduction

The T1 parameter is an intrinsic MR property of tissue, and mapping T1 in
vivo is useful in several ways. First, knowledge of T1 helps in optimizing the
MR protocol, e.g., by setting the Ernst angle1 appropriately. In addition, it
provides a tool to evaluate contrast uptake, blood perfusion and volume, as well
as disease progression during a longitudinal study. Furthermore, it is often
desirable to compare T1-measurements across subjects and across scanners.
While there are many techniques for T1-mapping [79], there is also a wide

1The Ernst angle is the flip angle which gives the maximal signal when using a sequence
with short repetition time.
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range of reported T1-values in tissue [155], an inconsistency that raises the
issue of reproducibility and standardization.

The gold standard for T1-mapping was developed from NMR experiments
performed in the late 1940s [32; 59]. The method is known as inversion recovery
T1-mapping (IR), and consists of inverting the longitudinal magnetization Mz

and sampling the MR signal as it recovers with an exponential recovery time
T1.

Different models have been used for T1-mapping [79]. With all models, the
fit is traditionally performed using a Levenberg-Marquardt (LM) algorithm
[13]. Many methods have been proposed to speed up the scanning and fitting
procedures, at the expense of accuracy and precision.

In this chapter, we first justify the need for a four-parameter model when
accurate T1-mapping is desired. We show that this model is equivalent in
terms of mean squared error (MSE) of the T1-estimation to a more general five-
parameter model. We propose to solve a nonlinear least-squares (NLS) problem
to fit complex data to the five-parameter model. The problem is reduced to
a search over one dimension, which substantially decreases the computational
complexity. When only magnitude data is available, the algorithm is adapted to
concurrently restore polarity. We perform Monte-Carlo simulations to compare
the proposed algorithms to the conventional LM algorithm and to evaluate the
influence of signal-to-noise ratio (SNR) on fitting performance. We then define
a robust methodology for in vivo T1-mapping. The method is validated with
phantom scans and applied to brain and skin imaging.

8.2 Theory

8.2.1 Models

Let us recall the signal equations for the gradient-echo inversion recovery (GRE-
IR) and spin-echo inversion recovery (SE-IR) sequences. We first consider the
GRE-IR sequence {θ1 — TI — θ2 — (TR− TI)}, where θ1 and θ2 are the RF
pulses, typically prescribed as 180◦ and 90◦, respectively; TI is the inversion
time; and TR the repetition time. If we assume instantaneous pulses, perfect
spoiling of Mxy after θ1, and no off-resonance effects, then [57]

Mz = M0
1− cos(θ1)e

−TR
T1 − [1− cos(θ1)] e

−TI
T1

1− cos(θ1) cos(θ2)e
−TR

T1

. (8.1)

Similary, for a SE-IR sequence {θ1 — TI — θ2 — TE/2 — θ3 — (TR − TI −
TE/2)}, where θ3 is prescribed as 180◦, and TE is the echo time, if the same
assumptions are made, then [78]

Mz = M0×

1− cos(θ1) cos(θ3)e
−TR

T1 − cos(θ1) [1− cos(θ3)] e
−

TR−TE
2

T1 − [1− cos(θ1)] e
−TI

T1

1− cos(θ1) cos(θ2) cos(θ3)e
−TR

T1

.

(8.2)
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Therefore, for both sequences, sampling the magnetization Mz at different
inversion times TIn leads to the following data equation for the received signal:

S(TIn) = KMz = eiφ
(
ra + rbe

−TIn
T1

)
, (8.3)

where

ra =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩
|K|M0

1−cos(θ1)e
−
TR
T1

1−cos(θ1) cos(θ2)e
−
TR
T1

for GRE-IR,

|K|M0
1−cos(θ1) cos(θ3)e

−
TR
T1 −cos(θ1)[1−cos(θ3)]e

−

TR−TE
2

T1

1−cos(θ1) cos(θ2) cos(θ3)e
−
TR
T1

for SE-IR,

(8.4)

rb =

⎧⎪⎨
⎪⎩
− |K|M0

1−cos(θ1)

1−cos(θ1) cos(θ2)e
−
TR
T1

for GRE-IR,

− |K|M0
1−cos(θ1)

1−cos(θ1) cos(θ2) cos(θ3)e
−
TR
T1

for SE-IR,
(8.5)

and φ ∈ [−π, π) is the phase of K, which has contributions from T2 (SE–IR)
or T ∗2 (GRE-IR) and coil sensitivity. The model in (8.3) therefore has four
real-valued unknown parameters: φ, ra, rb, and T1.

However, we can also generalize the model in (8.3) to

S(TIn) = a+ be−
TIn
T1 , (8.6)

where a and b are now complex parameters. This model has five unknown real-
valued parameters: Re{a}, Im{a}, Re{b}, Im{b}, and T1, where Re{x} and
Im{x} denote the real part and imaginary part of x, respectively. As expected,
(8.6) reduces to (8.3) with a = eiφra and b = eiφrb if a and b are assumed to
have the same phase φ.

Sampling the magnetization at three time points provides six equations,
which are sufficient for T1-estimation. More time points are often used to
improve the quality of fit over the range of expected T1-values.

Furthermore, (8.1) and (8.2) can be simplified to a different four-parameter
model if TR� T1,

S(TIn) = c
(
1− [1− cos(θ1)] e

−TIn
T1

)
, (8.7)

or to a three-parameter model if TR� T1 and θ1 = 180◦,

S(TIn) = c
(
1− 2e−

TIn
T1

)
, (8.8)

where c is complex-valued.
A drawback with using (8.7) instead of (8.3) or (8.6) is that it assumes

TR � T1 and perfect knowledge of TIn. TIn is usually defined as the time
between the middle of the inversion pulse θ1 and the middle of the imaging
pulse θ2. However, inversion is not complete until the end of the inversion
pulse. This systematic error is not a problem in (8.3) or (8.6), as it is absorbed
in the parameter rb or b. Another drawback of (8.7) is that the limited range of
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the cosine function introduces a bias in the estimation of θ1, which is an issue
for θ1 close to 180◦ in the presence of noise or imperfections [155].

The three-parameter model in (8.8) is attractive since the LM fitting proce-
dure is much faster when the number of parameters is reduced. Furthermore,
the variance of the estimate of T1 is usually expected to decrease [27; 95; 161].
However, beyond the requirement that TR � T1, the three-parameter model
assumes a perfect inversion pulse (180◦), an assumption that is rarely valid.
Even if an adiabatic RF pulse is used, the effective flip angle will depend on
both T1 and T2 [35]. In addition, transition bands of the inversion profile are
often partially included in the imaging slice to enable multi-slice imaging, and
the effective flip angle should be taken as the integral of the inversion profile
over the slice thickness. Using the three-parameter model, imperfections in the
inversion profile can result in significant T1-variations [78; 169]. Adiabatic RF
pulses should still be preferred; even if they do not provide a perfect 180◦, they
get as close as possible to it and, therefore, maximize the available dynamic
range and hence the SNR.

With these considerations in mind, we focus on the four- and five-parameter
models in (8.3) and (8.6). Interestingly enough, the Cramér-Rao Lower Bounds
(CRLB)2 of the T1-estimate obtained using the four-parameter model in (8.3)
and using the five-parameter model in (8.6) are identical (cf. Appendix B).
Consequently, the variances of the T1-estimate from these two models are ex-
pected to be very similar.

8.2.2 Fitting Procedures

Specific fitting procedures were derived for handling complex data and mag-
nitude data. For complex data, the use of the five-parameter model in (8.6)
allows the derivation of a fast fitting procedure. Monte-Carlo simulations then
show that the proposed algorithm reaches the CRLBs, so the phase constraint
on a and b does not decrease MSE of the T1-estimation. For magnitude data,
the phase constraint in 8.3) is needed to restore polarity.

Complex Data

If complex data is available, (8.6) can be used directly. The unknown parame-
ters a ∈ C, b ∈ C, and T1 ∈ R can be estimated as the minimizers of the fitting
criterion

J1 =

N∑
n=1

∣∣∣S(TIn)−
(
a+ be−

TIn
T1

)∣∣∣2 , (8.9)

where N is the number of sampling points. Equation (8.9) is traditionally
solved using the LM algorithm, which requires a five-dimensional search with
proper initialization. The fit is therefore computationally demanding. In this
work, we instead propose a reduced-dimension NLS (RD-NLS) approach to

2The CRLB gives an expression, asymptotically in SNR or number of samples, for the
minimum variance of an unbiased parameter estimate [147].



8.2. Theory 123

solve (8.9) [147], which allows for a separation of the unknown variables in J1.
The estimates are then obtained as (see Appendix C for details)

T̂1 = arg max
T1

|Γ(T1)|2
Ψ(T1)

, (8.10)

b̂ =
Γ(T̂1)

Ψ(T̂1)
, (8.11)

â =
1

N

(
N∑

n=1

S(TIn)− b̂
N∑

n=1

e
−TIn

T̂1

)
, (8.12)

where

Γ(T1) =

N∑
n=1

e−
TIn
T1 S(TIn)− 1

N

(
N∑

n=1

e−
TIn
T1

)(
N∑

n=1

S(TIn)

)
, (8.13)

Ψ(T1) =

N∑
n=1

e−
2TIn
T1 − 1

N

(
N∑

n=1

e−
TIn
T1

)2

. (8.14)

T1 is therefore obtained through a one-dimensional (1D) search, and the re-
maining parameters are given in closed form.

We remark on the fact that we could use a similar approach for the model
in (8.3), but the necessary calculations and the resulting algorithm are more
involved than those corresponding to the model in (8.6). Owing to this reason,
and to the fact that there is no statistical performance gain associated with
using the model in (8.3) compared to the use of the model in (8.6), we will not
pursue the idea of getting an RD-NLS algorithm for the model in (8.3).

Magnitude Data

If only magnitude data is available, (8.3) becomes

y(TI) � |S(TI)| =
∣∣∣ra + rbe

− TI
T1

∣∣∣ , (8.15)

leaving us with three unknowns: ra ∈ R, rb ∈ R, and T1 ∈ R. Using the
model in (8.15) to estimate the unknowns is undesirable since the minimization
criterion would not be differentiable everywhere. A remedy for this would be to
use the square of the data, yielding the following NLS minimization criterion:

J2 =

N∑
n=1

[
y2(TIn)−

(
ra + rbe

−TIn
T1

)2
]2

. (8.16)

Regrettably, there is no straightforward derivation of an RD-NLS approach

to solve (8.16). However, as we assume ra + rbe
− TI

T1 to be a monotonically
increasing function in TI (cf. (8.4) and (8.5)), we instead propose a technique
that combines polarity restoration, a method commonly used to to preserve
noise statistics [3; 12; 45; 103], and the RD-NLS approach in Sec. 8.2.2. The
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estimation method, termed RD-NLS with polarity restoration (RD-NLS-PR),
is outlined as follows.

Let the sign-shifting function γ be defined as

γτ (TI) =

{
1 if TI > τ ,

−1 if TI ≤ τ ,
(8.17)

where τ is a threshold such that

ra + rbe
− τ

T1 = 0. (8.18)

Estimates of ra, rb, T1, and τ can then be found as the minimizers of the
following fitting criterion:

Jτ =
N∑

n=1

[
γτ (TIn)y(TIn)−

(
ra + rbe

−TIn
T1

)]2
. (8.19)

To solve this problem, we propose to first minimize (8.19) for a fixed τ = τ0 <
TI1, assuming that TI1 < TI2 < · · · < TIN . This provides estimates of the
remaining unknowns (T1, rb, and ra), which are used to compute the residual
Jτ0 . Next, let τ = τ1 = TI1 and compute estimates of the remaining unknowns
and the corresponding residual Jτ1 . This procedure is repeated a total of N
times and the residuals are stored in a vector:

Jτ =
[
Jτ0 , · · · , JτN−1

]
. (8.20)

The global minimizers of (8.19) are then found as the parameters that give the
smallest residual Jτ and we obtain the following estimates (see Appendix C for
details):

τ̂ = arg min
τ

Jτ , (8.21)

T̂1 = arg max
T1

[Γmag(T1|τ̂)]2
Ψ(T1)

, (8.22)

r̂b =
Γmag(T̂1|τ̂)

Ψ(T̂1)
, (8.23)

r̂a =
1

N

(
N∑

n=1

γτ̂ (TIn)y(TIn)− r̂b
N∑

n=1

e
−TIn

T̂1

)
, (8.24)

where

Γmag(T1|τ̂) =

N∑
n=1

e−
TIn
T1 γτ̂ (TIn)y(TIn)−

1

N

(
N∑

n=1

e−
TIn
T1

)(
N∑

n=1

γτ̂ (TIn)y(TIn)

)
, (8.25)

and Ψ is defined in (8.14). The RD-NLS-PR method thus requires minimizing
(8.19) N times, i.e., N 1D searches over T1. Solving (8.19) using the LM
algorithm requires N 3D searches, a computationally demanding task [103].
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Grid Search

Using the RD-NLS and RD-NLS-PR approaches proposed here, an estimate of
T1 can be found through a 1D search. Estimates of the other unknowns are
then obtained in closed form, from (8.11) and (8.12) or (8.23) and (8.24). This
should be compared with the traditional LM algorithm fit, where the search has
to be performed over five dimensions (using (8.6)), over four dimensions (using
(8.3)), or over three dimensions (using (8.3) with magnitude data). There are
many algorithms for solving the 1D search problem in (8.10); e.g., Newton’s
method and steepest descent [15]. However, as we know the range of possible
T1-estimates, a global grid search can be used. Doing so, there is no need
for initialization, and the global optimum is always found. Furthermore, a
resolution for T1 of 1 ms is sufficient [103]. We typically searched over T1 =
{1, . . . , 5000}ms, a range that can be reduced if a priori information is available.

8.3 Methods

The novel fitting algorithms were compared to conventional LM algorithms in
terms of accuracy and speed. The influence of SNR was also investigated. A
robust scanning procedure was then defined. Phantom scans were used to vali-
date the proposed T1-mapping methodology, and in vivo scans were performed.

8.3.1 Simulations

Validation of the NLS Algorithms

To compare the conventional LM algorithm and the proposed RD-NLS algo-
rithms, simulations were performed. The data was generated according to (8.1),
to which circularly Gaussian-distributed, zero-mean, white complex noise with
variance σ2

n was added. The parameters were set to σn = 0.03, θ1 = 172◦,
θ2 = 90◦, TI = [50 400 1100 2500] ms [106; 170], TR = 2550 ms, T1 = 263 ms,
and M0 = 1. T1 was then estimated from 20,000 Monte-Carlo simulations, us-
ing the RD-NLS and LM algorithms. For the complex data, the LM algorithm
was used with both the four-parameter model in (8.3) and the five-parameter
model in (8.6). To initialize the LM algorithms, T1 was set to 500 ms and
the remaining parameters as follows. When fitting the parameters to com-
plex data, with the five-parameter model in (8.6), we had a(0) = S(TIN ) and
b(0) = −2a(0); i.e., to initialize a and b, we assumed full recovery of the magne-
tization at the longest sampling point TI. With the four-parameter model in
(8.3), we did a small change of variables, and used the LM algorithm to fit the
data to the following model:

S(TI) = c
(
1− ke− TI

T1

)
, (8.26)

i.e., c � eiφra and k � −rb/ra. The LM fit with (8.26) was then initialized by
setting c(0) = S(TIN ) and k(0) = 2. When fitting the parameters to magnitude

data, we let r
(0)
a = y(TIN ), and r

(0)
b = −2r

(0)
a . The LM fit was performed using

both (8.16) directly and the polarity restoration method.
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Influence of SNR

As can be seen from the models in 8.1) and (8.2), the SNR of the acquired
signal decreases as T1 increases. In order to see how this decrease in SNR
impacts the precision of the T1-estimation, we performed Monte-Carlo simu-
lations. The same parameters as in Sec. 8.3.1 were used and 10,000 different
noise realizations were simulated for each true T1 considered.

We also simulated data with different σn and computed the root mean
squared error (RMSE) of the T1-estimates. 10,000 Monte-Carlo simulations
were performed with the same parameters as in Sec. 8.3.1.

8.3.2 Imaging Protocol

Two sequences were used: a product 2D SE-IR sequence and a 2D GRE-
IR sequence that we implemented. Both sequences feature the same 8.64 ms
Silver-Hoult adiabatic inversion pulse [124]. GRE-IR offers a shorter TE than
SE-IR, which can be beneficial for imaging short-T2 species. With GRE-IR,
a fractional echo was used to minimize TE and magnitude only images were
reconstructed using a homodyne method [105].

With all T1-mapping methods, several considerations should be kept in
mind. Partial volume effects are a concern for in vivo experiments [113]. Mag-
netization transfer affects the longitudinal relaxation, especially in multi-slice
T1-measurements, but for most sequences the effect is small [155]. Finally, T1

increases with temperature by 2-3% per degree Celsius [85; 104]. This is usually
not a concern for in vivo imaging of healthy volunteers when the core temper-
ature is stable (37◦C). However, for phantom and ex vivo imaging, controlling
temperature is essential.

Phantom Scans

First, experiments were performed with a 1.5 T GE scanner (GE Healthcare,
Milwaukee, WI, USA) on a loading phantom. The GRE-IR sequence and the
SE-IR sequence were used successively. The ambient temperature was mea-
sured at the beginning and at the end of each scan. A birdcage head coil
and the following parameters were used [161]: TR = 2550 ms, TE = 14/7 ms
(SE/GRE), TI = [50, 400, 1100, 2500] ms, bandwidth (BW) = ±32 kHz, Field-
of-View (FOV) = 15 × 15 cm2, slice thickness = 2 mm, and matrix size =
128× 128.

Brain Imaging

Our methodology was then applied to brain T1-mapping of a healthy volun-
teer at 1.5 T. We complied with the regulations of our institution’s human
ethics committee. We acquired three slices using the SE-IR sequence, a bird-
cage head coil, and the following parameters: TR = 2550 ms, TE = 10 ms,
TI = [50, 400, 1100, 2500] ms, BW = ±32 kHz, FOV = 24 × 18 cm2, slice
thickness = 5 mm, and matrix size = 128× 128. Each scan took 4 min 35
sec.
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Skin Imaging

Our interest in T1-mapping was originally triggered by our work in high-
resolution skin imaging. High-field (e.g., 7 T) systems are attractive for skin
imaging primarily because of the signal gain they provide. In addition, imag-
ing the skin requires small (typically 1-inch-diameter) surface coils to achieve
adequate SNR at the desired resolution. For such small coils, body noise dom-
inance is easier to achieve at higher-field strengths [31], which further increases
the SNR. Last, wavelength effects—often a concern at high fields—are likely
to be negligible because of the small FOV.

One potential concern with higher-field strengths is the increase in T1 [14],
which reduces the SNR efficiency and might offset the SNR benefits of increas-
ing the field strength [65; 114]. To check if this is indeed the case, we decided
to perform skin T1-mapping at magnetic fields of 1.5 T, 3 T, and 7 T.

Skin is composed of three main layers. The outermost layer, the epidermis,
is typically 0.1 mm thick. Beneath the epidermis lie the dermis (≈ 1 mm thick)
and the hypodermis (≈ 10 mm thick). The epidermis is mainly composed of
keratinocytes and the hypodermis of lipids. The dermis is a heterogeneous
structure, in which several different types of macromolecules are present. The
dermis has therefore short-T2 components [115; 139]. Skin temperature depends
on the ambient temperature and on perfusion [2].

GE 1.5 T, 3 T, and 7 T scanners with maximum gradient amplitude 40
mT/m and maximum slew rate 150 mT/m/ms were used. Receive-only coils of
1-inch diameter were built and tuned for 1.5 T and 3 T imaging respectively. At
7 T, because there is no body coil, a 1-inch-diameter transmit/receive coil was
first built. As muscle T1 could not be assessed when imaging with the trans-
mit/receive coil (because of its limited sensitivity), a 1-inch-diameter receive-
only coil was eventually built and tuned for 7 T, and a Nova quadrature head
coil was then adapted to be used as the transmitter (Nova Medical, Wilming-
ton, MA, USA). Both the GRE-IR and the SE-IR sequences were employed,
as GRE-IR was expected to give better results in the dermis, where short-T2

components are present. We acquired two slices using the following parame-
ters: TR = 2550 ms, TE = 14/7 ms (SE/GRE), TI = [50, 400, 1100, 2500] ms,
BW = ±32 kHz, FOV = 6× 6 cm2, slice thickness = 2 mm and matrix size =
512× 128. Each scan took 5 min 57 sec. To resolve the different skin layers,
the readout direction was usually chosen perpendicular to the skin surface.

The calf of two healthy volunteers was imaged. For each experiment, the
subjects were supine with the coil beneath them. Motion can significantly
degrade high-resolution skin images [7]. To ensure stability, we used padding
when imaging with the Nova coil and an Aircast plastic walker boot (DJO,
Vista, CA, USA) glued to a heavy plank when imaging with the body coil.
The ambient temperature was measured at the beginning and at the end of
each scan.

8.3.3 Image Processing

Image processing was carried out using Matlab. For the scans, DICOM images
with a reconstructed matrix size of 256×256 (phantom and brain) or 512×512
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Algorithm (model) μ [ms] σ [ms] Time [min:sec]

LM (five-parameter) 263 12 12:45
LM (four-parameter) 263 12 7:17

RD-NLS (five-parameter) 263 12 0:11

Algorithm (model) μ [ms] σ [ms] Time [min:sec]

LM (three-parameter) 263 13 3:41
LM-PR (three-parameter) 263 12 23:01

RD-NLS-PR (three-parameter) 263 12 0:29

Table 8.1: Monte-Carlo Simulations (20,000 pixels): (top) complex and (bot-
tom) magnitude data fits with the RD-NLS and LM algorithms (mean μ, stan-
dard deviation σ, and processing time are given). T1 of 263 ms was used to
generate the data.

(skin) were processed. An intensity mask was applied to the images prior to
the fit, so that only pixels with sufficient SNR were considered. In vivo, we
used region growing to select specific Regions-of-Interest (ROIs) [44].

In these ROIs, histograms were computed with a bin size matching the grid
size (1 ms). Bins were centered on the grid points and labeled on their center.
For the in vivo scans, histograms were smoothed with a 10 ms median filter
[154]. For the simulation and phantom scans, because the ROIs are homoge-
neous, T1-values were fitted to Gaussian distributions. For the in vivo scans,
the T1-value of each tissue was determined as the mode of the histogram and
the root mean square deviation about the mode was computed.

8.4 Results

8.4.1 Simulations

Validation of the NLS Algorithms

Simulations were performed on an IBM X3455 dual Opteron 2220SE with a
2.8 GHz processor and 8 GB RAM. Table 8.1 presents the results. As can be
seen, the RD-NLS and the LM algorithms with phase constraint show very
similar performance, both in terms of mean and variance. For the magnitude
data fit, the LM algorithm without phase restoration shows a slightly larger
variance. In addition, the RD-NLS algorithms are much faster than the LM
algorithms. For the simulated data, the RD-NLS algorithm was 71 times faster
than the five-parameter LM algorithm computed with the model in (8.6) and
40 times faster than the four-parameter LM algorithm fitted to (8.3). For the
magnitude data, the RD-NLS-PR was 48 times faster than its corresponding
LM algorithm and 8 times faster than the LM algorithm used on (8.16).

For the complex data fit we can compute the CRLB, which gives a minimum
standard deviation of 11.9. We therefore conclude that the fitting methods are
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efficient, as the variance has reached the CRLB, and further improvements in
terms of variance cannot be gained for this setup.

Influence of SNR

Fig. 8.1 displays the RMSE of the T1-estimates using the complex-valued data
(RD-NLS) and the polarity-restored magnitude data (RD-NLS-PR), together
with the CRLB, for different values of the noise standard deviation σn. We see
that for σn = 0.03, i.e., the noise standard deviation that we use to validate the
algorithms, the same results are obtained for both the complex-valued data and
the magnitude data. Furthermore, the CRLB is reached. However, for lower
SNR, the performance of the estimators degrade, and for σn ≈ 0.05, the RD-
NLS-PR algorithm is no longer efficient whereas RD-NLS still is. Using the
complex-valued data, the RD-NLS algorithm starts deviating from the CRLB
only at σn ≈ 0.2. We therefore conclude that for the level of SNR that we have
in the phantom experiments, both methods will perform similarly. For lower
SNR, though, using the full complex-valued data is beneficial.

Fig. 8.2 displays the histograms of T1-estimates vs. true T1-values. We see
that the larger the true T1, the larger the standard deviation of the estimate.
Indeed, the SNR of the data decreases as T1 increases. Furthermore, the smooth
increase in standard deviation with T1 suggests that the exact distribution of
sampling points TIs with respect to the true T1 has little impact on the fitting
performance.

8.4.2 Phantom Scans

The temperature was 20.7◦C at the beginning of the scanning session, and
20.2◦C at the end of it.

Validation of the NLS Algorithms

The complex data obtained with the SE-IR sequence was fitted using the dif-
ferent algorithms to confirm the Monte-Carlo simulations. The results are pre-
sented in Table 8.2. As was seen with the simulations, all algorithms give similar
accuracy and precision, except the LM algorithm without phase restoration for
the magnitude data fit, which here shows a slightly lower mean. Moreover, the
RD-NLS algorithms show an even larger benefit in terms of speed over the LM
algorithms, compared to the simulations. RD-NLS is 46 times faster than the
five-parameter LM algorithm and 32 times faster than the four-parameter LM
algorithm. Regarding the magnitude data, RD-NLS-PR is 49 times faster than
the polarity-restored LM algorithm and 18 times faster than the LM algorithm
computed using (8.16).

Validation of the Pulse Sequences

To compare the two pulse sequences, the complex data obtained with the SE-
IR sequence was fitted using the RD-NLS algorithm and the magnitude data
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Figure 8.1: Influence of SNR. RMSE of the T1-estimates using the complex data
(RD-NLS) and the polarity-restored magnitude data (RD-NLS-PR), together
with the CRLB, for different σn.

Algorithm (model) μ [ms] σ [ms] Time [min:sec]

LM (five-parameter) 263 12 9:36
LM (four-parameter) 263 12 6:35

RD-NLS (five-parameter) 263 12 0:12

Algorithm (model) μ [ms] σ [ms] Time [min:sec]

LM (three-parameter) 262 12 9:24
LM-PR (three-parameter) 263 12 24:47

RD-NLS-PR (three-parameter) 263 12 0:30

Table 8.2: Phantom SE-IR Scan (20,719 pixels): (top) complex and (bottom)
magnitude data fits with the RD-NLS and LM algorithms (mean μ, standard
deviation σ, and processing time are given).

obtained with the GRE-IR sequence was fitted using the RD-NLS-PR algo-
rithm. The same ROI comprising 20,464 pixels was used. For the SE-IR data,
a mean T1-estimate of 263 ms and a standard deviation of 12 ms were found.
For the GRE-IR data, a mean T1-estimate of 263 ms and a standard deviation
of 10 ms were found.
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Figure 8.2: Influence of SNR. T1-estimates as a function of true T1-values. Each
column gives a histogram of the T1-estimate distribution for a given true T1.
The variance increases as the true T1 increases because the SNR of the data
decreases.

8.4.3 Brain Scan

Fig. 8.3 shows the T1-map of the three brain slices imaged, and Fig. 8.4 displays
the corresponding histogram. Gray matter and white matter were segmented,
and their T1-histogram was computed. The histogram mode was found to be
1173 ± 207 ms (29,360 pixels) in gray matter and 653 ± 55 ms (12,135 pixels)
in white matter.

8.4.4 Skin Scans

Fig. 8.5 shows four images obtained at 3 T using a receive-only coil with the
SE-IR sequence (only one of the two acquired slices is shown). Fig. 8.6 presents
the corresponding map of the magnitude of the a-parameter and the T1-map
obtained with the RD-NLS algorithm fitting the complex data. The a-map
has contributions from T2, the proton density, and coil sensitivity. Fig. 8.7
displays the ROIs generated by the region growing procedure (same slice as
Fig. 8.5), and Fig. 8.8 shows the corresponding histograms (the two slices were
aggregated). For each histogram, the mode and root mean square deviation
about the mode (σ) are reported.

Table 8.3 and Fig. 8.9 summarize the values found. Temperature was steady
within 1◦C for each experiment, but varied from 21◦C to 23◦C between scan
sessions. Between 1.5 T and 7 T, dermis T1 increased by 97%, hypodermis T1
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(a) (b)

(c)

Figure 8.3: Brain T1-maps at 1.5 T. Three slices were imaged using the RD-NLS
algorithm on the complex data.

by 94%, and muscle T1 by 61%.
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Figure 8.4: Brain T1 histogram. The three imaged slices were aggregated.
Peaks corresponding to white matter (653 ms) and gray matter (1173 ms)
are visible. The leftmost peak corresponds to skull and is segmented out when
ROIs are specified.

8.5 Discussion

8.5.1 Fitting Procedure

The proposed RD-NLS fitting algorithms are not only as accurate as LM fitting
techniques, but also much faster. Moreover, if additional information about the
range of possible T1’s is available, the search range for the RD-NLS algorithms
can be restricted, thereby further decreasing the computing time.

Additionally, our approach avoids the delicate task of choosing initial pa-
rameters, as it allows for a global search where only the range of possible
T1-values needs to be set.

In [60], a T1-estimation method based on VARPRO [43] was proposed. This
approach is similar to ours but results in a 2D search and is therefore not as fast.
Furthermore, VARPRO was derived for real-valued data, and the approach in
[60] is therefore not directly applicable to complex-valued data.

We also remark on the fact that the proposed methods can be generalized
to any T1-mapping model and to other relaxometry techniques.

In vivo, T1-values in different ROIs do not always follow Gaussian distri-
butions. This is partially due to tissue heterogeneity (e.g., for fat) and to coil
sensitivity (e.g., for skin imaging).
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(a) TI = 50 ms. (b) TI = 400 ms.

(c) TI = 1100 ms. (d) TI = 2500 ms.

Figure 8.5: Skin images obtained at 3 T with the SE-IR sequence. Inversion
times are (a) 50 ms, (b) 400 ms, (c) 1100 ms, and (d) 2500 ms. The following
structures can be recognized: E: epidermis; D: dermis; H: hypodermis; M:
muscle.

We also note that manually selecting ROIs results in undesirable user-
dependent variability. This problem is avoided when region growing is used
to define ROIs. Such an approach was found to be very robust. The same
threshold was used for all maps, and the values obtained were independent of
the seed position.
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(a) Map of |a|.

(b) Map of T1.

Figure 8.6: (a) Map of the magnitude of the a-parameter and (b) T1-map
obtained at 3 T with the SE-IR sequence. The a-map has contributions from
T2, proton density, and coil sensitivity. The dermis has a low proton density
and a short T2 [115]. The coil sensitivity drops as the distance from the skin
surface increases. The T1-map shows the dermis heterogeneity.
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(a) Dermis. (b) Hypodermis.

(c) Muscle.

Figure 8.7: ROI in (a) dermis, (b) hypodermis, and (c) muscle. Hypodermis
and muscle are segmented using a region growing algorithm. The threshold
used is the same for hypodermis and muscle, and the ROIs are independent
of the seed position. The dermis is obtained by subtraction, and therefore
includes the epidermis.
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8.5.2 Phantom Scans

Looking at the respective variance of the complex data fit and the magnitude
data fit, good agreement is found between the phantom scans (Table 8.2) and
the simulations (Table 8.1).

Owing to its shorter TE, the GRE-IR sequence provides data with an im-
proved SNR and therefore results in a smaller MSE than the SE-IR data.

8.5.3 Brain Scan

The gray matter value found (1171 ms) is in agreement with the value found
by Stanisz et al. ex vivo (1124 ms). The white matter value found (653 ms),
however, is significantly lower than his (884 ms) [140]. Our value is in good
agreement with values reported by Kingsley et al in vivo (636 in frontal white
matter and 648 in occipital white matter) [78]. As already mentioned, values
reported in the literature span a wide range [155]. As a relatively low resolu-
tion was used and partial volume effects are not accounted for by our simple
segmentation method, a large variance is observed in the T1-estimates.

8.5.4 Skin Scans

As the SNR is higher for shorter T1-values, a lower variance is found for the
hypodermis. The dermis is a heterogeneous layer, and a broad range of T1-
values is found in the histogram of the dermis at all field strengths.

When comparing across experiments at a given field strength, we find rea-
sonable agreement between the two sequences used, GRE-IR and SE-IR. The
observed differences can be explained by physiological variations between the
two scan sessions (temperature, perfusion), worse partial volume effects with
GRE-IR due to T ∗2 -broadening, or sensitivity to different T2-components be-
cause a shorter TE is used with GRE-IR [139]. In addition, since a fractional
echo is used with GRE-IR, only magnitude data is available, which might de-
grade the fitting performance if SNR is low.

In the early days of skin imaging, Richard et al. reported T1-values of 870 ms
in the dermis and 393 ms in the hypodermis [115], when scanning the calf at
1.5 T. We found significantly lower values. Our values are in good agreement
with the ones reported by Stanisz et al. [140] and Gold et al. [41] for the
hypodermis (subcutaneous fat), but lower for muscle. This difference can be
attributed to the model used, partial volume effects, or the natural variability
between different muscle tissues.

We conclude that the T1 increase slightly attenuates the SNR benefits of
increasing the field strength but is far from offsetting them.

8.5.5 Limitations

The main limitation of our approach is the scanning procedure: 24 min were
typically required to collect the skin data. Since our novel fitting procedures
can be used with any T1-mapping method, we believe that the long protocol
should be used as a gold standard to validate faster scanning procedures on
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phantoms, before using the faster techniques in vivo. Note that when imaging
phantoms, monitoring temperature is critical.

For skin, the protocol was chosen to be applicable at the three field strengths
considered. However, if a single field strength is used, the protocol could be
adapted. In particular, the limits of the protocol used in this work are reached
at 7 T: chemical shift displaces fat by 8 pixels, aliasing is a concern, and scanner
drift might become an issue.

8.6 Conclusion

In this chapter, we have introduced a robust methodology for T1-mapping con-
sisting of a gold standard scanning procedure and a novel fitting procedure.

The data, either magnitude data or complex-valued data, was fitted to a
general model. We proposed two reduced-dimension nonlinear least-squares
fitting algorithms, which were shown to be as good as current state-of-the-art
fitting procedures in terms of MSE, but much faster. Furthermore, we note
that our algorithms can be adapted to fit data to any T1-mapping model.
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(a) Dermis: 6134 pixels, mode 362 ms, σ = 703 ms.

(b) Hypodermis: 57089 pixels, mode 421 ms, σ = 104 ms.

(c) Muscle: 1509 pixels, mode 1509 ms, σ = 149 ms.

Figure 8.8: Histograms obtained in (a) dermis, (b) hypodermis, and (c) muscle
at 3 T with the SE-IR sequence. σ is the root mean square deviation about
the mode.
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Figure 8.9: Dispersion plot obtained from Tab. 8.3. For the hypodermis, T1

depends linearly on the field strength. A linear trend is also observed in dermis
and muscle, but variability is more pronounced.





Chapter9
Blood Velocity Estimation

T
his chapter proposes two novel iterative data-adaptive spectral estimation
techniques for blood velocity estimation using medical ultrasound scan-

ners. The techniques make no assumption on the sampling pattern of the
slow-time or the fast-time samples, allowing for duplex mode transmissions
where B-mode images are interleaved with the Doppler emissions. Further-
more, the techniques are shown, using both simplified and more realistic Field
II simulations, to outperform current state-of-the-art techniques, allowing for
accurate estimation of the blood velocity spectrum using only 30% of the trans-
missions, thereby allowing for the examination of two separate vessel regions
while retaining an adequate updating rate of the B-mode images. In addition,
the proposed methods also allow for more flexible transmission patterns, as
well as exhibit fewer spectral artifacts as compared to earlier techniques.

9.1 Introduction

In medical ultrasound systems, spectral Doppler is a powerful tool for non-
invasive estimation of velocities in blood vessels (see, e.g., [72] and the references
therein). The data for the estimation is created by focusing the ultrasound
transducer array along a single direction and sampling data at the depth of
interest. The velocity of the moving blood can be estimated by illuminating
the same image line repeatedly, and hereby follow the motion of the blood.
Taking out a single sample from each pulse emission produces a slow-time signal
sampled at the pulse repetition frequency, fprf , which yields a sinusoidal signal
with a frequency of

fp =
2vz

c
fc, (9.1)

where vz is the blood velocity along the ultrasound direction, c = 1540 m/s
is the speed of propagation, and fc the emitted ultrasound (center) frequency
(typically 3-10 MHz) [72]. A common way of estimating the blood velocity at a

143
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specific depth is to estimate the power spectral density (psd) of the sampled sig-
nal. Displaying the psd as a function of time, a so-called sono- or spectrogram,
visualizes changes in the blood velocity distribution over time. Traditionally, in
ultrasound imaging, the psd is estimated using the periodogram or an averaged
periodogram, also known as Welch’s method [147]. However, as is well-known,
this approach suffers from low resolution and/or high leakage, and to achieve
sufficient spectral resolution, the duration of the observation window must be
long. This means that a large number of transmissions has to be used, which
reduces the temporal resolution and makes it difficult to see details in the rapid
acceleration phases of the cardiac cycle. Furthermore, it is generally also nec-
essary to acquire B-mode images, allowing the operator to navigate and choose
the region in which the blood velocity should be estimated. As the same system
is used for both the velocity estimation and for forming B-mode images, these
two transmissions are interleaved. Since it is desirable to update the B-mode
images frequently to allow the operator to find and track the vessel position,
it is necessary to reduce the number of Doppler transmissions.

In [46], the data-adaptive Capon- and APES-based blood velocity spectral
estimation techniques, herein termed the Blood Power spectral Capon (BPC)
and the Blood APES (BAPES) techniques, were introduced. These techniques
exploit the availability of additional fast-time measurements from neighboring
depths to improve the estimators’ performance, as well as make use of the
recent development in high-resolution data adaptive spectral estimation tech-
niques. A simple reformulation of BPC along the lines of [143] would also
allow for an amplitude spectral Capon approach, which we here term the Blood
Capon (B-Capon) approach. As shown in [46], these methods offer substantial
improvements over the traditionally used Welch’s method, allowing for an ac-
curate estimation of the blood spectrum on drastically fewer slow-time samples
as compared to the Welch’s method. These results have also been confirmed
in thorough in vivo studies [47; 62].

Recently, researchers have examined spectral estimation techniques that al-
low for irregular sampling schemes, so that B-mode images can be acquired in
between the regular Doppler transmissions. As it is crucial to maintain the
Nyquist frequency, one has to be careful when considering interleaved acquisi-
tion techniques. For example, if every second Doppler transmission is replaced
by a B-mode image acquisition, the Nyquist limit is halved, reducing the veloc-
ity range by a factor of two. In [73], a correlation-based technique for spectral
estimation, allowing for random sampling schemes, was proposed; however, the
method requires large sets of data and in sampling schemes with few Doppler
emissions, alias occurs. Moreover, in [81], the missing samples, i.e., samples
where a B-mode image was acquired instead, were reconstructed using a fil-
ter bank technique, so that a spectrogram can be estimated from a full set of
data. The technique, however, reduces the velocity range in proportion to the
number of missing samples.

Recently, the case of periodically gapped (PG) measurements was investi-
gated in [91], and the B-Capon and BAPES methods were extended along the
lines of [83]; these methods are here termed the BPG-Capon and the BPG-
APES techniques. However, the methods in [91] are restricted to the case of
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periodically gapped sampling of the slow-time data and will not work for more
general irregular sampling schemes.

Typically, to allow for an adequate updating frequency of the B-mode im-
ages, about 40% of all the transmissions should be the broad-band pulses used
to form the B-mode images. Furthermore, it would be beneficial if the remain-
ing measurements could be arranged such that two different regions of interest
could be examined simultaneously, for instance, allowing the medical doctor to
compare the blood velocities before and after a region of stenosis in the blood
vessels. These requirements, along with the desire to be able to form arbitrary
sampling patterns, e.g., to allow for more or less detailed estimates in various
regions, necessitate the development of improved techniques able to estimate
the blood spectral density from arbitrary sampled and often sparse slow-time
data.

In this chapter, making use of recent work in MIMO radar systems [56;
146; 152; 167], we propose two data-adaptive iterative blood velocity spectral
estimators that allow for an arbitrary sampling of the slow-time measurement.
Using both simplified and realistic Field II [74] simulation data, we show that
the presented methods allow for a reliable estimation of the blood velocity
spectrum using only 30% of the available measurements, thus allowing for the
velocity estimation at two different regions of interest, while still updating the
B-mode images at an adequate pace.

The chapter is outlined as follows. In the next section, we present the data
model and the new algorithms. In Section 9.3, we show the performance of
the proposed algorithms and compare with existing state-of-the-art techniques.
Finally, in Section 9.4, we conclude the chapter.

Some words on notation: In the following, (·)T and (·)∗ denote the transpose
and the Hermitian, or conjugate transpose, respectively. Moreover, diag(x),
IN , and [X]k,l denote a diagonal matrix formed with the vector x along the
diagonal, the identity matrix of size N × N , and the (k, l)-th element of X,
respectively. Finally, ‖ · ‖ denotes the two-norm.

9.2 Theory and Methods

The slow-time data acquired by the spectral Doppler at depth k, corresponding
to emission n, is commonly modeled as [46; 72]

xk(n) = αvze
jφk+jψvzn + wk(n), (9.2)

where αvz is the (complex-valued) amplitude of the sinusoidal signal at fre-
quency ψvz , which is directly related to the blood velocity vz as

ψvz = − 2ωc

cfprf
vz = −2vz

c
ωcTprf , (9.3)

where ωc = 2πfc, and Tprf is the time between pulse repetitions. Furthermore,
φ is the demodulating frequency, relating the fast-time samples at each depth,
defined as

φ =
ωc

fs
, (9.4)
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where fs is the sampling frequency, and wk(n) denotes a residual term con-
sisting of all signals at velocities different from vz as well as additive noise.
From (9.2) and (9.3), we see that the psd with respect to ψvz is equivalent
to the blood velocity distribution at the examined location, so the problem of
estimating the blood velocity can be seen to be equivalent to the estimation
of |αvz |2 for each velocity of interest. We will herein make no assumptions on
the slow-time sampling pattern, nor the fast-time pattern, thus allowing for
an arbitrary sampling scheme. The slow-time samples are therefore denoted
n = n1, . . . , nN , and the fast-time samples k = k1, . . . , kK .

We will now rewrite the signal in (9.2), describing it as the sum of the
contributions from each frequency grid point {ψm,vz}M

m=1,

xk(n) = ejφk
M∑

m=1

α(k)
m,vze

jψm,vzn + ek(n), (9.5)

where n = n1, . . . , nN and ek(n) is zero mean white complex Gaussian noise
with variance η. This means that any possible noise coloring is modeled by the
first term in (9.5), i.e., the signal part. Due to the smoothness of the blood flow
profile, the blood spectral amplitude at various fast-time positions, i.e., over

a range of depths, α
(k)
m,vz , k = k1, . . . , kK , will be almost constant as long as

the fast-time range is limited to be within the emitted pulse length. Moreover,
since φ is known, we can proceed to demodulate xk(n) to simplify the following
calculations, introducing

zk(n) = e−jφkxk(n), (9.6)

or, in a more compact form:

zk = Aα(k)
vz + ek, (9.7)

where

zk = [zk(n1) · · · zk(nN )]
T
, (9.8)

α(k)
vz =

[
α

(k)
1,vz

· · · α(k)
M,vz

]T
, (9.9)

A = [a1 · · · aM ] , (9.10)

am =
[
ejψm,vzn1 · · · ejψm,vznN

]T
, (9.11)

and where ek is defined similarly to zk. From the estimate of the amplitudes

at depth k, α̂
(k)
m,vz , one may, due to the smoothness of the blood flow profile,

form an estimate of the central amplitude by simply averaging the neighboring
amplitude estimates:

α̂m,vz =
1

K

kK∑
k=k1

α̂(k)
m,vz . (9.12)

It now remains to find α̂
(k)
m,vz , m = 1, . . . ,M , for which we propose two algo-

rithms: BIAA and BSLIM.
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9.2.1 The BIAA Algorithm

Exploiting the similarities to the work in [56; 146; 167], we proceed to derive

the Blood Iterative Adaptive Approach (BIAA) algorithm. Noting that
∣∣∣α(k)

m,vz

∣∣∣2
forms a measure of the blood spectral density at velocity vz, it is clear that the
covariance matrix of the data zk can be expressed as

R
(k)
BIAA =

M∑
m=1

∣∣∣α(k)
m,vz

∣∣∣2 ama∗m + ηIN = AP
(k)
BIAAA∗ + ηIN , (9.13)

where

P
(k)
BIAA = diag

([
p
(1,k)
BIAA · · · p(M,k)

BIAA

])
, (9.14)

p
(m,k)
BIAA =

∣∣∣α(k)
m,vz

∣∣∣2 . (9.15)

It should be noted that the amplitudes at neighboring depths are approximately
the same, suggesting that one should form the estimate using the mean of the
covariance matrices:

RBIAA =
1

K

kK∑
k=k1

R
(k)
BIAA =

1

K
A

[
kK∑

k=k1

P
(k)
BIAA

]
A∗ + ηI. (9.16)

The interference covariance matrix, i.e., the contribution from all points on the
frequency grid except ψm,vz , can now be defined as

Qp = RBIAA − |αm,vz |2 ama∗m. (9.17)

In order to find an estimate of α
(k)
m,vz , we consider the general linear estimator

α̂(k)
m,vz = h∗mzk. (9.18)

Then, the weight vector hm can be found by solving the following constrained
minimization

min
hm

h∗mQmhm s.t. h∗mam = 1, (9.19)

i.e., the mth weight vector is designed as a linear estimator that minimizes the
output from all grid points other than ψm,vz , while passing the component with
the frequency of interest undistorted. As is readily seen, (9.19) is equivalent to

min
hm

h∗m

(
Qm + |αm,vz |2 ama∗m

)
︸ ︷︷ ︸

RBIAA

hm s.t. h∗mam = 1, (9.20)

to which the minimizer is found as (see, e.g., [147])

ĥm =
R−1

BIAAam

a∗mR−1
BIAAam

. (9.21)
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An estimate of the amplitude at ψm,vz can thus be found by inserting (9.21)
in (9.18), yielding

α̂(k)
m,vz =

a∗mR−1
BIAAzk

a∗mR−1
BIAAam

, (9.22)

and an estimate over all depths can be found from (9.12).
It now remains to find an estimate of the noise variance η. Reminiscent

of [116], we propose a method that computes the variance for each slow-time
and fast-time sample, and then averages these estimates. Let ηn,k denote the
variance of fast-time sample k at slow-time n. The steering vector correspond-

ing to η
1/2
n,k is then the nth column of IN , here denoted vn. Consequently, an

estimate of ηn,k is given by [116]

η̂n,k =

∣∣∣∣v∗nR−1
BIAAzk

v∗nR−1
BIAAvn

∣∣∣∣
2

, (9.23)

and the noise variance estimate can be computed as

η̂BIAA =
1

NK

nN∑
n=n1

kK∑
k=k1

η̂n,k. (9.24)

As RBIAA depends on αm,vz (or, rather, α
(k)
m,vz ), BIAA must be implemented

as an iterative algorithm. Herein, we suggest to use the least-squares (LS)
estimate as initialization for the amplitudes:

α̂(k)
m,vz =

a∗mzk

N
. (9.25)

The noise variance estimate can be initialized setting it to a small number, e.g.,
10−9. The BIAA spectral estimators are thus found by iterating the estimation
of RBIAA in (9.16), and the estimation of the amplitudes in (9.22), until a
suitable stopping criterion is met. The amplitude estimate is then obtained
through (9.12). See Table 9.1 for an outline of the BIAA algorithm.

Herein, we iterate until the estimates have practically converged, i.e., the
difference between the amplitude estimates between two consecutive iterations
is smaller than some preset threshold ε, which generally requires no more than
10-15 iterations. We note that in [116], the IAA algorithm has been shown to
converge locally. All indications suggest that a similar result would hold also
for BIAA.

We also note that it would be possible to form the BIAA amplitude estimate
using the mean of the data over the depths, i.e., using

z̄ =
1

K

kK∑
k=k1

zk, (9.26)

or by computing the amplitude estimates for depth k using R
(k)
BIAA and not

R
(l)
BIAA, k 	= l. However, the latter approach is not recommended as this

would require the computation of K covariance matrices together with their
inverse. Empirical studies also show that the BIAA algorithm herein proposed
outperforms the version using the mean of the data.
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9.2.2 The BSLIM Algorithm

We now proceed to examine an alternative iterative approach, termed the Blood
Sparse Learning via Iterative Minimization (BSLIM) algorithm. Reminiscent
of [152], we then instead find an estimate of the amplitudes from the following
regularized minimization problem:

(
α̂(k)

vz , η̂
)

= min
α
(k)
vz ,η

N

2
log η +

1

2η

∥∥∥zk −Aα(k)
vz

∥∥∥2

+

M∑
m=1

∣∣∣α(k)
m,vz

∣∣∣ , (9.27)

where the first part of the minimization criterion,

N

2
log η +

1

2η

∥∥∥zk −Aα(k)
vz

∥∥∥2

, (9.28)

is a quadratic fitting of the model to the data, scaled with the unknown noise
variance η. The third term on the other hand, is a regularization term, prevent-
ing an overfit of the model to the noisy data. The following iterative algorithm
provides a solution to (9.27):

α̂(k)
m,vz = p

(m)
BSLIMa∗mR−1

BSLIMzk, (9.29)

where

RBSLIM = APBSLIMA∗ + η̂BSLIMI, (9.30)

PBSLIM =
1

K

kK∑
k=k1

P
(k)
BSLIM , (9.31)

P
(k)
BSLIM = diag

([
p
(1,k)
BSLIM · · · p(M,k)

BSLIM

])
, (9.32)

p
(m,k)
BSLIM =

∣∣∣α(k)
m,vz

∣∣∣ , (9.33)

η̂BSLIM =
1

K

kK∑
k=k1

η̂
(k)
BSLIM , (9.34)

η̂
(k)
BSLIM =

1

N

∥∥∥zk −Aα(k)
vz

∥∥∥2

, (9.35)

p
(m)
BSLIM = [PBSLIM ]m,m . (9.36)

As PBSLIM depends on the unknown amplitudes, BSLIM is also implemented
as an iterative algorithm, initialized similarly to BIAA, i.e., using (9.25) to-
gether with η0 = 10−9. We refer to [152] for a proof of convergence of the
SLIM algorithm, which also applies to BSLIM. See Table 9.1 for an outline of
the BSLIM algorithm.

We note that, similarly to BIAA, it is possible to compute the amplitude
estimates from the mean over the depths, or by computing the amplitudes for

depth k using only P
(k)
BSLIM and η̂

(k)
BSLIM . However, these approaches are not

recommended for the same reasons as for BIAA.
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We also remark that, reminscent of [152], it would be possible to derive
BSLIM algorithms where

p
(m,k)
BSLIM =

∣∣∣α(k)
m,vz

∣∣∣2−q

(9.37)

for 0 < q ≤ 1. However, setting q < 1 is not recommended as this will provide
a sparser solution and the blood velocity is often distributed over a range of
velocities, so the peak could be quite broad, especially for higher velocities.
Therefore, we propose a BSLIM algorithm where we use q = 1.

9.2.3 Comparison of BIAA and BSLIM

In Table 9.1, the BIAA and BSLIM algorithms are outlined in a way that
makes their comparison easier. It is worth noting that the BIAA amplitude
estimate in (9.22) has many similarities with the Capon method (see, e.g.,
[147]). According to [147], we have

p
(m,k)
BIAA =

∣∣∣α(k)
m,vz

∣∣∣2 ≈ 1

a∗mR−1am
, (9.38)

so we can rewrite the amplitude estimate in (9.22) as

α̂(k)
m,vz ≈ p

(m,k)
BIAAa∗mR−1

BIAAzk. (9.39)

We see that the main difference between BIAA and BSLIM therefore lies in the
formation of the power matrix, P , in the sense that BSLIM is computed from
the magnitude of the most recent estimate of the amplitudes, whereas BIAA
uses the magnitude squared.
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Table 9.1: Outline of the BIAA and BSLIM algorithms (B· denotes BIAA or
BSLIM)

BIAA BSLIM

Initialize

zk(n) = e−jφkxk(n),

α̂
(k)
m,vz = a∗mzk/N ,
η̂ = 10−9,

Step 1 p
(m,k)
BIAA =

∣∣∣α̂(k)
m,vz

∣∣∣2, p
(m,k)
BSLIM =

∣∣∣α̂(k)
m,vz

∣∣∣,

Step 2

P
(k)
B· = diag

([
p
(1,k)
B· · · · p(M,k)

B·

])
,

PB· =
1
K

kK∑
k=k1

P
(k)
B· ,

RB· =
1
K APB·A

∗ + η̂B·I,

Step 3 α̂
(k)
m,vz =

a∗mR
−1
BIAA

zk

a∗mR
−1
BIAA

am
,

p
(m)
BSLIM = [PBSLIM ]m,m,

α̂
(k)
m,vz = p

(m)
BSLIMa∗mR−1

BSLIMzk,

Step 4
η̂n,k =

∣∣∣ v∗nR
−1
BIAA

zk

v∗nR
−1
BIAA

vn

∣∣∣2, η̂
(k)
BSLIM = 1

N

∥∥∥zk −Aα̂
(k)
vz

∥∥∥2

,

η̂BIAA = 1
NK

nN∑
n=n1

kK∑
k=k1

η̂n,k. η̂BSLIM = 1
K

kK∑
k=k1

η̂
(k)
BSLIM .

Step 5 Repeat Step 1–4 until practical convergence.

Finalize α̂m,vz = 1
K

kK∑
k=k1

α̂
(k)
m,vz .
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Table 9.2: Parameters for transducer and femoral flow simulation
Transducer center frequency fc 5 MHz
Pulse cycles M 4
Speed of sound c 1540 m/s
Pitch of transducer element w 0.338 mm
Height of transducer element he 5 mm
Kerf ke 0.0308 mm
Number of active elements Ne 128
Corresponding range gate size 123 mm
Sampling frequency fs 20 MHz
Pulse repetition frequency fprf 15 kHz
Radius of vessel R 4.2 mm
Distance to vessel center Zves 38 mm
Angle between beam and flow 60◦

9.3 Numerical Results

We now proceed to evaluating the performance of the proposed algorithms,
first by the use of a simplified signal, where the mean squared error (MSE) of
the velocity estimate from the different estimation techniques are compared.
We define the MSE of an estimate x̂ as

MSE(x̂) = E
{

(x− x̂)2
}
, (9.40)

where E{·} is the expectation operator and x denotes the true parameter value.
We will evaluate the expression in (9.40) empirically for different signal-to-noise
ratios (SNR’s), defined as SNR = σ2

s/η, with σ2
s denoting the signal energy.

We then proceed to a more realistic simulation, examining the same sampling
pattern, but where the data is generated using the Field II toolbox [74]. In
the following, all data is generated using K = 33 regularly spaced fast-time
samples, and each power spectrum consists of 500 equally spaced points in the
interval ψvz ∈ [−0.5, 0.5).

9.3.1 Simplified Simulations

We generated data using (9.5) with P = 1 sinusoid, having a true velocity
of 0.2 m/s and amplitude αvz = 1, and with fc, fs, c, and fprf according to
Table 9.2. The data was corrupted by zero mean white Gaussian circularly
symmetric noise with variance η. The algorithms were then compared using
the MSE of the estimated velocity.

Sampling pattern 1

First, we study the case of 32 regularly spaced samples of data in slow-time,
where we compare our proposed methods with the filterbank methods BAPES
and B-Capon, proposed in [46], using a filter length of 30 samples, and the
traditional Welch’s method [74]. We see in Fig. 9.1(a) that BIAA and BSLIM
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show similar performance, outperforming the other methods for SNR< −10dB.
The BAPES method shows a minor bias in the velocity estimate; this is as is
expected since it relies on APES [71].

Sampling pattern 2

In the second example, we used the slow-time sampling scheme [1 1 0], where
1 denotes an available sample and 0 that the sample is missing, due to, e.g,
B-mode image acquisition. The data was generated using 12 blocks of data,
i.e., 36 sampling instances with 24 available samples, with each block contain-
ing two available samples and one missing, and we compared the BIAA and
BSLIM methods with BPG-Capon and BPG-APES from [91]. For BPG-Capon
and BPG-APES, we re-used the settings in [91], i.e., having sample filter length
Ñs = 2 and block filter length Ñc = 2. For large SNR, all methods perform sim-
ilarly, but for low SNR, BSLIM is slightly outperformed by the other methods,
see Fig. 9.1(b).

Sampling pattern 3

As a third example, we examined the sampling scheme with pattern [1 1 1 1
0 0 0 0 0 0 0 0 0], using ten blocks of data, giving 130 sampling instances
with 40 available samples. We again compare BIAA and BSLIM with BPG-
Capon and BPG-APES (Ñs = 3 and Ñc = 5). With this sampling pattern, it
would be possible to use five of the empty sampling instances (38%) to acquire
B-mode images, and the remaining four to acquire Doppler transmissions in
another region. The result is displayed in Fig. 9.1(c), where we see that BIAA
outperforms the other methods for lower SNR, whereas for higher SNR, all
methods perform similarly.

9.3.2 Femoral Artery Simulations

To compare the methods in a more realistic scenario, we used the Field II pro-
gram [74] to generate flow data, using the Womersley model [162] for pulsating
flow from the femoral artery. The specific parameters for the flow simulation
are summarized in Table 9.2. As customary, the stationary part of the signal
was removed by subtraction of the mean of the signal. For signals taken in
regions close to the vessel wall, this stationary part could be very strong, and
would, if not removed, easily obstruct the blood velocity signal. Moreover,
all spectrograms were produced using a dynamic range of 40 dB. Again, we
varied the sampling scheme for the slow-time samples between the examples.
In Fig. 9.2, we show a spectrogram generated from the data by the traditional
Welch’s method (see, e.g., [46; 74]), where each vertical line is computed using
130 slow-time samples. This spectrogram can be considered a reference and is
what we will compare with in the coming examples.
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Sampling pattern 1

Again, we first study the case of 32 regularly spaced samples of data in slow-
time. The spectrogram was generated with 16 samples overlap, so half of the
samples were reused for the creation of each psd line. We compared with the
filterbank methods BAPES and B-Capon, proposed in [46], using a filter length
of 30 samples, as well as the traditional spectrogram [74]. The resulting spec-
trograms can be seen in Fig. 9.3 and Fig. 9.4. As expected, the traditional
spectrogram, computed using Welch’s method, shows poor resolution and suf-
fers from smearing due to the low number of slow-time samples. Furthermore,
BAPES and BIAA show similar performance, with a sharp, clear spectrogram.
B-Capon and BSLIM, on the other hand, give estimates that are somewhat
blurry, making it harder for the operator to read out the velocity. We also
note that the “hole” for velocity 0 that can be seen in the B-Capon, BIAA
and BSLIM spectrograms is due to the preprocessing of the signal, where the
stationary part was removed. In Fig. 9.5, the spectra at time 0.12 s are plotted
for comparison, where the spectrum created using Welch’s method has been re-
placed by the one from the reference in Fig. 9.2. We see that BIAA and BSLIM
have a narrower main lobe but that BSLIM exhibits a higher degree of variabil-
ity. Furthermore, all methods show a narrower main lobe than the reference
except B-Capon, which also has higher sidelobes than the other methods.

Sampling pattern 2

In the second example, we compared our proposed methods to the BPG-APES
and BPG-Capon methods. The slow-time sampling scheme was [1 1 0] with 12
blocks of data, i.e., 24 available samples were used to create each psd line in the
spectrogram. An overlap of 11 blocks was used, so only one block was new for
each psd line. The resulting spectrograms can be seen in Fig. 9.6 and Fig. 9.7,
where we see that both BIAA and BSLIM provide good spectrograms with
fewer artifacts as compared to BPG-APES and BPG-Capon. Moreover, due to
the repetitiveness of the sampling scheme, a velocity component in the interval
from 0.06 s to 0.22 s has been folded to a negative velocity. We note that this
kind of folding can easily be corrected for in a post-processing stage. In Fig. 9.8,
we compare the spectra at time 0.12 s with the reference spectrum. For this
sampling pattern, all methods have larger sidelobes than, but almost the same
mainlobe width as, the reference spectrum. BPG-Capon and BPG-APES have
similar performance, with higher sidelobes than BIAA and BSLIM. We also
note that the sampling pattern has introduced a spurious peak at velocity -1.6
m/s.

Sampling pattern 3

Lastly, we compared the spectrograms created for the the sampling scheme of
pattern [1 1 1 1 0 0 0 0 0 0 0 0 0], where ten blocks of data was used per psd
line with nine blocks overlap. As can be seen in Fig. 9.9 and Fig. 9.10, the au-
tocorrelation spectrogram [73] fails for this sampling pattern and BPG-Capon
and BPG-APES give significant artifacts in the region of high velocities. BIAA
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Table 9.3: Spectral estimation methods and their restrictions
Method Reference Data restrictions
Welch’s [74] Uniform sampling, long

data sequences
Autocorrelation [73] Distributed sampling on a

uniform or random grid,
long data sequences

B-Capon & BAPES [46] Uniform sampling
BPG-Capon & BPG-APES [91] Block-repetitive sampling

on a uniform grid
BIAA & BSLIM None

shows less artifacts, still producing a clear spectrogram, closely resembling the
reference in Fig. 9.2. BSLIM shows almost no artifacts but this comes with the
cost of not showing such a clear spectrogram as BIAA in the systolic part of
the cardiac cycle. In Fig. 9.11, the spectra at time 0.12 s are compared with
the reference spectrum. The autocorrelation spectrum is omitted for clarity.
In this case, the main lobes are slightly wider than the one from the reference,
and we have large sidelobes. Furthermore, several narrow spikes have been
introduced by the sampling scheme.

9.4 Concluding Discussion

In this chapter, we have proposed two new algorithms for the estimation of
blood velocities in medical ultrasound systems. The new algorithms can han-
dle arbitrary sampling schemes of the data, allowing not only for duplex mode
where B-mode images are interleaved with the Doppler emissions, but also for
modes where two regions of the blood vessels can be interrograted simultane-
ously, still offering a sufficient B-mode frame rate. In such scenarios, using real-
istic Field II data, the proposed methods were shown to provide spectrograms
containing fewer artifacts than the current state-of-the-art techniques. Sim-
plified MSE simulations also confirmed the accuracy of the BIAA and BSLIM
algorithms.

Moreover, in MSE simulations, we have shown that in a scenario with 32
regularly spaced samples, the proposed methods are more accurate than the
current state-of-the-art techniques. These results were also verified on realistic
Field II simulations.

Finally, in Table 9.3, we have summarized the possible restrictions on the
sampling patterns for the methods that we have used in this chapter.
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Figure 9.1: MSE of velocity estimate in a simplified scenario, with sampling
patterns (a) N = 32 regularly spaced slow-time samples, (b) 12 blocks of [1 1
0], and (c) 10 blocks of [1 1 1 1 0 0 0 0 0 0 0 0 0].
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Figure 9.2: Traditional spectrogram as reference, created from 130 slow-time
samples, averaged over 33 fast-times samples.
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(b) BAPES

Figure 9.3: (a) Traditional spectrogram and (b) BAPES spectrogram, for data
consisting of 32 samples, with 33 fast-times samples.
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Figure 9.4: (a) B-Capon, (b) BIAA, and (c) BSLIM spectrograms, for data
consisting of 32 samples, with 33 fast-times samples.
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Figure 9.5: Extraction of spectra from Fig. 9.3 and Fig. 9.4 at peak systole at
time 0.12 s, together with the reference spectrum.



160 9. Blood Velocity Estimation

Time [s]

V
el

oc
ity

 [m
/s

]

0 0.2 0.4 0.6 0.8
−2

0

2

(a) BPG-APES

Time [s]

V
el

oc
ity

 [m
/s

]

0 0.2 0.4 0.6 0.8
−2

0

2
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Figure 9.6: (a) BPG-APES and (b) BPG-Capon spectrograms, for data con-
sisting of 12 blocks, each with pattern [1 1 0], with 33 fast-times samples.
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Figure 9.7: (a) BIAA and (b) BSLIM spectrograms, for data consisting of 12
blocks, each with pattern [1 1 0], with 33 fast-times samples.
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Figure 9.8: Extraction of spectra from Fig. 9.6 and Fig. 9.7 at time 0.12 s,
compared to the reference spectrum.



9.4. Concluding Discussion 163

Time [s]

V
el

oc
ity

 [m
/s

]

0 0.2 0.4 0.6 0.8
−2

0

2
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Figure 9.9: (a) Autocorrelation method, (b) BPG-Capon, and (c) BPG-APES
spectrograms, for data consisting of ten blocks with pattern [1 1 1 1 0 0 0 0 0
0 0 0 0], with 33 fast-times samples.



164 9. Blood Velocity Estimation

Time [s]

V
el

oc
ity

 [m
/s

]

0 0.2 0.4 0.6 0.8
−2

0

2

(a) BIAA

Time [s]

V
el

oc
ity

 [m
/s

]

0 0.2 0.4 0.6 0.8
−2

0

2

(b) BSLIM

Figure 9.10: (a) BIAA and (b) BSLIM spectrograms, for data consisting of ten
blocks with pattern [1 1 1 1 0 0 0 0 0 0 0 0 0], with 33 fast-times samples.
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Figure 9.11: Spectra from Fig. 9.9 and Fig. 9.10 at time 0.12 s, together with
the reference spectrum.
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AppendixA
Derivation of the Weighting Coefficients

(Chapter 7)

Let μ � I0e
nβ and θ � [I0, β]. Using the Slepian-Bang formula (see, e.g.,

[147]), we can express the Fisher information matrix (FIM) as:

FIM =
1

σ2

N∑
n=1

(
∂μ

∂θ

)T (
∂μ

∂θ

)
(A.1)

The Cramér-Rao Lower Bound (CRLB) is then given by the diagonal elements
of the inverse of the FIM. We thus have that CRLB(β) = [FIM−1]22, where

FIM =
1

σ2

N∑
n=1

[
enβ nI0e

nβ
]T [

enβ nI0e
nβ
]

(A.2)

=
1

σ2

[
1 0
0 I0

] N∑
n=1

[
enβ nenβ

]T [
enβ nenβ

] [ 1 0
0 I0

]
(A.3)

=
1

σ2

⎡
⎢⎢⎣

N∑
n=1

e2nβ I0
N∑

n=1
ne2nβ

I0
N∑

n=1
ne2nβ I2

0

N∑
n=1

n2e2nβ
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The inverse of the FIM is then given by

FIM−1 =

σ2

I2
0

N∑
n=1

n2e2nβ
N∑

n=1
e2nβ −

(
I0

N∑
n=1

ne2nβ

)2 ×

⎡
⎢⎢⎣ I2

0

N∑
n=1

n2e2nβ ·

·
N∑

n=1
e2nβ

⎤
⎥⎥⎦ .
(A.5)
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The CRLB of the damping β is thus

CRLB(β) =

σ2
N∑

n=1
e2nβ

I2
0

[
N∑

n=1
n2e2nβ

N∑
n=1

e2nβ −
(

N∑
n=1

ne2nβ

)2
] . (A.6)

The sums in (A.6) can be expanded through geometric progression and we
obtain

wk = [CRLB(βk)]−1 (A.7)

=

I2
0

[
N∑

n=1
e2nβk

N∑
n=1

n2e2nβk −
(

N∑
n=1

ne2nβk

)2
]

N∑
n=1

e2nβk

(A.8)

=
I2
0r

2
[
1−N2rN−1 + 2(N2 − 1)rN −N2rN+1 + r2N

]
(1− rN )(1− r)3 , (A.9)

=
I2
0r

2P (r)

(1− rN )(1− r)3 , (A.10)

where

P (r) = 1−N2rN−1 + 2(N2 − 1)rN −N2rN+1 + r2N (A.11)

and r � e2βk .
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CRLB for MRI Data Models (Chapter 8)

Let ϕ denote a vector containing the unknown parameters and assume that the
additive noise is a circularly Gaussian-distributed, zero-mean, white complex
process with variance σ2

n. The Fisher information matrix (FIM) can then be
expressed, using the Slepian-Bang formula [147], as

FIM =
2

σ2
n

N∑
n=1

Re

{(
∂S(TIn)

∂ϕ

)(
∂S(TIn)

∂ϕ

)∗}
, (B.1)

where x∗ and Re{x} denote the conjugate of x and the real part of x, re-
spectively. The Cramér-Rao Lower Bounds (CRLB) is given by the diagonal
elements of the inverse of the FIM, and we use (B.1) to derive the CRLB of
the different models.

B.1 The Four-Parameter Models

B.1.1 The Model in (8.3)

We have from (8.3) that ϕ = [φ ra rb T1]
T , so the FIM is a 4 × 4 matrix

containing the partial derivatives

∂S(TI)
∂φ = ieiφ

(
ra + rbe

−TI
T1

)
, ∂S(TI)

∂rb
= eiφe−

TI
T1 ,

∂S(TI)
∂ra

= eiφ, ∂S(TI)
∂T1

= eiφrbT1
−2TIe−

TI
T1 .

We perform the inversion of the FIM using Matlab’s Symbolic Math Toolbox
and we obtain the following analytical expression for the CRLB of T1:

CRLB(T1) = [FIM−1]44

=
σ2

n(S2
1 −NS2)

2r2bT
−4
1 (S2

1S22 − 2S1S12S11 −NS2S22 +NS2
12 + S2S2

11)
, (B.2)
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where

S1 =
∑N

n=1 e
−TIn

T1 , S2 =
∑N

n=1 e
− 2TIn

T1 ,

S11 =
∑N

n=1 TIne
−TIn

T1 , S12 =
∑N

n=1 TIne
− 2TIn

T1 ,

S22 =
∑N

n=1 TI
2
ne
− 2TIn

T1 .

(B.3)

B.1.2 The Model in Eq. (8.7)

Since we have from (8.7) that ϕ = [cR cI θ1 T1]
T , where cR = Re{c} and

cI = Im{c}, this is just a change of coordinates from the model in (8.3). The
CRLB of T1 derived from (8.7) is thus identical to that in (B.2).

B.2 The Five-Parameter Model

Equation (8.6) gives ϕ = [aR aI bR bI T1]
T , where aR = Re{a}, aI = Im{a},

bR = Re{b}, and bI = Im{b}. The FIM for the five-parameter model is there-
fore a 5× 5 matrix built up by the following partial derivatives

∂S(TI)
∂aR

= 1, ∂S(TI)
∂bR

= e−
TI
T1 ,

∂S(TI)
∂aI

= i, ∂S(TI)
∂bI

= ie−
TI
T1 ,

∂S(TI)
∂T1

= bT1
−2TIe−

TI
T1 .

(B.4)

We use the Symbolic Math Toolbox in Matlab to compute the inverse of the
FIM and we obtain

CRLB(T1) = [FIM−1]55

=
σ2

n(S2
1 −NS2)

2|b|2T−4
1 (S2

1S22 − 2S1S12S11 −NS2S22 +NS2
12 + S2S2

11)
,

(B.5)

where S1, S2, S11, S12, and S22 are defined in (B.3). We note that this CRLB
is identical to that of the four-parameter models in (B.2).
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Derivation of the RD-NLS Algorithms

(Chapter 8)

C.1 Complex Data

Expansion of (8.9) yields

J1 =

N∑
n=1

|S(TIn)|2 − 2

N∑
n=1

Re
{
S∗(TIn)

(
a+ be−

TIn
T1

)}
+

N∑
n=1

∣∣∣a+ be−
TIn
T1

∣∣∣2 . (C.1)

By further expanding and by completing the square we get the following ex-
pression for J1:

J1 = f1(S(TI)) +N

∣∣∣∣∣a− 1

N

(
N∑

n=1

S(TIn)− b
N∑

n=1

e−
TIn
T1

)∣∣∣∣∣
2

+

+

∣∣∣∣b− Γ(T1)

Ψ(T1)

∣∣∣∣2
⎡
⎣ N∑

n=1

e−
2TIn
T1 − 1

N

(
N∑

n=1

e−
TIn
T1

)2
⎤
⎦− |Γ(T1)|2

Ψ(T1)
, (C.2)

where f1(S(TI)) denotes a function that depends only on the data, and Γ(T1)
and Ψ(T1) are defined in (8.13) and (8.14). The minimizer of J1 with respect
to a and b is thus given by

â =
1

N

(
N∑

n=1

S(TIn)− b
N∑

n=1

e
TIn
T1

)
, (C.3)

b̂ =
Γ(T1)

Ψ(T1)
. (C.4)
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Inserting (C.3) and (C.4) in (C.2) then yields the following optimal estimate
of T1:

T̂1 = arg max
T1

|Γ(T1)|2
Ψ(T1)

. (C.5)

C.2 Magnitude Data

We expand (8.19) similarly to the case of complex data, which gives

Jτ =

N∑
n=1

[γτ (TIn)y(TIn)]
2 − 2

N∑
n=1

γτ (TIn)y(TIn)
(
ra + rbe

−TIn
T1

)
+

N∑
n=1

(
ra + rbe

−TIn
T1

)2

. (C.6)

Again, this can be further expanded and we obtain the following minimization
criterion:

Jτ = f2(γτ (TI)y(TI))

+N

[
ra − 1

N

(
N∑

n=1

γτ (TIn)y(TIn)− rb
N∑

n=1
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TIn
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e−
TIn
T1

)2
⎤
⎦− [Γ(T1|τ)]2

Ψ(T1)
, (C.7)

where f2(γτ (TI)y(TI)) is a function that depends only on the data, and Γ(T1|τ)
and Ψ(T1) are defined in (8.25) and (8.14), respectively. For a given τ , the
minimizer of Jτ with respect to ra and rb is thus given by

r̂a =
1

N

(
N∑

n=1

γτ (TIn)y(TIn)− rb
N∑

n=1

e
TIn
T1

)
, (C.8)

r̂b =
Γ(T1|τ)
Ψ(T1)

, (C.9)

which, re-inserted in (C.7), gives the following optimal estimate of T1:

T̂1 = arg max
T1

[Γmag(T1|τ)]2
Ψ(T1)

. (C.10)

This is repeated for different τ = τ0, . . . , τN−1, and the residuals Jτ0 , . . . , JτN−1

are computed. As the function ra + rbe
−TIn

T1 is monotonic increasing, the opti-
mal τ can be found as

τ̂ = arg min
τ

[
Jτ0 , · · · , JτN−1

]
, (C.11)

which, re-inserted in (C.10) will give the global optimal estimate of T1.



Summary in Swedish

Här följer en kort svensk sammanfattning av avhandlingen, vars titel närmast
kan översättas till Signalbehandling för applikationer inom spektroskopi. Av-
handlingen är skriven i ämnet elektroteknik med inriktning mot signalbehan-
dling. Först ges en kort introduktion till ämnet och sedan följer en översiktlig
beskrivning av avhandlingens inneh̊all.

Signalbehandling

Signalbehandling kan närmast beskrivas som representation, manipulation och
transformation av signaler, där man med termen signal avser en enhet som bär
p̊a information. Olika exempel p̊a signaler är elektriska signaler, s̊asom den
spänning som induceras in tv-antenn och som sedan omvandlas till bilder och
ljud, eller akustiska signaler, s̊asom ljudv̊agar som kan omvandlas till n̊agot vi
hör. I denna avhandling behandlas endast digitala eller samplade signaler. Med
detta avses att signalen har avlästs vid diskreta ögonblick, t.ex. vid vissa tid-
punkter. För en fördjupad introduktion till omr̊adet signalbehandling föresl̊as
referenserna [58; 61].

Spektroskopiska tekniker och ultraljud

I denna avhandling är applikationsomr̊adena för signalbehandlingen framförallt
de spektroskopiska teknikerna magnetresonans (NMR och MRI) och kvadru-
polär resonans (NQR), samt medicinskt ultraljud. Grundprincipen för NMR,
MRI och NQR är att vissa atomkärnor har ett nollskilt s̊a kallat spinn, eller
magnetiskt moment. Detta gör att de orienterar sig parallellt med ett p̊alagt
yttre magnetfält, varvid en nollskild nettomagnetisering uppst̊ar. Om man d̊a
utsätter systemet för en radiofrekvenspuls (RF-puls) med en viss frekvens, kan
det rubbas. När pulsen stängs av kommer atomkärnorna återigen att vrida sig
s̊a att de st̊ar i det yttre magnetfältets riktning, varvid systemet avger energi.
Det är denna energi, avgiven i form av en elektromagnetisk v̊ag, som är den
signal man mäter.
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NQR skiljer sig fr̊an NMR och MRI genom att inget extern magnetfält
behövs. Istället uppkommer spinntillst̊anden genom en interaktion mellan
kärnans laddningstäthet och den elektriska fältgradienten vid kärnan, orsakad
av närliggande laddningar. Detta gör att signalerna fr̊an NQR är betydligt
svagare än de fr̊an NMR och MRI. En annan begrängsning med NQR-tekniken
är att den enbart fungerar p̊a fasta ämnen medan NMR och MRI kan användas
p̊a ämnen som även befinner sig i flytande form och gasform. Å andra sidan har
NMR och MRI nackdelen att den utrustning som krävs för att skapa de starka,
homogena magnetfälten som behövs är stor och otymplig; NQR-signaler kan
f̊as med bärbar utrustning. De uppmätta signalerna konverteras vanligen till
ett spektrum (NMR och NQR) eller en bild (MRI).

Ultraljud, å andra sidan, använder sig av ultraljudspulser (ljud med frekvens
högre än 20 000 Hz) för att trigga signaler. Ultraljud faller inte inom ramen
för spektroskopiska tekniker även om vissa av dess användningsomr̊aden sam-
manfaller med de för MRI. Det kan användas inom vitt skilda omr̊aden och
inom medicin är tekniken ett vanligt diagnostik-hjälpmedel. I denna avhand-
ling behandlas estimering av blodhastighet med hjälp av Doppler-ultraljud.
Genom att mäta hastigheten p̊a blodet i kroppen kan man f̊a information om
dynamiken hos blodflödet. Detta kan i sin tur ge information om sjukliga
avvikelser, s̊asom stenos, d.v.s. kraftiga förträngningar av blodkärlet, eller
klaffinsufficiens, d.v.s. att blodet läcker tillbaka genom klaffarna.

Ultraljud fungerar p̊a s̊a sätt att en skur av ultraljudsv̊agar skickas ut och
reflekteras tillbaka när de studsar mot blodkropparna. En kort stund senare
skickas en ny skur ut. Plockas ett enskilt sampel ut fr̊an varje skur f̊as en
signal som kan beskrivas som en sinusv̊ag vars frekvens är proportionell mot
hastigheten p̊a blodkroppen som ultraljudet studsade tillbaka fr̊an. Att es-
timera hastigheten p̊a blodflödet handlar allts̊a om att skatta ultraljudssig-
nalens spektrum. Parallellt med hastighetsmätningar vill man ocks̊a använda
utrustningen till att ta s̊a kallade B-mode-bilder av omr̊adet man undersöker,
för att p̊a s̊a sätt veta att man befinner sig i rätt region. Detta medför att inte
alla ultraljudstransmissioner kan användas till att skatta hastigheten, vilket
kan lösas p̊a flera sätt. Till syvende och sist handlar det dock om en avvägning
mellan att f̊a s̊a hög frekvens p̊a uppdateringen av B-mode-bilderna och f̊a en
s̊a bra skattning av blodhastigheten som möjligt.

Spektralanalys

Spektralanalys behandlar konsten att representera en signal med dess frekvensin-
neh̊all, eller spektrum. Detta beskriver d̊a hur effekten, eller energin, i signalen
är fördelad över olika frekvensband och man kan med hjälp av spektralanalys
tydliggöra m̊anga egenskaper hos signalerna som annars skulle vara sv̊ara att
urskilja. Man brukar säga att ämnet introducerades i slutet av 1800-talet men
det var framförallt efter tillkomsten av den snabba Fouriertransformen (eng.
fast Fourier transform, FFT ) och datorer som spektralanalys fick sitt genom-
brott. Utvecklingen gjorde det möjligt att snabbt räkna ut ett estimat av en
signals spektrum vilket gjorde spektralanalys användbart i en rad tillämpningar
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och omr̊aden, som till exempel medicin, kommunikation, ekonomi, astronomi
och meteorologi.

Spektralanalys delas vanligen in i icke-parametriska och parametriska me-
toder där man med den sistnämnda menar att man har en signalmodell som
grund. Spektralanalys innebär d̊a att man estimerar de olika okända modell-
parametrarna. Icke-parametriska metoder, å andra sidan, innebär att man inte
antar n̊agon modell vilket gör den mer generell. Parametriska metoder har den
fördelen att de är noggrannare (under förutsättning att modellen man antar
är korrekt) men kräver ocks̊a att modellordningen är känd vilket inte alltid är
fallet.

Översikt

Avhandlingen är indelad i tv̊a delar där varje kapitel baseras p̊a en eller flera
frist̊aende artiklar. Nedan följer en kort översikt över kapitlenas inneh̊all.

Del I: NQR och NMR för detektion av sprängämnen

Den första delen av avhandlingen utgörs av kapitel 2 – 7 och där studeras
signalbehandling av NQR- och NMR-signaler. I kapitel 2 ges en översikt över
de senaste framstegen inom detektion av sprängämnen med hjälp av NQR-
teknik. Olika strategier och detektionsalgoritmer behandlas tillsammans med
n̊agra olika mättekniker. Även strategier för utsläckning av störningar, som
till exempel radiov̊agar i AM-bandet som annars skulle omöjliggöra praktisk
användning NQR-tekniken för detektion av sprängämnen, diskuteras. N̊agra
av detektionsalgoritmerna presenteras sedan p̊a en djupare niv̊a i kapitel 3.
Den ursprungliga signalmodellen har där byggts ut för att till̊ata förändringar
i de relativa signalamplituderna vilket visar sig vara mycket effektivt för att
förbättra sannolikheten för detektion av till exempel sprängämnen.

I konventionell NQR och NMR används RF-pulser med hög energi för att
excitera systemet. En annan möjlighet är istället att excitera med hjälp av t̊ag
av pulser med l̊ag energi vars amplitud och fas är till synes slumpmässiga, s̊a
kallad stokastisk NQR. När sedan den uppmätta signalen korskorreleras med
det utg̊aende pulst̊aget f̊as en signal som kan beskrivas som en dämpad sinusv̊ag.
Problemet är dock att vissa sampel saknas eftersom det inte är möjligt att sam-
pla samtidigt som en excitationspuls sänds ut. Detta gör att det korskorrelerade
data kan ses som icke-uniformt samplat. Detta sätta att excitera ett system
är framförallt viktigt i NQR-tillämpningar där man vill utsätta människor för
RF-pulserna eftersom det där finns restriktioner p̊a hur mycket energi en puls
f̊ar inneh̊alla. En annan fördel med stokastisk NQR är att mätutrustningen
kan göras lättare och mindre otymplig är kan konventionell NQR vilket är vik-
tigt för användning ute p̊a fältet. I kapitel 4 och 5 diskuteras algoritmer för
estimering av okända modellparametrar för icke-uniform samplade NQR- och
NMR-signaler.

Kapitel 6 handlar om effektiv beräkning av filter-parametrar för vissa typer
av adaptiva algoritmer för spektralanalys. Genom att använda sig av Cholesky-
faktorisering och FFT:er kan beräkningstiden för filtret minskas vilket är viktigt
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för till exempel rekonstruktion av saknat data, framförallt för signaler som kan
beskrivas som dämpade sinusv̊agor.

Sista kapitlet i denna del behandlar detektering och identifiering av vätskor.
Där används en speciell NMR-pulssekvens som möjliggör estimering av tv̊a
olika parametrar i signalmodellen. Genom att jämföra dessa parametrar med
parametrar fr̊an kända, vanligt förekommande vätskor kan identifiering ske,
vilket gör det möjligt att till exempel särskilja ofarliga vätskor fr̊an vätskor
som kan blandas till sprängämnen. Platserna där en apparat fungerade p̊a
denna princip skulle göra nytta är m̊anga. Den skulle till exempel möjliggöra
medtagande av vätskor p̊a flygplan och vara ett komplement till annan utrust-
ning vid säkerhetskontroller.

Del II: Medicinska tillämpningar

Den andra delen av avhandlingen omfattas av kapitel 8 och 9 vilka behandlar
n̊agra medicinska tillämpningar. I kapitel 8 presenteras algoritmer för estimer-
ing av modellparametrar för MRI-data. Idén är att göra det möjligt att skilja
p̊a frisk och sjuk vävnad i kroppen med hjälp av en MRI-scan. MRI-data med
olika fältstyrkor p̊a det externa magnetfältet jämförs ocks̊a. Den algoritm som
vanligen används för att skatta de okända parametrarna bygger p̊a att man
söker efter de mest troliga värdena p̊a parametrarana. Detta kan vara myc-
ket beräkningskrävande och därför ta l̊ang tid, framförallt om antalet okända
parametrar är m̊anga. Till detta läggs det faktum att sökalgoritmen kräver att
en bra initialisering har gjorts, annars riskerar man att f̊a felaktiga lösningar.
Algoritmerna som presenteras i detta kapitel omformulerar sökkriteriet s̊a att
en sökning enbart behöver göras över en parameter vars möjliga värden är
begränsade; de övriga parametrarna f̊as sedan p̊a sluten form. Ingen initialis-
ering behövs heller göras. De presenterade algoritmerna blir därmed mycket
snabbare än den vanliga, klassiska sökningen, utan att för den skulle tappa i
noggrannhet.

I kapitel 9 presenteras algoritmer för estimering av blodhastighet med hjälp
av Doppler-ultraljud. Algoritmerna baseras p̊a icke-uniformt samplat data
vilket gör det möjligt att blanda B-mode-transmissioner med Doppler-transmis-
sioner utan att förlora för mycket i noggrannheten vare sig i B-mode-bilderna
eller i skattningen av hastigheten. Algoritmerna visar sig vara s̊a effektiva att
de klarar av att estimera blodflödets hastighet utifr̊an enbart 30% av trans-
missionerna vilket gör det möjligt att ha en hög uppdateringsfrekvens p̊a B-
mode-bilderna samt undersöka ett annat omr̊ade i blodkärlet parallellt. Detta
underlättar identifiering av regioner med till exempel stenos eftersom man d̊a
kan jämföra hastigheterna i blodflödet p̊a b̊ada sidor om en förträngning i
blodkärlet.
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