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List of Papers and Report

This thesis covers three areas in the field of enabling distributed computing
infrastructure for scientific applications.

In the first paper we present tools for general purpose solutions using
portal technology while the second paper addresses the access of grid re-
sources within an application problem solving environment for a specific
domain.
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QTL Analysis in R. Accepted for publication in Proc. 2nd Interna-
tional Conference on Bioinformatics and Computational Biology (BI-
CoB 2010), 2010.

The next two papers focus on architectural design for distributed storage
systems. Here, the third paper in the thesis presents a the architecture of
the Chelonia system and a proof-of-concept implementation, and the fourth
paper focus on extensive system stability and performance testing.

• Jon K. Nilsen, Salman Toor, Zsombor Nagy and Bjarte Mohn. Che-
lonia – A Self-healing Storage Cloud. Accepted for the Proc. Cracow
Grid Workshop 2009.

• J. K. Nilsen, S. Toor, Zs. Nagy, B. Mohn, and A. L. Read. Perfor-
mance and Stability of the Chelonia Storage Cloud. Submitted to the
Journal of Parallel and Distributed Computing, special issue on Data
Intensive Computing.

The final paper in the thesis presents a review of grid resource allocation
models in different grid middlewares and proposes modifications to build a
more efficient and reliable resource allocation system.
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Abstract

Over the last few decades, the needs of computational power and data
storage by collaborative, distributed scientific communities have increased
very rapidly. Distributed computing infrastructures such as computing and
storage grids provide means to connect geographically distributed resources
and helps in addressing the needs of these communities. Much progress has
been made in developing and operating grids, but several issues still need
further attention. This thesis discusses three different aspects of managing
large-scale scientific applications in grids:

• Using large-scale scientific applications is often in itself a complex task,
and to set them up and run experiments in a distributed environment
adds another level of complexity. It is important to design general
purpose and application specific frameworks that enhance the overall
productivity for the scientists. The thesis present further development
of a general purpose framework where existing portal technology is
combined with tools for robust and middleware independent job man-
agement. Also, a pilot implementation of a domain-specific problem
solving environment based on a grid-enabled R solution is presented.

• Many current and future applications will need large-scale storage sys-
tems. Centralized systems are eventually not scalable enough to han-
dle huge data volumes and also have can have additional problems
with security and availability. An alternative is a reliable and efficient
distributed storage system. In the thesis the architecture of a self-
healing, grid-aware distributed storage cloud, Chelonia, is described
and performance results for a pilot implementation are presented.

• In a distributed computing infrastructure it is very important to man-
age and utilize the available resources efficiently. The thesis presents
a review of different resource brokering techniques and how they are
implemented in different production level middlewares. Also, a mod-
ified resource allocation model for the Advanced Resource Connector
(ARC) middleware is described and performance experiments are pre-
sented.
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Chapter 1

Introduction

Curerently, a wide span of application areas present increasing requirement
of utilizing distributed computing infrastructures. The rapid acceptance of
the concept of e-Science [8] indicates that this rapid growth will continue
in the future and to fulfill the requirements, more computing and storage
recourses need to be made available. During the last decades, a number of
different projects have been run to design systems which enable efficient use
of geographically distributed resources to fulfill computational and storage
requirements. Several names have been used to describe different distributed
computing infrastructures, e.g. utility computing, meta computing, scalable
computing, internet computing, peer-to-peer computing, and grid comput-
ing. Today, service oriented architecture also enables cloud computing to
focus on providing non-trivial quality of services both for computational and
storage users.

The idea of building a computational grid evolved from the concept of
electric grids [51]. Under the headline of grid computing, issues of efficient,
reliable and seamless access to geographically distributed resources have
been extensively studied, and a number of production level grids are today
essential tools in different scientific disciplines. The work presented in this
thesis addresses three areas in this field; application environments, storage
solutions and resource allocation for distributed computing infrastructures.
Below, a brief introduction to the challenges studied in each field is given.

Application environments: When building distributed computing in-
frastructures it has been realized that to get the maximum benefits out of
this framework two major actions should be taken. First, the monolithic de-
sign of many applications needs to be modified so that they are not tightly
coupled to a specific type of resource/system for execution of to a specific
type of user interface for user communication. Second, more user friendly
and flexible application environments are required to execute and manage
complex applications in distributed environments. Many efforts have been
made in these directions, and a number of solutions have been proposed
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based on high level client API(s), web application portals and workflow
management systems.

Storage solutions: Many applications utilizing distributed computing
infrastructure use large amounts of data storage. This means that the stor-
age system a vital component of the overall distributed infrastructure. The
task of building a large-scale storage system using geographically distributed
storage resources is non-trivial, and to achieve production level quality re-
quires functionality such as security, scalability, a transparent view over the
geographically distributed resources, simple/easy data access, and a certain
level of self-healing capability where components could join and leave the
system without affecting the systems availability. Different projects have
been run to develop to production quality solutions based on completely
independent storage middlewares and as part of the computational grid sys-
tems.

Resource allocation: For grid systems, efficient selection of the exe-
cution or storage target within the set of available resources is one of the
key challenges. The heterogeneous nature of most grid environments makes
the task of resource discovery and selection cumbersome. Here, a number
of solutions and strategies for resource allocation have been proposed. Each
offers certain features but also introduce limitations. One of the challenges
is that the resources are normally administrated by different organizations
and thus the availability is not guaranteed. A monitoring system is there-
fore required to identify the available resources. A comprehensive view of
available resources require up-to-date information. The task of collecting
information is expensive and requires network bandwidth. , a certain level
of self-healing capability,

1.1 Grid Technology

Grid Technology provides means to facilitate work collaborative environ-
ments, formed across boundaries of institutions and research organizations.
In [49], grid technology is stated to “promise to transform the practice of
science and engineering, by enabling large-scale resource sharing and coordi-
nated problem solving within farflung communities”. Over the last decade,
a number of research and development projects have put a lot of effort into
making grid technology stable enough to provide a production infrastructure
for both computation and data.

Grid technology allows different kinds of resources to be seamlessly avail-
able over geographical and technological boundaries. The resource can be
anything from a single workstation, a rack mounted cluster, a supercom-
puter, a complex RAID storage, to e.g. a scientific instrument that produces
data. These resources are normally independent and managed by different
administrative domains. This brings in lots of challenges in how to enable
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different virtual organizations [52] to access resources in different domains.
A basic question is to select which resource to use to run the application
or store the data. Since each set of resources are subject to different access
policies, how can one enable a standard access mechanism? And how can
the environment be made secure enough to maintain the integrity of the sys-
tem? How can one build a reliable monitoring and accounting system with
low overhead? What protocols should be used to communicate with users,
between computing resources and between storage centers? Each of these
questions emerge as a sub-field grid computing research in which different
research groups come up with various types of solutions.

The uptake of grid technology within the scientific community can be
measured by the number of middleware initiatives and the number of projects
utilizing grid resources using these middlewares. For example, the gLite
middleware [9] has more than 260 sites all over the world, in which they
have 150,000 processing cores, 28 petabytes of disk space and 41 petabytes
of long-term tape storage. More than 15 different scientific domains benefit
from this infrastructure. The Advanced Resource Connector (ARC) middle-
ware [46] by NorduGrid [22] have 65 sites in which more than 41,960 CPUs
are in use [7]. Many other middlewares, such as Condor-G, Globus [15],
Unicore [33] for computing grids and DCache, CASTOR, DPM and SRB
for storage grids are also heavily used in different scientific experiments.
Apart from these production middlewares for computational and storage
grids, there are a number of research projects which have developed differ-
ent application specific and general purpose environments based on these
middleware.

1.2 Cloud Technology

Clouds address the complexity in the large-scale storage and computing in-
frastructures by providing a certain level of abstraction. This technology has
gained much attention over the last few years and companies like Amazon,
Yahoo and Google have presented their own solutions. There are a num-
ber of definitions [32, 81] explaining the concept of a cloud, one example
is found in [83] stating that “A Computing Cloud is a set of network en-
abled services, providing scalable, QoS guaranteed, normally personalized,
inexpensive computing platform on demand, which could be accessed in a
simple and pervasive way”.

The basic idea of cloud technology is to provide a given level of quality of
services while keeping the infrastructural details hidden from the end users.
The customer pays and get the services on demand. In [81], the set-up of a
cloud service is based on two actors; Service Providers (SPs), which provide
a set of different services (e.g. Platform as a Service (PaaS) or Software as
a Service (SaaS)) and ensure that the customer access these. Then the In-
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frastructure Providers (IPs) are responsible for the hardware infrastructure.
Actors with specialized roles introduce flexibility in the system, for example
one SP can utilize infrastructure of multiple IPs and a single IP can provide
infrastructure for a single or multiple SP(s).

Having actors responsible for providing services fulfilling a certain Ser-
vice Level Agreement (SLA) together with an economic model encourage
companies to adopt cloud technology and sell computing and storage ser-
vices like other utilities such as electricity or gas.

1.3 Grids vs Clouds

Currently, a discussion aiming at pinpointing the differences between clouds
and grids is ongoing. In [50], a detailed comparison of these technologies is
presented, and it is clarified that there are differences in security, computing
and programming model. However, there are also similarities in vision,
somtimes in the architecture and also in the tools that are used to build the
system.

1.4 Service-Oriented Architectures
and Web Services

One framework for implementing loosely coupled distributed applications
is to use Service Oriented Architectures (SOA). Here the definition given
in [24] is that “Service Oriented Architecture (SOA) is a paradigm for orga-
nizing and utilizing distributed capabilities that may be under the control of
different ownership domains”. In general, SOA allows for having a relation-
ship between the needs and the capabilities. This relation can be one-to-one,
where one need can be fulfilled by one capability, or it can be many-to-many.
The service is defined as a “mechanism by which needs and capabilities are
brought together”. The visibility of the capabilities, offered by entities, is
described in the service description which also contains the information nec-
essary for the interaction. The service description also informs about what
result that will be delivered and under what conditions the service can be
invoked.

Web-services [77] form one implementation of a service-oriented archi-
tecture. A web service is basically a distributed application that offers
functionality by publishing functions, interfaces and hiding the implementa-
tion details. Clients communicate with standard protocols without actually
knowing the platform or the implementation details. The success of web ser-
vice technology is due to the acceptance of standards. Usually the commu-
nication process is based on three components: XML (eXtensible Markup
Language) [11] for data exchange between client application and service,
SOAP (Simple Object Access Protocol) [29] and HTTP(s). Here, SOAP is
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an XML based protocol used for envelope information and HTTP(s) is used
for communication. Also, WSDL (Web Service Description Language) [34],
which is an XML based language to describe the attributes, interfaces and
other properties of the web-service, is used.

Some grid initiatives are based on the SOA model. Fore example, the
Open Grid Forum (OGF) [14] has defined the Open Grid Service Architec-
ture (OGSA) [25]. OGSA describes a service-oriented grid in which a range
of higher level services use the core services to provide data management,
workload management, security etc.

1.5 Middlewares

The term grid middleware is used to describe a component-based software
stack, designed to enable seamless, reliable, efficient and secure access to
the geographically distributed resources. A number of different middleware
initiatives have been started over years, and the following description only
gives a brief overview of a few production level middlewares for computa-
tional and storage grids.

• Globus Toolkit: Globus is a pioneering project that provides tools to
build grid middlewares. The toolkit [61] provided by Globus contains
several components which can broadly be categorized into five classes:
Execution Management [10], which execute, monitor, and schedule
grid jobs; Information Service [20], which discover and monitor re-
sources in the grid; Security [28], which provides a Grid Security In-
frastructure (GSI); Data Management [18], which allows for handling
of large data sets, and finally Common Runtime, which is a set of tools
and libraries used to build the services. Most of these components are
based on web-services.

Other middleware initiatives provide a more full-blown solution for Dis-
tributed computational and storage resources and are directly used in dif-
ferent application areas:

• Advanced Resource Connector (ARC): The Advanced Resource
Connector (ARC) Grid middleware is developed by the NorduGrid
consortium [21] and the EU KnowARC project [19]. The next gen-
eration of this middleware is SOA-based where services run in a cus-
tomized service container called the Hosting Environment Daemon
(HED) [40]. HED comprises pluggable components which provide dif-
ferent functionalities. For example, Data Management Components
are used to transfer data using various protocols, Message Chain Com-
ponents are responsible for the communication within clients and ser-
vices, ARC Client Components are plug-ins used by the clients to
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connect to different Grid flavors, and Policy Decision Components are
responsible for the security model within the system. There are a
number of services available for fulfilling fundamental requirements
of a grid system. For example, grid job execution and management
is handled by the A-REX service [69], policy decisions are taken by
the Charon service, the ISIS service [56] is responsible for information
indexing, and batch job submission is handled by the Sched service.
The work presented in this thesis is based on the ARC middleware.
In [23], further details on each of the component and services in ARC
are presented.

• gLite: The gLite middleware [70] is the interface to the resources
in the EGEE [57] infrastructure. Also gLite is SOA-based. Two core
components of the gLite middleware stack are gLiteUI, a specialized
user interface to access available resources, and the Virtual Organi-
zation Management Service (VOMS) which manages information and
access rights of the users within a VO. Resource level security is man-
aged by the Local Centre Authorization Service (LCAS) and Local
Credential Mapping Service (LCMAPS). The Berkeley Database In-
formation Index (BDII) is used for publishing the information. The
Workload Management System (WMS) [73] is a key component of the
system and distributes and manages user tasks across the available
resources. The lcgCE and CREAM-CE (Computing Resource Execu-
tion And Management Computing Element) are services for providing
the computing element, and lcgWN is the service for a worker node.
For Data Management [78], the LFC (LCG File Catalog) and the FTS
(File Transfer Service) are used. R-GMA [37] and FTM [12] are used
for monitoring and accounting.

• UNICORE: UNICORE [75] is a middleware based on a three-layered
architecture. Here, the top layer deals with the client tools, the second
service layer consist of core middleware services such as authentication,
job management and execution. Application workflows are managed
by Workflow Engine and Service Orchestrator. The bottom layer is
the systems layer, which contains a connection between Unicore and
The autonomous resources management system. External Storage is
managed by the GridFTP protocol.

• OGSA-DAI: The Open Grid Services Architecture – Data Access and
Integration (OGSA-DAI) [68] is a storage middleware solution that
allows uniform access to data resources using a SOA approach. OGSA-
DAI consist of three core services, the Data Access and Integration
Service Group Registry (DAISGR) allows other services in the system
to publish metadata and capabilities, the Grid Data Service Factory
(GDSF) has a direct connection to the data resource and contains
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additional metadata about the resource, and the Grid Data Service
(GDS) creates GDS(s) which is used by the clients to access the data.
A set of JAVA- based APIs allows clients to communicate with the
system.

• Meta-middlewares: The problem of having to learn and use multi-
ple middlewares has been addressed by adding another layer on top of
the existing middlewares. This meta-layer interacts with the under-
ling middlewares and can also add new functionality. The Grid Job
Management Framework (GJMF) [47] is an example of a middleware
independent resource allocation framework.

• Amazon Services: In contrast to the grid middleware initiatives
described above, Amazon [58, 6] provides commercial solutions for
computing and storage capabilities by using Elastic Cloud Computing
(EC2) [1] and Simple Storage Solution (S3) [4] web services. The
Amazon cloud provides a seamless view to the computing and storage
services with a pay-as-you go model. Here, the S3 service is based on
the concept of Buckets; a container to store objects and can be config-
ured to be stored in specific region. S3 provides APIs using REST [67]
and SOAP for most common operations like Create Bucket, Delete,
Write and Read Objects and Listing Keys. EC2 allows access to the
computational resources using web service interfaces. When commu-
nicating with the EC2 service, a client selects the instance with the
required operating system, sets the security and network setting, loads
the application environment and runs the image on the desired number
of systems. The EC2 service also provides tool to monitor a running
applications. Apart from these two service, Amazon also provides
SimpleDB [5] for providing core database functions like indexing and
querying in the cloud, while RDS [3] addresses the users that need
a relational database system and the Elastic ReduceMap [2] services
enable users to process massive amount of data.
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Chapter 2

Application Environments
for Grids

Grid systems provide a means for building large-scale computational and
storage environments meeting the growing demands of scientific communi-
ties. There are challenges in building and managing efficient and reliable
grid software components, but another area that also requires serious at-
tention is how to enable applications to use the grid environment. Often,
scientific applications are built using a monolithic approach which makes
it difficult for to exploit a distributed computing framework. Even for a
very simple application, the user needs certain expertise to run the job on
a grid system. The client tool has to be installed and configured, a job de-
scription file has to be prepared, credentials have to be handled, commands
to submit/monitor the job have to be issued, and finally the output files
might have to be downloaded. Complex scientific applications use external
libraries, input data sets, external storage space and certain toolkits which
adds complexity when running the application in a grid environment. Large
efforts are needed to handle all these issues, and this greatly affects the
overall progress of the real scientific activity.

To get maximum beneifit of a grid computing infrastructure, there is a
need to facilitate the user community with flexible, transparent and user
friendly general purpose and application specific environments. Such envi-
ronments can also e.g. handle several different middlewares in a transparent
way.

2.1 Grid Portals

Grid application portals represent one way to address the requirements men-
tioned above. The goal is to access the distributed computational power
using a web interface and make application management as simple as uti-
lizing the web for sharing the information. A number of different projects
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have developed production level application portals. For example; Grid-
Sphere [16], LUNARC portal [71], GENIUS [35] and P-Grid [42] together
with GEMLCA [79] provide middleware independent grid portals.

2.2 Application Workflows

Scientific applications are often quite complex and a computerized experi-
ment is built up from the execution of multiple dependent or independent
components. Single or bulk jobs submission and management systems can-
not handle such applications. Enabling complex applications to utilize grid
resources require a comprehensive execution model. In a grid environment
such models are known as application workflows [87]. In [53] a formal defini-
tion of a grid workflow is given as “The automation of the processes, which
involves the orchestration of a set of grid services, agents and actors that
must be combined together to solve a problem or to define a new service”.
Apart from different independent web based or desktop applications for
handling workflows, different middlewares provide separate components for
managing workflows. These components allows for submitting a workflow
as one single, complete task. Condor’s DAGMan (Directed Acyclic Graph
Manager) [74] and Unicore’s Workflow engines [44] are examples of such
components. Other extensive efforts include Tirana [31], an open source
problem solving environment, Pegasus [27], and Taverna [80] for bioinfor-
matics applications.

2.3 The Job Management Component

The job management component is an important basic building block of
an application environment. The task of this component is to handle job
submission, management, resubmission of failed jobs and possibly also mi-
gration of jobs from one resource to another. Often the job management
component is designed as a set of services having well-defined tasks and the
functionality is exposed by client tools or a set of APIs. This component
works together with the client side interface to provide a flexible, robust
and reliable management component. This job management component is
also responsible for providing seamless access to multiple middlewares. One
example is the GEMLCA integration with the P-Grid portal in which the
layered architecture of GEMLCA provides a Grid-middleware independent
way to execute legacy applications. In other examples, the GridWay [45]
metascheduler provides reliable and autonomous execution of grid jobs, and
GridLab [62] produces a set of application-oriented grid services which are
accessed using the Grid Application Toolkit (GAT). Using these tools, ap-
plication developers can build and run applications on the grid without
knowing too much details.
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Chapter 3

Distributed Storage Systems

Large-scale storage systems have become an essential computing infrastruc-
ture component for both in research and commercial environments. Dis-
tributed storage system already hold up to petabytes of data, and the
size is constantly increasing. The challenge of handling huge data vol-
umes include requirements of consistency, reliability, long term archiving
and high availability. In distributed collaborative environments, such as
particle physics [26], earth sciences [76], biomedicine [63], the requirement
of a distributed storage system is more pronounced. In order to efficiently
utilize the computational power, high availability of required data is es-
sential. In commercial environments, companies like Amazon, Yahoo and
Google are working with solutions to provide Òunlimited storage anytime,
anywhereÓ.

Centralized storage solutions cannot handle data challenges in a scalable
way, but by instead using a distributed storage systems (DSS) such chal-
lenges might be handled. Network Attached Storage (NAS) and Storage
Area Networks (SAN) provide limited solutions, but for large scale storage
requirements the concept of geographically distributed resources in a Data
Grids [38] appear as the viable solution. The concept of the data grids is to
create large, virtual storage pools by connecting a smaller set of geographi-
cally distributed storage resources.

During the last years, the challenge of designing DSS for huge data
sets has been addressed in a number of projects. Solutions such as Google
BigTable [41], which is a distributed storage system for managing petabytes
of data over thousands of machines, have been dployed. BigTable is based on
the Google file systems [59] and in use with some highly data intensive ap-
plications like Google Earth, Google Analytics and Google personal Search
Engine. Amazon Dynamo [43] is a storage system used by the worlds biggest
web-store Amazon.com. Hadoop [17] is another effort aimed at designing a
reliable, scalable, distributed storage system.

In the research community there are several projects where different so-
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lutions have been developed. For example, CASTOR, DPM [78] from CERN
and DCache [55] from FermiLab and DESY laboratory are in use to handle
peta-scale of data generated from the Large Hardon Collider (LHC) experi-
ment. Here, the data centers are located all over the world and the DSS are
used to store the data on geographically distributed storage nodes. DCache
is also capable of handling tertiary storage for long term data archiving.
Tahoe [30] is an open source filesystem which utilizes several nodes with
the design of a resilient architecture. XTreemFS [60] addresses the same
problem of distributed storage over the heterogeneous environment using
object-based filesystem. iRODS [84] presents a layer on top of third party
storage solutions and give a high level seamless access to different storage
systems.

The projects listed above shows the variety of large scale distributed
storage systems available for both the commercial and research communities.
Despite of all these big projects, new efforts are needed to assess limitations
in the current DSS.

3.1 Characteristics of Distributed Storage

To address challenges of the distributed storage systems various solutions
are emerging. Different studies have been conducted to identify the key
features or the characteristics of large-scale storage systems. [82] gives a
comprehensive view of the requirements and the key characteristics of such
systems:

• Reliability: The system should be capable of reliably store and share
the data generated from various applications.

• Scalability: The system should have a scalable architecture in which
thousands of geographically distributed storage pools can dynamically
join and leave the system.

• Security: The security model is an essential part of the DSS. It is
important that users can share the data in an easy-to-use but secure
environment. The security is required at different levels in the system,
e.g. between different components of the system, when transferring
data, when accessing data, and to determine ownerships on files and
collections.

• Fault Tolerance: While handling large amounts of data in a geo-
graphically distributed environment, it is expected that the system
experiences hardware or component failures. The system should have
the capability to recover transparently from a certain level of problems.

• High Availability: To run the system in a production environment
it is important that the system should be highly available.
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• Accessibility: To make the system practically usable it is very im-
portant that the interfaces should be simple enough to hide the overall
complexity from the end user.

• Interoperatability: The diversity of the overall system requires that
different projects can build solutions that address the needs of differ-
ent communities. It is important to follow standards that allows for
interoperatability between such systems.

3.2 Challenges of Distributed Storage

Designing large-scale distributed storage systems is a non-trivial task. All
the characteristics of DSS listed above have been extensively studied in the
past years. In [38] core components have been identified for distributed data
management. Several projects have been initiated that helps to increase the
overall progress. Below, the most commonly identified technical challenges
in building a reliable, efficient, scalable, highly available and self-healing
distributed storage system are listed:

Data Abstraction or Virtualization: The system should provide a
high level abstraction when utilizing the storage resources over indepen-
dently administrative domains.

Data Transfer: Data intensive applications and replication mechanism
require protocols for efficient and reliable data transfer.

Metadata Management: Decoupling and management of information
about the available data in the system is a serious challenge in the design
of DSS. For large scale systems, the meta-data store often is the scalability
bottleneck and a single point of failure in the system.

Authentication and Authorization: Resources running in indepen-
dent administrative domains must have a security layer which allows single
sign-on access to the resources. In grid systems security is often handled
by x509 certificates signed by an certificate authority. Also, the concept of
a virtual organization has evolved to make it possible to apply policies or
rules by defining group of individuals or projects in the same field.

Replica Management: High availability and reliability of the data is
often ensured by creating multiple copies of the data. A number of strategies
have been proposed and studied for offering efficient and reliable replica
management in the DSS.

Resource Discovery and Selection: The heterogeneous nature of
most DSS results in a need of a mechanism that gives information about the
availability of data and its replicas in the system. The information about
the data availability helps to select the source which can efficiently deliver
the data to the destination.
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Chapter 4

Resource Allocation in Grids

Resource allocation is considered to be one of the most important areas in
the design of computational grids. The task is to hide the complexity of the
underling system and select the best possible resource from the available pool
of resources. This requires information from e.g. information and cataloging
components in the system, and sometimes also information directly from the
resources (depending the architecture of the system).

In the grid systems, the process of resource allocation and the actual
task submission to the selected resource are normally two separate pro-
cesses. The grid resource broker, also known as the high-level- or meta-
scheduler, selects a resource on the basis of the available information. The
local resource management system is then responsible for submitting jobs
to the underlying cluster. Different strategies for resource brokering in the
meta-scheduler have been chosen in different middlewares like gLite [13],
Condor [72], ARC [46] and Nimrod-G [36].

In many cases it has been observed that the brokering component is
a scalability bottleneck and a single point of failure within the whole grid
system. Here, a tight connection between different components in the system
affects the overall performance while a too loosely coupled approach affects
the resource selection criteria. A lack of well defined responsibilities of the
components can increase the communication overhead.

4.1 Models for Resource Allocation

The non-trivial issue of selecting the best resources for a given set of tasks
has been addressed with many different approaches. Realizing the com-
plexity of the task an abstract level approach has been adopted by defining
taxonomies. In [65], this approach has been studied in detail in the context
of the computational grids.

A number of grid middlewares are currently using different models for
resource allocation [39]. For the meta-level scheduler, a centralized or a dis-

17



tributed brokering model can be used. The centralized model can provide
a complete view of the overall load on the system, hence a more effective
distribution of the load on the available resources can be achieved. gLite
and Condor are examples of middlewares using the centralized resource al-
location model. In the distributed model, each user has a separate broker
(a user-centric brokering model). The ARC middleware uses an implemen-
tation of the distributed model. Agent based approaches are also employed
for efficient and reliable resource allocation. Here, agents are software com-
ponents considered to have intelligence, autonomous in nature, capability
of self-healing and can take decisions. [54, 85, 86] are examples of systems
using agents for resource allocation.

These basic models have been further developed in models using market
oriented resource allocation [66, 64]. Here, the concept is to create a virtual
market in which the resources (computational or storage) are considered
as commodities. Resources can be purchased from the resource providers.
The prices varies according to the resource demand, as for a real market.
Nimrod-G and Tycoon uses a market based strategy for resource allocation.

For mission critical applications, the result is needed within a certain
time frame. Finding a resource which can fulfill the job requirements and
also provide the result within a given time adds another level of complexity
to the allocation model. To address such requirements the concept of ad-
vanced reservations [48] has emerged. An advanced reservation allows for
determining the job’s starting time in advance.
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Chapter 5

Summary of Papers in the
Thesis

5.1 Paper-I

This paper presents a reliable, robust and user-friendly environment for man-
aging jobs on grids. The presented architecture is based on the integration
of the LUNARC Application Portal (LAP) and The Grid Job Management
Framework (GJMF). LAP provides a user-friendly environment for handling
applications whereas GJMF contributes with a reliable, robust middleware
independent job management. A JAVA Based component, the Portal In-
tegration Extensions (PIE) is used as an integration bridge between LAP
and GJMF. The scalability and flexibility of the integration architecture
results in that a single LAP can make use of multiple GJMFs, while multi-
ple LAPs can make use of the same GJMF. Similarly, a single GJMF can
make use of multiple middleware installations concurrently, as can multiple
GJMFs utilize the same middleware installation. The components of the ar-
chitecture are designed to function non-intrusively for seamless integration
in production Grid environments. The architecture also allows for backward
compatibility. Using the proposed model and with the help of applications
from different research fields the results presented show that such applica-
tion environment can enhance the progress of research in the application
fields.

5.2 Paper-II

This paper describes a Grid-enabled problem solving environment (PSE)
for Quantitative Trait Loci (QTL) analysis, which allows end-users to op-
erate within familiar settings and provide transparent access to computa-
tional Grid resources. The computational environment is targeted towards
end-users with limited experience of grid computing, and supports work-
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flows where small tasks are performed locally on PSE hosts, while larger,
more computationally intensive tasks are allocated to grid resources. In this
model, the grid computations are scheduled asynchronously. The architec-
ture integrates the R statistical environment with the computational power
of grid environments. By exploiting GJMF within this architecture the PSE
is decoupled from a specific grid middleware and reliable access to the grid
resources through concurrent use of multiple Grid middlewares is provided.

5.3 Paper-III

In this paper we present the architecture of a self-healing, grid-aware and
resilient storage cloud called Chelonia. This storage system is based on a
Service Oriented Architecture (SOA) in which each service is responsible for
a well defined task. Chelonia consists of five core services. The Bartender,
which is a stateless service, provides a high level interface for user interac-
tion. The Liberian is a stateless service which works as a catalog service.
The metadata store, A-Hash, follows a master client model and provide
metadata replication amongst the available A-Hashes. The Shepherd runs
as the storage node and is responsible for checking all the available files and
sending reports to Librarian. The Hopi service provides the actual transfer
service. The security in Chelonia is divided into three levels Inter-service,
Transfer and High level security. By using a gateway module, Chelonia also
provides access third party storage systems. The first proof-of-concept test
setup described in this paper shows the self-healing and resilient capabilities
of Chelonia Cloud.

5.4 Paper-IV

This paper provides extensive performance and stability test using different
deployments of the Chelonia cloud. For example, the depth test show the
average amount of time taken by the system to create and list collections
and the width test illustrates the average response time when a collection
contains 1000 entries. The performance of the system while multiple clients
are interacting simultaneously is also examined, and the difference of per-
formance while using a centralized and distributed A-Hash is studied. It is
expected that some of the storage nodes will become offline and later again
join the system. File replication test describes how the system identifies
if any Shepherd is offline and the response to replicate files to the other
available Shepherds to achieve the high availability of the data. Stability
test depict a full week Chelonia service’s memory and CPU utilization while
clients were regularly interacting with the system.
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5.5 Paper-V

This technical report reviews different models for resource allocation and
provides a brief comparison which highlights the advantages and disadvan-
tages of them. Also, an architecture for improving the resource allocation
model in the ARC middleware is presented. This is based on that the infor-
mation related to the resources is divided into static and dynamic categories.
The proposed modifications in the ARC resource allocation allows to pre-
filter the available resources on the basis of static information (accessed via
the information system) and then contact individual resources for dynamic
information. This approach reduces the number of connections to retrieve
the information from individual resource which requires most of the time.
The results shows that the proposed model significantly improves the re-
source allocation process.
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and A. Wäänänen. The Hosting Environment of the Advanced Resource
Connector middleware. NorduGrid. NORDUGRID-TECH-19.

[41] Fay Chang, Jeffrey Dean, Sanjay Ghemawat, Wilson C. Hsieh, Debo-
rah A. Wallach, Mike Burrows, Tushar Chandra, Andrew Fikes, and
Robert E. Gruber. Bigtable: A distributed storage system for struc-
tured data. ACM Trans. Comput. Syst., 26(2):1–26, 2008.
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