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systems based on the alignments imposed by the learned grammars. The conclusion is that 
stochastic linear inversion transduction grammars learned from observed data stand up well to 
the state of the art.  
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1. Introduction

Say what we may of the inadequacy of translation, yet the work is
and will always be one of the weightiest and worthiest undertakings
in the general concerns of the world.

Johann Wolfgang von Goethe

This is a thesis about automatic translation. The idea of automated translation
machines, mechanically transforming pieces of one language into another, is
about as old as computing machines, but only in the last few decades has the
quality of such systems been practically useful. The uses of machine transla-
tion are still limited, and this thesis is one of many efforts to broaden its use.
As in the rest of computational linguistics, there has been a swing away from
rational methods toward empirical ones. A rational method is to be understood
as one that requires models to be built by hand, whereas the empirical ones re-
lies on induction from observed data. For empirical methods it is important to
define the boundaries of the models to be learned, and this thesis will explore
the implications of drawing such boundaries for automatic translation.

This is also a thesis about transduction theory, the theoretical framework
for describing machines that transform one string of atomic tokens into an-
other. Transduction theory has been thoroughly studied in order to build, for
example, programming language compilers (machines that translate source
code into machine code), but these generally rely on rational mechanics. For
programming languages, this is not a problem since they have to be unam-
biguously specified by hand to have exactly one interpretation. That is not the
case for natural languages.

Finally, this is a thesis about how transduction theory can be efficiently im-

plemented so that the desired statistics (or approximation thereof) can be com-

puted for theoretically sound models of the translation process within tractable

time and space constraints. This is imperative; natural languages are too com-

plex to model rationally, and statistics are an indispensable component of em-

pirical modeling.

9



1.1 Language, transduction and translation

One fundamental question which has to be answered is what the word lan-
guage should refer to. This is a very broad question indeed, and its answer

must depend on the context in which it is asked. When put to a sociologist,

it may be “everything related to human communication”; when put to a lin-

guist with a funny bone, it might be “a dialect with an army and a navy”;

when put to a computational linguist, it is likely to be “a set of strings made

up of atomic tokens that approximate the intuitive concept of language” or

something similar. Since computers can only deal with the fully defined, com-

putational linguistics must deal with precise mathematical approximations of

what languages may be.
In formal language theory, classes of languages are grouped together based

on their complexity – the ability to make fine distinctions between valid and

invalid constructions. These distinctions are formalized as set membership,

and a language is construed to be a set encompassing all valid sentences of a

language and leaving out all invalid ones. Human languages are irregular in

nature, and humans are generally regarded as capable of making very deli-

cate distinctions about what a valid construction is in their first language. This

means that we can consider natural languages to be very complex. When for-

malized, this ability to make fine distinctions comes at a great computational

cost. In computational linguistics, we frequently abuse the system and repre-

sent natural languages as less complex formal languages. In fact, striking a

good balance between utility for the task at hand and computational cost is an

important aspect of what a computational linguist does.

Now that we have defined what a language is, it is time to take a closer look
at what a translation might be. As with languages, the question what a trans-
lation is will have different answers depending on who is asked. The answer
used throughout this thesis will be that a translation is a string in language F
that captures the meaning carried by the string in language E, which it was
translated from. This thesis will also make heavy use of the term transduction
which is to be understood as a relation between two languages such that all
related strings are translations of each other. Since all relations can be seen
as a subset of the cross-product of their domain and range, the set theoretical
view-point taken in formal language theory is valid for transductions as well.
This opens up an interesting track of investigation into the possible relations
expressible, and their computational complexities. It is safe to assume that the
translation relation between human languages is a very complex one, likely to
be extremely time consuming to compute, but perhaps a useful approximation
can be found?

A computer program that translates from one language into another is called

a machine translation system. These systems can be classified as either ratio-

nal or empirical. Rational means that the mechanics of the system is built

by hand, according to some human’s understanding of how the translation

10



(a) The Vauquois triangle (b) Direct translation

(c) Interlingua-based translation (d) Transfer-based translation

Figure 1.1: The Vauquois (1968) triangle and how direct, interlingua-based and

transfer-based translation fits into it.

process should be modeled. Empirical means that a human specifies how the

translation could be modeled, but that the specific mechanics of a system –
how translation should be modeled for a particular language pair – are learned
automatically from examples. In the transduction view of machine transla-
tion, the examples constitute a sample of the true transduction that we wish to
learn, and learning becomes the search for a good approximation of this true
transduction.

The rational methods can be further divided into three broad categories:

direct, transfer-based and interlingua-based systems. The difference between

them is the level of analysis and synthesis carried out, with direct and

interlingua-based as the two extreme cases. By placing the source and target

languages as two extreme points, and a shared interlingua as a third extreme

point, it is possible to visualize the three different approaches. This is called

the Vauquois triangle (see figure 1.1).
A direct translation system has to transform source sentences to target sen-

tences without building any structure. This does not mean that such a system is
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forced to only substitute surface words for surface words. An advanced direct

translation system may do morphological analysis and synthesis, identifica-

tion of different kinds of phrases (which could trigger different behaviors)

and even reordering of words and phrases. The key distinction between a di-

rect translation system and other types of systems is that it relies only on its

translation lexicon. This makes it an extreme case in the Vauquois triangle

because it makes no structural analysis or synthesis.
An interlingua-based system is the second extreme case of the Vauquois

triangle, since there is no actual translation at all. The idea is to analyze the

source sentences to the point where the corresponding target sentences can be

synthesized from the analysis. This is an intuitively appealing strategy, since

the same analysis could potentially be used to generate sentences in not only

one, but several, target languages with no additional source language effort.

Once the interlingua representation is specified, a new language can be added

to the system by specifying how sentences can be analyzed into the interlingua

format, and how that process can be reversed (synthesis). There are, however,

several problems with this approach. Specifying an interlingua that is valid

between all languages has not been accomplished yet, and not for lack of

trying. Even for a single language pair, it is hard to specify an interlingua that

works for real-world translation tasks. Even if such an interlingua existed,

analyzing the meaning of a source sentence in terms of the interlingua is also

hard to accomplish. Since neither of the two prerequisites for synthesis has

been adequately solved, it is not known whether synthesis is feasible, but it is

reasonable to believe that it will be as hard as analysis.
A transfer-based system breaks the translation process into three steps, an

analysis step that weeds out the worst irregularities of the source surface sen-

tence, a transfer step that translates this analysis into an equivalent target anal-

ysis, and a synthesis step that creates a target surface sentence from the trans-

lated analysis. This approach has the advantage that each of the steps is fea-

sible, and this is also the approach taken by commercial companies selling

rational translation systems. By looking at the Vauquois triangle, one can see

why this works – just think of distances in the diagram as measures of how

hard a task is. By dividing the translation task into three different steps (sev-

eral steps in the same direction do not count as different steps), the weakest

link in the translation process becomes as robust as possible.
Empirical systems have the same advantages as elsewhere in natural lan-

guage processing – they can identify shades of goodness rather than binary

rights and wrongs. In translation this is a very valuable advantage, as transla-

tion is all about shades rather than rights and wrongs. Hardliners would even

go so far as to argue that proper translation is impossible, and that there is no

such thing as a correct translation. Most people will, however, agree that one

translation can be better than another, although not always on which the better

one actually is.
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Empirical systems can be divided into surface-based and structural, which

roughly corresponds to direct and transfer-based. The surface-based were the

first to appear, and have, over time, moved away from token-centered systems

to “phrase-based” systems, where the term phrase just means multi-word unit

rather than single-word unit. Just like their rational counterpart, surface-based

empirical systems have a heavy focus on the lexicon. These systems represent,

unlike the structured ones, a fairly mature field of study.
Structured empirical systems are much harder to train than the surface-

based, and the computer power needed has not been around for quite as long

as for surface-based methods. There are several ways to build structured sys-

tems depending on what resources are available. The most obvious is to use a

parallel treebank, and simply count statistics found in it. Although not as easy

as it sounds – aligning internal nodes is a nontrivial problem – the approach is

mainly constrained by the availability of parallel treebanks. To get more data,

one could parse a parallel text and thus create a parallel treebank, with the

obvious drawback that automatic parsing is not perfect but introduces errors.

One could also translate a treebank, and settle for having the trees in either the

source or the target language but not in both.

Regardless of which approach is taken, there is a problem often ignored:
the system has to learn a shared structure from one or two monolingual struc-
tures. Specifying the transfer step within a grammar rule is equal to impos-
ing a shared structure on the language pair, but this is rarely acknowledged,
since it is more often perceived as a problem of harmonizing two disparate
structures. Either of the two, monolingually well motivated, structures may
constrain the shared structure to a point where it is no longer recoverable.
This can be alleviated but not solved by working with forests rather than trees.
The fundamental problem is that any structure or alignment imposed a priori
runs the risk of eliminating the desired shared structure from the search space

of the system. Making assumptions about the shared structure does, however,

have the advantage of speeding up search. The question that should be asked

is which assumptions we can make to minimize search errors and maximize

speed gain.
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1.2 Research questions and contributions

Leaving the question of whether human languages can be formalized as trans-
duction or not, I will assume this to be the case. This is not a very strong as-
sumption in itself, certainly not stronger than assuming that humans perform
some form of computation when using languages. Making this assumption
does, however, allow for two interesting lines of inquiry:

1. Can this transduction between human languages be approximated as a
computationally tractable form of transduction?

2. Can such a transduction be induced from observed examples?

Formulating grammar acquisition as an induction problem, we can utilize es-

tablished induction methods to find the grammar that is most likely to have

generated the sample. However, existing formal transductions are either too

restrictive or too expensive to compute for induction to be efficient.
As we will see, finite-state transducers (FSTs), although efficient and el-

egant in their simplicity, are not powerful enough to capture the relation be-
tween human languages. Stepping up in power we have inversion transduction
grammars (ITGs), which are, although powerful for their elegant simplicity,

too expensive to induce from examples. In this thesis, I introduce a new class

of transductions that can be positioned between these two: the linear trans-

ductions, along with grammars to generate them and transducers to recog-

nize them. The computational properties of this class of transductions makes

them tractable to induce from large amounts of examples, and their expressive

power is far less restrictive than those of FSTs.
The grammar class that generates linear transductions is called linear trans-

duction grammars (LTGs). This is the class of grammars we arrive at when a
linear constraint is applied to ITGs. The monolingual parallel to this is arriving

at linear grammars (LGs) by applying a linear constraint on context-free gram-
mars (CFGs). It is also the class of grammars we arrive at when we bilingualize
a monolingual LG by letting it generate pairs of strings.

The class of automata that recognize linear transductions is called zipper
finite-state transducers, which are in effect four dimensional finite-state au-
tomata. The class is arrived at by reinterpreting FSTs to recognize linear lan-
guages, which gives rise to zipper finite-state automata, and then take these
automata into the bilingual domain. The connections between FSTs and lin-
ear languages have been studied before, and the sole purpose of the proposed
automata is to make the transition into the bilingual domain as smooth as pos-
sible.

It is reasonable to believe that the transduction between two human lan-

guages is an infinite set of sentence pairs, and a grammar or automaton can be

used to define such a set. This proposition does, however, only tell us that such

a set exists, and thus that a grammar exists that defines it. We are interested in

finding the exact grammar that actually defines the transduction between two

human languages. A daunting task indeed, but with grammar induction we can

14



have the machine learn such a grammar. By providing a finite sample drawn

from this infinite set of sentence pairs, we can have the computer approximate

the most likely grammar to have generated that sample. We usually refer to

such finite, observable samples of the transduction between human languages

as parallel corpora. These corpora are produced solely to be of practical use in

communication over language barriers, and as such, each sentence pair consti-

tutes an independent observation of a member of the transduction of interest.
The fact that linear transductions lie between FSTs and ITGs does not, in

itself, mean that they can model the transduction between human languages

in a useful manner. Even if we can find the LTG that is most likely to have
generated a large parallel corpus, it does not automatically mean that this par-
allel corpus is likely to have been generated by an LTG at all. In this thesis, I
will hypothesize that LTGs are practically useful approximations of the trans-

duction between human languages, and test this hypothesis empirically by

building statistical machine translation systems on the basis of LTGs induced

from parallel corpora and evaluating their performance against the state of the

art.
In the practical work of inducing grammars from parallel corpora, parsing

efficiency becomes very important. An important research question is there-

fore whether LTG parsing can be performed efficiently enough to be practically

useful, and one of the contributions of this work is an agenda-based parsing al-

gorithm for LTGs and a pruning scheme that allows us to perform LTG parsing

in linear time, drastically reducing induction time. We will see that the same

techniques can be applied to ITGs as well. Although harsh pruning preserves
usability of the learned ITG, the time complexity remains too high for them to

be practically useful with large-scale datasets.
To sum up, the overriding research question of this thesis is whether it is

possible to find a class of transductions that are expressive enough to capture

the structural differences between human languages, yet restricted enough to

support efficient induction from parallel corpora. The main hypothesis inves-

tigated is that linear transductions constitute such a class, and the main con-

tributions made in testing this hypothesis is

1. a formal characterization of linear transductions using LTGs and ZFSTs,

2. an efficient parsing algorithm and pruning scheme for LTGs (and ITGs),
and

3. an empirical study showing that LTGs can be used to build state-of-the-
art machine translation systems.
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1.3 Outline of the thesis

We begin by taking a look at the relevant background science: formal language
theory (chapter 2), transduction theory (chapter 3) and statistical machine
translation (chapter 4). Formal language theory provides the fundamental con-
cepts of computing with languages, and transduction theory brings these con-
cepts into the bilingual domain. The empirical evaluation of our learned linear
transduction grammars is carried out in a machine translation setting – we are
primarily concerned with practical usefulness – so we are up against the state
of the art in this field, which is represented by statistical machine translation.

After this we will turn to the contributions of this thesis. Linear transduc-

tions are presented in chapter 5 after a brief overview of linear languages

(which requires a familiarity with both language and transduction theory).

The main contribution of this chapter is the characterization of linear trans-

ductions, using both grammars and automata. Chapter 6 presents a parsing al-

gorithm for LTGs and the crucial pruning scheme that gives enough efficiency

to induce approximate LTGs on a large scale. A similar algorithm, but for ITGs,
which is compatible with the pruning scheme, is also provided. Having char-
acterized linear transductions formally and shown how they can be processed
efficiently, we then proceed in chapter 7 to test, empirically, the hypothesis
that linear transductions are indeed practically useful in machine translation.
The thesis ends with conclusions and suggestions for future research in chap-
ter 8.
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Part I:

Background

It is a rare mind indeed that can render the hitherto non-existent
blindingly obvious. The cry “I could have thought of that” is a very
popular and misleading one, for the fact is that they didn’t, and a
very significant and revealing fact it is too.

Douglas Adams





2. Formal languages

A set is a Many that allows itself to be thought of as a One.

Georg Cantor

In this chapter, formal language theory is introduced, with a focus on the sim-
pler language classes of the formal language hierarchy. Although this work
focuses on relations between languages (the bilingual case), it is imperative
to know what the languages being related actually are (the monolingual case),
and that is the purpose this chapter serves.

We will start with a general discussion of languages, then take a closer

look at the finite-state (section 2.1) and context-free languages (section 2.2).

Between these two classes that are situated in the Chomsky hierarchy, there is

a third one which is not: linear languages, sometimes referred to as “type 2.5”

(section 2.3) languages. Although they are hard to characterize as a language

class on their own, they still have some properties that sets them apart from

both context-free (type 2) and finite-state (type 3) languages, which are of

interest to this thesis. One of these properties is computational complexity. It

is also possible to characterize them, not as languages, but as transductions,

which makes them more coherent as a class.
In formal language theory, a language is merely a set of strings of symbols.

Languages are, however, extremely large sets, most even infinitely large. This

means that they cannot be studied directly, but have to be studied indirectly

through grammar and automata theory, or through finite samples such as cor-

pora.

One way to define an infinitely large set of strings is to use a grammar,
which is a mechanism that can rewrite a fixed start symbol into any and all
sentences in the language it defines.

Definition 2.1 A grammar is a tuple G = 〈N,Σ,S,R〉 where N is a finite

nonempty set of nonterminal symbols, Σ is a finite nonempty set of terminal
symbols disjoint from N (N ∩Σ = /0), S ∈ N is the designated start symbol

and R is a set of production rules on the form

ψ → φ

where ψ ∈ (N∪Σ)+ and φ ∈ (N∪Σ)∗.
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Rewrite rules define a binary relation =⇒
G

over strings of terminals and nonter-

minals such that

αψβ =⇒
G

αφβ if and only if ψ → φ ∈ R

where α,β ,φ ∈ (N ∪Σ)∗ and ψ ∈ (N ∪Σ)+. We will frequently make use of
the reflexive transitive closure of the rewrite relation and say that

αψβ ∗
=⇒
G

αξ β

if there are rewrite rules in G to rewrite ψ into ξ in zero or more steps.

Definition 2.2 The language generated by a grammar is the set of all ter-
minal strings that can be generated with the grammar:

L(G) =
{

α
∣∣∣∣S ∗=⇒G α

}
∩Σ∗

Grammars represent a generative view of languages, and are very useful for
classifying languages into complexity hierarchies. Asking how harshly the
grammar can be restricted while still able to generate precisely the language
we want lets us identify at least four clear classes of languages: the recursively
enumerable, the context-sensitive, the context-free and the finite-state. These
four classes were identified by Chomsky (1959) who called them type 0, 1, 2
and 3. Since they properly contain each other these types are referred to as the
Chomsky hierarchy, and we will denote them Ci where i represents the type
number.

C3 ⊂ C2 ⊂ C1 ⊂ C0

For every type of language there is a class of grammars that generate them, as
well as a class of automata that recognize them.

An automaton is a theoretical computing device that has a control mecha-

nism that it can use to read and react to symbols presented on a tape. A tape is

the machine theoretical view of a string, and the reactions can involve altering

the state of the internal control as well as manipulating the tape. When used as

a recognizer, the automaton will compute a boolean value for a tape, reflect-

ing whether the string on the tape is a member of the language recognized by

the automaton or not. It is hard to give a more precise definition of what an

automaton is without resorting to descriptions of specific classes of automata,

so we will defer this to the automata for the specific language classes below.
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2.1 Finite-state languages

Finite-state languages (FSLs, type 3 languages, C3) are the simplest kinds of
languages. They are generated by finite-state grammars (FSGs) and recognized

by finite-state automata (FSAs).

Definition 2.3 A finite-state grammar (FSG) is a grammar G= 〈N,Σ,S,R〉
where the set of rules is constrained so that it is either entirely left or right

linear:

A→ Bα, A→ α (left linear case)

A→ αB, A→ α (right linear case)

where A,B ∈ N and α ∈ Σ∗.

Dealing with sequences of terminal symbols can be computationally prob-
lematic. Fortunately, there is a normal form of FSGs, that deals with single

terminal symbols or the empty string.

Definition 2.4 A finite-state grammar (FSG) in normal form is an FSG

where the rules are constrained such that

A→ Ba, A→ ε (left linear case)

A→ aB, A→ ε (right linear case)

where A,B ∈ N, a ∈ Σ and ε is the empty string.

Any FSG G can be transformed into an FSG in normal formGN without chang-

ing the generated language: L(G) = L(GN) (see Hopcroft et al., 2001).

Definition 2.5 A finite-state automaton (FSA) is a tuple

M = 〈Q,Σ,q0,F,δ 〉

whereQ is a finite nonempty set of states, Σ is a finite set of symbols, q0 ∈Q
is the designated start state and δ ⊆ Q×Σ∗ ×Q is a finite set of transitions
that define a binary relation over the set of configurations Q×Σ∗ such that

〈q,αβ 〉 �M 〈q′,β 〉 if and only if 〈q,α,q′〉 ∈ δ

where q,q′ ∈ Q, α,β ∈ Σ∗.

The configuration summarizes the state of the internal control of the automa-

ton, as well as the part of the tape that is still unread by the automaton. The

internal control of an FSA consists solely of the identity of the state it is cur-

rently in. An accepting configuration of a FSA is any 〈q,ε〉 where q∈ F , and ε
is the empty string, representing that the entire tape has been read. By taking
the reflexive, transitive closure of the transition relation �∗M, we can define the
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language recognized by the automaton as the set of all terminal strings that

will move it to an accepting configuration.

Definition 2.6 The language recognized by an FSA M is defined as

L(M) = {α|〈q0,α〉 �∗M 〈q,ε〉, q ∈ F}

Like grammars, automata can also be rephrased into a restricted form that is
easier to handle, but still recognize the same language.

Definition 2.7 A deterministic one-restricted FSA (1-DFSA) is an FSA

where the set of transitions is restricted such that it is a function

δ : Q×Σ→ Q

These restricted FSAs also recognize finite-state languages, and any FSA can

be transformed into a 1-DFSA without changing the recognized language (see,
for example, Hopcroft et al., 2001). The appeal of FSAs is that they can de-

termine language membership in linear time. This property is closely tied to

the fact that FSAs can be expressed in deterministic one-restricted form. It is
possible to retain the computational complexity without actually expressing
the FSA in restricted form, but instead restrict it on the fly. The important part
is not the exact form the FSA is expressed in, but the fact that it is an FSA, and

that all FSAs can be expressed in restricted form.
We can also imagine an FSA to generate strings, and even to run in reverse.

By redefining the semantics of the transitions we can define four different

relations over configurations (which are valid if and only if 〈q,a,q′〉 ∈ δ ):

〈q,aα〉 �M,r← 〈q′,α〉
〈q,α〉 �M,g← 〈q′,αa〉
〈q,αa〉 �M,r→ 〈q′,α〉
〈q,α〉 �M,g→ 〈q′,aα〉

where r means recognition and g means generation, and the arrow following

the letter indicates whether the automaton corresponds to a left linear (→) or
a right linear grammar (←). The standard interpretation of the relation is that
of right linear recognition, denoted �M,r← above. Since finite-state languages

are closed under reversal (see Hopcroft et al., 2001, theorem 4.11), all of these

interpretations handle finite-state languages.

Figure 2.1 gives an example of a very simple FSG and its correspond-
ing FSA, along with an example of generation and recognition. Both gener-

ation and recognition are carried out in a particular order, and remembering

this order allows us to construct a parse tree for the sentence being gener-

ated/recognized, which is also found in figure 2.1. Parsing is the process of

finding a structure that explains why the parsed sentence is a member of the
language generated by a grammar/recognized by an automaton. Since pars-
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G= 〈N,Σ,S,R〉 such that

N = {NN,NP,PP,S,VP} ,

Σ =

{
fjords, for,he,

is,pining, the

}
,

R=

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

S→ heVP,
VP→ is pining PP,
PP→ for NP,
NP→ the NN,
NN→ fjords

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(a) Finite-state grammar

M = 〈Q,Σ,qS,
{
q′
}
,δ 〉 such that

Q=
{
qS,qVP,qPP,qNP,qNN ,q′

}
,

Σ =

{
fjords, for,he,

is,pining, the

}
,

δ =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

〈qS,he,qVP〉,
〈qVP, is pining,qPP〉,
〈qPP, for,qNP〉,
〈qNP, the,qNN〉,
〈qNN , fjords,q′〉

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(b) Finite-state automata

S=⇒
G

heVP

=⇒
G

he is pining PP

=⇒
G

he is pining for NP

=⇒
G

he is pining for the NN

=⇒
G

he is pining for the fjords

(c) Generation

〈qS,he is pining for the fjords〉
�M 〈qVP, is pining for the fjords〉
�M 〈qPP, for the fjords〉
�M 〈qNP, the fjords〉
�M 〈qNN , fjords〉
�M 〈q′,ε〉

(d) Recognition

(e) Parse tree

Figure 2.1: A finite-state grammar (a) generating a string (c), which is recognized

(d) by the corresponding finite-state automaton (b). Both generation and recognition

impose a structure on the sentence, which we typically draw as a parse tree (e) with

nodes corresponding to nonterminal symbols or states.
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(a) Parse tree (b) Possible nodes

Figure 2.2: The parse tree in figure 2.1 can be expressed in tabular form by referring

to the indices between the words. The cell in row 2, column 3 thus corresponds to

the word pining. Each node in the parse tree dominates a span of the sentence, which

means that there is one cell for every possible node. The node labeled PP dominates

the span from index 3 to 6, and thus corresponds to the cell (3,6). Grafting the tree

unto a table in this way gives us (a), where nonterminals are white and terminals

black. We can also plot all cells that could possibly contain a node (b). The cell (6,6)
is reachable because we could have a rule that rewrites a nonterminal to the empty

string.

ing is always carried out on an existing sentence, it is often thought of as the
inverse of generation. Parsing differs from recognition in one crucial aspect:
parsing can be used to enumerate all the possible explanations why a sentence
is a member of a language, recognition only gives true or false. The linguistic
theory behind parse trees is that each node represents a constituent in the sen-
tence. Using the indices between the words, we can transfer the tree notation
to a table. Figure 2.2 shows a parse tree in tabular form, where each cell (i, j)
corresponds to the sentence span from i− 1 to j. Terminal and nonterminal

nodes are represented in black and white respectively.
In the tabular form we note that all the nonterminals are stacked on top of

each other along the far right side of the table. This phenomenon occurs due
to the properties of the grammar, and in fact, a right-linear grammar heavily
restricts the notion of what a constituent is. For left-linear grammars, only
the top row may contain nonterminals. These restrictions on the possible con-
stituents have a very positive effect on parsing/recognition efficiency, allowing
all parses to be computed in linear time (relative to the length of the string).
This may not be clear from this example, but is implicit in the fact that there
is a normal form for the grammar and a one-restricted form for the automata.
Since we could have transformed the grammar/automaton so that it, at each
step, only depended on the previous node, we can also compute such par-

tial values on the fly and preserve this property. Naturally, this efficiency has

24



to be weighted against the restrictions in possible constituents that can be

represented. Generally, finite-state languages are not good approximations to

natural languages at the sentence level.

2.2 Context-free languages

Context-free languages (CFLs, type 2 languages, C2) are expressive enough

to be a serious candidate for approximating natural languages, they combine

tractable efficiency with much higher expressivity than finite-state languages.

Context-free languages are generated by context-free grammars (CFGs) and

recognized by pushdown automata (PDAs).

Definition 2.8 A context-free grammar (CFG) is a grammar where the rules
are constrained to only have the form

A→ φ

where A ∈ N and φ ∈ (N∪Σ)∗.

This means that every rule rewrites exactly one nonterminal symbol into a

sequence of nonterminal and terminal symbols. These rule applications are

completely independent of where in the sentence the nonterminal is situated,

which has given rise to the term “context-free” – the context of the nontermi-

nal is disregarded.

Definition 2.9 A CFG in Chomsky normal form is a CFG where the rules
are constrained to only have the forms

A→ BC
A→ a
S→ ε

where A ∈ N, B,C ∈ N−S, S ∈ N is the designated start symbol and a ∈ Σ.

For every CFG there is a CFG in Chomsky normal form that generates the same
language (Chomsky, 1956). Figure 2.3 shows an example of a grammar, a
generation process and the parse tree imposed through that generation process.
As with finite-state languages, the parse tree can be transferred to a table (see
figure 2.4), and the cells that could possibly contain nodes can be identified.

It is clear that CFLs can represent any constituent in the table.1 The num-
ber of possible nodes can be said to be proportional to the squared length of
the string, O(n2). In normal form, each constituent can be made up of two
smaller constituents, which means that there are dynamic programming ap-

1the table form in itself is limited in the sense that it can only represent contiguous constituents,

but this is a different issue which we will not touch upon
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G= 〈N,Σ,S,R〉 such that

N =

{
BE,Det,NN,NP,
PP,Prep,S,VB,VP

}
,

Σ =

{
fjords, for, is,

parrot,pining, the

}
,

R=

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

BE→ is

Det→ the

NN→ fjords

NN→ parrot

NP→ Det NN,
PP→ Prep NP,

Prep→ for

S→ NPVP,
VB→ pining

VP→ IS VP,
VP→VB PP,

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭

(a) Context-free grammar

S=⇒
G
NPVP

=⇒
G
Det NN VP

=⇒
G

the NN VP

=⇒
G

the parrotVP

=⇒
G

the parrot BE VP

=⇒
G

the parrot isVP

=⇒
G

the parrot isVB PP

=⇒
G

the parrot is pining PP

=⇒
G

the parrot is pining Prep NP

=⇒
G

the parrot is pining for NP

=⇒
G

the parrot is pining for Det NN

=⇒
G

the parrot is pining for the NN

=⇒
G

the parrot is pining for the fjords

(b) Generation

(c) Parse tree

Figure 2.3: A context-free grammar (a) generating a string (b). The imposed structure

is a parse tree (c).
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(a) Parse tree (b) Possible nodes

Figure 2.4: The parse tree in figure 2.3 can be expressed in tabular form. Grafting the

tree unto such a table gives us (a), where each nonterminal of length 1 (1-2, 2-3, . . . ,

6-7) is assumed to correspond to a terminal symbol (not showed). We can also plot all

cells that could possibly contain a node (b). The cells representing empty strings are

reachable to non-normal form grammars.

proaches for solving the recognition problem in O(n3) time (O(n2) possible
constituents, each of which can be constructed in O(n) ways). This is true for

CFGs in binary form (like the Chomsky normal form) as noted independently
by Cocke (1969), Kasami (1965) and Younger (1967) while developing effi-
cient parsing algorithms for CFG. The so called CKY algorithm parses a string
with a CFG in Chomsky normal form in O(n3) time. Earley (1970) later dis-
covered an algorithm for binarizing any CFG on the fly, making it possible to

parse a sentence with an arbitrary CFG in O(n3) time. The key property of

CFGs that allow this efficient parsing is that they have a binary form where

branching is limited.
Context-free languages are recognized by push-down automata, which are

like FSAs, but with an auxiliary memory structure in the control structure
which functions as a stack.

Definition 2.10 A pushdown automaton (PDA) is a tuple

M = 〈Q,Σ,Γ,q0,γ0,F,δ 〉

where Q is a finite nonempty set of states, Σ is a finite nonempty set of
input symbols, Γ is a finite nonempty set of stack symbols, q0 ∈ Q is the

designated start state, γ0 ∈ Γ∗ is the initial stack content, F ⊆ Q is a set of
final states and

δ ⊆ Q×Σ∗ ×Γ∗ ×Q×Γ∗
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is a finite set of transitions. The transitions define a binary relation over the

full space of possible automata configurations Q×Σ∗ ×Γ∗ such that

〈q,aα,bγ〉 �M 〈q′,α,cγ〉 if and only if 〈q,a,b,q′,c〉 ∈ δ

where q,q′ ∈ Q, a,α ∈ Σ∗ and b,c,γ ∈ Γ∗.

The reflexive transitive closure of this relation can be used to define the lan-

guage recognized by a PDA as the set of all strings taking the automaton to
an accepting configuration. There are two types of accepting configurations:
final state (〈q,ε,γ〉 where q ∈ F and γ ∈ Γ∗) and empty store (〈q,ε,ε〉 where
q ∈ Q).

Definition 2.11 The language recognized by a PDA is

L(M) = {α|〈q0,α,γ0〉 �∗M 〈q,ε,γ〉, q ∈ F} (final state)

L(M) = {α|〈q0,α,γ0〉 �∗M 〈q,ε,ε〉} (empty store)

2.3 Linear languages

Linear languages (LL, “type 2.5 languages”, L) lie strictly between finite-state
and context-free languages. They are generally considered of little use for
anything but theoretical concepts like a language consisting entirely of palin-
dromes. As we will see later, the bilingual version of linear languages can
be useful for unsupervised grammar induction, so we will give them more
room here than is customary when dealing with formal languages. Linear
languages are generated by linear grammars (LG) and recognized by two-
tape non-deterministic automata (2-NDA) and one-turn pushdown automata
(1-PDA).

Definition 2.12 A linear grammar, or linear context-free grammar (LG) is

a grammar where the rules are constrained to only have the forms

A→ αBβ
A→ γ

where A,B ∈ N and α,β ,γ ∈ Σ∗.

This means that the relation defined by the rules is over Σ∗(Σ∗ ∪N)Σ∗ guaran-
teeing that there is at most one nonterminal throughout a derivation – hence

the name linear.

28



Definition 2.13 An LG in normal form is an LG where the rules are con-

strained to only have the forms

A→ aBb′

A→ a′Bb
A→ ε

where A,B ∈ N, a,b ∈ Σ and a′,b′ ∈ Σ∪{ε}.
An LG can be normalized in the same way as an FSG. Figure 2.5 shows an ex-
ample of a grammar generating a string, together with the corresponding parse
tree. Sandwiching the filling between the bread is a phenomenon that cannot
be described with finite-state languages. Again, we can employ a tabular view
of the parse, and figure out the possible constituents that a linear grammar can
represent (see figure 2.6). The set of constituents is the same as for CFLs, but

LLs have tighter restrictions on how these constituents can combine within
one parse. Since there are a constant number of nodes that any one node can
directly dominate (ensured by the linearity of the grammar), the possible ex-
pansions of any given node can be computed in constant time. Since all nodes
are independent of nodes not dominated by it (ensured by the context-freeness
of the grammar), dynamic programming techniques can be employed to make
sure that no node needs to be visited more than a constant number of times
during processing. Putting these two facts together, we have that each of the

O(n2) nodes needs to be visited a constant number of times, having a constant
number of computations performed, giving us the time complexity O(n2) for
exhaustive parsing.

Finite-turn pushdown automata (k-PDAs) are introduced by Ginsburg &

Spanier (1966) to handle the class of ultralinear languages. Linear languages

are a special case of ultralinear languages, and the automaton to handle them is

a k-PDA with k = 1, or a 1-PDA. The following definition of 1-PDAs is equiv-
alent to the definition of k-PDAs in Ginsburg & Spanier (1966), but restricted
to 1-PDAs.

Definition 2.14 A one-turn pushdown automaton (1-PDA) is a PDA where

the states can be partitioned into two sets, Q0 and Q1, and where the set of
transitions is restricted such that

δ ⊆ (
Q0×Σ∗ ×{ε}×Q×Γ∗

)∪ (Q1×Σ∗ ×Γ∗ ×Q1×{ε})
This restriction can be worded as:

1. any transition going from a state in Q0 must pop only the empty string

(ε) from the stack, and
2. any transition going from a state in Q1 must push only the empty string

(ε) to the stack, and land in a state in Q1.
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G= 〈{S,F},Σ,S,R〉 such that

Σ =
{
bacon,bread, lettuce,mayonnaise, tomato

}
,

R=

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

S→ bread F bread,

F → F bacon,

F → lettuce F,
F → tomato F,
F →mayonnaise

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(a) Linear grammar

S=⇒
G

bread F bread

=⇒
G

bread F bacon bread

=⇒
G

bread lettuce F bacon bread

=⇒
G

bread lettuce tomato F bacon bread

=⇒
G

bread lettuce tomato mayonnaise bacon bread

(b) Generation

(c) Parse tree

Figure 2.5: A linear grammar (a) generating a string (b), imposing the parse tree

(c). Notice how the bacon, lettuce and tomato are, as it were, sandwiched between the

bread. Modeling that things in general go between exactly two slices of bread required

something more expressive than finite-state languages.
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(a) Parse tree (b) Possible nodes

Figure 2.6: The parse tree in figure 2.5 can be expressed in tabular form. Grafting

the tree unto such a table gives us (a). We can also plot all cells that could possibly

contain a node (b).

They also note that every string in a linear language can be partitioned into
two substrings αβ , and that, for every linear language there exists a finite-

state transducer that can translate every α to β← (where β← represents the
string β reversed). We will return to this in section 5.2 where linear languages
are used as a bridge to linear transductions.

Nondeterministic multi tape automata (n-NDAs) are introduced in Rosen-
berg (1967) as a generalization of FSAs. Instead of one tape, n-NDAs read

from n tapes.

Definition 2.15 A nondeterministic n-tape automaton (n-NDA) is a tuple

M = 〈Q,Σ,q0,F,m,δ 〉

where Q = Q′ ∪ {ACC,REJ} (with Q′ being a finite nonempty set of states,
and ACC and REJ being dedicated accepting and rejecting states), Σ is a

finite nonempty set of symbols, q0 ∈Q′ is the dedicated initial state, F ⊆Q′
is the set of final states and m and δ are the “next-state” relation and “tape
selector” function respectively, defined as

m⊆ (
Q′ ×Σ×Q′

)∪ (Q′ ×{ε}×Q
)
,

δ →{1, . . . ,n}

The automaton transitions between configurations on the form Q× (Σ∗)n (one
state and n strings left to process) by using δ to choose one tape to read from
and using m to choose one transition to perform given the symbol on that

tape. In the paper, it is proven that any projection on one single tape of an

n-NDA accepts a finite-state language, which can be intuitively understood by

constructing a 1-NDA, which thus always selects its one tape for processing.
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The class of 2-NDAs recognizes the class of linear languages in a slightly

round-about way:

Theorem 2.1. Given an LG G there is a 2-NDA M such that

〈α,β 〉 ∈ L(M) if and only if αβ← ∈ L(G)

Proof. See Rosenberg (1967), theorems 10 and 11.

The fact that linear languages can be recognized by a 2-NDA means that they
can be string-wise partitioned into two finite-state languages. This relation
is proven in Rosenberg (1967, theorem 1 and its corollaries), but it is also
possible to phrase the proof using linear and finite-state grammars.

Theorem 2.2. For every linear language L, there are two finite-state lan-
guages L1 and L2 such that L⊆ L1L2.

Proof. Given that G = 〈N,Σ,S,R〉 is an LG in normal form, construct two

finite-state grammars: G1 = 〈N,Σ,S,R1〉 and G2 = 〈N,Σ,S,R2〉 such that

R1 = {A→ aB|A→ aBb ∈ R}∪{A→ ε|A→ ε ∈ R}

and
R2 = {A→ Bb|A→ aBb ∈ R}∪{A→ ε|A→ ε ∈ R}

where A,B ∈ N and a,b ∈ Σ. It is clear from the construction of R1 and R2 that
G1 and G2 are, respectively, right and left linear grammars, making L(G1) and
L(G2) a finite-state grammar. Let us also reinterpret the relation defined by R
so that it is over Σ∗ ×N ∪{ε}×Σ∗ rather than over Σ∗(N ∪{ε})Σ∗. In other

words

〈a,A,d〉=⇒
G
〈ab,B,cd〉 if and only if A→ bBc ∈ R

〈a,A,d〉=⇒
G
〈a,ε,d〉 if and only if A→ ε ∈ R

For any derivation

S= 〈ε,S,ε〉 ∗=⇒
G
〈α,A,β 〉=⇒

G
〈α,ε,β 〉= αβ

(where S,A ∈ N and α,β ∈ Σ∗) we are, by way of construction, guaranteed to
have the derivations

S ∗
=⇒
G1

αA=⇒
G1

α and S ∗
=⇒
G2

Aβ =⇒
G2

β

Thus we conclude that L(G)⊆ L(G1)L(G2).

We will return to the world of linear languages (section 5.2) once we have

learned more about finite-state transductions (section 3.2).
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We have seen that linear languages are generated by a restricted version of

CFGs, and that this class of languages seems to be more complex than finite-
state languages. To properly fit it into the Chomsky hierarchy, we will now
prove that linear languages lie between the context-free and finite-state lan-
guages.

Theorem 2.3. The class of linear languages (L) strictly contains the class of
finite-state languages (C3).

Proof. Finite-state languages are, by definition, a subset of the linear lan-
guages, so we know that L ⊇ C3. To prove the inequality, we need to find

a language that is linear but not finite-state. Consider the language

L=
{
aibi

∣∣i≥ 0
}

By the pumping lemma for finite-state languages, we know that L is not finite-
state. We can construct a linear grammar that generates L:

G= 〈{S},{a,b},S,R〉 where

R= {S→ ε, S→ a Sb}

The grammar G clearly generates L, which gives us L �= C3. We thus conclude

that L⊃ C3.

Theorem 2.4. The class of linear languages (L) is strictly contained within
the class of context-free languages (C2).

Proof. Linear languages are, by definition a subset of context-free languages,
so we know that L ⊆ C2. To prove the inequality, we need to find a language

that is context-free but not linear. Consider the language

L=
{
aibia jb j∣∣i≥ 0, j ≥ 0

}
If L was linear, it could be string-wise partitioned into two finite-state lan-
guages (according to theorem 2.2). There are, however, no way to partition L
so that neither of the two languages have strings on the form aibiγ or γa jb j. By
the pumping lemma for finite-state languages, such a language is not finite-
state. We thus conclude that there is no string-wise partition of L into two

finite-state languages, which means that it is not linear. We can easily con-

struct a CFG that generates L:

G= 〈{S,N},{a,b},S,R〉 where

R=

{
S→ ε, N→ a N b,
S→ NN, N→ ε

}

The grammar G clearly generates L, which gives us L �= C2. We thus conclude

that L⊂ C2.
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This proof is similar to the one used in Rosenberg (1967) to prove that linear

languages are open under concatenation. With theorems 2.3 and 2.4, we can

expand the Chomsky hierarchy to include linear languages:

C3 ⊂ L⊂ C2 ⊂ C1 ⊂ C0

Although properties such as lack of closure under concatenation makes lin-
ear languages unsuitable as a language class in the traditional sense, there is
an interpretation of FSTs that make them clearly distinguishable from other
classes. Again, this will be evident when we revisit linear languages (section
5.2) after visiting transductions.
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3. Transductions

I mean they got the same shit over there that they got here, but it’s
just, just there it’s a little different.

Vincent Vega

In this chapter we will get acquainted with transductions in the sense of lan-
guage pairs. Transductions represent the formal grounding for this work. As
with languages, there are different classes of transductions, and we will take
a closer look at finite-state transductions (section 3.2) and syntax-directed
transductions (section 3.3) which correspond most closely to finite-state and
context-free languages respectively. The hierarchy of transductions is not as
well behaved as the Chomsky hierarchy for languages, so two special cases of
syntax-directed transductions will also be covered: simple transductions (sec-
tion 3.4) and inversion transductions (section 3.5). In chapter 5 we will then
make our own contribution to this family by introducing linear transductions.

3.1 Preliminaries

A transduction is a relation between sentences of two languages. When using
transducers for natural language translation, it is implied that the relation of
interest is “means the same as”. Since meaning can be hard to capture, and
may depend on the wider context the sentence appears in, it is important to
point out that it is a relation rather than a function: every sentence may have
an arbitrarily large set of valid translations. This presents two computational
problems: finding a valid translation of a sentence, and verifying that a sen-
tence pair is a valid translation. These two processes are called translation or
transduction, and recognition or parsing.

Definition 3.1 A transduction T over languages L1 and L2 is a set of sen-

tence pairs such that:
T ⊆ Σ∗ ×Δ∗

where Σ is the alphabet of L1 and Δ is the alphabet of L2.

As with languages, transductions can be defined with grammars as well as

automata, and as with languages, there are several different classes of trans-
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ductions that differ in expressivity. These entities are the main vehicles for

exploring transductions.
Since transductions are sets of bistrings, we need to have an understand-

ing of the properties of such bistrings. We will use two different notations
for bistrings. For the bistring combining L1 string a with L2 string x we will
write 〈a,x〉 or a/x . Generally, we will use letters in the beginning of the al-

phabet for L1 strings/symbols and letters in the end of the alphabet for L2

strings/symbols.

Definition 3.2 The concatenation of two bistrings is the pair of the individ-

ually concatenated component strings.

〈a,x〉�〈b,y〉= 〈a�b,x�y〉

The concatenation operator � will generally be left out, and the above defini-

tion would instead be stated as 〈a,x〉〈b,y〉= 〈ab,xy〉.
Definition 3.3 The length of a bistring is defined as the sum of the lengths
of the component strings.

|〈a,x〉|= |a|+ |x|

This definition of length ensures compatibility with concatenation, which

means that:

|〈a,x〉|+ |〈b,y〉|= |〈a,x〉〈b,y〉|= |〈ab,xy〉|

For concatenation, the identity element is the empty bistring, 〈ε,ε〉, which is
of length zero. We thus have the identities:

〈a,x〉〈ε ,ε〉= 〈a,x〉
〈ε,ε〉〈a,x〉= 〈a,x〉

To break a bistring into its component strings, we use the L1 and L2 extraction

functions.

Definition 3.4 The L1 extraction function σ : Σ∗×Δ∗ → Σ∗ is defined such
that σ(〈a,x〉) = a.

Definition 3.5 The L2 extraction function τ : Σ∗ ×Δ∗ → Δ∗ is defined such
that τ(〈a,x〉) = x.

We will also abuse notation when it is safe to do so, and use the extraction
function on transductions to extract the related part of a language, with the

semantics that:

σ(T ) = L̃1 = {σ(t)|t ∈ T}
τ(T ) = L̃2 = {τ(t)|t ∈ T}
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Although L̃1 ⊆ L1 and L̃2 ⊆ L2, we will treat them as equal if nothing else is

explicitly stated.
To extract individual symbol pairs from a bistring, the index function is

used. This function depends on an index function for strings.

Definition 3.6 The index function for strings over alphabet Σ is

ιΣ : Σ∗ ×Z→ Σ∪{ε}

defined as:

ιΣ(a, i) =

{
ai if 0< i≤ |a|
ε otherwise

where ai is the ith symbol in the string a.

The index function will, in other words, return symbols for all defined indices,

and the empty string otherwise.

Definition 3.7 The index function for bistrings over alphabets Σ and Δ is

ιΣ,Δ : Σ∗ ×Δ∗ ×Z→ (Σ∪{ε})× (Δ∪{ε})

defined as
ιΣ,Δ(〈a,b〉, i) = 〈ιΣ(a, i), ιΔ(b, i)〉

The bilingual index function will thus return a pair of symbols, a pair of one
symbol and the empty string or a pair of empty strings, depending on the
index given and the two strings involved. This definition of index function en-
sures that we can index bistrings where the component strings differ in length.
Consider the index ι(〈abc,x〉,3), which is now defined as 〈c,ε〉, but would
normally be undefined, since the second component string has no symbol at
index 3.
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3.2 Finite-state transductions

Finite-state transductions are generated by finite-state transduction grammars
(FSTGs, also called left/right linear transduction grammars), and translated

with finite-state transducers (FSTs). We will, however, take the view that both
grammars and automata can be used for generation, translation and recogni-
tion/parsing. This section will focus more on automata than grammars, be-
cause the class of finite-state transductions are more closely associated with
automata than grammars. Figure 3.2 contains an example of a bistring being
generated by an FSTG and recognized by an FST.

Definition 3.8 An FSTG is a tuple

G= 〈N,Σ,Δ,S,R〉

where N is a nonempty set of nonterminal symbols, Σ is a finite nonempty
set of L1 symbols, Δ is a finite nonempty set of L2 symbols, S ∈ N is the

designated start symbol and R is a set of either left linear or right linear
transduction rules:

A→ Bα A→ β (left linear case)

A→ αB A→ β (right linear case)

where A,B ∈ N and α,β ∈ Σ∗ ×Δ∗.

Definition 3.9 An FST is a tuple

M = 〈Q,Σ,Δ,q0,F,δ 〉

where Q is a finite nonempty set of states, Σ is a finite nonempty set of L1

symbols, Δ is a finite nonempty set of L2 symbols, q0 ∈ Q is the designated

initial state, F ⊆Q is a set of accepting states and δ ⊆Q×Σ∗ ×Δ∗ ×Q is a
finite set of bilingual transitions.

Definition 3.10 The transitions define a binary relation over the space of
possible configurations (Q×Σ∗ ×Δ∗):

〈q,aα,bβ 〉 �M,r 〈q′,α,β 〉 if and only if 〈q,a,b,q′〉 ∈ δ

where q,q′ ∈ Q, a,α ∈ Σ∗ and b,β ∈ Δ∗.

Definition 3.11 A 1-restricted FST (1-FST) is an FST where the transitions
have been restricted to be

δ ⊆(Q×Σ× (Δ∪{ε})×Q)∪ (Q× (Σ∪{ε})×Δ×Q)

This definition may be hard to internalize as is, but the intuition is simple
enough: one symbol must be processed from at least one tape, and at most
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G= 〈N,Σ,Δ,S,R〉 such that

N = {NN,NP,PP,S,VP} ,

Σ =

{
fjords, for,he,

is,pining, the

}
,

Δ =

{
efter, fjordarna,

han, trånar

}
,

R=

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

S→ he/hanVP,
VP→ is pining/trånar PP,
PP→ for/efter NP,
NP→ the/ε NN,
NN→ fjords/fjornarna

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(a) Finite-state transduction grammar

M = 〈Q,Σ,ΔqS,
{
q′
}
,δ 〉 such that

Q=
{
qS,qVP,qPP,qNP,qNN ,q′

}
,

Σ =

{
fjords, for,he,

is,pining, the

}
,

Δ =

{
efter, fjordarna,

han, trånar

}
,

δ =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

〈qS,he,han,qVP〉,
〈qVP, is pining, trånar,qPP〉,
〈qPP, for,efter,qNP〉,
〈qNP, the,ε,qNN〉,
〈qNN , fjords, fjordarna,q′〉

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(b) Finite-state transducer

S=⇒
G

he/hanVP

=⇒
G

he is pining/han trånar PP

=⇒
G

he is pining for/han trånar efter NP

=⇒
G

he is pining for the/han trånar efter NN

=⇒
G

he is pining for the fjords/han trånar efter fjordarna

(c) Generation

〈qS,he is pining for the fjords,han trånar efter fjordarna〉
�M 〈qVP, is pining for the fjords, trånar efter fjordarna〉
�M 〈qPP, for the fjords,efter fjordarna〉
�M 〈qNP, the fjords,efter fjordarna〉
�M 〈qNN , fjords, fjordarna〉
�M 〈q′,ε,ε〉

(d) Recognition

Figure 3.1: A finite-state transduction grammar (a) generating a string (c), which is

recognized (d) by the corresponding finite-state transducer (b).
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one symbol may be processed from any tape. This keeps the machine from re-

configuring itself without manipulating the tapes, and ensures that any symbol

being processed is directly under the machine’s reader head for that tape.
With FSAs, we noted that it was, in fact, possible to define four different

relations instead of just one. We can apply the same principle to FSTs, but this
time we have no less than 16 possible interpretations of the transition relation
(all given that 〈q,a,b,q′〉 ∈ δ ). Four different generation relations:

〈q,α,β 〉 �M,g⇔ 〈q′,αa,βb〉
〈q,α,β 〉 �M,g� 〈q′,aα,βb〉
〈q,α,β 〉 �M,g� 〈q′,αa,bβ 〉
〈q,α,β 〉 �M,g⇒ 〈q′,aα,bβ 〉

Four different translation relations:

〈q,aα,β 〉 �M,t⇔ 〈q′,α,βb〉
〈q,αa,β 〉 �M,t� 〈q′,α,βb〉
〈q,aα,β 〉 �M,t� 〈q′,α,bβ 〉
〈q,αa,β 〉 �M,t⇒ 〈q′,α,bβ 〉

Four different inverted translation relations (reading from tape 2 and writing

to tape 1):

〈q,α,bβ 〉 �M,t ′⇔ 〈q′,αa,β 〉
〈q,α,bβ 〉 �M,t ′� 〈q′,aα,β 〉
〈q,α,βb〉 �M,t ′� 〈q′,αa,β 〉
〈q,α,βb〉 �M,t ′⇒ 〈q′,aα,β 〉

And four different recognition relations:

〈q,aα,bβ 〉 �M,r⇔ 〈q′,α,β 〉
〈q,αa,bβ 〉 �M,r� 〈q′,α,β 〉
〈q,aα,βb〉 �M,r� 〈q′,α,β 〉
〈q,αa,βb〉 �M,r⇒ 〈q′,α,β 〉

The two arrows give the type of grammars for the two tapes (→ for left linear
and← for right linear), with the upper arrow deciding the first tape (a,α) and

the lower arrow the second tape (b,β ). Taking this flexible approach will be
useful later for defining linear transductions.
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3.3 Syntax-directed transductions

Syntax-directed transductions (SDTs) are the bilingual case of context-free
grammars, and are generated by syntax-directed transduction grammars
(SDTGs, initially referred to as syntax-directed translation schema). There
are no dedicated formal devices for recognition/parsing, and no polynomial
time algorithms for solving the recognition problem. There are, however,
enhanced pushdown transducers for solving the translation problem. SDTGs
were first described in Lewis & Stearns (1968), and further developed in Aho
& Ullman (1972). The main usage of SDTGs is in compilers for programming
languages (which translate source code into machine code).

Definition 3.12 An SDTG over L1 and L2 is a tuple

G= 〈N,Σ,Δ,S,R〉

where N is a finite nonempty set of nonterminal symbols, Σ is a finite

nonempty set of L1 symbols, Δ is a finite nonempty set of L2 symbols,
S ∈ N is the dedicated start symbol and R is a finite nonempty set of rules

on the form
A→ α, β

where A ∈ N, α ∈ (N∪Σ)∗ and β ∈ (N∪Δ)∗. Furthermore, there is a bijec-
tion between the nonterminals of the two sides of any rule called linking.
This ensures that there are an equal number of nonterminal symbols and
that there is a one-to-one correspondence between them. Furthermore, any
linked nonterminals have to be identical.

In Aho & Ullman (1972), the conditions on the rules were satisfied by as-
suming that any unique nonterminal in α was linked to the same nonterminal
symbol in β (which was present by definition). When the same nonterminal

symbol occurred several times in α , they were distinguished from each other
with indices, so that it was clear which nonterminal in β it corresponded to.

The rule A→ B(1)CB(2), B(2)B(1)C is an example of such a rule.

Definition 3.13 The rules in an SDTG define a binary relation over bistrings
drawn from (N∪Σ)∗ × (N∪Δ)∗ such that

〈aAc,xAz〉=⇒
G
〈abc,xyz〉 if and only if A→ b, y ∈ R

where A ∈ N, a,b,c ∈ N∪Σ∗ and x,y,z ∈ N∪Δ∗.

As with other grammars, the reflexive transitive closure will be used to define
the transduction generated by the grammar.

Definition 3.14 The transduction defined by an SDTG G= 〈N,Σ,Δ,S,R〉 is

T (G) =
{
〈a,x〉

∣∣∣∣〈S,S〉 ∗=⇒G 〈a,x〉
}
∩ (Σ∗ ×Δ∗)
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To simplify theoretical handling of SDTGs, Aho & Ullman (1972) introduce a

normal form.

Definition 3.15 An SDTG in Aho–Ullman normal form, of rank k is an

SDTG where the rules are constrained to be on the forms

A→ B1 . . .Bk, C1 . . .Ck

A→ a, x

where A,Bi,Ci ∈ N, a ∈ Σ and x ∈ Δ∗

The Aho–Ullman normal form was used to prove the hierarchy of SDTGs in

Aho & Ullman (1972). The hierarchy is constructed around the class of trans-

ductions that an SDTG of rank k without useless nonterminals can generate,
denoted Tk. The rank of a grammar is the highest number of nonterminals in

the production of any rule in the grammar. They prove that

R⊂ T1 ⊂ T2 = T3 ⊂ T4 ⊂ ·· · ⊂ Tk−1 ⊂ Tk

There is a deficiency in the definition of the Aho–Ullman normal form, since
the permutation of nonterminals require them to be uniquely identifiable. This
means that they need to be augmented beyond the scope of N. For this the-
sis we present an alternative normal form where the permutation is explicitly
stated.

Definition 3.16 An SDTG in π normal form of rank k (π -SDTG) is an SDTG

where the rules are on the forms

A→ B1 . . .Bk [π1, . . . ,πk]

A→ a/x [1]

where A,Bi ∈ N, a ∈ Σ, x ∈ Δ and where πi ∈ {0, . . . ,k} is an element in a
permutation vector over the production.

Theorem 3.1. SDTGs in Aho–Ullman and π normal form generate the same
class of transductions if they are of the same rank.

Proof. Let G = 〈N,Σ,S,R〉 be an SDTG in Aho–Ullman normal form of rank

k. All rules in R have one of two possible forms:

A→ B1B2 . . .Bk, C1C2 . . .Ck

A→ α, β

where A,Bi,Ci ∈ N, α ∈ Σ∗ and β ∈ Δ∗. The terminal rules are easily convert-
ible to π normal form:

A→ α/β [1]
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where α/β is a bistring. Remembering that there is a bijection between indices

in the nonterminal rules π : {1, . . . ,k} → {1, . . . ,k} such that Bπ(i) = Ci for
all 0 < i ≤ k, we can replace the two sequences of nonterminals with one
sequence of nonterminals and one permutation vector so that

A→ B1B2 . . .Bk [π(1),π(2), . . . ,π(k)]

The sequence ofCs is indirectly represented since

C1C2 . . .Ck = Bπ(1)Bπ(2) . . .Bπ(k)

Let R′ be a set of rules in this alternative form. Since R′ is merely a notational

variant of R, a grammar in π normal formG′= 〈N,Σ,S,R′〉 generates the same
transduction as G. Thus T (G) = T (G′).

3.4 Simple syntax-directed transductions

For completeness, we include the class of simple syntax-directed transduc-

tions. They are generated by simple transduction grammars (STGs), and recog-
nized by pushdown transducers (PDTs). These are all presented and explained
in Aho & Ullman (1972).

Definition 3.17 A simple transduction grammar (STG) is an SDTG with no

reordering.

This constraint can be easily thought of as any SDTG in π normal form where
the rules are restricted to have the identity permutation. In normal form, the
rules are constrained so that only

A→ B1, . . . ,Bk [1, . . . ,k]
A→ a/x [1]

(where A,Bi ∈ N, a ∈ Σ∪{ε} and x ∈ Δ∪{ε}) are allowed. The lack of per-
mutations means that this type of grammar can be put in a two-normal form
similar to CFGs, making grammars of rank k ≥ 2 equal in expressivity.

Definition 3.18 A pushdown transducer (PDT) is a pushdown automaton
(PDA) with an extra tape.

Aho & Ullman (1972) places the simple transductions (S) between the rank

1 and rank 2 SDTs.
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3.5 Inversion transductions

An inversion transduction is generated by an inversion transduction grammar
(ITG), and there are polynomial time algorithms for recognition and transla-

tion using such a grammar. ITGs were introduced by Wu (1995a,b, 1997), and
represent a restriction on SDTGs such that all rules have one of the following

forms:

1. at most two nonterminals (T2),
2. at most three nonterminals (T3),
3. no rules with permutations other than identity permutation and inversion

permutation.

The class of transductions generated is identical regardless of which of the
three restrictions is used. Grammars following either of the three restrictions
can be reduced to a two-normal form (Wu, 1997).

Definition 3.19 An ITG in normal form over languages L1 and L2 is a tuple

G= 〈N,Σ,Δ,S,R〉

where N is a finite nonempty set of nonterminal symbols, Σ is a finite

nonempty set of L1 symbols, Δ is a finite nonempty set of L2 symbols,
S ∈ N is the designated start symbol and R is a set of transduction rules on

the forms

A→ BC [1,2]

A→ BC [2,1]

A→ a/x [1]

where A,B,C ∈ N, a ∈ Σ∪{ε} and x ∈ Δ∪{ε}.
For notational clarity, the three different permutation patters will be repre-

sented graphically as

A→ BC [1,2] = A→ [ BC ]

A→ BC [2,1] = A→ 〈 BC 〉
A→ a/x [1] = A→ a/x

Definition 3.20 The rules in an ITG define a binary relation over derivation
bistrings ((N∪Σ)∗ × (N∪Δ)∗) such that

〈aAc,xAz〉=⇒
G
〈aBCc,xBCz〉 if and only if A→ [ BC ] ∈ R

〈aAc,xAz〉=⇒
G
〈aBCc,xCBz〉 if and only if A→ 〈 BC 〉 ∈ R

〈aAc,xAz〉=⇒
G
〈abc,xyz〉 if and only if A→ b/y ∈ R
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where A,B,C ∈ N, a,c ∈ (N∪Σ)∗, x,z ∈ (N∪Δ)∗, b ∈ Σ∗ and y ∈ Δ∗.

Again, the reflexive, transitive closure of this relation can be used to define

the transduction generated by the grammar. By definition, the transductions

generated by ITGs (I) are equal to rank 2 and rank 3 SDTs:

R⊂ T1 ⊂S⊂ I= T2 = T3 ⊂ T4 ⊂ ·· · ⊂ Tk−1 ⊂ Tk

Since ITGs have been used in various practical translation tasks, several vari-
ations have been described.

Definition 3.21 A bracketing ITG (BITG also sometimes BTG) only has one

nonterminal symbol: |N|= 1.

If the grammar is required to generate the empty bistring, a virtual start symbol
needs to be added as well which rewrites to the empty bistring or the original
start symbol. In trees produced by bracketing grammars there is no informa-
tion on the internal nodes other than the reordering information. In contrast to
monolingual parsing, this is still quite a lot of information, as it restricts how
tokens may pair up – something that can be heavily exploited by weighted and
stochastic ITGs.

Definition 3.22 A weighted ITG (WITG) is an ITG where every rule is

weighted according to a weighting function w : R→ R.

Definition 3.23 A stochastic ITG (SITG) is a WITG where the weighting
function define a proper probability distribution over the possible produc-
tions for each nonterminal symbol

∀A ∈ N

[
∑
φ
p(A→ φ) = 1

]

Naturally, weighted or stochastic ITGs can also be bracketing.

3.6 Expressivity

We have seen how different grammars have different expressivity, and ar-

ranged them in a hierarchy based on this. What we have not yet seen is the

practical use of transduction grammar expressivity. In short, this can be sum-

marized as permutations. A transduction consists of exchanging symbols in

one language with symbols in the other language and permuting them. Any
substring can be exchanged with any other substring, and if we allow single-
tons, the empty string may be one such substring, allowing any pair of strings
to be a possible member of any transduction. One measure of transduction
grammar expressivity is thus how many permutations of a given length it can
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account for, without using singletons. In Wu (1997) the number of permuta-

tions ITGs can generate is given and contrasted to SDTGs of arbitrary rank.
It turns out that the number of permutations is equal to the large Schröder
numbers (Schröder, 1870). For a discussion of how and why, please refer to
Shapiro & Stephens (1991) and Huang et al. (2009).1 An SDTG of arbitrary
rank could of course generate any permutation, meaning that n! of the n! possi-
ble permutations are possible. Wu (1997) makes the argument that the limited

expressivity of ITGs compared to SDTGs is good, because human languages

are not that structurally different. This conjecture has been corroborated in

Huang et al. (2009), where it is tested empirically to hold for 99.7 % of their

Chinese–English data. We will return to the exact number of permutations

when we are ready to add linear transduction grammars to the comparison

(section 5.6).

1Huang et al. (2009) refer to ITGs as “binarizible synchronous context-free grammars”.
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4. Statistical Machine Translation

[. . . ] it is very tempting to say that a book written in Chinese is sim-
ply a book written in English which was coded into the “Chinese
code.” If we have useful methods for solving almost any crypto-
graphic problem, may it not be that with proper interpretation we
already have useful methods for translation?

Warren Weaver

Although the above quote from Weaver (1955) is one of the earliest thoughts
on automatic translation, it was not put to practice until 1988, when Brown
et al. (1988) introduced the concept of statistical machine translation (SMT),

which was further developed in Brown et al. (1990, 1993). At this point, par-

allel corpora had become available to such an extent that meaningful statistics

could be collected, and the cryptographic theories mentioned byWeaver could

be applied.
In this chapter we will get acquainted with SMT, which represents an em-

pirical approach to machine translation. Although this thesis is firmly based

on grammar formalisms, it is based on stochastic grammar formalisms, plac-

ing it in the empirical tradition rather than the rational. Existing SMT systems
provide the baseline of comparison to the models and algorithm presented in
this thesis.

The empirical approach to machine translation means that the translation
mechanism is built from observable data rather than by the ingenuity of a
(computational) linguist who builds the mechanism by hand. This thesis aims
to bring more structure into the translation mechanism of SMT systems, and it

is important to put that effort into perspective. We will start by examining the

rationale for Warren Weaver’s conjecture that translation is actually a form of

decoding (section 4.1). Then we will examine the principal types of models

that make up an SMT system: the language model (section 4.2) and the transla-
tion model (section 4.3). We will then examine the state of the art for empirical
direct translation systems: phrase-based SMT systems (section 4.4). Driving
the empirical approach towards the state of the art requires tuning of different
parameters, and this in turn requires massive evaluation efforts, which in prac-
tice requires automated evaluation metrics, which will be covered in section
4.5. We finally review some of the approaches that has previously been taken
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to bring syntactic (and other) structure into the empirical translation process

(section 4.6).

4.1 Translation as cryptography

An encryption device can be seen as a noisy channel, that distorts a message
traveling through it in a systematic way. A clear text message (m) is inserted as

input, and an encrypted message (m′) is received as output. If the noisy chan-
nel is known, messages can be encrypted (m→m′) and decoded (m′ →m) at
whim. If the noisy channel is not known, but pairs of clear text messages and
corresponding encrypted messages can be observed, statistical reasoning can
be used to hypothesize about the most likely noisy channel given the observed
input and output. By observing a number of message pairs, a probability dis-
tribution Pr(m′|m) can be induced. This distribution models the encryption

process, but it is usually the decoding process that is of interest, which would

need the probability distribution Pr(m|m′). A decoder is a device for decod-
ing encrypted messages, which can be modeled as choosing the most probable
clear text message hypothesis (m̂) given an encrypted message:

m̂ = argmax
m

Pr
(
m
∣∣m′)

This conditional probability can be modeled from observations of clear text
and encrypted messages, but this approach would require that the exact en-
crypted message we want to decrypt had been previously observed – otherwise
there would be no statistics available for it. It is possible to break the message
into parts, and model the transformation of the parts separately, which is espe-
cially useful if there is a prior available – some extra information not present
in the observed data. Since the noisy channel is our only source of knowledge
about encrypted messages we can have no prior knowledge about them. We
can, however, have some prior knowledge about clear text messages, and by
applying Bayes’ theorem (Bayes, 1763), we can restate the conditional prob-
ability so that is takes this prior into account.

m̂ = argmax
m

Pr
(
m
∣∣m′)

= argmax
m

Pr(m) Pr(m′|m)

Pr(m′)
= argmax

m
Pr(m) Pr

(
m′
∣∣m)

The last simplification step is valid because the probability of the encrypted
message (Pr(m′)) acts as a constant scaling factor when different m are eval-

uated. To be able to leverage our prior knowledge about clear text messages,

48



we had to reverse the conditional probability, but this is not a problem since

the observations constitute a joint probability.
Statistical machine translation uses the ideas of cryptography for transla-

tion. The clear text message becomes the target sentence (e), and the encrypted

message becomes the source sentence (f).1 It requires quite a leap of imagi-
nation to see every Chinese sentence coming in for translation as something
that has in fact already been translated from English to Chinese, and the task
of translating it into English is really about finding the original sentence! It is
clearly not the case in reality, but the approach has been remarkably successful
nonetheless. So, for every f there already exists an e, but the process by which
the e was encrypted as f is unknown. However, by inducing some probability

distributions from observed pairs of corresponding English and Chinese sen-

tences, a decoder can be built to output the most likely English target sentence

given the Chinese source sentence:

ê = argmax
e

Pr(e|f)

= argmax
e

Pr(e) Pr(f|e)
Pr(f)

= argmax
e

Pr(e) Pr(f|e)

There is also a nice intuitive interpretation of the two probability distributions
involved, Pr(e) favors fluent English sentences (over disfluent ones), whereas

Pr(f|e) favors a close correspondence between the Chinese and English sen-
tences. The decoder could thus be said to search for the English sentence that
maximizes fluency and fidelity. That is: the English sentence that is good En-
glish and conveys the same meaning as the original Chinese sentence. This is
very close to how a professional human translator operates in theory. Pr(f|e)
is modeled by the translation model, and Pr(e) by the language model.

So far, everything is quite straightforward, and that is because we have hith-

erto considered sentences as atomic. This has been possible, because we have

not had to define the actual probability distributions yet. The problem is that

statistics over sentences as atomic units are bound to be very sparse and gen-

eralize poorly to new data. Thus, the art of decomposing sentences into pa-

rameterizable units is an important part of statistical machine translation.

1The letters e and f were introduced to mean “English” and “French” because the initial papers

used parallel corpora from the Canadian parliament (and for some reason English is always the

target language). Recently f has come to stand for “Foreign”, which further cements English

as the only language anyone could ever want to translate anything into. Personally I have made

peace with the terms by promising myself to term any future third language g.
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4.2 Language models

A language model LE (of language E) is a probabilistic model that assigns
relative frequencies to sentences in a language. In the SMT setting, this is equal

to assigning probabilities to the sentence e. We say that

LE(e) = Pr(e)

Probabilistic language models can be built in several ways, but the most
widely used is the n-gram model. An n-gram model generates one word at a

time from left to right. This can be formulated as the probability of the next

word given the word sequence leading up to it (the context).

Pr(wm|w1,w2, . . . ,wm−1)

The probability of the sequence including wm can now be formulated as:

Pr(w1,w2, . . . ,wm) = Pr(w1,w2, . . . ,wm−1)Pr(wm|w1,w2, . . . ,wm−1)

These probabilities have the same sparsity problems, the sequence
w1,w2, . . .wm−1 is not fundamentally different from w1,w2, . . .wm. By

adhering to the Markov assumption, this obstacle can be overcome. The

Markov assumption states that only the local history is of interest, allowing

us to limit the context to a fixed window of n−1 words.

Pr(wm|w1,w2, . . . ,wm−1)≡ Pr
(
wm

∣∣wm−(n−1), . . . ,wm−2,wm−1
)

Which means that the probability of a sentence (e = [e1,e2, . . . ,em]) can be

stated as:

Pr(e1,e2, . . . ,em) = Pr
(
em
∣∣em−(n−1), . . . ,em−2,em−1)Pr(e1,e2, . . . ,em−1)

Which can be recursively solved until Pr(e1,e2, . . . ,en) is reached, which can
be modeled directly.

There are some standard software packages for computing n-gram models
from corpus data, and computing probabilities for new sentences given those
models. Most noteworthy are SRILM (Stolcke, 2002), which is highly opti-
mized for speed, IRSTLM (Federico et al., 2008), which is highly optimized
for efficient memory storage and RandLM (Talbot & Osborne, 2007), which

approximates the language model to give a very compact but slow language

model.

For low values of n, the conditional probability can be modeled by rela-
tive frequency counts collected from corpora. Smoothing these relative fre-
quencies to be closer to the true distribution (including accounting for unseen
words) is an art in itself, and will not be further explained here.
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Figure 4.1: Two alignment examples. The top alignment shows a Swedish–Spanish

sentence pair with 1-1 (most) 1-0 (Den–null), 0-1 (null–se) and 2-1 (byggs upp–
construye) alignments. The bottom alignment shows the same Swedish sentence with

its English translation illustrating an n-1 (is an accurate reflection of–illustrerar) and
an n-m (is being built–byggs upp) alignment. Both sentence pairs are taken from the

Europarl corpus.

4.3 Translation models

A translation model TE→F (translating from E to F) is a probabilistic model

that assigns a probability to a sentence f given a sentence e.

TE→F = Pr(f|e)

The same sparseness problems experienced for language modeling applies to
translation modeling, so we cannot expect to build a direct model of sentence
mappings.

So, how can we model subsentential elements being translated into each
other? And what is a subsentential element? The most straightforward notion
of a subsentential element is the word. To model the relation between two
languages, Brown et al. (1990) introduced the notion of a word alignment. A
word alignment specifies which words in one sentence are related to which
words in the other. In natural languages there are several types of alignments,
and different alignment models handle different subsets of them. The most
straightforward alignment is the one-to-one (1-1) alignment, a word is simply
substituted for another word. Slightly more complicated are the one-to-zero
(1-0) and zero-to-one (0-1) alignments, where one word simply has no corre-
spondence in the other language. These are sometimes referred to as deletions

and insertions. Harder to handle are the one-to-many (1-n) and many-to-one
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(n-1), where several words are substituted for just one (one way or the other).

The hardest alignment to handle is the many-to-many (n-m) alignment. Figure
4.1 shows examples of the different kinds of alignments. Another dimension
of complexity is distortion. Since related words could appear in different order
in their respective sentences they need to be able to move about. This kind of
movement can be seen as a form of distortion, which has become the standard
term in SMT.

Brown et al. (1990) identifies the following alignments to be present in

the noisy English–French channel: 1-1, 1-0, 0-1 and 1-n. By introducing an
English null word, the 0-1 alignments can be treated as 1-1 alignments that
align French words to the null word, reducing the list to 1-0, 1-1 and 1-n.
Every English word can, in other words, translate into any number of French

words, the actual number of French words produced by an English word is

referred to as the fertility of that word. The generative story of how an English
sentence generates a French sentence is thus:

1. An empty null word is added to the English sentence and treated as any
other word from here on.

2. Each English word e generates a fertility number φe.
3. Each English word is replaced by φe copies of itself.
4. Each English word is translated into a French word.

5. The French words are ordered into a French sentence.

So, this is how the French sentence presented to the translation system came

to be, and the task of the decoder is to figure out what the original English

sentence was. The above model is easy to parametrize with two probability

distributions: Pr(φe|e) and Pr( f |e) (where φe is a fertility number, e is an

English word and f is a French word). In this simple model, step 5 is left
entirely to the language model, but more advanced translation models also
constrains reordering, which helps greatly.

Drawing lines between the English words and the resulting French words
results in a word alignment. Such a word alignment can be represented as a
matrix with |e|+1 rows and |f| columns (see figure 4.2). Whenever a French
word was generated from an English word, a one is placed in the correspond-
ing cell, all other cells are considered to contain zeros. Since no individual
French word can possibly have been generated from anything but exactly one
English word (counting the null word), the alignment relation is a complete
function a : f→ e. This is the direct result of the generative story, which in

turn is the result of the possible alignments identified for the noisy channel

(especially the fact that n-1 and n-m alignments were not identified).
Once a model of how translation happens in the noisy channel has been de-

fined and parametrized, one can start looking at parallel corpora, and wonder
what the parameters look like if this is data generated by the model. This is
generally carried out by means of expectation maximization (Dempster et al.,
1977, or EM). In Brown et al. (1993), five increasingly more complex trans-
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Figure 4.2: A matrix representation of an alignment function from Swedish to Span-

ish. Each Swedish word is aligned to exactly one Spanish word or the empty null
word.

lation models are presented along with algorithms on how the parameters can

be fitted to a parallel corpus. These models are referred to as IBM models 1–5,
and (especially models 1, 3 and 4) are still widely used.

Although the IBM models were primarily developed as translation models

to be used in decoders, the word alignments produced in the process are useful

in themselves. One use of word alignments is to extract a phrase-based model,

which brings us to the next section.

4.4 Log-linear models and phrase-based translation

The general idea behind SMT – the noisy channel model – although well moti-
vated, can seem rather arbitrary. What is so special about one language model
and one translation model? And since we have yet to find a way to estimate
these accurately, why not make use of additional models? One way to gener-
alize the original noisy channel model is to allow for an arbitrary number of
feature functions to be combined, making the original model a special case,
where those two models are represented as two such functions.

ê = argmax
e

Pr(e)Pr(f|e)

= argmax
e

2

∏
i=1

hi(e, f)
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Where h1(e, f) = Pr(e) and h2(e, f) = Pr(f|e). This approach was pioneered

in a series of papers including Och et al. (1999), Och & Ney (2002) and Och

(2003). There is really no reason to restrict the final model to these two func-

tions only, but it is still desirable to mainly rely on them. This can be accom-

plished by adding a weight λi to each of the M functions:

hλ1
1 ×hλ2

2 ×·· ·×hλM
M =

M

∏
i=1

hλi
i = exp

M

∑
i=1

λi loghi

We can choose to view this product as either a product, or an exponentiated
sum. Since we are generally interested in searching for something that maxi-
mizes this product, it is safe to move into logarithmic space, as anything max-
imizing the product will also maximize the logarithm of the product.

log
[
hλ1
1 ×hλ2

2 ×·· ·×hλM
M

]
= log

M

∏
i=1

hλi
i =

M

∑
i=1

λi loghi

Maximizing the original product thus means maximizing the logarithmic sum
of the weighted functions:

argmax
x

M

∏
i=1

hi(x)λi = argmax
x

M

∑
i=1

λi loghi(x)

Since this kind of composite model is linear in the logarithmic space, it is re-

ferred to as a “log-linear” model. Stating the search for a translation as such a

model opens up to the extensive body of previous research on log-linear mod-

els. There is also a clear implementational advantage when moving from long

product series to long sum series: the limited space available for a computer

to store floating points tend to underflow when a large number of small prob-

abilities are multiplied together. Summations do not have these problems, and

are faster to execute as well.

The main advantage of this kind of model, however, is that it is possible
to define any feature functions and weight them into the search problem. It
is even possible to model additional, hidden, variables that cannot be directly
observed in the data, by having the feature function depend on them.

Parallel to the log-linear models, phrase-based SMT (PBSMT) models were

developed. In PBSMT models, n-0 and 0-m alignments are disallowed, but all
other n-m alignments are allowed. This means that a sentence pair can be

divided into K cepts that fully cover the entire sentence pair. Since a cept can
cover an arbitrary number of tokens in both sentences, they act as a length
harmonization. A sentence pair may differ in token length, but are equal in
cept length. This allows a one-to-one alignment of cepts that represents an
n-m alignment of tokens.

By introducing the segmentation into cepts and the permutation of cepts as
hidden variables in the model we arrive at the alignment template approach
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to translation (Och et al., 1999; Och & Ney, 2004). In the alignment template

approach, the feature functions has the form:

h(e, f,π,z)

where π is a permutation vector over z, which represents the segmentation of

the sentence pair into cepts. Each cept represent a pair of phrases such that

f1..|f| = f̃1..K and e1..|e| = ẽ1..K

where f̃1..K is the sequence of phrases imposed on f by z, and conversely for

ẽ1..K . The translation relations between ẽ and f̃ is defined as

ẽk↔ f̃πk

which means that the tokens covered by the cept ẽk represent a translation of
the tokens covered by the cept f̃π(k). To establish this relationship the cept

segmentation z and the permutation vector π are needed to define f̃ in terms of

ẽ and vice versa. Since alignment templates are fully lexicalized they are also
referred to as phrase pairs (Marcu & Wong, 2002; Koehn et al., 2003), giving
the approach the name phrase-based SMT.2 Since only f is given, the search
problem becomes

argmax
e,π,z

M

∑
i=1

λi loghi(e, f,π,z)

To be able to segment the training data into cepts and extract possible align-

ment templates, word alignment is used. This requires a relation between the

two languages, rather than a function from one to the other. Figure 4.3 gives

an example of a sentence pair where there is no satisfactory function from

either language into the other. The trick employed to do this is to construct

alignment functions in both directions, and then combine them. The function

a1 : e→ f maps words in e to words in f, and can be thought of as a set of
alignment points

A1 = {〈e, f 〉|a1(e) = f , e ∈ e, f ∈ f}

Similarly, the function a2 : f→ e can be used to construct another set of align-

ment points
A2 = {〈e, f 〉|a2( f ) = e, e ∈ e, f ∈ f}

These two sets can be combined to form a unified set of alignment points
(A), defining a relation between the two sentences. The obvious combina-

tion operators to use are union and intersection, but neither works well in

2The SMT interpretation of the word “phrase” has nothing to do with the linguistic notion of

phrase, but should instead be read as “a series of consecutive words”.
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Figure 4.3: An alignment example where no satisfactory function exists, neither from

Swedish to English, nor the other way. Below the alignment is the same alignment in

matrix form, which is useful for mapping out cepts. Each cept becomes a rectangle in

the matrix. The example is taken from the Europarl corpus.

practice. One way around this is to start out with the intersection and then

“grow” the alignment heuristically. The de facto standard for doing this is
called grow-diag-final-and (Koehn et al., 2005).

Although there are no restrictions on the kind of feature functions in these
models, the typical phrase-based SMT system uses six feature functions:
Pr(e), Pr

(
f̃
∣∣ẽ), Pr(ẽ∣∣ f̃ ), lex( f̃ ∣∣ẽ), lex(ẽ∣∣ f̃ ) and a fixed word penalty.The

word penalty adds a cost every time a phrase is used, which makes the
system prefer larger chunks to sequences of smaller chunks. Since larger
chunks have actually been observed in the data they are considered more
reliable than compositions of smaller chunks. The language model (Pr(e))
is a standard n-gram model, and the phrase probabilities (Pr

(
f̃
∣∣ẽ) and

Pr
(
ẽ
∣∣ f̃ )) are computed as relative frequencies of phrases consistent with

a word alignment over the training data. There is also a lexical translation

score (lex
(
f̃
∣∣ẽ) and lex

(
ẽ
∣∣ f̃ )), which evaluates how well the words in one
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phrase translates into the words in the other phrase. There is in other words

no fundamental difference to the original noisy channel model, as the feature

functions are more like refinements of a language and a translation model

than something completely new.

The final thing to get into place is the weights. Each feature function has a
weight attached to it. These weights are very important to get right, but how
should they be determined? The standard way to determine the weights is to
use minimum error rate training, MERT (Och, 2003), that is: run the translation

process with different weights, evaluate the results, and update the weights to

prefer a better translation. It is imperative to this process that some automatic

evaluation metric can be computed for translations, which is typically done

by using the same metric that will be used to evaluate the system later, but for

some tuning data that is disjoint from the training and test data. This creates a

setting that is as similar as possible to the actual evaluation setting without be-

ing the evaluation setting, which means that minimizing the number of errors

in this setting should minimize the number of errors in the evaluation setting.

4.5 Evaluation

Evaluating translation quality is a nontrivial problem, since there is no one

correct translation of a sentence. It becomes necessary to determine to what

degree the same meaning is carried by the original sentence and its transla-

tion. In any serious evaluation, this has to be done with sentences in context,

since the same sentence can have different meanings – potentially requiring

different translations – in different contexts. The translation should also be

fluent in the target language, for example, avoid direct translations of figures

of speech and so forth. These two quantities are usually referred to as fidelity

and fluency, and the noisy channel model can be justified by the fact that the

two component models mirror these concepts well: the translation model fa-

vors fidelity while the language model favors fluency. Judging the quality of

a translation is a hard task to perform even for humans, so there seems to be

little hope of using machines for it. Research into machine translation is, how-

ever, highly dependent on being able to evaluate systems, at least against each

other. To do this, it is common to judge whether a machine is capable of recon-

structing a reference translation of the sentences it is evaluated on. As there

are many correct ways to translate a sentence, there is a real risk that the sys-

tem will produce a correct translation that is still different from the reference

translation. This has been combated by several different approaches.
The surface based evaluation metrics support using several reference trans-

lations, in the hope that different humans will make different translations, and
that measuring how the set of references overlap with the proposed translation
gives a higher chance that a good translation will be scored high. The most
prominent examples of surface based evaluation metrics are BLEU (Papineni
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BLEU = p̆ · exp
(

n

∑
i=1

1

n
log(pi)

)
, p̆=

{
1 if c> r
e1−

r
c otherwise

Figure 4.4: Computation of the BLEU score. Since BLEU is a precision based metric,

a brevity penalty p̆ based on the candidate translation length c and effective reference

corpus length r, is used to penalize lack of recall. The main measure is the modified

n-gram precision pi (it is customary to use n= 4).

et al., 2002) and NIST (Doddington, 2002). Figure 4.4 shows how BLEU is
computed.

Some effort has been made to compensate for different lexical choices by
incorporating, for example,WordNet synonyms (Miller, 1995) into the evalua-
tion. One metric based onWordNet as well as other normalizations is METEOR

(Banerjee & Lavie, 2005). Another approach to measuring the distance to a
reference translation is edit distance, generally called word error rate (WER)
in the machine translation context, or position independent WER (PER) where
the two sentences are treated as bags of words. An example of how WER and

PER can be used for evaluation can be found in Popović & Ney (2007). An-
other metric using edit distance is translation edit rate (TER) and the manual

version human TER (HTER). Both metrics are defined and analyzed in Snover
et al. (2006).

There has also been some research into measuring syntactic distance be-
tween the proposed and the reference translation. Liu & Gildea (2005) pro-
poses the subtree metric (STM) which measures the differences between con-

stituent trees. It is also possible to draw on many different features, both syn-

tactic and semantic, to help evaluate the distance between two sentences. This

feature rich approach is taken by Giménez & Màrquez (2007, 2008). Lately,

some efforts have been made to take evaluation into the domain of semantics

by evaluating the correspondence between semantic roles in the output and

the reference Lo & Wu (2010a,b). This obviously presents the challenge of

assigning semantic roles to noisy machine translation output.

4.6 Syntax in SMT

Lately, there has been a lot of interest in syntactic SMT, with a variety of ap-
proaches as to how the syntactic dimension should be fitted into the translation
process. Different grammar formalisms have been tried, but most boil down
to ITGs. Perhaps the most well known system is Hiero (Chiang, 2005, 2007),
which induces ITGs heuristically with the help of a massive feature model.

Even in approaches that aim to learn arbitrary rank SDTGs, the grammars
are often reduced to ITGs for efficiency and accuracy reasons. Other work

on bilingual constituent grammars include Gildea (2003), Melamed (2004),
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Graehl & Knight (2004), Galley et al. (2006) and Hopkins & Kuhn (2007). In-

stead of constituents, one can also use dependencies, which is the route taken

in Alshawi (1996), Alshawi et al. (2000) and Quirk et al. (2005). The head

transducers of Alshawi (1996) and Alshawi et al. (2000) have some similari-

ties with other transduction grammars, which we will return to in section 5.2.

Going beyond the usual constituent grammars, there has also been some work

done on synchronous tree-adjoining grammars (Shieber & Schabes, 1990;

Shieber, 1994; Han, 2006; Nesson & Shieber, 2007; Shieber, 2007).

Transduction grammars can be biased to be more similar to either the in-
put language or the output language. Surface-based SMT systems rely heavily
on output language modeling to perform well. Keeping with this while mov-
ing into the domain of structured translation would mean biasing the structure
towards the output language. This approach is taken in Wu & Wong (1998),
where a transduction grammar is built by allowing inversion reordering in an
existing output language grammar. By replacing the grammars lexicon with
a translation lexicon, a full transduction grammar was built, which could be
used to parse input language sentences heavily biased towards the output lan-
guage sentence which was generated at the same time.

Another approach is to have some syntactic information on the input side
and thus guide the translation. This was pioneered by Yamada & Knight
(2001), and has been used by many more, see for example Eisner (2003),
Galley et al. (2006), Liu et al. (2006), Zollmann & Venugopal (2006), Shen
et al. (2008) and Zhou et al. (2008). Instead of actually using the input side
syntax during translation, it can be used to restructure the input sentence
before translation. The idea is that the closer match to output language order
will make the string-to-string translation easier. This has been tried by a host
of researchers, see for example Nießen & Ney (2001), Xia & McCord (2004),
Collins et al. (2005), Kanthak et al. (2005), Chen et al. (2006), Crego &
Mariño (2006), Lee & Ge (2006), Li et al. (2007), Wang et al. (2007), Zhang
et al. (2007), Elming (2008) and Ge et al. (2008).

Rather than assuming that there is some syntactic structure on only one side
of the training data, one can make the assumption that there are parses on both
sides. This approach is taken in for example Hearne & Way (2003), Groves
et al. (2004), Imamura et al. (2004), Cowan et al. (2006), Lavie et al. (2008)
and Tinsley et al. (2009).

Transduction grammars, perhaps most prominently ITGs, can be used to

constrain the reorderings allowed within a decoder. This approach has been

tried in Wu (1996), Wu & Wong (1998), Zhang & Gildea (2005), Cherry &

Lin (2006), Mylonakis & Sima’an (2008) and Yamamoto et al. (2008).
The above methods rely mainly on having access to some form of treebank

for training. Whether the treebank has trees on both sides or just one, the input
to the training process still requires some structure to be present in the training
data. Rather than just supply one tree for the parsed sentences, it is possible
to supply several trees. This is the route taken in Mi & Huang (2008) and Mi
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et al. (2008). The reason for moving towards several trees is that just one tree

may be inconsistent with the other tree, or the word alignment (or both). The

harmonization of the disparate structures supplied to the system to learn from

is a big problem in syntactic SMT.

In this thesis, we are at odds with much of what has previously been done in
that we induce a shared structure jointly with a word alignment directly from
the data. This means that the harmonization is an integral part of learning,
and not some problem that needs to be solved a priori, eliminating inconsis-

tencies. Since the price for such training is prohibitively high for all but the

simplest of grammar formalisms, we investigate linear transductions, which

are more expressive than finite-state transductions and more efficient than in-

version transductions.
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Part II:

Foreground

The most exciting phrase to hear in science, the one that heralds
new discoveries, is not “Eureka!” but “That’s funny. . . ”

Isaac Asimov





5. Linear transductions

Zippers are primal and modern at the very same time. On the one
hand, your zipper is primitive and reptilian, on the other mechanical
and slick.

Thomas E. Robbins

A linear transduction is a transduction that positions between finite-state trans-
ductions and inversion transductions in terms of complexity. In the Aho–
Ullman hierarchy, linear transductions (L) are equal the transduction gener-
ated by SDTGs of rank 1 (L = T1), but that is about all that is said about

them. At first sight, it would appear that they have nothing to contribute that

finite-state transductions or inversion transductions fail to capture. If ITGs are

too slow, use FSTs; if FSTs fail to capture the distinctions needed, use ITGs.
I believe that this is not the case, and that linear transductions add something
useful that FSTs are unable to capture, and that they do this at a cheaper price
than ITGs could. To substantiate this claim, we need to take a closer look at
what a linear transduction is, which we will do in this chapter, as well as
establish a practical framework and test it, which we will do in subsequent
chapters.

In this chapter we will see that linear languages (which are related by lin-
ear transductions) can be handled by FSTs under some conditions. By treating

linear languages as two finite-state languages dependent on each other we

will introduce zipper finite-state automata to handle them (section 5.2). This

means that linear languages can be viewed as being finite-state in two dimen-

sions, which is substantiated by the search space explored during recogni-

tion/parsing. Linear transductions relate two linear languages to each other,

which we introduce zipper finite-state transducers to handle (section 5.3).

Since linear languages relate two finite-state languages to each other, and lin-

ear transductions relate two linear languages to each other, linear transductions

can be said to relate four finite-state languages to each other, which means that

they are finite-state in four dimensions.

Linear transduction grammars (LTGs) also handle linear transductions, but
in a more declarative form than automata. We will in fact start by giving a
definition of LTGs, as the principal mechanism for generating linear transduc-
tions. It is possible to arrive at LTGs both by linearizing ITGs (or higher rank-

ing SDTGs) and by bilingualizing LGs. In section 5.4 we will see how ITGs
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(and higher rank SDTGs) can be subjected to a linearity constraint. The trans-

duction defined by these limited transduction grammars is exactly the class of

linear transductions. In section 5.5 we will see that an LG that generates pairs
of symbols rather than symbols is also equivalent to an LTG. This shows that

LTGs represent the natural bilingualization of linear languages. Having de-
fined linear transduction thoroughly, we will examine their expressive power
in terms of generation of permutations (section 5.6) and alignments (section
5.7).

5.1 Linear transduction grammars

The main contribution of this thesis is the practical application of linear trans-
duction grammars (LTGs) to statistical machine translation. In this section, we
present the class of LTGs. An LTG is an SDTG of rank 1, which means that any

rule may produce at most one nonterminal, eliminating any branching. Figure

5.1 contains an example of an LTG, and how it generates a bistring.

Definition 5.1 A linear transduction grammar (LTG) over languages L1 and
L2 is a tuple

G= 〈N,Σ,Δ,S,R〉

where N is a finite nonempty set of nonterminal symbols, Σ is a finite
nonempty set of L1 symbols, Δ is a finite nonempty set of L2 symbols, S∈N
is the designated start symbol and R is a finite nonempty set of production
rules on the forms:

A→ a/x B b/y

A→ a/x

where A,B ∈ N and a/x ,
b/y ∈ Σ∗ ×Δ∗.

Definition 5.2 The rules in an LTG G= 〈N,Σ,Δ,S,R〉 define a binary rela-

tion =⇒
G

over (Σ∗ ×Δ∗)(N∪ (Σ∗ ×Δ∗))(Σ∗ ×Δ∗) such that:

a/w A d/z =⇒
G

ab/wx B cd/yz if and only if A→ b/x B c/y ∈ R

a/w A d/z =⇒
G

abd/wxz if and only if A→ b/x ∈ R

Recall that the expressions a/w
b/x and ab/wx are equal (see section 3.1). The

reflexive transitive closure of this relation can be used to define the transduc-

tion generated by an LTG as the set of bistrings that can be generated from the

grammar’s start symbol.
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G= 〈{S,F} ,Σ,Δ,S,R〉 such that

Σ = {b, l,sandwich, t, -} ,
Δ = {bacon,bread, lettuce,mayonnaise, tomato} ,

R=

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

S→ ε/bread F sandwich/bread,

F → b/ε F ε/bacon,
F → l/lettuce F,
F → t/tomato F,
F → -/ε,
F → -/mayonnaise

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎪⎪⎭

(a) Linear transduction grammar

S=⇒
G

ε/bread F sandwich/bread

=⇒
G

b/bread F sandwich/bread

=⇒
G

b l/bread lettuce F sandwich/bread

=⇒
G

b l t/bread lettuce tomato F sandwich/bread

=⇒
G

b l t - sandwich/bread lettuce tomato mayonnaise bacon bread

(b) Generation

Figure 5.1: A linear transduction grammar (a) generating a bistring (b). The trans-

duction defined establishes the concept “BLT-sandwich” and the ordered components

of its realization: bacon, lettuce and tomato (with optional mayonnaise) sandwiched

between two slices of bread.

Definition 5.3 The transduction generated by the LTG G = 〈N,Σ,Δ,S,R〉
is:

T (G) =
{
〈a,x〉

∣∣∣∣S ∗=⇒G a/x

}
∩ (Σ∗ ×Δ∗)

Even though no normal form is given in Aho & Ullman (1972) for LTGs or

SDTGs of rank 1, it is useful to have such a normal form. In this work we will
adopt the following normal form for LTGs.

Definition 5.4 An LTG in normal form is an LTG where the rules are con-

strained to have one of the forms:

A→ a/x′ B
b′/y′ A→ a′/x B b′/y′

A→ a′/x′ B
b/y′ A→ a′/x′ B

b′/y
A→ ε/ε
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where A,B ∈ N, a,b ∈ Σ, a′,b′ ∈ Σ∪{ε}, x,y ∈ Δ and x′,y′ ∈ Δ∪{ε}.
That is: only rules where at least one terminal symbol is produced together

with a nonterminal symbol, and rules where the empty bistring is produced,

are allowed. The “primed” symbols are allowed to be the empty string,

whereas the others are not. It is possible to construct an LTG in normal form

from an arbitrary LTG in the same way that an LG is normalized.

Theorem 5.1. Grammars of type LTG and type LTG in normal form generate
the same class of transductions.

Proof. Let G= 〈N,Σ,Δ,S,R〉 be an LTG, and G′ = 〈N′,Σ,Δ,S,R′〉 be the cor-

responding LTG in normal form. For every rule in R we can produce a se-
ries of corresponding rules in R′. We start by removing useless nonterminals,

rules were one nonterminal rewrites into another nonterminal only. This can

be done in the same way as for SDTGs, see Aho & Ullman (1972). We recur-
sively shorten the rules until they are in normal form.

If the rule A→ a/x B c/z is not in normal form, it can be rephrased as two
rules:

A→ a/x 1 B̄ c/z m
B̄→ a/x 2 . . .

a/x n B c/z 1 . . .
c/z m−1

where a/x i = ιΣ,Δ(
a/x , i), c/z i = ιΣ,Δ(

c/z , i), B̄ is a newly created unique nonter-

minal, n=max(|a|, |x|) and m=max(|c|, |z|). The first rule is in normal form
by definition, since the index function will give nonempty bistrings for all in-
dices within the specified length. The second rule can be subjected to the same
procedure until it is in normal form. Having either a/x or c/z be empty does not
affect the results of the procedure, and since we started by eliminating useless
rules, one of them is guaranteed to be nonempty.

If the rule A→ b/y is not in normal form (meaning that b/y is nonempty), it

can be replaced by two rules:

A→ b/y 1 B̄

B̄→ b/y 2 . . .
b/y n

where b/y i = ιΣ,Δ(
b/y , i), B̄ is a newly created unique nonterminal, and n =

max(|b|, |y|). The set of nonterminals N′ is the old set N in union with the set

of all nonterminals that were created when R′ was constructed.
Whenever there is production in G such that:

a/w A d/z =⇒
G

ab/wx B cd/yz or a/x A c/z =⇒
G

abc/xyz

There is, by construction, a sequence of productions in G′ such that:

a/w A d/z
∗
=⇒
G′

ab/wx B cd/yz or a/x A c/z
∗
=⇒
G′

abc/xyz
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By construction, G′ cannot generate any bistring that is not in L(G). We thus

conclude that
L(G′) = L(G)

Since LTGs in normal form constitutes a restricted form of LTGs, every such
grammar trivially consitutes an LTG, which concludes the proof.

In the same way that ITGs can be made weighted and stochastic, LTGs can be

made weighted and stochastic. See definitions 3.22 and 3.23.

5.2 Linear languages revisited

Linear languages (LLs) were introduced in the background (section 2.3), and
we noted that there was a connection between LLs and FSTs. In this section

we will take a closer look at that relation, and leverage the relation to FSTs to
define a new type of automaton to handle LLs. The new class of automata is

referred to as zipper finite-state automata (ZFSAs), which will replace one-turn
pushdown automata and nondeterministic two-tape automata as the principal
machine for handling linear languages. This is mainly to facilitate the move
into the bilingual domain, and offers nothing substantially new.

Ginsburg & Spanier (1966, theorem 6.1) show that a linear language can

be seen as the input to an FST concatenated with the reverse of its output.
Rosenberg (1967, theorems 9 and 10) shows that any linear grammar can be
said to generate the concatenation of the first tape from a 2-NDA with the
reverse of the second. Instead of giving the original theorems, we will give
two lemmas in the spirit of the previous works.

Lemma 5.2. For every 1-FST M there is an LG in normal form that generates
the language {ab←|〈a,b〉 ∈ T (M)}.

Proof. Given that M = 〈Q,Σ,Δ,q0,F,δ 〉 is a 1-FST, we can construct an LG

in normal form G= 〈Q,Σ∪Δ,q0,R〉 where

R=
{
q→ a q′ b

∣∣〈q,a,b,q′〉 ∈ δ
}∪{q→ ε|q ∈ F}

Whenever there is a transition sequence with M such that:

〈q0,a,b〉= 〈q0,a1 . . .an,b1 . . .bn〉 �M 〈q1,a2 . . .an,b2 . . .bn〉
�∗M 〈qn−1,an,bn〉
�M 〈qn,ε〉

where qi ∈Q, ai ∈ Σ∪{ε}, a∈ Σ∗, bi ∈ Δ∪{ε} and b∈ Δ∗ for all i, and where

the state qn is a member of F , there is, by construction, a derivation with G
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such that:

q0 =⇒
G
a1q1b1

∗
=⇒
G
a1 . . .anqnbn . . .b1

=⇒
G
a1 . . .anbn . . .b1 = ab←

Thus: whenever the bistring 〈a1 . . .an,b1 . . .bn〉= 〈a,b〉 is a member of T (M),
the string a1 . . .anbn . . .b1 = ab← is a member of L(G). By construction, G
cannot generate any other strings. We thus conclude that

L(G) = {ab←|〈a,b〉 ∈ T (M)}

Lemma 5.3. For every LG in normal form (G), there exists a 1-FST (M) such
that, for all string s ∈ L(G), there is some partition s= ab← such that 〈a,b〉 ∈
T (M).

Proof. Given that G= 〈N,Σ,S,R〉 is an LG in normal form, we can construct

a 1-FST M = 〈N,Σ,Σ,S,F,δ 〉 where:

F = {A|A→ ε ∈ R} ,
δ = {〈A,a,b,B〉|A→ a B b ∈ R}

where A,B∈N and a,b∈ Σ∪{ε}. Whenever there is a derivation with G such
that:

S=⇒
G
a1X1b1

∗
=⇒
G
a1 . . .anXnbn . . .b1

=⇒
G
a1 . . .anbn . . .b1 = ab←

there is, by definition, a sequence of transitions with M such that:

〈S,a,b〉= 〈S,a1 . . .an,b1 . . .bn〉 �M 〈X1,a2 . . .an,b2 . . .bn〉
�∗M 〈Xn−1,an,bn〉
�M 〈Xn,ε,ε〉

(where qi ∈ Q, ai ∈ Σ∪{ε}, a ∈ Σ∗, bi ∈ Δ∪{ε} and b ∈ Δ∗ for all i) and the

state Xn is by definition a member of F . Thus: whenever G generates ab←, M
can recognize 〈a,b〉. By construction,M cannot recognize any other bistrings.

We thus conclude that

T (M) = {〈a,b〉|ab← ∈ L(R)}
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Figure 5.2: A zipper finite-state automata relates the two parts of a string to each

other, and define the partitioning of the string at the same time.

There is a discrepancy between FSTs and linear languages in that every string

in the language has to be partitioned into two strings before the FST can pro-
cess them. Naturally, the number of ways to partition a string is proportional to
its length. Naïvely trying all possible partitions would take O(n3) time (O(n)
partitions andO(n2) time to run the FST on each string pair), which is equal to

CFGs. If linear languages are as time-consuming to process as CFLs, we might

as well use the more expressive language class.
There is a class of automata that do this: chooses one point, and start pro-

cessing outwards from that point. They are called head acceptors (Alshawi,

1996), but they are designed to be applied recursively, which gives them prop-

erties similar to CFGs anyway. As the name implies, they produce dependency
structures rather than constituent structures.

We would like to decide on the partitioning during processing rather than

a priori. Recalling the different interpretations of the relation defined by the
transitions of an FST that we saw in section 3.2, we will take a closer look

at the one referred to as �M,r�: the recognition relation where tape 1 is read
left-to-right and tape 2 is read right-to-left. This relation is defined as:

〈q,aα,βb〉 �M,r� 〈q′,α,β 〉 if and only if 〈q,a,b,q′〉 ∈ δ

where q,q′ ∈ Q, a ∈ Σ, b ∈ Δ, α ∈ Σ∗ and β ∈ Δ∗. Using this interpretation of
the FST M (designated M� under this reinterpretation) we have that:

〈α,β←〉 ∈ T (M) if and only if 〈α,β 〉 ∈ T (M�)

which, by lemmas 5.2 and 5.3, means that the concatenation of α and β over

the entire transduction constitutes a linear language. This is the intuition be-

hind zipper finite-state automata. By constructing a string γ ∈ (Σ∪Δ)∗ such
that γ = αβ , we can rewrite the reinterpreted FST relation as:
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〈q,aγb〉 �M,r�′ 〈q′,γ〉 if and only if 〈q,a,b,q′〉 ∈ δ

which define a linear language over (Σ∪Δ)∗. The partitioning of the string is
also implicitly defined since the automaton will end up somewhere in the orig-
inal string, defining the place of partitioning that makes the two parts related
(or concluding that they are not, and that the string is not a member of the
language defined by the automaton). The attribute “zipper” comes from the
visualization, where the control of the automaton slides down two ends of the
tape until it reaches the bottom after having drawn all connections between
the two parts of the tape – like a zipper (see figure 5.2). Again, this is merely
a reinterpretation of previous work. The idea of a dedicated automaton to pro-
cess a single tape containing strings from a linear language with finite control
(as opposed to using a stack as the 1-PDAs do, or partitioning the tapes as

2-NDAs strictly speaking have to do) is not new. Nagy (2008) presents 5′ → 3′
sensing Watson–Crick finite automata which are used to process DNA strings,

and Loukanova (2007) presents nondeterministic finite automata to handle lin-

ear languages. Our reinterpretation is made to facilitate the transition into the

bilingual domain.

Definition 5.5 A zipper finite-state automaton (ZFSA) is a tuple

M = 〈Q,Σ,q0,F,δ 〉

whereQ is a finite nonempty set of states, Σ is a finite set of symbols, q0 ∈Q
is the start state, F ⊆Q is a set of accepting states and δ ⊆Q×Σ∗×Σ∗×Q
is a finite set of transitions. Transitions define a binary relation over Q×Σ∗
such that:

〈q,αγβ 〉 �M 〈q′,γ〉 if and only if 〈q,α,β ,q′〉 ∈ δ

where q,q′ ∈ Q and α,β ,γ ∈ Σ∗.

Lemma 5.4. Every FST can be expressed as a ZFSA.

Proof. Let M = 〈Q,Σ,Δ,q0,F,δ 〉 be an FST, and let M′ = 〈Q,Σ∪Δ,q0,F,δ 〉
be the corresponding ZFSA. The only differences are that M′ uses the union

of the two alphabets that M transduces between, and that the interpretation of
the relation defined by δ is different in M and M′.

Lemma 5.5. Every ZFSA can be expressed as an FST.

Proof. Let M = 〈Q,Σ,q0,F,δ 〉 be a ZFSA, and let M′ = 〈Q,Σ,Σ,q0,F,δ 〉 be
the corresponding FST transducing within the same alphabet. The only dif-

ferences are that M′ uses two copies of the same alphabet (Σ), and that the
interpretation of the relation defined by δ is different in M and M′.
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Theorem 5.6. FSTs in recognition mode are equivalent to ZFSAs.

Proof. Follows from lemmas 5.4 and 5.5.

Theorem 5.7. The class of languages recognized by ZFSAs is the class of
linear languages.

Proof. From lemmas 5.2 and 5.3 we have that FSTs generate linear languages,
and from theorem 5.6 we have that ZFSAs are equivalent to FSTs, concluding

the proof.

To recognize with a ZFSA is as complicated as recognizing with an FST, which
can be done in O(n2) time. Since we are effectively equating a transduction

with a language, it is helpful to instead consider this as finite-state in two

dimensions. For the finite-state transduction, this is easy, since it relates two

finite-state languages to each other. For the linear languages it takes a little

more to consider them as languages that internally relate one part of every

string to the other part of that string. The key point is that they are both relating

something that is in some sense finite-state to something else that is also finite-

state, which is what we mean with “finite-state in two dimensions”.

5.3 Zipper finite-state transducers

Having condensed a finite-state relation down to a language, we could relate

two such languages to each other. This is what zipper finite-state transducers

(ZFSTs) do. If linear languages relate one part of every string to the other,

linear transductions relate these two parts to the two parts of all the strings

in another linear language. There are in all four kinds of entities involved,

〈a,b〉 ∈ L1 and 〈x,y〉 ∈ L2, and linear transduction have to relate them all to
each other. We claim that this is what LTGs do, and in this section we will see
that the transducer class for linear languages, ZFSTs, is equivalent to LTGs. An

example of a ZFST can be found in figure 5.3.

Definition 5.6 A ZFST over languages L1 and L2 is a tuple

M = 〈Q,Σ,Δ,q0,F,δ 〉

where Q is a finite nonempty set of states, Σ is a finite nonempty set of L1

symbols, Δ is a finite nonempty set of L2 symbols, q0 ∈ Q is the designated

start state, F ⊆ Q is a set of accepting states and

δ ⊆ Q×Σ∗ ×Δ∗ ×Σ∗ ×Δ∗ ×Q
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M = 〈Q,Σ,Δ,qS,
{
q′
}
,δ 〉 such that

Q=
{
qS,qF ,q′

}
,

Σ = {b, l,sandwich, t, -} ,

Δ =

{
bacon,bread, lettuce,

mayonnaise, tomato

}
,

δ =

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

〈qS,ε,bread,sandwich,bread,qF〉,
〈qF ,b,ε,ε,bacon,qF〉,
〈qF , l, lettuce,ε,ε,qF〉,
〈qF , t, tomato,ε,ε,qF〉,
〈qF , -,mayonnaise,ε,ε,q′〉

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(a) Zipper finite-state transducer

〈qS,b l t - sandwich,bread lettuce tomato mayonnaise bacon bread〉
�M 〈qF ,b l t -, lettuce tomato mayonnaise bacon〉
�M 〈qF , l t -, lettuce tomato mayonnaise〉
�M 〈qF , t -, tomato mayonnaise〉
�M 〈qF , -,mayonnaise〉
�M 〈q′,ε,ε〉

(b) Recognition

Figure 5.3: A zipper finite-state transducer (a) recognizing a bistring (b). This is the

same bistring that was generated in figure 5.1.

is a finite set of transitions. The transitions define a binary relation over

Q×Σ∗ ×Δ∗ such that:

〈q,abc,xyz〉 �M 〈q′,b,y〉 if and only if 〈q,a,x,c,z,q′〉 ∈ δ

where q,q′ ∈ Q, a,b,c ∈ Σ∗ and x,y,z ∈ Δ∗.

ZFSTs are similar to the bilingual version of head acceptors: finite-state head
transducers, FSHTs (Alshawi, 1996; Alshawi et al., 2000). FSHTs were devel-

oped to model dependency structures, and thus start by choosing a head, and

then process children outwards from that head. The FSHT mechanism is in-
tended to be applied recursively, making the defined transduction equivalent
to ITGs. In isolation, and restricted to move one step at a time, FSHTs seem to
be equivalent to ZFSTs.

We know that ZFSTs relate linear languages to each other, they are defined
to do so, and we conjecture that LTGs relate linear languages to each other.

By proving that ZFSTs and LTGs handle the same class of transductions we
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can assert that LTGs do indeed generate a transduction relation between linear

languages.

Lemma 5.8. For every LTG there is a ZFST that recognizes the language gen-
erated by the LTG.

Proof. Let G = 〈N,Σ,Δ,S,R〉 be an LTG, and let M = 〈N′,Σ,Δ,S,{S′},δ 〉 be
the corresponding ZFST where S′ is a unique final state, N′ = N∪{S′} and:

δ =
{〈A,a,x,c,z,B〉∣∣A→ a/x B c/z ∈ R

}∪{〈A,b,y,ε,ε,S′〉∣∣A→ b/y ∈ R
}

Whenever there is a derivation with G such that:

S=⇒
G

a1/x1 A1
c1/z1

∗
=⇒
G

a1/x1 . . .
an/xn An

cn/zn . . .
c1/z1

=⇒
G

a1/x1 . . .
an/xn

b/y
cn/zn . . .

c1/z1

(where S,Ai ∈N, ai,bi ∈ Σ∗ and xi,yi ∈Δ∗ for all i),1 we have, by construction,

a sequence of transitions in M that takes it from an initial configuration with
the generated bistring to an accepting configuration:

〈S,a1 . . .anbcn . . .c1,x1 . . .xnyzn . . .z1〉
�M〈A1,a2 . . .anbcn . . .c2,x2 . . .xnyzn . . .z2〉
�∗M〈An,b,y〉
�M〈S′,ε,ε〉

This means that M can recognize all strings generated by G. By construction,

M cannot recognize any other strings. We thus conclude that

T (M) = T (G)

Lemma 5.9. For every ZFST, there is an LTG that generates the transduction
recognized by the ZFST.

Proof. Let M = 〈Q,Σ,Δ,q0,F,δ 〉 be a ZFST, and let G = 〈Q,Σ,Δ,q0,R〉 be
the corresponding LTG where:

R=
{
q→ a/x q′ b/y

∣∣〈q,a,x,b,y,q′〉 ∈ δ
}∪{

q→ ε/ε
∣∣q ∈ F

}
1These i indices are not indicating individual symbols in a string, but different strings.
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For every bistring that M can recognize:

〈q0,a1 . . .anbn . . .b1,x1 . . .xnyn . . .y1〉
�M〈q1,a2 . . .anbn . . .b2,x2 . . .xnyn . . .y2〉
�∗M〈qn,ε,ε〉

(where qi ∈Q, ai,bi ∈ Σ∗ and xi,yi ∈ Δ∗ for all i,2 and where qn ∈ F), we have,

by construction, a derivation with G that generates that bistring:

q0 =⇒
G

a1/x1 q1
b1/y1

∗
=⇒
G

a1/x1 . . .
an/xn qn

bn/yn . . .
b1/y1

=⇒
G

a1/x1 . . .
an/xn

bn/yn . . .
b1/y1

This means that G can generate all strings that M can recognize. By construc-
tion, G cannot generate any other strings. We thus conclude that

T (G) = T (M)

Theorem 5.10. The class of transductions generated by LTGs is the same as
that recognized by ZFSTs.

Proof. Follows from lemmas 5.8 and 5.9.

5.4 Linearizing inversion transduction grammars

In the monolingual case, linear grammars were obtained by linearizing

context-free grammars (allowing at most one nonterminal in the production).

What would happen if we did the same thing for ITGs (or higher rank SDTG)?

In this section we will apply the linear constraint to ITGs, and show that the
result is equivalent to LTGs as defined in section 5.1, and that LTGs therefore

constitute a natural linearization of ITGs.
An ITG (or higher rank SDTG) can be linearized by replacing all but one

of the nonterminals in the productions with bistrings. Since the nonterminals
cannot be replaced by all their possible expansions, this represents a restriction
on the grammar. In this section we will see that this restricted grammar class
is the class of LTGs.

Definition 5.7 A linearized inversion transduction grammar (LITG) in nor-
mal form is an ITG

G= 〈N,Σ,Δ,S,R〉
2Again, these indices do not refer to individual symbols in a string, but different strings.
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where the rules have been constrained to have one of the forms:

A→ [ a/x B ],

A→ 〈 a/x B 〉,
A→ [ B a/x ],

A→ 〈 B a/x 〉,
A→ a/x

where A,B ∈ N and a/x ∈ (Σ∪{ε})× (Δ∪{ε}).
This means that an LITG in normal form can be constructed from an ITG in
normal form, by considering every nonterminal symbol as a potential preter-
minal symbol. A preterminal symbol only rewrites into biterminals, which
means that it can be considered to have constant rather than variable length. It
also means that every rule where it appears can be replaced by a finite number
of rules where the possible biterminals are inserted instead of the preterminal.
An ITG in normal form can thus be linearized by first turning every nontermi-
nal rule into two rules containing the preterminal symbol P, which are then
fleshed out with actual biterminals:

A→ [ BC ] =⇒
[

A→ [ B P ]

A→ [ PC ]

]
=⇒

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

A→ [ B a/x ]

A→ [ B b/y ]
...

A→ [ a/x C ]

A→ [ b/y C ]
...

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

The same process can be applied to inverted rules with the caveat that the

biterminal needs to be included in the reordering during generation:

〈aAc,xAz〉=⇒
G
〈aBbc,xyBz〉 if and only if A→ 〈 B b/y 〉 ∈ G

〈aAc,xAz〉=⇒
G
〈abBc,xyBz〉 if and only if A→ 〈 b/y B 〉 ∈ G

This process obviously increases the amount of rules drastically, and has to

our knowledge only been attempted on bracketing ITGs.
Since LTGs represent a minimal restriction in rank of ITGs (or higher order

SDTG), it is informative to see how powerful this kind of grammar is. We will
now prove that LITGs are equal to LTGs.

Lemma 5.11. For every LITG in normal form there is an LTG that generates
the same transduction.
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Proof. Let G = 〈N,Σ,Δ,S,R〉 be an LITG, and let G′ = 〈N,Σ,Δ,S,R′〉 be the

corresponding LTG where:

R′ =
⋃
⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

{
A→ a/x B ε/ε

∣∣A→ [ a/x B ] ∈ R
}
,{

A→ ε/ε B b/y
∣∣A→ [ B b/y ] ∈ R

}
,{

A→ a/ε B ε/x
∣∣A→ 〈 a/x B 〉 ∈ R

}
,{

A→ ε/y B b/ε
∣∣A→ 〈 B b/y 〉 ∈ R

}
,{

A→ a/x
∣∣A→ a/x ∈ R

}
The grammars G and G′ clearly generate the same transduction.

Lemma 5.12. For every LTG in normal form there is an LITG in normal form
that generates the same transduction.

Proof. Let G = 〈N,Σ,Δ,S,R〉 be an LTG, and let G′ = 〈N′,Σ,Δ,S,R′〉 be the
corresponding LITG where

R′ =
{
A→ [ a/x B̄ ], B̄→ [ B b/y ]

∣∣∣A→ a/x B b/y ∈ R
}
∪{A→ a/x |A→ a/x ∈ R}

where B̄ is a new, unique nonterminal symbol. The set N′ is simply the set N in
union with any nonterminals created when building R′ from R. The grammars

G and G′ clearly generate the same transduction.

Theorem 5.13. Grammars of type LITG and LTG generate the same class of
transductions.

Proof. Follows from lemmas 5.11 and 5.12.

5.5 Bilingualizing linear grammars

We can think of FSTs as FSAs over pairs of symbols, and SDTGs as CFGs over
pairs of symbols. The automata and grammars over pairs of symbols instead
of over symbols are bilingualized versions, and in the two mentioned cases,
the bilingual version of a well-defined grammar class is also a well-defined
grammar class. Since we are making the claim that linear transductions con-
stitute a well-defined class of transductions, we can expect the class of linear
grammars to bilingualize to the class of LTGs. In this section we define the

class of bilingualized LGs, and show that it is indeed equivalent to the class of
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LTGs as defined in section 5.1 and that LTGs therefore constitute the natural

bilingualization of linear grammars.

Definition 5.8 A bilingual linear grammar (BLG) over languages L1 and L2

is a tuple
G= 〈N,Γ,S,R〉

where N is a finite nonempty set of nonterminals,

Γ⊆ (
(V (L1)∪{ε})× (V (L2)∪{ε})

)−{〈ε,ε〉}
(whereV (X) is the vocabulary of language X), S ∈ N is the designated start

symbol and R is a set of rule on the forms:

A→ α B β
A→ α

where A,B ∈ N and α,β ∈ Γ∗.

This means that the atomic symbols of a BLG correspond to a pair of symbols
or a symbol and the empty string. A BLG is formally a monolingual grammar,

but there exists an interpretation of the generated strings that equates to a pair

of strings.

Lemma 5.14. For every BLG there is an LTG that generates the same trans-
duction.

Proof. Let G = 〈N,Γ,S,R〉 be a BLG, and let G′ = 〈N,Σ,Δ,S,R′〉 be the cor-
responding LTG where

Σ ={σ(γ)|γ ∈ Γ}−{ε}
Δ ={τ(γ)|γ ∈ Γ}−{ε}
R′ =

{
A→ α B β

∣∣A→ α1 . . .α|α| B β1 . . .β|β | ∈ R
}∪{

A→ α
∣∣A→ α1 . . .α|α| ∈ R

}
where α,β ∈ Σ∗ ×Δ∗ are bistrings, αi = ιΣ,Δ(α, i) and βi = ιΣ,Δ(β , i) where
ι is the index function (see section 3.1) for all i. Grammars G and G′ clearly
generate the same transductions since γ1 . . .γ|γ| = γ for any bistring.

Lemma 5.15. For every LTG there is a BLG that generates the same transduc-
tion.

Proof. Let G= 〈N,Σ,Δ,S,R〉 be an LTG, and let G′ = 〈N,Γ,S,R′〉 be the cor-
responding BLG where Γ⊆ Σ×Δ and:

R′ =
{
A→ α1 . . .α|α| B β1 . . .β|β |

∣∣A→ α B β ∈ R
}∪{

A→ α1 . . .α|α|
∣∣A→ α ∈ R

}
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where α,β ∈ Σ∗ ×Δ∗ are bistrings, αi = ιΣ,Δ(α, i) and βi = ιΣ,Δ(β , i) where

ι is the index function (see section 3.1) for all i. Grammars G and G′ clearly
generate the same transductions since γ1 . . .γ|γ| = γ for any bistring, and G′ is
a BLG by definition.

Lemmas 5.14 and 5.15 basically convert strings of symbol pairs (the building
blocks of BLGs) into pairs of symbol strings (bistrings, the building block of

LTGs) and vice versa. This is a basic property of concatenation of bistrings
(see section 3.1).

〈a1,x1〉〈a2,x2〉 . . .〈an,xn〉 = 〈a1a2 . . .an,x1,x2 . . .xn〉

Theorem 5.16. Grammars of type BLG and LTG generate the same class of
transductions.

Proof. Follows from lemmas 5.14 and 5.15.

5.6 Expressivity

We previously saw that transduction grammars could be said to be of different
expressivity depending on the number of permutations that could be generated
between two strings of length n. In this chapter we have seen a new class of
transduction grammars, so it would be fitting to explore its expressivity as
well.3

First we have to explain what is meant by an LTG permuting. Consider the
rule A→ a/x B b/y . When it is applied, it could be said to establish a connection

between a/x and b/y . This connection could be that a is connected to x and b to
y, but it could also be that a is connected to y and b to x. We can visualize this

as:

A→

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

⎡
⎢⎢⎢⎣

a B b
x 1 0 0

B 0 1 0

y 0 0 1

⎤
⎥⎥⎥⎦ ,

⎡
⎢⎢⎢⎣

a B b
x 0 0 1

B 0 1 0

y 1 0 0

⎤
⎥⎥⎥⎦
⎫⎪⎪⎪⎬
⎪⎪⎪⎭

The Bs are aligned by definition since they have the same identity. Of course

any of the symbols a, b, x and y could be the empty string ε , causing the
corresponding row or column to be deleted. This idea is very similar to the
concept of an LITG, which has this interpretation coded into the formalism.

3Most of this section can be attributed to Chris Quirk through personal communication, for

which I am grateful.
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Since LITGs and LTGs are equal, we can force this interpretation on LTGs as

well.
We start by considering the number of permutations (aLn ) for n ≤ 3, which

we can enumerate easily:

aL1 = 1 :
[
1
]

aL2 = 2 :

[
1 0

0 1

]
,

[
0 1

1 0

]

aL3 = 6 :

⎡
⎢⎣1 0 0

0 1 0

0 0 1

⎤
⎥⎦ ,

⎡
⎢⎣1 0 0

0 0 1

0 1 0

⎤
⎥⎦ ,

⎡
⎢⎣0 1 0

1 0 0

0 0 1

⎤
⎥⎦ ,

⎡
⎢⎣0 1 0

0 0 1

1 0 0

⎤
⎥⎦ ,

⎡
⎢⎣0 0 1

1 0 0

0 1 0

⎤
⎥⎦ ,

⎡
⎢⎣0 0 1

0 1 0

1 0 0

⎤
⎥⎦

So far, LTGs have been able to generate all possible permutations.

Since LTGs are limited to adding elements at the corners one at a time, we
are only interested in the different types of corner configurations that are pos-
sible, and at length 3 we have come across all of them. These six permutation
matrices can be classified into two classes: those with two corners aligned (the
maximum number of aligned corners in a permutation matrix) which we will
call type A, and those with one corner aligned which we will call type B. The
six different permutation configurations are A1,A2,B1, . . .B4 such that:

A1 =

⎡
⎢⎢⎣
1 . . . 0
...

. . .
...

0 . . . 1

⎤
⎥⎥⎦ , B1 =

⎡
⎢⎢⎣
1 . . . 0
...

. . .
...

0 . . . 0

⎤
⎥⎥⎦ , B2 =

⎡
⎢⎢⎣
0 . . . 0
...

. . .
...

0 . . . 1

⎤
⎥⎥⎦ ,

A2 =

⎡
⎢⎢⎣
0 . . . 1
...

. . .
...

1 . . . 0

⎤
⎥⎥⎦ , B3 =

⎡
⎢⎢⎣
0 . . . 0
...

. . .
...

1 . . . 0

⎤
⎥⎥⎦ , B4 =

⎡
⎢⎢⎣
0 . . . 1
...

. . .
...

0 . . . 0

⎤
⎥⎥⎦

These six types consitute all possible permutation matrixes that LTGs can gen-
erate because they are restricted to add bistrings at the corners. Furthermore,
any permutation in a matrix is transformable to any other permutation matrix
in the same class by means of rotation. If an A1 permutation is rotated 90◦ in
any direction it becomes an A2 permutation. The number of permutations of

the different types are thus related such that:

c(A1,n) = c(A2,n) = c(A,n) and c(B1,n) = · · ·= c(B4,n) = c(B,n)
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The total number of permutations of length n can thus be computed as

aLn = 2c(A,n)+4c(B,n)

where c(A,n) is the number of configurations of type A of length n, and con-
versely for c(B,n). These are the counts we need to know to be able to count

the total number of permutations of length n.
Let us start by determining c(A,n). This quantity depends on the number of

different permutations of length n−1. Permutations of type A1 can be formed
from shorter permutations of type A1 like this:

⎡
⎢⎢⎣
1 . . . 0
...

. . .
...

0 . . . 1

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
1 . . . 0 0
...

. . .
...

...

0 . . . 1 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦

but not from permutations of type A2. This generalizes so that any A per-
mutation can be formed from exactly one shorter A permutation. For any A
permutation there is also a shorter B permutation it could be formed from:

⎡
⎢⎢⎣
1 . . . 0
...

. . .
...

0 . . . 0

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
1 . . . 0 0
...

. . .
...

...

0 . . . 0 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦

It should be clear that for any A permutation there is exactly one shorter B
permutation it could be formed from. From this we have that

c(A,n) = c(A,n−1)+ c(B,n−1)

The B class permutations can also be built from shorter A and B permutations.
Specifically, there is one shorter type of A permutations that can be used to

build a B permutation:

⎡
⎢⎢⎣
0 . . . 1
...

. . .
...

1 . . . 0

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
0 . . . 1 0
...

. . .
...

...

1 . . . 0 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦
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Building B permutations from shorter B permutations is easier, and there are

a total of three different types of B permutation to use:

⎡
⎢⎢⎣
0 . . . 0
...

. . .
...

0 . . . 1

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
0 . . . 0 0
...

. . .
...

...

0 . . . 1 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦

⎡
⎢⎢⎣
0 . . . 0
...

. . .
...

1 . . . 0

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
0 . . . 0 0
...

. . .
...

...

1 . . . 0 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦

⎡
⎢⎢⎣
0 . . . 1
...

. . .
...

0 . . . 0

⎤
⎥⎥⎦→

⎡
⎢⎢⎢⎢⎣
0 . . . 1 0
...

. . .
...

...

0 . . . 0 0

0 . . . 0 1

⎤
⎥⎥⎥⎥⎦

The fourth type of B permutations would result in an A type permutation and

is accounted for in counting them. From this we have that

c(B,n) = c(A,n−1)+3c(B,n−1)

We thus have that:

aLn = 2c(A,n)+4c(B,n)
= 2(c(A,n−1)+ c(B,n−1))+4(c(A,n−1)+3c(B,n−1))

= 2c(A,n−1)+2c(B,n−1)+4c(A,n−1)+12c(B,n−1)

= 6c(A,n−1)+14c(B,n−1)

= 8c(A,n−1)+16c(B,n−1)−2(c(A,n−1)+ c(B,n−1))

= 4(2c(A,n−1)+4c(B,n−1))−2(c(A,n−1)+ c(B,n−1))

= 4aLn−1−2(c(A,n−2)+ c(B,n−2)+ c(A,n−2)+3c(B,n−2))

= 4aLn−1−2(2c(A,n−2)+4c(B,n−2))

= 4aLn−1−2aLn−2

This is a nice recurrence formula,4 which we can compare to the ones we
already have for ITGs (aI) and SDTGs (aT). In summary we have:

4This is the integer series A006012 in The On-Line Encyclopedia of Integer Series, available at

www.oeis.org/A006012.
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n LTG ITG SDTG

1 1 1 1

2 2 2 2

3 6 6 6

4 20 22 24

5 68 90 120

6 232 394 720

7 792 1,806 5,040

8 2,704 8,558 40,320

9 9,232 41,586 362,880

10 31,520 206,098 3,628,800

11 107,616 1,037,718 39,916,800

12 367,424 5,293,446 479,001,600

13 1,254,464 27,297,738 6,227,020,800

14 4,283,008 142,078,746 87,178,291,200

15 14,623,104 745,387,038 1,307,674,368,000

16 49,926,400 3,937,603,038 20,922,789,888,000

17 170,459,392 20,927,156,706 355,687,428,096,000

18 581,984,768 111,818,026,018 6,402,373,705,728,000

19 1,987,020,288 600,318,853,926 121,645,100,408,832,000

20 6,784,111,616 3,236,724,317,174 2,432,902,008,176,640,000

Table 5.1: The number of permutations that can be generated with different transduc-

tion grammars for the first 20 values of n.

aT1 = 1 aTn = naTn−1

aI1 = 1 aI2 = 2 aIn =
6n−9

n
aIn−1−

n−3

n
aIn−2

aL1 = 1 aL2 = 2 aLn = 4aLn−1−2aLn−2

Table 5.1 contains the number of permutations that LTGs, ITGs, and arbitrary
rank SDTGs can generate for n≤ 20, and figure 5.4 contains a plot in logarith-

mic space of the numbers for n≤ 40. It is clear that LTGs are able to generate
several orders of magnitude fewer permutations for any non-toy sentences
than ITG, but it is also clear that a very large number of permutations can be

generated. To get an idea of the consequences of the limitations of not being

able to generate all permutations, we will take a closer look at permutations of

length 4, since this is where the three start to differ. Of the 24 possible permu-
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Figure 5.4: Number of permutations that arbitrary rank SDTGs (dotted line), ITGs

(solid line) and LTGs (dashed line) can generate as a function of the length of the

permutation.

tations, ITGs are unable to generate two, called the inside-out permutations,
whereas LTGs are unable to generate four.

The first two that LTGs cannot generate are the familiar inside-out permu-
tations [2,4,1,3] and [3,1,4,2], which is no surprise since LTGs are a proper

subset of ITGs. The second two permutations that LTGs fail to generate are
[2,1,4,3] and [3,4,1,2]. This is obvious if we consider the 6 possible forms

an LTG permutations may have. By expressing them as vectors of four ele-
ments we have that any permutation of length four that can be generated must
have one of the forms:

A1 = [1,?,?,4] , B1 = [1,?,?,?] , B2 = [4,?,?,?]

A2 = [4,?,?,1] , B3 = [?,?,?,1] , B4 = [?,?,?,4]

Since the A permutations represents conjunction of two B permutations (A1 =
B1∧B4 and A2 = B2∧B3), any permutation matching a B permutation is valid.
This is true because we are considering the case of length 4 (the question
marks also have to constitute a valid permutation, and all permutations of
length 3 are valid). There are a total of 24 permutations of length 4. Below,
the ones that do not match any of the B types are marked with an asterisk. It

83



is clear that these are exactly the ones that LTGs are unable to generate.

[1,2,3,4] [1,2,4,3] [1,3,2,4] [1,3,4,2] [1,4,2,3] [1,4,3,2]

[2,1,3,4] ∗ [2,1,4,3] [2,3,1,4] [2,3,4,1] ∗ [2,4,1,3] [2,4,3,1]

[3,1,2,4] ∗ [3,1,4,2] [3,2,1,4] [3,2,4,1] ∗ [3,4,1,2] [3,4,2,1]

[4,1,2,3] [4,1,3,2] [4,2,1,3] [4,2,3,1] [4,3,1,2] [4,3,2,1]

While it is possible to argue rationally for why inside-out permutations
([2,4,1,3] and [3,1,4,2]) should be rare in natural languages, it is not clear

that the other two ([2,1,4,3] and [3,4,1,2]) should be as well.
This is in fact a deficit in the model that could prove to be disastrous, but

the actual effect of the deficiency has to be evaluated empirically. This will
be done in chapter 7 where we evaluate the effect indirectly through the dif-
ference in quality between systems based on alignments from LTGs and ITGs

respectively.

5.7 Alignment spaces

Transduction grammars can be said to relate chunks of L1 text to chunks of
L2 text – every biterminal and nonterminal is an instance of symbols being re-

lated to each other. To be useful in statistical translation, these chunks have to

be sufficiently small to allow for useful statistics to be gathered over them, but

sufficiently big to capture something useful. The largest chunks that we usu-

ally consider are sentences, but since statistics over whole sentence pairs are

too sparse, we need to break the sentences down into smaller chunks, while

preserving the property that any aligned chunks still mean the same thing (in a

very wide sense of the word “mean”). Sometimes we can break sentence pairs

down to individual word pairs, which are good for collecting statistics, but we

frequently lose some contextual information about when the meaning actually

carries over. The word “bed” is usually a place where someone sleeps, but

sometimes it is a “river bed”, requiring a different translation. Phrase-based

systems target this by using as large chunks as possible, hoping that the im-

mediate context of a word will be enough. With this in mind, we would like

to be able to consider all possible pairings of all possible chunks in a sentence

pair as potentially aligned. This constitutes the alignment space of that sen-

tence pair. Formally, a node in the alignment space consists of one span in

each sentence, which makes it a bispan. The alignment space is thus the space

of all possible bispans in a sentence pair. This means that it is quite similar

to the monolingual constituent space – every span of a sentence is a potential

constituent, and every bispan in a sentence pair is a potential alignment node.
Since we cannot a priori dismiss any of the alignment nodes for a sentence

pair, care should be taken to ensure that our grammar formalism and our pars-
ing algorithm is able to consider them all. The full alignment space for the
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sentence pair 〈e, f〉 is:
Ae,f =

{ e/f
s..t
u..v

∣∣0≤ s≤ t ≤ |e|, 0≤ u≤ v≤ |f|}
where e/f

s..t
u..v is the biterminal encompassing the span s− t in the sentence e,

and u−v in the sentence f. By looking at the different grammar formalisms we
can assess how much of the alignment space they are capable of generating.

A finite-state transduction grammar is restricted so that all productions are

anchored in the upper left corner (the left-linear case) or the lower right corner

(the right-linear case). We can formalize this as:

A R
e,f =

{ e/f
s..t
u..v

∣∣0= s≤ t ≤ |e|, 0= u≤ v≤ |f|} (the left-linear case)

A R
e,f =

{ e/f
s..t
u..v

∣∣0≤ s≤ t = |e|, 0≤ u≤ v= |f|} (the right-linear case)

which is clearly a smaller space than Ae,f, since any point where s �= 0 or u �= 0
is excluded from the left-linear case, and any point where t �= |e| or v �= |f| is
excluded from the right-linear case. We can thus conclude that A R

e,f ⊂ Ae,f,

and that the difference in size is two orders of magnitude: |A R
e,f |=O(n2) ver-

sus |Ae,f| =O(n4) The assumptions finite-state transduction grammars make
about the alignment space thus makes them unsuitable for translation, and
they will not be considered any further in this thesis.

An ITG does not put any restrictions on these bispans, meaning that all bis-

pans that fit within a larger bispan that can be generated also can be generated.

As long as the bispan covering the entire sentence pair can be generated, all

bispans in a sentence pair’s alignment space can be generated. The bispan

covering the entire sentence pair can be generated for all sentence pairs that

are members of the transduction defined by the grammar. We thus conclude

that A I
e,f = Ae,f.

Perhaps surprisingly, LTGs are also able to generate the entire alignment

space. Since any smaller bispan within a bispan that can be generated is reach-

able by chipping away some number of terminals from the edges (in one or

more moves), any smaller bispan can be generated. If the sentence pair is a

member of the transduction defined by the grammar, it can be generated, and

therefore every bispan within it can also be generated. We thus conclude that

A L
e,f = Ae,f. The difference to ITGs is not the individual bispans that can be

generated, but how they may combine to form a parse.
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6. Algorithms for transduction grammars

Fruit size, quality and pest management are influenced by train-
ing and pruning. Untrained and unpruned trees become entangled
masses of shoots and branches that produce little or no fruit and
harbor insects and diseases.

Bob Polomski

Regardless of which transduction grammar formalism one is employing, the
uses are the same. Any transduction grammar can be used in three different
kinds of processes:

1. generation – generate a sentence pair from the start symbol,
2. recognition/parsing – determine whether a given sentence pair is a mem-

ber of the transduction defined by the grammar (or, in the case of parsing,

explain why the sentence pair is a member of the transduction), and

3. translation – determine a set of possible L2 sentences related to a given
L1 sentence.

Generation is the simplest process, starting with the start symbol, and then
applying rules until only terminal symbols are left. For a transduction gram-
mar, these terminal symbols are arranged to form a sentence pair, which is
guaranteed to be in the transduction defined by the grammar. Translation is
an interesting use of transduction grammars, and represents a principled and
efficient way to do translation. There are, however, a few practical problems
with the approach. First, it requires a grammar, and to produce one by hand
constitutes a daunting task indeed. Secondly, given the success of statistical
methods in translation, it is safe to assume that the grammar would have to
be stochastic to be of any practical use. If not, it would be a repetition of
the rational transfer-based methods perfected and largely abandoned before.
This presents the problem of how to set the stochastic parameters. Luckily, the
third process – recognition/parsing – can be used to induce these parameters
from observed data. To contrast parsing in the monolingual case to parsing in
the bilingual case, we will use the term biparsing for the bilingual case when
needed.

Grammars can be induced from different kinds of data. In the monolingual
case it is standard practice to induce parameters from treebanks – collections

of hand annotated sentences. In the bilingual case, there are several different
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approaches. The monolingual approach – inducing from hand annotated ex-

amples – requires parallel treebanks, which is a very scarce resource. There

are several workarounds: using automatic parsers to create the trees, using

trees in only one language or even forests in one or both languages. All these

approaches miss a crucial point though: a transduction grammar imposes a

shared structure on a sentence pair. Any monolingual structure that is im-

posed a priori restricts this shared structure. This insight is what lead to the
transition from trees to forests. Using forests rather than trees decreases the
chance of interfering negatively with the shared structure, but does not solve
the fundamental problem. Similarly, any a priori imposed alignment between
words also restricts the shared structure, as the alignment of words is a direct
function of the structure. Following the approach of minimizing the restric-
tions imposed on the shared structure to its logical conclusion means inducing
grammars from parallel texts only. Restrictions do, however, serve a purpose:
they limit the time complexity of biparsing. Getting rid of all the restrictions
means paying the full price. As this is a price too high to pay for any real prac-
tical task, we will investigate not only exhaustive parsing algorithms, but also
pruning schemes to severely restrict the search for parses. The key feature is
that this restriction is dynamic rather than imposed a priori. Since the price
of even the simpler grammars, ITGs and LTGs, require pruning to be practi-

cally useful, we will disregard SDTGs – they are much too complex to parse
exhaustively, and we have no pruning mechanism for this type of grammars.

In this chapter, we present an algorithm for parsing LTGs, which is
agenda-based, and susceptible to pruning (section 6.1). The algorithm has
the same time complexity as the straight-forward dynamic programming
approach, O(n4), but applying pruning we can reduce that to O(bn), where
b is a pruning parameter (section 6.2). When b = O(n3) we are guaranteed

to perform exhaustive search, but lower values of b result in approximate
search. This allows the pruning to be empirically tuned to a good trade-off
between search errors and efficiency, which we will explore in chapter 7. We
also show (in section 6.3) that a similar approach works for ITGs, lowering
time complexity from O(n6) to O(bn3).

In the following we will use e= e1,e2, . . . ,e|e| and f= f1, f2, . . . , f|f| to mean
the L1 and L2 sentences respectively. Each symbol in a sentence is said to

occupy a span given by indices between the symbols of the sentence. The

symbol e3 is thus said to occupy the span e2..3. We say that any span represents

a sequence of symbols such that:

ei.. j = ei+1,ei+2, . . . ,e j

This is necessary in order to be able to represent empty spans, as any span
beginning and ending on the same index is by definition empty. We say that:

ei..i = ε for all 0≤ i≤ |e|
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The sentences are thus defined as spans from zero to their length: e = e0..|e|
and f = f0..|f|. We also carry this notation into the bilingual case, saying that

the bispan e/f
s..t
u..v represents the combination of the spans es..t and fu..v. When

parsing, we are interested in the possible nonterminal symbols a span can be
validly labeled with. Indeed, parsing can be said to succeed when the entire
sentence can be labeled with the start symbol of the grammar. To describe
labeled spans, we will use the bispan notation, so that As..t

u..v refers to the bispan
e/f

s..t
u..v labeled with the nonterminal symbol A. We will refer to such a labeled

bispan as a parse item, or simply an item. Having laid down the notation, we

can define the parsing problem as finding a valid item S0..|e|
0..|f| for a transduction

grammar G= 〈N,Σ,Δ,S,R〉 and sentence pair 〈e, f〉.

6.1 Parsing with linear transduction grammars

Parsing with LTGs is similar to parsing with finite-state grammars but rather

than just keeping track of how far into the string we have parsed we need to

keep track of how far from the beginning and from the end we have parsed –

in both strings. Rather than having nodes placed on a one dimensional “time”

line, we have nodes placed in a four dimensional space. The fundamental sim-

ilarity is, however, that there is always a constant number of ways to proceed

from one node to another (determined by the vocabulary size/sizes of the lan-

guage/transduction). It is straight-forward to construct this four dimensional

space and process it the same way one would an FSG/FSA or FSTG/FST, but
this will have a time complexity of O(n4), which is prohibitively large. By

moving away from a dynamic programming approach to an agenda-based ap-

proach, the structure can be built on the fly rather than be inherently encoded

in the algorithm.

Since there is no branching with an LTG, there is no reason to favor bottom-
up over top-down as the initial direction. There is instead, a reason to favor
top-down over bottom-up, since there is only one start point at the top (the
item covering the entire sentence pair), but O(n2) different start points at the
bottom (a constant number for each empty bispan, each corresponding to a

rule on the form A→ ε/ε in the grammar). This is perhaps most apparent when

phrasing the two parsing strategies as deductive systems following Goodman

(1999). This is shown in figure 6.1 where the two top rules (the ones depending

solely on the grammar) correspond to the initialization.

If we are constructing the entire structure, the decision of starting at the top
or the bottom makes no difference, but when pruning is applied, some of the
start points at the bottom will be in a part of the structure that we do not wish
to construct. To keep the option of pruning open, we will opt to build the struc-
ture top-down and compute outside probabilities (or forward probabilities, α)
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A→ ε/ε
Ai..i
j.. j

0≤i≤|e|
0≤ j≤|f|

A→ e/f
s..s′
u..u′ B

e/f
t ′..t
v′..v , Bs′..t ′

u′..v′

As..t
u..v

S→ A, A0..|e|
0..|f|

S′
(a) Bottom-up

S→ A

A0..|e|
0..|f|

A→ e/f
s′..s
u′..u B e/f

t..t ′
v..v′ , As′..t ′

u′..v′

Bs..t
u..v

A→ ε/ε , Ai..i
j.. j

S′
(b) Top-down

Figure 6.1: Parsing with LTG as deductive systems (Goodman, 1999). Items consist

of labeled bispans, and we have a virtual goal item S′ (which covers a virtual bispan

not present in the sentence pair being parsed).

simultaneously. Once the structure is in place, we will follow back-pointers
bottom-up to compute inside probabilities (or backward probabilities, β ).

The probability mass functions p of a stochastic LTG are subject to the
following constraints:

∀A
[
∑
φ
p(A→ φ) = 1

]

If the grammar is stochastic, it defines a probability distribution over all trans-
ductions in the language of the grammar, and we can compute the probability
of a single sentence.

The probability model assigns probabilities to all nodes in all possible paths
over a sentence pair. Since all parses with LTGs are linear paths rather than

trees it makes more sense to talk about forward and backward probabilities,

but since the path is in four dimensions, with each node represented as a box

in a matrix, it also makes sense to talk about some of the matrix being inside

the box and some of it outside. As this is a matter of taste, we will refer to

the different probabilities as simply α and β . The probability of a node is
p(As..t

u..v) = α(As..t
u..v)β (As..t

u..v), and α and β are defined recursively. For α we
have the initialization:

α(A0..|e|
0..|f| ) =

{
1 if A= S
0 otherwise

and the following recursion:

α(As..t
u..v) = ∑

B∈N
0≤s′≤s
t≤t ′≤|e|
0≤u′≤u
v≤v′≤|f|

α(Bs′..t ′
u′..v′) p(B→ e/f

s′..s
u′..u A e/f

t..t ′
v..v′)
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This is a summation over all larger spans, accounting for all possible ways to

reach the current bispan with one rule application. For β we have the initial-
izations:

β (Ai..i
j.. j) = p(A→ ε/ε )

(for all indices i and j such that 0≤ i≤ |e| and 0≤ j≤ |f|). Which means that
all empty bispans are assigned inside probabilities directly by the grammar.
The following recursion is:

β (As..t
u..v) = ∑

B∈N
s≤s′≤t ′≤t
u≤u′≤v′≤v

β (Bs′..t ′
u′..v′) p(A→ e/f

s..s′
u..u′ B

e/f
t ′..t
v′..v)

This is a summation over all possible smaller spans that can be reached with
one rule application. The grammar effectively puts a limit on the difference
between s and s′, t and t ′, u and u′, and v and v′ (larger differences are known to

have zero probability since no rule have that long biterminals), which means

that the above summations (for both α and β ) can be computed in O(|N|)
time.

It is easy to see how the αs and β s could be computed through dynamic

programming by iterating over all possible bispans in larger-to-smaller and

smaller-to-larger order respectively. Since α and β for an item can be com-
puted in time that is not dependent on the size of the input string, there is
a constant number of computations to be carried out for any bispan. The set
of all bispans can be constructed by combining all E-spans with all F-spans.

We know from monolingual parsing that the number of spans in a sentence is

O(n2), which means that the number of bispans is O(n4). Each such bispan

has to be processed, which takes a constant number of time, giving a total

time complexity of O(1 · n4) = O(n4), which is what we would expect from
an LTG. This is still a large polynomial, which is why we would like to have

an algorithm that could disregard parts of the structural space during parsing.

To achieve this, we will move away from dynamic programming, and present

an agenda-based parsing algorithm, which offer the control necessary to ap-

ply pruning. This is the parsing algorithm previously described in Saers et al.

(2010b). The algorithm is presented as pseudo-code in figure 6.2.
An agenda-based parsing algorithm relies on being able to process the items

in such an order that no item needs to be processed twice. This is encoded into
the parsing algorithm for the dynamic programming approaches, but has to be
managed by some form of queue or agenda for the agenda-based approach.

Since no item may depend on a larger or equally large item, we can use the

length of items to impose this order (larger to smaller corresponds to top-

down, and smaller to larger corresponds to bottom-up). By processing the
buckets in order, and processing every item in each bucket exactly once, we
are guaranteed to visit all items exactly once in top-down order. By having
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PARSELTG(e, f,G)

B|〈e,f〉| ← S(G)0..|e|
0..|f|

for k← |〈e, f〉| to 1 do
for all i ∈Bk do

for all j ∈ EXTEND(i,e, f,G) do
B| j| ← j

end for
end for

end for
return VALIDPARSE(B)

EXTEND(i,e, f,G)

E← /0

A← label(i)
for s← s(i) to s(i)+μ(G) do

for t← t(i) to max(s, t(i)−μ(G)) do
for u← u(i) to u(i)+μ(G) do

for v← v(i) to max(u,v(i)−μ(G)) do
for all B ∈ N(G) do

if A→ e/f
s(i)..s
i(u)..u B

e/f
t..t(i)
v..v(i) ∈ R(G) then

E← E ∪{Bs..t
u..v}

end if
end for

end for
end for

end for
end for
return E

VALIDPARSE(B)

for all i ∈B0 do
A← label(i)
if A→ ε/ε ∈ R(G) then

return true
end if

end for
return false

Figure 6.2:Algorithm for parsing with LTGs. An item is assumed to have functions for

extracting s, t, u, v and label from it (with the obvious interpretations). A grammar

is assumed to have functions for extracting N, S and R from it (with the obvious

interpretations), as well as the μ value, which represents the length of the longest

sequence of terminal symbols in any rule. The parameters to PARSELTG consists of

an L1 and L2 sentence (e and f) and an LTG (G). Note that all the loops in the EXTEND

procedure are bounded by constants, giving constant time execution.
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smaller items be derived from larger items, all items that could be in a bucket

will have been added by the time the bucket is to be processed. In practice,

we will have one bucket for each possible item length. We will refer to these

buckets as B = B1, . . . ,B|〈e,f〉|. Since it is a top-down parsing algorithm, it

starts by placing the bispan covering the entire sentence, labeled with the start

symbol, in the buckets:

B|S0..|e|
0..|f| |

=
{
S0..|e|
0..|f|

}

The buckets are then processed in larger-to-smaller order, and each item in the

bucket being processed produces a set of extensions:

EAs..tu..v
=
{
Bs′..t ′
u′..v′

∣∣∣s≤ s′ ≤ t ′ ≤ t, u≤ u′ ≤ v′ ≤ v, A→ e/f
s..s′
u..u′ B

e/f
t ′..t
v′..v ∈ R

}
This is the set of all items that can be reached from the current one with a sin-

gle rule application. Each of these extensions are added to their corresponding

bucket. Parsing is successful if the following holds:{
Ai..i
j.. j
∣∣Ai..i

j.. j ∈B0, A→ ε/ε ∈ R
} �= /0

That is: the set of empty items in the final bucket contains at least one item
that can legally rewrite into the empty string.

6.2 Pruning

The most efficient grammar class that is able to generate correspondences be-
tween arbitrary L1 and L2 spans that we have come across is the class of LTGs,
but these grammars still require O(n4) time to parse, which is prohibitively

long. In the last section we introduced an agenda-based parsing algorithm,

that would allow us to process a subset of the possible items, thereby moving

from exact to approximate parsing. In this section we will introduce a prun-

ing scheme that allows control over the degree of approximation, making it

possible to test the effects of pruning empirically.
When considering to prune away some items it is a good idea to start by

considering different properties of items, and decide whether they are desir-
able or not. This offers a starting point in designing the conditions used to
determine whether an item should be pruned or not. In a transduction gram-
mar, each item represents an alignment, so instead of reasoning about items,
we can reason about alignments. So, what constitutes a bad alignment? Since
the ultimate goal is better translation systems, we can think of goodness as the
degree to which an alignment is useful to a translation system. In this sense,
the most useless alignment is the one that says “delete the entire source sen-
tence and insert the entire target sentence”. This is a perfectly legal alignment
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since we allow for singletons, and this is simply the alignment that uses them

exclusively. There are also several different segmentations of this alignment,

corresponding to interleaving deletions of parts of the source sentence with

insertions of parts of the target sentence. This means that there are many parse

trees representing this extreme strategy, none of which are desirable. Getting

rid of singletons would solve the problem, but also make the grammar unable

to generate sentence pairs with different lengths (which could be solved by

allowing multi-symbol terminals), as well as eliminating the ability to handle

mismatches. The training data is bound to contain constructions like in this

sentence pair taken from the Europarl corpus (Koehn, 2005):

je vous invite à vous lever pour cette minute de silence .

please rise , then , for this minute ’ s silence .

The boxed parts of the sentence pair mean the same thing, but to be able to

build it using a grammar, it needs to be broken down into smaller parts – one

alternative is to have the boxed segments as one biterminal, but using this

strategy would produce a prohibitively large grammar. We can identify that

please corresponds roughly to invite and rise to lever, but it is hard to align
the other words. In order to build the boxes and assert the equality between
them, the grammar formalisms we have considered so far would have to delete
je vous and à vous, and insert comma then comma.

With a stochastic grammar, singletons are already at a disadvantage, since
it takes two rules to delete a symbol and insert another symbol, rather than
just one rule to replace one symbol with another. The probability of using
two rules is less than the probability of using one rule – all other things being
equal. With stochastic grammars, we already have a mechanism for preferring
less “skewed” alignments. This pruning scheme aims to exploit this. We have
an indirect measure of skewness – probability, and we wish to avoid skewed
parse items. The only question left is: which items are comparable? Obviously
any item covering one word in each sentence is less skewed than an item cov-
ering three words in one language and one in the other. This does not, however,
mean that it is safe to prune away the larger, more skewed item – that would
be comparing apples to oranges. There is one reasonable definition of what
separates apples from oranges in this setting: how much of the sentence pair
they cover. Any item covering the same total number of symbols is compara-
ble to any other item covering the same total number of symbols. The number
of symbols covered is equal to the length of the item, which means that all
items in a bucket are comparable. It is further possible to use the probability
computed so far to make an informed guess as to how good an item is in terms
of usefulness to a translation system. This is what our pruning scheme will do:
process only the b most likely items from each bucket, with the most likely
item having the highest β if processing bottom-up, and highest α if processing

top-down.

94



PRUNEDPARSELTG(e, f,G,μ,b)
BUCKET(S0..|e|

0..|f| ,B,b)
for k← |〈e, f〉| to 1 do

for all i ∈Bk do
for all j ∈ EXTEND(i,e, f,G,μ) do

BUCKET( j,B,b)
end for

end for
end for
return VALIDPARSE(B)

BUCKET(i,B,b)
if |Bi|= b then
i← BEST(i,HEAPPOP(Bi))

end if
HEAPPUSH(Bi, i)

Figure 6.3: Revised parsing algorithm for LTGs that allow arbitrarily harsh pruning by

setting the pruning parameter b. Uses the same EXTEND procedure as the exhaustive

algorithm (see figure 6.2). Both HEAPPOP and HEAPPUSH are assumed to have time

complexity O(logn), with n= b in this case.

Looking back at the algorithm presented in the previous section, there is one
part of the algorithm that processes all items in a bucket. To prune the search
space, we simply limit the number of items that fit in a bucket. The pseudo-
code for the algorithm with pruning is presented in figure 6.3. The original al-
gorithm processed O(n) buckets, each containing O(n3) items, giving a total
time complexity of O(n4). The new algorithm still processes O(n) buckets,

but now each one contains only O(b) items, giving a total time complexity
of O(bn). This is the biparsing algorithm with pruning that was presented
in Saers et al. (2010b). The algorithms with pruning are generalizations of
the original ones, as any value of the pruning parameter such that b ≥ O(n3)
makes it equal to the original. There is no way to rationally determine an
appropriate value for b, so the exact value to use has to be determined empiri-
cally. This is what we will, among other things, do in the next chapter.

6.3 Parsing with inversion transduction grammars

The practical application of ITGs to NLP and translation was pioneered by

Dekai Wu in a series of papers (Wu, 1995a,b, 1997), where a stochastic model

of SITGs was introduced together with algorithms for finding the best parse

and parameter reestimation with expectation maximization. The algorithms
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A→ e/f
s..t
u..v

As..t
u..v

A→ [ BC ], Bs..i
u.. j, Ci..t

j..v

As..t
u..v

A→ 〈 BC 〉, Bs..i
j..v, Ci..t

u.. j

As..t
u..v

Figure 6.4: Parsing with ITGs as a deductive system following (Goodman, 1999).

Again, items are on the form of labeled bispans. The goal item is the sentence pair

labeled with the start symbol: S0..|e|
0..|f| .

closely resemble the CKY algorithm (Cocke, 1969; Kasami, 1965; Younger,

1967), in that it requires the grammar to be in two-normal form. It also tra-

verses the space of all possible constituents in topological (bottom-up) order.

We can formulate it as a deductive system that closely resembles that of the
CKY algorithm (see figure 6.4). The probability mass functions p of a stochas-
tic ITG are subject to the following constraints:

∀A
[
∑
φ
p(A→ φ) = 1

]

If the grammar is stochastic, it defines a probability distribution over all sen-
tence pairs in the transduction defined by the grammar. This is done by com-
puting inside and outside probabilities during parsing. Since outside proba-
bilities depend on inside probabilities we will start with them. The recursion
to compute inside probabilities is initialized with the probabilities of empty
bispans such that:

β (Ai..i
j.. j) = 0 for all A ∈ N, 0≤ i≤ |e|, 0≤ j ≤ |f|

Since an ITG in normal form never generates the empty bistring, we set the
inside probability of all such spans to zero. The inside probability of non-
empty bispans is then defined as:

β (As..t
u..v) = p(A→ e/f

s..t
u..v)+ ∑

B,C∈N
s≤i≤t
u≤ j≤v

{
p(A→ [ BC ]) β (Bs..i

u.. j) β (Ci..t
j..v),

p(A→ 〈 BC 〉) β (Bs..i
j..v) β (Ci..t

u.. j)

Every span is a potential biterminal, and the first term represents the proba-

bility of this. The second term is the sum of all possible division points that

could define two children that could combine to form the current span. The

two expressions reflect the case of combining two items in straight or inverted

order, see figure 6.5. The outside probabilities are also computed recursively,
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Figure 6.5: The inside probability of bispan A (thick bordered box) depends on the

possible bispans B andC, and whether a straight (left) or inverted (right) rule was used

to generate B andC from A.

but in top-down order. The recursion is initialized with probabilities for the
whole sentence pair such that:

α(A0..|e|
0..|f| ) =

{
1 if A= S,
0 otherwise

The outside probability of all smaller bispans is then defined as:

α(As..t
u..v) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

∑
B,C∈N
0≤i≤s
0≤ j≤u

p(B→ [C A ]) α(Bi..t
j..v) β (Ci..s

j..u) +

∑
B,C∈N
t≤i≤|e|
v≤ j≤|f|

p(B→ [ AC ]) α(Bs..i
u.. j) β (Ct..i

v.. j) +

∑
B,C∈N
0≤i≤s
v≤ j≤|f|

p(B→ 〈C A 〉) α(Bi..t
u.. j) β (Ci..s

v.. j) +

∑
B,C∈N
t≤i≤|e|
0≤ j≤u

p(B→ 〈 AC 〉) α(Bs..i
j..v) β (Ct..i

j..u)

The outside probability of smaller spans is a bit more complicated than the

inside recursion. The current span could be either a left or a right child of

either a straight or inverted node. Its sibling could cover any span adjacent to

it (the summations over i and j represent different siblings), see figure 6.6.
As with the inside-outside algorithm (Baker, 1979; Lari & Young, 1990),

dynamic programming can be used to compute the probabilities in polyno-
mial time. Once the inside and outside probabilities have been computed, the
probability of a span having a specific label in a parse is defined as Pr(As..t

u..v) =
α(As..t

u..v)×β (As..t
u..v).
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Figure 6.6: The outside probability of A depends on its possible siblings C within

the larger bispan B (thick bordered box), and whether a straight (left-most two) or

inverted (right-most two) rule was used to generate A andC from B.

The CKY-style bottom-up parsing has the draw-back that it requires

O(|N|3|e|3|f|3) time to parse. In the monolingual case, where the time
complexity is O(|N|3|s|3) (where s is the sentence being parsed), it makes

sense to limit the number of labellings of each nonterminal, and this is in fact

what most monolingual pruning schemes do. Even if we take this approach

to the limit by restricting the number of nonterminals to 1, we still have
O(|e|3|f|3) = O(n6) as time complexity for parsing in the bilingual case.
This polynomial is too large to be practically applicable to large sets of long
sentence pairs. Fortunately, the same move from dynamic programming to
agenda-based parsing that we made for LTGs can be made for ITGs, with the

subsequent approximation through pruning. This agenda-based algorithm

was first introduced in Saers et al. (2009).

The algorithm is based on a very trivial observation: whenever the rule A→
[ BC ] or A→ 〈 BC 〉 is applied, we can assert that one of the statements:

|B|> |C| |B|< |C| |B|= |C|

is true, and that the other two are false. The notation |X | should be read as the
length of the bispan dominated by the nonterminal symbol X .

We reuse the buckets from the LTG algorithm (B), but since ITG items
depend on finding adjacent items rather than terminal symbols, we also make
use of a chart (C ), where already processed items can be found. The chart is a
data structure that allows for efficient membership test of items (determining
the value of the proposition Xs..t

u..v ∈ C ). By processing the buckets in order,

and processing every item in each bucket exactly once, we are guaranteed

to visit all items exactly once in bottom-up order. By having larger items be

derived from smaller items, all items that could be in a bucket will have been

added by the time the bucket is to be processed. When an item (Xs..t
u..v) is being

processed, it could be either a left child or a right child of a larger item, and

its size compared to its sibling is either bigger, smaller or equal. With respect

to the rules A→ [ BC ] and A→ 〈 BC 〉 we thus have the following cases:
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1. X = B and |B|> |C|, or X =C and |C|> |B|: any possible sibling can be

found in the chart, allowing us to build the larger bispan A.
2. X = B and |B| < |C|, or X =C and |C| < |B|: if we make sure that X is

in the chart, it can be found by its larger sibling in the future, allowing
another item to build the larger bispan A.

3. X = B or X =C and |B| = |C|: since we process any item exactly once,

the sibling either has or has not been processed yet. By making the sib-

ling’s existence in the chart depend on whether it has been processed or

not, we can ensure that we consider exactly one of the possibilities X =B
and X =C, thereby avoiding to build the larger item twice.

This lets us not only compute the inside probabilities bottom-up, but also build
the structure bottom-up. By building the structure on the fly it is, of course,
possible to refrain from building part of it, which is exactly what makes it
susceptible to the pruning scheme.

The process is initialized with the lexical items, that is: items rewriting to
biterminals. The set of lexical items L can be defined as:

L=

⎧⎪⎨
⎪⎩As..t

u..v

∣∣∣∣∣∣∣
0≤ s≤ t ≤min(s+μ, |e|)
0≤ u≤ v≤min(u+μ, |f|)
A→ e/f

s..t
u..v

⎫⎪⎬
⎪⎭

for some constant μ determining the maximum length of a terminal produc-
tion. Each item in L is placed in the bucket corresponding to its length. The

recursive part consists of processing each item in each bucket in order. For

each item (As..t
u..v), a set of extensions (EAs..tu..v

) is built such that:

EAs..tu..v
=

⋃
⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

{
Cs..i
u.. j
∣∣ t ≤ i≤ |e|, v≤ j ≤ |f|, Bt..i

v.. j ∈ C , C→ [ A B ] ∈ R
}

{
Ci..t

j..v
∣∣ 0≤ i≤ s, 0≤ j ≤ u, Bi..s

j..u ∈ C , C→ [ B A ] ∈ R
}

{
Cs..i

j..v
∣∣ t ≤ i≤ |e|, 0≤ j ≤ u, Bt..i

j..u ∈ C , C→ 〈 A B 〉 ∈ R
}

{
Ci..t
u.. j
∣∣ 0≤ i≤ s, v≤ j ≤ |f|, Bi..s

v.. j ∈ C , C→ 〈 B A 〉 ∈ R
}

All the items in EAs..tu..v
are added to their respective bucket, and the processed

item is moved from the bucket to the chart. If the last bucket contains an item

that is labeled with the start symbol, parsing was successful.
The inside and outside probabilities are modeled the same way as in Wu

(1995a). It should be clear how β can be computed while the structure is
being built bottom-up. To compute α , it is necessary to store back-pointers

while building the structure, but given that such pointers exist, there is really

no difference in how α is computed.

The time complexity of the algorithm can be easily analyzed. There are
O(n) buckets, each containing at most O(n3) items. Since each bucket re-
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moves one degree of freedom from the O(n4) possible bispans by fixing the

total length (once three of the indices defining a bispan are fixed, the fourth

is deterministically defined by knowing which bucket it resides in). Each of

the items have to search for O(n2) possible siblings. The item itself removes

two degrees of freedom from its sibling by insisting on adjacency, but two

indices of the sibling are still free. This gives a total time complexity of
O(n · n3 · n2) = O(n6), which is equal to the original CKY-style parsing al-
gorithm for ITGs. Unlike the CKY-style algorithm, however, this one can be

pruned to a lower time complexity. By limiting the number of items in each

bucket to b items, we instead get O(n) buckets containing O(b) items, each
requiring O(n2) time to process. This gives us a total time complexity of

O(n · b · n2) = O(bn3). This is tractable, but requires huge resources if it is
to be carried out on large datasets.
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7. Empirical results

It doesn’t matter how beautiful your theory is, it doesn’t matter how
smart you are. If it doesn’t agree with experiment, it’s wrong.

Richard Feynman

In this chapter, we will begin by seeing how LTGs can be induced from par-
allel corpora, and then move on to the question of how to know whether the
grammars learned are good in the sense that they could be useful in practical
translation. Finally, we will test empirically how they fare against the state of
the art. For comparison, we will also perform experiments using ITGs, both

with and without the new pruning scheme introduced in chapter 6.
To induce grammars from data, we start with an all-accepting grammar and

iteratively refine the parameters using expectation maximization (section 7.1).

We then define a way to evaluate the quality of the grammar learned (section

7.2). This will be done in a round-about way, by building a translation system

based on the alignments the grammar imposes on the training corpus. The

quality of the grammar will then be measured as the quality of the translation

system, which makes it easy to contrast the new system to a baseline system.

With a better understanding of what we are trying to achieve, we will move

on to the empirical evaluation, starting with ITGs (section 7.4) and moving on
to the newly proposed LTGs (section 7.5). To be able to build an all-accepting

grammar to begin with, we will limit the experiments to bracketing grammars

(grammars with only one nonterminal symbol). Both exhaustive and pruned

parsing will be used during parameter estimation of stochastic bracketing ver-

sions of both ITGs (SBITGs) and LTGs (SBLTGs), and the grammars will be
evaluated according to the scheme laid out in section 7.2.

7.1 Grammar induction with EM

The general machine learning framework we use in these experiments is called
expectation maximization (Dempster et al., 1977), or EM for short. It is an
iterative learning process, where the expected probabilities of a model are used
to compute refined updates with the objective of maximizing the probability
of seeing the training data. This means that every possible outcome that could
possibly be observed in some training sample given the current model has to
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Figure 7.1: Quantities involved in reestimating nonterminal rule probabilities for

ITGs. The left image corresponds to the rule A→ [ BC ], and the right to A→ 〈 BC 〉.

be assessed in order to compute the expectations of the current model. When

the model is a stochastic transduction grammar, this means that every parse

of every sentence pair in the training sample has to be assigned a probability.

These probabilities are then used as fractional counts of rule occurrences to

compute the new probabilities as relative frequencies based on these fractional

counts. The updated probability distribution is thus:

Pr(A→ φ) =
c(A→ φ)

∑ψ c(A→ ψ)

7.1.1 Updating an ITG

As reported in Wu (1995a), ITGs can be updated with a reestimation formula
that closely resembles the inside-outside reestimation (Baker, 1979; Lari &
Young, 1990), but for the bilingual case. Instead of actual counts, expected
counts from parsing using the previous grammar are used to reestimate the
rule probabilities.

p̂(A→ φ) =
E(A→ φ , A is used)

E(A is used)

These expectations can be expressed in terms of probabilities which we can
compute using α , β and p. All expectations are formulated with respect to the

expectations of seeing the sentence pair in the transduction. This is modeled

as a normalization constant Z, defined as:

Z = Pr(S0..|e|
0..|f|

∗
=⇒ 〈e, f〉) = α(S0..|e|

0..|f| )β (S
0..|e|
0..|f| )
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For terminal rules, we have that:

E(A→ a, A is used) = Pr
(
A→ a

∣∣∣S0..|e|0..|f|
∗
=⇒ 〈e, f〉, G

)

=
1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

{
α(As..t

u..v) β (As..t
u..v) if e/f

s..t
u..v = a

0 otherwise

This is the fractional number of times that the biterminal a occurs in the sen-
tence pair with the label A. For the nonterminal rules we have that:

E(A→ [ BC ], A is used) = Pr
(
A→ [ BC ]

∣∣∣S0..|e|0..|f|
∗
=⇒ 〈e, f〉, G

)
=

1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

∑
s≤i≤t
u≤ j≤v

α(As..t
u..v) p(A→ [ BC ]) β (Bs..i

u.. j) β (Ci..t
j..v)

E(A→ 〈 BC 〉, A is used) = Pr
(
A→ 〈 BC 〉

∣∣∣S0..|e|0..|f|
∗
=⇒ 〈e, f〉, G

)
=

1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

∑
s≤i≤t
u≤ j≤v

α(As..t
u..v) p(A→ 〈 BC 〉) β (Bs..i

j..v) β (Ci..t
u.. j)

Here, the α factors represent the fractional number of times this constituent
was part of a parse, and the β factors represent the fractional number of times

the possible children were labeled the way the rule being reestimated wants

to label them. For a schematic image of the two possible situations, see figure

7.1. The only quantity needed now is the fractional number of times a specific

label was seen in any parse.

E(A is used) = Pr
(
A
∣∣∣S0..|e|0..|f|

∗
=⇒ 〈e, f〉, G

)
=

1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v) β (As..t

u..v)

By computing these expectations over all sentence pairs in the corpus, and
plugging them into the rule reestimation formula, we get the following three
reestimation formulas for the different kinds of rules in an ITG in normal form.
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Note that the normalization constant Z gets canceled.

p̂(A→ e′/f ′ ) =
1

ZA
∑

〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

{
α(As..t

u..v) β (As..t
u..v) if e/f

s..t
u..v =

e′/f ′

0 otherwise

p̂(A→ [ BC ]) =
1

ZA
∑

〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

∑
s≤i≤t
u≤ j≤v

α(As..t
u..v)p(A→ [ BC ])β (Bs..i

u.. j)β (C
i..t
j..v)

p̂(A→ 〈 BC 〉) = 1

ZA
∑

〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

∑
s≤i≤t
u≤ j≤v

α(As..t
u..v)p(A→ 〈 BC 〉)β (Bs..i

j..v)β (C
i..t
u.. j)

where ZA is the fractional number of times the nonterminal A was observed
globally across the corpus, computed as:

ZA = ∑
〈e,f〉∈〈E,F〉

E(A is used) = ∑
〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v) β (As..t

u..v)

7.1.2 Updating an LTG

For updating LTGs, we use the same approach as for ITGs, expressing the

estimated rule probabilities as:

p̂(A→ φ =
E(A→ φ ,A is used)

E(A is used)

The difference to ITGs are the possible rule forms this has to be computed for.

An LTG only has two rule forms, which differ from the ITG:

A→ a/x B b/y

A→ ε/ε

The expectations of observing a nonterminal as well as the sentence normal-
ization constant Z are the same as for ITGs – these quantities do not depend

on any specific rules.

E(A is used) =
1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v) β (As..t

u..v),

Z = Pr(S0..|e|
0..|f|

∗
=⇒ 〈e, f〉) = α(S0..|e|

0..|f| )β (S
0..|e|
0..|f| )
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The expectations on specific rules are, however, different. Computing the ex-

pectations of seeing some nonterminal rewriting to the empty bistring is easily

accomplished by summing over all empty bispans.

E(A→ ε/ε , A is used) = Pr
(
A→ ε/ε

∣∣∣S0..|e|0..|f|
∗
=⇒ 〈e, f〉, G

)
=

1

Z ∑
0≤i≤|e|
0≤ j≤|f|

α(Ai..i
j.. j) β (Ai..i

j.. j)

For rules emitting terminal symbols, the expectations are:

E(A→ a/x B b/y , A is used) = Pr
(
A→ a/x B b/y

∣∣∣S0..|e|0..|f|
∗
=⇒ 〈e, f〉, G

)
=

1

Z ∑
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v)p(A→ a/x B b/y )β (B

s+|a|..t−|b|
u+|x|..v−|y|)I

where I is the indicator function, determining whether the biterminals a/x and
b/y are at the corners of the bispan e/f

s..t
u..v or not. It is defined as:

I=

{
1 if a/x =

e/f
s..s+|a|
u..u+|x| ,

b/y =
e/f

t−|b|..t
v−|y|..v

0 otherwise

Computing the relative frequencies of expectations over the entire corpus we
have the following two reestimation formulas:

p̂(A→ ε/ε ) =
1

ZA
∑

〈e,f〉∈〈E,F〉
0≤i≤|e|
0≤ j≤|f|

α(Ai..i
j.. j) β (Ai..i

j.. j)

p̂(A→ a/x B b/y ) =
1

ZA
∑

〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v)p(A→ a/x B b/y )β (B

s+|a|..t−|b|
u+|x|..v−|y|)I

where ZA is again the global normalization constant for nonterminal A, defined
as for ITGs.

ZA = ∑
〈e,f〉∈〈E,F〉

E(A is used) = ∑
〈e,f〉∈〈E,F〉
0≤s≤t≤|e|
0≤u≤v≤|f|

α(As..t
u..v) β (As..t

u..v)
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7.2 Transduction grammar evaluation

To know whether we are successful in learning a transduction grammar, we
need to have some measurement of what constitutes a good grammar. One
thing is that it should account for the training data, which can be measured
as the probability of seeing the corpus (or some derivative measure thereof
such as log-likelihood, perplexity or entropy). The problem is that this mea-
sures how well the stochastic model has been fitted to the data, which is what
learning algorithms like EM are doing well. But the training data is known to

us, and being able to account for it is not of very much use. What we would

really like to see is the ability to generalize, that the grammar has captured

some of the regularities between languages rather than just regularities found

in the particular dataset used in training. That is: how well is the grammar

capturing the true transduction over all sentence pairs, given that it gets to see

a limited sample? These kinds of questions are usually answered by subject-

ing a held out dataset to the grammar and seeing how well it does. Although

a perfectly valid approach to evaluation, it would only let us evaluate differ-

ent kinds of transduction grammars against each other, and we would like

to be able to evaluate our grammars against completely different approaches

to translation. There is the possibility of translating with the grammar using

a syntactic decoder, but as these were in short supply when the bulk of this

work was carried out, we have not done so. There is also reason to believe

that the word-based grammars learned in this thesis would fare poorly against

a phrase-based surface-oriented system. This is not a deficit of transduction

grammars (they will happily accept multi-word symbols), but of the particular

learning scheme used in this thesis.
There is another way to evaluate whether the transduction grammars cap-

ture something desirable. A good grammar should impose good alignments on

a sentence pair as a side-effect of parsing. The best parse should contain the

best alignments, and these are extractable. To have something that can be com-

pared to the state-of-the-art surface-oriented systems, we will discard all but

the word-to-word alignments in the one-best parse. The reason for doing this

is that it makes the alignments compatible with the baseline pipeline, which

means that we can test the quality of the alignments by training an identical

system from there on. The difference between the system based on a transduc-

tion grammar and the baseline system can thus be attributed to the different

alignments, and if we beat the baseline, the alignments imposed by the one-

best parse of the transduction grammar are better than the ones typically used.
One problem with the state-of-the-art systems is that they rely on word

alignments that are produced by harmonizing two alignment functions. Fig-

ure 7.2 illustrates a problem with such alignments. The individual directed

functions are not very useful to a phrase-based system, and with harmoniza-

tion we have a choice between a sparse intersection, or a heuristically grown

alignment with clusters. Both choices have their disadvantages. The intersec-

106



Figure 7.2: Alignments from GIZA++ (left) and the heuristic combination using

grow-diag-final-and (right). The alignment function from German to English

is represented by the vertical lines, and the function in the other direction by the hori-

zontal. Black alignment points represent points from the intersection of the functions,

and the white ones are heuristically added. The boxed alignment points represent min-

imal phrase units, and extracted phrases may not contain only a part of a box.

tion tends to be very sparse. It is not too bad in figure 7.2, but for longer
sentence pairs the alignment can be very sparse. Since the phrase extraction
process picks out all possible phrases that are consistent with the alignment,
having sparse alignments leads to an explosion of the number of phrases. The
grown heuristic constrains the phrase extraction to keep the number of phrases
reasonable, but the clustering of alignment points means that some desirable
phrase pairs are missed. In figure 7.2, the grown alignment is not an example

of taken translating into genommen. This is not necessarily a problem in this
instance since there are probably good statistics to be had for this token pair,
but this is a systematic problem with this alignment approach, and it could be
hurting translation performance.

Figure 7.3 compares the grow-diag-final-and with the output of a
transduction grammar (specifically an SBITG). Looking at the alignments it
is clear that the transduction grammar solves the two problems identified for
intersection and grow-diag-final-and. The alignment is not as sparse
as for intersection, but it does not resort to clustering either. Each alignment
point corresponds to a valid token-to-token translation relation, and the phrase
extractor should be able to pick up all desired phrase pairs from this alignment,
allowing the decoder to choose the largest one that matches the input and have
that paired up with a correct translation.

We have conjectured that transduction grammars are more suitable for word

alignment than the word aligners used in state-of-the-art systems, provided

that we are able to learn a good transduction grammar from the data being

aligned. We will now spend some time testing this hypothesis.
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Figure 7.3: Alignments from GIZA++ and grow-diag-final-and (left) and

SBITG (right). Note that there are more minimal phrase units (boxed) in the SBITG

alignment, making it possible to count this as an example of taken being translated

into genommen.

7.3 Experimental setup

All experiments have been kept close to the pipeline described for the base-

line systems of the Workshop on statistical machine translation (WMT). For
different experiments, either WMT08 or WMT10 data was used. The baseline

system was built, tuned and tested with the following components:

• Preprocessing: a tokenizer, a corpus cleaner (only used for the training

data) and a case folder, all supplied by the organizers.
• Word alignment: GIZA++ (Och & Ney, 2000). The standard series of

5 iterations IBM model 1, 5 iterations HMM (Vogel et al., 1996), 3 iter-
ations IBM model 3 and 3 iterations IBM model 4. The IBM models are

described in Brown et al. (1993).
• Language model: 5-gram language model built with SRILM (Stolcke,

2002).

• Translation model: phrase-based model built from the word alignments
using the Moses toolkit (Koehn et al., 2007) and the grow-diag-
final-and combination heuristic (Koehn et al., 2005).

• Tuning: minimum error-rate training (Och & Ney, 2002) to optimize the

language and translation model hyperparameters.
• Decoder: the Moses decoder (Koehn et al., 2007).

• Postprocessing: a recaser (SMT system trained on the case folded and
original training data) and a detokenizer (reverses the tokenization pro-
cess, supplied by the organizers).

• Evaluation: NIST (Doddington, 2002) and BLEU (Papineni et al., 2002).
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Corpus Size

Training

German–English (max10) 115,323 sentence pairs

Spanish–English (max10) 108,073 sentence pairs

French–English (max10) 95,990 sentence pairs

French–English (max20) 381,780 sentence pairs

Tuning

German–English 2,000 sentence pairs

Spanish–English 2,000 sentence pairs

French–English 2,000 sentence pairs

Testing

German–English 2,000 sentence pairs

Spanish–English 2,000 sentence pairs

French–English 2,000 sentence pairs

Table 7.1: Parts of the WMT08 tasks used in the experiments.

In addition to this we will use bootstrap resampling (Koehn, 2004) to test the
evaluation scores for significant differences. We consider a difference to be
significant if p≤ 0.05.

For the more time consuming experiments, limited versions of the WMT08
datasets were used (see table 7.1). The limitations used were to disregard the
domain adaptation aspect and to eliminate long sentence pairs. Any sentence
pair where one of the sentences was longer than 10 tokens (the max10 dataset)

or longer than 20 tokens (the max20 dataset) were left out of the training
data. Both these datasets are restricted in length, but we also performed an
experiment on an unrestricted dataset. For this we used the WMT10 shared

German–English task dataset (see table 7.2 for a summary).

7.4 Inducing SBITGs

In this section, we will carry out the outlined experiment for ITGs, using ex-
haustive and pruned parsing. Although induction with EM does most of the

work automatically, there is one task which has to be specified by hand: ini-

tialization. Since EM only updates existing probabilities, care must be taken to

ensure that any rule that might be applicable in the training data has a nonzero

probability. Conversely, any rule that cannot be applied anywhere in the train-

ing data will receive zero probability after the first EM iteration, which means
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Corpus Usage Size

German–English (NC) tuning 2,051 sentence pairs

German–English (NC) testing 2,489 sentence pairs

German–English (NC) training 86,941 sentence pairs

German–English (Europarl) training 1,219,343 sentence pairs

English (NC) LM 48,633,884 sentences

Table 7.2: Dataset summary for the German–English WMT10 translation task. The

news commentary data (NC) is considered in-domain, while the Europarl data is con-

sidered out-of-domain.

that it constitutes a waste of space. Taking this into account, we specify the

possible rule formats, and then look for instantiations in the training data. The

rules we allow are the bracketing rules in normal form with singletons:

A→ [ A A ] A→ 〈 A A 〉 A→ e/f A→ e/ε A→ ε/f

To define a stochastic bracketing ITG, we also need a probability mass function

(p) over the set of rules. The search for occurring rules and the definition of p
is in some sense the same task, since inclusion of a rule in the grammar can
be equated with having p assign a nonzero probability to that rule. Instead of

just assigning a nonzero probability, we will build p to reflect the occurrences
of the rules in the training data. We do this by counting all possible token
combinations in every sentence pair as one occurrence. We also count each
biterminal occurrence as one occurrence of one structural rule. Rather than
choosing one of them, we award 0.5 counts to each of A→ [ A A ] and A→
〈 A A 〉. This scheme has the effect of building p such that:

p(A→ [ A A ]) = 0.25

p(A→ 〈 A A 〉) = 0.25

p(A→ e/f ) =
c〈E,F〉(e, f )

2C

where c〈E,F〉 is the corpus counting function, andC is a normalization constant.

They are defined to be:

c〈E,F〉(i, j) = ∑
〈e,f〉∈〈E,F〉

∑
e∈e�{ε}
f∈f�{ε}

{
1 if i= e and j = f
0 otherwise

C = ∑
〈e,f〉∈〈E,F〉

(|e|+1)× (|f|+1)

110



German–English Spanish–English French–English

System BLEU NIST BLEU NIST BLEU NIST

gdfa 0.2059 5.8668 0.2597 6.6352 0.2603 6.6907

∩ 0.2069 5.8623 0.2633 6.6793 0.2617 6.7071

SBITG 0.2113 5.9380 0.2663 6.7407 0.2663 6.8151

Table 7.3: Results for a PBSMT system trained using different word alignments. For

both evaluation metrics, gdfa stands for grow-diag-final-and, ∩ stands for

intersection and SBITG is the alignments from one-best parsing with an SBITG fitted

to the training data. Numbers in bold face are significantly better than both GIZA++

based systems, the ∩ system is significantly better than gdfa for Spanish–English as

evaluated with the BLEU metric.

where � represents bag union, and E and F represents the two sides of the
parallel corpus. This satisfies the stochastic condition on p that:

∀A
[
∑
φ
p(A→ φ) = 1

]

We now have a stochastic bracketing ITG (SBITG) that can be used to parse the

training corpus, which means that we can use EM to make an iteratively better
estimate of the probability function towards the function that is most likely to
have generated the training corpus we are observing.

Starting with exhaustive parsing, it is clear that we will not be able to use
an algorithm with time complexity O(n6) on any large collection of long sen-

tence pairs. We will therefore test exhaustive parsing on the smallest dataset

we have: WMT08 max10. Applying the outlined experiment to this dataset

we have the results summarized in table 7.3, previously reported in Saers &

Wu (2009). The key things to note is that SBITGs perform better than either of

the combinations of bidirectional alignments. Another thing to note is that in-

tersection performs on a par with gdfa (even significantly better in one case).
This is an anomaly, which we will ascribe to our tampering with the training
data. Remember that the training data is limited to contain no sentence pairs
where any of the sentences is longer than 10 tokens. This might be too short
for the deficiencies of the intersect combination to show through. Since the
alignments produced with SBITGs more closely resemble the intersect align-

ments, the data might actually be biased in favor of this kind of approach.
Leaving the question of data bias aside, we will now focus on the effect

of pruning. Instead of using exhaustive parsing during induction, we will test
several values of the pruning parameter b. Other than that, the system con-
struction pipeline is kept identical to before. Applying pruning gives much
faster induction, since the most time consuming part of induction is, by far,
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German–English Spanish–English French–English

System BLEU NIST BLEU NIST BLEU NIST

gdfa 0.2059 5.8668 0.2597 6.6352 0.2603 6.6907

∩ 0.2069 5.8623 0.2633 6.6793 0.2617 6.7071

b= ∞ 0.2113 5.9380 0.2663 6.7407 0.2663 6.8151
b= 100 0.2094 5.9086 0.2671 6.7445 0.2655 6.8068
b= 75 0.2091 5.8955 0.2661 6.7329 0.2668 6.8068
b= 50 0.2090 5.8947 0.2653 6.7101 0.2669 6.8065
b= 25 0.2091 5.9292 0.2655 6.7312 0.2654 6.7013
b= 10 0.2050 5.8743 0.2608 6.6439 0.2632 6.7136

b= 1 0.0926 3.4297 0.1234 3.9705 0.1268 4.0849

Table 7.4: Results for a PBSMT system trained on alignments from SBITG using dif-

ferent pruning parameters. The string gdfa refers to grow-diag-final-and, ∩
refers to intersection, and b = x refers to SBITG alignments under different pruning

parameters (with b = ∞ representing exhaustive parsing). Numbers in bold face are

significantly better than both GIZA++ based systems, and numbers in italics are sig-

nificantly better than one of them. The GIZA++ alignments are significantly better

than b= 1, and for Spanish–English, ∩ is significantly better than b= 10 on the NIST

evaluation metric.

the search for possible parses. The parts that are pruned away are all consid-
ered to have occurred zero times when fractional counts are collected. Setting
the pruning parameter to the values 1, 10, 25, 50, 75 and 100, we can ex-
pand table 7.3 into table 7.4, where the original system is considered to have
an infinite b-value. The key observation here is that the results of the SBITG

systems vary very little, essentially beating at least one of the conventional
systems unless a very small value is used for b. This is good news, especially

if one consults table 7.5, where average run time per iteration of EM learning
is reported for the different datasets and different values of b. It is, in other

words, possible to reduce run time considerably while still inducing a gram-

mar that aligns the data better than conventional aligners. It also seems like
ITG based systems have a bigger advantage over the conventional systems for
the French–English task than for the other tasks. The main reason for inves-
tigating LTGs was that they are simpler than ITGs, which translated into an

even faster parsing algorithm. Having seen that ITGs are capable of beating
the conventional system, we will now investigate whether the same holds for

the simpler class of LTGs.
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Run time (hh:mm:ss)

System German–English Spanish–English French–English

b= ∞ 3:40:00 3:20:00 3:10:00

b= 100 2:45:00 2:40:00 2:45:00

b= 75 2:10:00 2:00:00 2:10:00

b= 50 1:25:00 1:20:00 1:25:00

b= 25 41:00 38:00 42:00

b= 10 17:00 17:00 17:00

b= 1 3:20 3:10 3:25

Table 7.5: Average run time for parsing the WMT08 max10 datasets with an SBITG.

Different values of b corresponds to different levels of pruning.

7.5 Inducing SBLTGs

Inducing LTGs directly from data presents a novel challenge compared to ITGs.

They rely heavily on lexicalized rules, in fact, there are no purely structural

rules at all. If we wish to enumerate all possible BLTG rules of the form A→
a/x A b/y there could be as many as |V (L1)|2|V (L2)|2 of them (where V (·)
is the vocabulary of a language) if we restrict a, b, x and y to be at most
one symbol long. This is a prohibitively large set of rules, so we will restrict
it further. By assuming that all terminal symbols generated by one rule are
related, and by restricting the number of terminals in any rule to exactly one
biterminal, we end up with nine rule types and at most (|V (L1)|+1)(|V (L2)|+
1) instantiations. The nine rules correspond to those in a linearized ITG (see
section 5.4), so to emphasize the connection of the terminals we will put the
rules in ITG form. This means that the biterminal symbols are subject to the
reordering as well as the nonterminals.

A→ a/x A ε/ε = A→ [ a/x A ]

A→ a/ε A ε/x = A→ 〈 a/x A 〉
A→ ε/x A a/ε = A→ 〈 A a/x 〉
A→ ε/ε A a/x = A→ [ A a/x ]

A→ a/ε A ε/ε = A→ [ a/ε A ] (= A→ 〈 a/ε A 〉)
A→ ε/x A ε/ε = A→ [ ε/x A ] (= A→ 〈 A ε/x 〉)
A→ ε/ε A a/ε = A→ [ A a/ε ] (= A→ 〈 A a/ε 〉)
A→ ε/ε A ε/x = A→ [ A ε/x ] (= A→ 〈 ε/x A 〉)
A→ ε/ε = A→ ε/ε
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German–English Spanish–English French–English

System BLEU NIST BLEU NIST BLEU NIST

gdfa 0.2059 5.8668 0.2597 6.6352 0.2603 6.6907

∩ 0.2069 5.8623 0.2633 6.6793 0.2617 6.7071

SBITG∗ 0.2113 5.9380 0.2671 6.7445 0.2669 6.8151
b= ∞ 0.2067 5.8855 0.2628 6.6765 0.2649 6.7784
b= 100 0.2066 5.8757 0.2633 6.6863 0.2662 6.7925
b= 75 0.2080 5.9252 0.2625 6.6714 0.2672 6.8020
b= 50 0.2073 5.8963 0.2624 6.6637 0.2668 6.7992
b= 25 0.2066 5.8882 0.2631 6.6657 0.2651 6.7656
b= 10 0.2067 5.8819 0.2645 6.6800 0.2638 6.7608
b= 1 0.2015 5.7799 0.2574 6.6023 0.2600 6.6814

Table 7.6: Results for a PBSMT system trained on alignments from SBLTG using dif-

ferent pruning parameters. The string gdfa refers to grow-diag-final-and, ∩
refers to intersection, SBITG∗ refers to the best SBITG based system (see table 7.4),

and b= x refers to SBITG alignments under different pruning parameters (with b= ∞
representing exhaustive parsing). Numbers in bold face are significantly better than

both GIZA++ alignments, and numbers in italics are significantly better than one of

them.

Run time (hh:mm:ss)

System German–English Spanish–English French–English

b= ∞ 13:32 11:59 10:52

b= 100 16:05 12:13 13:56

b= 75 11:42 9:44 9:35

b= 50 8:08 7:33 7:06

b= 25 4:52 3:40 3:25

b= 10 1:58 1:49 1:41

b= 1 38 35 31

Table 7.7: Average run time for parsing the WMT08 max10 datasets exhaustively

and pruned with an SBLTG. The reason for the exhaustive parsing being faster than

b= 100 is that the exhaustive method refrains from managing the buckets, which the

pruned method has to do.

114



Note that the rules with a singleton biterminal can be written equivalently in

straight or inverted form, but for this work we chose to favor straight rules

whenever possible, eliminating the inverted ones for singletons. This exper-

iment was first presented in Saers et al. (2010b), where LTGs restricted like

this were referred to as linear ITGs. With these restrictions, it is fully possi-
ble to enumerate all rules that could be found in a corpus, and we will create
an initial grammar roughly the same way as for SBITGs. Specifically, we will
create a probability function p that assigns the following values to rules given

the parallel corpus 〈E,F〉.

p(A→ [ e/f A ]) =
c〈E,F〉(e, f )

9C
p(A→ 〈 e/f A 〉) = c〈E,F〉(e, f )

9C

p(A→ 〈 A e/f 〉) =
c〈E,F〉(e, f )

9C
p(A→ [ A e/f ]) =

c〈E,F〉(e, f )
9C

p(A→ [ e/ε A ]) =
c〈E,F〉(e,ε)

9C
p(A→ [ ε/f A ]) =

c〈E,F〉(ε, f )
9C

p(A→ [ A e/ε ]) =
c〈E,F〉(e,ε)

9C
p(A→ [ A ε/f ]) =

c〈E,F〉(ε, f )
9C

p(A→ ε/ε ) =
c〈E,F〉(ε,ε)

9C

where c〈E,F〉 is the corpus counting function, andC is a normalization constant,
both defined as for ITGs.

First off, we want to compare the results of our experimental setup for LTGs

to ITGs, using the same dataset and the same b-values as in the previous sec-
tion, inducing SBLTGs intead of SBITGs. The results, which were previously

reported in Saers et al. (2010a), are summarized in table 7.6. The point to

notice here is that, although SBITGs are superior (as expected), neither of the

conventional systems are able to score significantly higher than any of the LTG

systems. However, some of the LTG systems are significantly better than the
conventional systems. This picture is not as clear as it was for ITG systems

(other than for the French–English task), but nonetheless visible. As before,

the dataset may be biased toward intersection-like alignments, which would

favor transduction grammars over gdfa. We will address this shortly. The
real advantage of SBLTGs are, however, represented in table 7.7. Regardless

of the value chosen for b, inducing an SBLTG is faster than SBITG at b = 10.
Although the time taken to perform exhaustive SBLTG parsing will increase
fast as the length of the sentence pairs increase, the pruned parsing will in-
crease linearly. This makes, for the first time, transduction grammar induction
feasible for larger datasets.

Trying SBLTGs on the larger of the WMT08 datasets, the max20 set, we
arrive at table 7.8. There are a couple of things to note in this table. The re-

sults of the pruned and the exhaustive methods are not statistically different
from each other, but significantly better than either of the conventional meth-
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System BLEU NIST Alignments Phrases Run time

gdfa 0.2742 6.9228 6,079,004 7,340,369

∩ 0.2629 6.7968 708,633 146,581,109

b= ∞ 0.3008 7.3303 4,280,722 12,673,361 10:31:38

b= 25 0.3027 7.3664 4,258,326 13,551,915 24:23

Table 7.8: Results for a PBSMT system trained on alignments from SBLTG on a larger

dataset. The string gdfa refers to grow-diag-final-and, ∩ refers to intersec-

tion, and b = x refers to SBITG alignments under different pruning parameters (with

b= ∞ representing exhaustive parsing). Numbers in bold face are significantly better

than both he GIZA++ based systems, and gdfa is significantly better than ∩. For the
two SBLTG systems, only the NIST scores are significantly different. The run time (in

hh:mm:ss format) for SBLTG are average run time per iteration.

ods. The run time did indeed explode for the exhaustive method, whereas it
increased more or less linearly for the pruned method. This makes pruned

LTGs suitable for real-world data, which is the first time for any transduction
grammar beyond FSTs. There is a negative correlation between the number of

alignment points in the word alignment and the number of extracted phrases

(as expected), and for the combination heuristic intersection, this is fatal, be-

cause the alignment get sparser for longer sentences, causing an explosion in

the number of phrases. The scores of this system also suggests that the sheer

number of available phrase pairs drown out the good ones. This conjecture

is corroborated by the fact that the gdfa heuristic is significantly better than
intersect, and rules out our fear that transduction grammars are helped by a
data bias towards intersection-like alignments.

By now we have all pieces in place to actually try this on a real sized trans-

lation task. We have an alignment program running in linear time (pruned
SBLTG), and we have reasons to believe that the alignments produced could
be beneficial to the translation system built from them. This time we chose
the WMT10 shared task rather than the older WMT08 shared task. The main
change between the two tasks is that WMT10 includes a domain adaptation

task – the majority of the parallel training data is out-of-domain, with only

a small portion in-domain. WMT10 also contains training data that are or-

ders of magnitude larger than for WMT08, which led us to concentrate on the
German–English task, for which the size of the training data is manageable.
See table 7.2 for a summary of the different corpora used. The baseline system
was the same as for WMT08 (see section 7.3).

The results of the experiment can be found in table 7.9. There are no sig-

nificant differences, although gdfa outperforms SBLTG by an insignificant
margin. It is not clear whether this is due to the fact that the sentences are

longer (we can expect the quality of the SBLTG alignments to deteriorate over
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longer sentences, due to the limits in expressivity of a single LTG parse), or

whether it is due to the domain adaptation element of the new task.
We now have two fundamentally different alignment systems, and they

should be able to pick up a thing or two from each other. To test this, the
corpus is doubled, so that we work with 〈EE,FF〉 instead of 〈E,F〉. In table
7.9, gdfa and b= 100 uses 〈E,F〉, but the alignment point and phrase counts

has been adjusted as if they used 〈EE,FF〉. The merged system uses gdfa for
the first half, and b = 100 for the second. Merging the data rather than, say,

the phrase tables, has the advantage that the parts the two systems agree on are

counted twice, while the parts they disagree on are counted only once. This

means that the parts they agree on, which should be more likely to be correct,

get a higher probability than the parts they disagree on. We can see that the

merged system has a lot more phrases than either of the pure systems, and

we can calculate that the two pure systems agreed on about 22 million phrase

pairs. Although the other 74 million phrase pairs are likely to be of little use,

they do not seem to hurt. The combined system scored insignificantly higher

than either of the two pure systems, which is unexpected, as we tend to think

of a 0.7 BLEU score improvement as quite high.

One explanation for this behavior could be that the reference translation
differs from the output of all three systems, because it is freely translated, and

the machine translation systems are, naturally, unable to rephrase things to

the same degree that a human can. The surface based evaluation metrics are

unable to tell whether the differences from the reference translation are valid

translations or not. Consider the three hypothesis translations of the German

headline Mit dem Fortschritt zufrieden zeighte sich auch der amerikanische
Präsident Bush. (since this is completely anecdotal, the individual systems
will not be named):

1. Satisfied with the progress was the American President Bush.
2. Satisfied with the progress also showed the American President Bush.
3. With the progress was satisfied with the American President Bush.

Although Yodaesque in constituent order, the first translation clearly conveys
the meaning of the original sentence. Now consider the reference translation:
Even American president Bush is satisfied with the progress in negotiations.
All of the translations kept close to the German original sentence, but to be
rewarded by the evaluation metric, the systems were asked to conjecture that
American President Bush must have been satisfied with negotiations (which

presumably is clear from the immediate context). This is of course too much

to ask of a translation system that processes sentences in isolation. The BLEU

score also penalizes the first hypothesis more severely than the second and

third. Because they are all shorter than the reference translation they are sub-

ject to the brevity penalty, and the first hypothesis is one token shorter than

the other two, giving a higher brevity penalty.

117



System BLEU NIST Alignments Phrases

gdfa 0.1788 5.9748 56,609,932 51,508,922

b= 100 0.1761 5.8846 47,515,094 67,065,946

Merged alignments 0.1831 6.0183 52,062,513 96,471,045

Table 7.9: Results for a PBSMT system trained on alignments from SBLTG on a real

sized dataset. The string gdfa refers to grow-diag-final-and, b = 100 refers

to SBITG alignments under a fairly large pruning beam, and “Merged alignments”

refers to using the output of both aligners. The number of alignments reported for

gdfa and the SBLTG system has been adjusted to be comparable to those of the

merged system. None of the differences are statistically significant.

From the above experiments we can draw some conclusions with respect to

the stated research questions:

1. Transduction grammar induction is feasible on a large scale using LTGs
and pruning.

2. LTG induction can, under some conditions, lead to alignments that are

superior to those derived by standard methods (heuristic combination of

directed IBM models computed with GIZA++).

3. Alignments derived by LTG induction can possibly be combined with
those from conventional methods to advance the state of the art.

These conclusions are tentative and more research is needed to fully corrobo-
rate them.
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8. Conclusions

Finally, in conclusion, let me say just this.

Peter Sellers

In this thesis, we have characterized, established efficient algorithms for, and

empirically evaluated linear transductions. The hypothesis was that they can

be processed efficiently enough to be practically useful in machine translation,

and this hypothesis has been confirmed – linear transductions do indeed hold

their ground against the state of the art in statistical machine translation. That

this should be the case is far from obvious. Even the more expressive inversion

transduction grammars are approximations of natural language transductions,

and linear transductions are further restricted. To be able to learn linear trans-

duction grammars to define the transduction, we had to make further approx-

imations. To exhaustively search for all possible parses of the training data

proved to be too time consuming – both theoretically and empirically. The an-

swer to this was to prune the search space severely, which had a surprisingly

small effect on translation quality.

We have made a thorough description of the class of linear transductions.
This included a class of grammars – linear transduction grammars – that can
generate them, and a class of automata – zipper finite-state transducers – that
can recognize them. Both have optimal time complexity O(n4). We also saw

that it is possible to arrive at LTGs by bilingualizing linear grammars as well as
by subjecting ITGs to a linear constraint. This further corroborates that LTGs
are a distinct class of transduction grammars, and that linear transductions are
a distinct and well-defined class of transductions. The class of LTGs is inter-
esting because it is able to generate arbitrary alignments between a sentence-
pair, which finite-state transducers cannot, while still being more efficient than

ITGs, which require O(n6) time for parsing.

Although LTGs are more efficient than ITGs, the parsing time complexity is
still too high to be practically useful. To address this, an agenda-based parsing
algorithm was presented, which could be pruned to a variable degree con-
trolled by a pruning parameter b. As long as this pruning parameter is kept
constant, the parsing algorithm operates in linear time. It thus replaces three
orders of magnitude with a constant, going from O(n4) to O(bn). The same
pruning scheme is applicable to ITG parsing, and to this end an agenda-based

algorithm for ITG parsing was presented.
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With the efficiency issues taken care of, we proceeded to test the hypothesis

that even these approximations of linear transductions were practically use-

ful in statistical machine translation. This is a necessary but not sufficient

condition for claiming that they constitute an approximation to the transduc-

tion between human languages. The initial experiments confirmed that inver-

sion transductions constitute better approximations, but their lack of efficiency

means that they are of limited practical use. The later experiments showed that

the efficiency issues can be overcome with LTGs while keeping some of the

benefits from casting the alignment problem as finding a transduction.
The question of how transductions should be evaluated was also handled.

We chose to evaluate transductions on the alignments imposed on sentence
pairs through transduction grammar parsing. Since the transduction is defined
by a transduction grammar, evaluating the grammar makes sense. Using only
the alignments is somewhat unsatisfactory, but allowed for easy comparison
to the state of the art. As has already been mentioned, LTGs held their ground

against the baseline, which confirms our initial hypothesis.
There are several things in this thesis that could be developed further. First

of all, more experimental work is clearly needed before we can fully assess
the merits of LTG induction for statistical machine translation. More language
pairs have to be tried. It is very likely that some language pairs benefit more
from being aligned with LTGs than other. More datasets have to be tried. The
experiments presented here are all on linguistically related languages. English
is theoretically a Germanic language (and thus related to German), but also
strongly influenced by the Romance languages (and thus related to French
and Spanish). It would be interesting to see how LTGs fare on more different

language pairs. In addition to more experimental work, there are two exten-

sions to the current setup that could be made while keeping within LTGs.

In this work, only bracketing grammars were used. This is partly for ef-
ficiency reasons, but also partly because there is no method for principally
arriving at which nonterminals to use. Since ZFSTs are very similar to FSTs,
the same connection as that between FSTs and hidden Markov models could
theoretically be established. The main challenge that needs to be taken on is
the representation of the grammar. An LTG contains O(|N| ·V (L1) ·V (L2))
rules, which is manageable with |N| = 1, but not for many more. Obviously,

the reward of taking this on would be to have more nonterminal symbols that

could inform parsing, so the challenge is to add these without exploding the

size of the grammar.
There is no reason why the terminals should be single symbols. When the

surface-based translation systems moved from token-based to phrase-based,

there was a huge increase in translation quality. There is no reason to be-

lieve that this feat should not be reproducible in a structural system. The chal-

lenge here is again that the grammar runs the risk of exploding in size. An

all-accepting grammar that could handle n-grams in both languages would be
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of size O(|N| ·V (L1)
n ·V (L2)

n). Even if this is a very loose upper bound, and

the actual grammar is probably far below it, it is still likely to be very large.
The two directions outlined above, labeling biterminals and extending them

to multi-token units, could prove to be a stepping stone in inducing grammars
that are too complex to induce directly from the data (such as ITGs). By doing
some of the “heavy lifting” in the simpler LTG formalism, the road would be

partially paved for the more complex formalism, perhaps making it feasible to

apply it to large datasets.

Regardless of what the future holds, this thesis has presented a class of
transductions that are tractable to learn from large datasets and reaches the
state of the art and sometimes exceeds it. Linear transductions fill a hith-
erto disregarded gap between traditional finite-state technology and inversion
transductions, made tractable by the novel parsing techniques introduced in
this thesis.
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