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for the Lamé system on an infinite sector

II Enclosing all zeros of an analytic function
– a rigorous approach

III Rigorous parameter reconstruction
for differential equations with noisy data





3

1 Introduction

The topic of this thesis is computer-assisted proofs in analysis. It consists of three papers
on different applications. The first paper addresses a specific problem, the spectral radius
of the Lamé operator on a sector in the plane. The other two papers present methods to
compute the solutions of certain problems. The second paper presents an algorithm for the
inclusion of zeros of an analytic function, extending an algorithm in [14]. The third paper
deals with rigorous parameter reconstruction for continuous systems in the presence of noise.
Before we present the papers in detail, we provide a brief introduction to rigorous numerics.

2 Auto-validated numerical methods

In order to use a computer to prove mathematical statements, the results of a computation
must be guaranteed to be correct. A method to automatically validate the result of a
computation, is interval arithmetic. Interval arithmetic is based on directed rounding, and
yields rigorous results for continuous problems, taking both discretisation and rounding errors
into account [1, 6, 17, 28, 29, 38, 42]. The main idea of interval methods is to replace point
arithmetic with a set arithmetic. The arithmetic is constructed so that the point result, of
which one is interested, is included in the result of the set calculation.

2.1 Interval arithmetic

An interval is defined as,

[a] = [a, a] = {x ∈ R : a ≤ x ≤ a},

where a and a are called the endpoints of [a], and the set of all intervals as

IR = {[a, a] : a ≤ a, a, a ∈ R}.

If a = a, we say that the interval [a] is thin. The set of thin intervals can be interpreted as
an inclusion of the real line into the set of intervals. The arithmetic operations on intervals
are defined as

[a] ? [b] := {a ? b : a ∈ [a], b ∈ [b]},
for ? ∈ {+,−,×,÷}. Since intervals are sets, we can also define the set operations union and
intersection,

[a] t [b] := Hull([a] ∪ [b]) = [min(a, b),max(a, b)],

[a] ∩ [b] :=

{
[∅], if a < b, or b < a

[ max(a, b),min(a, b)], otherwise
.
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The most important feature of interval arithmetic is that it is inclusion isotonic, that is,

[a] ⊂ [c], [b] ⊂ [d]⇒ [a] ? [b] ⊂ [c] ? [d], ∀? ∈ {+,−,×,÷}.
This fact follows immediately from the definition. In order to implement interval arithmetic
on a computer, we need to restrict ourselves to the set of floating point numbers, F, and
floating point intervals, IF. To obtain a rigorous arithmetic all computations must be per-
formed twice, once with the internal rounding of the computer set to round down, 5, and
once set to round up, 4. Round down (up) means that the result of the computation is
the largest (smallest) floating point number smaller (larger) than the the true result. This
means that e.g.

[a] + [b] = [5(a+ b),4(a+ b)].

It is often useful to have access to an exception free, i.e. closed, arithmetic. Applications
include root finding and global optimisation algorithms. First, we extend the real line by a
two-point compactification into

R∗ := R ∪ {−∞,∞} = [−∞,∞],

and secondly we define the containment set, cset [16], of an expression as the set of its
possible values, e.g. 1

0
= {−∞,∞}. This allows us to, among other things, divide by

intervals that contain zero, e.g. [−1,1]
[−1,1]

= [−∞,∞], or to evaluate unbounded functions, e.g.

log([0, 1]) = [−∞, 0]. In connection with csets it is also useful to use exterior intervals, which
are intervals of the form

[a] = [a, a] := [−∞, a] ∪ [a,∞],

e.g. [1,1]
[−1,1]

= [1,−1]. All aspects of the interval analysis described in the following sections
can be adapted to the cset setting.

The extension of IR and IF to IRn and IFn is straight forward.

2.2 Interval analysis

To have a useful method of computation, we need to have access to interval extensions of
functions. We say that,

F : IR→ IR

is an interval extension of f : R→ R, if

f(x) ∈ F ([x, x]), ∀x ∈ R.
The extension is called sharp if it gives the true range of the function over an interval. The
natural interval extension of a function is given by replacing every occurrence of a variable
by the corresponding interval expression. We consider a set of standard functions for which
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we have inclusion isotonic extensions, this set includes e.g. trigonometric and exponential
functions. By an elementary function we mean a finite composition of standard functions
and arithmetic operations. The fundamental theorem of interval analysis states that the
natural interval extension of an elementary function is inclusion isotonic and encloses the
true range of a function, i.e.

Range(f, [x]) ⊂ F ([x]), ∀[x] ∈ IR.

2.3 Complex interval analysis

In the first and second papers complex intervals are used. There are several problems with
complex intervals in comparison to the real case. We briefly mention some of them, for
details we refer to the thorough treatment of complex interval arithmetic [38]. To start with,
one must decide whether to use rectangular or circular arithmetic.

In rectangular arithmetic, a complex interval is considered to be a pair of real intervals,
and the arithmetic is defined on [a] = [aRe] + i[aIm], for real [aRe] and [aIm]. A problem is
that the quality of division, naturally defined as

[a]

[b]
=

[aRe][bRe] + [aIm][bIm]

[bRe]2 + [bIm]2
+ i

[aIm][bRe]− [aRe][bIm]

[bRe]2 + [bIm]2
,

often is not good enough. To overcome this problem one can either start by defining 1
[a]

,
which can be implemented with better quality, or use an optimisation algorithm on the
real and imaginary parts of the division separately. The latter method [23] is used in the
software used for papers 1 and 2 [7, 15]. Good properties of the rectangular arithmetic is
that inclusion isotonicity holds, and that it is easy to implement the intersection of two
rectangles.

The other, more natural, way to implement complex intervals, is the circular arithmetic.
Here, a complex interval is constructed as a pair Z = {c; r}, where c ∈ C is the centre, and
r ∈ R is the radius of the disk. In circular arithmetic the operation z 7→ 1

z
, maps disks,

bounded away from zero, to disks. The problem is instead to implement multiplication in a
good way, since the product of two disks rarely is a disk. The crucial inclusion isotonicity
property holds, but it is hard to intersect disks. Furthermore, it is harder to compensate for
rounding in the circular than in the rectangular arithmetic. In what follows, we will only
use rectangular arithmetic.

2.4 Automatic differentiation

In classical numerical analysis, derivatives are implemented as difference quotients,

f ′(x) ≈ f(x+ h)− f(x)

h
, where h =

√
εM is a common choice.
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Figure 1: Illustration of rectangular complex multiplication, (a) ([−3, 2] + i[−1, 4])([−1, 5] +
i[−3, 2]), (b) ([−5, 4] + i[1, 4])([2, 3] + i[−3, 7]), (c) ([2, 3] + i[1, 2])([−1, 1] + i[−2, 2]).

However, taking the natural extension of a difference quotient does not yield an extension
of the derivative. Furthermore, it is hard to take higher derivatives using difference quo-
tients, since accuracy is lost for each derivative. Instead, we use automatic (algorithmic)
differentiation [13].

There are two modes of automatic differentiation; the forward mode and the reverse
mode. With the forward mode we calculate tangents, whereas with the reverse mode, which
is adjoint to the forward mode, we calculate gradients. The forward mode is well suited for
derivatives of arbitrary order. The reverse mode, however, is usually only used once. The
reason is that reverse differentiation of a reversely differentiated expression can be interpreted
as a forward differentiation of a reversely differentiated expression.

We start by presenting the idea of forward differentiation for the case of first derivatives,
higher order derivatives are defined analogously. In automatic differentiation, a function f ,
is replaced by a pair (f, f ′), where f denotes the value of the function at a specific point
and f ′ the value of the derivative at the same point. To define, how to compute the value
of the derivative of a function, we proceed in three steps; first we define arithmetic rules for
pairs (f, f ′), then we implement the definition of the derivative for some set of functions,
and finally the derivative of more complicated functions is defined recursively.

The arithmetic rules for pairs (f, f ′), are defined using elementary calculus,

(f, f ′)± (g, g′) = (g ± f, f ′ ± g′)
(f, f ′)× (g, g′) = (fg, f ′g + fg′)
(f, f ′)÷ (g, g′) = (f/g, f ′/g − fg′/g2)
(f, f ′) ◦ (g, g′) = (f ◦ g, g′f ′ ◦ g).

To implement functions, we start by defining variables as (x, 1) and constants as (c, 0), and
then continue with any other function we like to use, e.g. sin(f, f ′) = (sin(f), f ′ cos(f)).

The purpose of the reverse mode is to have a fast method to compute the Jacobian of
f : Rn → Rm, when n À m. In addition, if m > 1, then usually knowledge of the gradient
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itself is not interesting for computations, rather, we are interested in the gradient multiplied
by some vector. Therefore, we should only differentiate as much as we need to get this
direction. To define the reverse mode, we note that the derivative part of the forward mode
can be computed by a sequence of matrix multiplications, where the elements of a matrix are
the partial derivatives of the function at the corresponding place in the recursive tree. The
reverse mode is defined by the adjoint sequence of matrices. It turns out that the complexity
to compute a gradient with the reverse mode is bounded by a constant, independent of n,
times the complexity of the original function. Therefore it is justified to talk about cheap
gradients in automatic differentiation.

Note, in contrast to symbolic differentiation, automatic differentiation does not give a
formula for the derivative, which is evaluated in a second step. Instead, automatic differen-
tiation is a method to evaluate the derivative at a specific point, and in a specific direction.

3 Validated integration of ODE’s

One of the most common models used in science and applications are ordinary differential
equations. To find validated trajectories of ODE’s is one of the main applications of rigorous
numerics, and the first validated integration methods appear already in Moore’s original
work [28]. Some papers using validated integration are [11, 12, 41]. Most validated ODE
solvers are based on a two–stage Taylor series approach, as described in [29, 31]. In the third
paper we use such a solver, the solver VNODE-LP written by Nedialkov [33]. The theory
behind this solver can be found in [30, 31, 32], and we provide a short introduction to Taylor
series methods below. The other main type of solvers are based on Taylor models [2, 3, 24],
used e.g. for the verified integration of the asteroid dynamics in the solar system [4]. The
main idea of Taylor models is to represent a function as a floating point Taylor series of some
order together with an interval error term, and to construct an arithmetic for such objects.

3.1 Taylor series based solvers

The first stage of a Taylor series based validated solver, is to prove existence and uniqueness
of a solution with a given interval initial value, initial and end times. If successful, the first
stage also provides a coarse enclosure of the trajectories. The second stage of a Taylor series
method uses this coarse enclosure for the entire piece of trajectory in order to get a narrow
enclosure of the image at the end time point.

We are interested in the set–valued initial value problem{
ẋ = f(x)
x(t0) ∈ [x0]

, (1)

where [x0] is a set of possible initial conditions. In what follows, all such sets will be
rectangular boxes. We denote a solution to (1) at time t by ϕ(x(t0), t − t0). By inclusion
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monotonicity, we always have the enclosure

x(t0) ∈ [x0]⇒ ϕ(x(t0), t− t0) ⊆ ϕ([x0], t− t0)

The first stage of a validated solver is to find a step size hi and an apriori enclosure [x̂i],
such that the initial value problem has a unique solution for any xi ∈ [xi], and x(t) ∈ [x̂i] for
all t ∈ [ti, ti+hi]. The methods used by VNODE-LP to find such time steps and enclosures are
described in [32]. The main idea is to show that the Picard-Lindelöf operator is a contraction
on some appropriate space of functions, and then refer to the Banach fixed–point theorem.
In the simplest setting, it suffices to show that

[xi] + [0, hi]F ([x̂i]) ⊆ [x̂i],

where F is an interval extension of the vector field, holds for some hi and [x̂i], in order to
establish the existence and uniqueness. To prove this, let Px0([x])(t) := x0 +

∫ t

t0
F ([x])(τ) dτ

be the Picard-Lindelöf operator, for some x0 ∈ [x0]. Let L be a Lipschitz constant for F on
some interval t0 ≤ t ≤ t1, then

w(F ([x])) ≤ Lw([x]),

where w([x]) denotes the width of an interval, and

sup
t0≤t≤t1

w(Px0([x]))(t) ≤ sup
t0≤t≤t1

(t1 − t0)Lw([x](t)).

Thus, if [x0] ⊂ [x̂] and P[x0]([x̂]) ⊂ [x̂] then

[x](t) ⊂ [x̂], for all t0 ≤ t ≤ t1,

and there is an h > 0 such that h + t0 ≤ t1 and hL < 1, so that Px0 is a contraction on [x̂]
for all x0 ∈ [x0].

The second stage – tightening the coarse enclosure – is carried out via Taylor series:

[xi+1] := ϕ([xi], hi) = [xi] +
n∑

k=1

f [k]([xi])h
k
i + f [n+1]([x̂i]])h

n+1
i , (2)

where

f [0]([xi]) = [xi]; f [k]([xi]) =
1

k

(
∂f [k−1]

∂x
f

)
([xi]) (k ≥ 1)

are enclosures of the Taylor coefficients of ϕ(xi, t) for all xi ∈ [xi].
The derivatives needed for both steps can easily be obtained using automatic differentia-

tion, as described above. In order to get better enclosures in the second step, a mean–value
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evaluation, or other improved enclosure methods, can be used for the f [k]([xi]) terms. Using
mean–value evaluation, that is

f [k]([x]) = f [k](x) + J(f [k]; [x], x)([x]− x),

where x ∈ [x] and J(f [k]; [x], x) is the Jacobian of f [k] evaluated somewhere on the line
segment between [x] and x, equation (2) becomes

[xi+1] = xi +
n∑

k=1

f [k](xi)h
k
i + f [n+1]([x̂i]])h

n+1
i +

(
I +

n∑

k=1

J(f [k]; [xi])h
k
i

)
([xi]− xi), (3)

where xi ∈ [xi], J(f [k]; [xi]) is an enclosure of J(f [k]; [xi], xi) calculated by evaluating the
Jacobian on the whole line segment between [xi] and xi, and I is the identity operator.

A big problem with validated integration is the wrapping effect, see e.g. [22]. The
wrapping effect describes the fact that in each stage of an interval based validated integration
process, the result of the integration has to be wrapped into a box. This causes overestimation
that eventually will prevent long-term integration, unless something is done to reduce its
effect. To do this most Taylor series methods, including VNODE-LP, utilise local coordinate
transformations. The method used to decrease the wrapping effect in VNODE-LP, [21], is
based on rewriting equation (3) using,

[zi+1] = f [n+1]([x̂i]])h
n+1
i ,

xi+1 = xi +
n∑

k=1

f [k](xi)h
k
i + zi+1,

where xi = mid([xi]) and zi+1 = mid([zi+1]), and

[Si] = I +
n∑

k=1

J(f [k]; [xi])h
k
i

as
[xi+1] = xi+1 + [Si]([xi]− xi) + [zi+1]− zi+1. (4)

The idea is to change coordinates in the last two terms by rewriting them as,

[Si]([xi]− xi) + [zi+1]− zi+1 = Ai+1[ri+1],
[ri+1] := A−1

i+1 ([Si]Ai([ri]− ri) + [zi+1]− zi+1) ,
(5)

where A0 = I, ri = mid([ri]) and [r0] = [x0]−x0, and the trick is to choose the Ai’s in a good
way. In VNODE-LP, Ai+1 is chosen as Q of the QR-factorisation of mid([Si]Ai), permuted
so that the sidelengths of the parallelepiped (5) are in decreasing order. This means that
the wrapping is done in a coordinate system with one axis parallel to the longest side of (5),
and then the result is transformed back into the original coordinate system by Ai+1.
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4 Abstracts of the papers

4.1 Paper I –
Lp spectral radius estimates for the Lamé system on an infinite sector

Let Ω be the interior of an infinite sector in the plane, determined by an angle θ, and consider
the Lamé system of elastostatics,

{
µ∆~u+ (λ+ µ)∇div ~u = ~0 in Ω,

∂~u
∂Nµ

= ~f ∈ Lp(∂Ω),
(6)

where the Lamé moduli µ, λ satisfy µ > 0 and λ+ µ ≥ 0, and

∂~u

∂Nµ

= µ(∇~u+ (∇~u)t) ·N + λ(div ~u)N,

denotes the traction conormal derivative. Let K be twice the traction double layer potential
operator associated with this system.

The aim of this paper is to present a method to calculate the spectral radius, ρ, of K on
Lp, p ≥ 2. Potential methods to study elasticity include [5, 8, 18, 19, 20, 26]. The problem
is also related to the so-called spectral radius conjecture for boundary layers on Lipschitz
domains, is ρ(K) < 1 ? [18].

The starting point of the approach in this paper is the description of the spectrum of K
given in [26], where it is also proved that ρ(K,Lp) < 1 if p is sufficiently large. In [25] an
explicit formula for the spectrum of the double layer potential is determined for the case of
pseudostress conormal derivative, and this is used to prove that ρ(K,Lp) < 1 if p ≥ 2. The
objective of a computer-assisted proof for the traction case, is to prove that a similar formula
is approximately true. In a second step this formula should be approximated, rigorously, to
prove that ρ(K,Lp) < 1 for some θ, λ and µ with p as small as possible. This result can then
be interpolated using the result in [26]. This approach was, successfully, carried out in [27]
for p = 2.

The purpose of this paper is twofold, first to improve the bound on the formula for the
p = 2 case, and secondly to extend it to other values of p. The idea we use to improve the
earlier bound is that the description of the spectrum given in [26] can be seen as a constraint,
and then we find a small infeasible circle so that the spectral radius has to be smaller than
this radius.

4.2 Paper II–
Enclosing all zeros of an analytic function – a rigorous approach

Validated algorithms to find zeros of analytic functions have primarily been focused on
the polynomial case [37]. Methods for the general case are described in [14, 34, 40]. In
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[14] a validated argument principle is implemented, and used to determine the number of
zeros in a rectangular domain. We decrease the failure rate of the numerical quadrature
by performing the contour integration adaptively. In this paper we extend their algorithm
with local floating point Newton searches, so that the location of the zeros is accurately
determined. The problem of multiple zeros versus clusters of zeros is also discussed; we are
able to, using derivatives of the function, exclude the possibility of multiple zeros using the
argument principle as well as finding good enclosures of tightly clustered or multiple zeros
using Newton searches. The algorithm can be seen as a validated counterpart of the one
constructed in [9].

4.3 Paper III–
Rigorous parameter reconstruction for differential equations with noisy data

Mathematical models based on differential equations often depend on one or several parame-
ters that alter the system’s behaviour. In many situations, the parameters are unknown, and
must be estimated using experimental data. These types of inverse problems occur in many
fields, including pharmacokinetics, systems biology, and ecology. Parameter reconstruction
aims at locating parameters that tune the model into a good agreement with the observed
data – this ability is important for accurate simulations.

Traditionally, the best–fit parameters are determined by minimising a least-square resid-
ual error. This recasts the reconstruction to a constrained global optimisation problem. Our
approach, however, aims at locating the entire set of parameters that are consistent with
the data. This is especially valuable when the data is not exact, but comes with a certain
amount of uncertainty. As a side–effect, producing the full set of consistent parameters il-
lustrates the sensitivity of the model ODE with respect to data contamination. This kind
information is usually out of reach for classical methods, which must rely on local techniques
based on the variational equations.

The approach used in this paper is to view the given data as a set of coupled initial
value problems. We study each pair of neighboring data points and exclude those models for
which it is impossible to flow between them. The approach differs from the one in [43, 44]
by rigorously integrating the equations. The benefits of this approach are that it allows
us to treat noise and partial data sets, i.e. some or all of the data points are missing for
some of the phase variables. The main drawback of this approach is that it is very slow,
primarily caused by the fact that by rigorously integrating we are not able to decouple the
phase variables as is done in [43, 44]. Other approaches to this problem can be found in e.g.
[10, 17, 39, 45]
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[38] M.S. Petković, L.D. Petković, Complex interval arithmetic and its applications. Mathematical Research,
105. Wiley-VCH Verlag Berlin GmbH, Berlin, 1998.
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infinite sector

Tomas Johnson

Department of Mathematics
Uppsala University

Box 480, Uppsala, Sweden

johnson@math.uu.se

November 6, 2006

Abstract

We prove, using interval analysis methods, that the L2, L4 and L8 spectral radii
of the traction double layer potential operator associated with the Lamé system on an
infinite sector in R2 are within 2.5 × 10−3, 10−2 and 10−2, respectively, from a certain
conjectured value which depends explicitly on the aperture of the sector and the Lamé
moduli of the system. We also indicate how to extend these results to Lp for entire
intervals of p, p ≥ 2.

1 Introduction

Estimates of the spectral radius of bounded linear operators associated with boundary value
problems,

{

Lu = 0 in Ω
Bu = f on ∂Ω,

(1)

where L is an elliptic operator and B the boundary conditions, are important in order to es-
tablish convergence of iterative solution methods. More specifically, solving (1) often means
to invert I + K, where K is a singular integral operator associated with the system, and
in order to establish convergence of the Neumann series of this inverse, ρ(K, Lp) < 1 must
be satisfied, where ρ(K, Lp) denotes the spectral radius of the operator K on Lp. See e.g.
[Dahlberg, Kenig and Verchota 88], [Kupradze 65], [Lewis 90] and [Mitrea 04] for more de-
tails in the case of elastostatics.

1
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Elasticity is the theory of mechanics of solid bodies that deform elastically under external
influence; elastostatics treats equilibrium states in elasticity. For the basic notions of elastic-
ity, see e.g. [Landau and Lifschitz 86]. The traction problem of elastostatics is to describe
equilibrium states of surface interactions. This problem is modeled by equation (2) below.
Consider the system of elastostatics in an infinite sector Ω ⊆ R2, that is, the interior of the
unbounded region determined by an angle θ

{

µ∆~u + (λ + µ)∇div ~u = ~0 in Ω,

∂~u
∂Nµ

= ~f ∈ Lp(∂Ω),
(2)

where the Lamé moduli µ, λ satisfy µ > 0 and λ + µ ≥ 0, and

∂~u

∂Nµ
= µ(∇~u + (∇~u)t) · N + λ(div ~u)N,

denotes the traction conormal derivative. Let K be the so-called traction double layer
potential operator, which is a singular integral operator naturally associated with this system.
In [Mitrea 04], Mitrea proves that the spectral radius of the Lamé system, that is, the spectral
radius of K, on an infinite sector is less than one if p is large. Mitrea and Tucker extend
this in [Mitrea and Tucker 06] to p ≥ 2 by proving that the spectral radius for p = 2 is
described, within a small error, by an explicit formula and then estimating this formula.
Their estimate is done by combining analytic methods and validated numerics. The explicit
formula is interesting in itself and since the analytic part of the proof of the estimate is done
for all 1 < p < ∞ with a much better estimate than for the computer-assisted part, it is
desirable to improve the computer-assisted part of the proof. In this paper we construct a
different algorithm for this part of the proof, which improves the estimate for p = 2 and also
extends it to other values of p.

2 Problem

The problem at hand is to find an enclosure of the spectrum of K, which is described
implicitly by relation (6) in Theorem 2.2, and explicitly by the four curves Σ1, Σ2, Σ3 and
Σ4 in the same theorem. We will describe an algorithm that encloses the spectrum in later
sections. In order to formulate our main theorem and the conjectured spectral radius we
need to introduce the following expression for α ∈ [0, π], κ ∈ [0, 1] and x ∈ (0, 1). Let

S(α, x, κ) :=
∣

∣

∣

{

sin2 (αx) + κ2 cos2 (αx) − (κ cos (πx) − (1 − κ)x sin α sin (αx))2
}1/2

+ (1 − κ)x sin α cos (αx)
∣

∣

∣
·

1

sin (πx)
.

(3)
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Our main result is a rigorous estimate of the spectral radius, ρ(K, Lp(∂Ω)), of K, in
terms of S. Note, bold face letters denote interval enclosures of the corresponding variables
and functions, for instance A is an enclosure of A, A ∈ A.

Theorem 2.1. Let Ω ⊂ R2 be an infinite sector of aperture θ ∈ (0, 2π) and let K be the

traction double layer potential operator associated with (2), and set κ := µ/(2µ+λ) ∈ [ 1

40
, 9

10
].

Then, for θ ∈
[

π
200

, 2π − π
200

]

, we have

S(|π − θ|, p, κ) ≤ ρ (K; Lp(∂Ω)) ≤ S(|π − θ|, p, κ) + ε, (4)

for the following values of p and ε:

p 2 4 8 [2, 4] [4, 8]
ε 0.0025 0.01 0.01 0.1 0.2

.

The lower bound is known analytically, as in [Mitrea and Tucker 06], and the upper
bound is proved by using rigorous numerics, to be introduced in section 4. It is conjectured,
[Mitrea and Tucker 06], that Theorem 2.1 actually holds with ε = 0 and 1 < p < ∞.

Note that, the algorithm seems to work for any specific p ∈ [2, 8], with ε = 0.01, although
adding this extra dimension makes our program excessively slow. In fact, Theorem 2.1 is
harder to verify for larger p due to the denominator D in (9), so if one constructs an algorithm
that works for some p∗, then such an algorithm should also work for any p, 2 ≤ p ≤ p∗.
The spectrum is described explicitly using auxiliary functions. Therefore, let

Aκ := (1 − κ)z sin θ, B := sin((π − θ)z), C := cos((π − θ)z),

D := sin(πz), E := cos(πz),
(5)

where θ, κ ∈ R and z ∈ C.

The spectrum of the operator K is described by the following theorem [Mitrea 04].

Theorem 2.2. Let Ω ⊂ R2 be an infinite sector of aperture θ ∈ (0, 2π) and let K be the

traction double layer potential operator associated with the system (2) with Lamé moduli λ, µ
satisfying the conditions in (2). Then, for every 1 < p < ∞, we have

σ (K; Lp(∂Ω)) =

{

w ∈ C : (wD ± AκC)2 = Qκ,∓ for some z ∈
1

p
+ iR

}

∪ {κ,−κ} , (6)
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where κ = µ
2µ+λ

and Aκ, B, C, D are as in (5). Also

Qκ,± := B2 + κ2C2 − (κE ± AκB)2. (7)

In particular, the spectrum is described by four curves:

σ (K; Lp(∂Ω)) =
4

⋃

i=1

Σi(θ, p, κ). (8)

Above [−∞,∞] 3 y 7→ Σi(θ, p, κ)(y) ∈ C is a parametric closed curve in the complex plane,

given by

Σ1(θ, p, κ)(y) :=

√

Qκ,− − AκC

D
, Σ2(θ, p, κ)(y) :=

−
√

Qκ,− − AκC

D
,

Σ3(θ, p, κ)(y) :=

√

Qκ,+ + AκC

D
, Σ4(θ, p, κ)(y) :=

−
√

Qκ,+ + AκC

D
,

(9)

where Aκ, B, C, D, E are evaluated at z = 1

p
+ iy, y ∈ R.

Note that the problem has symmetries, both in the parameter region, that is the (κ, θ, x, y)-
space, and in the spectrum. Therefore, we only need to consider y ≥ 0 in the param-
eter region and =(z) ≥ 0 in the spectrum. Furthermore, Mitrea and Tucker prove in
[Mitrea and Tucker 06] that Theorem 2.1 holds with ε = 10−6 in the region |y| ≥ 104 for all
1 < p < ∞. Thus, Theorem 2.1 only needs to be proved for the compact region

(θ, κ, x, y) ∈
(

[ π
200

, π], [ 1

40
, 9

10
], [1

8
, 1

2
], [0, 10000]

)

,

which corresponds to 2 ≤ p ≤ 8.

3 Strategy

The approach used in earlier algorithms to solve this problem, see [Mitrea and Tucker 06],
was to enclose the four curves, (9), in Theorem 2.2 that explicitly describe the spectrum.
There are several problems with enclosing these curves directly, primarily the square root and
for p 6= 2 the denominator, D. The problem with the square root is that it is not Lipschitz
continuous at the origin which increases the width of the enclosures, that is, it increases the
effect of earlier errors when it is implemented using interval arithmetic, to be introduced
below. Thus, avoiding this formulation is likely to improve run time of a computer-assisted
proof and thereby allowing for better estimates, that is, smaller ε in Theorem 2.1. The
denominator, D, has absolute value less than 1 for p 6= 2 and y small, which in interval
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Figure 1: A typical spectrum, here with κ = 0.2, θ = 1, x = 0.5

analysis, in a similar manner as the square root, increases the effect of earlier errors. This
drastically increases the complexity of the computer-assisted proof, especially since we believe
that the spectral radius is attained for y = 0.
Instead, we want to use the description of the spectrum, given by (6), and try to enclose this
set by implicitly solving for ω. Interval analysis provides us with the possibility to exclude
sets that are not in the spectrum. This is done by first enclosing the ranges of the functions
appearing in (5) and (7), that is, Aκ, C, D and Qκ,± and then partitioning a suitable compact
subset of the complex plane, that is known to contain the spectrum. For each box W in this
partition (WD±Aκ)

2 ∩Qκ,± is calculated and if this intersection is empty, then it has been
proved rigorously that the box W does not intersect the spectrum of the traction double
layer potential operator K. In order to implement this on a computer we must be able to
find the suitable compact search region described above. This is possible since the curves
describing the spectrum are connected and we know that some part of each curve lies inside
the circle with radius S. Thus, if we can prove that it exists a circle with radius S + ε that
does not intersect the spectrum, then the spectral radius must be smaller than this radius.
The algorithms that we use to construct such a circle, and to verify that it does not intersect
the spectrum, are described in section 5.
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4 Methods

The proof is computer-assisted and is based on interval analysis. Interval analysis yields
rigorous results for continuous problems, taking both discretization and rounding errors into
account. We provide a brief introduction below, for a more thorough introduction we refer
to [Alefeld and Herzberger 83], [Moore 66], [Moore 79], or [Neumaier 90].

4.1 Interval analysis

The foundation of a computer-assisted proof, is to replace floating point numbers by sets
and functions by set-valued functions, that return an enclosure of the true function value,
taking both discretization and rounding erros into account. Let IR denote the set of closed
intervals. For any element A ∈ IR, we adopt the notation A = [A, A], where A, A ∈ R. If ?
is one of the operators +,−,×,÷, we define the arithmetic on elements of IR by

A ? B = {a ? b : a ∈ A, b ∈ B},

except that A ÷ B is undefined if 0 ∈ B. Working exclusively with closed intervals, we can
describe the resulting interval in terms of the endpoints of the operands:

A + B = [A + B, A + B]

A − B = [A − B, A − B] (10)

A × B = [min(AB, AB, AB, AB), max(AB, AB, AB, AB)]

A ÷ B = A × [1/B, 1/B], if 0 /∈ B.

Note that the identities (10) reduce to ordinary real arithmetic when the intervals are thin,
that is, when A = A and B = B. When computing with finite precision, however, directed
rounding must also be taken into account, see [Moore 79]. A key feature of interval arithmetic
is that it is inclusion monotonic, that is, if A ⊆ X, and B ⊆ Y, then

A ? B ⊆ X ? Y, (11)

where we demand that 0 /∈ Y for division.
One of the main reasons for passing to the interval arithmetic is that this approach

provides a simple way of enclosing the range of a function f , denoted by range(f ; D) :=
{f(x) : x ∈ D}. Except for the most trivial cases, classical mathematics provides few tools
to accurately bound the range of a function. To achieve this latter goal, we extend the real
functions to interval functions which take and return intervals rather than real numbers.
Based on (10) we extend rational functions to their interval versions by simply substituting
all occurrences of the real variable x with the interval variable X (and the real arithmetic
operators with their interval counterparts). This produces a rational interval function F (X),
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called the natural interval extension of f . As long as no singularities are encountered, we
have the inclusion

range(f ; X) ⊆ F (X), (12)

by property (11). In fact, this type of range enclosure can be achieved for any reasonable
function. Higher-dimensional functions f : Rn → R can be extended to an interval function
F : IRn → IR in a similar manner. The function argument is then an interval-vector X =
(X1, . . . , Xn), which we also refer to as a box. In particular, functions acting in the complex
plane f : C → C can be extended, although finding good quality range enclosures of the
elementary functions is much more complicated than in the real-valued setting1.

5 Implementation

The objective is to prove that Theorem 2.1 holds with ε as small as possible and the set
of parameters P as wide as possible. Of course, the conjecture is that Theorem 2.1 should
hold for all positive epsilon and P = (1,∞). In [Mitrea and Tucker 06], Mitrea and Tucker
show that Theorem 2.1 holds for the thin interval P = p = 2 and ε = 0.01. The algorithm
proposed here, enables us to improve this result, although anything but a thin P turnes out
to be very hard computationally. We work on the global parameter domain

(θ, κ, x, y) ∈
(

[ π
200

, π], [ 1

40
, 9

10
], [1

8
, 1

2
], [0, 10000]

)

,

which corresponds to P = [2, 8]. The actual computations using ε = 0.01, however, were only
made for thin intervals, with p fixed as 2, 4 or 8. With the full parameter region, p ∈ [2, 8]
only ε = 0.2 was achieved, although when restricting attention to P = [2, 4], ε = 0.1 was
possible. Describing the algorithms, we concentrate on the case when P is a thin interval,
the adaptions to the general case are straigth forward. The aim of the algorithm is to prove
that

ρ < S + ε,

and since S ≤ S always holds due to the properties of interval arithmetic, Theorem 2.1 is
proved. The main problem with this approach is that in order for a circle with radius S + ε
to have empty intersection with the spectrum, we must have width(S) < η, where η < ε,
and preferably S should be as narrow as possible.

Experiments reveal that the computational time increases dramatically with decreasing
η. The results presented here where achieved using η = 0.8× ε, which turns out to be a good
compromize. As S does not depend on y, the enclosure S of S is achieved by adaptively
splitting in the κ and θ directions of the parameter region. This algorithm is presented as

1We thank Markus Neher and Ingo Eble for developing CoStLy - Complex interval Standard functions
Library, and for their valuable assistance with interfacing it to the CXSC library [CXSC].
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Figure 2: Piece of the spectrum and the four circles with radii S, S + ε, S and S, respectively
at κ = 0.2, θ = 1, x = 0.5 and ε=0.01.

Algorithm 5.1. The output of Algorithm 5.1 is shown in Figures 3 and 4, which also illustrate
the increased complexity when reducing ε.

Algorithm 5.1.

paramList += initialDomain; // Add one box to the search list.

while ( !IsEmpty(paramList) ) {

BOX param = Pop(searchList); // The current parameter box.

interval R = spectralRadius(param); // Compute the conjectured spectral radius.

real ETA = 0.8*EPS; // Set the value of ETA

if ( diam(S) < ETA) // Save those parameter boxes that yield...

SThinList += p; // ...thin enclosures of S

else

splitAndStore(param, paramList); // Divide the parameter space

}

Algorithm 5.1 yields the division of κ and θ in the parameter region needed in order to
reduce the width of the enclosure of S. A box from this splitting is used together with a small
piece of Y, as input for the main algorithm. For this parameter region, a coarse covering of
the half circle with radius S + ε is constructed. In fact, it is covered by only one box having
side lengths 2 × S + ε + δ and (S + ε + δ) respectively. Here δ = 10−14 is a small number
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Figure 3: The initial partition of the (θ, κ)−plane with x = 1

2
. The figures on the left and

right correspond to ε = 0.1 and ε = 0.05, respectively

which is added to ensure that the half circle of interest is inside of the cover. Each box in
the cover is split into four, and those that either are within the required accuracy or have
empty intersection with the spectrum, are removed. This is repeated a few times or until
we arrive at a cover of maximum size (= 50). Having refined the box sizes in the spectral
plane, we turn our attention to the parameter space and split adaptively, trying to minimize
the width of the enclosure of AC in Theorem 2.2. That is, we try to minimize the width
of all the entities that occur in the implicit description of the spectrum. The entire process
is repeated until the cover is empty. Algorithm 5.2 is repeated until Theorem 2.1 has been
verified for all y ∈ Y and for all the boxes from the partition constructed by Algorithm 5.1.
There is a good reason to use only one box for the initial covering: it is computationally
a lot faster to adaptively split only that part of the cover which was not removed by an
earlier step, and check the conditions for removal there, than to make a very fine covering
of the circle and therafter only check the removal conditions once. The splitting of Y was
done manually, with small steps for small y and larger for large y. More specifically, the first
interval was taken as Y = [0, 10−3] and the last one as Y = [10, 10000]. A partition of the
cover is illustrated in Figure 4.

Algorithm 5.2.

makeBox(paramList, SThinList, x, y); //Make a list of param’s for a y piece

while(!IsEmpty(paramList) { //Verify Thm 2.1 for this parameter set.

paramBox=Pop(paramList);

spectralVerify(paramBox);

}

spectralVerify(paramBox) {
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interval S=spectralRadius(paramBox); //Calc the conj spectral radius

circleList+=coverCircle(\inf(S)+EPS+DELTA)); //Initate the cover

parcelList+=Parcel(pBox, cList); //Param’s and cover together

while(!IsEmpty(parcelList)) {

checkParcel=Pop(parcelList);

i=0;

do {

checkParcel.splitAndStoreCoverList(); //Split the cover

checkParcel.conjecture(EPS); //Remove if conj. is EPS true

checkParcel.reduceCover(); //Remove if empty intersection

i++;

}

while(i<10 && checkParcel.coverSize() < 50 );

if(checkParcel.coverSize() !=0 ) //Adapt split the param space

parcelList+=checkParcel.splitParam();

}

}
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0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

PSfrag replacements

=(z)

<(z)

Figure 4: Partition of the cover of the circle S + ε, at Y = [0, 10−3], x = 1

2
and ε = 0.01.

6 Results

The algorithms described above were implemented using C++ with the CXSC toolbox
[CXSC], [Hammer, Hocks, Kulisch and Ratz 95]. The program was executed on two dual
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3.2GHz Intel Xeon processors, with a total of 3072 Mb RAM. The run times increased dra-
matically with increased p and decreased ε. The reason for this is the huge increase of the
initial partition of the (κ, θ)-space required in order to get width(S) < η. For a comparision,
see Figures 3 and 4. The computations prove Theorem 2.1 with

(θ, κ, x, y) ∈
(

[ π
200

, π], [ 1

40
, 9

10
], P, [0, 10000]

)

,

for the following values of ε, and ranges of P:

P ε Run time #Boxes from Alg 1
2 0.01 3h 90587
2 0.0025 70h 31min 1449293
4 0.01 29h 14min 587439
8 0.01 228h 12min 3486342
[2, 4] 0.1 16h 16min 399129
[2, 8] 0.2 16h 58min 656358

The first result is stated for comparison with the method used in [Mitrea and Tucker 06],
which took 16 hours, using 5 processors, for the same result. This indicates that the method
used here is an improvement. It is not only faster, but also more robust, in the sense that
it allows us to extend the results to other Lp-spaces. The run time increases dramatically
with increased p, and although Theorem 2.1 only has been proved for p = 2, 4 and 8, the
algorithm can handle any p ∈ [2, 8].
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Abstract

We present a method to find all zeros of an analytic function in a rectangular
domain. The approach is based on finding guaranteed enclosures rather than approx-
imations of the zeros. Well–isolated simple zeros are determined fast and with high
accuracy. Clusters of zeros can in many cases be distinguished from multiple zeros
by applying the argument principle to sufficiently high–order derivatives of the func-
tion. We illustrate the proposed method through five examples of varying levels of
complexity.

1 Introduction

Finding approximate zeros of analytic functions is an important and well–studied prob-
lem. The case of polynomial zeros has been studied thoroughly, see e.g. [9, 17, 16].
Methods to find the number of zeros of a general analytic function are addressed in e.g.
[8, 13, 19].

The method presented in [8] is based on the argument principle, and uses validated in-
tegration of contour integrals. It is rigorous since the error terms from the numerical
∗Research fellow of the Royal Swedish Academy of Sciences.
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quadrature are enclosed via interval arithmetic. The method described in [4] uses a bisec-
tion scheme to find enclosures of all zeros within a given rectangle, but is not rigorous.
Combining the basic ideas of both mentioned papers, and introducing several improve-
ments, we obtain an adaptive, rigorous method for locating enclosures of all zeros of an
analytic function within a given rectangle. Several examples of the method’s performance
are presented below.

2 The general strategy

We will base our method on the argument principle (see e.g. [1]) restricted to rectangular
domains R. If f is a meromorphic function in R⊂ C not having any zeros or poles on the
simple closed counter–clockwise oriented contour ∂R, we have

I( f ;R) =
1

2πi

∫

∂R

f ′(z)
f (z)

dz = N−P. (1)

Here, N and P are the number of f ’s zeros and poles (counting multiplicities), respec-
tively, inside R. Seeing that we will only consider analytic functions, we always have
P = 0. Thus, in order to determine the number of zeros of f via (1) using a computer, it
suffices to produce an enclosure E( f ;R) of I( f ;R) such that its real part has a diameter of
less than one:

I( f ;R) ∈ E( f ;R) and diam
(
ℜ

(
E( f ;R)

))
< 1.

Once we have established the unique integer value k of I( f ;R), we distinguish three cases:

a. (k = 0) The rectangle R contains no zeros of f .

b. (k = 1) The rectangle R contains exactly one zero of f .

c. (k > 1) The rectangle R contains at least one, and at most k zeros of f .

In case (a), there is nothing to do: we simply remove R from further study. In case (b),
however, we might want to refine the enclosure of the unique zero. This is done by a
local search, first heuristically using Newton’s method applied to f , and finally rigorously
by a verification process described below. In case (c), we first attempt to shrink the
domain as in (b), but using a Newton search applied to f (k−1). If this fails we generally
bisect the rectangle along its widest side, and re–examine the two subrectangles separately
according to (1). Only when a rectangle has reached a minimum size do we attempt to
distinguish the case of a multiple zero from a cluster of simple zeros. This procedure is
described below.

The outcome from this scheme is a list of rectangles, each having an associated integer:
{Ri,ki}m

i=1, where ki = I( f ;Ri). Note that R = ∪m
i=1Ri, and int(Ri)∩ int(R j) = /0 for i 6= j.

In the case maxi ki ≤ 1, we have managed to isolate all zeros of f , and proved that they
are all simple.
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3 Computational aspects

When computing I( f ;R) via (1), we will decompose the contour of integration into its four
line segments ∂R = γ1 + · · ·+ γ4. Each line segment is parametrized by a linear function:
z j : [0,1]→ C defined by z j(t) = γ−j (1− t) + γ+

j t, where γ−j and γ+
j are endpoints of γ j

chosen so that the positive orientation of ∂R is preserved.

With this parametrization, we arrive at the identity

I( f ;R) =
1

2πi

4

∑
j=1

∫ 1

0

f ′(z j(t))
f (z j(t))

z′j(t)dt. (2)

In what follows, we will concentrate on one of the four integrals appearing in the right–
hand side of (2). In order to ease the reading, we will suppress the index j, and write
g(t) = f ′(z(t))z′(t)/ f (z(t)). The task at hand, then, is to compute an enclosure of the
integral

Ĩ(g; [0,1]) =
∫ 1

0
g(t)dt. (3)

We require that the enclosure of the imaginary part of (3) has a diameter less than π/2.
This is achieved by adaptively inserting nodes tk within the domain of integration [0,1].

The numerical quadrature will be based on Simpson’s three–point method: given three
consecutive nodes t2k, t2k+1, t2k+2 satisfying t2k+1 = (t2k + t2k+2)/2, we have
∫ t2k+2

t2k

g(t)dt =
t2k+2− t2k

6

(
g(t2k)+ 4g(t2k+1)+ g(t2k+2)

)

︸ ︷︷ ︸
approximation

−(t2k+2− t2k)5

2880
g(4)(s2k)

︸ ︷︷ ︸
remainder

, (4)

where s2k is some number between t2k and t2k+2. We will account for the remainder term
by enclosing the range of g(4) over the subdomain [t2k, t2k+2]:

g(4)(s2k) ∈ range
(
g(4); [t2k, t2k+2]

)
= {g(4)(t) : t ∈ [t2k, t2k+2]} ⊆ G(4)([t2k, t2k+2]). (5)

Here, G(4) is a set–valued, interval extension of g(4). This is obtained by a combination
of complex interval arithmetic and automatic differentiation (see [2, 5, 11, 12, 14, 18]).

In order to reach the desired quality of the global enclosure, we demand that the diameter
of the imaginary part of each local enclosure of (5) be less than (t2k+2− t2k)π/2. This is
not hard to obtain seeing that the width of the enclosure comes from the remainder term,
which contains a (t2k+2− t2k)5 factor.

One major strength of this approach is that the user need only provide the original func-
tion f and the domain R. The program automatically generates the re–parametrization
g, as well as its interval extension G, and all necessary set–valued derivatives G(k) with
mathematical rigour.

3.1 Improving enclosures of simple zeros

As soon as we encounter a region Ri that contains a unique simple zero, we attempt to
improve the bounds via a Newton search. Taking the midpoint of the domain z0 = mid(Ri)
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as starting point, we generate the sequence

zn+1 = zn− f (zn)
f ′(zn)

. (6)

This usually converges to some point z∗ within a few iterates. Since this is obtained from
a (non–validated) floating point iteration, we have to prove a posteriori that z∗ indeed is a
good approximation to the unique zero of f . This is done in three steps: (i) we verify that
z∗ belongs to the original enclosing domain Ri; (ii) we shrink Ri to a very small rectangle
R∗i containing z∗; (iii) we show that I( f ;R∗i ) = 1. If (i–iii) hold, then we have proved that
there is a zero in R∗i , and that this is the only zero of f in Ri. If the validation fails, we
return to the main program, and continue to bisect Ri.

3.2 Multiple zeros versus clusters

Given a rectangle Ri of minimal size, satisfying I( f ;Ri) = k > 1, we would like to know
whether Ri contains multiple zeros or not. To prove numerically that an analytic function
has a multiple zero is, in general, not possible. What is possible, however, is to prove that
no multiple zeros reside within Ri. This is achieved by applying the argument principle
to the jth derivative f ( j) for j = 1, . . .k− 1. If I( f ( j);Ri) = 0, the function f does not
have any zeros of order j + 1 within Ri. If successful, this procedure can establish the
existence of several simple zeros within Ri. As mentioned earlier, the required derivatives
are generated via automatic differentiation.

3.3 Improving enclosures of multiple zeros

As soon as we encounter a region Ri, satisfying I( f ;Ri) = k > 1, we attempt to shrink
Ri via a Newton search on f (k−1). Taking the midpoint of the domain z0 = mid(Ri) as
starting point, we generate the sequence

zn+1 = zn− f (k−1)(zn)
f (k)(zn)

. (7)

If the domain contains a zero of degree k, this sequence usually converges to some point
z∗ within a few iterates. Again, we have to prove a posteriori that z∗ indeed is a good
approximation to the simple zero of f (k−1). This is done in three steps: (i) we verify that
z∗ belongs to the original enclosing domain Ri; (ii) we shrink Ri to a very small rectangle
R∗i containing z∗; (iii) we show that I( f ;R∗i ) = k. If (i–iii) hold, then we have proved that
there are k zeros in R∗i , and that these are the only zeros of f in Ri. If the validation fails,
we return to the main program, and continue to bisect Ri.

4 Examples

All computations were performed on a Intel Xeon 2.0 Ghz, 64bit computer with 7970Mb
of RAM. The program was compiled with gcc, version 3.4.6. The software for complex
interval taylor arithmetic was provided by the CXS-C package, version 2.1.1 (see [3, 6]).
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Example 1: Our first example is purely academic, and illustrates the adaptivity of the
proposed method:

f1(z) = z11−a, (a = 1
2 + i

√
3

2 ).

This polynomial has exactly 11 zeros – all of them simple, and evenly distributed on the
unit circle in C. Starting with the domain R = [−3,3] + i[−3,3], 28 subdivisions and 11
Newton searches were needed to determine all zeros with nine decimals. The entire run
time was 40 seconds, see Figure 1. On average, we needed roughly 4 seconds per zero.

−3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

−3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

Figure 1: Throughout the search, a subrectangle can be discarded (blue) or contracted
(green). The final enclosures (too small to appear in the illustration) are marked with red
stars.(a) When a = 1

2 + i
√

3
2 , the boundaries of the subrectangles do not contain any zeros

of f1. (b) When a = 1, however, the zero at z = 1 requires that two subrectangles be
slightly enlarged during the search.

Example 2: Our second example is taken from [17] (see p.119), and is a fifth order
polynomial with clustered zeros:

f2(z) = 70(z2−2z + 3)2(z− (
1 + i99

70

))
.

This polynomial has two zeros of multiplicity two at z = 1± i
√

2, and one simple zero at

−10 −5 0 5 10
−10

−8

−6

−4

−2

0

2

4

6

8

10

0.9998 0.9999 1 1.0001 1.0002 1.0003

1.4141

1.4142

1.4143

1.4144

1.4145

1.4146

Figure 2: (a) The two regions of five zeros of f2. (b) A close–up of the three zeros with
positive imaginary parts.

z = 1 + i99
70 . Note that |√2− 99

70 |< 7.3×10−5. This means that three of the five zeros are



6

clustered together. Searching over the domain R = [−10,10]+ i[−10,10], 37 subdivisions
and three Newton searches were needed to determine all the zeros (multiple and simple)
with nine decimals, see Figure 2. The entire run time was 23 seconds, which corresponds
to roughly 5 seconds per zero on average.

Example 3: Next, we consider an example from [4],

f3(z) = z50 + z12−5sin(20z)cos(12z)−1,

which we prove to have exactly 424 zeros on the domain R = [−20.3,20.7]+ i[−5,5.1] –
all of them simple, see Figure 3. A total of 1321 bisections were required in order to find
the zeros with 9 decimals. The run time for this program was 63 minutes, indicating that
our method is slow for functions with a large number of clustered zeros. On average, we
needed roughly 9 seconds per zero.

−20 −15 −10 −5 0 5 10 15 20
−5

−4

−3

−2

−1

0

1

2

3

4

5

−1 −0.5 0 0.5 1

−0.25

−0.2

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

0.2

0.25

Figure 3: (a) The 424 zeros of f3 with the discarded/contracted regions. (b) A close–up
on the zeros near the origin.

Example 4: Our second last example, also from [4], is based on a model for the stability
of a flow inside of an annular combustion chamber:

f4(z) = z2 + Az + Be−T z +C.

The relevant parameter values are A = −0.19435, B = 1000.41, C = 522463, and T =
0.005. Using the same domain as in [4], R = [−15000,5000] + i[−15000,15000], we
prove that f4 has exactly 24 zeros inside R – all of them simple, see Figure 4. Since all
of these are well–separated, only 21 bisections were needed to isolate the zeros before
the Newton step, and another 24 during the Newton search procedure. Thus, a total of 48
Newton searches had to be done in order to find the zeros with 9 decimals. The run time
was 46 seconds, which means roughly 2 seconds per zero.

Comparing these results to the non–validated method in [4], one should note that both
methods actually find all roots of f3 and f4 in the respective domains. We, however, can
also prove that this really is the case.

Example 5: As our final example, to illustrate that the presented method also works for
complicated functions, we consider the Riemann Zeta function (see e.g. [10])

ζ (s) =
∞

∑
n=1

n−s.
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−15000 −10000 −5000 0 5000
−1.5

−1

−0.5

0

0.5

1

1.5
x 10

4

−2000 −1500 −1000 −500

−1

−0.5

0

0.5

1

x 10
4

Figure 4: (a) The 24 zeros of f4 with the discarded/contracted regions. (b) A close–up on
the zeros.

To find an interval extension of ζ (s) we approximate it using the Euler–Maclaurin summa-
tion formula (see e.g. [7]), and enclose the error terms and their derivatives with interval
extensions. This gives the following interval extension of ζ (s):

ζ (s) ∈
N

∑
n=1

n−s +
1
2

(1 + N)−s +
(1 + N)1−s

s−1

+
R

∑
k=1

B2k

(2k)!

2k−2

∏
l=0

(s + l)(1 + N)−s−2k+1 +
2R

∏
l=0

(s + l)G(s,R,N), (8)

where B2k denote the even Bernoulli numbers and G(s,R,N) is an interval extension of
the remainder. Interval extensions of the derivatives of G are entered by hand, so that
automatic differentiation can be used for the entire formula (4).

G(s,R,N) = 2/(2π)2R+1ζ (2R)(σ + 2R)−1(N + 1)−(σ+2R)I

G(k)(s,R,N) = (lnk(1 + N)G(s,R,N)+ k(σ + 2R)−1G(k−1)(s,R,N))I,

where I = [−1,1]+ i[−1,1].

Examining the domain [0.49,0.51] + i[0,100] (which encloses a portion of the critical
line ℜ(s) = 1

2), we found 29 zeros – all simple. These were all determined with nine
correct decimals. The total run time was 1h30min on seven parallell processors, and
called for a total of 95 bisection. The complexity of these computations are illustrated
by the tremendous increase in run time: on average, it took 22 minutes per zero. Of
course, there exists much more effective methods for locating the zeros of the Riemann
Zeta function, see e.g. [15].

5 Conclusions

We have presented a validated method which produces enclosures of all zeros of an ana-
lytic function in a bounded rectangular domain. Simple, well–spaced zeros are generally
determined reasonably fast, and with high accuracy. Our method is also able to disprove
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the existence of multiple roots in a cluster of zeros. Its main strength, however, is that all
zeros are accounted for: it is mathematically impossible for the algorithm to miss a zero.

As illustrated by the performance in the third and fifth examples (see Table 1), the time–
consuming part of our algorithm is caused either by the number of bisections, or by a very
expensive function evaluation. An obvious, partial, remedy to the latter would be to store
all function evaluations. These could then be re–used when inserting new nodes in the
adaptive quadrature scheme.

Function Zeros Bisections CPU time
f1 11 28 00:00:40
f2 5 40 00:00:27
f3 424 1321 01:03:00
f4 24 91 00:01:04
f5 29 95 10:30:00

Table 1: A summary of the performace for the five examples.

The proposed method is very user–friendly seeing that only the function itself, and no
derivatives, are required by the user. Future research will aim at generalizing the method
to arbitrary triangulated domains.
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Abstract

We present a method that – given a data set, a finitely parameterized
system of ordinary differential equations (ODEs), and a search space of pa-
rameters – discards portions of the search space that are inconsistent with
the model ODE and data. The method is completely rigorous as it is based
on validated integration of the vector field. As a consequence, no consistent
parameters can be lost during the pruning phase. For data sets with moderate
levels of noise, this yields a good reconstruction of the underlying parameters.
Several examples are included to illustrate the method’s merits.

Keywords. Rigorous numerics, parameter estimation, ordinary differential equa-
tions, interval analysis.
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1 Introduction

Mathematical models based on differential equations often depend on one or several
parameters that alter the system’s behaviour. In many situations, the parameters
are unknown, and must be estimated using experimental data. These types of
inverse problems occur in many fields, including pharmacokinetics, systems biology,
and ecology. Parameter reconstruction aims at locating parameters that tune the
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model into a good agreement with the observed data – this ability is important for
accurate simulations.

Traditionally, the best–fit parameters are determined by minimizing a least-square
residual error. This recasts the reconstruction to a constrained global optimization
problem. Our approach, however, aims at locating the entire set of parameters that
are consistent with the data. This is especially valuable when the data is not exact,
but comes with a certain amount of uncertainty. As a side–effect, producing the full
set of consistent parameters illustrates the sensitivity of the model ODE with respect
to data contamination. This kind information is usually out of reach for classical
methods, which must rely on local techniques based on the variational equations.

The underlying mathematics is based on the theory of set–valued computations –
interval analysis. Although this approach has already been used in the context of
parameter reconstruction ([3, 5, 15, 17, 18, 20]) our method is novel in that it handles
sparse, partial data sets well, and does not depend on the decoupling of the ODEs.

2 Background

Interval analysis is the mathematical foundation of so called auto-validating algo-
rithms. By computing with intervals instead of single numbers, important prop-
erties, such as the continuum of the real line can be captured and used in the
algorithms. This leads to very robust methods, well suited for non-linear, global
problems.

Auto-validating algorithms produce mathematically correct results, incorporating
not only the computer’s internal representation of the floating point numbers and
its rounding procedures, but also all approximation errors of the employed numerical
method. Thus the computed result comes equipped with guaranteed error bounds.
There are many situations in which an interval algorithm will return a guaranteed
result faster than the floating point version delivers an approximation. Areas of
success include global optimization, non-linear dynamics, and control theory, see e.g.
[1, 5, 7, 8, 13, 15]. In this paper we are primarily interested in validated integration of
ordinary differential equations – the basics are provided in Section 2.1. A thorough
review of these methods is given in [10], and a new method to integrate parametric
ODEs is given in [6].

2.1 Validated integration of ODEs

Most validated ODE solvers are based on a two–stage Taylor series approach, as
described in [8, 10]. We use the solver VNODE-LP written by Nedialkov [12]. The
theory behind this solver can be found in [9, 10, 11]. The first stage of a Taylor
series based validated solver, is to prove existence and uniqueness of a solution with
a given interval initial value, initial and end times. If successful, the first stage also
provides a coarse enclosure of the trajectories. The second stage of a Taylor series
method uses this coarse enclosure for the entire piece of trajectory in order to get a
narrow enclosure of the image at the end time point.
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We are interested in the set–valued initial value problem
{

ẋ = f(x;p)
x(t0) ∈ x0

, (1)

where p is a set of model parameters and x0 is a set of possible initial conditions. In
what follows, all such sets will be rectangular boxes. We denote a solution to (1) at
time t by ϕp(x(t0), t− t0). By inclusion monotonicity, we always have the enclosure

x(t0) ∈ x0 ⇒ ϕp(x(t0), t − t0) ⊆ ϕp(x0, t − t0)

The first stage of a validated solver is to find a step size hi and an apriori enclosure
x̂i, such that the initial value problem has a unique solution for any xi ∈ xi and
x(t) ∈ x̂i, for all t ∈ [ti, ti + hi]. The methods used by VNODE-LP to find such
time steps and enclosures are described in [11]. The main idea is to show that the
Picard-Lindelöf operator is a contraction on some appropriate space of functions,
and then refer to the Banach fixed–point theorem. In the simplest setting, it suffices
to show that

xi + [0, hi]f(x̂i;p) ⊆ x̂i

holds for some hi and x̂i in order to establish the existence and uniqueness.

The second stage – tightening the coarse enclosure – is carried out via Taylor series:

ϕp(xi, ti + hi) = xi +

n
∑

k=1

f [k](xi;p)hk
i + f [n+1](x̂i;p)hn+1

i ,

where

f [0](xi;p) = xi; f [k](xi;p) =
1

k

(

∂f [k−1]

∂x
f

)

(xi;p) (k ≥ 1)

are enclosures of the Taylor coefficients of ϕp(xi, t) for all p ∈ p and xi ∈ xi.

The derivatives needed for both steps can easily be obtained using automatic dif-
ferentiation [4]. In order to get better enclosures in the second step, a mean–value
evaluation, or other improved enclosure methods, can be used for the f [k](xi;p)
terms. In order to reduce the wrapping effect most Taylor series methods, including
VNODE-LP, utilize local coordinate transformations.

3 Method

Recall that our primary goal is to remove parts of a search domain for the model
parameters that are inconsistent with the provided data. A secondary, more chal-
lenging, goal is to locate parameters that are consistent with the data. The reason
why this is harder is that the entire data set must be considered when proving con-
sistency. Inconsistency, however, only requires a subset of the data. This will be
explained in more detail below.

The entire process is based on a set of tests coupled with a bisection scheme. More
specifically, when the test are inconclusive, the parameter box is split along its widest
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side. Both halves are then subjected to the same battery of tests. This procedure
ends when the boxes have reached a smallest tolerable size. The output of this global
process is made up of three lists cList, iList, and sList containing parameter
boxes that are consistent, inconsistent, and small, respectively. Geometrically, the
contents of sList form a set that separates the contents of cList and iList.

Initially, we attempt to show that the current parameter box p is indeed consistent
with the data. The criteria we use for this is that some initial point x0 ∈ x0 should
flow through each data range:

∃x0 ∈ x0 s.t. ∀i ϕp(x0, ti) ⊆ xi ⇒ p is consistent with the data set. (2)

In our implementation, we use the midpoint of x0 as initial point, see Figure 1(a).
All consistent parameter boxes are removed from further study, and stored in the
list cList.

If we do not succeed in proving consistency, we switch tactics, and attempt to
establish inconsistency. This is done in three stages. We begin by computing the
flow of each data range one time–step forward. This is done in an increasing order
of time, allowing us to intersect the image of xi with xi+1 before flowing it:

w+

0 = x0, w+

i+1
= xi+1 ∩ ϕp(w+

i , ti+1 − ti) (i = 0, . . . , N − 1).

If any of the involved intersections are empty – see Figure 1(b) – the corresponding
parameter box is removed:

w+

i+1 = ∅ ⇒ p is forward inconsistent between ti and ti+1. (3)

If no inconsistencies are detected during this forward sweep, we flow backwards and
use the (possibly tighter) data set {ti,w

+

i }
N
i=0 as constraints:

w−
N = w+

N , w−
i = w+

i ∩ ϕp(w−
i+1

, ti − ti+1) (i = N − 1, . . . , 0).

Again, if any of the involved intersections are empty the corresponding parameter
box is removed:

w−
i = ∅ ⇒ p is backward inconsistent between ti and ti+1. (4)

PSfrag replacements

t0 t1 t2 t3 t4 t5

PSfrag replacements

t0 t1 t2 t3 t4 t5

Figure 1: (a) A consistent parameter; (b) Forward inconsistency proved between t2
and t3.
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If no inconsistencies have been revealed during the backward sweep, one final test
is performed. This test flows halfway between two consecutive data ranges:

ϕp(w−
i ,

ti+1 − ti
2

)
⋂

ϕp(w−
i+1

,
ti − ti+1

2
) = wi+1/2 (i = 0, . . . , N − 1).

If any of the involved intersections are empty the corresponding parameter box is
removed:

wi+1/2 = ∅ ⇒ p is midway inconsistent between ti and ti+1. (5)

All inconsistent parameter boxes are stored in the list iList. The boxes that have
passed the inconsistency tests, however, are bisected along their widest (possibly
rescaled) side, and re–examined until a stopping condition is satisfied. The new
parameter boxes inherit the possibly tighter data set that remains after the previ-
ous inconsistency tests. If several data sets are provided, the entire procedure is
performed for each trajectory independently. As soon as a parameter box is proved
inconsistent with one data set, it is removed from further study.

This method is very general, and can be used for any finitely parametrized dif-
ferential equation and data set. Naturally, the performance deteriorates with an
increasing number of parameters, and/or with a sparse data set. In such situations,
monotonicity properties of the model–ODEs can be of great help. This scenario is
studied in Section 6.

4 Algorithms

A pseudocode for the main algorithm described above is presented in Figure 2. To
reduce the run time of the program, we start by pre–splitting the parameter domain
into sufficiently small parameter boxes for VNODE-LP to successfully integrate
the system. This is important for problems where each integration step is very
costly. Rather than letting the program adaptively split the original search region
into appropriately sized boxes, we force a certain amount of splitting before any
integration is attempted. The amount of required pre–splitting depends on the
Lipschitz constants of the vector field with respect to both x and p; this is determined
experimentally.

The second step of the algorithm checks whether the current parameter box is con-
sistent with the data. If it is not possible to accept a parameter box, the reduc-
tion/exclusion procedures are employed. If a parameter box survives these reduction
procedures it is split along its longest side and re–entered into the algorithm, unless
it is already smaller than some tolerance. In such a case it is stored in a list of
parameters that could neither be proved to be consistent nor inconsistent.

5 Direct use

We start by providing three examples where we apply the algorithm without ex-
plicitly using any qualitative information about the differential equations. First, we
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0001 [cList, iList, sList] = reduceParameters(pSpace, dataSet, tol)

0002 pList = preSplit(pSpace, dataSet);

0003 while ( IsEmpty(pList) == false )

0004 p = pop(pList);

0005 ODESOLVER->Use(p);

0006 if ( consistent(p) == true ) % Check for consistency.

0007 cList += p;

0008 elseif ( forwardConsistent(p) == false ) % May tighten p’s dataset.

0009 iList += p;

0010 elseif ( backwardConsistent(p) == false ) % May tighten p’s dataset.

0011 iList += p;

0012 elseif ( midwayConsistent(p) == false ) % p’s dataset not modified.

0013 iList += p;

0014 elseif ( sizeOf(p) > tol )

0015 splitAndStore(p, pList); % Pass on p’s dataset.

0016 else

0017 sList += p; % Store small boxes.

0018 end

0019 end

Figure 2: The main algorithm for the parameter reconstruction.

consider a two–compartment model, previously studied in [20]. Although qualitative
information is available for this model, we want to illustrate that for simple problems
it is possible to get good results without any apriori information about the system.
The second model we study is the Lorenz system, for which no such information is
easily obtainable. Our third and final example, included to show the ability of our
method to handle systems with a larger number of parameters, is a predator–prey
model. This three–dimensional model with seven parameters has previously been
studied in the same context in [19].

All computations were performed on an Intel Xeon 3.2Ghz processor with 3072Mb of
RAM. VNODE-LP was used together with PROFIL/BIAS [14] and compiled using
GNU C++ 3.4.6 in Linux.

5.1 A two–compartment model

Compartment models are common in e.g. biology, chemical engineering, and phar-
macokinetics. They model compartments interacting with each other and the out-
side, that is, material flows in to the system and out of it, and in addition the
compartments interact with each other. In what follows a two–compartment model,
see Figure 3, previously studied in [20], is considered.

In [20], the fact that the model is cooperative is used. This means that it is possible
to enclose the solution between solutions of two extremal vector fields. We, on the
other hand, use this system as an example of a direct approach, and solve the full
set–valued system. In fact, apart from the initial state (x1(t0), x2(t0)), we only use
measurement of the second component x2. All we need to know about the unob-
served component x1 is that is does not exceed its initial value: x1(t) ∈ [0, x1(t0)].
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Figure 3: A schematic illustration of the two–compartment model.

The ability to deal with these types of partial data sets is a great advantage of the
presented method, compared to those described in [17, 18] where measurements of
all variables are required.

The model ODE is given by:

(

ẋ1

ẋ2

)

=

(

−(k21 + k01)x1 + k12x2

k21x1 − k12x2

)

, (6)

where p = (k01, k12, k21). The first subscript is the label of the container that is
flowed to, and the second number is the container flowed from. Index 0 represents
the outside. The data set was produced using p? = (0.5, 0.5, 0.5), and the search
domain was chosen as [0, 5]3. The samples were taken at 17 uniformly spaced times
from t = 0 to t = 16 with 0, 1, 2 and 5% relative noise added to the exact data, see
Figure 4. The results of the reconstruction are shown in Table 1.
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Figure 4: The (t, x2) data set with (a) no noise; (b) 5% relative noise.

Noise k01 enclosure k12 enclosure k21 enclosure CPU time

none [0.463867,0.538025] [0.465393,0.539856] [0.498962,0.501404] 00:56:15
1% [0.384521,0.668945] [0.389404,0.679932] [0.487061,0.524902] 01:04:57
2% [0.360107,0.737305] [0.366211,0.751953] [0.478516,0.545654] 02:17:26
5% [0.305176,0.979004] [0.314941,1.030270] [0.451660,0.632324] 02:49:48

Table 1: A summary of the performance for the two–compartment example.

It is interesting to note that, despite the wide enclosures for 5% noise, the center of
mass of the retained parameter boxes is (0.520, 0.545, 0.523). For the noise–free case,
the center of mass is (0.500, 0.501, 0.500). These are very good best–fit candidates.
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5.2 The Lorenz system

A classical example of a continuous dynamical system with chaotic behavior is the
Lorenz system





ẋ
ẏ
ż



 =





σ(y − x)
ρx − y − xz
−βz + xy



 , (7)

which has been extensively studied, see e.g. [2, 16] and references therein. We in-
clude it as an example to show that parameter reconstruction is less ill–posed when
the underlying dynamics is chaotic. The main reason for this is due to the sensi-
tivity to initial conditions. This property facilitates the detection of inconsistent
parameters, as trajectories are very sensitive to the model parameters. On the other
hand, there is a need for closely spaced samples, since long term verified integration
is accompanied by large overestimations. The Lorenz system also provides an ex-
ample of a setting where it is beneficial to have several initial conditions, that is, to
study several trajectories. This is because different trajectories have very different
behavior, in contrast to the other problems studied in this paper.

Five different orbits starting from the plane Σ = {(x, y, z) : z = 27} were sampled
at 21 equally spaced times from t = 0 to t = 1.2, see Figure 5.
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Figure 5: (a) The full data set used in the example. (b) One trajectory with ±0.1
noise.

A time span of 1.2 is enough for a typical orbit to return to the Poincaré plane.
We used the classical parameter values (σ?, ρ?, β?) = (10, 28, 8/3) to generate the
unperturbed data. To reconstruct the parameters, the search region [0, 20]×[0, 50]×
[0, 20] was used. The data sets were generated with absolute noise radii 0, 0.05 and
0.10, respectively, added to each data point. The results are shown in Table 2.

Noise σ enclosure ρ enclosure β enclosure CPU time

none [9.99878,10.0012] [27.9991,28.0006] [2.66602,2.66724] 00:01:53
±0.05 [9.74609,10.2734] [27.8931,28.1006] [2.63672,2.69531] 00:39:04
±0.10 [9.51172,10.5273] [27.8198,28.1860] [2.59766,2.73438] 02:52:13

Table 2: A summary of the performance for the Lorenz example.
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For this example, no parameters could be proved to be consistent with the data.
The main reason for this is that the sensitivity of the system makes (2) very hard to
satisfy for all but very small parameter boxes. Nevertheless, the centre of mass of
the retained parameter boxes in the most perturbed case is (10.010, 28.000, 2.667).

5.3 A Predator-Prey model

The two previous examples have a small number of parameters, contrary to most
systems that occur in applications. To investigate if our method is useful in a more
realistic situation, we test it on a three dimensional predator-prey system with seven
parameters:





ẋ
ẏ
ż



 =





Ax(1 − H(x + y)) − Bxz
Cy(1 − H(x + y)) − Dyz
E(2Bxz + Dyz) − Gz



 . (8)

Following [19], we use the initial condition (x0, y0, z0) = (3, 1, 2) together with the
target parameters A? = 8, B? = 4, C? = 4, D? = 1.95, E? = 0.5, G? = 1, and
H? = 0.2 when generating the clean data set, see Figure 6(a). The perturbed data
sets were generated with absolute noise radius 10−3, to compare with the results in
[19], as well as relative noise levels of 1%, 2%, and 5%, respectively, see Figure 6(b).
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Figure 6: (a) The full data set with no noise. (b) With 5% relative noise.

In the reconstruction, we use a subset of the data set from [19], namely 201 uniformly
distributed samples in 0 ≤ t ≤ 10. The search region for each parameter is set
to [0, 2.1 × (target parameter)], which corresponds to the maximal search region
considered in [19]. The results are shown in the Table 3.

Again, despite the wide enclosures for 5% noise, the center of mass of the retained
parameter boxes (8.239, 4.187, 4.097, 2.007, 0.5673, 1.021, 0.207) is a decent best–fit

candidate.
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Noise none ±10−3 1% 2% 5%
Tolerance 2−6 2−6 2−5 2−4 2−3

CPU time 01:29:05 02:49:17 03:44:16 04:20:19 06:30:33

A [7.87, 8.14] [7.61, 8.4] [7.35, 8.93] [6.30, 9.45] [6.30, 12.6]
B [3.93, 4.07] [3.80, 4.2] [3.67, 4.47] [3.15, 4.73] [3.15, 6.30]
C [3.93, 4.07] [3.80, 4.2] [3.67, 4.20] [3.15, 4.73] [2.10, 5.25]
D [1.91, 1.99] [1.85, 2.05] [1.79, 2.18] [1.53, 2.31] [1.02, 2.56]
E [0.476, 0.525] [0.459, 0.542] [0.426, 0.591] [0.328, 0.722] [0.131, 1.050]
G [0.985, 1.018] [0.984, 1.018] [0.918, 1.050] [0.918, 1.050] [0.787, 1.313]
H [0.183, 0.214] [0.183, 0.224] [0.131, 0.263] [0.0787, 0.315] [0.000, 0.420]

Table 3: A summary of the performance for the predator–prey example.

6 Monotonicity

To improve accuracy of the algorithm, qualitative information about the flow can
be taken into account. We are primarily interested in monotonicity, which allows
us to flow end points instead of intervals. We study the so called SIR system,
which is a simple model of the spread of an infectious disease. This system has
few variables and few parameters, which allows us to get very narrow results, in
fact, for the considered experimental data, taken from [3], we prove that 95% of the
remaining feasible parameters are consistent with the data. The low total number
of dimensions, four, involved allows us to make direct use of monotonicity without
any further analysis, and simply flow the 16 corners of each box and take the hull
of the result.

6.1 The SIR model

A simple model to describe the spread of an infectious disease is SIR. It divides the
population into three disjoint groups, S (susceptibles), I (infectives) and R (recov-
ered). A standing assumption is that once an individual has recovered, she cannot
be reinfected. Furthermore, the total population size is assumed to be constant,
that is, (S + I + R)′ = 0. The system of ODEs is





Ṡ

İ

Ṙ



 =





−rSI
rSI − aI

aI



 , (9)

where r is the disease transmition frequency and a is the recovery rate. Using that
the population size is constant allows us to reduce the phase space by one dimension.
In particular, we can remove the variable R, which produces the following reduced
system:

(

Ṡ

İ

)

=

(

−rSI
rSI − aI

)

. (10)

Rather than integrating with VNODE directly, we observe the following properties
of the vector field:

∂Ṡ
∂S

= −rI ∂Ṡ
∂I

= −rS ∂Ṡ
∂r

= −IS
∂İ
∂S

= rI ∂İ
∂I

= rS − a ∂İ
∂r

= SI ∂İ
∂a

= −I.
(11)
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t Imeasured Iinitial value Sinitial value

0 1 [1,1] [762,762]
3 22 [0,52] [0,762]
4 78 [48,108] [0,715]
5 222 [192,252] [0,571]
6 300 [270,330] [0,493]
7 256 [226,286] [0,493]
8 233 [203,263] [0,493]
9 189 [159,219] [0,493]
10 128 [98,158] [0,493]
11 72 [42,102] [0,493]
12 28 [0,58] [0,493]
13 11 [0,41] [0,493]
14 6 [0,36] [0,493]
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Figure 7: (a) The number of infected/susceptible patients.(b) The data set together
with a solution to (10) using a reconstructed, consistent parameter value.

The only non-monotonic relationship is ∂İ
∂I

, which is zero if rS − a = 0. A local

extrema of İ must therefore occur when S, r and a are at endpoints. The flow, in
the SI-phase plane, of an I-interval is the flow of a line of initial conditions for
a smooth two–dimensional autonomous vector field, so solutions cannot cross each
other in the phase plane. Indeed, we have

İ

Ṡ
=

rIS − aI

−rIS
= −1 +

a

rS
,

so the solution curves are

I(S) = −S +
a

r
ln(S) + C (C ∈ R).

Therefore a solution either decreases monotonically in I or first increases monotoni-
cally and then decreases monotonically, since S decreases monotonically. Thus, the
largest I value is the result of flowing the largest I value in a box and the smallest
I value is the result of flowing the smallest I value in a box. Hence, it suffices to
flow the 16 corners of a (S, I, r, a)-box, and take the hull of the results. This proce-
dure increases the speed and accuracy of the algorithm tremendously. We run the
program with the following real–life data, also used for the same problem in [3]. It
describes an influenza epidemic in an English Boarding school initiated by a single
boy from a population of 763. Allowing for a ±30 absolute error in the measured
data yields the following data set presented in Figure 7.

The search domain used was r ∈ [0, 0.01] and a ∈ [0, 1]; the norm in the parameter
domain was scaled with a factor of 100 in r so that both parameters were split an
equal number of times. The weighted initial domain therefore has unit volume. In
Table 4 we give two different measures of the retained parameters. The column
“remaining volume” lists the volume of all small and consistent boxes; the column
“consistent volume” lists the volume of all consistent boxes.
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tolerance remaining volume consistent volume run time

2−10 2.26736 × 10−4 6.306 × 10−5 00:30:30
2−12 1.66655 × 10−4 1.316 × 10−4 03:04:56
2−14 1.54317 × 10−4 1.459 × 10−4 08:32:07

,

Table 4: A summary of the SIR example.

Using tol = 2−14 the enclosures of r and a are

r ∈ [2.14, 2.22] × 10−3 a ∈ [4.25, 4.66]× 10−1,

and their centres of mass are 2.18×10−3 and 4.45×10−1, in good agreement with the
results presented in [3]. Our method, however, also proves that 95% of the retained
set of parameters are consistent with the data set.
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Figure 8: Results for tol = 2−10. (a) The set of inconsistent parameter boxes. (b)
The set of consistent (green) and indeterminate (red) parameter boxes.

7 Conclusions

We have presented a method to estimate parameters from noisy data, continuing
in the spirit of [17, 18]. We do not focus on finding one best–fit parameter by
solving a global optimization problem, for instance formulated as a least squares
approximation of the data points. Instead we focus on consistency by discarding
those portions of the parameter domain that are inconsistent with the given data.
Equally important, we are able to find parameters that are provably consistent with
the data. Our method allows for noise in the data (which may be partial), and we
give several examples on how the set of inconsistent parameters recedes as the noise
level increases.

We demonstrate how to prove and implement qualitative properties of the flow,
primarily monotonicity, in order to improve speed and accuracy of the flowing al-
gorithm. The drawback of this approach, as we have implemented it, is that it
requires information about the specific problem at hand. Further research is needed
to automate monotonicity checks using automatic differentiation techniques.
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