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Abstract

Autonomic Dynamic Load Balancing of Parallel SAMR
Applications

Karl Ljungkvist

When solving partial differential equations using finite difference methods on
structured meshes, adaptive refinement can be used to increase the accuracy of the
solution in an efficient manner. When implementing solvers using structured adaptive
mesh refinement for modern parallel computer systems, an important task is the
partitioning of the grid hierarchy over the available processors. The Meta-partitioner
is an autonomic framework which can dynamically select between a large number of
grid-partitioning algorithms at run time.

In this thesis we investigate which modifications that are necessary in order to
connect the Meta-partitioner to the existing SAMR-framework Chombo, and begin
the process of performing this connection. We conclude that although significant
changes to both Chombo and the Meta-partitioner are necessary, a connection
definitely seams feasible. We estimate that that the major work of the connection has
been done, and that with the experience gained from this project, the continuation is
straightforward.

We also connect a patch-based partitioning algorithm to Chombo and evaluate it for
the first time as part of a real SAMR-based simulation. The results are promising and
we conclude that it is a viable candidate for inclusion in the Meta-partitioner.
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Part I

Background

1 Introduction

In natural and engineering sciences, mathematical models are used to describe
observed phenomena. An important class of mathematical models are partial
di�erential equations (PDEs), which are used to model phenomena in a vast
range of applications including, e.g., chemistry simulations, weather forecasting,
and pricing of �nancial instruments. However, PDEs are often very di�cult or
even impossible to solve by hand. In these cases, they can instead be solved
approximately using numerical methods. This typically involves computing the
solution at a discrete set of points in the domain forming a mesh or grid1.

One of the most popular classes of numerical methods used to solve PDEs
are Finite Di�erence Methods (FDM). In FDM, the idea is to approximate
the derivatives of the di�erential equation by approximate di�erence quotients.
Depending on the form of these quotients, a stencil is obtained de�ning how
the solution at a given point depends on the solution at surrounding points (see
Figure 1). In explicit FDM-based time-stepping schemes, the solution at time
step n+ 1 is computed from solution values at time step n, whereas for implicit
time-stepping schemes, computing the solution at a given point at time step
n + 1 also involves other grid points at time step n + 1. This dependency on
other unknown variables leads to a system of equations that needs to be solved
in order to obtain the solution at the next time step.

Figure 1: Cartesian structured mesh, with a central FDM-stencil marked out.
The new value at the �lled point is calculated from the values at the un�lled
points.

When using FDM, the mesh used is typically structured, meaning that the
points are arranged in a regular pattern. This regularity simpli�es calculation of

1Here, these two notions are used interchangeably.
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the FDM derivative approximations, since it makes �nding neighboring points
trivial.

An important class of structured meshes are logically rectangular meshes,
which are meshes that can be mapped to a square using a curvilinear parametriza-
tion. The well-known Cartesian grid is an example of a logically rectangular
mesh where points are equidistant (see again Figure 1). Using such a grid has
the additional bene�t of a uniform accuracy. Throughout this thesis, a Cartesian
mesh is assumed.

Often, the quality of the approximate solution depends on the density of
the mesh points. If the solution is not accurate enough, the precision can be
increased by using a mesh with more points per area. However, re�ning the mesh
also introduces additional computational work. In general, when using a mesh
of uniform point density, such as a Cartesian mesh, the quality of the solution
is not uniform throughout the computational domain. For instance, in a wave
propagation simulation, the error can be considerably larger at the wave front
than in the surrounding areas. Therefore, we want to adaptively add points only
where needed. This way, we avoid introducing unnecessary computations and
save memory compared to re�ning the complete mesh homogeneously. When
applied to structured meshes, this technique is known as Structured Adaptive
Mesh Re�nement (SAMR). Application �elds where SAMR is used are, e.g.,
cosmology [17, 20], computational �uid dynamics [2], computational systems
biology [18] and hydrodynamics [19].

Typical super computers of today are composed of an ever-increasing num-
ber of processors. Thus, to fully utilize the available computational power,
programs have to be written for parallel execution. When parallelizing a PDE
solver, the straight-forward approach is to let each processor compute the solu-
tion at a subset of the mesh points. This partitioning of the mesh has to be done
such that performance-inhibiting factors such as load imbalance and communi-
cation overhead are minimized. In the case of SAMR-based solvers, the mesh
partitioning is complicated by the fact that the point density is non-uniform
throughout the grid.

Furthermore, when solving time-dependent problems involving transport,
e.g. advection, the sensitive areas will typically move during the course of
the simulation, introducing a continuous change in the distribution of points.
Therefore, in order to maintain an e�cient parallelization, the mesh needs to
be repartitioned at regular intervals.

A number of di�erent grid-partitioning algorithms exist. When applied to
a given mesh, di�erent approaches produce partitionings of di�erent quality.
However, no single algorithm performs best in all cases, i.e. which variant
produces the best partitioning depends on the characteristics of the mesh, as well
as on the application and the computer system. To obtain the best partitioning,
it is thus necessary to �rst determine the most suitable algorithm by classifying
the mesh.

In this thesis, we study a meta-partitioner which autonomously chooses an
appropriate partitioning algorithm at run time. The Meta-partitioner is the
result of previous research at the Scienti�c Computing Department at Upp-
sala University. It has been evaluated through partitioning of grid trace-�les
from applications, with very promising results, but it has never been tested
as part of real simulations. In this thesis, we investigate which modi�cations
that are needed in order to connect the Meta-partitioner and Chombo, an ex-
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tensive SAMR-based framework. We also begin the process of performing the
connection.

In addition, we connect a patch-based partitioning algorithm to Chombo and
evaluate its e�ect on performance in real simulations. This algorithm has been
suggested to be included in the Meta-partitioner, as this does not yet contain
any purely patch-based algorithms.

2 Structured adaptive mesh re�nement

Adaptive re�nement of structured meshes was �rst introduced by Berger and
Oliger in 1984 [4], and later modi�ed by Berger and Colella in 1989 [2]. The
basic idea is to start with computing the solution on an initial coarse grid.
To determine which areas are in need of re�nement, an error estimate is com-
puted at each grid point, and all points where the estimate exceeds a prede�ned
threshold are �agged for improvement. The �agged points are then covered by
a set of rectangular patches with a higher point density on which a new, more
accurate solution is computed. If the error estimate on the re�ned grid patches
still indicates a too low accuracy, another level of re�ned grids is added. This
process continues recursively such that a complete hierarchy of grid patches is
created and the prescribed accuracy is attained throughout the computational
domain (see Figure 2).

Figure 2: SAMR hierarchy with two re�nement levels.

As the solution is stepped forward in time, the regions with large errors move
and the grid hierarchy has to be dynamically modi�ed by deleting, inserting and
moving patches to re�ect the new situation.

In the following, the Berger-Colella approach is described, which has become
the standard algorithm in SAMR. It mainly consists of two parts; adaptively
constructing and updating a hierarchy of re�ned grids, and integrating the so-
lution forwards in time on a such a hierarchy.
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2.1 Grid re�nement

The grid hierarchy consists of levels of uniform and structured grid patches. We
number the L+ 1 levels from 0 to L, starting from the coarsest level. There are
possibly multiple patches per level, and we require proper nesting. As de�ned
by Berger and Colella, this concept consists of two criteria:

i) Each point of a level l patch will be inside a level l − 1 patch.

ii) Patches at level l must begin at a grid line of level l − 1, and must be an
integer multiple of the re�nement factor. Figure 3 illustrates this.

This means that a level l patch does not have to be covered by a single level
l − 1 patch, but must be covered by the union of all level l − 1 patches. At the
lowest level of the hierarchy is a set of patches constituting the base grid, whose
union cover the complete problem domain.

(a) (b)

Figure 3: The hierarchy to the left meets the second proper-nesting criterion,
whereas the hierarchy to the right does not since the �ner-level patch does not
begin at a grid line of the next lower level.

The resolution of the base grid is chosen such that the minimum acceptable
accuracy is attained at most of the grid points. The resolution of grids at a �ner
levels is given by the corresponding integer relative re�nement factors rl. For
instance, in a hierarchy with 3 re�nement levels with re�nement factors (2, 3, 2)
and base level step size h, the step sizes at the �ner levels are (h

2 ,
h
6 ,

h
12 ). The

re�nement factors can be decided statically a priori, or determined dynamically
at run time using some scheme.

As the time stepping progresses, the previously constructed grid hierarchy
is reused. However, at regular intervals, the grid is updated by estimating the
error and modifying the hierarchy accordingly. This involves adding new patches
where the accuracy is too low, and removing patches where the solution of lower
patches is accurate enough.

In the Berger-Colella approach, the regridding consists of the following steps:
error estimation, �agging of points for re�nement and patch generation. The
regridding is applied recursively on the hierarchy, from the �nest to the coarsest.
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Error estimation Typically, the need for re�nement is determined by calcu-
lating the local truncation error using a Richardson-type estimate [4]. Assume
resolutions of h and k in space and time respectively, and an explicit FDM oper-
ator Q with order of accuracy q in both space and time. Furthermore, because
of the previously mentioned stability criterion, assume that k and h satis�es a
condition of the form k

h = λ. Finally, Qh refers to Q using space and time steps
h and k = λ ·h respectively.

We then compare the approximation Qh
2u, which is obtained by taking two

small steps of length h, with the approximation Q2hu, which is obtained by
taking a single, twice as large step 2h. The local truncation error τ is then
given by (1).

τ ∼ Qh
2u(x, t) −Q2hu(x, t)

2q+1 − 2
(1)

For (1) to hold, a su�cient smoothness of the solution is required. However,
it can still be a reasonable criterion for re�nement since near a jump τ will
probably be large.

Another option when determining which points to �ag are to use information
about gradients or derivatives of higher order, since these are large where the
solution has a large variation. For instance, the solution will be most sensitive
in areas with steep gradients. Finally, it is possible to let the user specify the
re�nement regions manually.

Flagging of points First, all points with an error estimate exceeding a pre-
scribed threshold are �agged for re�nement. In addition to these, we also �ag
all points of level l lying inside grids at level l+ 2. This ensures that we do not
break the proper nesting, i.e. that the new level l + 1 patches will completely
cover each l + 2 patch.

Secondly, since the previously constructed grid hierarchy is reused when
stepping the solution forwards in time, it is necessary to add a bu�er zone to
the patches in order for them to remain valid as the sensitive regions move over
multiple time steps. The size of the bu�er zone is a trade o� between the extra
work introduced by the bu�er zone, and the frequency with which the regridding
has to be performed to ensure the requested accuracy.

Patch generation From the �agged points, a set of rectangles has to be
generated such that each �agged point is covered. This generally consists of two
steps. First, the �agged points are clustered into groups, such that neighboring
points are clustered together. Second, each cluster is replaced by a rectangle
covering it. Here, the clustering is the di�cult step, and di�erent clustering
algorithms exist.

A few di�erent things are important when performing the clustering. First of
all, in order to not break the proper nesting requirement, the generated patches
must all be covered by the union of the patches of the next coarser level. Since
parts of the �agged points might originate from di�erent disjoint coarse-level
patches, a single patch covering all points will violate this. Because of the
�agging of all points in the next �ner level, subsequent splitting of the clusters
will eventually lead to a properly nested set of rectangles.
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Note that the splitting of rectangles will never violate the second criterion for
proper nesting, i.e. that each boundary point of a patch must always coincide
with a point on the next coarser level. This is because the clustering is done on
the coarse level, before any re�nement is done.

In addition to the proper nesting requirement, the clusters should be chosen
with a high AMR e�ciency, which is de�ned as the ratio of the number of
�agged points to the number of re�ned points. Since the reason for introducing
adaptive re�nement was to avoid unnecessary computations, re�ning too many
un�agged points would defeat this purpose. In general, the AMR e�ciency is
higher for large number of small rectangles than the opposite, with the extreme
being one rectangle per point. However, there is an overhead associated with
each patch, so too many patches is not desirable either. Therefore, the number
of patches to use is a trade o� between AMR e�ciency and the overhead of many
small grids. As we will see below in Section 3.2, the partitioning of patches to
processors will also in�uence this choice.

A thorough study of clustering algorithms for SAMR was done by Berger
and Rigoutsos [3]. Interpreting the region of �agged points as a binary image,
their algorithm uses techniques from digital image analysis. The idea is to split
the image along coordinate-parallel edges. Such edges can be found by looking
for in�ection points in the signature in each coordinate direction. If Ix,y is the
image, the signature in the x-direction is computed as

S(x) =
∑
y

I(x, y).

Using this method, the image is iteratively split along the edge corresponding
to the biggest in�ection point until the resulting rectangles (i) satisfy the proper
nesting criterion, and (ii) have su�ciently high AMR e�ciency.

The algorithm used by Berger and Colella is an adapted version of the one
proposed by Berger and Rigoutsos. Here clusters are split by simple bisection
orthogonally to the longest extend of the patch. When each cluster has an
acceptable AMR e�ciency, a merge step is performed.

The generated clusters are then replaced by the enclosing rectangles and new
re�ned grid patches are generated.

It should be noted that, in the original paper by Berger and Oliger, the
superimposed grid patches could be rotated arbitrarily relative to the underlying
coarser grids. The motivation for this was to achieve a higher AMR e�ciency
and to increase the accuracy in some applications where alignment between
�ow and coordinate axes is of importance. However, since the non-aligned grids
complicates the projection of solutions between di�erent grids this freedom was
removed in the paper by Berger and Colella, where all grid patches have equal
orientation.

2.2 Time-stepping scheme

When the numerical solving starts, the grid hierarchy usually consists of only the
base level patches, since there is no error estimate. However, if one of the other
approaches to identi�cation of re�nement regions is used, for instance steep
gradients, higher levels can be added initially. The initial conditions, which are
usually given on the coarse grid, then have to be interpolated to the �ner levels.
Naturally, if the initial conditions are known analytically, this is not a problem.
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To propagate the solution from one time step to the next given a hierarchy
of grids, the recursive Algorithm 1 is used, which is illustrated in Figure 4.

Algorithm 1 Integrate(l, k)

Step by k on all grids on level l
if l == L then

Return
else

Interpolate from level l to l + 1
for i = 1 : rl+1 do

Integrate(l + 1, k/rl+1)
end for

Project solution from level l + 1 to l
end if

Figure 4: Steps involved in propagating the solution a time step k on a pair of
levels with rl+1 = 2.

Assuming a grid hierarchy with L + 1 levels, re�nement factor rl for level
l > 0, and a time step-size of k0 on the base grid, Algorithm 1 is initially called
on the base level, i.e. Integrate(0, k0). On a given level l of the hierarchy, the
solution is �rst integrated on all grids of level l by applying some appropriate
FDM scheme (Step 1 in Figure 4). Then, if we have reached level L, the recursion
stops and we return to the previous level, whereas if l < L, we proceed to the
next level.

Since the boundary conditions are only known on the base grids, and, in
general, the re�ned grid patches lie in its interior, boundary conditions for the
re�ned grids on level l + 1 have to be determined from the solution on level l
(Step 2 in Figure 4). Also, if the level l + 1 grid is newly created, an initial
condition also has to be interpolated from level l. If a boundary point is inside
another patch at the same level, the value of the next time step at that point
can be used instead [4].

We then recursively call Algorithm 1 on level l + 1. Since FDM schemes
typically have some kind of stability condition of the form

λ
k

h
,

when re�ning the spatial grid, it is necessary to also re�ne the time step by
the same ratio to maintain stability. Furthermore, the FDM schemes used in
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SAMR typically are of the same order of accuracy in space as in time, which
also demands a simultaneous re�nement in space and time in order to obtain
the expected increase in accuracy. Because of this, di�erent time steps are used
on di�erent levels of the grid hierarchy. Thus, the solution on the next level
l + 1 is stepped by taking rl+1 steps of size k

rl+1
(step 3 & 4 in Figure 4).

Finally, when the solution on level l + 1 is propagated a full time step kl,
it is used to correct the solution on level l by a projection operation (step 5 in
Figure 4).

The projection might consist of simply copying solution values to level l
from the corresponding points at level l + 1, or more advanced operations.
For instance, for rotated patches used by Berger and Oliger [4], there is not
necessarily a single corresponding point at the �ner level. Instead, they use an
interpolation of the surrounding values.

In some applications, it is important that the numerical method is conser-
vative. Shock hydrodynamics, which is studied by Berger and Colella [2], is
such an example. In this case, rather than using a single �ne-level point, an
average of all �ne-level points corresponding to a coarse point is used. To fully
conserve �ux, it is also necessary to modify the FD stencil at the coarse level
points bordering to a �ne-grid boundary. The reason for this is that the �ux
over the boundary must be equal on both the �ne and the coarse grid.

2.3 Chombo

A number of di�erent SAMR codes exist, most of which implement the Berger-
Colella method as described in Section 2. These include Chombo [8] and AM-
ROC [9]. Chombo was developed by a team of researchers at Lawrence Berkeley
National Laboratory, including Phil Colella. For this thesis, we settled on using
Chombo because of its robust and general-purpose design. Important was also
its active development status and what appears to be quite a large user base.
A short outline of Chombo's structure follows; a more thorough description of
Chombo can be found in the Chombo Design Document [8]. The version that
was used in this project was 3.0.

Chombo consists of a set of C++ classes implementing di�erent parts of the
SAMR algorithm. First, there is the library BaseTools which comprises helper
classes like the Vector container. In BoxTools, there are a number of data
types for representation of points and regions in ZD, and data de�ned on such
regions. For instance, Box represents a rectangular subset of ZD, i.e. a grid
patch, and FArrayBox holds values de�ned on a Box.

AMRTools is a framework of operations used in the SAMR algorithm,
operating on the data structures in BoxTools. For instance, CoarseAverage
performs averaging from �ne to coarse levels, and PiecewiseLinearFillPatch

�lls in ghost points of a �ne level by linearly interpolating values from a coarser
level. Furthermore, there is a BRMeshRefine class for generating re�ned patches
using the Berger-Rigoutsos algorithm described in Section 2.1.

The AMRTimeDependent library comprises classes for solving systems
of hyperbolic conservation laws and other time-dependent PDEs, following the
algorithm of Berger and Colella. For instance, AMRLevel is an abstract base
class used for integration of a single level in an AMR hierarchy. There is also
an AMRElliptic library containing classes for solving elliptic PDEs using an
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AMR-multigrid algorithm, presented by Thompson and Ferziger [27]. AMREl-

liptic also contains support for solving parabolic equations.
Finally, Chombo comes with a set of examples included. These demonstrate

how Chombo's library utilities can be used to solve various di�erent PDEs,
including the wave equation, the advection-di�usion equation, and the Poisson
equation.

3 Parallel SAMR

3.1 Parallelism

Even when using adaptive re�nement, �nding the numerical solution to a given
problem can involve a substantial amount of computations. To reduce the run
time, the program can be run on large, high-performance computer systems.
Today, the vast majority of such computers are clusters of compute units, each
similar in design to a regular desktop computer, interconnected in a high-speed
network. Each compute node has one or more processors, possibly with multiple
cores, as well as a local RAM. Because of the concurrently executing processors,
these machines are called parallel computers. Present parallel systems can have
many hundreds of thousands of processor cores. To fully utilize the available
compute and memory capacity, the program has to be constructed with parallel
execution in mind.

Parallel programming involves �nding parts of the algorithm that are paral-
lel, i.e. independent of each other, and declaring them to be executed concur-
rently. Parallelizing an algorithm can be demanding in terms of time and e�ort,
and often di�erent options exist. The extent to which an application enjoys
a performance bene�t with increasing parallelism is usually referred to as its
scalability. A common metric for the scalability of a parallelization is its speed
up, which is de�ned as the ratio of the best serial run time to the run time at a
given number of processors p,

Sp =
T1
Tp
. (2)

Di�erent obstacles limit what speed up a parallel algorithm will enjoy. First
of all, for a general algorithm, only a portion of the computations are concur-
rently executable. The rest are inherently sequential, and will cause all but one
processor to idle. For such an algorithm, with a parallel portion P and a cor-
responding serial portion (1 − P ), Amdahl's law gives an estimate of the speed
up that can be expected:

Sp =
1

(1 − P ) + P
p

, (3)

However, (3) is an idealization, since it assumes that we are able to split the
work load of the parallel section perfectly into p parts. In practice, this might
not be possible. Minimizing the load imbalance, i.e. the di�erence in work load
of the parallel workers, is an application-speci�c and often non-trivial task. A
non-perfect load balance leads to more idling which in e�ect leads to a reduction
in the parallel portion of the algorithm.

In addition to division of the computations, each parallel worker will typically
only have access to a portion of the data set. If a parallel worker needs to access
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the data of another worker, this data has to be communicated, introducing
additional idling of processors. Apart from transfer of data, communication can
appear in the form of synchronization, for instance when one (parallel) part of
the algorithm depends on another (parallel) part to �nish. Then all workers
must �rst wait for each other to �nish the �rst task before they can begin
executing the second one.

Finally, when parallelized and executed on a massively parallel system, an
algorithm which involves more computational work than the best serial algo-
rithm might be preferable, since a not too small parallel portion is critical for
an algorithm to scale well. This sub-optimal choice of algorithm will lead to an
overhead in the form of additional computations.

Because of these issues, which parallel algorithm that performs the best
depends on both on the run-time system and the problem size.

Parallel programs are usually implemented using one of two techniques �
multiple threads or multiple processes. The main di�erence between the two is
in memory sharing. Parallel threads share the same memory, making communi-
cation between threads trivial and e�cient. Parallel processes on the other hand
each have their own memory space, which means that exchange of data must be
performed using explicit communication. However, the multithreading model
is limited to systems where all processors share the same memory. Because of
this, the multiprocessing model is predominant on large compute clusters.

3.2 Partitioning of SAMR grid hierarchies

In the case of a SAMR-based simulation, the parallelization consists of a parti-
tioning of the hierarchy, i.e. an assignment of grid patches to processors. Each
processor is then responsible for computing the solution on the patches assigned
to it. The two most important factors in�uencing how well a given partition
performs are load balance and communication overhead.

Load imbalance Here, reducing load imbalance is done by assigning an ap-
proximately equal number of points to each processor. Now, if the hierarchy
consists of only a few relatively large patches, the set of patches will be too
coarse grained and even the optimal partition will result in a high load im-
balance. By subdividing the patches even further than what is suggested by
the AMR framework, the optimal load balance for a given hierarchy can be
improved.

Communication overhead Another source for degraded parallel performance
is communication and synchronization overhead. Various data dependencies in
the SAMR algorithm lead to communication between patches. This can be
both intra-level communication, i.e. communication between patches at the
same level, and inter-level communication, i.e. communication between patches
at di�erent levels. Intra-level communication arises when boundary points of
a patch are inside patches at the same level. Inter-level communication on the
other hand, emerges when this is not the case and boundary data must be taken
from coarser patches, but also at the projection step where coarse-level values
are corrected by �ne-level ones.
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The cost of communication can be reduced in two ways. First, we can try
to minimize the total communication volume. Secondly, the average cost per
communication volume can be reduced.

The inter-level communication volume is determined by the number of levels
in the hierarchy, and the amount of re�nement on each level. Therefore, the
amount of data that needs to be exchanged between di�erent levels cannot be
reduced by the load balancing algorithm without in�uencing the accuracy of the
approximation. This is not the case for the amount of intra-level communication
which is largely proportional to the boundary length of a patch. Here, using few
and large patches leads to a smaller communication volume than using many
and small patches. This clearly implies a trade o� between small patches with
too much communication, and large patches with too high load imbalance.

Furthermore, because of the same boundary-length argument, if patches
need to be split, they should be chosen as square as possible. Note that there is
a restriction from the second proper-nesting criterion on which cuts are allowed.
It is required that the cut through a level l+1 patch coincides with a grid line of
a level l patch. If the re�nement factor from level l to level l+1 is rl+1, this can
be conveniently implemented by only cutting at every rl+1:th grid line, since
these will automatically have a corresponding line at level l. When splitting a
patch, the points at the cut are assigned to the new patch, i.e. afterwards the
old patch ends just before the cut.

The actual overhead associated with the transfer of a given piece of data
depends on the communication path through the system. By distributing data
in the computer such that data, in general, is close to its destination, this cost
can be reduced. I.e. locality of the data is matched with locality in the computer
system. The intra-level communication is performed within the same level,
suggesting that patches within a level should be stored close to each other. Inter-
level communication, on the other, is performed between patches of di�erent
level but in the same region of the computation domain, suggesting than such
patches should be stored close to each other. Clearly, it is not possible, in
general, to minimize both types of communication simultaneously. However,
depending on the hierarchy, one will typically have a higher impact leading to
a hierarchy-speci�c layout choice.

Another performance-inhibiting factor that should be mentioned is data mi-
gration, which is presented by the fact that if the new partitioning suggested by
the algorithm di�ers too much from how data is already laid out in the system,
much time will be spend moving the data around. Thus, the combined perfor-
mance of grid partitioning and data distribution can be improved by taking the
existing data layout into account. Such an algorithm which reuses the old par-
titioning when computing the new one is called an incremental scheme, whereas
an algorithm which always computes a new partition from scratch is called a
scratch-remap scheme. On computers with high communication cost, such as
a highly distributed or grid system, using an incremental scheme is usually the
only realistic possibility.

Lastly, the overhead of the partitioning algorithm itself has to be considered.
An algorithm that produces slightly better partitionings than another one might
not be worth using, if it has a signi�cantly higher computational cost. The choice
of algorithm complexity is dependent on the context in which is will be used.
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3.3 Partitioning algorithms

Di�erent partitioning algorithms address these issues to di�erent degree, and
they do so using di�erent approaches. Existing load-balancing algorithms for
SAMR hierarchies are usually divided into three groups, patch based algorithms,
domain based algorithms, and hybrid algorithms.

Patch based algorithms Algorithms of this class treat the hierarchy as a
bag of patches which are to be distributed over the available processors (see
Figure 5 for an example). This can be done in a number of di�erent ways.

Figure 5: Hierarchy partitioned using a patch-based algorithm.

A �rst subclass of patch-based algorithms use bin packing to hand out
patches to processors one by one, e.g. in a round robin fashion or greedy fash-
ion. In the latter approach, a given patch is always handed to the processor
which currently has the lowest load. If patches are sorted with respect to size
and handed out in descending order, the greedy bin packing algorithm tend do
give a decent load balance.

Another variant of patch-based algorithm try to achieve a goal load for each
processor individually. This goal work load is determined by computing the
average work per processor. The algorithm begins by assigning patches to the
�rst processor. When its load reaches the goal, the algorithm moves on to the
second processor, and so on.

Patch based algorithms typically give a very good load balance. However,
because locality information is completely ignored, communication overhead can
be signi�cant. A way to improve the locality is to order the list of patches such
that boxes located close to each other are handed out consecutively.

This can be achieved by the use of inverse space-�lling curves (SFC). An
inverse SFC is a bijective mapping from d-dimensional space to a 1-dimensional
line. Because of the continuity of the mapping, points close to each other in
the domain, i.e. in space, will also be close to each other in the codomain, i.e.
on the line. Since existing SFCs are recursively de�ned, a �nite-dimensional
approximation suitable for ordering of grids can easily be generated. In practice
this is done by computing an SFC index at each grid point, which can then
be used to order the patches to which they belong. Examples of SFCs are the
Hilbert curve (see Figure 6) and the Z/Morton order.

A di�erent patch-based approach is to divide each patch evenly into p parts;
one for each processor. In [28], Thuné shows that this approach can be expected
to perform well when the number of processors is small and the patches are few,
large and near to square in shape.

In the following, two examples of patch-based algorithms are described.
In Chombo, the default load-balancing algorithm applies the goal-based par-

titioning approach. A problem caused by the sometimes very di�erent sizes of
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Figure 6: Discrete Hilbert space-�lling curve. Note the locality; points close in
space are, with a few exceptions, mapped close together on the curve.

the patches is that several consecutive processors might get a too low (or high)
load resulting in the last processor getting an abnormally high (or low) load.
To mitigate this, the goal is updated dynamically to account for any system-
atic deviation from the average. Finally, a locality-improving step is performed,
where identically sized boxes are exchanged if the locality is increased.

In [15], Henrik Johansson and Abbas Vakili present another patch-based
partitioning algorithm. This uses the Hilbert SFC to order the patches for
locality, followed by packing them using the goal-based algorithm. Instead of
using a dynamic goal, the issue with varying box sizes is solved by allowing for
boxes to be split; if the current processor still needs more load but the current
patch would make it over�ow, the patch is split along its shortest edge. Instead
of simply cutting the patch in two equally-sized pieces, the cut is placed at
a fraction of the patch matching its load de�ciency. The rest of the patch is
saved for the next processor. In this way, the load balance is improved while
maintaining locality.

Domain based algorithms Instead of working with individual patches, a
domain-based algorithm partitions the underlying domain by placing cuts through
all levels of hierarchy at grid lines at base level (see example in Figure 7). This is
equivalent to the partitioning of a single-level grid with non-uniform workload.

When using domain-based partitioning, a major advantage is that the grid
parts of all levels covering a certain part of the domain will be assigned to
the same processor, which completely removes the need for inter-level commu-
nication. A related bene�t is that all levels are shared among all processors,
reducing the idling caused by data dependency of higher levels on lower levels.
However, since the load on a given processor is nonuniformly distributed over
the levels, the load balance can be signi�cantly worse for a single level than for
the complete hierarchy.

A problem with simple domain-based algorithms is that they do not take into
account the quality of the patch splits that result from a hierarchy subdivision.
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Figure 7: Hierarchy partitioned using a domain-based algorithm. Note the ab-
sence of inter-level communication.

Examples of �bad cuts� that can occur are splits parallel to the longest side of the
patch, resulting in patches with bad aspect ratio, and splits near the edge of the
patch, resulting in two patches of very di�erent size. This introduces both extra
intra-level communications and overhead from handling an additional patch,
while not improving load balance signi�cantly. Another problem with �bad
cuts� is synchronization due to poor per-level load balance, i.e. a much smaller
piece of a patch must wait for the computations on the larger piece to �nish.

In [23], Steensland concludes that purely domain-based algorithms are mostly
suited for hierarchies with a moderate number of levels. The reason for this is
that as the number of levels in the hierarchy increases, the restriction on where
to place the cuts posed by the relatively low resolution of the base grid will be
increasingly signi�cant, eventually leading to an unacceptably high imbalance.

A classic example of domain-based partitioning is the recursive coordinate
bisection algorithm, suggested by Berger and Bokhari, in [1]. In this simple and
very e�cient approach, one part per processor is produced by recursively cutting
the domain in halves of approximately equal load. The algorithm alternates the
coordinate direction of the cuts to keep the aspect ratio of the divisions close
to one. However, a problem with this algorithm in its basic form is that it is
still likely that ill-shaped patches will be produced at higher levels. Extensions
to the Berger-Bokhari algorithm have been made which address this and other
issues [21, 6].

In [22], Rantakokko presents a more advanced domain-based algorithm, orig-
inally designed for partitioning of one-level heterogeneous multi-block grid. It
comprises three steps. First, the domain is decomposed into a large number of
boxes m > p where p is the number of processors. This can can be done for
instance using the Berger-Bokhari dissection algorithm described above. The re-
sult can be interpreted as a graph where each node represents a box, and nodes
share an edge if the corresponding boxes are communicating neighbors. The
second step consists of partitioning this graph into p partitions, such that load
imbalance and inter-partition communication is low. The �nal step is a merge of
neighboring boxes belonging to the same processor, which reduces unnecessary
overhead. While this algorithm typically produces partitions of high quality, it
is also considerably more computationally intensive, in particular because of the
graph partitioning step.

Hybrid algorithms As we have seen, patch-based and domain-based algo-
rithms both have their strengths and weaknesses. Because of this, some authors
propose a hybrid approach combining elements from both types of algorithms.
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Typically, a hierarchical approach is employed consisting of applying multiple
schemes in consecutive steps.

In [17], Lan, Taylor and Li present DistDLB, a hybrid algorithm which is
used for cosmology simulations on heterogeneous and distributed computing
systems. First, a domain-based decomposition of the coarse grid is performed
and the resulting partitions are assigned to homogeneous groups of processors.
Then, each local grid is partitioned using a patch-based algorithm developed
by Lan, Taylor and Bryan [16]. Since a distributed system is assumed, the
algorithm is of the incremental kind.

The partitioning framework Nature+Fable, developed by Johan Steensland [23],
also uses a hierarchical scheme. First, the domain is decomposed into �natural
regions�, i.e. re�ned and unre�ned regions respectively. The unre�ned regions
are partitioned using a patch-based scheme employing inverse SFC for ordering
of blocks and fractional blocking for block splitting.

For the re�ned regions, the custom algorithm BLED is used. BLED (Bi-
Level Domain-Based) splits the multilevel regions vertically into groups of ad-
jacent levels (bi-levels), each containing a maximum of ν levels. Each bi-level is
then partitioned using a domain-based scheme. Here, a similar blocking tech-
nique is used as previously described for the unre�ned regions. Since the same
SFC-based ordering is used on each bi-level, the probability is high that slices
from di�erent bi-levels located close to each other will share the same proces-
sor, thus resulting in communication patterns similar to those of completely
domain-based algorithms. Furthermore, if a moderate value for ν is used, it
also avoids the problem inherent in domain-based algorithms when applied on
deep hierarchies. In practice Steensland uses a value of ν = 2, hence the name
bi -level.

All constituents of Nature+Fable can be con�gured by tuning various pa-
rameters � 11 in total � allowing almost in�nite variation. In summary, it is a
highly advanced and versatile partitioning framework, containing quite a large
set of algorithms.

3.4 Dynamic selection of partitioning algorithm

To summarize, there are quite a few di�erent algorithms suitable for di�erent
SAMR hierarchies. However, an important observation is that no single algo-
rithm is best in all cases. Steensland emphasizes that even a �exible framework
like Nature+Fable still cannot be expected to be the universal solution. If a
dynamic phenomenon involving transport, e.g. wave propagation, is simulated,
the grid hierarchy is likely to change signi�cantly during the course of the sim-
ulation. In such a case, choosing a single algorithm for the entire simulation
will most likely result in some of the hierarchies being poorly partitioned. In
addition, variations in the state of the computer system can have a similar
impact.

To alleviate this, Steensland suggests a dynamically adaptive partitioning
framework containing multiple algorithms, each appropriate in di�erent situa-
tions [23]. The choice of which algorithm to use in a given context will be based
on characteristics of the hierarchy, and, possibly, also on the current state of the
computer system. Steensland gives a draft blue print on how the design of such
a meta-partitioner might look. Based on Nature+Fable for the partitioning-
algorithm component, this meta-partitioner would also include components for
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classi�cation of application state, i.e. the grid hierarchy, and classi�cation of
system state.

In [14], Johansson and Steensland study various algorithms applied to di�er-
ent SAMR problems, with respect to a number of performance metrics. Their
results show that the algorithms are complementary, and that the variation in
performance can be substantial. This provides further motivation for a dynamic
selection of load-balancing algorithm, and a meta-partitioner.

3.5 The Meta-Partitioner

Johansson further develops the idea of a meta-partitioner, and creates a pilot
implementation [11].

Johansson concludes that to produce the best possible partitionings, the
meta-partitioner should have a wide collection of expert algorithms, i.e. algo-
rithms tailored for a speci�c case. Because of their complementary properties,
this can only be achieved by including algorithms from all three categories. How-
ever, the initial implementation is based solely on di�erent parametrizations of
Nature+Fable.

The selection of partitioning algorithm is based on previous partitioning re-
sults, i.e. an algorithm which performed well in a similar situation is chosen.
To consistently select well-performing algorithms, it is of importance to have a
comprehensive data base containing performance characterizations of all avail-
able algorithms when applied to a broad spectrum of grid hierarchies. In [14],
Johansson and Steensland create such a data base for Nature+Fable, by a pos-
teriori partitioning of grid trace �les.

Four real-world applications from the Virtual Test Facility [26] were used,
each performing simulations based on the SAMR framework AMROC [9]. From
each application, grid trace �les were obtained containing descriptions of all
grid hierarchies used during a simulation. Subsequently, each hierarchy was
partitioned for 16 processors by approximately 800 hybrid algorithms in Na-
ture+Fable. Finally, each partitioned hierarchy was evaluated using an SAMR
simulator [7]. From the simulator, system-independent performance metrics like
load imbalance and communication volume were obtained. Together with in-
formation about the grid hierarchy, these performance estimates were stored in
the data base.

During run time, the current grid hierarchy is matched against the data-
base hierarchies to �nd a suitable algorithm. In Figure 8, the work �ow of the
components of the Meta-partitioner is illustrated.

Performance metrics and partitioning focus The performance of a given
algorithm is estimated using a number of performance metrics, each measur-
ing a certain source of degraded performance. Johansson identi�es four main
performance-inhibiting factors: load imbalance, synchronization costs, commu-
nication volumes and data migration. Eventually intending to include perfor-
mance metrics for all of these, the pilot implementation only considers load
imbalance and synchronization delay. With two di�erent performance metrics
in the data base, it is possible to focus the partitioning e�ort where it is expected
to be most important.

In the pilot implementation, a �xed partitioning focus is chosen at the start
of execution. However, Johansson suggests adding support for run-time change
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Figure 8: Flowchart of the Meta-partitioner.

of the partitioning focus. This can be based on the predictive characterization
space described in [10, Sections 6.2 and 7.4.1], which uses metrics developed
by Steensland and Ray to classify the grid hierarchy [25, 24]. Another natural
extension is to take the system state into account. This can include both static
factors, e.g. if the system has a slow interconnect it would be appropriate to use
a communication focus, and dynamic factors, e.g. if the load is high somewhere
in the system we can try to distribute work elsewhere.

Simply choosing the algorithm which performed the best for the chosen par-
titioning focus will not, in general, give the best performance, since this algo-
rithm often performs poorly for all other factors. Instead, �rst, all algorithms
performing within a given deviation δ from the best performing algorithm are
selected as candidates. Subsequently, the candidate which performed the best
with respect to the other performance-inhibiting factor is selected. This way,
the partitioning is targeted at the most important factor, while the impact of
other factors are kept within bounds.

Grid hierarchy characterization To identify similar hierarchies, a way of
describing the properties of a given hierarchy is needed. In the Meta-partitioner,
this is done using a set of descriptive metrics. These include, for instance, the
number of re�nement levels, the amount of re�ned area with respect to the next
coarser level, the standard deviation of grid patch area, and the average aspect
ratio of grid patches. In total, seven descriptive metrics are used; for a full list
as well as a thorough description, see [10, Section 7.4.2].

The metrics are applied both to each level individually as well to all levels
as an aggregate (for the metrics where this is relevant). To be able to compare
metrics computed on di�erent hierarchies, each metric is normalized with respect
to either the size of the base grid or the size of a certain level.

To combine the di�erent metrics into a single characterization space, each
metric is normalized to approximately the same interval. For a given metric v,
this is done by computing

vnorm. =
v − µv

σv
.
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Here, µv and σv are the mean value and standard deviation of v, respectively,
and these are computed from the stored grid hierarchies.

Depending on the statistical distribution of a metric, there might be a high
concentration of values near the mean, which exacerbates the sensitivity of the
matching. To increase the resolution near the mean, a logistic normalization is
performed:

vlog. =
1

1 + e−vnorm.

Since the metrics can be expected to di�er in importance, each metric is assigned
a weight. The weights are determined experimentally by choosing the combi-
nation that resulted in the best average performance over all grid hierarchies in
the data base.

Algorithm selection When matching a given hierarchy against previous hier-
archies in the characterization space, a simple least-squares scheme is employed;
i.e. the hierarchy that is closest to the current hierarchy in the characterization
space is chosen.

When a hierarchy has been found, the most appropriate algorithm has to
be selected. As described above, this is done by �rst �nding candidates by
regarding the partitioning focus, and then selecting the candidate which was
best with respect to the other factor. Since for each stored hierarchy, the choice
of partitioning focus and the value of δ uniquely identi�es the partitioning al-
gorithm to use, it is possible to precompute rules associating hierarchies with
algorithms. By doing this, a lot of work is saved by not having to perform
exhaustive searches at run time.

The choice of performance-inhibiting factor to target and the value of δ
speci�es a focus mode of the Meta-partitioner. In the pilot implementation,
rules are computed for the following modes:

• FocusSync1.25

• FocusSync2

• FocusSync3

• FocusSync5

• FocusLB1.2

• FocusLB1.5

• FocusLB2

• FocusLB3

Here, FocusLB1.5 means that the load imbalance of the candidates can
exceed the minimum load imbalance by at most 50 %.

In [13], Johansson conducts a stability and accuracy evaluation of the Meta-
partitioner described in [10]. Here, the performance of the ten algorithms associ-
ated with the ten most similar grid hierarchies are compared. While the results
show that the algorithm which was actually selected by the Meta-partitioner
consistently performed better than the average of all ten algorithms, it is also
concluded that, in general, the best performing algorithm among the ten per-
formed signi�cantly better than the algorithm selected by the Meta-partitioner.

Based on this conclusion, and thanks to subsequent performance improve-
ments of the SAMR simulator used for the algorithm evaluation, the Meta-
partitioner was changed to make dynamic algorithm evaluation at run time [12].
Currently, the Meta-partitioner has an option specifying the number of most
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similar hierarchies to evaluate. Furthermore, there is an option to extend the
candidate set with the best static algorithm, i.e. the algorithm which has the
best average performance. Note that this choice is dependent on the choice
of partitioning mode. This is useful if the current hierarchy is di�erent from
most historic hierarchies, making the matching of hierarchies inaccurate. Lastly,
there is an option which speci�es that at least one hierarchy from each of the
four original VTF applications should be included.

After �nding a candidate set, the current hierarchy is partitioned using each
algorithm in the set. The resulting partitionings are evaluated by the SAMR
simulator. Instead of simply basing the algorithm selection on the focused
performance-inhibiting factor, a more advanced �soft� scheme is employed where
an algorithm resulting in a signi�cant decrease in one factor can be selected even
if this algorithm causes a moderate increase in the other factor. For a detailed
description of the selection criteria, see [12, Section 3.1.3].

Implementation considerations When designing the Meta-partitioner, an
important goal was to make it interact well with other parts of the SAMR
framework, even if these are substituted. Furthermore, after the implementa-
tion is completed, parts of the Meta-partitioner might need to be changed or
new functionality added. For instance, it is important to include new emerging
partitioning algorithms. For these reasons, the design of the Meta-partitioner
was based on component-based software engineering. In practice, the compo-
nent framework Common Component Architecture (CCA) is used for the im-
plementation [5]. Developed speci�cally for high-performance scienti�c comput-
ing, CCA provides language-independent inter-operability between components
while keeping run-time overhead low. For a detailed description of the com-
ponent design of the Meta-partitioner, see [10]. The code of the most recent
version of the Meta-partitioner can be obtained from the author.

Evaluation To evaluate the Meta-partitioner, Johansson uses the same method
that was used to create the performance data base [12]. Grid trace-�les from
the four VTF applications are partitioned for 16 processors using the Meta-
partitioner, and the resulting partitionings are input to the SAMR simulator,
which produces the same performance metrics that exist in the data base. The
performance of the Meta-partitioner can then be compared to that of single
algorithms in Nature+Fable. For each application, the hierarchies in the data
base originating from that application were excluded when running it.

Johansson makes three comparisons. First, the Meta-partitioner is com-
pared with the average of all algorithms in Nature+Fable, which gives an idea
of how a �random� algorithm would perform. Secondly, it is compared with
the best static algorithm, i.e. the single algorithm which performed best when
averaged over all grid hierarchies. The latter comparison shows whether it
pays o� to use a Meta-partitioner, rather than using a single elite algorithm.
Finally, the Meta-partitioner was compared to the overall minimum, i.e. the
performance when making the best choice of algorithm for each hierarchy sepa-
rately . The evaluation was performed both with a load imbalance focus using
δ = 20% (FocusLB1.2), and with a synchronization penalty focus using δ = 25%
(FocusSync1.25).

Multiple algorithm-selection schemes of the Meta-partitioner were evaluated,
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a list of which can be seen in Table 1.

Table 1: Algorithm-selection con�gurations evaluated.

Mode Description

MP1 Most similar hierarchy
MP1+Static Most similar hierarchy +

best static algorithm
MP10 10 most similar hierarchies
MP10+Static 10 most similar hierarchies +

best static algorithm
MP10+Apps 10 most similar hierarchies +

hierarchies from all applications
MP10+All 10 most similar hierarchies +

hierarchies from all applications +
best static algorithm

When using FocusLB1.2, the Meta-partitioner consistently generated parti-
tionings with better performance than the average algorithm. For the simplest
con�guration, MP1, the load balance was 13 % better than the average, and for
all applications better than or similar to the best static algorithm. The load
balance is substantially improved when the more advanced con�gurations are
employed. For instance, MP10 resulted in load balance improvements between
7-21 % compared to MP1. Compared to the global minimum, the load imbal-
ance was only 11.5 % worse on average. In one application, the increase in load
imbalance was as small as 2.4 %. In many cases the Meta-partitioner managed
to select the best algorithm out of all 768 algorithms available!

The secondary performance-inhibiting factor, synchronization delay, was
generally slightly lower than the average algorithm. When using multiple algo-
rithm candidates, as in e.g. MP10, the soft selection criteria managed to decrease
the average synchronization delay by 4.6 %.

When using FocusSync1.25, the synchronization delay was always better
than the average. In the case of MP1, the improvement was 7.2 % on average.
Compared to the best static algorithm, the synchronization delay was slightly
lower on average, although it was increased by 5.9 % for one application. When
evaluating multiple algorithms, there was a signi�cant improvement over the MP1
con�guration � 16 % on average for MP10. Compared to the global minimum,
the Meta-partitioner only resulted in a 13.6 % increase of the synchronization
delay.

For all applications, the load imbalance was always lower than the average.
In two applications, evaluating multiple algorithms resulted in a better load
balance, whereas in the two others, the e�ect was insigni�cant.

The Meta-partitioner incurs a computational overhead, both from the grid-
hierarchy characterization and rule evaluation, and from the extra partitionings
that are performed when multiple candidates are evaluated at run time. The
usage of a Meta-partitioner will only be justi�able if this overhead is smaller
than the reduction of parallel overhead in the SAMR simulation itself. To
evaluate this, Johansson measures the execution time of the Meta-partitioner in
di�erent con�gurations. Times are presented both for the run time of the Meta-
partitioner itself, and for the run time of the partitioning. It is concluded that, in
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the simple con�guration, e.g. MP1, the Meta-partitioner portion is substantially
smaller the partitioning portion. As the number of candidates increase, the MP
time grows slowly whereas the partitioning time is proportional to the number
of candidates. This results in a quite long execution time for e.g. MP10+All.
However, the partitioning part is embarrassingly parallel, i.e. it can easily be
performed in parallel with little or no signi�cant parallel overhead.

In addition to the performance evaluation described above, a scalability
study was performed. Using the same rules, originally obtained for 16 proces-
sors, the hierarchies were partitioned for 32 processors, and similar performance
metrics were calculated. The results show that, while the Meta-partitioner
generally produced better-than-average partitionings, the near-optimal perfor-
mance of MP10 seen at at 16 processors was not repeated.

We conclude the background section by noting that, while promising results
have been show for the Meta-partitioner, no real-life evaluation has been done,
i.e. its e�ect on execution time when connected to a real SAMR solver has not
yet been studied. In this thesis, we investigate which modi�cations that are
necessary in order to connect it to the SAMR framework Chombo.

Part II

Project Steps

4 Installing Chombo on Uppmax

The �rst step in this thesis project was to install Chombo on the local compute
cluster Uppmax. Since Chombo depends on the software library HDF5, this
also had to be installed. Except for some minor obstacles, the installation
process proceeded without major complications. To verify the correctness of
the installation, the unit tests included in Chombo were used, each executing
without errors.

4.1 Wave equation simulation

As mentioned in Section 2.3, Chombo includes a collection of example applica-
tions. A slightly modi�ed version of one of these, WaveEqn, was used as model
and benchmark problem throughout the thesis project.

WaveEqn simulates the scalar wave equation in two spatial dimensions

φtt = φxx + φyy (4)

on the unit square Ω = [0, 1] × [0, 1], subject to the initial condition

φ(x, y) =
1

σ2
e

(x−0.5)2+(y−0.5)2

σ2 ,

φt(x, y) = 0 ,

i.e., a Gaussian deformation at rest, centered at the middle of the computational
domain. Periodic boundary conditions are used. Equation (4) is discretized in
space using standard second-order central di�erence approximations,

φ′′i,j =
φi−1,j − 2φi,j + φi+1,j

h2
+
φi,j−1 − 2φi,j + φi,j+1

h2
=: f(φi,j) ,
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and in time with the standard fourth-order Runge-Kutta scheme,

φn+1 = φn +
k

6
(λ1 + 2λ2 + 2λ3 + λ4) ,

where

λ1 = f(φn) ,

λ2 = f(φn + k λ1/2) ,

λ3 = f(φn + k λ2/2) ,

λ4 = f(φn + k λ3) .

When using this combination of approximations, the overall order of accuracy
of the numerical scheme is two. As re�nement criterion for the SAMR scheme,
a threshold of the second derivative is used, i.e., the grid is re�ned where the
absolute value of the Laplacian of the solution exceeds a certain threshold. This
makes sense, since the Laplacian gives the curvature, which is an measure of the
variation of the solution.

A simulation based on WaveEqn was performed, using the following SAMR
parameters:

• Maximum number of re�ned levels: 2

• Re�nement factors: (4,4)

• Regrid interval: 2 on each level

• Number of time steps: 40

• Coarse grid resolution: 128 × 128

• Re�nement threshold: 10

• Width of Gaussian: σ = 0.025

In Appendix A, Figures 12 - 17 depict snapshots from the simulation. Figures
12 - 14 show the solution, where the value at a given point is always taken from
the �nest re�nement level available. In Figures 15 - 17, the corresponding grid
hierarchies can be seen, viewed from above. We see that the re�nement is
concentrated to the areas with the largest change in the solution. It is also clear
that the second re�nement level is only used in the �rst snapshot. In this case, a
re�nement factor of 4 was enough to resolve the gradient. If a re�nement factor
of 2 would have been used, it is likely that both levels would have been used to
a greater extent.

To get an idea of the performance of the original load-balancing algorithm
in Chombo, a study of the scalability was also performed. The above described
application was executed on a single node of the Kalkyl cluster at Uppmax.
The node is a HP SL170h G6 which has two quad-core 2.26 GHz Intel Xeon
5520 CPUs, and 24 GB of memory. The benchmark was run on 1, 2, 4, and
8 MPI processes on a single node. In order to avoid statistical noise in the
measurements, each experiment was run 20 times, and the minimum run time
was recorded. The results are presented in Table 2 and Figure 9, with speed up
calculated as in (2).
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Table 2: Scaling of the wave-equation simulation with the default partitioning
algorithm.

Nproc 1 2 4 8
Time 36.7 19.48 10.93 8.7
Speed up (1.00) (1.88) (3.36) (4.22)

Figure 9: Speed up of the wave-equation simulation with the default partitioning
algorithm.

5 Evaluation of a patch-based partitioning algo-

rithm in Chombo

The Meta-partitioner currently lacks any purely patch-based algorithm. Be-
cause of this, the patch-based partitioner of Johansson and Vakili, described in
Section 3.3, has been considered for inclusion in the Meta-partitioner. However,
much like the Meta-partitioner, it has not previously been evaluated as part of a
real SAMR framework. In this section, we perform this by replacing the default
partitioning algorithm in Chombo, and conducting a performance comparison.
Two problems arose when implementing the replacement.

5.1 Issue 1

As described in Section 3.3, the default load balancing algorithm in Chombo
is of the patch-based type. It uses goal-based partitioning to assign complete
patches to processors, which means that the grid hierarchy is never changed
by the partitioning algorithm. Because of this, in the prototype of the load-
balancing function, the hierarchy was declared const.

As we have seen in Section 3.3, many algorithms split patches to improve the
load balance. This is especially important for domain-based algorithms. Thus,
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expecting the load-balancing algorithm not to change the patch collection is not
a sustainable approach, if the algorithm should be replaceable. In particular, the
Vakili-Johansson algorithm is such an algorithm which performs patch splitting.
Therefore, to permit it to function properly, the interface to the load-balancing
function was changed to allow for a mutable hierarchy.

5.2 Issue 2

In order not to break the second proper nesting criterion as described in Section
2.1, patches at every level above the base cannot be split arbitrarily. However,
no such restriction was present in the original version of the Vakili-Johansson
algorithm. To make the algorithm conform to the Berger-Colella de�nition of
SAMR, the method described in Section 3.2 was implemented, i.e. patches are
split such that the size of the resulting patches are an integer multiple of the
re�nement ratio.

5.3 Experiments

To evaluate the Vakili-Johansson partitioning algorithm, the WaveEqn example
was reused. The computer system and all application parameters were the
same as in Section 4.1. The simulation was run both with splitting enabled and
disabled.

The results are presented in Table 3 and Figure 10. Here, we see that
the version using the Vakili-Johansson algorithm initially takes longer time to
execute than the default version. Likely, this is due to the additional work
needed to perform the space-�lling curve step. However, as the number of
processors is increased, the Vakili-Johansson version scales slightly better giving
the fastest overall performance. Finally, we note that the splitting of patches is
absolutely crucial for the Vakili-Johansson algorithm to scale.

Table 3: Comparison of partitioning algorithms � best wall time in seconds and
speed up relative to on one processor.

Version \ Nproc. 1 2 4 8
Default 36.88 19.57 11.01 8.72

(1.00) (1.88) (3.35) (4.23)
Vakili-Johansson (no splits) 37.22 19.98 17.22 23.77

(1.00) (1.86) (2.16) (1.57)
Vakili-Johansson (splits) 37.34 19.68 11.31 8.1

(1.00) (1.90) (3.30) (4.61)
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Figure 10: Comparison of partitioning algorithms � Speed up vs one-threaded.

Expensive communication experiment To see if using space-�lling curves
to improve the locality could reduce the communication cost, the same experi-
ment was executed on multiple nodes of the same compute cluster Kalkyl. The
nodes were similar to the one described above, and all nodes were interconnected
with a 4:1 oversubscribed DDR In�niband fabric. We used one processor per
node, and up to 8 nodes in total. This way, a similar system was obtained, but
with signi�cantly higher communication cost. A ping pong experiment yielded
that the round-trip time was roughly 10 longer for inter-node communication
compared to the intra-node communication.

Table 4: Times and speed ups in the slow-communication experiment.

Version \ Nproc. 1 2 4 8
Default 36.89 19.69 11.4 7.81

(1.00) (1.87) (3.24) (4.72)
Vakili-Johansson (no splits) 37.28 20.1 17.31 22.82

(1.00) (1.85) (2.15) (1.63)
Vakili-Johansson (splits) 37.41 19.94 11.5 7.26

(1.00) (1.88) (3.25) (5.15)

Looking at the results in Table 4 and Figure 11, we �rst note the quite sur-
prising fact that most of the run times are in fact lower than the corresponding
ones when running on a single node. However, these di�erences are too small
to be signi�cant. In Figure 11, we see a similar relation between the di�erent
versions as in the one-node experiment. This suggests that the higher commu-
nication cost did not have much impact on the scaling characteristics of the
algorithms. From this fact, we now see that the improved performance of the
Vakili-Johansson algorithm in this case cannot be attributed to an improved
locality. Instead, this must be due to a better load balance possibly thanks to
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Figure 11: Speed ups in the slow-communication experiment.

the splitting of patches. Improved caching due to the smaller, split blocks is
also a possible explanation.

6 Introducing the Meta-Partitioner in Chombo

As described in 3.5, Chombo was implemented as a set of CCA components.
This was done to facilitate the inter-operation with an SAMR framework. How-
ever, in the years since the development of the Meta-partitioner, CCA has un-
dergone some signi�cant changes. Because of this, Meta-partitioner was poorly
compatible with recent CCA. Thus, to use CCA to integrate Chombo and the
Meta-partitioner would require a substantial amount of work. Furthermore,
this work is exacerbated further by the fact that recently, the development and
support of CCA was canceled.

Since Chombo is a widespread SAMR framework which is getting more and
more attention, and, according to the CCA developers, CCA likely will not be
used much in the future, including MP in Chombo might be the best way to
make MP live on. Therefore, we decided on removing the CCA embedding from
the Meta-partitioner and including it in Chombo as a standard library.

6.1 Issue 1: Global load balancing

As described in Section 2.2, when using the Berger-Colella approach to SAMR,
more time steps will be taken at �ner levels compared to at coarser levels. This
implies that the �ner levels will need to be re�ned more often than the coarser
levels. This means that, during most re�nements, only a small, upper subset of
the re�nement levels will be changed.

The fact that only a small portion of the hierarchy is changed suggests
employing an incremental scheme to avoid unnecessary data migration. Since
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the original load-balancing functionality of Chombo used a level-wise algorithm,
this could be achieved by only load balancing the upper changed levels, while
reusing the previous partitioning of the lower unchanged levels.

However, for a general partitioning algorithm which does not necessarily
work on a single level at a time, this is not an option. Calling a general algorithm
level wise is likely to result in very bad partitionings. Since the Meta-partitioner
does not employ a level-wise scheme, the entire hierarchy has to be passed,
although only a few upper levels have been re�ned.

Furthermore, in order for the algorithm selection to accurately select an
appropriate algorithm, it needs the full hierarchy. Thus, even if only parts of
the hierarchy have been changed, the algorithm selection might still decide on
a di�erent choice of algorithm.

Finally, one can argue from a software-engineering point of view that the
choice of whether and how to achieve incremental partitioning should be con-
tained entirely inside the partitioning framework. By always passing the com-
plete hierarchy, possibly along with some complementary information regarding
the current partitioning, an incremental partitioning is still possible while keep-
ing the code well structured.

Because of this, it was clear that Chombo had to be modi�ed to always
perform a global partitioning, i.e. pass the entire hierarchy to the partitioner.
Preliminary experimental results show that the additional time introduced by
partitioning all levels is insigni�cant.

6.2 Issue 2: Proper nesting

Similarly to the Vakili-Johansson partitioner, the patch-splitting functionality
of the Meta-partitioner turned out not respect the second proper-nesting re-
quirement. More speci�cally, the problem lies within the fractional-blocking
routine of Nature+Fable where a single patch is partitioned over a number of
processors. This must be modi�ed the same way as the patch-based algorithm,
i.e. it should only create patches beginning on a grid line of the level below,
and having a size which is an integer multiple of the re�nement ratio.

7 Conclusions

In this thesis project, various load balancing algorithms have been studied as
part of real SAMR-based simulations. In Section 5, it was found that the
patch-based algorithm developed by Johansson and Vakili gives an improved
performance when compared to the default algorithm in Chombo. We also
found that this was entirely dependent on patches being split. Furthermore, the
communication-delay study showed that this improvement cannot be attributed
to better locality, but must be due to higher load balance, probably because of
the splitting of patches.

Moreover, we have identi�ed several key modi�cations that are needed,
both to Chombo and to the Meta-partitioner in order to connect them. From
these, another important conclusion can be drawn.The Meta-partitioner was
constructed generality in mind, in order to make a connection with an SAMR
framework straightforward. However, when developing a software package, some
assumptions will always be made concerning the context in which it is supposed
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to be used. Thus, it is impossible to make it completely general, since it will
always be dependent on these assumptions.

We have implemented most of these modi�cations, and apart from some mi-
nor performance optimizations to the wrapping code, the only major change that
remains to be implemented is the proper splitting of patches in Nature+Fable.
Unfortunately, time did not allow us to fully investigate whether this was due
to incorrect input-output handling in the Meta-partitioner wrapping, or due to
bugs in Nature+Fable.

A natural continuation of this project is to complete the inclusion of the
Meta-partitioner. With the experience from this project, our analysis and iden-
ti�cation of key modi�cations, and the work put into the implementation, the
majority of the work has already been done and only minor parts remain. Fur-
ther improvements of the Meta-partitioner also come to mind, such as including
the patch-based algorithm of Vakili and Johansson.
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A Simulation Figures

Figure 12: Snapshot of the solution at T = 0 s.
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Figure 13: Snapshot of the solution at T = 0.117 s.

Figure 14: Snapshot of the solution at T = 0.234 s.
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Figure 15: Snapshot of the grid hierarchy at T = 0 s.

Figure 16: Snapshot of the grid hierarchy at T = 0.117 s.
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Figure 17: Snapshot of the grid hierarchy at T = 0.234 s.
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