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CONTROLLING ERRORS IN RECURSIVE FERMI–DIRAC

OPERATOR EXPANSIONS WITH APPLICATIONS IN

ELECTRONIC STRUCTURE THEORY

EMANUEL H. RUBENSSON∗

Abstract. Recursive Fermi–Dirac operator expansion is an efficient way to compute one-electron
density matrices in electronic structure theory. The convergence is rapid and depends only weakly
on the conditioning of the problem and, for many systems, the computational cost increases only
linearly with system size. In this article, errors introduced when evaluating the recursive expansion
are analyzed and schemes to control the forward error are proposed. The error has previously
been analyzed for explicit schemes working at zero electronic temperature [J. Chem. Phys. 128
(2008), 074106]. Here, implicit schemes [Phys. Rev. B, 68 (2003), 233104] working at zero or finite
temperature are treated. The proposed schemes for error control are demonstrated by tight-binding as
well as density functional theory electronic structure calculations on several test systems. Condition
numbers for the problem of computing the density matrix are derived, giving quantitative insight
into under what circumstances a temperature dependent formulation results in better conditioning.
It is shown that for the considered recursive expansions, the number of matrix-matrix multiplications
needed to compute the density matrix increases only with the squared logarithm of the condition
number of the problem.

1. Introduction. Calculation of the one-electron density matrix D for a given
effective Hamiltonian matrix F is a key operation in electronic structure calculations
using for example Hartree–Fock [65] or Kohn–Sham density functional theory [32].
The elements of F are given by

Fij =

∫
φi(r)Hφj(r)dr (1.1)

where {φi}N
i=1 is a set of basis functions and H is the effective Hamiltonian operator.

The density matrix is given by the Fermi–Dirac operator: D = fFD(F ),

fFD(x) =
1

eβ(x−µ) + 1
, (1.2)

where µ is the chemical potential also known as the Fermi level, and β = 1/(kBT )
with kB being the Boltzmann constant and T the electronic temperature. Let {λi}
be the eigenvalues of F . Application of the scalar Fermi–Dirac function to the matrix
F is defined by

D = fFD(F ) = V fFD(Λ)V T (1.3)

where

F = V ΛV T (1.4)

is an eigendecomposition of F and fFD(Λ) is a diagonal matrix with nonzero entries
fFD(λ1), fFD(λ2), . . . , fFD(λN ). To actually carry out an eigendecomposition to com-
pute the density matrix is often inefficient. The computational cost scales cubically
with system size and optimization for modern heterogeneous computer architectures
is difficult. Also, standard diagonalization routines typically spend a lot of effort
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computing accurate individual eigenvectors; as noted by Bekas, Kokiopoulou, and
Saad, such efforts do not necessarily result in a more accurate density matrix [4].
Much research has therefore focused on the development of alternative methods for
the construction of the density matrix [11, 20, 61].

Alternative methods include various kinds of minimization schemes [9, 24, 25,
33, 37, 48, 67] and schemes where an expansion of the Fermi–Dirac operator is built
up either serially by a Chebyshev series [1, 21, 22] or recursively by density matrix
purification [38, 42, 43, 46, 49] or sign matrix methods [8, 41]. The computational
kernel of these methods is matrix-matrix multiplication. Using sparse matrix libraries
[10, 14, 27, 55, 62] together with ways to bring about matrix sparsity [54] these
methods can for many systems deliver the density matrix at a computational cost
that increases only linearly with system size.

Linear scaling is possible provided that the average number of non-negligible
elements per row in the density matrix does not increase with system size. It is
well known that for non-metallic systems (insulators), and for metals at finite tem-
peratures, the magnitude of the density matrix elements decays exponentially with
distance, see for example [5, 15, 19]. It should thus be possible to find a sparse
approximation of the density matrix.

Other alternatives to diagonalization include domain decomposition methods such
as the divide-and-conquer and fragment molecular orbital methods [2, 31, 66, 68]. In
these methods, the problem is divided into smaller problems whose solutions are
merged to give an approximate solution to the entire problem.

In this article, we shall focus on recursive Fermi–Dirac operator expansion meth-
ods such as the aforementioned density matrix purification and sign matrix methods.
These methods construct approximations of the density matrix by recursive applica-
tion of low-order polynomial or rational functions. More specifically, we shall in this
article analyze errors introduced when evaluating the recursive expansion and propose
schemes to control the forward error as measured by

‖D − D̃‖ (1.5)

where D̃ is the approximate density matrix given by the recursive expansion. Through-
out this article, ‖ · ‖ denotes the Frobenius matrix norm, unless stated otherwise.

The error has previously been analyzed for the case of zero electronic temperature
[56]. In the zero temperature limit the Fermi–Dirac function tends to a step function
and the density matrix is given by

D = θ(µI − F ) (1.6)

where

θ(x) =

{
0 if x < 0,
1 otherwise

(1.7)

is the Heaviside function and application to matrix arguments is defined as for the
Fermi–Dirac function. This means that the density matrix is the matrix for orthogonal
projection onto the so-called occupied subspace spanned by the eigenvectors that
correspond to eigenvalues of F smaller than the chemical potential.

In case of zero temperature the error can be analyzed in terms of the canonical
angles between the exact and approximate occupied subspaces [56, 57]. This is possible
because the density matrix at zero temperature is a projection matrix. The primary
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purpose of the present work is to analyze the error introduced in the implicit recursive
Fermi–Dirac operator expansions, proposed by Niklasson [43], working at any (zero or
finite) electronic temperature. The previous analysis for explicit schemes working at
zero temperature [56] cannot be straightforwardly applied here since finite electronic
temperatures may result in fractional occupation numbers. That is, eigenvalues of
the density matrix that lie in ]0, 1[.

The error analysis is used to select stopping criteria for the conjugate gradient
iterations employed in each iteration of the implicit recursive expansion. It should be
possible to combine the error analysis of this work with ways to bring about matrix
sparsity as needed to achieve linear scaling. However, this has not been done in the
present work.

Expressing the density matrix in terms of the Fermi–Dirac or Heaviside functions
as above may give the impression that the number of electrons is determined by
the chemical potential. However, in practical calculations it is often the other way
around; the chemical potential is automatically adjusted so that the desired number
of electrons given as input to the program is obtained. In other words, the chemical
potential should be such that the trace condition

Tr[D] = Nocc, (1.8)

where Nocc is the number of occupied orbitals, is fulfilled.
Satisfying the trace condition is not always straightforward and several ways to

achieve correct occupation count have been suggested. In minimization methods the
trace condition can be handled by a modification of the objective function [40]. In
recursive polynomial expansion methods the purifying polynomials can be chosen
based on the trace condition as in for example canonical [49] and trace correcting [42]
purification. If a good starting guess is available, the chemical potential can be found
by a Newton–Raphson search [45]. Another approach is based on the observation that
the occupation count depends only on the diagonal of the density matrix which may
be cheaper to compute than the whole density matrix [36].

It is assumed throughout this article that the basis set is orthonormal. In practice,
non-orthogonal basis sets for example built up from Slater or Gaussian-type functions
are commonly used. In this case, an overlap matrix S with elements

Sij =

∫
φi(r)φj(r)dr (1.9)

enters the calculation. The density matrix is then given by

F⊥ = ZT FSZ
D⊥ = fFD(F⊥)
DS = ZD⊥ZT

(1.10)

where Z is an inverse factor of the overlap matrix: ZT SZ = I and the subscripts
S and ⊥ have been used to indicate when matrices are in non-orthogonal and or-
thogonal bases respectively. An inverse factor Z can be computed using for example
inverse Cholesky decomposition [6, 7, 12, 13, 40, 63] or methods based on iterative
refinement [28, 44, 53].

This article is organized as follows. In the following section we will derive con-
dition numbers for the problem of computing the density matrix. In Section 3 the
recursive Fermi–Dirac operator expansion methods are described. The key results
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of this article are presented in Section 4. In that section, the error is analyzed and
schemes for error control are proposed. In Section 5 example tight-binding and den-
sity functional theory calculations are presented. The article ends with a discussion
and concluding remarks in Section 6.

2. Conditioning. In this section we are looking for a measure of how difficult
it is to compute the density matrix. We therefore want to generalize the notion
of condition numbers of scalar valued functions to functions of matrices, and the
particular case of the Fermi–Dirac function applied to a matrix. Condition numbers
for the zero temperature case and for general functions of matrices have previously
been suggested by Rubensson, Rudberg, and SaÃlek [56] and Higham [26], respectively.
Here, we define the condition number as

κ = lim
h→0

sup
A:‖A‖=∆ǫ

‖fFD(F + hA) − fFD(F )‖
h

(2.1)

where ∆ǫ = λmax−λmin is the spectral width of F . Compared to previously suggested
condition numbers, we have chosen to let ‖A‖ = ∆ǫ instead of ‖A‖ = ‖F‖. This
has the consequence that the condition number in (2.1) is invariant to shifts of the
eigenspectrum of F . Since we want a measure of how difficult the problem is to
solve, we do not want something that can be solved by a simple shift to influence the
condition number.

It is shown in Appendix A that

κ = ∆ǫmax
j,k

|fFD[λj , λk]| (2.2)

where we recall that {λi} are the eigenvalues of F . Here, we used the notation

f [a, b] =

{
f(b)−f(a)

b−a if a 6= b,

f ′(a) otherwise.
(2.3)

Assume that there is a gap ξ between the two eigenvalues closest above and below
the chemical potential µ. Then we can let the temperature go to zero and get that

lim
T→0

κ =
∆ǫ

ξ
. (2.4)

The gap ξ is often referred to as the band gap or the Highest Occupied Molecular
Orbital - Lowest Unoccupied Molecular Orbital (HOMO-LUMO) gap. For larger
temperatures, the following bound is useful:

κ ≤ ∆ǫmax
s

|f ′
FD(s)| =

β∆ǫ

4
. (2.5)

In Figure 1 it is shown how the condition number depends on temperature and
eigenvalue distribution. Inequality (2.5) is sharp in the sense that it approaches an
equality as the eigenvalue gap at µ vanishes. This can be seen in Figure 1 where for
example at a temperature of 30000 K, κ/∆ǫ ≤ β/4 ≈ 10−1 eV−1.

We can conclude that for systems with small gaps ξ, use of a finite tempera-
ture Fermi–Dirac distribution gives an improved conditioning of the density matrix
construction problem compared to the zero temperature step function.
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Fig. 1. Absolute condition numbers κ/∆ǫ for different temperatures and varying eigenvalue
gap ξ at µ.

3. Recursive Fermi–Dirac operator expansions. A general description of
recursive expansion procedures for approximation of D = fFD(F ) including numerical
errors made in each iteration is given by

X0 = f0(F )

X̃0 = X0 + E0

Xi = fi(X̃i−1)

X̃i = Xi + Ei

(3.1)

where i = 1, 2, . . . , n. Here, f0 is a linear transformation of F such that the eigenvalues
of X0 end up in the [0, 1] interval in reverse order and fi, i = 1, 2, . . . , n is a sequence
of low-order polynomial or rational functions such that

fn(x) = fn(fn−1(. . . f2(f1(x)) . . .)) (3.2)

maps all eigenvalues sufficiently close to their desired values. The error in each step
i is written as an explicit perturbation Ei. Sources of errors include approximate
evaluation of the functions fi and removal of matrix elements deemed negligible.

Different choices of the fi are possible. At zero temperature, low order poly-
nomials with fixed points at zero and one can be used. Several such polynomial-
based schemes, in the following referred to as explicit schemes, have been proposed.
Examples include canonical purification by Palser and Manolopoulos [49] and trace
correcting purification by Niklasson [42].

Another choice is to use rational expressions of the form

gk(x) =
xk

xk + (1 − x)k
. (3.3)

These functions are equivalent to the so-called principal Padé iteration functions

(1 + x)k − (1 − x)k

(1 + x)k + (1 − x)k
(3.4)
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Fig. 2. Approximation of Fermi–Dirac distributions using equation (3.5). Panel (a):
Fermi–Dirac distributions 1

e4k(x−0.5)+1
(solid red lines) and rational approximations gk(1 − x)

(dashed blue lines) for k ∈ {2, 4, 8, 16}. Panel (b): Error in approximation measured by
maxx∈[0,1]

˛̨
gk(1 − x) − 1/(e4k(x−0.5) + 1)

˛̨
for increasing k.

for matrix sign function evaluation [26, 29]. We note that the matrix sign function
up to scaling and shifting is equivalent to the Heaviside step function.

Niklasson importantly showed that gk(1 − x) on the [0, 1] interval is an approxi-
mation to the Fermi–Dirac distribution function with β = 4k and µ = 0.5 [43]:

gk(1 − x) ≈ 1

e4k(x−0.5) + 1
. (3.5)

The quality of the approximation increases with k, see Figure 2. Furthermore, gk(x)
satisfies a semi-group property gab(x) = ga(gb(x)) [29, 30]. This means that a recursive
expansion

gmn(x) = gm(gm(. . . gm(gm(x)) . . . ))︸ ︷︷ ︸
gm applied n times

(3.6)

can be used to efficiently calculate gk(x) for large k = mn. In the following we shall
use the notation gn

m(x) = gmn(x).
When the rational functions (3.3) are used in the recursive expansion procedure

(3.1) with

fi(x) = gm(x), i = 1, 2, . . . , n, (3.7)

the set of linear systems
[
X̃m

i−1 + (I − X̃i−1)
m

]
Xi = X̃m

i−1 (3.8)

has to be solved in each iteration. Therefore, we will refer to such schemes as implicit

schemes. The initial linear transformation can be chosen as

f0(F ) = α0(µI − F ) + 0.5I. (3.9)

In case of zero temperature, the recursive expansion approaches a step function
for any initial scaling factor α0 [26, 29]. In other words, the iterations are globally
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convergent provided that the band gap is nonzero. However, the choice of initial
scaling does affect the number iterations needed to reach the desired accuracy. A
reasonable initial scaling is given by

α0 =
1

2
min

(
1

µ − λmin
,

1

λmax − µ

)
(3.10)

which makes all eigenvalues of X0 end up in the [0, 1] interval.
In case of a finite temperature T , the initial scaling factor α0 and the number of

iterations n should be chosen such that

α0 =
β

4k
=

1

4kTkB
(3.11)

where k = mn. The relation (3.11) can be derived by considering (1.2), (3.5), and
(3.9). Furthermore, k should be sufficiently large so that all eigenvalues of X0 = f0(F )
end up in the [0, 1] interval. This is satisfied for

k ≥ β

2
max (µ − λmin, λmax − µ) . (3.12)

4. Analysis and error control. In the following, the forward error ‖D − X̃n‖
will be analyzed and schemes for error control proposed. An analysis for explicit
schemes working at zero temperature has been presented elsewhere [56]. Here, implicit
schemes working at zero or finite temperature are treated.

First, we distinguish between errors due to a finite number of iterations n and
other errors:

‖D − X̃n‖ ≤ ‖D − gn
m(X0)‖ + ‖gn

m(X0) − X̃n‖. (4.1)

4.1. Errors due to a finite number of iterations. The first term on the
right hand side of (4.1), measuring errors in eigenvalues due to a finite number of
iterations n, can be controlled by choosing n sufficiently large.

At zero temperature,

‖D − gn
m(X0)‖ ≤

√
N max

j
|θ(µ − λj) − gn

m(f0(λj))|, (4.2)

where N is the matrix dimension. Assume that the initial scaling given by (3.10) is
used and that µ is located in the middle of the band gap. Then,

max
j

|θ(µ − λj) − gn
m(f0(λj))| = |θ(−ξ/2) − gn

m(f0(µ + ξ/2))| (4.3)

= gn
m(0.5 − α0ξ/2) (4.4)

=
1

1 +
(

1+α0ξ
1−α0ξ

)k
(4.5)

≤ 1

1 + e2kα0ξ
(4.6)

where again k = mn. Note that the maximum in (4.3) is degenerate and attained also
for λj = µ − ξ/2 which gives

|θ(µ − λj) − gn
m(f0(λj))| = |θ(ξ/2) − gn

m(f0(µ − ξ/2))| (4.7)

= 1 − gn
m(0.5 + a0ξ/2) (4.8)

= gn
m(0.5 − a0ξ/2). (4.9)
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Thus, choosing the number of iterations n so that

k ≥ 1

2α0ξ
log

(
1 − ε

ε

)
(4.10)

gives an error

max
j

|θ(µ − λj) − gn
m(f0(λj))| ≤ ε. (4.11)

At finite temperature, we can take advantage of the smoothness of fFD which
makes the following bound useful,

‖D − gn
m(X0)‖ ≤

√
N max

s∈C(F )
|fFD(s) − gn

m(f0(s))| (4.12)

where C(F ) is the closed convex hull of the eigenvalues of F . Assume that k fulfills
(3.12) so that all eigenvalues of X0 are in the [0, 1] interval. A polynomial fit to the
curve in Figure 2(b) gives the following demand on k:

k ≥ e(log(ε)−b)/a (4.13)

where maxs∈C(F ) |fFD(s) − gn
m(f0(s))| ≤ ε is the requested accuracy, a ≈ −2.0077,

and b ≈ −2.2387. The number of iterations n should be chosen sufficiently large so
that both (3.12) and (4.13) are fulfilled. Once the number of iterations is determined,
the initial scaling factor is given by (3.11), which gives the desired temperature.

4.2. Errors due to matrix perturbations. The second term on the right
hand side of (4.1), measuring errors due to the perturbations Ei in each step, is more
tricky. Let us first split up the error between the iterations. Since

gn−i
m (X̃i) = gn−i−1

m (Xi+1), i = 0, 1, 2, . . . , n − 2, n − 1, (4.14)

we have that

‖gn
m(X0) − X̃n‖ ≤ ‖gn

m(X0) − gn
m(X̃0)‖ + ‖gn−1

m (X1) − X̃n‖ (4.15)

≤
1∑

i=0

‖gn−i
m (Xi) − gn−i

m (X̃i)‖ + ‖gn−2
m (X2) − X̃n‖ (4.16)

≤ . . . (4.17)

≤
n∑

i=0

‖gn−i
m (Xi) − gn−i

m (X̃i)‖. (4.18)

We may now consider the error made in a single step i. Using recent matrix
function perturbation theory by Gil’ [18] we have that

‖gn−i
m (Xi) − gn−i

m (X̃i)‖ ≤ ‖Ei‖max
j,k

∣∣gn−i
m [ηj , η̃k]

∣∣ (4.19)

where {ηj} and {η̃k} are the eigenvalues of Xi and X̃i respectively, see Corollary 2.3
in [18].

At zero temperature,

max
j,k

∣∣gn−i
m [ηj , η̃k]

∣∣ = max
j,k

∣∣∣∣
gn−i

m (η̃k) − gn−i
m (ηj)

η̃k − ηj

∣∣∣∣ =
1

ξ̂i

(4.20)
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Fig. 3. Eigenspectra of Xi and eXi. The perturbed gap in (4.20) is ξ̂i = min(p, q).

where ξ̂i is the perturbed band gap in iteration i, see Figure 3. This is in agreement
with previous results for explicit schemes [56] based on Davis and Kahan’s bounds
on perturbations of subspaces [16, 17]. We note that the perturbation of the gap is
bounded by the spectral norm of the error matrix:

|ξ̂i − ξi| ≤ ‖Ei‖2, (4.21)

where ξi is the band gap of Xi. This is a direct consequence of Weyl’s theorem on
eigenvalue movement [64].

Regardless of temperature, we may use that

max
j,k

∣∣gn−i
m [ηj , η̃k]

∣∣ ≤ max
s

∣∣∣∣
d

ds
gn−i

m (s)

∣∣∣∣ = mn−i. (4.22)

This bound is somewhat easier to use than (4.20) since information about the band
gap is not needed. The bound (4.22) is particularly sharp at temperatures that give
occupation numbers close to 0.5.

Here it could be noted that (4.20) and (4.22) are directly related to the condition
number for the zero temperature case (2.4) and the bound of the condition number
for finite temperatures (2.5), respectively. For example, for the zero temperature case

we have that 1/ξ̂0 ≈ 1/(ξα0) ≈ ∆ǫ/ξ = κ. Thus, by (4.19), the condition number can
for recursive expansion methods be seen as an amplification factor that determines
the worst possible growth of any errors that occur during the calculation.

Using (4.22) we get

‖gn
m(X0) − X̃n‖ ≤

n∑

i=0

‖Ei‖mn−i (4.23)

for the second term on the right hand side of (4.1). Assume that an accuracy of

‖D− X̃n‖ ≤ γ is desired. Let us choose n large enough so that ‖D− gn
m(X0)‖ ≤ γ/2.

Then, the desired accuracy is guaranteed by (4.1) and (4.23) provided that

‖Ei‖ ≤ γ

2(n + 1)mn−i
, i = 0, 1, . . . , n. (4.24)

The system of linear equations (3.8) can be solved using an iterative linear system

solver [3] to obtain an approximate solution X̃i with residual matrix

Ri = [X̃m
i−1 + (I − X̃i−1)

m]X̃i − X̃m
i−1. (4.25)
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Note that the coefficient matrix is symmetric positive definite, and therefore we can
apply the conjugate gradient method. In order to stop the iterations of the linear
system solver in due time, we need a relationship between the residual Ri and the
error matrix Ei.

For the exact solution Xi to the set of linear systems we have that

[X̃m
i−1 + (I − X̃i−1)

m]Xi = X̃m
i−1 (4.26)

and therefore,

Ri = [X̃m
i−1 + (I − X̃i−1)

m](X̃i − Xi) (4.27)

and

Ei = X̃i − Xi = [X̃m
i−1 + (I − X̃i−1)

m]−1Ri. (4.28)

Since

‖[X̃m
i−1 + (I − X̃i−1)

m]−1‖2 = max
j

1

η̃m
j + (1 − η̃j)m

≤ 2m−1 (4.29)

where {η̃j ∈ [0, 1]} are the eigenvalues of X̃i−1, we have that

‖Ei‖ ≤ 2m−1‖Ri‖. (4.30)

Here we have used that ‖AB‖ ≤ ‖A‖2‖B‖ for every unitarily invariant norm ‖ · ‖,
see for example Theorem 3.9 in Chapter II of [64]. Thus, the desired accuracy is
guaranteed if

‖E0‖ ≤ γ

2(n + 1)mn
(4.31)

and

‖Ri‖ ≤ γ

2m(n + 1)mn−i
, i = 1, 2, . . . , n. (4.32)

This is the key result of this article, making it possible to control the forward error
of implicit recursive Fermi–Dirac operator expansions at any temperature.

5. Examples. In this section the error control of the previous section is demon-
strated. Calculations using the implicit recursive expansion scheme with m = 2 are
performed using the linear conjugate gradient method to solve the set of linear systems
in each iteration. The number of iterations and convergence criteria for the conjugate
gradient iterations are chosen as described in the previous section. In the conjugate
gradient method, the previous matrix X̃i−1 is used as starting guess when solving for

X̃i. Computational cost is measured by the number of matrix-matrix multiplications
needed for the entire expansion. In the conjugate gradient iterations, N matrix-vector
multiplications are counted as one matrix-matrix multiplication.

5.1. Tight binding calculations. We consider here two tight-binding models
that have previously been used in example calculations by Lin, Lu, Car, and E [35].
Thus, the results presented here can be directly compared to the results of that work.
The first model tight-binding Hamiltonian

H = −t
∑

〈i,j〉
c†i cj (5.1)

10



µ κ ‖D − D2‖ γ ‖D − eXn‖ ∆E n mmul

0 25.4 9.9 × 10−14 10−2 2.3 × 10−5 2.0 × 10−9 10 61
10−4 1.2 × 10−6 2.0 × 10−9 10 72
10−6 3.9 × 10−9 1.6 × 10−15 12 101

5.44 50.3 2.7 × 10−2 10−2 1.8 × 10−5 5.0 × 10−8 11 77
10−4 6.2 × 10−7 3.1 × 10−9 11 92
10−6 1.2 × 10−8 1.1 × 10−10 12 116

10.88 50.8 1.1 × 10−6 10−2 2.3 × 10−4 2.7 × 10−6 11 78
10−4 1.4 × 10−7 9.5 × 10−11 11 92
10−6 9.4 × 10−10 1.7 × 10−12 12 114

Table 1

Performance of the implicit scheme applied to the tight binding Hamiltonian matrix given by
(5.1). We count the number of matrix-matrix multiplications (mmul) for different values of chemical

potential µ and desired accuracy ‖D− eXn‖ ≤ γ. The condition number κ, a measure of idempotency

‖D − D2‖, the relative error in energy ∆E = |Tr[DF ] − Tr[ eXnF ]|/|Tr[DF ]|, and the number of
recursive expansion iterations n are also included in the table.

where c†i and cj are creation and annihilation operators in second quantization nota-
tion and i and j label neighboring sites on a simple cubic lattice with N = 10×10×10
sites and periodic boundary conditions. This gives a N ×N Hamiltonian matrix with
6 nonzero entries per row corresponding to hopping between nearest neighbors. We
choose the hopping parameter and temperature as in the work by Lin et al. [34, 35]:
t = 2.2676 eV and T = 100 K. We investigate the performance for a set of chemical
potentials chosen as in [35]. Results for the implicit recursive expansion method using
the schemes for error control presented in the previous section are shown in Table 1.

Noteworthy is that the density matrix for this example is close to being idem-
potent (D = D2) when µ = 0 eV and when µ = 10.88 eV. This is an effect of low
temperature and large eigenvalue gap around µ. When the density matrix is idem-
potent, explicit recursive expansion schemes designed for the zero temperature case
can be used. To get a feeling for the computational savings that are possible when
the result is idempotent, we apply four different explicit schemes to this tight-binding
Hamiltonian. The used methods are grand-canonical [39, 49] and trace-correcting
[42] purification. We also employ the accelerated nonmonotonic variants of these two
methods described in [52]. The results are shown in Table 2.

The explicit schemes use up to almost an order of magnitude fewer matrix-matrix
multiplications than the implicit scheme. The number of multiplications is for the
explicit schemes insensitive to the requested accuracy. Lower or higher accuracy
demands result in a similar number of multiplications. However, with a lower accuracy
demand, each multiplication can be carried out with lower accuracy as described for
example in [56], resulting in a reduced computational cost.

The second tight-binding Hamiltonian comes from a disordered Anderson model.
This Hamiltonian is obtained by adding on-site random energies εi to the tight-binding
Hamiltonian in (5.1):

H = −t
∑

〈i,j〉
c†i cj +

∑

i

εic
†
i ci. (5.2)

The on-site energies εi are taken to be uniformly distributed in [−1.13, 1.13]. Results
are shown in Table 3.

As already mentioned, the examples in this subsection were taken from [35] where
an algorithm based on a multipole representation of the Fermi–Dirac operator was

11



mmul

µ McW TC2 McW-S TC2-S
0 26 24 16 14

10.88 36 24 20 13

Table 2

Performance of explicit recursive expansion schemes applied to the tight binding Hamiltonian
matrix given by (5.1). (This is the same Hamiltonian matrix as was used for the results presented
in Table 1.) The applied schemes are grand-canonical (McW) and trace-correcting (TC2) purifica-
tion and their accelerated variants (McW-S and TC2-S). The table shows number of matrix-matrix

multiplications (mmul) needed to reach an accuracy of ‖D − eXn‖ ≤ 10−6.

µ κ ‖D − D2‖ γ ‖D − eXn‖ ∆E n mmul

0 41.8 1.5 × 10−13 10−2 1.3 × 10−4 1.3 × 10−8 10 67
10−4 3.6 × 10−7 3.3 × 10−13 10 85
10−6 1.4 × 10−8 1.6 × 10−13 12 118

5.44 754 3.3 × 10−1 10−2 4.3 × 10−4 2.1 × 10−7 11 88
10−4 4.0 × 10−6 1.9 × 10−9 11 112
10−6 2.0 × 10−8 3.0 × 10−13 12 144

10.88 71.3 3.4 × 10−4 10−2 1.6 × 10−4 3.4 × 10−6 11 85
10−4 1.3 × 10−6 1.8 × 10−9 11 109
10−6 2.2 × 10−8 9.3 × 10−11 12 140

Table 3

Performance of the implicit scheme applied to the Anderson tight binding Hamiltonian matrix
given by (5.2). We count the number of matrix-matrix multiplications (mmul) for different values

of chemical potential µ and desired accuracy ‖D − eXn‖ ≤ γ. The condition number κ, a measure of

idempotency ‖D − D2‖, the relative error in energy ∆E = |Tr[DF ] − Tr[ eXnF ]|/|Tr[DF ]|, and the
number of recursive expansion iterations n are also included in the table.

presented. A comparison between that work and the results presented in tables 1
and 3 indicates that the implicit recursive expansion scheme is substantially more
efficient than the multipole based method. For the tight-binding examples considered
here, the multipole based method used 300–380 matrix-matrix multiplications with
variations depending mainly on the requested accuracy [35]. It should be noted that
the overall computational cost for both methods depends on the cost to carry out the
matrix-matrix multiplications. If sparse matrix algebra and dropping of small matrix
elements were used, the performance would depend on the matrix sparsity that can
be brought about in intermediate steps of the two methods.

We recall from Section 2 that the condition number κ ≤ β∆ǫ/4. For both Hamil-
tonian matrices considered in this subsection we have that β∆ǫ/4 ≈ 789. We note
that the condition numbers in tables 1 and 3 are much smaller than β∆ǫ/4 when the
density matrix is close to being idempotent.

5.2. Kohn–Sham density functional theory calculations. In this section
we consider examples from self-consistent field Kohn–Sham density functional theory
calculations. As discussed in Section 2, it is important to consider how the condition-
ing of the problem affects the performance of the method. For systems with fractional
occupation numbers, the condition number depends mainly on the temperature and
the spectral width of the effective Hamiltonian matrix, see (2.5). Thus, different con-
dition numbers can be obtained by varying either the temperature or the spectral
width. In the following, we try both approaches. Kohn–Sham matrices and overlap
matrices used in this subsection were generated with the Ergo program [59, 60] run-

12



ning self-consistent field density functional theory calculations using the local density
approximation (LDA) and standard Gaussian basis sets. Inverse Cholesky factors of
the overlap matrices were used for congruence transformations to orthogonal basis,
see (1.10).

We start by varying the temperature for a small graphene sheet depicted in Fig-
ure 4(f) whose atomic coordinates were obtained by replicating a perfect honeycomb
pattern with C-C distance 1.42 Å and H terminations with C-H distance 1.01 Å.
Results are shown in Figure 4.

Figure 5 shows results for a set of hydrides HX, where X is one of H, F, Cl,
Br, and I. For these systems, Kohn–Sham matrices were generated at fixed electronic
temperature. Since the spectral width of the Kohn–Sham matrix generally increases
with the largest atom number in the system, we get a varying condition number also
for this set of calculations.

For the graphene sheet, the density matrix is essentially idempotent (D ≈ D2)
for temperatures up to 316.2 K, see the rightmost eigenspectrum in Figure 4(a). This
means that temperatures up to 316.2 K give the same result as for zero temperature.
In Figure 4(a) one can also see that for increasing temperature, the density matrix
approaches the identity matrix scaled with the occupation factor: D = (Nocc/N)I
which depends on the number of electrons and basis functions in the system. Tem-
peratures like 316.2 K were used in order to get approximately equidistant spacing in
the logarithmic plots (316.2 ≈ 102.5).

The calculations were performed with three different requested accuracies: ‖D −
X̃n‖ ≤ γ ∈ {10−2, 10−4, 10−6}. As can be seen in figures 4(b) and 5(b), the errors
end up below the requested accuracy as expected.

The number of recursive expansion iterations is determined by inequalities (3.12)
and (4.13). At low temperatures (large condition numbers), inequality (3.12) is the
most restrictive of the two and therefore the number of iterations

n ≈ log(β max(µ − λmin, λmax − µ)/2)

log m
=

log(β∆ǫ/C1(µ))

log m
(5.3)

where C1(µ) ∈ [2, 4] is a constant depending on the chemical potential µ. At high
temperatures (small condition numbers) inequality (4.13) is the most restrictive and
the number of iterations

n ≈ C2(γ)

log m
(5.4)

where C2(γ) is a constant depending on the requested accuracy γ. This explains the
results presented in figures 4(c) and 5(c).

It is shown in Appendix B that the number of conjugate gradient iterations needed
to reach the accuracy required by (4.24) is bounded by

1

2

√
κ2 log

(
2
√

κ2δ
2(n + 1)mn−i

γ

)
(5.5)

where κ2 is the spectral condition number of the coefficient matrix and δ = ‖X̃i−1 −
Xi‖ is the initial error in the conjugate gradient iterations. (We recall that X̃i−1 is
used as starting guess when solving for Xi.) The condition number κ2 is bounded:

κ2 =
maxj η̃m

j + (1 − η̃j)
m

minj η̃m
j + (1 − η̃j)m

≤ 1

0.5m−1
= 2m−1 (5.6)
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where we recall that {η̃j ∈ [0, 1]} are the eigenvalues of X̃i−1. Therefore, the number
of conjugate gradient iterations needed in a single recursive expansion iteration is
bounded by

1

2

√
2m−1 log

(
4
√

2m−1δ
(n + 1)mn−i

γ

)
=

1

2

√
2m−1

(
log

(
4
√

2m−1δ

γ

)
+ log (n + 1) + (n − i) log (m)

)
.

(5.7)

Note that in each conjugate gradient iteration we perform N matrix-vector multipli-
cations since we need to solve for all N columns of Xi.

We also need to count matrix-matrix multiplications needed to evaluate the co-
efficient matrix and the right hand side matrix. This amounts to evaluating matrix
polynomials which can be done with the Paterson–Stockmeyer method using O(

√
m)

matrix-matrix multiplications [50]. Counting N matrix-vector multiplications as one
matrix-matrix multiplication we have that the total number of matrix-matrix multi-
plications in the recursive expansion is bounded by

O
(
n2

)
. (5.8)

The analysis above may give the impression that the number of matrix-matrix
multiplications for a fixed requested accuracy should be proportional to the squared
number of iterations. The results presented in figures 4(d) and 5(d) are not fully in
agreement with such a conclusion. The reason is mainly that, although bounded, the
condition numbers of the linear system coefficient matrices vary with temperature and
eigenvalue distribution. For example, at extremely high temperatures, the coefficient
matrices are close to being scaled identity matrices with condition numbers equal to 1.
This leads to very few conjugate gradient iterations being needed.

In figures 4(e) and 5(e) we can see that κ ≈ β∆ǫ/4 in cases with fractional
occupation, just as anticipated in Section 2. Assume that the chemical potential µ
lies in the middle of the eigenspectrum so that C1(µ) = 4. Then, (5.3) and (5.8) imply
that the computational cost measured by the number of matrix-matrix multiplications
for low temperatures is bounded by O

(
(log(κ))2

)
.

6. Discussion and concluding remarks. In this work, it was suggested that
the number of iterations n should be chosen sufficiently large such as to guarantee a
certain accuracy in eigenvalues. However, one motivation for using a finite tempera-
ture Fermi–Dirac distribution is to improve the self-consistent field convergence [51].
Then, the temperature is lowered in each self-consistent field iteration and set to zero
before the end of the self-consistent field process. In such cases, it is not likely that
high accuracy in fractional occupation numbers is important and the condition on the
number of iterations given by (4.13) may then be relaxed.

The forward error was in this paper bounded in terms of the Frobenius norm. As
has been discussed previously, use of the Frobenius norm whose value grows intrin-
sically with system size is unsatisfactory when very large systems are to be treated
[58]. We recall from (4.1) that the total forward error was split in two parts. In case
of the spectral norm, bounds for the first part (‖D − gn

m(X0)‖) can be obtained by
replacing the factor

√
N with 1 in (4.2) and (4.12). The results for the second part

(‖gn
m(X0) − X̃n‖) are expected to hold also for the spectral norm. However, to the

author’s best knowledge, the bound in (4.19) has for the spectral norm only been
proven for the zero temperature case [17, 56].
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Fig. 4. Graphene sheet: Results for the implicit scheme with m = 2 when the number of itera-
tions and convergence criteria for conjugate gradient iterations are chosen as described in Section 4.
The effective Hamiltonian matrices come from converged density functional theory self-consistent
field calculations on a small graphene sheet—depicted in Panel (f)—using the local density approx-
imation (LDA) and the Gaussian basis set 6-311G**. The effective Hamiltonian matrices which
were essentially dense with dimension 588× 588 were computed for temperatures between 316.2 and
3.162 ·108 K to obtain varying condition number. The spectral width ∆ǫ of the Kohn–Sham matrices
varied between 921 and 963 eV depending on temperature. The implicit scheme was run for three
different requested accuracies: ‖D − eXn‖ ≤ γ ∈ {10−2, 10−4, 10−6}. Panel (a) shows the eigen-

spectrum of the density matrix, Panel (b) the error in the density matrix ‖D − eXn‖, Panel (c) the
number of recursive expansion iterations, Panel (d) the number of matrix-matrix multiplications,
and Panel (e) the condition number κ. 15
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Fig. 5. Hydrides: Results for the implicit recursive expansion with m = 2 when the number
of iterations and convergence criteria for conjugate gradient iterations are chosen as described in
Section 4. The effective Hamiltonian matrices come from converged density functional theory self-
consistent field calculations on a set of hydrides HX, X ∈ {H, F, Cl, Br, I} using the local density
approximation (LDA) and the Gaussian basis set 3-21G. The matrix dimensions were 4, 11, 15, 24,
and 33 for HH, HF, HCl, HBr, and HI, respectively. The temperature was fixed to 100000 K in all
calculations. The temperature was chosen large enough to get fractional occupation numbers for the
set of test systems. The implicit scheme was run for three different requested accuracies: ‖D− eXn‖ ≤
γ ∈ {10−2, 10−4, 10−6}. Panel (a) shows the eigenspectrum of the density matrix, Panel (b) the

error in the density matrix ‖D − eXn‖, Panel (c) the number of recursive expansion iterations,
Panel (d) the number of matrix-matrix multiplications, and Panel (e) the condition number κ. The
spectral widths (∆ǫ) of the Kohn–Sham matrices were about 45, 740, 2740, 13000, and 31400 eV
for HH, HF, HCl, HBr, and HI, respectively. The largest condition number is therefore obtained for
the iodine hydride molecule (rightmost points) whereas the smallest condition number is obtained
for the hydrogen molecule (leftmost points). 16



The requirement for Ei and for the residual Ri given by (4.24) and (4.32) may
seem restrictive for large n. The requirement reflects the fact that the problem be-
comes increasingly difficult to solve when the temperature decreases, and n must be
increased. For systems with a large bandgap, the bound in (4.22) is not sharp and in
such cases it could be better to use an algorithm that computes the left hand side of
(4.22) and uses that information to decide how large ‖Ei‖ is allowed to be. Systems
with small gaps give large condition numbers for low temperatures and it is then
natural that the requirement for Ei is restrictive.

The set of systems in (3.8) consists of N linear systems that share a coefficient
matrix, often referred to as a multiple right hand sides linear system. The linear
systems are extremely well conditioned with spectral condition numbers κ2 ≤ 2m−1.
Many possibilities to speed up the solution of these equations exist. The N systems
can be solved in parallel. It is also possible to shift the work from matrix-vector
multiplications to more efficient matrix-matrix multiplications. Alternatively, some
method specialized for the solution of multiple right hand sides linear systems may be
used, see for example [47]. Preconditioning techniques such as incomplete Cholesky
factorization could also be used; perhaps combined with iterative refinement [44]
between the recursive expansion iterations. Neither of the approaches above were
tested here. However, we took advantage of the fact that X̃i−1 is a good starting
guess when solving for Xi [43]. For the tight-binding calculations in Section 5.1, this
resulted in a reduction of the number of matrix-matrix multiplications of around 20%
compared to calculations employing random starting guesses.

As can be seen in Table 2, the convergence of explicit recursive polynomial ex-
pansion schemes can be accelerated by use of a scale and fold technique [52]. This
type of acceleration is possible also for implicit schemes working at zero electronic
temperature. In this case, the accelerated iteration is given by

fi(x) = gm(αi(x − 0.5) + 0.5) (6.1)

where αi ≥ 1 determines the amount of scaling.
In conclusion, ways to control the forward error of recursive Fermi–Dirac opera-

tor expansions were proposed. The proposed schemes guarantee that the requested
accuracy in terms of the difference to the exact result is achieved. The new schemes
were here used to select stopping criteria for the conjugate gradient iterations in each
recursive expansion iteration. However, the analysis may also be used to control er-
rors due to neglect of small matrix elements to achieve matrix sparsity as needed in
linear scaling methods. Condition numbers for the problem of computing the density
matrix were derived and it was shown that the computational cost of the recursive
schemes increases only with the squared logarithm of the condition number.

Appendix A. Derivation of condition numbers.

Theorem A.1. Let X be a Hermitian matrix with eigenvalues {λi} and spectral

width ∆ǫ and let f be a function defined on R and differentiable on the eigenspectrum

of X. Then,

κ = lim
h→0

sup
A:‖A‖=∆ǫ

‖f(X + hA) − f(X)‖
h

= ∆ǫmax
j,k

|f [λk, λj ]| (A.1)

where ‖ · ‖ is the Frobenius matrix norm.

Lemma A.2. Let X be a Hermitian matrix with eigenvalues {λi} and spectral

width ∆ǫ and let f be a function defined on R and differentiable on the eigenspectrum
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of X. Then, there exists a matrix A such that ‖A‖ = ∆ǫ and

lim
h→0

‖f(X + hA) − f(X)‖
h

= ∆ǫmax
j,k

|f [λk, λj ]| (A.2)

where ‖ · ‖ is either the spectral or Frobenius matrix norm.

Proof of Lemma A.2. Let

X =
∑

i

λixix
∗
i (A.3)

be the eigendecomposition of X and let

X̃ = λ̃j x̃j x̃
∗
j + λkx̃kx̃∗

k +
∑

i6=j,k

λixix
∗
i (A.4)

where j and k are chosen such as to maximize |f [λj , λk]| and where λ̃j = λj +hδ and

x̃k = xk cos θ + xj sin θ, (A.5)

x̃j = −xk sin θ + xj cos θ. (A.6)

Case 1. Assume that λk = λj . Choose θ = 0 and δ = ∆ǫ and let

A =
X̃ − X

h
= ∆ǫxjx

∗
j . (A.7)

Then, ‖A‖ = ∆ǫ and

lim
h→0

‖f(X + hA) − f(X)‖
h

= lim
h→0

‖f(X̃) − f(X)‖
h

= lim
h→0

‖(f(λj + ∆ǫh) − f(λj))xjx
∗
j‖

h

= lim
h→0

|f(λj + ∆ǫh) − f(λj)|
h

= ∆ǫ lim
h→0

|f(λj + ∆ǫh) − f(λj)|
∆ǫh

= ∆ǫ|f ′(λj)|. (A.8)

Since j and k are chosen such as to maximize f [λj , λk] and since λk = λj ,

∆ǫ|f ′(λj)| = ∆ǫmax
j,k

|f [λk, λj ]| (A.9)

and

lim
h→0

‖f(X + hA) − f(X)‖
h

= ∆ǫmax
j,k

|f [λk, λj ]|. (A.10)

Case 2. Assume that λk 6= λj . Choose δ = 0 and

θ = arcsin

(
∆ǫ

τ

h

λk − λj

)
(A.11)
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where τ = 1 in case of spectral norm and τ =
√

2 in case of the Frobenius norm.
First, we note that

x̃j x̃
∗
j − xjx

∗
j = xkx∗

k sin2 θ + xjx
∗
j cos2 θ − xkx∗

j sin θ cos θ − xjx
∗
k cos θ sin θ − xjx

∗
j

= xkx∗
k(1 − cos2 θ) − xjx

∗
j sin2 θ − xkx∗

j sin θ cos θ − xjx
∗
k cos θ sin θ

= −(x̃kx̃∗
k − xkx∗

k) (A.12)

which gives

X̃ − X = λj(x̃j x̃
∗
j − xjx

∗
j ) + λk(x̃kx̃∗

k − xkx∗
k)

= (λk − λj)(x̃kx̃∗
k − xkx∗

k). (A.13)

Furthermore,

f(X) =
∑

i

f(λi)xix
∗
i (A.14)

f(X̃) = f(λj)x̃j x̃
∗
j + f(λk)x̃kx̃∗

k +
∑

i6=j,k

f(λi)xix
∗
i . (A.15)

Let A = (X̃ − X)/h. Then, by (A.11) and (A.13) we have that

A =
X̃ − X

h
=

λk − λj

h
(x̃kx̃∗

k − xkx∗
k)

=
∆ǫ

τ sin θ
(x̃kx̃∗

k − xkx∗
k). (A.16)

The nonzero singular values of x̃kx̃∗
k − xkx∗

k are {sin θ, sin θ}, see for example Theo-
rem 5.5 in Chapter I of [64]. Therefore, we have that ‖x̃kx̃∗

k − xkx∗
k‖ = τ sin θ and by

(A.16) that ‖A‖ = ∆ǫ.
Finally, by (A.12) and (A.13) we have that

lim
h→0

‖f(X + hA) − f(X)‖
h

= lim
h→0

‖f(λj)(x̃j x̃
∗
j − xjx

∗
j ) + f(λk)(x̃kx̃∗

k − xkx∗
k)‖

h

= lim
h→0

‖(f(λk) − f(λj))(x̃kx̃∗
k − xkx∗

k)‖
h

= lim
h→0

‖X̃ − X‖
h

∣∣∣∣
f(λk) − f(λj)

λk − λj

∣∣∣∣
= ∆ǫmax

j,k
|f [λk, λj ]|. (A.17)

Proof of Theorem A.1. By Lemma A.2,

κ ≥ ∆ǫmax
j,k

|f [λj , λk]|. (A.18)

Using recent matrix perturbation theory by Gil’ [18] we have that

κ = lim
h→0

sup
A:‖A‖=∆ǫ

‖f(X + hA) − f(X)‖
h

(A.19)

= [by Corollary 2.3 in [18] ] (A.20)

≤ lim
h→0

sup
A:‖A‖=∆ǫ

h‖A‖maxj,k |f [λj , λk]|
h

(A.21)

= ∆ǫmax
j,k

|f [λj , λk]|. (A.22)
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Thus, κ = ∆ǫmaxj,k |f [λj , λk]|.
Appendix B. Convergence of the conjugate gradient method. Given a

linear system Ax = b and a sequence of conjugate gradient iterates xj , j = 0, 1, . . . ,
let

aj = x − xj (B.1)

be the error vector after j iterations. The error is bounded, see for example [23]:

‖aj‖2 ≤ 2
√

κ2

(√
κ2 − 1√
κ2 + 1

)j

‖a0‖2. (B.2)

Here, κ2 is the spectral condition number of A.
We would like to have a bound on the number of iterations needed to reach an

accuracy

‖aj‖2 ≤ ε‖a0‖2. (B.3)

Let

ε = 2
√

κ2

(√
κ2 − 1√
κ2 + 1

)j

. (B.4)

Then we get that

j =
1

2

√
κ2

log
(

2
√

κ2

ε

)

log

((√
κ2+1√
κ2−1

)√
κ2/2

) . (B.5)

Since

log

((√
κ2 + 1√
κ2 − 1

)√
κ2/2

)
≥ 1 (B.6)

we have that

j ≤ 1

2

√
κ2 log

(
2
√

κ2

ε

)
. (B.7)

In the recursive Fermi operator expansion, we need an accuracy such that the
norm of the error matrix

‖Ei‖ ≤ γ

2(n + 1)mn−i
(B.8)

in each recursive expansion iteration i, see (4.24).
For the sake of analysis, the set of linear systems to be solved in each recursive

expansion iteration can be seen as a single system with a N2 ×N2 coefficient matrix
consisting of N disconnected systems with different right hand sides. Then, we have
that to fulfill (B.8) we need to reach an accuracy

‖Ei‖ = ‖aj‖2 ≤ ε‖a0‖2 =
γ

2(n + 1)mn−i
. (B.9)
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By (B.7) and (B.9) we have that the number of conjugate gradient iterations is
bounded by

1

2

√
κ2 log

(
2
√

κ2‖a0‖2
2(n + 1)mn−i

γ

)
. (B.10)
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