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Populärvetenskaplig sammanfattning
En stokastisk modell för att analytiskt bestämma viktiga parametrar inom
högfrekvent aktiehandel blir evaluerad och testad på riktig handelsdata. Modellen är förslagen av Professor Rama Cont vid Columbia University tillsammans med sin doktorand Adrien de Larrard i deras artikel “Price dynamics in
a Markovian limit order book” från 2010. De analytiska formlerna är baserad
på antagandet att förekomsten av inkommande ordrar, orderkancelleringar och
orderexekveringar är exponentiellt fördelade. I denna rapport visas att detta
antagande är inkorrekt samt att resultaten från de analytiska formlerna inte
stämmer överens med det empiriska handelsdatat. Det ges dock förslag på andra fördelningar, än den exponentiella, som tycks stämma bättre överens med
det empiriska handelsdatat.
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Chapter 1

Introduction
Since the introduction of computer automated trading in the late 1980s it has
come to largely replace the previous floor-based trading (Cont, 2011 [2]). By
the year 2010 it was estimated that High Frequency Trading (HFT) firms were
responsible for over 37 % of all equity trades in Europe and more than 55 %
in United States and that this number was still rising. The liquidity of the
market has increased substantially over the last 10 year. During this time, the
frequency of order submission has increased together with a decrease in time
between consecutive market order executions from around 25 milliseconds to
less than a millisecond (Grant, 2010 [9]). Mostly due to these HFT-firms.
Some very liquid stocks have several hundred submitted orders per second
and can have well over 10 000 price changes in a market day (See table 1.1).
Therefore, the data sets from such equities are large. Consequently, research
and analysis constitutes a challenge.
Study into this field of finance is relatively new and often very secretive
among the trading firms. However, the existence of rich trading data suggests a
statistical approach, which can provide an important insight into the complex
price dynamics in a limit order market. Developing statistical models can provide a prediction of significant market variables such as equity price, trading
volume and order flow (Cont and de Larrard, 2010 [3]).
The vast majority of markets for trading financial assets are order-driven
markets and the trend in recent years is clearly in favor of such markets (Leleux
Associated Brokers, 2012 [6]). Hence a large amount of different stocks are
traded on such electronically driven markets. In an order-driven market all
bid (respectively ask) orders, placed on any equity, are centralized in a limit
order book available to all market participants. Market orders are then executed against the best bid (respectively ask) in the limit order book. Given the
complex relation between the order book state and the price dynamics, it has
been a challenge to provide an analytically tractable model for significant quantities, e.g. probability of a price increase and price volatility. Empirical studies
have shown that the limit order book state contains valuable information on
the short-term price dynamics, which suggest a further research regarding this
4

Stock
Citigroup
General Motors
Ericsson B

Average # of orders/second
450
240
9

# Price changes in a day
12499
7862
4725

Table 1.1: Average number of orders per second as well as the number of price
changes in a day for different stock. (Data: Citigroup and General Motors, June
26th, 2008 (Cont and de Larrard, 2010 [2]), traded on Dow Jones. Ericsson B,
October 7th, 2011, traded on Stockholm Stock Exchange.
subject (Cont and de Larrard, 2010 [3]).
Trading data can be obtained from a financial data vendor. There are numerous vendors such as Bloomberg L.P., SunGard, Factset and many more. The
data sets used in this master thesis paper are for the Ericsson B stock on October 7th, 2011. Ericsson B is one of the most liquid stocks on the Stockholm
Stock Exchange and the data was recorded and given to us from the NASDAQ
OMX Group. NASDAQ OMX Group is the company that, as of 2008, owns and
operates the Stockholm Stock Exchange (SSE) (NASDAQ OMX Group, 2012
[10]).

1.1

Investing in stocks

There are many different strategies when it comes to investing ones money. One
(almost) risk free way is to put the money in a savings account and the bank and
collect the interest offered by the bank. Usually, the interest rate is somewhere
between 0.5 % up to 3.5 % depending on the amount of money and the duration
of time for which the money is committed. Another way of investing money is
to buy some stock or some other exchange-traded fund and hope its value will
increase with time. Preferably more than the bank interest, since buying any
exchange-traded equity is associated with a greater risk. Countless methods
designed to predict how a stock price will change exist but no one can ever be
100 % sure to profit from trading stocks. It is therefore important to always
take any trading tip with a grain of salt no matter who is giving it, trading
algorithms included.

1.2

High frequency trading firms

Many considered the stock market collapse in the fall of 2008 as the true initiation of the current financial crisis. Since then, several banks, moneylenders,
investors and pretty much everyone that had a hand in the stock market, have
struggled to mediate their losses (Duhigg, 2009 [7]). How is it then possible
for some hedge funds and large banks such as Golden Sachs to earn so much
money this soon after the crisis? One answer to this is high frequency trading (Durbin, 2010 [8]). Former chairman and chief executive of the New York
5

Stock Exchange (NYSE), William H. Donaldson, said, “This is where all the
money is getting made! ” about HTF, a few years back (Duhigg, 2009 [7]). “In
many ways trading has become a technological race where computational speed
often determines who wins and who loses” - (Duhigg, 2009 [7]). But how do
the HFT-firms use this incredible speed to their advantage? And how do they
earn money from it? Important to know is that all firms use their own (very
secret) algorithms for trading. However, one of the basic thoughts remains the
same. The HFT-computers receive information electronically; they process it
and make elaborate decisions based on it long before “human” traders are capable of processing what they observe. This is one of the primary causes for the
huge amount of money that HFT can make.

1.3

The limit order book

As previously stated, an increasing amount of equities are traded at electronically order-driven markets, where participants may place limit bid/ask orders,
market buy/sell orders as well as order cancellations. All such events are then
centralized in a limit order book. The limit order book can be viewed by all
market participants and at each point in time it consist of all limit orders waiting to be executed. There are order queues at several different price levels,
increasing price on the ask side, and decreasing price on the bid side. Whenever
a limit order of some size and price level arrives, the corresponding queue in the
limit order book is increased by this size. The same theory holds true for cancellations, but then, clearly, the corresponding price queue will decrease with
the size of the cancellation order. Market sell/buy orders on the other hand
always acts on the current best bid/ask price level. The current bid order in the
limit order book with the highest price is the best bid order and with the same
principle, the current ask order in the limit order book with the lowest price is
the best ask order. As long as there exists at least one order on both the ask
and bid side there will always be a best bid and best ask price in the limit order
book for any equity (Cont and de Larrard, 2012 [4]). Figures 1.1 - 1.3 sums up
the dynamics of the limit order book.
To recapitulate, the state of the limit order book is modified by order book
events: limit order, cancellations and market orders (Cont, 2011 [2]). In figure
1.1 - 1.3 it can be seen that there are several price levels in the limit order book.
The queues at the best bid price and best ask price are referred to as the Level I
order book and empirical studies suggest that the major component of the order
flow occurs at this level (Biais et al., 1995[1]).

6

Figure 1.1: A limit order book with 1500 shares of stock on the best bid (100.00
SEK) and 800 shares of stock on the best ask (100.05 SEK).

Figure 1.2: A limit ask order of 300 shares of stock arrives at the best ask price
(100.05 SEK). The best ask queue is therefore increased with 300 shares of stock
to a total volume of 1100.

7

Figure 1.3: A market sell order of 600 shares of stock arrives. The best bid
queue is therefore decreased with 600 shares of stock to a total volume of 900.

1.4

Summary

Rama Cont and Adrien de Larrard purposed an Markovian model of a limit
order book in their paper “Price dynamics in a Markovian limit order market”
from 2010 [3]. This model allows for a wide range of properties to be computed
analytically yet it is not as complex as many other existing models (E.g. Cont
et al., 2010 [5]). The approach is motivated by empirical studies (Biais et al.,
1995 [1] and Panchapahesan and Harris, 2005 [11]) which suggest that the main
component of the dynamics of the price is driven by variations of the best ask
and bid queues. The main thought is to use a stochastic model for the dynamics
of the queues at the best bid and ask price in the limit order book, in which
arrivals of limit orders, market orders and cancellations are described in terms of
a Markovian queueing system. This master thesis paper will mainly focus on the
possible applications of this model in practice. The models possible applications
are evaluated in terms of a comparison with empirical high frequency data,
looking mainly on tractability of the
• distribution of duration between price changes
• probability of an upward price move
• volatility of the price
which all can be expressed analytically in terms of this model.
In many aspects the model do not seem to fit the data. However, it seems
to capture some of the salient features of the order book dynamics, such as the
duration between price changes.
8

We will show that the order arrival times in the limit order book are not
exponentially distributed as assumed in this model. Moreover, we will show
that by letting the order arrival times be distributed according to either a fitted
Weibull distribution or a log-normal distribution will result in better correlation
with the empirical data. We also argue that the use of either of these distributions could yield as great analytical tractability as Cont and de Larrard gave
for the exponential distribution in their paper (Cont and de Larrard, 2010 [3]).

9

Chapter 2

The Markovian model of the
limit order dynamics
2.1

The reduced form of the limit order book

As suggested in chapter 1 the major component of the order flow occurs at
the best bid and best ask levels of the price. In this model a reduced form of
the limit order book is used where only events occurring at this level are taken
into consideration. Thus disregarding all events that are taking place at the
other parts of the limit order book (Cont and de Larrard, 2010 [3]). With this
reduction our model will have four dimensions, namely the
• best ask price sat ,
• best bid price sbt ,
• queue size at the best ask price qta ,
• queue size at the best bid price qtb .
For the example in figure 1.1 we have sat = 100.05, qta = 800, sbt = 100.00 and
qtb = 1500. The example given by 1.1 - 1.3 holds true in this model, that a
limit buy (respectively sell) order of size Q will increase the bid (receptively
ask) queue by Q shares of stock. If it would have been a market or cancellation
order the corresponding queue would decrease with Q shares of stock. Since this
model only considers the best bid/ask queues, market orders and cancellations
will affect the queue sizes (qta , qtb ) in the same manner.
The price of the stock changes whenever either qta or qtb is depleted (that is if
a market order or cancellation removes the last shares of stock in qta or qtb ). If qta
is depleted the price moves up with one tick to the next price level of the order
book. A “tick ” is the minimum price movement of an equity, e.g. for Ericsson
B it is 0.05 SEK. Likewise, if qtb is depleted the price will move down one tick
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Bid/Ask spread
Citigroup
General Motors
Ericsson B

1 tick
98.82
98.71
65.72

2 ticks
1.18
1.15
33.87

≥ 3 ticks
0
0.14
0.41

Table 2.1: Percentage of trading time where the spread is one tick, two ticks
and larger than 3 ticks
to the lower price level. In other words, if the bid queue is depleted the price
will move down and if the ask queue is depleted the price will move up.
Another reduction of the real limit order book that this model incorporates
is the assumption that the gap between the best ask and bid price (sat − sbt ) is
exactly one tick (this gap is often referred to as the spread). This assumption is
not completely invalid, at least not for very liquid stocks. As it can be seen in
table 2.1, most of the time the spread is equal to exactly one tick. For Ericsson B,
which is one of the most liquid stock on the Stockholm Stock Exchange (Avanza,
2012 [12]), it can be seen that most of the time the spread is equal to one tick
but not as often as the other two stocks. An explanation for this is that the
liquidity of both Citigroup and General Motors is higher than that of Ericsson
B. In table 1.1 it can be seen that there are approximately 50 and 27 times
more incoming orders on Citigroup and General Motors receptively compared
with Ericsson B. The fewer incoming orders that there are for a stock, the fewer
orders there are to fill up the spread after a price change which is the main
explanation for Ericsson B to sometimes have a spread of two ticks.
With the assumption that the spread is always equal to exactly one tick
the dimension of this problem is reduced further since, e.g. sat then can be
expressed as sat = sbt + δ, where δ is the tick size. However, one could argue that
the liquidity of the Ericsson B stock is not high enough to be applicable for use
within this model.

2.1.1

The queue depletion event

Whenever the ask or bid queue is depleted, the two queues instantly assume
new values. Since this model, in contrast to e.g. Cont et al. (2010) [5], do not
keep record of events (meaning order arrivals, market orders and cancellations)
at other price levels of the order book than the best bid/ask, new values need
to be drawn from a distribution. This distribution which we denote f on N2
represents, in statistical sense, the depth of the order book after a price change,
where f (x, y) denotes the probability of observing (qta , qtb ) = (x, y) directly after
a price change (Cont and de Larrard, 2010 [3]). Note that f is independent of
both previous events in the order book as well as the history of the price. Let
a
b
(qt−
, qt−
) denote the queue sizes of the limit order book before some event and
a b
(qt , qt ) the queue sizes after. If there is an event (market order or cancellation)
a
b
such that either qt−
or qt−
is depleted, then (qta , qtb ) is a random variable with
distribution f . This distribution can be empirically found from the data and
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for Ericsson B it can be viewed in figure 2.1. Note especially that the x and y
axis are in the unit batches of stock. One batch is the average number of shares
of stock that an incoming order consists of. For Ericsson B, one batch is 1441
shares of stock.
The continuous-time process given by Xt = (sat , qta , qtb ) ∈ δZ × N2 describes
the reduced form of the limit order book in this model, whose piecewise constant
sample paths correspond to the order book events (Cont and de Larrard, 2010
[3]). After finding the cumulative distribution function (See figure 2.2) it is
possible to sample random values (qta , qtb ) from it, after a depletion.

Figure 2.1: The joint probability distribution of the bid and ask queue after a
price change. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)
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Figure 2.2: The joint cumulative distribution function of the bid and ask queue
after a price change. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)

2.2

The Markov model for the limit order book
dynamics

Events for the limit order book are assumed to be independent and to occur
according to Poisson processes. All individual events are thus assumed to occur
at independent exponentially distributed times according to equation 2.1. The
probability density function (PDF) for the exponential distribution is given by
f (x; λ) = λeλx , x ≥ 0,

(2.1)

where λ > 0 is the rate parameter. The rate parameter for incoming orders,
market orders and cancellations can be determined empirically from the data.
This can be done in different ways depending much on what sort of data one has
access to. In Cont et al. (2010) [5], one way is suggested based on data where
one is unable to track each individual trading event. Meaning that they did not
have access to data where one explicitly can see what event that has occurred.
The data we had access to (see section 3.1) contained more detail in this regard,
such that we were able to track each individual event and calculate these rate
parameters directly. Instead of making estimations for the rate parameters as
in Cont et al. (2010) [5], we shall give analytical formulas to calculate these
13

parameters exactly; given one has access to actual orders/message data as we
have. This is done in section 2.2.1. The independent events that can occur are,
• Limit bid/ask orders at the best bid/ask queues occur at independent,
exponential times with rate parameter λ.
• Cancellations at the best bid/ask queues occur at independent, exponential times with rate parameter θ.
• Market bid/ask orders occur at independent, exponential times with rate
parameter µ.
All the order sizes, be it incoming orders, cancellations or market orders, are
equal to 1 (batch of stock) without loss of generality.
Under the above assumptions the queue sizes qt = (qta , qtb ) ∈ N2 will be a
Markov process with transitions corresponding to order book events with the
rate parameters previously described. The following describes the dynamics of
the Markov process:
• At rate λ:
– Arrival of new limit bid/ask orders increasing the respective queue
by one 1 unit
• At rate θ + µ:
– Arrival of cancellation/market orders, then either
(i)
(ii)

the corresponding queue is decreased by 1 unit as long as
it is >1
one of the queues are depleted, thus qt is a random variable with distribution f

Figure 2.3 - 2.5 summarizes the model in an graphical way. The three figures
are to be seen as a series of events in this model. First we have just the reduced
form of the limit order book, which in this model consists only of the best bid
and ask queues qt = (qta , qtb ) (see figure 2.3). The next event is either a market
order or a cancellation order in the bid queue, decreasing it by one batch of stock
(see figure 2.4). The third event is another market order or cancellation order
such that the ask queue qta is depleted. Because of this we have an upward
price move and new queue sizes qt = (qta , qtb ) are drawn from a distribution.
Note especially that the spread is always equal to δ = 0.05 (one tick) and that
both of the queue sizes qt = (qta , qtb ) after the depletion in figure 2.5 are random
variables drawn from the distribution f (x, y) seen in figure 2.1.
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Figure 2.3: The reduced form of the limit order book.

Figure 2.4: Either a market order or a cancellation on the bid side, decreasing
qtb by one batch of stock.
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Figure 2.5: Either a market order or a cancellation on the ask side, depleting
the ask queue qta . As a consequence the price will move up by one tick and we
draw new queue sizes (qta , qtb ) from a distribution f ∈ N2 .

2.2.1

Intensity calculations

How the data is organized can be viewed in Chapter 3. But as previously
mentioned, we had the possibility, in contrast to Cont et al. (2010) [5], to see
each individual order. Thus computing the intensities (rate parameters) for
the best bid/ask queues are done in a more straight forward way compared to
their estimations. E.g λ is found by dividing the number of incoming orders
during a time window by the total amount of time in that window. Equation
2.2 summarizes the computations for λ - the incoming order intensity , θ - the
cancellation intensity and µ - the market order intensity. Let Sorder , Smarket
and Scancel denote the average size of the event stated by the subscript on the
best bid and ask queue. The average batch size is given by Sorder but in order to
get the correct intensities for θ and µ one has to but a weight on those equations.
The intensities are calculated by

λ=

Norders
Ncancellations Scancel
Nmarket Smarket
, θ=
, µ=
,
Twindow
Twindow
Sorder
Twindow Sorder

(2.2)

where N is the number of events stated by the subscript during the time window
T which is the amount of time that has passed, starting from the first counted
order till the last. The pseudo code in figure 2.6 describes how this is done on
a computer.
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f o r ( a l l o r d e r book e v e n t s )
x = f i n d (# incoming o r d e r s f o r b e s t b i d / ask )
end
y = Time ( end ) − Time ( f i r s t ) // Co rr es po nd s t o t o t a l time
lambda = x/y
Figure 2.6: Pseudo-code for computation of incoming order intensity λ
Equation 2.2 yields the exact calculated values for the respective intensities,
while as the intensity calculation in Cont et al. (2010) [5] is an estimation.
Table 2.2 displays the calculated intensities for the Ericsson B stock using the
equations for λ, θ and µ in equation 2.2. Note especially that λ < θ + µ but that
the difference is very small. It is important for the model to work that it is not
the other way around (λ > θ + µ) which would have meant that qt = (qta , qtb )
would just increase linearly over time and never be depleted. Hence there would
never be a price change. It is also required for some of the analytical formulas
in the following chapters to hold.
In table 2.3 the estimated values for λ, θ and µ can be viewed using the
estimation formulas given by Cont et al. (2010) [5]. One can see that the value
for λ is quite similar while as the error between the real values (table 2.2) and
the estimations (table 2.3) for θ and µ is quite large. Cont et al. (2010) [5]
performed this estimation because they had access to only “trades and quotes
data”, meaning they were unable to see individual trades.
Stock
Ericsson B

λ
1.596

θ
1.380

µ
0.278

λ − (θ + µ)
-0.062

µ+θ−λ
λ

0.039

Table 2.2: The intensities (orders/second) for order arrival, cancellations and
market orders (equation 2.2) as well as a comparison between the intensities for
the bid/ask queues. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)

Stock

λ

θ

µ

Ericsson B

1.604

1.898

0.176

|λ−λb|

|θ−θb|

λ

θ

|µ−b
µ|
µ

0.005

0.375

0.367

Table 2.3: The estimated values for the intensities using the estimation formulas
given by Cont et al. (2010) [5] as well as a comparison with the exact values
given by table 2.2. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)
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Chapter 3

Data description and order
book creation
3.1

Data description

As mentioned in the introduction (section 1) the data was supplied by NASDAQ
OMX Group and consists of detailed information for one trading day of Ericsson
B. The data consisted of three files. One for incoming orders, one for executions
and one for cancellations. In figure 3.1-3.3 a short excerpt from the data set
of these three files can be seen. (Note that more information regarding these
trades exist, such as trading date, trader, stock ID-number, etc., but was not
deemed necessary for this display) Here is an explanation for the more important
columns:
• mykey: Each event gets a mykey number which later will act as a sorting
index. The lower the value of mykey the earlier the order was submitted.
• mstime: Time in nanoseconds from midnight.
• ordersequence: Each order gets an unique ordersequence-number. This
number works as an identifier between the three files. E.g. say one wants
to know what order was executed, the ordersequence-number found in the
execution file can also be found in the incoming orders file.
• side: Displays if the order is either a (S)ell order or a (B)id order.
• quantity: Number of shares of stock for the specific order.
• price: Price of the specific order in the unit
69.15 SEK.

1
10000

SEK, i.e. 691500 means

• liquidity: The letter “R” means that the specific execution depleted an
entire order. “A” means that it didn’t. Note that only executions market
with “R” are market orders, the others are just called executions.
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mykey
16200024
16180508
16180548
16180634

mstime
5.0944E+13
5.0924E+13
5.0925E+13
5.0925E+13

ordersequence
7326251
7317231
7317247
7317284

side
B
B
S
S

quantity
1000
1500
400
400

price
691500
690500
693500
693500

Table 3.1: Displays four different incoming orders from the data set of Ericsson
B on October 7th, 2011.

mykey
2999597
3039618
3042277
2322673

mstime
3.4296E+13
3.4341E+13
3.4345E+13
3.3799E+13

ordersequence
1337550
181559
1336896
1027305

quantity
200
3010
100
19

price
699500
700000
699000
693500

liquidity
R
A
A
A

Table 3.2: Displays three different execution orders and one market order from
the data set of Ericsson B on October 7th, 2011.

mykey
7052225
7002840
9479720
9480747

mstime
3.8828E+13
3.8774E+13
4.1168E+13
4.1169E+13

ordersequence
3174382
3153220
4280887
4281276

quantity
900
700
1000
1000

Table 3.3: Displays four different cancellation orders from the data set of Ericsson B on October 7th, 2011.
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3.2

Creation of the order book

The main idea when creating the order book from the three files mentioned in
section 3.1 was to have one new row for each event. Meaning that the order
book will be updated as frequently as possible. There are of course alternatives
to this, such as to have it updated, say, every second or so to save computational
resources. But doing this would make it far more difficult to access all the data,
e.g. counting all the orders for the level I part of the order book.
It should be mentioned that there are trades that are labeled as non-displayed
meaning just that, that they are not visible for all traders. Such trades were
removed completely from the data set before the creation of the order book
began. Note that such trades are only labeled as non-displayed in the incoming
orders file which means that one has to look for them in both the executions
file and the cancellations file and remove them in either of these files. In tables
3.4 and 3.5 a short excerpt of the created order book can be viewed. One thing
that is particularly interesting to see is that the time stamps for the order book
updates appear to be the same. This is not always the case, but sometimes it is,
even though the orders get a time stamp with precision down to nanoseconds.
This is where the mykey identifier, described in section 3.1, comes in. When
the order book is created the events are sorted on this identifier rather than on
time.
The following summarizes the creation of the order book from the three files.
1. Combine all files and sort the data on mykey
2. Select the first event; Check the nature of the event, if it is
(a) an incoming order. Check if it is
i. an ask order. Then check the price levels and compare with the
price of the other ask orders in the order book. Place this new
order so that the price levels in the ask queue is sorted from the
smallest to largest price.
ii. a bid order. Then check the price levels and compare with the
price of the other bid orders in the order book. Place this new
order so that the price levels in the bid queue is sorted from the
largest to smallest price.
(b) a cancellation order. Check its ordersequence and find that specific
order in the order book. Reduce the queue size of the corresponding
price level by the cancellations quantity. Check if the queue was
depleted and if so, adjust (sort) all the price levels in order to close
the hole that has been created in the order book.
(c) an execution order. Check the price of the execution and find the
specific order in the order book. Reduce the queue size of the corresponding price level by the execution quantity. Check if the queue
was depleted and if so, adjust (sort) all the price levels in order to
close the hole that has been created in the order book.
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Time
3.9604E+13
3.9604E+13
3.9604E+13
3.9604E+13

Bid price 1
690000
689500
690000
689500

Bid price 2
689500
689000
689500
689000

Bid queue 1
390
17449
3904
17449

Bid queue 2
17449
30001
17449
30001

Table 3.4: Short excerpt of the created limit order book for Ericsson B on
October 7th, 2011. Only 2 price levels of the bid side of the order book can
be seen, however all price levels that exist can be found in the complete order
book.
Time
4.2601E+13
4.2601E+13
4.2601E+13
4.2601E+13

Ask price 1
689500
689500
689000
689000

Ask price 2
689000
689000
689500
689500

Ask queue 1
795
795
277
277

Ask queue 2
277
277
15863
15863

Table 3.5: Short excerpt of the created limit order book for Ericsson B on
October 7th, 2011. Only 2 price levels of the ask side of the order book can
be seen, however all price levels that exist can be found in the complete order
book.
This is a very simplified example of how the order book can be created, but
the basic idea gets through. Other elements that also need to be considered
are for example the number of different orders at each price level. In the case
of the Markov model for the limit order book only the best bid/ask queues are
considered, however the entire order book has to be created anyway and then
later, remove all that which is not level I data.
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Chapter 4

Results
4.1

Duration between price moves

To have an estimate for the time until the next price move is an important
feature in HFT (Cont and de Larrard, 2010 [3]). In this model it is possible
to give an analytical formula for the distribution of duration between price
changes, conditional only on the state of the order book (i.e. the queue sizes
qt = (qta , qtb )). We define two stopping times
• σask := the first time the ask queue is depleted
• σbid := the first time the bid queue is depleted
Since there will be a price change as soon as either of qta or qtb is depleted,
the duration until the next price change will be defined as τ = σask ∧ σbid . It
can be proven (See Cont and de Larrard, 2010 [3]) that equation 4.1 will give
the distribution of duration until the next price move in terms of the described
model (Section 2.2). This probability density is given by
r
b

a

P[τ > t|q = x, q = y] =

(

µ + θ x+y
)
Ψx,λ,θ+µ (t)Ψy,λ,θ+µ (t),
λ

where x and y are given queue sizes of the bid, ask and Ψ is defined as
ˆ ∞
p
n
Ψn,λ,θ+µ (t) =
In (2 λ(θ + µ)u)e−u(λ+θ+µ) du,
u
t

(4.1)

(4.2)

where, In is the modified Bessel function of the first kind defined as

In (z) =

∞
 z n X

2

k=0

where Γ(a) is the gamma function
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z2
4

k

n!Γ(n + k + 1)

,

(4.3)

What is rather important to notice about equation 4.3 is that as z → ∞ the
modified Bessel function In goes to infinity very fast. However, the exponential
function e−u(λ+θ+µ) multiplied with nu goes at the same time to zero even faster
meaning that the overall limit, for constant values of n, λ, θ and µ is
p
n
lim In (2 λ(θ + µ)u)e−u(λ+θ+µ) = 0.
u→∞ u
One do still need to be careful evaluating the integral in equation 4.1 on a computer. This is because at a certain point, In can be evaluated as infinity without
taking into consideration the other multiplicands, thus returning inf, NaN or
something else depending on what programming language one uses. There are
several ways of bypassing this. E.g. in MATLAB the symbolic toolbox can be
used to get access to the use of higher value numbers. The most mathematically straight forward way is however to use logarithms to keep the numbers in
a reasonable range. The following sums it up.
Lets denote the integrand in equation 4.2, by ξ(u). The following will then
hold true
ˆ

∞

Ψn,λ,θ+µ (t) =
t

p
n
In (2 λ(θ + µ)u)e−u(λ+θ+µ) du =
u

ˆ

∞

ξ(u)du.
t

Applying the natural logarithms of ξ(u) and putting it as the superscript of
an exponential function e means that we will have done nothing to violate the
equality above. Thus
ˆ

ˆ

∞

ξ(u)du =
t

ˆ

∞

e

log(ξ(u))

t

∞

du =

√
−u(λ+θ+µ)
n
)
du
elog( u In (2 λ(θ+µ)u)e

t

will hold true. Keeping in mind now, the well known logarithmic equality
log(uv) = log(v) + log(u) we get
ˆ ∞
ˆ ∞
√
−u(λ+θ+µ)
n
))
ξ(u)du =
elog( u )+log(In (2 λ(θ+µ)u))+log(e
du.
t

Since log(e

t
−u(λ+θ+µ)

) = −u(λ + θ + µ), we finally get
ˆ ∞
√
n
Ψn,λ,θ+µ (t) =
elog( u )+log(In (2 λ(θ+µ)u))−u(λ+θ+µ) du,

(4.4)

t

which will behave much more nicely, computationally wise, than equation 4.2.
Note however that one do not first evaluate the modified Bessel function and
throw it to the logarithm function as this would not make the problem disappear. What to do is to write your own code for the modified Bessel function
that directly returns the logarithm of the argument. Rewriting equation 4.2 to
equation 4.4 and evaluating it will not only ease the problem of evaluating extremely large numbers, but it will also reduce the round of error when handling
small numbers. When equation 4.1 is put in reference with the empirical data
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(figure 4.1) it can be seen that it hold some value for the prediction of duration
between price moves. Even though it is not a perfect fit between the theoretical
values and the empirical data, the resemblance is unquestionably clear.

Figure 4.1: The conditional distribution of duration between price changes for
values of the rate parameters according to table 2.2 and with q a = 1, q b = 4 put
in comparison with the empirical data. (Data: Ericsson B, 11:00-15:00, October
7th, 2011)

4.2

Probability of price increase

Even though we saw in section 2.2.1, and especially in table 2.2, that λ was
indeed smaller than θ + µ, we also saw that the difference was very small. This
inequality means that executions and cancellations dominate the order flow but
only by a very small fraction. Hence the order flow is not far from being balanced
λ = θ + µ. Doing such an estimation would yield great analytical tractability
of the data. It would especially allow for, in terms of the Markov model, an
analytically computed probability of a price increase given only the number of
orders on the bid/ask side. The analytical formula 4.5 is found by using hitting
time distributions of random walks given a state of the order book. In the
left surface plot in figure 4.2, equation 4.5 can be seen plotted. Note that the
axes are in the unit batches of stock. Moreover the surface plot on the right in
figure 4.2 displays both the probability of an upward move from the simulation
(250 different runs) based on the model 2.2 as well as the surface plot given
by equation 4.5. We see that there is a great similarity between the simulation
and the analytical formula, suggesting that equation 4.5 is indeed correct. The
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probability of an upward price move can be expressed as
Φ(nbid , pask ) = P[σask < σbid |q0b = nbid , q0a = pask ],
where σask and σbid is defined in section 4.1.
PROPOSITION: For (nbid , pask ) ∈ N2 , the conditional probability Φ(nbid , pask )
that the next price move is an increase, where nbid is the size of the
bid queue and pask the size of the ask queue, is given by
ˆ
p
sin(nbid t)cos( 2t )
1 ∞
(2 − cos(t) − (2 − cos(t))2 − 1)pask
Φ(nbid , pask ) =
dt.
π 0
sin( 2t )
(4.5)
Proof:
Let Mn , n ≥ 0 denote a symmetric random walk in N2 that is killed at the
boundary given by {(0, y), y ∈ N} ∪ {(x, 0), x ∈ N}. Moreover, let N2λt , t ≥ 0
denote a Poisson process with parameter 2λ. As qt = (qtb , qta ) ∈ N2 , we notice
that
qt = MN2λt , ∀t ≤ τ,
(4.6)
where τ denote the transitions times.
From any given configuration (qtb , qta ) = (nbid , pask ) the probability of a price
increase is given by the probability that the random walk Mn , starting from
(nbid , pask ), hits the x-axis before the y-axis.
The generator of the multivariate random walk is the finite difference approximation of the Laplacian (4), also known as the discrete Laplacian (See
Mitra, 2009 [16]).
Hence ∀nbid, pask ≥ 1, the probability Φ(nbid , pask ) satisfy
4Φ(nbid , pask ) = Φ(nbid + 1, pask ) + Φ(nbid − 1, pask ) + ...
+Φ(nbid , pask + 1) + Φ(nbid , pask − 1),

(4.7)

with the boundary conditions Φ(0, pask ) = 0, pask ≥ 1 and Φ(nbid , 0) = 1, nbid ≥
1. This is a discrete Dirichlet problem in 2D. In the continuous case, solutions
are called harmonic functions and conveniently enough they are called discrete
harmonic functions for the discrete problem (equations 4.7 with boundaries).
Lawler and Limic (2010) [15] show in subsection 8.3.1 that solutions to the
discrete Dirichlet problem are given by
ft (x, y) =exr(t) sin(yt),
f˜t (x, y) =e−xr(t) sin(yt),
where r(t) = cosh−1 (2 − cos(t)).
Lawler and Limic (2010) [15] continue in corollary 8.1.8 to show that the
probability of such a random walk Mk , k ≥ 1, starting at (nbid , pask ) ∈ N2 , to
reach the point (x, 0), i.e. ask queue depleted, is
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ˆπ

2
π

e−r(t)pask sin(nbid t)sin(xt)dt.
0

The (complete) probability of an upward price move is the sum of all possible
values (≥ 1) of x (the bid queue). Hence the probability can be expressed as
ˆ
∞
X
2 π −r(t)pask
e
sin(nt)sin(kt)dt.
π 0

Φ(nbid , pask ) =

(4.8)

k=1

Using a mathematical handbook (e.g. Råde and Westergren (2004) section 8.6
[17]) we know that

m
X

sin
sin(kt) =

mt
2



sin

sin

k=1


t
2

(m+1)t
2





=

cos

t
2



− cos (m + 12 )t

2sin 2t



Letting m → ∞ means equation 4.8 can then be written as

2
Φ(nbid , pask ) =
π

ˆπ
e

−r(t)pask

sin(nbid t)

0

cos
2sin

t
2 
t
2

cos (m + 21 )t

−
2sin 2t



!
dt.

Denoting
−r(t)pask

f (t) = e

sin(nbid t)cos

2sin 2t

t
2



sin(nbid t)
 ,
2sin 2t


1
h(t) = cos (m + )t ,
2

g(t) = −e−r(t)pask

where we especially note that g(0) = g(π) = 0, since nbid ∈ N, we can rewrite
equation 4.8 once more to
ˆ
ˆ
1 π
1 π
Φ(nbid , pask ) =
f (t)dt +
g(t)h(t)dt
π 0
π 0
Applying integration by parts in the second term yields
ˆ
1
1 π 0
π
[g(t)H(t)]0 −
g (t)H(t)dt
|π
{z
} π 0
=0

=

−1

π m + 21

ˆ

0

π



1
g 0 (t)sin (m + )t dt −→ 0,
m→∞
2
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since g 0 (t) is a bounded function. Hence the probability of an upward move is
1
Φ(nbid , pask ) =
π

ˆπ
e

−r(t)pask

0

sin(nbid t)cos

sin 2t

t
2


dt



p
The proof is completed by realizing that er(t) = 2 − cos(t) − (2 − cos(t))2 − 1 .


Figure 4.2: Left: Conditional probability of an upward price move (Equation
4.5 plotted) Right: The black dots symbolize the transition frequencies for the
simulation based on a mean value of 250 runs together with the conditional
probability curve (equation 4.5).

Figure 4.3: The black dots symbolize the transition frequencies for the data
together with the conditional probability curve based on equation 4.5 (Left and
right are the same figure but rotated differently). (Data: Ericsson B, 11:0015:00, October 7th, 2011)
Figure 4.3 displays the surface plot of equation 4.5 as well as the transition
frequencies for the data of Ericsson B on October 7th, 2011 in the four hour
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period between 11:00-15:00. As it can be seen the scatter points are quite
dissimilar to the theoretical plot based on equation 4.5. However, some point
clusters appear to have some meager similarity with the theoretical curve.

4.2.1

Practical application

Under the assumption that the data would have fitted nicely to equation 4.5
there would have been an easy thing to earn money using this model. Namely,
buying stock if Φ(nbid , pask ) > 0.5, and selling stock if Φ(nbid , pask ) < 0.5. In
other words; buying whenever the probability of an upward move is greater than
that of an downward move.
Consider the following hypothetical trader, “Sven” who has 200 000 SEK in
his stock account. Sven decides to use this model and he will buy as much stock
as he can afford whenever Φ(nbid , pask ) > 0.75 and he will sell all his shares of
stock whenever Φ(nbid , pask ) < 0.25. Note that each time Sven either buys or
sells his stock he will pay an (estimated) transaction fee of 9 SEK. In figure 4.4
his total amount of money can be seen in 5 different simulations over a 4 hour
window. The mean value return of his money, estimated from 3000 runs in the
simulation is 3.0 %.

Figure 4.4: 5 different simulation of a hypothetical trader’s money in a 4 hour
window. Starting money is 200 000 SEK. Observe that this is from trading in
the simulation, which can be said to be a “perfect” fit of the model, i.e. not the
real data.
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4.3

Price volatility

The price volatility is a quantity that in many ways intervene in high frequency
trading (Cont and de Larrard, 2010 [3]). It is used to get a prediction of how
much the price of some equity is moving. High volatility indicates that the price
fluctuates a lot and consequently low volatility means that the price does not
fluctuate that much. The empirical volatility (realized volatility) of the data
can be calculated by
v
u n  
2
uX
Pi+1
log
(4.9)
σemp = t
Pi
i=1
where n is the number of quotes in the day (or time window) and Pi is the
sa +sb

mid-price of the stock, i.e. Pi = t 2 t . The empirical volatility for the Ericsson
B stock on October 7th, 2011 between 11:00 and 15:00 was found to be 0.0495,
i.e. 4.95%. Equation 4.9 is a suggested formula by Cont et al. (2010) [5] to
calculate the empirical volatility.

4.3.1

Balanced order flow

In the case of a balanced order flow (λ = θ + µ) the price volatility in this model
can be analytically estimated by
s
πλ
σn = δ
(4.10)
D(f )
p
where δ is the tick size and D(f ) is the geometric mean value of the size of
the ask and bid queue after a price change. D(f ) can be computed by
D(f ) =

∞
∞ X
X

ijf (i, j)

(4.11)

i=1 j=1

where f (i, j) is the joint distribution of queue sizes after a price move (given by
figure 2.1). The number given by D(f ) is a measure of market depth and what
is interesting to notice in equation 4.10 is that greater market depth gives lower
volatility, i.e. the less the price will move. In Cont and de Larrard (2010) [3]
they show empirically, that this indeed seems to hold true. Using equation 4.10
it was found that the estimated volatility for Ericsson B on October 7th, 2011 is
0.0123, i.e. 1.23 %. The error between this value and the real value (empirical
value) is approximately 75 % which can be said to be a large error.
This estimated value is lower than that of the empirical value, which could
be explained by the fact that the order flow is not balanced during the day but
that, for most of the time, executions and cancellations dominate (λ < θ+µ) the
events in the limit order book. If the order flow is balanced a queue depletion
(both for ask and bid) is less likely to occur hence there is not likely to be many
price changes. As a consequence the estimated volatility ought to be lower than
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the real empirical volatility. For proof of equation 4.10 and 4.11 see Cont and
de Larrard (2010) [3].

4.3.2

Unbalanced order flow

Cont and de Larrard (2010) [3] also suggest in their paper an equation for
estimating the volatility in the case when market orders and executions dominate
(λ < θ + µ). In this case the volatility estimation will be higher compared to the
balanced case since there will be more price changes because the order queues
are depleted at a faster rate then they replenish. The volatility in the case of
λ < θ + µ is given by
1
τ
δ2 ,
τ0 m(λ, θ + µ, f )

σ2 =

(4.12)

where τ = λ1 which is the typical time scale separating order book events, δ
is the price tick, τ  τ0 is a time window (“say, 10 minutes” - Cont and de
Larrard, 2010 [3]) and
m(λ, θ + µ, f ) =

∞
∞ X
X

m(λ, θ + µ, i, j)f (i, j),

i=1 j=1

where


m(λ, θ + µ, x, y) =

µ+θ
λ

 x+y
ˆ
2

∞

Ψx,λ,θ+µ (t)Ψy,λ,θ+µ (t)dt,

(4.13)

0

where Ψx,λ,θ+µ and Ψy,λ,θ+µ are given by equation 4.2. Note that equation 4.13
is misprinted in Cont and de Larrard (2010) [3] and Rama Cont provided the
correct formula in an e-mail to us.
Equation 4.13 is extremely computationally heavy to compute. This is a
consequence of that m(λ, θ + µ, x, y) is a matrix where each value in the matrix
will be the evaluated integral in equation 4.13 for different values of x and y.
Moreover, note that Ψ is also in itself a very computationally heavy integral to
compute. As a result equation 4.13 takes more than 5h to evaluate for a fine
grid of t on a good laptop.
The estimated volatility for Ericsson B on October 7th, 2011 using the formula in equation 4.12 is 0.0690, i.e. 6.9 %. The theory discussed in subsection
4.3.1 indicated that the estimated volatility in the imbalanced case should be
larger than that of the balanced case, which it is. Still, the error between the
real value (empirical value) and this estimation is approximately 39%, which is
quite a large error.
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Chapter 5

Model evaluation and
conclusion
5.1

Poisson process; goodness of fit

As seen in the results (section 4.2 - 4.3) the fit of an Poisson process is poor and
the correspondence between the empirical data and the theoretical formulas is
questionable at best. In section 4.2 we see that the empirical data do not seem
to fit the theoretical curve for the probability of a price increase. Moreover
in section 4.3 it can be seen that the theoretical value for the price volatility
estimated in this model, both in the balanced order flow case and the imbalanced
case, is not consistent with the empirically computed one. In figure 5.1 and
5.2 the probability density function for the exponential distribution, with λ
according to table 2.2 together with the computed densities for the simulation
and empirical data respectively can be viewed. It can be seen that the theoretical
value is coherent with the simulation (as it should) but that the agreement with
the empirical data is poor. This further suggests that the fit of a Poisson process
for the dynamics of the limit order book is bad.
Furthermore, figure 5.3 displays the probability plot for the exponential distribution together with the times between order submission. Had the data been
exponentially distributed it would have overlapped the dotted line. As it can
clearly be seen, the data points do not overlap the dotted line at a very high
extent, hence the time between order submission is not an exponentially distributed variable. (For more information regarding this plot, we suggest looking
at MATLAB’s documentation for the command probplot. Or to read MATLAB;
Statistics Toolbox developer Tom Lane’s related explanation [14].) This suggests that, even though analytical formulas can be derived under the assumption
of a Poisson process for the order submission times, it is not at all a good fit
for the data. Note however, that this does not mean that the thought of using
a Markov process for the dynamics of the order book is incorrect, it means that
the use of a Poisson process (or rather an exponential distribution) for the order
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submission times is not a good fit. We can therefore conclude that in order to
apply a Markovian process to the dynamics of the limit order book one has to
find another distribution that better fits the data. In section 5.2 other such
distributions is discussed and suggested.

Figure 5.1: Probability density function (equation 2.1) of the exponential distribution using λ from subsection 2.2.1 together with simulation data according
to the model described in section 2.2.

Figure 5.3: Probability plot for the exponential distribution. Blue ’crosses’ are
data points. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)
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Figure 5.2: Probability density function (equation 2.1) of the exponential distribution using λ from subsection 2.2.1 together with empirical data. (Data:
Ericsson B, 11:00-15:00, October 7th, 2011)

5.2

Distributions with better fit

In section 5.1 it was determined that the exponential distribution is not a good fit
for the time between order submissions, hence the model did not agree well with
the empirical data. In this section we shall give examples on two other distributions that are more coherent with the empirical data. Namely the logarithmicnormal distribution and the Weibull distribution.

5.2.1

The logarithmic-normal distribution

The logarithmic-normal distribution (LND) is a continuous probability distribution of a random variables whose logarithmic values are normally distributed.
It is often used by economists in modeling, e.g distribution of income and in
reliability engineering (Kobayashi et al., 2012 [13]). The PDF for the LND read
f (x; γ, η) =

1
√

xη 2π

e

−

(log(x)−γ)2
2η 2

, x>0

where γ is the location parameter and η the scaling parameter. These parameters can be found by performing a maximum likelihood estimation. A package
for performing this exist for most programming languages, e.g. in MATLAB
the command ’lognfit’ yields the maximum likelihood estimation for both γ and
η.
What makes the LND an especially good fit for the empirical data, in terms
of the times between order submission, compared with both the Weibull and the
exponential distribution (which is just a special case of the Weibull distribution)
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is that its PDF starts of at zero and reaches a maximum value and then converges
to zero. This agrees well with the empirical data on a small scale (See figure
5.4). Figure 5.4 displays the PDF for the empirical data represented as a bar
plot for small values of the time. As it can be seen the probability do not
start of at a maximum value, as the exponential distribution (and the Weibull
distribution) do, and later converge to zero but do in fact act similar to the
LND. The fit between the empirical data and the PDF of the LND can be seen
in figure 5.5. Comparing this figure and the fit with the exponential distribution
(figure 5.3) it can be seen that the LND has a better correspondence with the
data. Moreover, in the probability plot (figure 5.5) for the agreement of the
LND with the data it can be seen that this distribution is, still not a perfect fit,
but at least better than that of the exponential distribution.

Figure 5.4: Probability density bar plot of the time between order submission
for a small time scale (Data: Ericsson B, 11:00-15:00, October 7th, 2011)
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Figure 5.5: Probability density bar plot of the time between order submission
together with the PDF of the fitted log-normal distribution. (Data: Ericsson
B, 11:00-15:00, October 7th, 2011)

Figure 5.6: Probability plot for the logarithmic-normal distribution. Blue
’crosses’ are the data points. (Data: Ericsson B, 11:00-15:00, October 7th,
2011)
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5.2.2

The (two parameter) Weibull distribution

The exponential distribution for the Markovian model (section 2.2) is a special
case of the Weibull distribution. By putting α = 1 in equation 5.1, one can
realize it becomes the exponential distribution described by equation 2.1. The
Weibull distribution as well as the LND is a continuous probability distribution
which can take characteristics of other types of distributions, based on a scaling
parameter β. As with the LND, the Weibull distribution is often used in reliability engineering and economical modeling (Kobayashi et al., 2012 [13]). The
PDF for the Weibull distribution read
f (x; α, β) =

α α−1 −( βx )α
, x≥0
x
e
βα

(5.1)

where α is the shape (slope) parameter and β the scaling parameter. Both α
and β can, in the same manner as for the LND, be computed by a maximum
likelihood estimation. (In MATLAB the maximum likelihood estimation of
both α and β are given by the command ’wblfit’). For this type of data set the
parameter α will be ≤ 1 indicating that most of the values for the empirical
times between orders are small instead of large which in that case would have
resulted in a α > 1. In figure 5.7 it can be seen that the Weibull distribution
fits the empirical data for the times between order submission in a good way,
plausibly even better than the LND at this large time scale.
However, in contrast to the LND the Weibull distribution do not begin in
zero (as long as α < 1, which it will be in this case), but at its maximum value
and will later converge to zero (just like the exponential distribution). Because
of this, the possible applications of the LND suggest a better field of study than
the Weibull distribution. Since the LND do in fact incorporate the rate of order
arrivals at a small time scale which the Weibull distribution do not.
Nevertheless the fit between the Weibull distribution and the empirical data
can be seen in figure 5.8 and we notice that we do have better agreement compared with the exponential distribution. Therefore the use the Weibull distribution has greater potential of yielding more useful results than the exponential
distribution.
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Figure 5.7: Probability density bar plot of the time between order submission
together with the PDF of the fitted Weibull distribution. (Data: Ericsson B,
11:00-15:00, October 7th, 2011)

Figure 5.8: Probability plot for the Weibull distribution. Blue ’crosses’ are the
data points. (Data: Ericsson B, 11:00-15:00, October 7th, 2011)
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5.3

Approach evaluation

As previously stated in section 2.1 one could argue that the liquidity of the
Ericsson B stock is not high enough to be incorporated in this model. We are
particularly referring to the potential problems that can occur as a consequence
of the reduced form of the limit order book within this model. For Ericsson B
on October 7th, 2011 the spread is only equal to one tick (δ) approximately 66
% of the time (see table 2.1) even though it is one of the most liquid stocks on
the SSE. This reduction can therefore be said to be one of the most limiting
factors of this model.
However, figure 5.2 and 5.3 in section 5.1 clearly shows that the exponential
distribution is a bad fit for the empirical data and we therefore argue that the
starting point of this model is incorrect. Cont and de Larrard (2011) [4] show
that this result is not an artifact caused by the somewhat lower liquidity of
Ericsson B compared with e.g. Citigroup, but that the order arrival rates in a
limit order book are not, in fact, exponentially distributed. Since the analytical
formulas in this model relied on that, all the results that followed were doomed
to be incorrect from the start.

5.4

Conclusion

A Markovian model for the dynamics of the limit order book has been evaluated and tested on empirical data. The model is based on Poisson processes
for the incoming orders, cancellations and market orders whose arrival times
were assumed to be independent and exponentially distributed. The analytical tractability of the model allow for computations of several key quantities in
HFT, in terms of the state of the limit order book, in high frequency trading
such as
• distribution of duration between price changes,
• probability of an upward price move,
• volatility of the price.
It was found that the starting point of the model is unsuitable for the data
and hence the results were meager. The overall outcome was that the model
did not yield much insights into the dynamics of the limit order book. With
one exception. Some agreement between the empirical data and the analytical
formulas for the distribution between price changes was found. This suggests
that there are in fact useful data in the first level (best ask and bid queues)
of the limit order book. Also, it suggests that further study of this particular
order book level could yield useful insights into the complex relation between
the order flow and the price dynamics.
We have shown that the order arrival times in the limit order market are
not exponentially distributed. Moreover, we have shown that letting the order
arrival times be distributed according to either a fitted Weibull distribution or
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a log-normal distribution is a better fit. Use of either of these distributions has
potential to yield as great analytical tractability as Cont and de Larrard gave
for the exponential distribution but with a better fit to the data.
An interesting aspect of the performance of a model based on either the
Weibull or the log-normal distribution would be to see if the analytical formulas, perviously discussed, would be more complex. We note especially that the
two discussed distributions are far more complex in their nature than the exponential distribution thus indicating some difficulty deriving equivalent analytical
formulas.
Additionally, after a distribution change in this model, it would be important
to examine the effects on the results if one or several assumptions were dropped.
For example, letting the spread vary freely (instead of being a constant) would
greatly increase the possibility to incorporating this model in trading strategies
for less liquid stocks.
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