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Abstract
This thesis deals with how to develop scientic computing software that runs
eciently on multicore processors. The goal is to nd building blocks and
programming models that increase the productivity and reduce the probability of programming errors when developing parallel software.
In our search for new building blocks, we evaluate the use of hardware transactional memory for constructing atomic oating point operations. Using
benchmark applications from scientic computing, we show in which situations this achieves better performance than other approaches.
Driven by the needs of scientic computing applications, we develop a programming model and implement it as a reusable library. The library provides
a run-time system for executing tasks on multicore architectures, with ecient and user-friendly management of dependencies. Our results from scientic computing benchmarks show excellent scaling up to at least 64 cores.
We also investigate how the execution time depends on the task granularity,
and build a model for the performance of the task library.
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Chapter 1
Introduction
1.1 Scope
The topic of this thesis is how to develop scientic applications to run efcient on multicore processors. By a multicore processor we mean a single
integrated circuit that has more than one computational core, each of which
behaves as a processor on its own. All modern processors for desktop computers and supercomputers today are multicore processors, and software needs
to take this into account in order to execute eciently. But writing software
for multicore processors is not trivial, and not only do we need to gure out
how to do it for new software, we also need to adapt legacy software to run
eciently on modern processors.
In order to take advantage of more than one core, software needs to be parallel. But developing parallel software is hard, and the reason for this is
concurrency. All parallel software needs some kind of communication, or it
would not actually be a parallel software but several independent units of
serial software that for some reason are viewed as a single unit. Here, the
meaning of communication includes synchronization between threads, writing to shared memory, and any kind of message passing. This communication
introduces concurrency issues, and opens up a whole new class of possible
programming errors that is not present in serial software. As messages from
other cores or changes performed by other cores can become visible at any
time, the program ow becomes harder to reason about. If not all possible timings and orders are handled correctly, this leads to non-deterministic
software failures whose occurrence may vary between executions, between
5

dierent computers, and with small unrelated changes to the source code.
This non-deterministic behavior makes such errors hard to reproduce and
track down, and because of this, development of parallel software is considered to be hard.
Programming for multicore processors is not the same thing as writing parallel software. What is distinguishing about multicores is that some resources
like caches and memory are shared between the processing units. For best
performance, software needs to take the shared resources into account. For
instance, moving data between two cores can be done much faster by reading
data from the shared memory directly (which in the best case means data
only need to travel through the rst shared cache) than by calling a library
function for sending the memory between the processing units, as is usually
done on distributed systems.
We do not restrict ourselves to the case of a single processor, but also consider
systems with several multicore processors sharing the same main memory.
Successful solutions must also work on clusters of nodes where each node
contains multicore processors, but here we focus on how to program for
ecient behavior on a single node, and assume that the communication
between the nodes is not specic for multicore processors.
Dierent kinds of applications have dierent needs, and the target in this
thesis is scientic computing applications. What is distinguishing about such
applications is that the majority of the run-time is expected to be spent on
oating point operations, and that the main objective is high throughput.
This is in contrast to applications such as web servers, where the highest
priority typically is low latency. To be able to serve a lot of concurrent
requests, a web server needs to perform a lot of context switching fast. In
scientic applications, we want each core to execute large blocks of oating
point operations without interruption, and any context switch is just undesired overhead. Scientic computing applications also commonly work on
large data sets and have high performance demands, meaning we need to be
careful both with memory usage and clock cycles.
Our perspective is from the software side, and discussions about hardware
and future hardware trends are left to computer architecture experts, except
that we aim to scale to a large number of cores sharing the same memory
address space. We only consider user-space applications, and the lowest level
of abstraction we consider is the constructs that the operating system provides for us, which we assume includes creation of threads as in the POSIX
6

(Portable Operating System Interface) threads standard (from now on referred to as pthreads), or corresponding operations. This provides ways of
creating threads that can execute concurrently on dierent processor cores.
The goal is to nd building blocks and abstractions that can be useful for
large classes of applications, rather than studying how a specic software
application can be adapted to run eciently on multicore processors. That
is, we want to nd suitable programming models for multicore programming.
As the focus here is scientic software, great care is taken not to sacrice
performance for abstractions and ease of programming, while these are still
highly desired properties. We also strive for generality, meaning we want
our solutions to be usable for as many dierent types of applications as
possible, and avoid unnecessary restrictions. The desired properties can be
summarized as
1. Performance
2. Generality, and
3. Ease of use,
and are considered in that order.

1.2 Disposition of the Thesis
The next chapter will be used to present background and earlier work in the
area. After this follows one chapter for each of the papers this thesis is based
upon, providing complementary information and adding details and explanations. Chapter 3 will discuss Hardware Transactional Memory, which is the
topic of Paper I. Chapter 4 deals with a library for task-based programming
we have developed, of which an earlier version was described in Paper II. In
Chapter 5 we provide some additional information about Paper III, where
we build a model for the performance of the task library. Finally, the thesis
closes with Chapter 6, containing an outlook on further work.

1.3 Contributions
The main contributions of this thesis are:
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•
•

•

A way to represent dependencies by using data versioning.
Showing that dependency management though data versioning can be
implemented eciently by providing such an implementation together
with benchmark results.
A new use for hardware transactional memory; atomic oating point
operations, together with benchmark results from experiments on actual hardware.
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Chapter 2

Background
2.1 Primitives for Parallel Programming

What makes parallel software non-trivial is the dependencies that exist between the dierent computations. A dependency means that one thread
needs to make sure that another thread has reached a certain point before it
can continue, or in other words, that one thread needs to synchronize with
another thread. Examples of reasons for this are data dependencies; that
one thread needs results from computations performed on another thread,
or that a thread needs a shared resource that is occupied by another thread.
The constructs provided in processors for synchronization are atomic instructions such as compare-and-swap (or load-linked/store-conditional), testand-set, and fetch-and-add, together with memory barriers. These instructions can be used to build higher level synchronization constructs such as
locks, barriers, and condition variables. The pthreads standard includes such
higher level constructs in form of mutexes, condition variables, read-write
locks, and barriers.
Another construct for atomicity, that has only recently become available in
a commercially available processor, is hardware transactional memory. The
idea is that instructions that are to be executed atomically are grouped into
a transaction, and the instructions in this transaction must then be executed
atomically or not at all. That is, the only states observable by other processors are that no instructions in the transaction have been executed, or that
all the instructions in the transaction have been executed. No intermediate
9

states must ever be observable. This feature was rst included in prototypes
of Sun's (later Oracle's) Rock processor [6] which is now discontinued, and
is now present in IBM's BlueGene/Q processor, described in [15]. Transactional memory was rst proposed in [16] for the purpose of making lock-free
synchronization easier and more ecient. Among other benchmarks, they
show encouraging simulation results for concurrent data structures such as
a doubly-linked list and a producer/consumer queue. The doubly-linked list
is a good example of where transactional memory ts well; using locks, it
is hard to write an implementation that allows elements to be enqueued at
the head at the same time as elements are dequeued from the end. With
transactional memory, the implementation is easy and avoids synchronization in the common case where there are no conicts between enqueueing
and dequeueing.
In [9] and in the more detailed technical report [10], experiments were conducted on real hardware, a prototype of the Rock processor. This is the
only previous work with experiments on actual hardware we are aware of.
They use a hybrid approach in their work, meaning that software methods
were used when hardware transactions failed. Using transactional memory,
they implement two concurrent data structures; a hash table and a red-black
tree, and show good results when running on many threads. They also experimented with using hardware transactional memory to replace locks for
protecting critical sections, and used it to implement a minimum spanning
forest algorithm.

In Chapter 3 we describe our investigations on how to

leverage hardware transactional memory for scientic applications, where
we also used a prototype of the Rock processor for the experiments.

2.2 Multicore Programming Models
Our goal is to combine the available concurrency primitives into higher level
constructs and idioms to make concurrent programming easy, safe, and exible. That is, we want to nd programming models that are suitable for writing scientic applications to run eciently on multicore processors. There
are of course many programming models with a similar target, and in this
section we will discuss the most important such eorts.

10

(a) Fork-join

(b) Nested fork-join

(c) Nested fork-join

(d) Not fork-join

Figure 2.1: Control ow examples.
2.2.1

Fork-Join Models

The de facto standard programming model for shared memory programming
is OpenMP [8]. This is a high-level programming model where loops and sections can be annotated for parallel execution. The typical usage of OpenMP
is loop-level parallelism, where a number of threads are spawned to execute
the iterations of a loop in parallel, but there is also support for arbitrary,
possibly nested, parallel regions, where the control ow is separated into several threads that all execute the region in parallel. These constructs allow
for writing applications with what we will refer to as fork-join structures;
the control ow is forked into several parallel control ows at the start of the
parallel loop or parallel section, and then joined into a single control ow
again at the end of the loop or section, or at an explicit barrier.
With version 3.0 of the standard, support for task-based programming is also
added to OpenMP. With a task-based programming model, the programmer
species tasks, which are small pieces of work items to run, typically a function together with the needed data, and a run-time system then keeps a pool
of worker threads that execute these tasks. This allows more ne-grained
parallelism and provides new solutions, such as sequentially iterating through
a linked list and creating a task for each element in order to perform computations on the elements in parallel, which was hard to accomplish earlier.
In this thesis, we require that a join always joins all the threads spawned
since some earlier point in the control ow, as in OpenMP programs. Note
that fork and join can sometimes be used to denote more general constructs
11

that allow any previously forked thread to be joined, like in [7], where fork
and join was rst introduced.

In this thesis, however, we will use fork-

join to describe the more restricted parallel structure. To illustrate what
we mean by fork-join, Figure 2.1 shows some example dependency graphs
representing dierent control ows. In this gure, the circles represent tasks,
and a directed edge from one task to another means that the rst task must
have nished executing before the execution of the second task can start.
Figure 2.1a shows the simplest fork-join example, where the control ow is
forked into three parallel paths, and then joined again. Figure 2.1b shows
an example of a nested fork-join, where one of the forked threads again forks
the control ow into three children. Also Figure 2.1c shows a nested forkjoin control ow, but highlights that all previously forked thread can also be
joined with a single join. When we say that a program follows a fork-join
structure, we include nesting in this notion and mean that the program is
allowed to have a nested fork-join structure. Figure 2.1d shows an example
of a control ow that is not of the fork-join type. The two joins here only
joins two of the three spawned threads, so there is no single earlier point in
the program ow from where all spawned threads are joined, which is our
denition for fork-join structures.
The most well-known task-based programming model is Cilk [4] (and its successors Cilk++ [19] and Intel Cilk Plus). Cilk is a programming language
that extends C (and C++) by introducing two main constructs for parallelization; spawn and sync, which represent fork and join. The later instances
Cilk++ and Cilk Plus extends this by also containing constructs for parallelizing loops. In the Cilk model, tasks can be spawned to be executed in
parallel, and the spawned tasks can also spawn new tasks in a nested manner.
Here, a task remains active and is not nished until all its spawned children
are nished. Waiting for spawned children to nished is either done explicitly
by inserting a synchronization statement, or handled automatically at the
end of a task. This parallel structure is also of the fork-join type but more
strict than the programming model supplied by OpenMP, since each task
needs to synchronize with its direct parent. With this restriction, applications that follows this parallel structure are called
in contrast to

(general) strict

fully strict

computations,

computations where a task can synchronize

with any ancestor. Cilk uses a work-stealing scheduler which is proven to be
within a constant factor from optimal, for fully strict computations [4].
Another popular library for task-based multicore programming is Intel's
Thread Building Blocks (TBB) [1]. This is a C++ library for task-based
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programming that contains constructs for parallel loops, reductions, scans,
and pipeline parallelism. Task can be spawned, and then synchronized by
waiting for all previously spawned tasks to nish, leading to parallel structures of fork-join type. The library also includes other interesting building
blocks for multi-threaded programming such as a memory allocator that
scales well for multi-threaded applications, and concurrent data structures
such as hashmap, vector, and queue.

2.2.2

Task Dependency Graph Models

The fork-join model is well suited for recursion and divide-and-conquer algorithms, but for some algorithms, the dependency pattern cannot be described by the fork-join model without inserting unnecessary synchronization
points. A popular model for describing more general dependencies is to describe the software as a directed acyclic graph (DAG). This allows describing
dependency patterns that cannot be expressed in strict models, such as the
one depicted in Figure 2.1d, and reduces the need for synchronization in
these cases. The advantages of this is demonstrated for real applications
in [17], where implementations of QR and Cholesky factorizations in Cilk
are compared to both a static schedule, and to implementations in the SMP
Superscalar programming environment [20].
SMP Superscalar (SMPSs), and its successor OMP Superscalar [11] are programming environments using the Star Superscalar programming model. In
this model, the usual OpenMP directives for declaring tasks are extended
with the possibility to declare in what way the task's arguments are used;
input, output, or inout. The programmer writes a sequential software, with
these extra annotations in the form of pragmas to declare tasks and their
data dependencies, and a run-time system then generates a task dependency
graph from this information. The tasks are then scheduled for parallel execution, respecting the dependencies, and a task-stealing scheme similar to the
one in Cilk is used for load balancing. In this model, the dependency graph
need not be built explicitly, but is deduced by the run-time system, which
relieves the programmer of this otherwise often dicult task. By comparing
the SMPSs source code snippets to the Cilk and statically scheduled versions
in [17], it is evident that the SMPSs programs are clear and direct, and far
easier to read than the others. The performance was similar to or better
than the static schedule, and signicantly better than the Cilk version.
A signicant dierence between creating tasks in SMP Superscalar and the
13

previously mentioned fork-join models is that tasks are not necessarily allowed to execute as soon as they are created, but must rst wait for all their
dependencies to be fullled rst. In the fork-join models, a task can always
be executed as soon as it is created.
Data-ow driven programming models have been around for a long time.
The Jade programming language was described in [18] already in 1991. It is
an extension of C that uses a data-ow driven programming model, with the
concept of shared objects is added to the language. As in the Star Superscalar
model, the programmer writes a serial application, and annotates parts of
the code with which shared objects are accessed. A run-time system then
deduces the data dependencies from the annotations, and execute parts that
can run without conicts in parallel. Accesses to shared objects can be
reads, writes, or commuting. Several threads may read the same object
concurrently, while a thread that writes to an object must have exclusive
access to the object. The commutative access means that it may be reordered
with other parts of the code that also have commutative accesses to the same
shared object, but only one thread may access the object at a given time.
Another interesting project for task-based programming is StarPU [3], which
is a task-based library written in C, aimed at handling the problem of
scheduling computations on heterogeneous platforms. In order to take full
advantage of a heterogeneous platform, tasks must be scheduled to take advantage of both the CPUs and the available accelerators such as GPUs. For
good utilization of the hardware, the scheduler must take into account the
cost for transferring data between the CPU and the accelerators, and that
certain tasks run more eciently on the CPU while other are more suitable
for the GPU. Portability is also an important issue; the same program should
be able to run on any machine and make ecient use of its accelerators and
CPUs. StarPU solves this problem for the programmer by scheduling tasks
between the processing units at run-time, according to performance models
that is built up from measuring performance at run-time, or provided by
the programmer. Each task can have several dierent implementations for
dierent architectures. Memory is represented by handles to allow StarPU
to manage data transfers between the CPUs and the GPUs. Task dependencies can be registered either by denoting data direction on handles as
in Star Superscalar, or by specifying dependencies between tasks directly to
explicitly build a dependency graph.
The data-driven task approach is also popular in high performance parallel linear algebra libraries. Both the PLASMA project [2] and the Flame
14

project [13] use their own task-based and data-dependency driven systems
for running eciently on multicore processors. The PLASMA project uses
a run-time system called Quark [25], and Flame uses a system called SuperMatrix [5].
Swan [23] is a programming language that expands the fork-join model in
Cilk with task data-ow parallelism to add dependency-aware scheduling
similar to the Star Superscalar model. Instead of managing dependencies
between tasks, dependencies are modeled from tasks to data objects. A ticket
system is used for representing dependencies from tasks to data objects.
The shared objects have a form of ticket queue, with one queue for reading,
and one queue for writing. The tasks have tickets with their numbers in
the queues to read and/or write to shared data objects. This still allows
arbitrary and unstructured dependencies. Another system with a similar
idea is described in [14]. Here, data objects have an unlimited number of
read tokens and a single write token, and the tasks check out and return
these tokens. If a task wants to check out a read token and some other task
owns the write token, or if a task wants to check out a write token and there
are read tokens checked out, the tasks are put in a waiting queue. When
tokens are available again, the waiting queue is served in order.

15

Chapter 3

Hardware Transactional
Memory
Transactional memory has previously been shown to have advantages both
in performance and ease of coding. In Paper I we investigated if hardware
transactional memory can give performance improvements for scientic applications. Previous investigations have mainly considered ecient concurrent data structures, which of course are important also in scientic applications, but this caused us to look for other parts of scientic software that
may benet from transactional memory. We focused on the problem of when
several threads wants to modify the elements, assumed to be oating point
variables, of a shared data structure rather than to modify the actual structure. The typical example is when several threads want to add the results
from their computations to a vector of doubles, and there is a possibility of
collision. In contrast to the other investigations we are aware of, we use pure
hardware transactional memory, without fall-back to software methods, on
real hardware in our experiments.
The property of hardware transactional memory that we want to exploit is
that the overhead for conict-free updates of shared memory is expected to
be low when there is low contention compared to other methods for avoiding
conicts such as using locks. We looked at cases where concurrent updates of
shared memory occurs, but the number of conicts is typically low. In order
to guarantee correctness, care must be taken to avoid conicting updates
of the same memory. With hardware transactional memory, the overhead
to avoid corruption is virtually zero if there are no colliding updates. The
16

price of this is that when collisions do occur, handling them can be quite
expensive.
Using hardware transactional memory we were able to construct an atomic
oating point addition that operated on a full cache line, containing, 8 double
precision values, at once. We compared this to several dierent methods;
non-atomic, locks, and compare-and-swap, presented below.
As a base-line, we used non-atomic oating point additions without any
mechanism to enforce atomicity. This may give the wrong results, as the
data may be corrupted when several threads write to it concurrently, but
gives a lower bound for the execution time. This benchmark measures the
execution time of the part that is common to all the benchmarks, and what
remains when the atomicity constructs are removed from the source code of
any of the other benchmarks.
For our experiments using locks, we used pthread mutexes to prevent several
threads from writing to the same location at once. The platform also had
pthread spinlocks implemented, but these generated very similar but slightly
worse results and were excluded from the comparison. The drawbacks of
mutexes are the cost of the library calls and the need for lock variables, which
occupy space in caches and main memory, and require memory bandwidth
when accessed.
Using the atomic compare-and-swap instruction, there is no need for lock
variables. This instruction only works with integers, so to use it for oating
point variables we need to move data back and forth between the CPU and
the oating point unit. It is also limited in size to 64 bits, and hence cannot
be used to update more than a single double precision or two single precision
oats.

3.1 The Rock Processor
All our experiments were conducted on a prototype of the Rock processor.
The Rock is a SPARC v9 instruction set processor with 16 cores. Each
pair of cores share a oating point unit, and a 32 kB level-1 data cache.
Each processor then has a common 2 MB level-2 cache shared among all the
cores. The most interesting property is however the support for transactional
memory. Three new instructions are added to the instruction set for this:

17

Mask Description

Mask Description
0x001
0x002
0x004
0x008
0x010
0x020

Invalid
Conict
Trap Instruction
Unsupported Instruction
Precise Exception
Asynchronous Interrupt

0x040
0x080
0x100
0x200
0x400
0x800

Size
Load
Store
Mispredicted Branch
Floating Point
Unresolved Control Transfer

Table 3.1: Meaning of bits in the %cps register explaining why a transaction
was aborted. This information is based on a table in [9].
• chkpt <fail_pc>
• commit
• read %cps, <dest_reg>

The chkpt instruction (short for checkpoint) marks the start of a transaction
and the commit instruction marks its end. The chkpt instruction takes
a parameter in form of an address to jump to in case the transaction is
aborted. If the transaction is aborted, the new %cps register (short for
checkpoint status) contains information about why. A transaction can fail
at any point within the transaction, at which point the program counter
is set to the address given as a parameter to the chkpt instruction. If the
transaction succeeds, the eects of the transaction can become visible to the
other cores, and the execution continues to the next instruction after the
commit.
3.1.1

Reasons for Transactions to Fail

The Rock processor implements transactional memory in a best-eort fashion, meaning that transactions may fail also for other reasons than just conicting writes. Any type of cache miss, interrupt, or branch misprediction
will cause a transaction to abort. Table 3.1 lists the meaning of the bits of the
%cps register, which describes the reasons a transaction failed. The names
are not the ocial ones, if such exists, but are our own interpretations. The
Invalid bit means that the contents of the %cps register is no longer valid,
which happens if the register is not read directly after the transaction failed,
or if the execution was interrupted between the register was set and reading
it. The important bits will be explained here, to the best of our knowledge
based on information from [10] and experience from our experiments. The
18

1
2
3
4
5
6
7
8
9
10
11
12

.loop:
add
ldd

%l0, 1, %l0
[%i2], %f0

ldd
faddd
std

[%i1], %f2
%f2, %f0, %f2
%f2, [%i1]

add
cmp
bl
nop

%o1, 1, %o1
%o1, %i0
.loop

1
2
3
4
5
6
7
8
9
10
11
12

Listing 3.1: Non-atomic

.loop:
add
%l0, 1, %l0
ldd
[%l2], %f0
chkpt .loop
ldd
[%l1], %f2
faddd %f2, %f0, %f2
std
%f2, [%l1]
commit
add
%l5, 1, %l5
cmp
%l5, %l4
bl
.loop
nop

Listing 3.2: Transactions

Conict bit indicates a collision with another core updating the same mem-

ory, which is the natural reason for a transaction to abort. If a transaction
accesses too much memory, it will abort with the Size bit set. If the data
accessed by a transaction cannot be immediately accessed, such as if it is
not in the cache, the virtual address is not in the TLB, or if it is a write
that cannot be performed directly because of the cache coherency protocol,
the Load or Store bits will be set. Some instructions, to our knowledge only
oating point division, are not allowed inside a transaction at all, and will
abort with the Floating Point bit set. The remaining bits indicate interrupts
or issues with branches.

3.2 Benchmarks
To test the suitability of transactional memory, we used two micro-benchmarks
which will be referred to as Overhead and Contention. We also used two application benchmarks to evaluate the performance in a more realistic environment; a stiness matrix assembly code and an n-body simulation. These
benchmarks are all described below.
3.2.1

The Overhead Micro-Benchmark

The goal of the Overhead benchmark is to measure the overhead for dierent
methods of ensuring atomicity. To do this, we measured the time it took to
increase all elements in a short array using dierent methods for ensuring
atomicity. The experiment was conducted on a single thread, with no con19
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.loop:
add
ldd

%l0, 1, %l0
[%l2], %f0

call
mov

pthread_mutex_lock
%i3, %o0

ldd
faddd
std
call
mov

[%l1], %f2
%f2, %f0, %f2
%f2, [%l1]
pthread_mutex_unlock
%l3, %o0

add
cmp
bl
nop

%l5, 1, %l5
%l5, %l4
.loop
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Listing 3.3: Pthread locks

.loop:
add
ldd
ldd
std
ldx
faddd
std
ldx
casx
cmp
bne,pn
nop
add
cmp
bl
nop

%l0, 1, %l0
[%l2], %f0
[%l1], %f2
%f2, [%sp+96]
[%sp+96], %o4
%f2, %f0, %f2
%f2, [%sp+96]
[%sp+96], %o3
[%l1], %o4, %o3
%o4, %o3
%xcc, .loop
%l5, 1, %l5
%l5, %l4
.loop

Listing 3.4: Compare-and-swap

tention from other threads. The tests were originally written in C, but the
generated binary code varied too much between the dierent methods, which
gave large dierences in the results. To avoid these problems, we rewrote the
tests in assembly code, which made the dierent approaches much more similar and comparable, and also improved the performance. Since the times we
try to measure are very short, the results are very sensitive to the implementation. For this reason, we show the main loop of the simplest benchmark,
updating only a single variable, for the dierent methods of achieving atomicity in Listing 3.1 to 3.3.
The code in the listings take two pointers, a pointer to a value that is to be
added, which we refer to as the delta, and the shared variable it should be
added to, which we refer to as the destination. The delta is assumed to be
the result of some local calculation, and hence private to the current thread,
while the destination is shared among several threads and may be updated
at any time. In the simplest case (Listing 3.1), where we ignore the fact that
the destination may be updated by other threads, the delta is loaded at line
3, and the destination is loaded, updated and written back to memory at
lines 57. We keep two counters, one in register %l0 that counts the total
number of tries, updated at line 2, and one in register %o1 that counts the
number of successful updates, increased at line 9. The test is repeated until
one million updates are successful. In this case, the update can never fail,
but both counters are still updated to keep the test as similar to the others
as possible.
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In Listing 3.2, the update of the shared variable is made into a transaction
to ensure its atomicity. This is simply achieved by adding a checkpoint to
start the transaction at line 4 and then a commit to nish the transaction
at line 8. If the transaction should fail, the program counter is reset to the
beginning of the loop, and the transaction will be retried.
For the implementation using pthread locks, shown in Listing 3.3, the checkpoint and commit instructions are replaced with calls to the pthreads library
to acquire and release a lock. These functions also need the address of the
lock, supplied on lines 6 and 12. Note that the SPARC architecture has a
delay slot, meaning that the instruction after a call or branch will execute
independent of if the branch was taken or not, and will take eect before the
call or branch does. When comparing to locks, there are many possible lock
implementations to chose from, and it is possible and probable that pthread's
locks are not the most ecient for all the conducted experiments. However,
producing good implementations of the important lock algorithms is a large
eort, and since the main purpose was not to compare dierent lock implementations and algorithms, it was decided that whatever lock the pthread
library provides is probable to be a good implementation of an all-around algorithm that works for a large class of situations. Besides the
API we also ran the experiments using

pthread_spin_lock

pthread_lock
instead. This

gave very similar but never better results, why those results are disregarded.
The last method, using the atomic instruction compare-and-swap, is shown
in Listing 3.4.

The compare-and-swap instruction only works on integer

values, while we are interested in adding oating point values. Because of
this, we need to move data between the oating point unit and the integer
arithmetic unit, which has to be done through the memory. On line 4, we load
the value into the oating point unit, and then on lines 56 we transfer it to
the integer arithmetic unit by writing it to the stack and rereading from the
stack as if it were an integer value. Reading the value twice from the shared
location, rst as an integer and then as a oating point is more ecient, but
vulnerable to the ABA problem. That is, if the integer arithmetic unit reads
A from the variable, the variable is changed to B, the oating point unit
reads the B, and then the variable is changed back to A, then the compareand-swap will succeed to change from the expected A to the result based
on a computation using B which is no longer valid. After the calculation is
performed on the oating point unit, the result needs to be transfered back
to the CPU through the stack on lines 89.
The listings only show the code for updating a single variable. We expanded
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backoff() {
int k = rand() % (1 << n)
for i = 0 to k
delay()
if n < 20
n = n + 1
}

Listing 3.5: Back-o strategy.
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while transaction fails
if cps == store
compare−and−swap data
else if cps == load
read data
else if cps == conflict
backoff()
retry transaction

Listing 3.6: Strategy for handling
a failed transaction.

the tests to update more elements at the same time in a single critical section
protected by a transaction or by locks. This leads to larger transactions and
larger blocks of code protected by the locks, increasing the work in relation
to the overhead. The compare-and-swap method is limited to updating a
single variable at the time, and cannot be used to atomically update larger
blocks of memory. We still include a compare-and-swap method for updating
several variables in our comparisons, but this version only provides elementwise atomicity rather than updating the whole block atomically, which makes
it a weaker construct and not entirely comparable to the other approaches.
However, element-wise atomicity may be enough in many applications, so it
is still interesting to include it in the comparison. There is no opportunity to
amortize the overhead when updating larger blocks using compare-and-swap,
so we expect the other methods to have an advantage in this case.
3.2.2

The Contention Micro-Benchmark

The purpose of the Contention test was to measure how the time to perform
an atomic update varied with contention. In this experiment, we ran one
thread on each of the 16 cores on the processor, where each thread repeatedly,
in a tight loop, increased the value of a variable. With a certain frequency,
the increase was of a variable that was shared between all the threads, and
in the other iterations it was to a local variable. All the variables were put
in separate cache lines to avoid false sharing. By varying the frequency, we
mimicked dierent levels of contention on the update.
In this benchmark we added an exponential back-o scheme as shown in Listing 3.5 to handle failed updates for the transactional memory and compareand-swap versions. When an update failed, it is rst immediately retried. If
it fails again, we delayed for a random period of time. This random time is
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initially very short, but every time the same update fails again, we double
the upper limit for the random delay, up to a certain level.

Without this

scheme, the application never nished because of all the colliding updates.
The parameters for the back-o scheme were determined by experimenting,
and were tuned for this benchmark and these methods. The actual waiting
in the

delay()

function in the listing is realized by executing a memory

barrier instruction.
In the transactional memory version, it is not enough to just retry a transaction when it fails. This often leads to innite loops where the transaction
never succeeds. Instead, one needs to take certain actions depending on what
caused the transaction to fail. Listing 3.6 shows our strategy for this. The
main issue is when a transaction fails because a store failed.

This means

that the address is not available for writing in our local cache, and the failed
attempt to write to it will not trigger the hardware to fetch it and make
it writable.

What we need to do is to try to write to the memory location

from outside a transaction to trigger the memory system events needed to
make it writable. At the same time, we must not corrupt the data. What we
do is that we perform a compare-and-swap to the address, where we try to
write zero to the address, given that it contained zero. This issue, and the
solution, is described in [10]. If a transaction fails because a load failed, we
read the location from outside a transaction to trigger the memory system
to fetch the address and make it readable.

If the transaction fails because

of a conict, we use the exponential back-o scheme to wait a short while
before retrying.

3.2.3

The Stiness Matrix Assembly Benchmark

In the stiness matrix assembly benchmark, a stiness matrix for a nite
element method was assembled. That is, given a meshed geometry, a matrix
is generated with non-zero elements where nodes in the mesh share an edge.
The algorithm iterates through the triangles in the mesh and updates the
matrix elements that correspond to the nodes of each triangle.

When this

is performed in parallel, two threads that are updating the elements of two
dierent triangles that shares a node need to write to the same element, and
there is risk of data corruption unless the element is protected.
The matrix is stored as a full matrix, even though it mostly consisted of zeros.
This means it consumes a lot more memory, which will induce much more
cache misses. The aim of the benchmark is not to investigate the behavior of
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a sparse matrix code, but to investigate the behavior on an application where
the memory accesses are irregular and spread over a large area of memory.
Not all memory will ever be touched and many elements will be alone in
their cache line, which is negative because it uses more memory bandwidth,
but on the other hand there might also be benets as a lot of false sharing
will be avoided.
Two versions of this benchmark were evaluated, one that performs very few
computations for each triangle in the mesh, and one that performs many
more computations per triangle. The rst one is expected to be very memoryintensive and its performance is expected to be limited by waiting for memory, while the second version should spend most of its time on computations
instead. The actual computations that are performed per mesh element in
the computationally intensive case are articially made up in this benchmark.
Each entry in this benchmark is a single double precision variable, so it is
not possible to gain anything from updating blocks of elements at the same
time. This should make the compare-and-swap strategy more competitive.

3.2.4

The n-Body Simulation Benchmark

The n-body simulation benchmark computes direct pair-wise interactions
between a set of particles. The memory usage for a simulation of n particles is O(n) and the number of computations needed are O(n2 ), which is
more computations per memory access than in the stiness matrix assembly benchmark. As a comparison, the stiness matrix assembly benchmark
touched about 21,000 cache lines while the n-body simulation only touched
about 900 cache lines. Both datasets should t in the level 2 cache, which
holds 32,768 cache lines, but the n-body simulation is expected to hit the
level 1 cache much more often.
In this benchmark, several particles are grouped together, and the results are
written in small blocks of memory. This allows the overhead for atomicity
to be amortized in the versions that uses transactional memory and locks.
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Figure 3.1: Results from the Overhead micro-benchmark showing time per
update for dierent numbers of elements when running on a single thread.
The grey areas show the variation of the results from the lower to the upper
quartile.

3.3 Experimental Results
The results from the overhead micro-benchmark are shown in Figure 3.1.
The most interesting things are the times for updating a single element, and
then how the time behaves when the number of elements increase. Locks are
between 3.2x (one element) and 2.5x (8 elements) slower than transactions.
Compare-and-swap is 1.6x slower than transactions for one element, since it
needs to transfer data between the CPU and the oating point unit, and then
scales linearly with the number of elements as everything needs be redone per
element. Also, the compare-and-swap updates are only atomic per element,
while the other methods protects all the elements at once.
These results look very promising for transactions, and suggest that a speedup
of about 3x compared to locks is within reach when there is no contention.
The second micro-benchmark aimed to show what happens when several
threads write to the same location, and the results are shown in Figure 3.2.
Comparing to the Overhead benchmark, we can see that all updates are
much more expensive, even at low rates of contention. There are several
reasons for this. First of all the writes to the shared location will cause
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Figure 3.2: Results from the Contention micro-benchmark showing time per
update (ns) for dierent levels of contention. The variation of the results is
too small to be visible.
contention. The implementations using transactions and compare-and-swap
now also include an exponential back-o scheme for handling failed updates.
Also, the bulk of this benchmark is written in C rather than assembly as the
Overhead benchmark.
At low levels of contention, the compare-and-swap method is now faster
than when using transactions. What is interesting is that at high level of
contention, the time per update for the implementation using transactions
levels o, while the other two approaches continue to raise. We have continued to experiment with dierent parameters for the back-o scheme, but
could not make the compare-and-swap version behave more like the transactional memory. Our initial expectations were that transactional memory
would win over the other methods for low levels of contention, but the experiment showed it was the best method for high levels of contention instead,
while compare-and-swap was best for low levels of contention.
The results from the FEM stiness matrix assembly benchmark showed that
for the version with few calculations, and frequent, scattered, single element memory accesses, the compare-and-swap method was faster than using
transactions. The results are shown in Figure 3.3, and the dashed lines with
markers represent the memory intensive version. Overall, the speedup over
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Figure 3.3: Results from the FEM stiness matrix assembly benchmark
showing speedup over a serial implementation. The rst three lines represent
the compute-intensive version, and the bottom three represent the memoryintensive version. The grey areas show the variation of the results from the
lower to the upper quartile.
our serial version was very bad with a maximum of 3.3x on 16 cores for the
compare-and-swap method. The bad speedup is probably because the application is memory bound. The lock implementation needs to access more
memory than the other approaches, as it needs to access all the locks, which
is probably why it is behind the other two versions.
When the number of calculations were increased in the stiness matrix assembly benchmark, the method using transactional memory was the best.
The memory access pattern is the same, but the accesses are less frequent.
The speedup was a little bit better in this version, reaching 9x over our serial
implementation on 16 cores.
The n-body benchmark was able to take advantage of updating particles
in blocks, which rendered the compare-and-swap method non-competitive.
The memory access pattern is more structured, and small blocks of memory
are accessed at once, rather than single elements. The results are shown in
Figure 3.4, where it can be seen that the transactional memory approach
was best again, but with the implementation using locks close behind. The
methods reached 8.3x and 8.9x speedup compared to our best serial. For
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Figure 3.4: Results from the n-body benchmark showing speedup over a
serial implementation. The variation is too small to be visible.
this benchmark, we also implemented a proper parallel version, where each
thread rst computes its results to a private buer, and then when all threads
are nished, these private buers are merged (which is also performed in
parallel). This parallel version reached an speedup of 13.8x on 16 cores.
Table 3.2 lists the percentage of transactions that failed for the dierent
benchmarks, together with the reason that the transaction failed. In the
table, Contention (1/1) refers to the Contention benchmark where all threads
write to the shared variable in every iteration, while Contention (1/1024) is
a run where only 1 in 1024 writes is to the shared variable. The % Load, %
Store and % Conict columns lists the percentage of the failed transactions
that had the corresponding bit set. Note that in the n-body case, in 11
% of the failed transactions, the reason for the fail was unknown. For the
micro-benchmarks, the cause of the failure was not gathered. If a transaction
fails again when it is retried, it is counted again, and the new error code is
included in this table.
In the Overhead benchmark, one might expect all transactions to succeed,
as there are no competing threads, but a few spurious aborted transactions
occurs nevertheless.
In the Contention benchmark, 15 % of the transactions failed when all 16
threads are repeatedly trying to write to the same memory location. This
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Benchmark
Total Failed % Load % Store % Conict
Overhead (1 element) 0.00026%
Overhead (8 elements) 0.0004%
Contention (1/1)
15 %
Contention (1/1024)
0.095 %
FEM memory-intensive 23.2 %
95.6 % 4 %
0.4 %
FEM compute-intensive 23.8 %
96.7 % 3.1 %
0.2 %
n-body
0.4 %
34 %
3.1 %
51.9 %
Table 3.2: Statistics for failed transactions for the benchmarks.
number would be higher if it was not for the back-o scheme. For the lowest
contention level, when each thread writes to the shared location only once
in 1024 iterations, the number of aborted transactions is much lower.
The FEM stiness matrix assembly benchmark stands out with its large
number of failed transactions; almost a fourth of the transactions failed.
The reason is that the data set is too large to t in the rst level cache, so
there are a lot of cache misses causing the transactions to fail.
In the n-body benchmark, the memory access pattern is much more friendly
for the caches, and the data set is smaller. This gives an unexpectedly low
number of failed transactions, only 0.4 percent.

3.4 Discussion
Transactional memory proved to work well when writing to memory that is
expected to be in the cache already, as indicated by the Overhead benchmark.
It is also suitable when there is a very high contention on a single variable, as
shown in the Contention benchmark, even though this situation is not likely
to arise in real applications. If several elements can be updated at the same
time, transactions are more eective than compare-and-swap, as shown both
in the n-body benchmark and in the Overhead benchmark.
Transactional memory performed worse than compare-and-swap for single
element updates for all but the extreme cases in the Contention benchmark.
Also, the memory-bound FEM stiness matrix assembly benchmark shows
that compare-and-swap is better also when the application is highly memorybound, at least for scattered access patterns.
The most ecient way to handle concurrent updates is however to avoid
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them completely, as can be seen in the Private Buers implementation of
the

n-body benchmark.

This solution reached a 13.8x speedup over the best

serial, while the second best approach, transactional memory, only reached
8.6x.

30

Chapter 4

A Library for Task-Based
Programming
In this chapter, we will describe SuperGlue; a library we have developed for
task-based programming.
As discussed in Chapter 2, a exible way of representing task dependencies is
important for performance. The dependency structure between tasks can be
quite involved, making it easy to make mistakes or add unnecessarily strict
synchronizations, such as inserting global barriers between phases of the
algorithm where more ne-grained synchronization would allow more exible
scheduling. A careful and ne-grained dependency management can reduce
the time spent waiting for other tasks and thus lead to better performance.
For these reasons, it makes sense to introduce a new abstraction layer that
takes responsibility for the task dependency management, and separate this
from the rest of the software.
The management of tasks and their dependencies also needs to be as ecient as possible. For large tasks, the time spent for managing dependencies
easily becomes negligible, but small tasks are inevitable in some applications. Hence, to attain the design goal that the library is to be generally
applicable to as many applications as possible, the overhead of dependency
management must be minimized.
From the review of existing environments for multicore programming, the
data-dependency driven task-based approach strikes us as the most elegant,
exible, and performance-wise promising approach.
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The next section de-

scribes our solution to the dependency management problem.

4.1 Task Dependencies using Data Versioning
A dependency between two tasks means that there is some shared resource
that both tasks need. Our solution describes dependencies between a task
and the data it requires rather than dependencies between tasks, as in the
dependency graph model. The idea is to attach a version number to any data
that is shared between threads, and then let tasks require certain versions
of these data objects. This version number is then increased after each task
that accesses the data, allowing other tasks to start. The versions are kept
in an object that will be referred to as a

handle.

The handles can represent

any kind of data or other shared resource. It is up to the programmer to
decide what each handle represents, and the dependency management system
does not know about any connections between these handles and memory
addresses.
The granularity of the handles is connected to the granularity of the tasks.
If a handle represents a too large part of the shared resources, this will
lead to reduced parallelism, and if there are too many handles, these will
increase costs for administration and require more memory to be consumed
and accessed.
To denote dependencies, the programmer needs to identify the shared resources in the program, typically the shared data structures or smaller parts
of larger shared data structures such as blocks of matrices or parts of arrays. A handle is then created for each resource, and these handles contain
a version number. All dependencies will then be described in the system as
that a task requires certain versions of handles. These version numbers are
increased after each access to the resource, including non-modifying operations, in order to count that all tasks that need a resource are nished using
it before a later task is allowed to modify it.
It is worth to clarify that this system does not keep track of several dierent
versions of data, but instead tracks the number of accesses that has occurred
to the same resource for the purpose of tracking which tasks can be allowed
to execute.
It is easy to see that the system using versions of handles is as expressive
as a DAG, as given an arbitrary DAG, each edge between two nodes can
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be replaced by dependencies from both tasks to the same handle, but with
dierent version numbers, to describe the execution order. It also goes the
other way around; to build a graph from a set of tasks and their data dependencies, a dependency edge is inserted from any task that could produce the
handle version that it requires. This can be several dierent tasks for a single
handle version, as it is not known which task will be the last to execute in
a group of commutative tasks. In order for the resulting graph to be acyclic
and hence a DAG, the set of tasks must be without circular dependencies.

4.1.1

Examples

If two dierent tasks read from the same shared variable, we introduce a
handle to represent this variable and register when the tasks are created
that they read the handle. Since they do not modify the data they can run
in any order or concurrently. This will be represented by them both requiring
the same version of this data.
If a third task is created after these two reads, that registers that it writes
to the handle, it will require a higher version of the handle to indicate that
it needs to wait for the reads to nish before it may execute. Hence, in order
to be able to count in all the tasks that read the data, the handle version is
increased also after read accesses.
We can also have the case where two tasks wants to perform an associative
and commutative operation on the variable, such as for example increasing
it. In this case, the tasks can run in any order, but not concurrently. In this
case these tasks should again require the same version number of the data,
as they can run in any order, but the tasks also need to specify that they
need exclusive access to the handles.

4.1.2

Computing the required versions

To gure out which version of a handle a task requires, the basic idea is to
keep count of how many other tasks have already been added that access
the same data. When a task is added that have an access to a handle, it
checks how many tasks before it accessed the same handle, and take the
required version to be that number. In this basic form, this will require all
tasks to execute sequentially. To allow two tasks that reads the variable to
run concurrently, two counters are needed; one that keeps track of the next
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required version for reads, and one that keeps track of the next required
version for writes. When a task is added that reads from the handle, the
next required write version is updated, and when a task is added that writes
to the handle, then both the next required read version and the next required
write version are updated. The general rule is that the version a task requires
is taken from the counter corresponding to the access type, and then the next
required version for all access types that does not commute with the current
access type are updated. For the counters that are updated, the new next
required version is set to the one after the currently highest next required
version.
It is not always needed to store one counter for each access type. By default,
our system has three access types; read, write, and add. Since reads and
adds cannot be reordered, the next required write version will always be the
next after the currently highest next required version of the reads and adds.
Hence, the next required write version counter is not needed, and we do not
use one.

4.1.3

Extensions to the data versioning scheme

It is possible to have several dierent access types that represent dierent
associative and commutative operations, such as for instance one type for
additive accesses and one type for multiplicative accesses. Tasks that performs additive accesses on a handle can commute with other tasks that also
performs additive accesses, and likewise for multiplicative accesses, but a
task that performs a multiplicative access cannot be reordered with a task
performing an additive access. To support this in our system, one needs a
next required version for reads, one for adds, and one for multiplications.
Non-commutative modications can still be found by taking the maximum
of the other next required versions.

4.1.4

Limitations of the data versioning scheme

The system described above can handle reordering of tasks that have the
same type of access to a handle. A generalization of this is to allow also
reordering of tasks that perform dierent, but commutative, operations. An
example is to have one task that sorts an array, and another task that sums
all the elements in the array. Since summing the elements is independent of
the order of the elements, it may be done either before or after the sorting
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of the array. To allow such systems, it is not enough to have a single version
number per handle any longer. Consider the case where there are three tasks;
one that sorts the array (sort), one that sums all the element of the array
(sum), and one that reads the sorted array (read). The read depends on the
sort to have nished, but the sum can execute either before or after the sort.
In this case, it is not enough to just count the number of tasks that have
already nished before the read can execute, since it also depends on which
tasks it is. We do not support these kinds of dependencies, but it should be
possible to generalize the scheme by extending the current version counter
to store one counter per access type.

4.1.5

Exclusive Access

In excess of version dependencies, we also support dependencies of the kind
that only a single task may have access to a handle at a time. This is for
instance needed by the add access type. To support this, each handle also
contains a lock. Only tasks that access a handle with an access type that is
commutative and requires exclusive access need to check this lock. For all
other cases, it is enough that the required version is available.
Note that this kind of dependency cannot be described by a DAG, but needs
some kind of extension. It also cannot be described only by requiring a
certain version of a handle, which suggests that we might need to nd yet
another, more general way of expressing dependencies.

4.1.6

Deadlocks

Note that it is possible to create deadlocks in this system. Consider the case
where two tasks that are running at the same time on dierent threads create
tasks that both want to write to two handles A and B. If they register these
accesses in the opposite order, it is possible that they have to wait for each
other, and that none of the tasks will be able to ever run. The problem here
is that there exists a data race in the program logic, since two tasks want to
perform non-commutative accesses to A and B at the same time. There is
nothing in the run-time system that will detect or avoid data races of this
kind, but it is up to the programmer to make sure that it cannot happen.
Note that if all the tasks are generated from the main thread, which is the
most common approach, no deadlocks can occur.
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4.2 A Run-Time System for Data Dependent Tasks
This section describes the run-time system we have built around this dependency management scheme.
In our model, tasks are atomic in the sense that when they are started they
run until they are nished, and cannot be interrupted. We assume that there
is no knowledge of for how long a task will run, and that tasks can be created
dynamically at run-time.
There is one worker thread per core, that is pinned to its core. Each worker
has its own list of ready tasks, containing tasks that have all their version
dependencies already fullled. When a task is added to the run-time system,
all the required versions of the handles it accesses are checked. If a version
of a handle is not yet available, the task is put in a waiting queue at that
handle, for that version. When a worker thread is nished executing a task,
it increases the version of all the accessed handles. In each handle, all tasks
that were waiting for that version are awoken, meaning that the remainder of
their dependencies are checked. If all the version dependencies are fullled,
they are added to the front of the ready queue of the worker thread that
woke them. Since the data they were waiting for was just generated on that
worker thread, there is a chance it is still in the cache, and hence this scheme
should give good locality.
Before starting a ready task that has an exclusive-access dependency, the
worker thread tries to acquire the exclusive access lock for that handle. If
the lock was already taken, there is no busy waiting, but instead the task is
put in a waiting queue for the lock. When a worker thread nishes a task,
all the locks it held are released, and the tasks that were waiting for that
lock is added to the front of the worker thread's ready queue. This is again
good for locality.
If a worker thread runs out of tasks in its ready queue, it tries to steal tasks
from other worker threads' ready queues. The default behavior is to search
for worker threads in order, starting from the next worker thread, but we
have also implemented selecting threads to steal from at random, or rst
searching among worker threads in the same socket, before searching worker
threads in other sockets. However, no dierences in performance have been
observed, so the stealing strategy has not been important in our benchmark
tests. Tasks are stolen from the end of the ready queue by default, but in
contrast to the task stealing in Cilk, this is not essential, as there are no
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hierarchical task trees. It may make more sense to steal from the front of
the queue if the workers share caches, but from the end of the queue if the
workers are distant, but we have not done rigorous testing on this.

4.2.1

Scheduling

All scheduling decisions must be made at run-time, since tasks can be created
dynamically. There is no global view of the system, and all decisions are local
to a worker thread. This means that the workers do not need to communicate
except for when they try to steal tasks, in which case it mainly aects workers
that did not have anything to do. The workers that have things to do will
concentrate on that instead, except for contention on their ready queues
when other workers steal from them.
All scheduling is limited to decisions at three events:
• Initial placement of tasks
• Which locally available ready task to execute
• Which task(s) to steal

The default behavior is that the programmer species the which core each
task should be assigned to, that the rst ready task is executed, and that
stealing is done from the nearest cores rst and from the last position in the
ready queue of the original owner. We initially let the programmer specify
which core a handle belonged to instead. Tasks were then placed at the same
core as one of the handles it accessed. However, specifying the core number
instead turned out to be more direct and allows more control, so we set that
the new default.
The initial placement will only matter if the task is ready to run. If there
are unsatised dependencies, the task will be queued at the unsatised dependency instead, and its initial placement is forgotten. Hence, the initial
placement typically does not matter at all in the common case, which is why
no other initial placement schemes have been implemented.
Tasks can also have priorities, in which case the list of ready tasks is searched
for the one with highest priority when nding the next task to execute or
steal. Currently priorities are implemented by allowing tasks to have any
integer value, and the worker thread performs a linear search through the
ready queue to nd the task with the highest priority. In some applications,
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the searching through the list may become a performance issue. For such
applications, priority queues with other insertion and retrieving complexities
need to be implemented.

4.2.2

Properties

Version dependencies are checked at most once. If a version dependency is
fullled, it never needs to be checked again. If it is not fullled, the task will
be queued at the handle whose version was too low, and is not awoken until
the version is guaranteed to be available, and therefore also never needs to
be checked again.
Mutual exclusion dependencies are checked rst when all version dependencies are fullled. If there is at most one access to a handle that can be locked
(that is, each task has at most one commutative access), then mutual exclusion dependencies also only needs to be checked once. If the handle is locked,
the task is queued waiting for exclusive access, and then guaranteed not to
be awoken until exclusive access is granted. However, we support tasks with
several mutual exclusion dependencies. This can cause mutual exclusion dependencies to be checked several times, and also creates a possibility for a
live lock. Two tasks that require exclusive access to the same two handles
could in theory successfully acquire one handle each, notice that the other
one is busy and back o only to restart the same procedure again and repeat
this forever. This has not been observed to be a problem in practice. To
be safe, one can adapt to a code convention where each task is allowed to
have at most one exclusive access. Again, there is currently no support in
the run-time system for checking this.

4.2.3

Renaming

It is possible to avoid write-after-read and write-after-write dependencies by
allowing several dierent versions of an object to coexist. This is achieved by
creating a new copy of an object instead of waiting for all current accesses to
nish, and is called renaming because of the similarities with register renaming done within CPUs to increase instruction level parallelism. But allowing
several dierent versions to coexist increases the memory usage which may
decrease the performance, since memory bandwidth is often a bottleneck.
Also, if too many versions are alive at the same time, the application may
run out of memory. It is not trivial to decide if it is better to create a new
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object, or to wait for all accesses to the previous object. Because of this, the
run-time system does not automatically create copies of data.
That automatic renaming is not supported also explains why the run-time
system by default does not have an access type for denoting write-only accesses. The existing write access type indicates that a task may both read
and write to a handle, and that the task must wait for all previous writes to
the handle to nish before it can start.
What is supported is to use renaming to allow two mutually exclusive tasks
to execute at the same time. If a task needs to write to a handle that is locked
by another task, the task can create what we call a contribution object, and
execute directly but write its results to the contribution object instead. With
this option activated, each handle have a pointer to a contribution object.
If the handle is locked, a task can create a contribution object, writing it
results to this, and then attach it to the handle. If the handle is locked and
already has a contribution object attached when the task is started, the task
uses the existing contribution object instead of creating a new. When the
task is nished, the contribution object with its results is attached to the
handle. If the handle already has a contribution attached, the task merges
the two contribution objects into a new one and then tries to add the new
object. This process is repeated until the add is successful.
The contribution objects are opaque to the run-time system. The programmer needs to provide functions for creating new contribution objects, merging
contribution objects, applying the contribution object to the real destination,
and freeing contribution objects. Note that it is possible to have two dierent
merges; one between contribution objects, and one that merges a contribution object into its real destination. This allows contribution objects to have
a dierent layout in memory than the destination object, for handles that
represent data that is scattered in memory.
When a task is to be started, the worker thread checks if there are any contribution objects attached to the accessed handles. Any attached contribution
objects, are then merged into the real destination before the task is started.
This means that contributions are merged lazily, when they are accessed.
With this scheme, there can be at most as many contribution objects as
there are worker threads in the system. Objects are merged in the order
they are available, and if several worker threads try to attach contribution
objects concurrently, the objects will be merged in parallel. When objects
are merged, one of the objects was just created by the worker thread that is
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template<typename Options, typename T = typename Options::TaskName>
class Task_TaskName;
template<typename Options>
class Task_TaskName<Options, typename Options::Disable> {};
template<typename Options>
class Task_TaskName<Options, typename Options::Enable> {
private:
std::string name;
public:
void setName( const std::string &s ) { name = s; }
const std::string &getName() const { return name; }
};
template<typename Options>
class Task : public Task_TaskName<Options> { ... };

Listing 4.1: Coding style example. Depending on how the type TaskName
is dened in the Options struct, the possibility to store names inside tasks
is enabled or disabled.
performing the merge, or the objects are merged by the worker thread that
will use the results, leading to good locality.

4.3 Programming Style
To combine the performance and generality design goals, we adhere to the
"What you don't use, you don't pay for" design rule of C++, also known as
the zero-overhead rule (see [21, Section 4.5]). Most features cause some kind
of overhead, and if a feature is not needed in a certain application, including
it may cause too much overhead for that application, making it better to
abandon the library and rewrite something simpler from scratch instead. To
avoid this, we strive to supply the bare minimum functionality needed for
managing dependencies as a baseline, and make additional functionality into
features that can be disabled or enabled according to the application needs.
To support this design, the system is written as a header-only C++ template library. This basically means that it cannot be compiled and linked
against, but is included and compiled together with the user code. The library provides only the basic machinery for dependency management with
as few features as possible, and features can then be activated by dening
types in an Options struct, that is taken as a template parameter to the li40

brary. This Options struct controls which features to enable at compile time,
so that disabled features are never included in the compilation and cause no
overhead. This also means that each feature should be written in its own
class, which has the additional advantage of promoting code orthogonality.
Listing 4.1 shows how optional features are implemented in the task library.
Here the class Task, dened at line 17 has an optional feature implemented
in the class Task_TaskName, which it inherits from. This optional feature
is dened as a template class on line 1, with a default template parameter
that references a type in the Options struct. This type must be dened to
be one of the types Enable or Disable. Two specializations of the template
are then dened, one that is used if the feature is disabled, and one that is
used if it is enabled. This strategy is used for features that the rest of the
task library needs knowledge about. It is also possible to extend the task
and handle types by writing new classes that inherits the default ones. The
types of the handle and task objects are dened in the Options struct, and
can be redened to make the library use extended classes provided by the
user instead.

4.4 Usage Example
Figure 4.2 shows an example usage of the task library. The example has a
single task type that calculate forces between particles. The force between
each pair is calculated once, and both particles are updated. First, at line
1, the Options struct is dened. The TaskName feature is activated by the
type denition on line 2. This feature is not used, it is only activated to
show how features are enabled and disabled. At line 6, handles are declared
for managing accesses to the elements of the shared array out. Then a
task class is dened on line 822. The task needs to contain all the data
it needs for executing, which in this case are the particle indices copied in
the constructor at line 13. In the constructor, the task must also register all
handles it accesses, and what kind of access it is. This is done at line 1415.
When the task is executed, the run() method at line 17 will be invoked.
The task library is instantiated at line 24, and this will start up as many
worker threads as there are cores on the computer. The tasks are added to
the task library at line 27. A task can start as soon as it is added, as long
as its dependencies are fullled, which in this case means that the task gets
exclusive access to the two handles it accesses.
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struct Options : public DefaultOptions<Options> {
typedef Enable TaskName;
};
const size_t N = 6;
Handle<Options> handles[N];
class CalcForceTask : public Task<Options> {
private:
size_t i, j;
public:
CalcForceTask( size_t i_, size_t j_ )
: i(i_), j(j_) {
registerAccess( ReadWriteAdd::add, &handles[i] );
registerAccess( ReadWriteAdd::add, &handles[j] );
}
void run() {
const double value = evalForce(i, j);
out[i] += force;
out[j] −= force;
}
};
int main() {
ThreadManager<Options> tm;
for (size_t i = 0; i < N; ++i)
for (size_t j = i + 1; j < N; ++j)
tm.addTask( new CalcForceTask(i, j) );
return 0;
}

Listing 4.2: Example usage of the task library.
The example in Listing 4.2 is also interesting as a good example where the
add access type is important. The interaction computations commutes, allowing the tasks to be executed in any order. Using this information can have
a big impact on performance. If the write access type is used instead, the
run-time system is forced to sequence tasks accessing the same handle in the
same order as their accesses are registered. Figure 4.1a shows a dependency
graph deduced from write accesses. If add accesses are used instead, tasks
can execute in any order, as long as they get exclusive access to both handles
they access. An optimal task graph that can be deduced when add accesses
are used is shown in Figure 4.1b. The critical path when using write accesses
is 9, while it is only 5 in the optimal graph. However, the run-time system
schedules tasks greedily, and will not nd the optimal schedule. In the next
section we evaluate the impact of using add accesses over write accesses in
an n-body simulation benchmark.
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(a) Write accesses

(b) Add accesses

Figure 4.1: Task dependency graphs deduced from the code in Listing 4.2,
for dierent access types.

4.5 Performance
The performance benchmarks were run on a machine with 4 AMD Opteron
6276 processors, based on the Bulldozer architecture, which we will refer to
as Bulldozer. The machine has a total of 64 cores, but each pair of cores
share a single oating point units, leaving us with only 32 FPUs. Since
oating point operations is our main interest, this will limit the theoretical
speedup to 32x in most tests.
4.5.1

Minimum Task Granularity

The performance of an application that uses the task library depends on the
size of the tasks, how the tasks use the shared hardware resources, and how
many tasks can run at the same time. To be able to say something about the
performance of the library independently from which application it is used
for, we use performance tests on tasks that only read the time stamp counter
and wait for a certain number of clock cycles before they nish. This means
that the tasks will not compete with each other for shared resources and
interfere. This way, we get a lower bound on the task granularity before the
run-time system causes too much overhead to limit scaling. These tests were
run on the Bulldozer machine, but since this test does not involve any oating
point operations, the theoretical maximal speedup should be 64x. The result
from this test is shown in Figure 4.2. When the tasks take 500,000 cycles to
execute, which represents about 220 μs on the test machine, a speedup of
56x is achieved, which is acceptable. From this we conclude that tasks need
to be at least half a million cycles, or the application will not scale well.
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Figure 4.2: Speedup for small tasks not performing any work. The upper
and lower quartiles as well as the median of 20 runs is drawn for each task
size.
4.5.2

Application: n-Body Simulation

The n-body simulation calculates direct interaction between 8192 particles,
partitioned into blocks of 256 particles each. The particles interact using
the Lennard-Jones potential, and the particles are then moved using the
velocity Verlet method. This is the same setup as in [24]. The process is
then repeated for 16 steps. The dierent steps are visible in the execution
trace shown in Figure 4.4 as white stripes where the threads are idle for
a short while, because of lack of parallelism between the steps. Note that
there is no barrier between the steps, that would generate a much larger idle
time. It appears from the execution trace that the rst thread is idle in the
beginning of the execution, but what is actually happening is that it is busy
creating all the tasks.
The part of the code that computes the interactions follows the same struc44
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(b) Cholesky factorization

Figure 4.3: Speedup results on Bulldozer (only 32 FPUs)
ture as in Listing 4.2. As discussed in Section 4.4, the tasks can be executed
in any order. By using this information and denoting the accesses as add
operations, we expect better parallelism. To evaluate how large the performance impact really is, we have run benchmark tests using both only add
accesses, and only write accesses. Figure 4.6 and Figure 4.7 shows the difference between the two access types. In Figure 4.6, there are idle worker
threads in the beginning and end of the trace. This corresponds to the
narrow parts of the dependency graph in Figure 4.1. When the accesses are
registered as add accesses, the tasks are much more densely packed, as shown
in Figure 4.7. By comparing the end times, it can be seen that when the
accesses are registered as adds, the execution time is reduced by about 10 %.
4.5.3

Application: Cholesky Factorization

To parallelize the Cholesky factorization, the matrix is partitioned into
smaller matrix blocks. Each task executes a single call to Intel Math Kernel Library (MKL), a highly optimized library for linear algebra, to perform
an operation on a matrix block. The Cholesky factorization is interesting
because of the non-trivial dependencies. Figure 4.8 shows the dependencies between the tasks of a 4 × 4 block Cholesky factorization, to illustrate
the complexity. Here, the dierent shades represent dierent kinds of tasks,
and dashed lines means that the tasks can run in any order but not at the
same time. As a benchmark, we performed a Cholesky factorization of a
8192 × 8192 matrix partitioned into 32 × 32 blocks. This benchmark was
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Figure 4.4: An execution trace of the n-body simulation benchmark. Each
triangle represents the execution of a task.
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Figure 4.5: An execution trace of the Cholesky factorization benchmark.
Each triangle represents the execution of a task.
also executed on the Bulldozer machine.
Figure 4.3b shows the speedup compared to running a single serial call to
MKL. Also included is the speedup of the parallel MKL version. Figure 4.5
shows an execution trace from the Choleksy factorization when running at
32 cores. The dierent shades of gray represent dierent task types. It is
noticeable that the rst task executed on each core takes a much longer time
than the other tasks, due to warm-up eects. In the end of the trace, it is
possible to see that there are fewer tasks that can execute in parallel, and
that several threads are idle.
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Figure 4.6: Execution trace of an n-body simulation using write accesses.
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Figure 4.7: Execution trace of an n-body simulation using add accesses.

Figure 4.8: Dependency graph of a 4 × 4 block Cholesky factorization.
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Chapter 5

A Performance Model for the
Task Library
When parallelizing an algorithm, there are usually many dierent ways to
partition the data and computations and these choices can have a huge impact on the performance. This give rise to a large set of parameters, typically
with interdependencies, that need to be tuned for each new computer system
in order to get high performance. Tuning these parameters is a burden for
the user, and if parts of this process could be automated, this could improve
usability, portability, and performance.
The performance of a task-based software is highly dependent on the task
granularity. Too small tasks will cause task administration overhead to dominate the runtime, while too large tasks will limit the number of tasks that
can run in parallel. In paper III, we investigated how the performance of a
few selected benchmarks from scientic computing varied when tasks were
given dierent sizes of data blocks to work on, and built a model of the performance. In order to nd a model that was as simple as possible, we started
with an over-simplied model and gradually improved it to model more aspects until the results were satisfying. This resulted in a practically useful
model, and also an insight into what aspects are important for performance.
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5.1 Target Applications
The selection of application, and consequently the tasks and their implementation, has a large impact on the behavior. We selected a few simple
benchmarks from scientic computing with dierent behavior; matrix-matrix
multiplication and n-body simulation codes. For the matrix-matrix multiplication, we used both a naive implementation with unblocked nested loops,
and calls to Intel Math Kernel Library (MKL) to perform the actual multiplications. The nested-loops version fails to take advantage of the caches in
an ecient way, and represents tasks that execute slower when the block size
increases. The matrix multiplication routines in MKL are highly optimized
and achieves performance near the theoretically optimal, representing tasks
that makes good use of the hardware. For the parallelization, all matrices
were partitioned into blocks and we used two dierent strategies; generating
one task for each block in the output matrix, or one task for each block
multiplication. For the n-body simulation, we used two dierent interaction
kernels, one with few computations per interaction and one computationally
heavy. The matrix-matrix multiplication codes generate many tasks with
few dependencies, while the n-body simulation tasks have more complex
dependencies.

5.2 The Performance Model
The initial model included an overhead per task and the amount of available
parallelism. It assumed a constant cost for each operation, where by an
operation is meant a single scalar multiplication for the matrix multiplication
application, or a single particle-pair interaction for the n-body simulation.
For matrix multiplication using MKL, this model successfully captured which
is the largest block size possible before lack of parallelism limits the performance. For the implementation using naive loops, performance is ruined at
smaller block sizes than the model expects because of bad memory access
patterns, which is not captured by the model. The behavior at small task
sizes was inaccurate for all the matrix multiplication versions. However, in
this case it was enough to select as large block sizes as possible before running out of parallelism, so it was possible to select good task sizes for the
matrix multiplication code with MKL kernels.
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5.3 Modeling Cache Eects
To improve the model for the matrix multiplication application, we dropped
the assumption of constant cost per operation, and modeled the run-time of a
task as a function of its block size. This captures the eects from bad memory
access patterns in the naive loop-based kernel, and is how cache behavior is
included in our model. To nd these functions, we ran the benchmarks
with dierent block sizes and selected simple function that approximated
the behavior. We did not consider how to nd these functions in a practical
setting, but just assumed such were available. During this instrumentation,
the tasks were run in parallel with other tasks rather than in isolation, which
means that penalties from sharing resources such as memory bandwidth and
cache are included in the measures.
In the n-body benchmark, we kept a constant cost per computation with
respect to data size, as this already captured the behavior satisfactorily for
small task sizes. For matrix-matrix multiplication, the measured run-times
of the naive nested loops version depended roughly linearly on the data
size, so we selected a linear function tted to the measured run-times as cost
function. In the versions that use MKL, performance is increased with larger
blocks, and the block size appears as a reciprocal in the cost function.

5.4 Available Parallelism
We initially modeled the available parallelism in the n-body simulation case
as that half of the tasks could execute in parallel, since each task writes
to two memory blocks. This was actually an unthoughtful mistake, the
parallelism is rather limited to half the number of memory blocks. Hence,
the model overestimated the amount of parallelism, which unsurprisingly
led to selecting too large block sizes, and bad performance due to lack of
parallelism.
We realized that the amount of parallelism was badly modeled and made a
more careful analysis of the parallelism. The new analysis took into account
that there were two dierent kind of tasks; tasks that calculated interactions
between two dierent blocks of particles, and tasks that calculated interactions between the particles in a single block, and that these tasks had
dierent execution times. In the new analysis, we correctly set the available
parallelism among the inter-block tasks to be half of the number of blocks
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rather than half of the number of tasks, without realizing that we had made
this mistake in the previous model. In the article the new analysis is incorrectly described as that half of the tasks can run in parallel, while we in the
source code correctly limited the parallelism by half the number of blocks
instead.
With this correction, our model came very close to the behavior of the computationally intensive kernel, while the behavior on the lighter kernel for
large block sizes was still a bit too optimistic. However, the selection of the
block size from the model still came near perfect for both

n-body simulations.

5.5 Validating the Model
In order to get a hint of if this model was valid for other applications than the
matrix-matrix multiplication and

n-body

simulation we used for developing

it, we selected a tiled Cholesky decomposition code for evaluating the model.
The Cholesky decomposition is an interesting application since it contains
non-trivial dependencies between tasks and several dierent types of tasks.
We selected the same operation cost function for all the tasks, which was
selected as a cubic spline tted to measurement data. The available parallelism was selected by dividing the number of tasks by the length of the
critical path. We did not need to take into account that there were dierent
kinds of tasks. Using the model, the selected block size for the Cholesky
decomposition yielded a run-time only 4 % slower than for the best block
size we could nd.

5.6 Conclusions
With this simple model, using only coarse approximations for the available
parallelism, and modeling the eects of shared hardware resources only by
making the cost of a single operation depend on the block size, it was already
possible to make a good selection of task size. How the cost depend on the
block size is specic to the task implementation, as larger block sizes gave
better performance for MKL kernels but worse performance for the naive
nested-loops implementations, for instance. This leads us to conclude that
run-time measurements are necessary.
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Since it was possible to nd such good block sizes even with only coarse
approximations of parallelism and run-time, we are hopeful that this model
could be practically usable for auto-tuning task sizes at run-time, and relieve
some of the burden of selecting block sizes from the programmer.
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Chapter 6

Outlook
Whenever the software runs as fast as possible on the fastest available computer, a natural next step to get better performance is to connect several
computers together. So far, we have only considered a single shared memory
system, and hence the logical continuation is to expand the programming
model and software framework to distributed memory systems. This work
is already started, and we have implemented a prototype version.
A current trend in hardware architecture is increased heterogeneity. Many
computer systems today are equipped with powerful GPUs that can be used
for general purposes, and experts predict that processors where the cores are
not identical, but have dierent capabilities, will become mainstream [22].
To fully exploit such computers, we need to add support for heterogeneous
systems to the task library.
We also want to use the task library to develop ecient parallel code for
real applications. We are currently using the task library to parallelize a
code for shallow water simulations on a sphere, described in [12]. Not only
are we interested in the applications themselves, but this is important also
for verifying the usability of the library, and for nding what needs to be
improved.
While a library has many advantages over a language, we would like to build
a programming language extension of the model, and implement a source-tosource compiler for it. This would improve the usability due to easier syntax,
and allow improved compile-time checking. One possibility is to allow tasks
to be specied using pragmas, like in OMP Superscalar [11].
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inside the lock is small, this overhead can be signiﬁcant.
Because the lock variable is checked before executing the
code, a lock can be considered pessimistic, in that it does
not speculatively assume it can execute.
An alternative approach to achieve exclusivity is to group
operations that need to be executed mutually exclusively
together into an atomic transaction. Such transactions can
either commit entirely (succeed) or abort entirely (fail). If
a transaction commits, all changes made to memory by the
code within the transaction are made permanent and visible
to the other threads. If a transaction aborts, all changes are
rolled back and the pre-transactional state of the system is
recalled. As all changes show up to other threads either all
at once or not at all, the transaction is atomic.
With a transactional model, instead of acquiring locks
that guard the critical sections, the critical sections are
executed inside transactions, and conﬂicts between threads
are handled when they occur by aborting at least one
of the conﬂicting transactions. The result of this is that
only one thread can successfully execute a critical section
(transaction) at a given time, thereby achieving the required
exclusivity. Transactions can therefore be considered to be an
optimistic approach because they execute ﬁrst and evaluate
whether they may commit afterwards. This is made possible
by the ability to roll back the changes made during the failed
transaction.
Unlike locks, transactions can avoid the overhead of
accessing lock variables for each transaction. This has the
potential to result in better performance for very ﬁne grained
locking approaches where the amount of computation done
for each lock is small. Equally important for the performance
is the fact transactions are allowed to execute simultaneously
inside the critical section as long they do not touch the same
data.
In addition to the technical differences, transactions have
the potential to provide a simpler programming model for
parallel systems. With transactions, the programmer need
only reason about what portions of the application must
execute exclusively, and not about how to build an efﬁcient
locking structure that ensures that behavior. If transactional
programming is sufﬁciently simple, and still provides acceptable performance, it could have a very signiﬁcant impact
on the ﬁeld of high-performance scientiﬁc computing. This
paper seeks to investigate these two issues of performance

Abstract—This work investigates the beneﬁts of transactional
memory for high-performance and scientiﬁc computing by
examining n-body and unstructured mesh applications on a
prototype computer system with transactional memory support
in hardware. Transactional memory systems have the potential
to both improve performance, through reduced lock overhead,
and ease development, by providing simpliﬁed synchronization
semantics. To date, only a few early experiments have been
presented on actual transactional memory hardware, with none
of them investigating the beneﬁts of transactional memory for
scientiﬁc computing.
We investigate straight-forward implementations to see if
replacing locks by transactions can yield better performance
and compete with more complex algorithms. Our experiments
show that using transactions is the fastest way to concurrently
update shared ﬂoating-point variables, which is of interest
in many scientiﬁc computing applications. However, if it is
possible, avoiding concurrent updates altogether yields the best
performance.
Keywords-transactional memory; performance; high performance computing;

I. I NTRODUCTION
When using shared memory for parallel programming
communication is trivial, since each thread can access the
memory used by all other threads. However, because of the
concurrent execution, this also means that race conditions
may occur with unpredictable results when several threads
access the same shared resource. To resolve this, such
critical sections of the program must be executed mutually
exclusively.
The standard way to achieve the required exclusivity is to
use locks, which allow the programmer to enforce exclusive
access to the critical sections of the code by only one thread
at a time. To use locks it is necessary to explicitly deﬁne the
critical sections in the code. Even simple uses of locks can
cause difﬁcult to diagnose problems, such as deadlock, lock
convoying, and priority inversion [1]. Lock convoying occurs
when a thread holding a lock gets preempted, preventing
other threads that are waiting for the lock from running
until the preempted thread is rescheduled. Priority inversion
occurs when a high-priority thread is prevented from running
by a low-priority thread holding a lock.
In addition to the difﬁculties of correctly using locks,
acquiring and releasing them incurs an overhead from
accessing the lock variable, whether or not there is any
contention for the lock. If the amount of work to be done
1530-2075/11 $26.00 © 2011 IEEE
DOI 10.1109/IPDPS.2011.322
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and simplicity on a prototype hardware transactional memory system. To answer these questions we ﬁrst investigate
the overhead and potential of transactions compared to locks
through a pair of micro-benchmarks. From there we apply
our experience to two representative scientiﬁc applications
and compare their performance to lock-based versions.
Throughout these experiments we further address some of
the realities of programming on a (prototype) hardware
transactional memory system, and describe the difﬁculties
we encountered.

III. E XPERIMENTAL M ETHODOLOGY
All parallel implementations were done using the pthreads
library. With locks, we refer to pthread mutexes. We have
also performed tests using the pthread spinlock which gave
similar but slightly worse results in all tests and is excluded
here for clarity. To avoid false sharing, each lock was
assigned its own cache line.
On SPARC systems, the common way to achieve atomic
updates is to use the compare-and-swap instruction. Using
this method, it is only possible to update a single value
atomically, in contrast to using locks or transactions. For
our applications, this is not a restriction. A limitation is
that the compare-and-swap instruction only works on integer
registers, while we want to update ﬂoating point values. This
means that values must be moved back and forth between
ﬂoating point registers and integer registers. To do this,
the values have to be stored and reloaded, which is quite
expensive.

II. T RANSACTIONAL M EMORY AND THE T EST S YSTEM
A transactional memory (TM) system provides atomicity
through transactions, which are code sections monitored for
conﬂicting memory accesses. For instance, if transaction A
writes to a memory location from which transaction B has
read, the TM system will abort at least one of A and B. For
the programmer, this means that the piece of code declared
to be transactional will be executed atomically, or not at all.
Transactional memory can be implemented in software,
but with support in hardware it has potential to be efﬁcient
enough for high-performance computing. In 1993 Herlihy
and Moss showed that Hardware Transactional Memory can
be implemented as a modiﬁed cache coherence protocol with
very successful simulation results [1].
The study presented in this paper is performed on a rather
unique prototype system with support for hardware transactional memory [2]. The application interface for transactions
consists of two instructions: one that starts a transaction and
one that commits it. Access to these is provided through
intrinsic functions in the prototype compiler or directly in
assembly language. Transaction status codes are returned
through a special register for transaction failures. The system
has a single 16-core processor where four cores share a
512KB L2 cache and a total of 128 GB of system RAM.
More details can be found in [2].
Early experiences with this system were reported in [3],
where they emphasized that transactions may fail for many
other reasons than just conﬂicting accesses. These include
transactions that exceed the available hardware storage,
system interrupts during a transaction, too many outstanding
instructions during a transaction, and misses in the TLB and
caches, which are not serviced during the transaction. We
encountered similar failures during our experiments, with a
few particular failure causes occurring most frequently. We
therefore grouped our transaction failures into the following
four classes; coherence: for transactions failing due to conﬂicting memory accesses, load: for failures due to problems
reading memory, store: for failures when writing to memory,
and other: for all other problems. A much more thorough
investigation of the error codes and their meanings is given
in [4].

IV. T RANSACTION OVERHEAD
The overhead of acquiring and releasing a lock can be
signiﬁcant for code with the ﬁne-grained locking necessary
to maximize the parallelism in many applications. Transactions have the potential to avoid this overhead by eliminating
the need to access the lock variable when acquiring and
releasing the lock. To evaluate these overheads, we wrote a
micro-benchmark that increments a small array of ﬂoating
point numbers. We compared the performance with the array
accesses inside a transaction, surrounded by a lock, using
compare-and-swap, and with no synchronization at all. The
size of the array was varied to determine if more work would
amortize the overhead of the synchronization primitives and
result in higher throughput. All tests were running on a
single thread to avoid any true concurrency issues, thereby
allowing us to assess the pure overhead of these approaches.
To further isolate the overhead, the data is prefetched into
the cache before the test begins. The maximum size of the
array was limited by the hardware to 8 elements or less for
the transactions.
A. Results
The results of the micro-benchmark are shown in Figure
1 and in Table I. In Figure 1, the lines are drawn thicker
to cover the upper and lower quartiles to show the statistic
dispersion. As can be seen by the only slightly thicker lines,
the variation is small.
On the prototype system, a transaction is roughly three
times as fast as using a lock. This shows that the noncontention overhead of a transaction is signiﬁcantly lower
than that of a lock. However, real lock-based applications
are likely to see an additional penalty from the increased
bandwidth of accessing multiple lock variables, that will not
be present in a similar transaction-based program.
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the solution they presented is to perform a write access to
the address from outside of a transaction ﬁrst. Doing so
causes the page to be loaded into the TLB and marked as
writable and the appropriate line loaded into the cache. To
accomplish this, we perform a compare-and-swap operation
to the memory page with dummy data (write zero, if content
was zero), as described in [3].
However, even with this strategy, we found that some
transactions still failed to commit. The reason turned out
to be that when using the compiler-intrinsic TM-functions,
the compiler reordered other write instructions into the
transactions, and it was one of these writes that caused the
transaction to fail. To solve this, we switched to using inlined
assembly code for the transactions. However, we should note
that this is not an intrinsic problem with TM, but rather an
effect of using a prototype system that lacks adequate SW
support.
We ﬁnally settled on the following approach for handling
failed transactions. If a transaction fails with a store error,
we execute a compare-and-swap to the address to initiate
an appropriate TLB and cache load, and then retry the
transaction. If a transaction fails with a load error, we read
the data from outside the transaction and loop until the data
is ready before retrying1 . If the transaction fails due to a
coherence error, we use a back-off scheme, which uses
an exponentially increasing maximum delay to choose a
random wait time before retrying.

The compare-and-swap version can only protect a single
element, so updates with more than one element must be
done by updating each element separately. This means that
this operation is not atomic in the same sense as the other
methods. In our case, we only need element-wise atomicity
so this poses no problem, but makes the comparison unfair.
Because of this, we only show the measurement value for
one update in Figure 1 and Table I.
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Figure 1. Overhead: Time per update (ns). The width of the lines represent
the variation of the results from the lower to the upper quartile.

Table I
OVERHEAD : M EDIAN TIME PER UPDATE (ns)

Nothing
Transactions
CAS
Locks

Number
1
12.5
104.7
164.1
339.9

1 while transaction fails
2
if error == store
3
compare-and-swap data
4
else if error == load
5
read data
6
else if error == coherence
7
back-off
8
retry transaction

of elements per update
2
4
8
30.8
29.3
52.0
106.5 112.0 142.3
331.5 352.9 356.2

Listing 1.

It is worth noting that even when running on a single
thread, we observed an average of about two failed transactions per million, with as many as eight and as few as
zero. For the purpose of this micro-benchmark these failed
transactions were simply ignored as they did not affect the
measurements.

Strategy for handling a failed transaction.

Although we invested a lot of time and effort in handling
failed transactions, this does not mean that using transactional memory must be difﬁcult, as many of our solutions
are general and can be included in a software library and
reused.

V. FAILED T RANSACTIONS

VI. S CALING AND C ONTENTION

As mentioned earlier, a transaction may fail to commit
for many different reasons. In a real application this must
be handled correctly or the execution will produce incorrect
results. The most basic approach is to simply retry the transaction until it succeeds. However, since the prototype system
used in our experiments provides a best-effort form of TM,
this is not a viable approach. Our initial results further
conﬁrmed that some of our transactions never succeeded.
We observed that when this happens, the error is always
of the store type, meaning that writing to the memory failed
for some reason. This problem is also described in [3], and

To test how transactions and locks scale with different
amounts of contention, we wrote a micro-benchmark that allows us to control the degree of conﬂict between the threads.
The benchmark for n threads consists of n items2 where
each thread updates its own item constantly, and threads 2n also update item 1 with some probability. By changing
this probability we can control the likelihood of conﬂicts.
1 The loop is performed using the architecture-speciﬁc branch on register
ready instruction to determine when this data is ready.
2 The data is arranged to avoid false sharing through cache lines between
the threads.
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100

Actual conflicts (%)

Three versions of the benchmark was implemented, where
the atomicity was achieved using locks, transactions, and
compare-and-swap, respectively.
The benchmark also measures the actual number of
concurrency conﬂicts by counting the number of initial
concurrency failures in the transaction case and the number
of initially busy locks in the lock case. In the benchmark,
each thread performs 1,000,000 updates and each presented
result is the median of 100 runs.

Locks
Transactions

10

1.0

0.1

A. Results
0.01
0.2

In Figure 2, the time needed per update for the different
implementations is plotted against the amount of contention.
Here, 25% “potential conﬂicts” indicates that each thread
would write to the shared value on 1 out of 4 updates. We
see that the benchmark is dramatically slower for locks than
for transactions and compare-and-swap.
The compare-and-swap version is fastest overall, except
for the highest levels of contention where the transactions
version levels out.
Although all benchmarks write to the shared memory
address with the same probability, the actual number of conﬂicts varies between the versions. To analyze this, we looked
at the actual percentage of conﬂicts (y -axis) compared to
what we expected (x-axis) for 16 threads (Figure 3).
This data shows us that the lock-based approach experienced an almost perfect alignment between potential
and actual conﬂicts, whereas when using the transactionbased approach, only about a twentieth of the potentially
conﬂicting writes resulted in an actual conﬂict. The reason
for this is not fully understood, but possible explanations
are that the exponential back-off has this effect, or that the
transactions get serialized by the memory system.
The difference in actual conﬂicts translates directly into
the difference in performance for the benchmark.
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VII. A PPLICATIONS
Two common applications in the ﬁeld of scientiﬁc computing were chosen for our study: assembling of a stiffness
matrix in ﬁnite-element methods (FEM), and a simple particle dynamics simulation. These were chosen for evaluating
transaction memory in scientiﬁc computing because they
are both used in a multitude of computational science
applications.
It has been proposed that transactions have the potential
to simplify parallel programming. If transactions performed
signiﬁcantly better than the corresponding locks implementation, this might reduce the need for algorithm redesign in
order to avoid concurrent memory accesses. Therefore we
have considered straight-forward algorithms rather than the
most advanced ones.
VIII. S TIFFNESS M ATRIX A SSEMBLY
Solving a differential equation by using the ﬁnite element
method consists of two steps: Assembling the stiffness
matrix for the problem and solving a linear system of
equations. There are numerous efﬁcient and highly parallel
algorithms available for the solution of the linear system
of equations in a FEM solver, including parallel matrix
factorizations [5] and parallel iterative methods as, e.g., the
multigrid method [6]. However, efﬁcient parallelization of
the matrix assembly is more difﬁcult and this is often still
performed using a serial algorithm.
The reason that the matrix assembly is a difﬁcult problem
to parallelize is that it consists of a large number of concurrent updates of matrix elements with a highly irregular
access pattern. Listing 2 shows the basic algorithm for
constructing the stiffness matrix.
Given a FEM mesh of np points and nt triangles, the
assembly process consists of looping over all triangles and
ﬁlling in the corresponding elements in a zero-initialized
np  np matrix M. For each triangle, a local 3  3 matrix

103

102

1.0

Figure 3. Scaling and contention: Actual conﬂict rate vs. potential conﬂict
rate. The width of the lines represent the variation of the results from the
lower to the upper quartile.

Locks
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0.5

100

Figure 2. Scaling and contention: Time per update vs. potential conﬂict
rate. The width of the lines represent the variation of the results from the
lower to the upper quartile.
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Since both the transactions-based program and the CASbased program have fewer memory accesses to start with,
we expect them to perform better at a smaller number of
local ﬂoating point computations compared to the locksbased version.

m is computed, whose elements are then distributed to the
global matrix M at locations determined by the vertices of
the current triangle t.
1 for t in triangle_list
2
m = compute_local_matrix(t)
3
for i in 1..3
4
for j in 1..3
5
M(t(i), t(j)) += m(i,j)
Listing 2.

B. Experiments
The three different parallel implementations of Listing 3,
with locks, compare-and-swap and transactions, respectively,
as well as a serial reference version corresponding to Listing
2, were tested with 1, 100 and 1000 operations inside the
local computations, and the run-times were measured. To obtain stable measurements, each implementation was executed
100 times, and the median run-time is reported. Similarly to
in the micro benchmarks, the upper and lower quartiles are
included in the plots. To concentrate on the assembly itself,
we do not include memory allocation, reading of the mesh
data or initialization of threads in the measurement.
The mesh used in the experiments was generated in
MATLAB’s PDE Toolbox using the initmesh function
with an hmax value of 0.05. It has 4146 triangles and
2154 points, which requires 82 kB of memory. The memory
required for the generated matrix is 35 MB, and the memory
required for locks in the lock-based version is 106 MB, both
of which easily exceed the 2 MB of combined L2 cache.

Stiffness-matrix assembly

A. Parallel Implementation
We have used the straight-forward way of parallelizing
the algorithm in Listing 2 by introducing parallelism at the
level of the outermost loop. Since each non-zero element
of the matrix will be updated multiple times, the update
constitutes a critical section and has to be protected. A
general solution is shown in Listing 3, where the atomic
keyword suggests that the corresponding operation must be
executed atomically. This can be implemented using locks,
by performing the operation in a transaction, or by using the
compare-and-swap instruction.
1 for t in my_triangle_list
2
m = compute_local_matrix(t)
3
for i in 1..3
4
for j in 1..3
5
atomic {
6
M(t(i), t(j)) += m(i,j)
7
}
Listing 3.

C. Results
The results from the experiments are shown in Table II
and Figure 4. For clarity, the results from a workload of
100 operations have been suppressed in Figure 4, but can
be found in Table II. We see that the speed-up improves with
the number of operations performed for each triangle, which
is expected as this increases the number of computations per
memory access. The transaction-based programs performed
better than the lock-based ones for all workloads. Compareand-swap performed the best for small workloads, but when
the workload was increased, it behaved similarly to the lockbased version. It also had the largest statistical variation,
especially at large workloads. One reason that the variations
are generally so large for this application is that the runtimes are very small; less than 5 ms on 16 threads.
Note that in the case of the lock-based program, the
allocation and initialization of the locks will account for
a signiﬁcant portion of the execution time, which is not
included here.

General parallelization of the matrix assembly.

If Listing 3 is implemented using locks, the straight
forward implementation would use one lock per matrix
element. This means that a full matrix of np  np locks is
required, making the space requirement for the locks larger
than that of the matrix to be assembled, as a lock is larger
in size than a matrix element.
If Listing 3 is instead implemented using transactions
or compare-and-swap, this space issue can be avoided.
An additional beneﬁt is avoiding the lock accesses, which
will not cache well due to the irregular and sparse access
pattern. For the transaction-based and CAS-based versions
we therefore expect a smaller memory footprint as well
as a higher ratio of computation-to-data, resulting in better
scaling than for the lock-based code.
To make our experiments resemble a modern FEM assembly scheme, we introduce a signiﬁcant number of ﬂoating
point operations to emulate the computation of the local
element matrices. Algorithms such as the element preconditioning described in [7], where a small optimization has
to be performed for each triangle and multi-scale FEM [8],
where a smaller FEM problem has to be solved within each
triangle, frequently have non-trivial amounts of computation
in the local element calculation. By varying the number of
ﬂoating point operations for the local computations, we can
vary the computation-data access ratio for the algorithm.

IX. N-B ODY S IMULATION
N-body simulations are used in a vast range of computational science applications for determining the motion
of np mutually interacting “particles”, where the particles
could represent anything ranging from atoms in molecular
dynamics to stars and galaxies in astrophysics.
In standard force-ﬁeld models (e.g. involving electromagnetic forces or gravitation) the particles interact pairwise
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16

12
Speed up

for long-range force ﬁelds and for particles within a short
distance of each other, all interactions need to be evaluated
explicitly, as examined here.

Ideal
Transactions (1000 ops)
CAS (1000 ops)
Locks (1000 ops)
Transactions (1 ops)
CAS (1 ops)
Locks (1 ops)

14

10

A. Implementation
A straight-forward serial implementation of the force
evaluations is shown in Listing 4:

8
6

1 for i = 0 to np 1
2
for j = i + 1 to np 1
3
Δf = evalForce(pi ; pj )
4
fi += Δf
5
fj -= Δf

4
2
0

1

2

4

8
Number of threads

16

Listing 4.

Figure 4. FEM assembly: Median speed-up relative to serial at different
workloads. The width of the lines represent the variation of the results from
the lower to the upper quartile. Note that the intervals for CAS (1000 ops)
and Locks (1000 ops) overlap at 16 threads in the ﬁgure.

FEM

ASSEMBLY:

Table II
M EDIAN RUN - TIMES IN MS ( SPEED - UP VS 1

Nthreads
Serial (1 ops)
HTM
CAS
Locks
Serial (100 ops)
HTM
CAS
Locks
Serial (1000 ops)
HTM
CAS
Locks

1
4.09
10.87
(1.0)
9.52
(1.0)
23.20
(1.0)
6.50
13.47
(1.0)
12.30
(1.0)
26.39
(1.0)
26.33
33.38
(1.0)
39.41
(1.0)
46.26
(1.0)

2
6.18
(1.8)
5.20
(1.8)
12.68
(1.8)
7.79
(1.7)
6.58
(1.9)
14.33
(1.8)
17.68
(1.9)
20.46
(1.9)
24.31
(1.9)

4
3.65
(3.0)
3.22
(3.0)
7.42
(3.1)
4.54
(3.0)
3.90
(3.2)
8.43
(3.1)
9.62
(3.5)
11.05
(3.6)
13.95
(3.3)

8
2.35
(4.6)
1.92
(5.0)
4.17
(5.6)
2.64
(5.1)
2.30
(5.3)
4.70
(5.6)
5.16
(6.5)
6.00
(6.6)
7.17
(6.5)

N-body: Simple serial implementation.

Here fi is the total force acting upon particle
is the contribution to fi from particle pj .

p , and Δf
i

B. Parallel Implementation
When parallelizing the algorithm in Listing 4, care must
be taken to prevent multiple threads from concurrently
updating the force acting on a given particle. Furthermore,
dividing the outer loop up in even-sized chunks and distributing them over the cores gives poor load balancing, as
the amount of work in the inner loop varies. For better load
balancing, we instead distribute the outer-most loop in a
cyclic manner over the threads. This assignment to threads
can either be done statically, as in Listing 5, or dynamically.

THREAD )

16
1.47
(7.4)
1.23
(7.7)
2.39
(9.7)
1.63
(8.3)
1.42
(8.7)
2.70
(9.8)
2.91
(11.5)
3.77
(10.5)
4.23
(10.9)

1 for i = id to np 1 step by nt
2
for j = i + 1 to np 1
3
Δf = evalForce(pi ; pj )
4
atomic { fi += Δf }
5
atomic { fj -= Δf }
Listing 5.

General parallelization of the n-body force evaluation.

In Listing 5, id is the thread number and nt is the number
of threads. Note that Listing 5 only suggests that row 4 and
5 need to be executed atomically and says nothing about
whether they make one critical section each or share a single
critical section.
C. Implementation Using Locks
The ﬁrst implementation, called basic locks follows the
code in Listing 5, and uses one lock per particle. This leads
to many locks and too much time spent on acquiring and
releasing them. To improve this, we can group the particles
such that each lock protects a group of particles. However, if
the group size is chosen too large then groups are more likely
to conﬂict and too much time will be spent waiting for the
group locks instead. In our case it turned out that grouping
particles into groups of 4 gave the best performance.
When dynamic scheduling is used, the contention on the
lock protecting the global index can be high. This issue
can be addressed by assigning whole chunks of indices to
threads, rather than treating them individually. Also here,
we found that handling chunks of 16 indices gave the best
performance. This method is referred to as blocked locks.

with each other. When the force between a pair of particles
has been calculated, both particles need their force variable
updated. When the task to calculate the forces is distributed
over several threads, two threads must not update the force
variable of a given particle simultaneously. Such collisions
are expected to be fairly rare, making the application suitable
for transactions by exploiting their optimistic nature.
We evaluate the interaction between each pair of particles
(O(n2p ) interactions) in each time step. In more advanced algorithms, attempts are made to avoid calculating all interactions, such as by ignoring long-range interactions, exploiting
periodicity, or grouping distant particle together. However,
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visible in the ﬁgure. This is probably due to the longer
execution times.
When comparing the most basic versions, the locks and
transactions versions performed similarly, while compareand-swap was slightly faster. The basic versions all performed poorly, with a speed-up factor below 3 when running
on 16 cores.
Introducing blocking improved the performance in all
cases, resulting in speed-ups of up to almost 9 in the case of
transactions. However, we see that the beneﬁt was smaller
for compare-and-swap compared to the other two. This is
expected from the results in the overhead benchmark.
The fastest run-times were obtained when using the
private-buffers implementation, which avoid concurrent
memory accesses completely. At 16 threads, it had a speedup factor of almost 14.

D. Implementation Using Private Buffers
A different approach is to trade concurrency for memory
and letting each thread have its own private buffers for
calculated force contributions to which the thread have
exclusive access. These private buffers are then added to the
global variables in parallel when all force contributions have
been calculated. This requires O(np nt ) memory instead of
O(np ), but completely avoids concurrent updates of the
forces. It also requires a more substantial modiﬁcation of
the original algorithm than in the other approaches. This
implementation is called private buffers.
E. Implementation Using Transactions
For the implementations using transactions, the forces are
updated within transactions to get atomic updates. We use
the same grouping strategies as when using locks, to get
the same memory access patterns. The implementation that
updates a single particle in each transaction, is called basic
transactions, and the implementation where particles and
indices are blocked into groups is called blocked transactions.
The failed transaction handling strategy was adjusted
somewhat as we found that the store error occur so frequently that always including the compare-and-swap operation yielded better results.

16
Ideal
Private buffers
Blocked transactions
Blocked locks
Blocked CAS
Basic transactions
Basic locks
Basic CAS

14

Speed up

12

F. Implementation Using CAS

10
8
6
4

An implementation of Listing 5 using compare-and-swap
was also included, which is called basic CAS. We also
implemented a version grouping particles and indices as in
the locks implementation, called blocked CAS.

2
0

G. Experiments

1

2

4

8
Number of threads

16

Figure 5. N-body: Median speed-up relative to serial. The width of the
lines represent the variation of the results from the lower to the upper
quartile.

Several different implementations were used and evaluated for the serial, parallel, and transactional memory
versions. Just as in the matrix assembly application, we
report the median run-time from 100 executions, and upper
and lower quartiles. In each execution, 1024 particles were
simulated for 40 time steps. The execution time (wallclock time) was only measured for the last 20 time steps
to concentrate on the behavior of long runs and ﬁlter
out possible initialization issues such as ﬁlling the caches.
Storing 1024 particles only required 56 kB of memory in
our implementations, meaning that all data easily ﬁt in the
L2 cache. Because of the high computation-to-data ratio
of this algorithm (the number of force evaluations grows
quadratically with the number of particles), increasing the
problem size further quickly resulted in intractably long runtimes.

Table III
N- BODY: M EDIAN RUN - TIMES IN SECONDS ( SPEED - UP VS 1

Nthreads

Basic locks
Basic transactions
Basic CAS
Blocked locks
Blocked transactions
Blocked CAS

H. Results
Private buffers

The results of the n-body experiments are shown in Table
III and Figure 5. We ﬁrst note that the statistical variation is
small compared to that of the FEM application, and barely
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1
8.99
(1.0)
4.14
(1.0)
7.09
(1.0)
2.37
(1.0)
1.98
(1.0)
3.34
(1.0)
1.24
(1.0)

2
4.62
(1.9)
2.36
(1.8)
3.59
(2.0)
1.20
(2.0)
1.00
(2.0)
1.68
(2.0)
0.62
(2.0)

4
2.42
(3.7)
1.53
(2.7)
1.88
(3.8)
0.59
(4.0)
0.51
(3.9)
0.84
(4.0)
0.33
(3.8)

8
1.23
(7.3)
0.96
(4.3)
0.96
(7.4)
0.30
(7.9)
0.26
(7.6)
0.42
(8.0)
0.17
(7.3)

THREAD )

16
0.64
(14.0)
0.62
(6.7)
0.50
(14.2)
0.15
(15.8)
0.14
(14.1)
0.22
(15.2)
0.09
(13.8)
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This work investigated the performance of hardware
transactional memory for scientiﬁc computing. Our microbenchmarks show that the potential of transactions is significant, particularly for replacing ﬁne-grained locking as the
overhead is one-third that of locks. This, combined with
eliminating the bandwidth overhead of accessing lock variables, resulted in signiﬁcant speed-ups for the FEM stiffness
matrix generation we examined. An additional beneﬁt of
using transactions is that the initialization and storage of
lock variables is avoided.
The experiments on the n-body application showed that
when using similar algorithms, using transactions was
slightly faster than using locks. However, the private buffers
approach we used showed (unsurprisingly) that changing
the underlying algorithm signiﬁcantly to avoid most of the
synchronization can be far more effective. This shows that
replacing locks by transactions is not an option to reformulating the algorithm to avoid concurrency when aiming for
high performance.
Using the compare-and-swap instruction to achieve atomicity turned out to perform well in some experiments. However, this is only a viable approach when performing single
element updates, since compare-and-swap is limited to these.
The good performance is interesting considering that we had
to move data between the ﬂoating-point and integer registers.
We expect that hardware support for ﬂoating-point compareand-swap would improve the performance further.
Furthermore, our experience on this prototype system is
that programming using best-effort hardware transactional
memory is non-trivial. We experienced signiﬁcant difﬁculty
in developing a reliable and efﬁcient mechanism for handling failed transactions. We think that there is room for
improvement of our fail handling, which could improve the
performance further.
Other topics of interest for future research are investigation of more applications, such as sparse-matrix operations,
and experimenting with HTM in existing, lock-based codes.
It would also be interesting to compare the results from the
FEM application to other, more advanced, implementations.
In summary, transactions showed to be the fastest way
to concurrently update shared ﬂoating-point variables, and
also avoids the additional storage, initialization, and memory
accesses that come with locks. Compare-and-swap performs
well but are limited to single elements updates. The best
performance overall is achieved if concurrent updates can
be avoided altogether.
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Paper II

An efﬁcient task-based approach for solving the n-body problem on
multicore architectures
Martin Tillenius† and Elisabeth Larsson‡
Department of Information Technology, Uppsala University

Abstract With the aim of exploring programming models that
can improve the efﬁciency in high performance scientiﬁc computing software development for multicore architectures, we have
implemented a task-based library with dynamic scheduling and
automatic handling of data-dependencies. The library has been
evaluated both from a performance and a programmer productivity perspective. We ﬁnd that the approach is a powerful way to
express computational problems without burdening the programmer with the details of the parallel execution. The performance
results are good when the individual tasks are large enough.
Keywords multicore, programming model, task-based programming, dynamic task scheduling

1 Introduction
All computer systems today, from laptops to supercomputers, are built from multicore processors. This means
that all application software needs to be parallel in order
to get good performance. In high performance computing
this is not new, the software is already parallelized. However, software that used to perform well on pre-multicore
systems does not in general yield acceptable performance
when run on a multicore machine. It is becoming increasingly hard to produce efﬁcient software with a reasonable
programming effort. In this work, the aim is to develop
a programming model that allows fast development while
facilitating efﬁcient use of multicore hardware resources.
Multicore systems typically have heterogeneous architectures, non-uniform memory access, and several running
processes competing for the system resources, making it
excessively hard to predict the time needed for a certain
computation to ﬁnish. This makes it unrealistic to decide
in advance which computations should be performed on
which core and when, which has led us to consider a programming model where computations are scheduled onto
cores dynamically at run-time.
Dynamic scheduling combined with representing tasks
and their dependencies as a directed acyclic graph has
shown to be a successful approach for dense linear alge The

work was supported by the Linneus center of excellence Uppsala Programming for Multicore Architectures (UPMARC), funded by
the Swedish Research Council
† Email: martin.tillenius@it.uu.se
‡ Email: elisabeth.larsson@it.uu.se

bra applications in for instance [6] and [4], and also shows
promise for sparse linear algebra in [5].
There are several available environments for taskbased programming, for instance Cilk[3], Wool[2], Intel’s
Threading Building Blocks[9], and tasking in OpenMP
3.0[7], which are all mainly focused on recursively created
tasks, and also SMP Superscalar[8] and the task library
described in [6], which are designed for more general task
execution patterns driven by data dependencies. The task
library we present here belongs to this second group.

2 Application
The application area for which we aim to develop parallel
algorithms and software is radial basis function (RBF) approximation methods for solving partial differential equations, see [1] for an overview.
For a ﬁrst evaluation of different programming models
we consider the subproblem of generating adaptive point
distributions for RBF methods. In an adaptive solver we
want to distribute the center points of the RBFs more
densely where we need accuracy and more sparsely elsewhere. Our approach for this is to see this as an n-body
problem where we treat the center points as particles, introduce forces between these particles, and integrate Newton’s equations of motion in time until we reach convergence.
The n-body problem often arises in scientiﬁc computing applications, for instance in studies of protein folding
and material physics, and also in the study of galaxies in
cosmology.

3 Implementation
This section describes the implementation details of our
task library. The library is implemented in C++ and uses
pthreads on Solaris and Linux and the Win32 API on Windows for handling threads. The main ideas of our implementation are described in the following sections.
3.1 Programmer Interface
In order to detect data dependencies, we demand that all
shared data structures are wrapped in objects of a special
class, which we will refer to as datas. The programmer
creates a task by subclassing a certain task class and must

register all the datas that the task accesses and what type
of access it is. The programmer then adds tasks to the library in the order of the sequential algorithm and it is the
responsibility of the task library to detect which tasks can
be executed in parallel and to schedule the tasks so that no
data-races occurs between registered data accesses.
3.2 Task Library Design and Data Locality
The task library uses a manager/worker scheme. The main
thread is called the manager and is used to create and add
tasks to the task library, but does not participate in executing the tasks. The task execution is performed by worker
threads called workers, and as many workers as there are
cores available on the system are created.
To reach good performance on multicore architectures,
it is essential to reuse data that is already in the caches and
to use the shared caches to communicate between threads.
In order to keep track of which data is in which cache, each
data is allocated to a certain worker when it is created, and
each worker is pinned to a core of its own and not allowed
to move around. In our application the datas are arrays that
are sliced up in as many slices as there are available cores
and distributed evenly among the workers.
Tasks are called ready if all their data dependencies are
fulﬁlled and waiting otherwise, and each worker thread
has a ready queue with ready tasks. A task that are created from a task is called a subtask, and is assigned to the
worker it was created from, as it is expected to continue to
work on the same data. A task created from the manager
gets assigned to a worker by randomly selecting a data that
the task accesses and assigning the task to the same worker
as the selected data is assigned to.
The manager adds tasks to the ends of the workers’
ready queues and the workers execute tasks from the front
of their queue. Subtasks on the other hand are added to the
front of the queue, as we expect them to access the same
data that is already in the cache.
Load balancing is handled by task stealing, meaning that
when a worker runs out of tasks to execute, it tries to steal
tasks from other workers. Tasks are stolen from the end of
the other worker’s ready queue to avoid locking the front
of the queue for the worker and because the tasks in the
front of the ready queue are more probable to be working
on the same data that is already in the cache.
3.3 Data Dependencies
Instead of representing dependencies between tasks, we
focus on dependencies between a task and the datas it accesses. In the task library presented here, a task knows
nothing about other tasks but only what datas it accesses.
The data dependencies are handled by attaching version
numbers to all datas and storing a lowest required version
number (called required version) for each access in the
task when the task is added to the library.
When a task is ﬁnished executing, it increases the version number of each data it has accessed. Data dependen-

cies are checked by comparing the required versions stored
inside the task with the version numbers attached to the
accessed data. By comparing these version numbers we
can detect if a task is ready to run, and we can also be
sure that for instance all tasks that wants to read a certain
data have ﬁnished before allowing a task to overwrite this
data. This does not add any artiﬁcial ordering of execution
between the tasks, but allows the task library to schedule
tasks freely.
The dependencies are examined when a task is added,
and only unfulﬁlled data version requirements needs to be
remembered. When a data is found whose version is too
low, the task tells the data that is wishes to be notiﬁed
when the desired version is available. When the task is
later notiﬁed that the required version is available, it resumes checking the rest of the dependencies, and when all
dependencies are solved it is moved to the ready queue.
3.4 Access Types
The user must register what type of access a task performs
on each data, as the library needs this information to ﬁnd
the required version for that access. What access types to
use depends on the problem, and for our application we
have used the accesses Read, Write, and Add. The Read
access are used to indicate that the task will not modify
the data, the Write access is used for any task that might
modify the data, and the Add access is used to indicate that
the task will modify the data, but only by adding values, so
that the order in which two Add accesses are executed does
not matter.
The library needs to know which accesses can commute,
and which accesses might modify the data. In our case
the Read accesses can only commute with other Read accesses, the Write accesses cannot commute with any other
accesses, and the Add accesses can only commute with
other Add accesses. As the Add accesses commutes with
accesses that modiﬁes the data (that is, because Adds commutes with Adds), they need exclusive access to the shared
data structure to avoid data races. For this, we have a lock
on each data, and this lock is only used for mutual exclusion between accesses that commutes with accesses that
modiﬁes the data, while all other types of accesses ignores
this ﬂag. If a task wants to access a data when another task
has already received exlusive access to it, the task requests
the data object to signal when the lock is released. When a
task is signaled that the lock was released, it is reassigned
to the worker that held the lock and added to the front of
its ready queue to be the next task to be executed, as the
data it needs was just used there.
In other applications one can imagine introducing for instance a Sort and a Sum access, so that the Sort and Sum
accesses commute, as the result from summing an array
is independent of the order of the elements in that array.
The Sum accesses would then commute with any other accesses that only read the data, while the Sort access would
only commute with the Sum access.

3.5 Calculating required versions
The required versions are calculated by storing a scheduler
version for each access type in the datas. When a task is
added, the required version for each access is taken from
this scheduler version for the access, and the scheduler versions in the data are then updated so that the scheduler version for access types that commutes with the access are left
untouched, and the others are increased to the next unused
version number. It is not necessary to store scheduler versions for access types that do not commute with any other
access types as those are always the latest version, and access types that commutes with all access types need not be
considered at all as they do not introduce any dependencies.
3.6 Renaming
If all the inputs to a task are available but the output is not,
the task can still be executed if its output is redirected to a
temporary location. This technique is called renaming and
avoids locking the output for longer than necessary, allowing several tasks that want to update a single memory address to run in parallel. When a task whose output has been
redirected ﬁnishes, a new task is spawned which copies the
computed results from the temporary output buffer to the
real output memory location as soon as access to this memory is granted.

4 Results
4.1 Programming Model Design
The result of the programming model design is presented
as a pseudo code example shown in Listing 1. The program
in the example calculates the forces between all pairs of
particles and moves the particles accordingly. An array p
stores the n particles and an array f stores the forces acting
upon the particles. These arrays are wrapped in objects of
a class called Data that slices the array up info numSlices
slices and keeps track of accesses to the slices.
Listing 1: Pseudo code example of an application that
calculates the interaction between n particles and then
moves the particles accordingly

Data < P a r t i c l e > p ( n , n u m S l i c e s )
Data <F o r c e > f ( n , n u m S l i c e s )

f o r ( i = 0 ; i < n u m S l i c e s ; ++ i )
addTask ( z e r o ( w r i t e ( f [ i ] ) ) )
f o r ( i = 0 ; i < n u m S l i c e s ; ++ i )
f o r ( j = i + 1 ; j < n u m S l i c e s ; ++ j )
addTask ( e v a l ( read ( p [ i ] , p [ j ] ) , . . .
add ( f [ i ] , f [ j ] ) ) )
f o r ( i = 0 ; i < n u m S l i c e s ; ++ i )
addTask ( move ( read ( f [ i ] ) , w r i t e ( p [ i ] ) ) )
The problem is divided up into three different task types.
The ﬁrst task type, zero, sets the forces acting upon the
particles to zero. These tasks take no input but writes to a

slice of the forces array. A write access to a slice of f is
registered as it is passed as an argument to the task.
The next class of tasks is eval which evaluates the force
between two slices of particles and updates the forces in f
for both slices of particles. As it does not matter in which
order the force array is updated, the write access is registered as Add. Before an eval task is run, the task library
checks that both slices of particles in p are available, that
the corresponding zero task is ﬁnished writing to the desired slice of f, and that no two eval tasks tries to update
the same slice of f at the same time.
Finally, the move task reads the accumulated force acting on a slice of particles and moves the particles accordingly. It is run ﬁrst when all eval tasks updating the force
acting on the slice of particles are ﬁnished.
As can be seen in Listing 1, the extra notation that the
user needs to add in order to run this application in parallel
is quite unobtrusive. Note that the dependencies between
the tasks are not expressed explicitly, but only implicitly
indicated by the order in which the tasks are added. The
programmer does not need to make sure that a task is ready
to be executed before adding it to the task library, but the
task library will make sure all the previously added tasks
it depends on will ﬁnish ﬁrst before executing the added
task.
4.2 Performance
To test if the task library successfully takes advantage
of the architecture, we have performed experiments on a
small application that takes a 10 time steps in an n-body
simulation. A time step is represented by a force evaluation, and an update of the particles positions and velocities.
The application was executed and timed 10 times, and the
mean time of these runs was taken. We also implemented
a serial version that does not use tasks at all, and compared
the two versions for different number of particles and different number of cores, as shown in Figure 1.
All tests were run on a dedicated server with two Quadcore Intel R Xeon 5520 (Nehalem 2.26 GHz, 8MB cache)
processors giving a total of 8 cores.
As can be seen in Figure 1, the computations must not be
too small in order to achieve good performance. With only
100 particles, the parallel version is slower than the serial
version when running on more than one core. In order to
have good speed-up, at least 1000 particles are needed.
We have also plotted the scheduling of the tasks over
the processor cores, as is shown in Figure 2. In this ﬁgure, ﬁve time steps are executed with 1000 particles. The
green boxes represents force evaluations between particles
in the same slice of the particle array, and the blue boxes
are force evaluations between different slices. The blue
boxes are about 500 s each which is about the granularity required in order for the parallelization overhead to be
comparatively small. The vertical lines in the left of the
ﬁgure are tasks that zeros the force array and are only about
2 s each. The reason there is a delay after the ﬁrst zeroing
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Figure 1: Speed-up as compared to the serial implementation.
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be coded explicitly. As shown i Listing 1, the extra programming needed for task management is not too obtrusive.
The performance of the task library scales reasonable
well as long as the task are not too ﬁne grained, as seen
in Figure 1. In the case of the small problem with only
100 particles, the parallelization overhead dominates and
the parallel version is slower than the serial when its run
on more than one core. For reasonable scaling, 1000 or
more particles are needed, which corresponds to task sizes
of about 500 s.
When a core is unexpectedly delayed, as core number
2 in Figure 2, the task library successfully adapts and the
work is shared among the other cores. This adaptiveness
is valuable both when the software is executed on a system
that is shared with other running processes, and also when
the amount of work in a task cannot easily be estimated.
The next step from here is to explore how well recursive algorithms such as building tree structures can be expressed in this programming model. A possible case study
is to organize the particles in a tree structure and use this
to group distant particles together so that they can be approximated as one single large particle.
We will also optimize the task library to lower the parallelization overhead and achieve better performance for
ﬁne-grained tasks.
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ABSTRACT
Task-based programming is an increasingly popular paradigm
for parallel programming of multicore computers. Especially
so in the ﬁeld of scientiﬁc computing where programmers
may not be experts in computer science and programs must
often be performance-portable, task-based programming is
an attractive way to write eﬃcient hardware agnostic programs. One challenge facing users is choosing the parameters for task creation that make for eﬃcient execution. Even
a reasonable choice of task size can cause a 10 or 15% performance penalty. Existing work addresses this issue in one
of two ways, either by ﬁtting runtime measurements to an
arbitrary model or by the analysis of task DAGs. In this
work, we pursue a middle-of-the-path approach, creating a
smarter model capable of making accurate predictions of
optimal task size while requiring less runtime measurements
than a completely arbitrary model.

Categories and Subject Descriptors
D.2.8 [Software Engineering]: Metrics—Performance measures; D.1.3 [Software Engineering]: Concurrent Programming—Parallel programming

General Terms
Performance

1.

INTRODUCTION

One of the most promising ways of fully utilizing modern
multicore architectures is task-based programming. Domain
experts can identify the most expensive regions of code and
intuitively encapsulate chunks of work into “tasks”, transparently letting a runtime system and scheduler take care of
eﬃciently scheduling and running these tasks in parallel.
Many research groups have developed task-based programming models, libraries, and frameworks. Examples include
OpenMP [4], Cilk++ [7], Wool [5], SMPSs [8], and StarPU
[2]. Each of these projects is aimed at the same general
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Uppsala University

problem, but brings a unique perspective and set of priorities. Common for all the listed task systems is that users
themselves must explicitly create tasks. This puts a burden
on the user to create tasks that are the right size for the
machine, for the task framework, and for the problem.
In some cases, we have seen that the performance of an application depends signiﬁcantly on the choice of task size.
Using seemingly reasonable choices, one can lose 10 to 15%
performance compared to the optimal choice. We believe
that this is a common occurrence and that improved methods for determining task size (both manual and automatic)
are an important goal for current research.
This problem has received some attention already. For Cilk++
users, there is the Cilkview scalability analyzer tool, which
provides performance bounds to help users diagnose performance problems due to insuﬃcient grain size of tasks [6].
Task graph analysis has also been used to predict the performance of task-based programs on shared-memory machines
[1]. On the other side of the spectrum, StarPU provides performance modelling in the form of regression models based
on real runs. With no built-in insights in their model, they
achieve good performance on typical applications after running at most 10 iterations [2]. We believe that an intelligent model that uses both analytical insights and runtime
measurements has advantages over either extreme, requiring
lighter analytical work and fewer measurements.
This work contributes by describing a simple and generic
model to predict the optimal choice of task size. We aim for
the simplest performance model, relying on a minimum of
runtime data, that is suﬃcient to that end. To develop this
model, we used a small, minimal task library described in
Section 2.
Initially, we assumed a minimalistic model based on the idea
that too many tasks leads to too much overhead, and too
few tasks leads to too little parallelism. We started with a
few assumptions aimed at maximum simplicity and added
complexity until the model gave a nearly optimal task size
for our example applications. We then validated this model
on a control application.

2.

TASK FRAMEWORK

The framework under investigation is an internally developed task library written in C++. It is small and easy to
work with, with performance numbers similar to SMPSs and

StarPU. Tasks are added to the task library in a serial fashion, and by exploiting user-speciﬁed data dependencies for
each task the library can schedule them to run concurrently
when possible. The tasks are executed by a run-time system
that has one worker thread per available hardware thread,
using a greedy scheduling algorithm and task-stealing for
load-balancing.

3.

APPLICATIONS AND KERNELS

In this section, we describe the applications and speciﬁc kernels we have used for our investigation. We have chosen two
applications that are widely known and simple to implement, yet exhibit enough diﬀerent properties that we can
gain some general insights.

3.1

Matrix Multiply

Matrix multiplication is a common and well-understood problem with many applications. We chose it for its simplicity
and because it is an example of a code with few dependencies
among its tasks. It is also interesting because the way that
the total computational load varies with block size varies
with implementation, and the performance depends very
strongly on block size. A blocked matrix-multiply code can
be parallelized in two ways, with numBlocks2 or numBlocks3
tasks. Because they have diﬀerent numbers of tasks but the
same amount of parallelism, we use both of these variants
and will refer to them as a “few task” or “many task” versions.
Most users would turn to highly optimized math libraries
like Intel’s Math Kernel Library (MKL), which gives significant performance gains. In our numerical experiments, we
were also interested in a naive nested-loops variant, which
features diﬀerent performance behavior from the MKL. For
the sake of brevity, we neglect to report on the “many task”
nested loop version.

3.2

N-Body Dynamics

The simulation of large numbers of interacting particles is
a common computational application with a wide range of
applications, from materials science and molecular biology
to cosmology. The nature of the simulation is determined
by the number of particles and the “interaction kernel”, or
the forces working on the particles.
The force calculation step is by far the most computationally heavy part of the application, requiring order of N 2
operations in the number of particles, so we have focused
on this step. The parallelization works by partitioning the
vector of particles into blocks, and a task is created for each
block-block set of interactions. Because of symmetry, the
results of oﬀ-diagonal tasks are mirrored and only half of
the oﬀ-diagonal tasks are necessary. For similar reasons, the
diagonal tasks require only half as much work. We have
chosen two kernels, similar to the two- and three-body interactions in [9]. The work unit cost C of the light-weight
kernel is about 10x less than C of the heavy kernel.

4.

MODEL DESCRIPTION

In this section, we introduce a series of performance models
that predict the runtime of an application. First we will discuss the parameters and assumptions underlying the model

Figure 1: Illustration of basic model. Total runtime
as a function of blocksize is the sum of task overhead
and work divided eﬀective parallelism.

in general, and then we will describe the speciﬁc models
applied to our applications.

4.1 Basic Model
Our basic performance model is based on the idea that the
runtime of a task-based program depends on the task library
overhead, which increases as task size shrinks, and available parallelism, which decreases as task size grows. Parallelism is here deﬁned as the maximum possible speedup
on T threads. The balance of these terms depends on the
computational cost of the work kernel and the algorithm’s
task dependency graph.
Our basic performance model predicts the runtime R of an
application based on the parameters and function in Table 1.
Some parameters are determined by the computer hardware
and runtime system, while others depend on the application
and speciﬁc problem being run. The work unit cost C is the
only parameter that the user cannot specify ahead of time,
it must be measured during an actual run of the program.
C corresponds to the time it takes to accomplish one arbitrary element of work, i.e. one particle-particle interaction
or one ﬂoating-point multiply, and the value can vary significantly with implementation details. The runtime overhead
per task, O, is application independent and is measured once
on a given platform. The block size S is the only parameter that the user can freely choose, and the challenge is to
choose S such that the runtime is minimized. As mentioned
in the introduction, we calculate the runtime R as the sum
of the task library overhead and the time spent performing
useful work.
R = (OM (N, S) + CW (N, S)M (N, S))/P (T, M ),
where OM (M, S) is the total overhead of using tasks and
CW (N, S)M (N, S) is the total amount of time spent doing
work. The functions M (N, S), W (N, S), and P (T, M ) are
inputs speciﬁed by the user for the particular algorithm and
implementation in question.

Table 1: Parameter list of basic performance model
Parameter
N
T
O
C
S
B
M (N, S)
W (N, S)
P (T, M )

4.1.1

Description
problem size
number of worker threads
runtime overhead per task
work unit cost
block size
number of blocks
number of tasks
work units per task
eﬀective parallelism

Determined by
application
runtime system
runtime system
application
varies
N/S
application
application
application

Matrix Multiplication

The variant with few tasks is modeled with:
M (N, S) = B 2 ,

W (N, S) = BS 3 = N S 2

P (T, M ) = min(T, B 2 ),
and for many tasks we have:
M (N, S) = B 3 ,

W (N, S) = S 3 ,

tasks) is, however, very good, but the suggested block size
is clearly incorrect.

4.2 Variable Work Unit Cost
In the basic model, the cost of a work unit, i.e. a ﬂoatingpoint multiply (in the case of matrix multiplication) or a
particle-particle interaction (in the case of an N-body problem) was assumed to be constant regardless of block size.
This assumption is not always correct. We addressed this
by replacing the constant work unit cost C with a function of the block size C(S). This function depends on the
implementation of the task kernel and must be determined
empirically.
In our case, the MKL library is more eﬃcient with larger
blocks, and the nested loops implementation is faster on
small blocks due to better cache usage. The cost of a particleparticle interaction in the N-body code is practically constant. It is diﬃcult to say how C(S) is to be determined in
general. We chose an interpolation of actual work unit cost
measurements taken during the experimental runs, but with
further work we expect that the number of data points can
be reduced signiﬁcantly.

P (T, M ) = min(T, B 2 ).
Note that the formulation of the eﬀective parallelism P (T, M )
are the same for both variants, as we prevent tasks writing
to the same block from running concurrently. We will see
that in this case, the loss of available parallelism does not
impact the performance of the code.

4.1.2

N-Body Problem

In this application, we have two types of tasks – diagonal
tasks and oﬀ-diagonal tasks, the number of which are denoted by M diag and M oﬀ , respectively. For the diagonal
tasks, we have
M diag = B

W diag = (S 2 − S)/2,

and for the oﬀ-diagonal tasks we have
M oﬀ = (B 2 − B)/2

W oﬀ = S 2 .

Combining these, the application is described by
M (N, S) = M diag + M oﬀ
W (N, S) = W diag + W oﬀ
P (T, M ) = min(T, M/2).
Here P (T, M ) is a simple approximation, based on the optimistic assumption that about half the tasks can run concurrently, since the oﬀ-diagonal tasks touch two data blocks. A
more careful consideration of task dependencies is presented
in section 4.3.

4.1.3 Evaluation of Basic Model
Visual inspection of Figure 2 shows that the model output
is only poorly ﬁtted to actual runs on an Intel i7 920 with
eight threads and 8 MB shared L3 cache. In all experiments,
we use four pinned worker threads.
This model ﬁnds the correct optimal block size for the matrix
multiplication codes using the MKL library, but the ﬁt for
all of the matrix multiplication codes is very bad. The ﬁt
for the N-body codes at small block sizes (large numbers of

As shown in Figure 3, introducing variable work cost improves the ﬁt for all the matrix multiplication codes and
yields an accurate recommendation for the matrix multiplication implementation with nested loops. For auto-tuning,
we want to quickly identify C(S), and how to do this is an
open question we would like to address in future work.

4.3 Available Parallelism
The results for the N-body problem were not satisfactory. It
turned out to be due to the bad approximation of available
parallelism, and here we do a more careful analysis. The oﬀdiagonal tasks write to two memory blocks, and thus only
half can run concurrently:
P oﬀ = min(T, M oﬀ /2).
The diagonal tasks, on the other hand, are independent of
each other:
P diag = min(T, M diag ).
To simplify, we assume that the two task types are not interleaved. To ﬁnd the total parallelism we let Nsdiag and Nsoﬀ
denote the number of serial steps needed until all tasks of
each kind have executed:
Nsdiag = M diag /P diag 
Nsoﬀ = M oﬀ /P oﬀ ,
and let Ns = Nsdiag + Nsoﬀ . The total parallelism is then
given by
P =

Nsdiag diag Nsoﬀ oﬀ
P
+
P .
Ns
Ns

Applying this to the model signiﬁcantly improves the results
for the N-body case, as shown in Figure 4. This analysis is
not something that is easily or cheaply done in general [1],
although an upper bound can be made by analyzing the
task dependency graph [6] or by using the Span Law [3],
which yields similar results but does not take into account
the diﬀerent types of tasks.

Matmul (loops)

matmul (MKL, many tasks)

2

3

10

10

1.5

1
1
10

4

10

N−body (light kernel)

2

3

10

10

1.5

1
1
10

4

10

2

3

10

10

4

10

N−body (heavy kernel)
2

Slowdown

2

Slowdown

2

Slowdown

1.5

1
1
10

matmul (MKL, few tasks)

2

Slowdown

Slowdown

2

1.5

1
0
10

2

1
0
10

4

10

Model
Data
Recommendation

1.5

10

Blocksize

2

4

10

10

Blocksize

Figure 2: The basic model captures only some of the salient features of the application run-times.
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Figure 3: Using a variable work unit cost improves the ﬁt of the matrix multiplication model to experimental
results.
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Figure 4: A more accurate model of available parallelism improves the accuracy of the model on the N-body
problem.

way this point varies according to parameters like problem
size, hardware parallelism, and the computational cost of the
kernel, but misses some critical features of the problem. The
extensions that were made are either application-speciﬁc (an
accurate portrayal of parallelism in the N-body code) or require measurements during an actual run of the code (work
unit cost). Some element of application-speciﬁc analysis and
runtime measurements are likely to be necessary in an automatic tool for task size selection. The extensions we chose
gave very good results but may be overly complex.
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Figure 5: The model identiﬁes the optimal blocksize of the Cholesky decomposition code quite accurately, but not perfectly. The dramatic shape of
the Data curve is due to sensitivity to matrix size in
calls to MKL BLAS routines.

5.

DISCUSSION & CONCLUSIONS

Having developed a model that produced satisfactory results
for our example applications, we applied it to another application to see if the results held. The test application we
chose was block Cholesky decomposition implemented using
the MKL, which consists of a four diﬀerent types of tasks
and features a complicated C(S). The performance of our
implementation was as sensitive to block size as the matrix
multiply code, yet the model-recommended task size yields
a performance roughly 4% slower than optimum (see Figure
5). However, determining the available parallelism was not
completely trivial. In this algorithm, scheduling is an important element and must be taken into account. In cases like
these, it may be more appropriate to measure the eﬀective
parallelism, e.g. by looking at CPU utilization. The downside to this approach is that we would ideally like to measure
application parameters in a parallelism-independent way, as
we have been able to do with C(S).
The goal of this work was to produce a minimal performance model for task-based parallel programs that was sufﬁciently accurate to identify the optimal task size parameter. A model like this, simpler than what we have seen in
existing literature but more intelligent than direct regression
modeling, can be useful for auto-tuning. Thus far, we have
restricted the discussion to applications with a single variable parameter. If a task is deﬁned by multiple variables
(e.g. height and width), then the space to search for the
optimal task rapidly becomes very large, and existing autotuning methods become computationally expensive. In this
scenario, a model like ours that attempts to leverage programmer insight to reduce the computational cost is interesting.
The most basic model does not work, yielding very poor results and an unsatisfactory ﬁt to the experiments. This is a
result of trying to be too general and too simple. It captures
the way that optimal task granularity is a point of compromise between overhead and available parallelism, and the

An important aspect of this work is the light it sheds on the
cost of tuning. Work unit cost could perhaps be measured
by running a single task at a series of task sizes, which is
cheaper than running the entire problem but may be signiﬁcant. Available parallelism can be calculated either by
analysis, which may be diﬃcult for more complicated algorithms, or also measured. We would like to address these
questions more concretely in future work.
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