
ACTA
UNIVERSITATIS

UPSALIENSIS
UPPSALA

2012

Digital Comprehensive Summaries of Uppsala Dissertations
from the Faculty of Pharmacy 166

Optimal (Adaptive) Design
and Estimation Performance in
Pharmacometric Modelling

ALAN MALONEY

ISSN 1651-6192
ISBN 978-91-554-8491-0
urn:nbn:se:uu:diva-182284



Dissertation presented at Uppsala University to be publicly examined in B41, Biomedicinskt
Centrum, Husargatan 3, Uppsala, Friday, November 30, 2012 at 09:15 for the degree of
Doctor of Philosophy (Faculty of Pharmacy). The examination will be conducted in English.

Abstract
Maloney, A. 2012. Optimal (Adaptive) Design and Estimation Performance in
Pharmacometric Modelling. Acta Universitatis Upsaliensis.  Digital Comprehensive
Summaries of Uppsala Dissertations from the Faculty of Pharmacy 166. 76 pp. Uppsala.
ISBN 978-91-554-8491-0.

The pharmaceutical industry now recognises the importance of the newly defined discipline
of pharmacometrics. Pharmacometrics uses mathematical models to describe and then predict
the performance of new drugs in clinical development. To ensure these models are useful, the
clinical studies need to be designed such that the data generated allows the model predictions to
be sufficiently accurate and precise. The capability of the available software to reliably estimate
the model parameters must also be well understood.

This thesis investigated two important areas in pharmacometrics: optimal design and software
estimation performance. The three optimal design papers progressed significant areas of optimal
design research, especially relevant to phase II dose response designs. The use of exposure,
rather than dose, was investigated within an optimal design framework. In addition to using
both optimal design and clinical trial simulation, this work employed a wide range of metrics
for assessing design performance, and was illustrative of how optimal designs for exposure
response models may yield dose selections quite different to those based on standard dose
response models. The investigation of the optimal designs for Poisson dose response models
demonstrated a novel mathematical approach to the necessary matrix calculations for non-
linear mixed effects models. Finally, the enormous potential of using optimal adaptive designs
over fixed optimal designs was demonstrated. The results showed how the adaptive designs
were robust to initial parameter misspecification, with the capability to "learn" the true dose
response using the accruing subject data. The two estimation performance papers investigated
the relative performance of a number of different algorithms and software programs for two
complex pharmacometric models.

In conclusion these papers, in combination, cover a wide spectrum of study designs for non-
linear dose/exposure response models, covering: normal/non-normal data, fixed/mixed effect
models, single/multiple design criteria metrics, optimal design/clinical trial simulation, and
adaptive/fixed designs.
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1. Introduction 

1.1 Drug development and pharmacometrics 
The clinical development of a new medicinal drug is complex, expensive 
[1,2] and prone to failure [3]. Before a new drug can be marketed, it must 
obtain regulatory approval. To obtain regulatory approval, a company must 
demonstrate that the proposed dosing regimen will provide a favourable 
efficacy/safety balance to patients who may be prescribed the new drug. To 
make this assessment, it is essential to quantify the magnitude of these drug 
effects, by collecting data on patients who voluntarily enter clinical trials. 
These clinical trials should provide the data to answer the key questions. 
Thus the design and analysis of these clinical studies is crucial.  

Pharmacometrics has become the term used to describe the intersection of 
three related fields [4]: 

 
• Statistics - the study of the collection, organization, analysis, and inter-

pretation of data 
• Pharmacokinetics (PK) - the study of the effect of the body on a drug [5] 
• Pharmacodynamics (PD) - the study of the effect of the drug on the body 

[5] 

Patients care about PD. That is, what the drug does to their body. Does the 
drug relieve their pain, or reduce their cholesterol levels? Are any side ef-
fects tolerable? 

Scientists working in drug development recognise that the PD effects are 
driven, either directly or indirectly, by the drug in the body, and thus PK is 
recognised as playing a pivotal role in understanding and determining the 
best dosing regimen [6,7]. 

A common component of the above disciplines is the role of mathemati-
cal models, where equations are used, initially, to describe the data generated 
from a clinical study. However mathematical models are of much greater 
value than simply being a summary of the data, providing the ability to an-
swer questions and provide enlightenment beyond that which can be gleaned 
from the raw data alone. This may include the ability to interpolate or ex-
trapolate to doses or dosing regiments not studied, and/or suggest pharma-
cological mechanisms for the action of the drug. Thus the skill of the phar-
macometrician is to maximise the information learnt from the data gener-
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ated, to ensure the drug effects are estimated with sufficient accuracy and 
precision to allow a clear picture of the drug profile for the company, regula-
tory agencies and patients alike, whilst minimising, for example: 

 
• The number of studies conducted 
• The number of subjects used in each study 
• The clinical development time 
• The clinical development cost 

 
Control over the design of the clinical studies is the greatest tool in the 

pharmacometricians arsenal. The design determines the number of subjects, 
the doses and regimens considered. It also controls what data is collected, 
and when it is collected. Unlike a poor analysis, a design which generates 
data that is incapable of providing meaningful answers cannot be fixed retro-
spectively – the opportunity to acquire data at a higher or lower dose, or at 
later assessment times, is lost. Thus the importance of getting the design 
right cannot be overstated. In addition to being inefficient, repeating studies 
incurs both the direct costs of the new study, and the indirect costs of the 
delay to market access and reduced patent life of the new drug. 

The drug industry [8, 9] and regulators [10,11] recognises the need for in-
novative and quantitative approaches, with model based drug development 
[12, 13] and adaptive design [14,15,16,17,18] being central components. 

1.2 Data types 
Data from clinical studies comes in many different forms. These include: 
categorical, count, and continuous data types. Categorical data is where the 
response fails into one of a finite range of possible outcomes. The categories 
can be ordered (e.g. low, middle, high) or unordered (e.g. green, red, blue). 
When there are only two categories (e.g. yes, no), the data is often referred 
to as binary data. Count data, as the name suggests, is when the frequency of 
events is recorded, typically over a given time period. Count data permits 
only zero and positive integer values (e.g. 0, 5 or 10 events, but not 5.5 
events). Continuous data is where the measurement is considered to be made 
on an underlying continuous scale. In practice, these measurements will be 
made to some acceptable degree of accuracy (e.g. a subject weight of 70.123 
kg may be recorded as just 70.1 kg or 70 kg).  
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1.3 Dose response and exposure response in phase II 
studies 

Arguably the most important study in the drug development program is the 
phase II dose response study. Prior to this study, phase I studies will have 
provided sufficient assurances that a particular dose range may be tested in 
patients, whilst a Proof of Concept/Principle (PoC, PoP) study may have 
indicated that the drug does have some pharmacological or clinical effect 
(i.e. evidence of a real change in a particular biomarker, surrogate measure 
and/or a clinical endpoint). The question then becomes more refined: 

 
Across all potential doses and regimens, how much does the drug change 

the key efficacy and safety endpoints in the target patient population? 
 
The goal of the phase II study is therefore one of quantifying the magni-

tude of the drug effects across the dose range with a sufficient degree of 
precision to allow informative dose selection for the phase III studies. It is 
not, as many studies are designed, to simply show a difference versus pla-
cebo. The bar is higher. 

There are two approaches to determining the dose response. The first is to 
simply use the dose each subject received as the predictor variable for the 
clinical endpoint of interest. A dose response model, like the sigmoidal Emax 
model, can then be used to link the different dose levels in one model, to 
allow interpolation or extrapolation across the dose range. An alternative, 
and arguably better approach, is to link the clinical endpoint to PK informa-
tion collected in the subject. Thus a first step would require a PK model to 
be built to describe the PK data across all subjects, and then individual PK 
profiles would be predicted from that PK model. A typical summary of the 
individual PK profile is the so called area under the curve or AUC. This 
reflects a measure of the systemic exposure of the subject to the parent drug, 
and hence linking the AUC to the clinical endpoint may be termed an expo-
sure response model. The rationale for using exposure over dose is the fol-
lowing; whilst two subjects may receive the same dose, say 10 mg, the sys-
temic exposure to the drug (that is, the drug concentrations in their blood) 
may be very different (e.g. a 4 fold difference in AUC). These differences 
could be due to inherent physiological differences between the two subjects 
(e.g. age, weight or disease status leading to differences in absorption, me-
tabolism, distribution or elimination of the drug), or linked to external fac-
tors such as compliance, co-medications, diet etc. Thus it may be reasonable 
to think a subject with an AUC that is four times higher than another subject 
may also be expected to have a greater change in the clinical endpoint, rather 
than presume, based on dose, that they would have the same change in the 
clinical endpoint. An exposure response model can be combined with simu-
lations from the PK model to generate predictions across the dose range.  
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The decision between using a dose response or exposure response model 
is dependent on a number of factors including: 

 
• The understanding of the pharmacological link between systemic expo-

sure of the parent drug and the clinical endpoint  
• The dose range 
• The number of different doses 
• The magnitude of the inter individual variability (IIV) in exposure 
• The requirement to interpolate or extrapolate to other doses/regimens 
• Availability of PK information 

 
In short, whilst it may be wise to prefer an exposure response model, there 
will be some cases when a dose response model may be considered perfectly 
acceptable. 

1.4 The sigmoidal Emax with baseline model 
The sigmoidal Emax with baseline model [19] is perhaps the most important 
model used to relate the changes in a clinical endpoint to dose (Equation 1) 
or exposure (Equation 2).  
 y ⋅

 (Eq. 1) 

 y ⋅
 (Eq. 2) 

where yi is the observed response in subject i, E0 corresponds to the placebo 
response, Emax the maximum drug effect, ED50 (AUC50) the dose (exposure) 
required to yield 50% of the effect seen at Emax, and  is the Hill coefficient. 
This model is related to the Hill model [20], and identical to the logistic 
model [21], and has often been used successfully within the drug industry to 
describe dose response data [22,23,24]. 

1.5 Estimation and uncertainty of the model 
parameters 

When a model is fitted to data simulated under that model, there are two 
important aspects to consider. Firstly, is the software used for the estimation 
of the model parameters capable of finding accurate estimates? Secondly, 
what is the uncertainty, or precision, of the estimated parameters? For com-
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plex models, simulation studies can provide useful information as to whether 
the algorithms within a software program are capable of retrieving accurate, 
or unbiased, estimates of the model parameters for a given model and set of 
parameters used to simulate the data. The clear advantage of using simula-
tion it that the correct answers are known, unlike with real data, where the 
true model parameters are not known. Thus a particular design can be simu-
lated and estimated 100 times using a particular software program and algo-
rithm, and the distribution of the 100 sets of parameter estimates can be 
compared to the true values for each parameter. To generalise the results, it 
is worthwhile to replicate the whole exercise using different sets of possible 
parameter values, to assess the results across the parameter space. The pa-
rameter estimates themselves are of limited utility unless they are accompa-
nied by some measure of the uncertainty, or precision, of the parameter es-
timates. This is because we are interested in understanding the range of pa-
rameter values that are consistent with the observed data, as we are interest-
ing in making inferences on all subjects who might receive the treatment, not 
simply the sample of subjects in the current dataset. The variance-covariance 
matrix provides this important information, and provides the uncertainty on 
individual parameter estimates, along with the correlation between parame-
ters. A good phase II design will ensure the model parameters are estimated 
with sufficiently high precision to allow meaningful predictions for the 
phase III studies. Thus understanding how the variance-covariance matrix is 
estimated, along with how different design variables (e.g. doses) influence 
the variance-covariance matrix, can be used to determine the optimal design. 

1.6 Maximum likelihood estimation 
Maximum likelihood (ML) is a commonly used method to estimate the 
model parameters. The approach is typically based on surmising that the data 
is a random sample from a given probability density function, with the goal 
to determine the model parameters which maximise the joint probability 
density function across all observed data.  

Thus for a generic probability distribution function p, data vector x, and 
model parameters represented by the vector , the maximum likelihood 
across i subjects would be: 

 	 argmax L θ| p x |θ  (Eq. 3) 

Thus ML looks to determine the parameter estimates  under which the 
observed data is most probable. For linear models, analytically solutions are 
often available, whilst non-linear models typically require numerical meth-
ods to maximise the above expression. It is important to recognise that the 
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conditional expression above yields the value of the probability density func-
tion for observing the data given the model parameters, and not, as we may 
hope, the joint probability density function of the parameters given the data. 
From an inferential perspective this difference is important, although this is 
often overlooked.  

The models discussed thus far can be considered fixed effects models, in-
sofar as the model parameters are treated as non-random variables. Another 
class of models are random effects models, where the model parameters are 
treated as being random samples from a known (population) distribution. It 
is common to assume that the random samples are drawn from a normal 
distribution, although other distributions can be used instead of the normal 
distribution. When a model has both fixed and random effects, it is termed a 
mixed effects model. If the model is linear in the parameters, it is referred to 
as a linear mixed effect (LME) model, whilst if the model is non-linear in 
any parameter, it is referred to as a non-linear mixed effect model (NLME). 
A hierarchical model is where model parameters represent data collected at 
more than one level. Within drug development, a two level model might 
have subject at the higher level, and repeated measures within a subject at 
the lower level. For correct inference, it is important to understand the dif-
ference between 100 observations made on each of 2 subjects, and 2 obser-
vations made on each of 100 subjects. NLME models are a natural way to 
accommodate hierarchical data, and a frequently used approach is to model 
subjects as random effects, with the assumption that the subjects responses 
are independent given the random effect	  (the conditional independent as-
sumption). Thus using the same notation as before, the marginal likelihood 
can be written:  

 L θ| p x |θ, η ⋅ p η|Ω  (Eq. 4) 

where Ω is the random effect distribution (commonly modelled using a nor-
mal distribution). To determine the marginal likelihood, the individual like-
lihoods for each subject must be integrated over the (unobserved) random 
effect parameter. It is this integration step, along with the non-linearity of the 
model in the random effects	 , that prohibit any closed form solution for the 
integrand, and hence numerical integration methods are required. Another 
option to the evaluation of this integrand is to "linearise" the model using a 
Taylor series expansion of the model, and then use linear mixed model solu-
tions to the integrand [the so called First Order Condition Estimation 
(FOCE) methods[25,26]]. The above formula can be easily generalised to 
more than a single random effect be replacing  as a q dimensional vector of 
random effects, and Ω being the multivariate normal distribution of rank q. 
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1.7 The Fisher information matrix  
The Fisher information matrix (FIM) is defined as the variance of the score 
function [the matrix of partial derivatives of the log-likelihood (LL)]. That 
is: 

 	E ∂	LL∂θ |  (Eq. 5) 

This can also be written as: 
 	E ∂ 	LL∂θ |  (Eq. 6) 

The presence of the expectation argument here explains why this expression 
may be referred to as the expected FIM. 

The Cramér-Rao [27,28] bound determines a lower bound for the variance of 
the estimator  as: 

 

 (Eq. 7) 

Thus the inverse FIM can be used to generate the variance-covariance matrix 
of, for example, the vector of maximum likelihood estimates . It is 
worth noting that the above result suggests that using the FIM may be anti-
conservative, as the bound yields a best case scenario. Thus in practice, it 
may be considered wise to evaluate the actual performance of a chosen de-
sign for a given model estimated using a finite sample size (i.e. using clinical 
trial simulation). 

The hessian matrix is the sum across i = 1 to N subjects of the observed 
second order partial derivatives of the log likelihood function. Thus for pa-
rameters j and k = 1 to p parameters, the individual entries of the hessian 
matrix are: 

 ∂θ θ  (Eq. 8) 

Comparing the above with Equation 6, it can be seen why the negative of the 
hessian matrix may also be referred to as the observed FIM, and hence is 
often used to determine the variance-covariance matrix of the parameter 
vector . Importantly, when the model is linear in the parameters, the second 
derivative matrix will not depend on the parameter values, but will depend 
on the parameter values for non-linear models. 
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1.8 The General Equivalence Theorem 
The development of the General Equivalence Theorem [29,30] provided the 
framework for assessing the optimality of a design for any optimality 
criteria 	Ψ  acting on information matrix I, for design ξ , termed 	Ψ I ξ . 
When Ψ I ξ  is to be maximised, the theorem stated that a design ξ∗  is 
optimal if the directional derivative of Ψ I ξ 	 is non-positive for all one 
point design measures.  

Thus for a design point x, the derivative of Ψ I ξ 	 in direction	ξ  is: 
 	 lim→ 1 Ψ 1 ⋅ I ξ ⋅ ξ̅ Ψ I ξ  (Eq. 9) 

When a design is optimal, the derivative reaches its maxima (zero) at each 
optimal design point. Thus in addition to providing a tool for assessing the 
optimality of a design, the General Equivalence Theorem also identifies a 
method for finding the optimal design using the derivative, as any design 
point which yields a positive derivative suggests it should be weighted more 
heavily than one or more of the current design points (this argumentation 
underpins the mechanics of the Fedorov exchange algorithm, to be discussed 
later).  

A useful result for D optimality (that is, where Ψ I ξ log|I ξ | ) is 
that the derivative may be expressed as [31]:  

 	 ⋅  (Eq. 10) 

where p is the number of parameters. Additional formulae for determining 
the derivative will be presented were necessary.  

Finally, two comments. Firstly, the above is presented such that the prob-
lem is posed as one of maximisation of a function. This is similar to some 
authors [32], whilst others [33] see this as a minimisation problem, and 
hence some of the inequalities are reversed. Secondly, the above formulae 
may seem daunting. It is perhaps illustrative to consider the problem as one 
whereby the design components (e.g. doses and weighting for each dose) are 
continually updated by attributing a greater weighting to any dose which will 
improve the optimality metric (i.e. a positive derivative in the above sense) 
at the expense of the weighting for one or more of the current design points. 
By iterating this sequence until there is no further improvement, the final 
design will be optimal, with any additional weighting to any dose outside of 
those in the final design resulting in a decrease in the optimality metric [i.e. 
yielding a weaker design (with a negative derivative)], whilst those doses in 
the current design will be equally good as those already in the design (hence 
the zero derivative).  
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1.9 Comparing designs using relative efficiency 
Relative efficiency is a way of comparing the performance of one design ξ to 
another ξ∗. For example, for D optimality the formula would be: 

 RE | I ||I ξ∗ | / ⋅ 100% (Eq. 11) 

with p being the number of parameters. This type of formula is very useful, 
as the rather complex information leading to the evaluation of the optimality 
metric can be restated directly in terms of sample size. That is, a design 
which is 50% efficient compared to a reference design would need twice as 
many subjects to obtain the same information as the reference design.  

1.10 Local, global and optimal adaptive design 
Thus far, the performance of a design has been shown to be dependent on the 
FIM, and the FIM is dependent on the true model parameters values (θ) for 
non-linear models. Thus the optimal design question seems like a circular 
argument, in that to find the optimal design, one needs to know the true 
model parameters values, but the reason for the design is to find these same 
parameter values! Thus in practice, even when the true model structure is 
presumed known, there are three alternatives. Firstly, local optimal designs 
can be derived assuming the model parameters (θ) are known exactly. Sec-
ondly, global optimal designs (also called Bayesian optimal design) are de-
rived assuming the model parameters follow a particular distribution, and the 
optimal design is found by integrating the optimality metric across the joint 
parameter distributions. Both local and global optimal methods can be con-
sidered as the best strategy for utilizing prior information before the study 
initiation, by using "best guesses". Not surprisingly, both methods yield non-
optimal designs when θ is misspecified, with the global optimal designs 
being more robust than locally optimal designs. The third option, optimal 
adaptive design, is when accruing subject data is used to continually update 
the estimates of the model parameters (i.e. refining the "best guesses"), and 
updating the design accordingly. For example, in a dose response setting, if 
the accruing data suggests a particular low dose is providing little informa-
tion to the understanding of the dose response, it would seem prudent to 
randomise new subjects to alternative doses. In particular, it would be opti-
mal to randomise the next subject to the dose which would be expected to be 
most informative of all possible doses. This is the fundamental maxim of 
optimal adaptive design presented herein. The use of accruing information 
(data) to update knowledge of θ, with future dose allocations being based on 
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both the knowledge of θ before the study, and knowledge of θ gained during 
the study.  

Ideally, a study should be run until pre-specified, project specific goals 
are achieved, and hence the sample size cannot be fixed a priori. This is dif-
ficult from a planning perspective (e.g. drug supplies, number of centres, and 
cost of study considerations), hence more pragmatically a sample size range 
may be considered, with an upper bound. Thus the performance of local, 
global, and optimal adaptive designs can be determined based on this fixed 
maximum sample size.  

It should be recognised that many of the ideas presented above have been 
implemented within a Bayesian statistics [34] framework, with examples in 
both Bayesian optimal design [35] and Bayesian optimal adaptive design 
[36]. A Bayesian implementation may involve integrating the information 
matrix over the joint prior distribution [32], and hence is similar to non-
Bayesian approaches which look to perform global optimal design [37,38]. 

1.11 Optimal design versus clinical trial simulation 
Clinical trial simulation [39 ,40] is a powerful tool for determining the 
strengths and weaknesses of a particular study design. The approach is very 
simple. Simulate data under a given model and design, then estimate the 
model parameters and metrics of interest. Repeat the process a large number 
of times (e.g. 100 or 1000 times) and compare the estimated results to the 
true values used in the simulation. The same approach can be repeated across 
multiple potential study designs, which may be reasonable when the number 
of alternative designs is small, but becomes prohibitive when the design 
variables are flexible (e.g. when the doses and the proportion of subjects at 
each dose is flexible). Table 1 provides a simplified overview of the relative 
strengths and weaknesses of optimal design versus clinical trial simulation. 

 
 

Table 1. Overview of optimal design versus clinical trial simulation 

Metric Optimal design Clinical trial 
simulation 

Incorporates  "estimability" of the design No Yes 

Can find "optimal" design  Yes No 

Requires significant computing effort No Yes 

Provides understanding of a "good design" Yes No 

Results dependent on sample size No Yes 

Requires knowledge of optimal design theory Yes No 
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A real benefit of clinical trial simulation is that it captures the inherent un-
certainty in estimating the model parameters. An optimal design is of no 
value if the data generated under that design cannot be used to reasonably 
estimate the model parameters with the planned software. Optimal design 
can be thought of as an asymptotic result, in that the derived variance-
covariance matrix is what would be expected based on a very large sample 
size. In practice, the problems inherent in using a finite sample cannot be 
ignored. However optimal design can be used to quickly compare both a 
range of potential designs, and search the design space for better designs. 
This allows potential practical designs to be compared to the optimal design, 
thus facilitating the calculation of the loss of efficiency with the candidate 
designs relative to the optimal design; thus the best design is known, provid-
ing a reference to understand the key design features of this design. In con-
trast, clinical trial simulation may become the proverbial "wild goose chase", 
with candidate designs being generated in the hope they perform better than 
the current range of candidate designs. Without some idea of the best design, 
it would be difficult to know where to stop. Thus whilst clinical trial simula-
tion may yield a design which performs satisfactorily on the metrics of inter-
est, it perhaps is a little disappointing to reflect that another design (that was 
not investigated) may have been more informative. Another difference be-
tween optimal design and clinical trial simulation is the role of sample size. 
For optimal design, the results are independent of sample size. For clinical 
trial simulation, the results may change as a function of sample size. That is, 
one design may be better for a small sample size, whilst another would be 
better for a large sample size. The robustness of the design is captured with 
clinical trial simulation, but this adds a potentially new layer for considera-
tion and investigation. Finally, one advantage of clinical trial simulation is 
that it does not require any knowledge of optimal design theory, with just a 
basic understanding of simulation re-estimation methods needed, and knowl-
edge of deriving the key metrics from the resulting parameter estimates and 
variance-covariance matrix. Given its simplicity, it is perhaps surprising that 
clinical trial simulation is not, at least currently, a fundamental component of 
the design of all clinical studies.  

In summary, optimal design and clinical trial simulation should be seen as 
complementary tools, with optimal design being used initially to understand, 
investigate and optimise across the whole design and parameter space. Clini-
cal trial simulation can then be conducted across a range of selected designs, 
parameter combinations and sample sizes, to truly assess the relative merits 
of each design.   
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2 Aims 

The aims of this thesis were to: 
 

• Investigate the potential gain of using optimal adaptive design compared 
with local and global optimal designs using continuous data 
 

• Investigate optimal designs in an exposure response setting 
 

• Investigate optimal designs with count data 
 

• Investigate the performance of different software and estimation meth-
ods for non-linear mixed effect models with continuous and count data 
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3 Methods  

3.1 Continuous models 

The sigmoidal Emax model was considered in Paper I. 
 , ⋅

 	 	 	~ 0,  

i=1 to N subjects 

(Eq. 12) 

where E0 is the placebo response, Emax is the maximum effect, Dosei is the 
dose for subject i, ED50 is the dose required to give 50% of the maximal 
response, γ is the Hill coefficient, σ2 is the normally distributed residual 
variance, and N is the total sample size. The vector  represents the four 
model parameters (E0, Emax, ED50, σ2). 

A related model was considered in Paper III, but rather than dose, expo-
sure (AUC) was used at the key predictor variable, using the following for-
mula.  

 , ⋅
 	 	 	~ 0,  

i=1 to N subjects 

(Eq. 13) 

Here AUCi is the individual AUC for subject i, AUC50 is the AUC required 
to give 50% of the maximal response, with all other parameters being as 
before. 

For both models considered above, the data for each subject is only avail-
able at a single dose level, or a single (steady state) AUC measurement. This 
is common in phase II studies, where subjects typically receive a single dose 
level throughout the study, and the dose response or exposure response is 
evaluated on a clinical measure recorded at the end of the treatment period.  
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Paper IV considered a mixed effect version of the above model, with ran-
dom effects on three parameters (E0, Emax and ED50), according to the follow-
ing equations: 

 , 	 ⋅	  ⋅  ⋅  ⋅  	 1	 	 	 	 
 ~	 0, Ω , Ω Ω 0 00 Ω Ω0 Ω Ω  

(Eq. 14) 

Data was simulated at four dose levels for each subject, using an additive 
[ ,  and proportional [ , ⋅ 1 )] error model. A 
total of 100 subjects were simulated for each of 100 study replicates. 

3.2 Count models  
The Poisson model [41] is the cornerstone of many count models [42]. With 
the Poisson model, the rate, λ, completely defines the probability density 
function. The probability density function is: 

 ; . !  (Eq. 15) 

where x is the number of events.  
The following six models were considered in Paper II: Poisson (PS), 

Poisson with Markov elements (PMAK), Poisson with a mixture distribution 
for individual observations (PMIX), Zero Inflated Poisson (ZIP), General-
ized Poisson (GP) and Negative Binomial (NB). 

The PMAK model was: 
 

; , ⋅ ! ⟸ 0⋅ ! ⟸ 0 (Eq. 16) 

The ZIP model is a mixture model where it is envisaged that two processes 
are present. The first process yields zero counts, with probability P0. The 
second process behaves as a standard Poisson distribution. The observed 
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data is thus a mixture of these two distributions, and can be jointly described 
as: 

 ; , 1 ⟸ 01 ⋅ ! ⟸ 0  (Eq. 17) 

 
If P0 is zero, then this collapses to a standard Poisson variable. 
The GP model allows for both under and over dispersion relative to the 

standard Poisson distribution via the dispersion parameter . The formula is: 
 ; , ⋅ ⋅ ⋅!  (Eq. 18) 

 
The final model considered in Paper II was the negative binomial model. 

It is a Poisson distribution with a gamma mixing distribution. The gamma 
distribution determines the over dispersion relative to the standard Poisson 
distribution, through the parameter .  

 

; , Γ 1 ⋅ 1 ⋅ ⋅ ⋅1 ⋅! ⋅ Γ 1  (Eq. 19) 

 
Three count models were considered in Paper V. A simple Emax model 

(model 1 in Paper V) was: 

 log ⋅
 	 1	 	  

 

(Eq. 20) 

 
Here E0 corresponds to the placebo response, Emax the maximum drug ef-

fect, and ED50 the dose required to yield 50% of the effect seen at Emax.  
The second model considered in Paper V (model 2), was a simple mixed 

effect Poisson model to describe count data recorded both at baseline and at 
endpoint: 

 log BASE  log BASE ⋅
   	  1 , 	 	~ 0, Ω  

 

(Eq. 21) 
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With "BASE" being the population baseline mean, with a single, normally 
distributed, random effect η0 (with variance Ω0) allowing inter individual 
variability in the rate, λ, across the i=1 to N subjects. The drug effect pa-
rameters were the same as in model 1 (Equation 20), although now E0 repre-
sented the change from baseline with placebo.  

The final model considered in paper V (model 3) extended model 2 to al-
low additional inter individual variability at endpoint. It was:  

log BASE 		  log BASE ⋅ 						 	 		 1	 	 	 ,		 	 	~ 0, Ω , Ω~ Ω 00 Ω  

 

(Eq. 22) 

The addition of the second random effect η1 (with variance Ω1) allowed the 
model much greater flexibility to capture heterogeneity between subjects in 
the changes from baseline, allowing for both larger decreases and increases 
beyond those that the Poisson distribution offers. Of note, if the variance Ω1 
is zero, this model collapses to model 2.  

3.3 Estimation methods 
The simulation studies (Papers II and IV) compared the performance of a 
number of different software algorithms.  

Paper II considered adaptive Gaussian quadrature in SAS [43], and the 
Laplace method in NONMEM [44] and SAS. The software versions were 
9.1 for SAS and version 6 for NONMEM. 

Paper IV considered adaptive Gaussian quadrature (AGQ_SAS) in SAS, 
the Laplace method in NONMEM (LAP_NM) and SAS (LAP_SAS), FOCE 
in NONMEM (FOCE_NM) and FOCE (using the NLME package [25, 45]) 
in R [46] (FOCE_R). In addition, the stochastic approximation expectation 
maximisation algorithm (SAEM) [47] implemented in Monolix [48] using 
the default (SAEM_MLX) and tuned setting (SAEM_MLX_tun) was inves-
tigated, as was the SAEM version in NONMEM using the default 
(SAEM_NM) and tuned setting (SAEM_NM_its). The software versions 
were 9.2 for SAS, 7.1.0 for NONMEM, 2.9.1 for R and 3.1 for Monolix. 

Details of how each method approaches the numerical integration of the 
integrand in Equation 4 are shown succinctly in Paper IV. 
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3.4 Measures of bias, imprecision and runtimes 
For the simulation studies (Papers II and IV), the following metrics were 
used to assess the performance of the estimation methods across the 100 
simulated study replicates for each parameter . The relative estimation error 
was defined as: 

 	 % 	 ⋅ 100% (Eq. 23) 

The relative bias was defined as: 
 	 	 % ⋅ 100% 

Where 	 	100  

(Eq. 24) 

Bias measures the average deviation of the parameter estimates from the true 
value of the parameter. It is always important to note that the result is not 
invariant to parameter transformations, so any bias determined on, for exam-
ple, a variance ( ) term, will be different to that based on the corresponding 
standard deviation ( ).  

The (relative) root mean square error (RMSE) was defined as: 
 

	 1100 / ⋅ 100% (Eq. 25) 

The relative RMSE incorporates both the bias and variance of the estimates. 
Typically a lower RMSE is desirable, suggesting that the estimates are in-
herently closer to the true parameter value.  

For each parameter, the standardised relative RMSE was defined as: 
  	 min 	  (Eq. 26) 

For a method with the lowest relative RMSE for a given parameter, this 
would be one, with all other methods yielding values greater than one. Fi-
nally, across all parameters, the mean of the standardised relative RMSE 
could be determined for each method. The closer the mean is to one, the 
better.  

For Paper IV, runtimes were recorded as the average CPU time across all 
100 replicates for each scenario. To account for differences between the 
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computers used for the different approaches, this time (recorded in seconds) 
was multiplied by the CPU speed (instructions/second) to generate the total 
number of instructions (NI). That is: 

 	 ⋅ /  (Eq. 27) 

To aid further interpretation, actual times (in seconds) were determined 
based on a "standard" CPU speed of 2.8 GHz. 

3.5 Classic optimal design criteria 
Thus far, optimal designs have been referred to in generality. Clearly, to 
employ optimal design, it is necessary to define the metric which is to be 
optimised. Over the last fifty or so years, a wide range of optimality metrics 
have been considered. As letters have often been used to define these met-
rics, the term "alphabetic optimality" is sometimes used. Discussed below 
are a few of the most common and useful ones.  

Optimality criteria include D optimality [minimizing the determinant of 
the variance-covariance matrix (=maximizing the determinant of the Fisher 
Information Matrix (FIM)], Ds optimality (minimizing the determinant of 
part of the variance-covariance matrix), G optimality (minimizing the maxi-
mum standardized prediction variance), V optimality (minimizing the aver-
age standardized prediction variance) and c optimality (minimizing the vari-
ance of linear combinations of the parameters). Thus the metric can be the 
precision of all/some of the model parameters (e.g. D/Ds optimality) and/or 
the precision of the model predictions across the dose range (e.g. G and V 
optimality), and/or at particular doses of clinical relevance [e.g. ED90 (the 
dose required to give 90% of the Emax effect)]. One important aspect of those 
mentioned above is that the optimal designs are invariant to the scale on 
which each parameter is defined. That is, if a particular parameter is defined 
in litres or millilitres, the optimal design would be the same. This seems a 
most fundamental of properties of an optimality metric, but which is not 
always satisfied [e.g. A optimality, which minimizes the sum of the trace of 
the variance-covariance matrix (=sum of the variances)]. For completeness, 
it is worthwhile to mention maximin designs [49], an alternative to global 
optimal designs, whereby the optimal design is the one which, across the 
joint parameter distribution, maximises the minimum efficiency relative to 
the local D optimal design (i.e. it yields a robust design which, perhaps 
rather cautiously, does best in the worst case scenario).  

Papers I, III and V considered D optimality, whilst Paper V also consid-
ered the performance of the D optimal designs on a Ds optimality metric.  
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3.6 Metrics beyond D optimality 
Paper III presented, in a blinded fashion, the key results of a real optimal 
design project. This was an exposure response model using a sigmoidal Emax 
model, where a 3.5 unit change in the clinical endpoint was considered clini-
cally relevant. The most important aspect of this work was the range of met-
rics on which 10 candidate designs were compared, and the use of both op-
timal design and clinical trial simulation. A total of 5 metrics were used. 
These were:   

 
1. D optimality (the determinant of the observed FIM) 
2. The SE on the log(AUC) required to give a 3.5 change in the 

clinical endpoint  
3. The ratio of the estimated AUC to yield a 3.5 change in the clini-

cal endpoint to the true AUC required to yield a 3.5 change in the 
clinical endpoint. A ratio between 0.5 and 2 was considered a 
positive outcome 

4. A comparison of the estimated model parameters (i.e. E0, Emax, 
AUC50, ) to the true model parameters (using absolute bias) 

5. The percent of fitted models (out of 200) where the true model pa-
rameters were included within the joint 95% confidence interval. 
That is, a likelihood ratio test was performed, with a change in the 
log likelihood of less than 9.49 (95% percentile of the chi-squared 
distribution on 4 degrees of freedom) suggesting the true parame-
ters were consistent with the final fitted model, and a change of 
9.49 or above suggesting that the true parameters were not consis-
tent with the fitted model. Ideally the true model parameters 
should be within the joint 95% confidence interval approximately 
95% of the time  

For metric 2, the design performance can be translated to a relative effi-
ciency type metric, called the SE optimality (to differentiate from the rela-
tive efficiency calculations based on D optimality). For SE optimality, the 
relative efficiency of one design ξ to a reference design	ξ∗ is: 

 

RE log . ,log . , ∗ ⋅ 100% (Eq. 28)

Thus if a design is 50% efficient compared to another design on this metric, 
then it would require twice as many subjects to achieve the same standard 
error (precision) on the log AUC required to yield a clinically meaningful 
difference on -3.5 units.  
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 It is important to recognise that the 5 metrics shown above represent the 
general applied situation whereby the design performance should be assessed 
across multiple criteria. These may cover both aspects of optimal design 
(e.g. metrics 1 and 2) and clinical trial simulation (metrics 3-5). Thus the 
chosen design should have sufficient performance across a number of crite-
ria. The results from the different criteria can be combined both qualitatively 
and quantitatively (via, for example, a hybrid optimality metric).  

In addition to the standard determinant calculations for the D optimal de-
signs (where the determinant is calculated across all parameters), Paper V 
also considered two addition metrics. Firstly, for design ξ the negative of the 
log of the determinant of the 3*3 sub matrix of the drug effect parameters 
(E0, ED50, Emax) from the inverse FIM(ξ) matrix (the variance-covariance 
matrix) was calculated as:  

 ln FIM ξ ln|A|,  where	A V	 E , ED , E ; E , ED , E ,	 and	V FIM ξ  

(Eq. 29) 

Thus this metric is analogous to the standard D optimal design determinant, 
but now only focusing on the precision of the drug effect parameters. The D 
optimal designs for the different scenarios could therefore be compared in 
terms of the relative efficiency across all parameters, or just the important 
drug parameters using the formulae above. 

Secondly, the precision of the E0, Emax and ED50 parameters was also in-
vestigated. The predicted standard error (SE) of these parameters was deter-
mined [SE(E0), SE(Emax) and SE(ED50)], assuming a total sample size of 
1000 subjects. In addition, the percent coefficient of variation (%CV) for the 
ED50 parameter was calculated using: 

 

%CV 	 SE ED10 ⋅ 100% (Eq. 30) 

where the number 10 is the true value of the ED50 parameter. Thus the dif-
ferent scenarios considered could be compared based on the expected %CV 
on a key model parameter. 
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3.7 Reference, local, global and adaptive designs 
A reference design is simply a design which has been selected without any 
specific consideration to the optimality of the design, but rather is seen as a 
"sensible" design (e.g. the sample size split evenly over the dose range). 
These designs were considered in Papers I and III, and were typically used 
as the reference design for relative efficiency calculations.  

Locally optimal designs were considered in Paper I, Paper III and Paper 
V. In Paper I, locally optimal designs were found for each of the 13 scenar-
ios considered. In Paper III, locally optimal designs were found for the 4 
exposure response scenarios. In Paper V, locally optimal designs were found 
for 6, 12 and 24 scenarios for models 1, 2 and 3 respectively.  

Paper I also found the globally optimal design based on the results from 
the PoC study. Paper I also investigated two adaptive methods. As new data 
was acquired, the model parameters were re-estimated based on the current 
dataset, and the resulting parameter estimates and variance-covariance ma-
trix were used to determine the best dose for the next subject (possible doses 
were 0 mg to 100 mg by 1 mg increments). There were two ways this was 
implemented. The "adaptive local" method simply took the current parame-
ter estimates, and determined the most informative dose from the available 
doses. This method did not take into account the uncertainty in the parameter 
values, and hence was analogous to continually reapplying a local optimal 
design. The "adaptive global" method did incorporate the uncertainty in the 
parameter estimates when determining the optimal dose for the next subject. 
As such, it was analogous to continually reapplying a global optimal design. 
As the adaptive methods were dependent on the (stochastic) simulated accru-
ing data, each method was replicated 200 times. Thus each method yielded 
200 final designs, and these were compared to the reference design, with the 
(relative efficiency) results summarised across the 200 replicates using the 
geometric mean and 5th and 95th percentiles.  

For Paper III, the selection of designs consisted of two different ap-
proaches. The first approach involved selecting a range of different designs 
and assessing their performance. A total of 10 different designs were inves-
tigated. In part one, 6 designs were compared where the maximum dose was 
12 mg, whilst part two considered 4 designs where the maximum dose was 8 
mg. These are displayed in Table 2, and show that the initial 6 designs 
looked at the comparison of a reference design to an alternative design for 
total samples sizes of N=540 (designs 1 and 2) and N=1080 (designs 3 and 
4), and the reference design with an intermediate sample size of N=702 (de-
sign 5) and a large sample size of N=1404 (design 6). One of the main objec-
tives of the first 6 designs was to get an overall impression of the perform-
ance of these two designs relative to each other, and with respect to the total 
sample size.  
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Table 2. Summary of the ten candidate designs considered in Paper III 

Part Design Dose levels (mg) N (per arm) N (total) 

1 1 0, 1, 2, 4, 8, 12 90 540 

1 2 0, 1, 4, 12 135 540 

1 3 0, 1, 2, 4, 8, 12 180 1080 

1 4 0, 1, 4, 12 270 1080 

1 5 0, 1, 2, 4, 8, 12 117 702 

1 6 0, 1, 2, 4, 8, 12 234 1404 

2 7 0, 1, 2, 4, 8 140 700 

2 8 0, 1, 3, 8 175 700 

2 9 0, 1, 2, 4, 8 175/175/87/88/175 700 

2 10 0, 1, 8 200/250/250 700 

The second approach was to search for optimal designs using the Fedorov 
exchange algorithm (FEA) (details shown in the next section). The factors 
which could be changed were the dose levels and the sample size (N) per 
dose (not necessarily the same for each dose). This was subject to the con-
straints that the total sample size remained fixed, and that the possible doses 
were placebo, 1 mg, 2 mg, 3 mg, 4 mg, 6 mg, 8 mg, 10 mg and 12 mg. This 
yielded designs where the percent of subjects assigned to each dose was 
optimised.  

The two approaches were considered complementary. By comparing the 
set of practical designs, the design which performed best across the chosen 
metrics could be selected. The FEA approach supplemented this work by 
helping to understand why different designs were performing well, and al-
lowed general recommendations to be drawn on the features of the optimal 
designs found. This became very important when the highest dose available 
was changed towards the end of the project (doses of 10 mg and 12 mg were 
ruled out for safety reasons). This necessitated the extension of the work to 
include design 7-10 (highest dose = 8 mg), which were constructed utilizing 
the learnings from the FEA approach. Whilst this change in the design con-
straints was unfortunate, the primary focus was then on the relative perform-
ances of designs 7-10, and the results for Paper III reflected this. 

3.8 Finding the optimal designs 
Depending on the complexity of the model, the expected FIM can be deter-
mined analytically, or the observed FIM can be determined numerically (us-
ing finite difference calculations to determine the second derivatives). Once 
the contribution of a dose to the FIM is determined, the optimisation may 
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begin. The two design variables in the optimisation are the doses, and the 
weighting for each dose (=proportion of subjects at each dose level). Two 
methods for finding the optimal designs were used. For simpler models, the 
metric of interest (e.g. the determinant of the FIM for D optimality) was 
maximised across the design variables (doses, weights) using the solver 
function in Excel 2007 (which utilises a generalized reduced gradient 
nonlinear optimization code). This method was well suited to those situa-
tions where an analytical solution to the FIM was available, such as the Emax 
model considered in Paper I, and model 1 in Paper V. In the optimisation, 
dose is considered on a continuous scale, with upper and lower limits on the 
dose range imposed. Even for difficult situations, this was very quick. For 
example, finding the globally optimal design in Paper I took less than one 
minute, even though this required the maximisation of the geometric mean 
of 1000 determinants for 1000 parameter sets from the joint distribution of 
the ED50 and  parameters (and locally optimal designs could be found in 
seconds). However, in more complex situations, the Fedorov exchange algo-
rithm (FEA) was used. This algorithm is well suited to those situations were 
dose could only take a finite set of levels (which is often the case in prac-
tice), such as the situations in Paper III and V. The algorithm starts from any 
initial design. At each iteration, the dose (from all possible doses) which 
maximises the gain to the metric of interest is found. For example, in Paper 
V, the D optimality metric was used, and hence the gain to the current FIM 
(FIMcurrent) for each potential dose (FIMdose) was determined using: 

 

	argmax |FIM α ⋅ FIM |  (Eq. 31) 

With α set to 0.001. The weighting of the dose which maximized the 
above expression was increased by 1%, whilst the least informative dose 
(from those in the current design), was reduced by 1%. When no further 
improvement in the determinant of the FIM were found using 1% incre-
ments, the change in the weighting was reduced to 0.1% to fine tune the 
optimal design. In Paper III, an added complexity was the distribution of 
exposures generated for a particular dose would be dependent on the sample 
taken. For example, 100 subjects at a given dose level would generate a dif-
ferent distribution of exposures than a second set of 100 subjects at the same 
dose level. Thus at each iteration of the FEA, a new set of exposures were 
sampled for each dose level, to mimic the uncertainty in the pharmacokinetic 
exposures which might influence the optimal design found. This meant that 
the optimal design performance would change from iteration to iteration, and 
thus a summary of "average" performance was determined across the last 20 
iterations.  
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3.9 Scenarios considered for the optimal design papers 
All non-linear optimal design problems require some tentative estimate of 
the model parameters. In Papers I and III, these was determined from a fic-
tional (Paper I) or real (Paper III) PoC study. Alternatively, a set of different 
parameter combinations could be investigated (Paper V).  
For Paper I, the fictional PoC study yielded parameter estimates and a vari-
ance covariance as shown in Table 3. 

Table 3. Initial parameter estimates from PoC study in Paper I  

Parameter Estimate 
Standard 

Error 
95% Confidence 

Interval 
Correlation Matrix 

Emax 10.0 1.46 7.0 ,13.0 1 0.70 -0.86 -0.42 

Log(ED50) 2.30 0.40 1.49, 3.12 0.70 1 -0.68 0.24 

Log( ) 0.00 0.34 -0.70,0.70 -0.86 -0.68 1 0.19 

E0 0.00 0.51 -1.06,1.06 -0.42 0.24 0.19 1 

Derived Parameters 

ED50 10 mg  4.4 mg, 22.6 mg    

 1  0.50, 2.0     

The residual between subject standard deviation was estimated at 1.36 

For the model considered (the four parameter sigmoidal Emax), the D optimal 
design depends on the ED50 and  parameters, but not the Emax and E0 pa-
rameters. Hence the 13 scenarios considered related to the points in the pa-
rameter space for the ED50 and  parameters. Figure 1 shows the asymptotic 
joint confidence intervals (80%, 90%, 95% and 99%) for ED50 and  based 
on the estimates and covariance matrix (the ellipses) derived from the PoC 
dataset, and the location of the 13 scenarios considered.  
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Figure 1.  The asymptotic joint confidence intervals (80%, 90%, 95% and 99%) for 
the Hill coefficient (  and ED50 parameters, based on the estimated parameters and 
covariance matrix. The numbered points represent the 13 scenarios under which the 
5 methods were compared 

These 13 scenarios represented a wide range of situations: cases where the 
true parameters were identical to the parameters obtained from the PoC data-
set (scenario 1), cases where the true parameters were consistent with the 
PoC results (e.g. scenarios 11 and 13), cases where the true parameters were 
somewhat inconsistent with the PoC results (e.g. scenarios 3 and 7) and fi-
nally cases where the true parameters were inconsistent with the PoC results 
(e.g. scenarios 5 and 9). In addition, these scenarios would investigate the 
performance of each method over a range of  values (0.5 to 2) which are 
commonly encountered in clinical drug development. The consistency of 
each scenario with scenario 1 was assessed numerically using a likelihood 
ratio test, whereby the decrease in the likelihood (e.g. a difference of 5.99) 
was compared with the chi-squared distribution with 2 degrees of freedom 
(ED50 and ) to yield a p-value (e.g. p=0.05). This allowed the results across 
the 13 different scenarios to be ranked according to the consistency of each 
scenario with the original PoC data. Finally, the locally optimal design under 
each scenario was found, as this could be used as the "gold standard" design 
if the true model parameters for each scenario were known apriori.    

For Paper III, the real PoC data suggested that the exposure response 
seemed flat, although a wide range of parameters were consistent with the 
observed data (that is, there were many parameter combinations that yielded 
a log-likelihood close to the maximum likelihood estimated parameters). A 
simple illustration of a range of exposure response relationships that were 
consistent with the PoC data are shown in Figure 2 (from a model where the 
Hill coefficient was fixed to 1), with some models ranging from quite flat 
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profiles with low AUC50 and low Emax, to those with higher AUC50’s and 
higher Emax’s. This was primarily due to the narrow dose range considered, 
relatively small sample size, and that the data appeared to be near the maxi-
mal effect. 

 
Figure 2. Examples of 50 different exposure response relationships which were 
consistent with the observed PoC data used in Paper III 

Figure 3 shows a contour plot of the combinations of Emax and AUC50 that 
were consistent with the observed data at the 80%, 90% and 95% confidence 
level, based on a joint likelihood profiling analysis. 

 
Figure 3. Contour plot showing plausible Emax and AUC50 values that were consis-
tent with the PoC data. The joint confidence intervals (80%, 90%, 95%) are shown, 
along with three plausible parameter combinations (filled circles) 
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Figure 3 allows parameter combinations outside these regions to be ruled out 
with a given level of confidence based on this model - they were unlikely 
given the PoC study data. To optimise the phase II study design it was im-
portant to focus on a design that would do well across the different combina-
tions of parameters. The construction of locally and globally optimal designs 
are conditional on the ability to confidently define the model parameters 
exactly (locally optimal) or as a joint distribution (globally optimal), with 
globally optimal designs being more robust due to the integration over the 
joint parameter space. However here neither the joint parameter space was 
neatly defined (due to the lack of a lower bound on the AUC50 parameter), 
nor was the model considered sufficiently sound (as it essentially fixed the 
Hill coefficient to 1, when a priori this was not known). However these is-
sues were not considered insurmountable, and a practical alternative was 
employed. Specifically, a range of plausible true exposure response relation-
ships were considered that reflected a wide range of potential true exposure 
response relationships. If the simulations showed that a design did well un-
der each alternative, it may be expected to do well under the true (unknown) 
exposure response relationship. Hence three potential true exposure response 
models were selected, and these are shown as filled circles in Figure 3 
(based on the knowledge of this compound and other treatments in this 
therapeutic area, an Emax lower than -10 was considered highly unlikely). In 
addition to these three choices, a fourth possible exposure response relation-
ship was determined from an initial study synopsis proposed by the study 
team, which suggested a steep exposure response relationship. Details of 
these four possible exposure response relationships are shown in Table 4 and 
graphically in Figure 4. 

 

Table 4. The four exposure response scenarios considered in Paper III 

Scenario Emax  AUC50 
AUC required for a 3.5 change in the 

clinical endpoint 

1 -6 1 4 hr.ng/mL 5.6 hr.ng/mL 

2 -4 1 1 hr.ng/mL 7.0 hr.ng/mL 

3 -10 1 16 hr.ng/mL 8.6 hr.ng/mL 

4 -5.5 4 10 hr.ng/mL 11.5 hr.ng/mL 
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Figure 4. The four exposure response scenarios considered in Paper III 

As can be seen from Table 4 and Figure 4, the four scenarios considered 
represented a wide range of possible exposure response relationships, with 
the Emax ranging from a low estimate (-4) to a high estimate (-10). Similarly, 
the AUC50 required to yield 50% of this maximal response had a 16 fold 
range (1 hr.ng/mL to 16 hr.ng/mL). Thus these four scenarios were consid-
ered a useful platform to assess the performance of the different study de-
signs.  

For Paper V, D optimal designs were found for selected parameters across 
the parameter space. Model 1 was evaluated across 6 scenarios, model 2 
across 12 scenarios, and model 3 across 24 scenarios. These are shown in 
Table 5. 
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Table 5. The different scenarios investigates for the 3 models in Paper V 

Model Scenario 
Base # 

(typical mean) 
Emax 

(% reduction) 
Ω  IIV 
baseline 

Ω 	IIV 
endpoint 

1 1 2.303 (10) -0.357 (30%)   

 2 2.303 (10) -0.916 (60%)   

 3 2.303 (10) -2.303 (90%)   

 4 3.912 (50) -0.357 (30%)   

 5 3.912 (50) -0.916 (60%)   

 6 3.912 (50) -2.303 (90%)   

      

2 1-6 as 1-6 above 1  

 7-12 as 1-6 above 4  

     

3 1-6 as 1-6 above 1 0.25 

 7-12 as 1-6 above 4 0.25 

 13-18 as 1-6 above 1 1 

 19-24 as 1-6 above 4 1 
# for model 1, this is E0 

For models 2 and 3, E0  = -0.223 (=20% reduction) 

ED50 = 10 mg for all scenarios  

Scenarios 1 to 3 assessed the performance of the design across three differ-
ent Emax values, with a typical subject baseline of 10 counts. Scenarios 4-6 
considered the same three Emax values, but with a typical subject baseline of 
50 counts (i.e. an observation period 5 times longer than in scenarios 1-3). 
The three Emax values considered equated to a small maximal decrease in the 
rate (1-e-0.357=30% reduction), a sizeable decrease in the rate (1-e-0.916=60% 
reduction) and a very large decrease in the rate (1-e-2.303=90% reduction) 
relative to placebo. These three Emax values will be referred to as the low, 
middle and high Emax respectively in the results section. 

For models 2 and 3, scenarios 7-12 corresponded to scenarios 1-6, but 
with the baseline random effect variance (Ω ) increased from 1 to 4. A vari-
ance of 1 was considered reasonable, given experience working with data 
from epilepsy and urinary incontinence studies. A variance of 4 was consid-
ered a high estimate, to evaluate how a high variance parameter might influ-
ence the optimal design. Finally, for model 3, scenarios 13-24 investigated 
the same scenarios as scenarios 1-12, but with the endpoint random effect 
variance (Ω ) increased from 0.25 to 1. Again, 0.25 was considered a rea-
sonable estimate, with 1 being a high value to assess the robustness of the 
optimal design to this parameter. 
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3.10 Scenarios considered for the estimation papers 
Papers II and IV assessed the results across a range of models (Paper II) or 
across a range of parameter estimates (Paper IV). In Paper II, the six count 
models were fit to data from a placebo-controlled, parallel-group, multi-
centre epilepsy study. The data consisted of individual daily seizure counts 
over a 12 week screening period, recorded in 551 subjects [50]. Each model 
was fit to the data, and the estimated model parameters were then used in the 
simulation study. The parameters used are shown in Table 6. 

 

Table 6. Parameters used in the simulations for each model in Paper II 

Model 

,  

( ) 

 

( ) 

cov( ,  

MP 

P0 

( ) 

 

( ) 

Ovdp 

( ) 

PS 0.05       

 (0.95)       

PMAK 0.65 0.40 0.62     

 (0.91) (0.76)      

PMIX 0.30 1.10  0.88    

 (1.00) (1.00)      

ZIP 0.85    0.25   

 (0.93)    (2.86)#   

GP 0.411     0.107  

 0.848)     (1.61)#  

NB 0.505      0.40 

 (0.938)      (3.33) 

# variance included in a logit transformation 

 
For Paper IV, the parameters used in the simulation are shown in Table 7.  
 
 
 
 
 
 
 
 
 



 41

Table 7. True initial conditions are the parameter values used for the simulation of 8 
scenarios constructed with 3 different Hill coefficient (γ) values and 2 different re-
sidual error models: additive and proportional. True and altered initial conditions 
were used for the estimation of the simulated datasets 

Parameter True Altered 

E0 5 10 

Emax 30 60 

ED50 500 1000 

γ 1 / 2 / 3 1 

ω2(E0) 0.09 0.10 

ω2(Emax) 0.49 0.10 

Cov(Emax,ED50) 0.245 0.01 

ω2(ED50) 0.49 0.10 

σ2  
Additive=4 
Proportional=0.01 

Additive=1 
Proportional=0.0625 

Six scenarios were generated using 3 different Hill coefficients (1, 2 and 3), 
and two different residual error models (additive and proportional). The es-
timation step was then either started at the "true" or "altered" parameter val-
ues. A further two scenarios (the "sparse true" and "sparse altered" condi-
tions) investigated the estimation performance when only 2 (randomly se-
lected) doses of the 4 doses for each subject were used.  
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4 Results 

The results can be broadly split into those from the optimal design papers (I, 
III and V) and the simulation re-estimation papers (II and IV). 

4.1 Optimal design 
4.1.1 Optimal adaptive design (Paper I) 
The local and global optimal designs were found based on the estimated 
parameters of the Emax model determined from the PoC data. The locally 
optimal design was achieved with doses of 0, 2.55 mg, 17.12 mg and 100 
mg, with 25% weightings for each dose. The globally optimal design was 
achieved with doses of 0, 1.82 mg, 2.82 mg, 5.15 mg, 16.1 mg and 100 mg, 
with weightings of 24.6%, 10.5%, 12.2%, 4.4%, 23.6% and 24.7% respec-
tively. Both of these designs were confirmed as truly optimal using deriva-
tive plots. 

In addition to finding the optimal designs based on the PoC dataset, the 
locally optimal designs for each of the 13 scenarios were found. That is, if 
the true scenario were known prior to the study, these (local) designs would 
be optimal. Table 8 shows each scenario, the likelihood ratio p-value for 
each scenario (showing the consistency or otherwise of each scenario to the 
original data), the locally optimal (4 point) designs, and the locally optimal 
design when the lowest dose (excluding zero) is constrained to be 1 mg (as 
in the simulations). The designs where the constrained optimal design is 
different to the unconstrained design is where the Hill coefficient is small. 
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Table 8. Likelihood ratio p-value and locally optimal designs for the 13 scenarios in 
Paper I 
Scenario ED50 

(mg) 
Hill ΔLL      

p-value 
Local Optimal # Local Optimal # (con-

strained lower dose =  
1 mg) * 

1 10 1 1.000 2.55 mg, 17.12 mg  

2 20 1 0.100 4.23 mg, 25.97 mg  

3 20 0.5 0.158 0.47 mg, 13.93 mg 1 mg, 16.27 mg 

4 10 0.5 0.031 0.32 mg, 10.53 mg 1 mg, 13.80 mg 

5 5 0.5 0.003 0.21 mg, 7.58 mg 1 mg, 11.64 mg 

6 5 1 0.062 1.44 mg, 10.36 mg  

7 5 2 0.034 2.94 mg, 8.3 mg  

8 10 2 0.030 5.76 mg, 16.09 mg  

9 20 2 0.001 10.91 mg, 29.47 mg  

10 14.1 1.41 0.073 5.73 mg, 22.77 mg  

11 14.1 0.707 0.659 1.41 mg, 17.49 mg  

12 7.07 0.707 0.117 0.88 mg, 12.06 mg 1 mg, 12.44 mg 

13 7.07 1.41 0.473 3.12 mg, 13.01 mg  

# All designs include the dose 0 and 100 mg. All 4 doses have 25% weighting. 
 * Where different from (unconstrained) local solution. 

The performance of each of the 5 different methods across the 13 scenarios 
are shown in Figure 5, where the relative efficiency of the design to the best 
(locally) optimal design is plotted against the scenario number, where the 
scenarios are ordered according to the p-values shown in Table 8. The fig-
ures shown for the adaptive methods are the geometric mean across the 200 
simulated studies. The results are also shown in Table 9, along with the 5th 
and 95th percentiles for the two adaptive methods. 
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Figure 5. Relative efficiencies to best (locally optimal) design. The scenarios are 
ordered according to the p-value from the likelihood ratio test for each scenario, 
from the scenario most consistent with the PoC dataset (scenario 1) to the least con-
sistent scenario (scenario 9) 

Table 9. Relative efficiencies of each method relative to best (locally optimal) design 

Scenario 
Method 
1 Simple 

Method 
2 Local 

Method 
3 Global 

Method 4 # 
Adaptive Local 

Method 5# 
Adaptive Global 

All Parameters 
1 93% 100% 99% 99% (98%, 100% ) 99% (97%, 99% ) 

2 90% 94% 92% 99% (97%, 99% ) 98% (96%, 99% ) 

3 93% 88% 89% 99% (98%, 100% ) 98% (97%, 100% ) 

4 93% 85% 86% 99% (98%, 100% ) 97% (88%, 100% ) 

5 93% 81% 83% 99% (98%, 99% ) 98% (95%, 100% ) 

6 93% 93% 94% 98% (97%, 99% ) 98% (98%, 99% ) 

7 72% 75% 82% 97% (96%, 98% ) 97% (96%, 99% ) 

8 88% 74% 82% 98% (97%, 99% ) 98% (97%, 99% ) 

9 70% 47% 54% 97% (96%, 98% ) 98% (96%, 99% ) 

10 91% 86% 87% 98% (97%, 99% ) 98% (97%, 99% ) 

11 94% 97% 96% 99% (98%, 99% ) 99% (98%, 99% ) 

12 94% 91% 92% 99% (98%, 100% ) 99% (98%, 100% ) 

13 88% 95% 96% 99% (98%, 99% ) 99% (98%, 99% ) 

# Mean (5th and 95th percentiles) across the 200 simulations. 

The results show that all designs perform well for scenario 1, with only 
method 1 being slightly disappointing with a relative efficiency of 93% ver-
sus the locally optimal design. Thus, as expected, when the true parameter 
estimates are the same as those expected before the study, all optimal design 

 Method 1 - Simple Design
 Method 2 - Local Optimal
 Method 3 - Global Optimal
 Method 4 - Adaptive Local
 Method 5 - Adaptive Global
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methods (methods 2-5) perform excellently. However when the true model 
parameters are different from those expected before the study, differences 
between the methods become apparent. For example, scenario 7 (p-
value=0.034) represents a scenario where the true model parameters (ED50 
=5 mg, and =2) are quite different from scenario 1 (ED50 =10 mg, and 

=1), whilst still being arguably consistent with the PoC data. Under sce-
nario 7, the optimal design would be 0, 2.94 mg, 8.30 mg and 100 mg (25% 
weighting for each dose). The locally optimal design (method 2), determined 
using the estimating parameters from the PoC study (ED50 =10 mg, and =1) 
is now clearly not optimal, with a relative efficiency of 75% versus the lo-
cally optimal design. The globally optimal design (method 3) does better, 
with a relative efficiency of 82%. Thus, as would be expected, the globally 
optimal design is more robust to parameter misspecification than the locally 
optimal design. However, both are surpassed by the two adaptive methods, 
which were 97% as efficient as the optimal design. In the most extreme case 
considered (scenario 9) the relative efficiency of the locally optimal design 
(47%) and the globally optimal design (54%) were both very disappointing, 
whilst both adaptive methods were still very high (97% and 98%). Across all 
scenarios, both adaptive methods consistently yielded very high relative 
efficiencies, thus showing that both methods were capable of "migrating" to 
close to the locally optimal solution by using the accruing data to learn the 
true model parameters. In addition, both the model fitting and subsequent 
dose optimization for these methods was completely automated, and hence 
whilst there may have been the potential in some study simulations to get 
"trapped" with poor parameter estimates (e.g. very high Emax and ED50 esti-
mates) and hence randomize new subjects based on an imperfect model, the 
lower 5th percentiles shown in Table 9 are only lower than 96% on one occa-
sion (scenario 4 with 88% with the "adaptive global" method), and are al-
ways above the global optimal design method (method 3). Thus whilst it is 
difficult to see any clear differences between the two adaptive methods, it 
can be concluded that they both perform similarly or better than the best 
(non-adaptive) optimal method [globally optimal (method 3)] in the 13 sce-
narios considered, and hence would be expected to perform similarly or bet-
ter for any set of parameters drawn from the joint parameter space of the 
ED50 and  parameters.  

4.1.2 Optimal design for exposure response modelling  
(Paper III) 

4.1.2.1 Initial results from designs 1-6 
Across the four scenarios, the average D optimality relative efficiency of 
design 2 to design 1 was 117%, with scenarios 1-3 being better under design 
2 (relative efficiencies of 131%, 136% and 122% respectively), but design 2 
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being worse than design 1 under scenario 4 (relative efficiency = 85%). In 
addition, the average SE optimality relative efficiency of design 2 to design 
1 was 112%, with scenarios 1-3 being better under design 2 (relative effi-
ciencies of 121%, 125% and 122% respectively), but design 2 being worse 
than design 1 under scenario 4 (relative efficiency = 87%).  

The results for design 2 versus design 1 suggested design 2 was better on 
each scenario except scenario 4. To understand the scenario 4 result, it is 
worth recalling that the AUC50 under scenario 4 was 10.0 hr.ng/mL, and the 
AUC-3.5 was 11.5 hr.ng/mL. The median individual AUC for the doses in 
design 2 were 1.47 hr.ng/mL (1 mg), 6.80 hr.ng/mL (4 mg) and 29.3 
hr.ng/mL (12 mg). For design 1, the addition of the dose at 8 mg yielded 
individual AUCs with a median of 18.8 hr.ng/mL. Thus the steep exposure 
response was captured very well under design 1 by the 4 mg and 8 mg dose 
levels, whilst less so with design 2. For the other three scenarios, the close-
ness of these intermediate doses had a negative impact on the performance 
of design 1, with too much data in the middle part of the AUC range relative 
to the extremes of the AUC range leading to a weaker performance than 
design 2.  

The effect of sample size was very interesting. Whilst it is obvious that 
increasing the sample size will always yield better results, scenario 2 per-
formed poorly even with very large sample sizes like design 6 (total 
N=1404). Scenario 2 was the scenario with the smallest Emax (-4), a Hill co-
efficient of 1, and an AUC50 of 1 hr.ng/mL. Under this scenario, the majority 
of the data would be at the top end of the exposure response, and in addition 
the Emax effect was rather small. If this were the true exposure response rela-
tionship, it was clear all designs would be unsuccessful. This highlighted the 
potential problems both with the lowest dose (potentially not being low 
enough), and the problems which may occur at the end of phase II under this 
scenario. Across the other scenarios, the increase in sample size suggested 
some meaningful increases in performance, and hence it was concluded that 
the sample size should be increased to 700 from the 540 originally planned.  

For metrics 3 (ratio of the estimated AUC-3.5 to the true AUC-3.5), the per-
centage of replicates (out of 200) where this ratio was between 0.5 and 2 was 
calculated. Design 2 (design 1) achieved 55% (48%), 19% (18%), 78% 
(62%) and 80% (83%) for scenarios 1 to 4 respectively. For metric 4 design 
1, the accuracy and precision of the estimation of E0 was superior to Emax and 
AUC50, with the Hill coefficient being the most difficult parameter to esti-
mate accurately and precisely. For metric 5, across all four scenarios and six 
designs (24 sets of results), the true model parameters were within the joint 
95% confidence interval between 92%-98% of the time (across the 200 rep-
licates), which was considered acceptable.   
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4.1.2.2 Results using the Fedorov exchange algorithm (FEA) 
Using the FEA, the optimisation of the design under scenarios 1 to 4 was 
conducted for the D optimality metric and the SE optimality metric [the SE 
of the log(AUC-3.5) parameter]. Under scenario 1, the D optimal design had 
25% of subjects at placebo, 1 mg, 4 mg and 12 mg. This would represent the 
optimal design if scenario 1 was true, and the goal was to achieve the most 
precise estimates of the model parameters. For the SE optimality metric, the 
optimal design had 40% of subjects randomised to placebo, 40% to 4 mg, 
and 20% to 3 mg [note: The AUC-3.5 was 5.60 hr.ng/mL under scenario 1, 
which is between the median AUC for 3 mg (4.43 hr.ng/mL) and 4 mg (6.80 
hr.ng/mL)]. Thus to learn most about a treatment effect of this size, the data 
should be clustered at placebo and the dose(s) yielding individual AUCs 
which would result in a treatment effect of this level. 

Across the 4 different scenarios, the relative efficiencies for the final D 
optimal and SE optimal designs were 129% and 179% respectively for sce-
nario 1, 151% and 174% for scenario 2, 118% and 181% for scenario 3, and 
190% and 147% for scenario 4. It is important to point out that each metric 
was optimised separately, not jointly.  

As interest did not lie purely in these 4 scenarios, the key results for an 
optimal design were summarised. For the understanding of the whole of the 
exposure response (D optimal), the design should target placebo, the lowest 
exposure response (lowest dose), the highest exposure response (highest 
dose), and the exposures either side of the AUC50. For the smallest SE (best 
precision) of the derived log(AUC-3.5) parameter, the optimal design should 
target placebo (approximately 40% of all data) and the exposure yielding the 
clinically relevant change in the clinical endpoint. Considering all the plau-
sible exposure response relationships that could be true, and that both of the 
above metrics were of importance, a new design should consider placebo (at 
least 25% of subjects), the lowest dose, the highest dose, and sufficient doses 
in the intermediate range to ensure some coverage of the whole AUC range. 
If the 1 mg was not particularly efficacious, then this dose would help in the 
estimation of the placebo response, and therefore improve the estimation of 
the placebo response (indirectly increasing the sample size for placebo). 
Conversely, if 1 mg was efficacious, then having 25% of the data at this dose 
level would give a reasonable chance of obtaining sufficient data at this low-
est dose to describe the exposure response relationship. Similarly, if the effi-
cacy at 12 mg was not maximal, having a large fraction of the data at this top 
dose level would give the best chance of describing the top part of the expo-
sure response relationship. If the exposure response model was steepest in 
the AUC range not covered by the lowest and highest dose, an intermediate 
dose should be considered, to ensure that this eventuality is covered.  
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4.1.2.3 The selection and comparison of designs 7-10 
Based on the learnings from the FEA work, and the need to revise the top 
dose, designs 7 to 10 were defined and compared. The predicted AUC distri-
butions over all doses for designs 7 to 10 are shown in Figure 6. 

 

 
Figure 6. AUC distribution across all doses for designs 7-10 for Paper III 

Figure 6 gives a good understanding of how the doses yield a distribution of 
individual AUCs, and that the resulting distribution of these individual 
AUCs across the doses considered will be the driving force in the perform-
ance of the study design. Clearly, the inter individual variability in the phar-
macokinetics will play a pivotal role in the number and spacing of doses 
needed to yield an optimal design. 

If AUCs could be randomised to subjects, then the optimal design would 
put one quarter of subjects at the lowest AUC (AUC=0 for placebo), one 
quarter at the highest AUC, one quarter at an AUC yielding approximately 
26% of the maximal effect, and the final quarter at an AUC yielding ap-
proximately 74% of the maximal effect [51]. Since subjects can only be ran-
domised to doses, and the exact form of the exposure response relationship is 
unknown, the equivalent pattern in AUCs should generate data at the lowest 
AUC range, the highest AUC range, and have some data in the intermediate 
AUC range. Dependent on the inter individual variability in AUCs, the num-
ber of doses, dose spacing and the fraction of subjects at each dose can then 
be determined. Design 10 is a nice example of the implications of this to the 
design of exposure response models. Recall that this design only investigated 
doses of 1 mg and 8 mg, and the histogram in Figure 6 shows the predicted 
overall AUC distribution across these two doses. For three of the four expo-
sure response models considered, this design would be likely to yield the 
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best results. However the relatively small overlap in individual AUCs be-
tween the 1 mg and 8 mg doses means that particular exposure response 
models may be expected to perform poorly in some situations. Specifically, 
exposure response models with a very steep exposure response relationship 
at around 4-8 hr.ng/mL range. Interestingly, this is similar to the scenario 4 
considered (see Table 4). For this reason, inclusion of one intermediate dose 
(3 mg) would be a more robust alternative, yielding design 8 (1:1:1 randomi-
sation between 1 mg : 3 mg : 8 mg). An alternative robust design would have 
50% of this intermediate group at 2 mg, and 50% at 4 mg [2:1:1:2 (design 
9)]. A final alternative (not shown) would have a 2:1:2 randomisation be-
tween 1 mg, 3 mg and 8 mg, as this would sufficiently remove the "gap" in 
the AUC range for design 10, whilst still maximising the amount of data at 
other important parts of the AUC scale.  In contrast, the reference design 
(design 7) has too much data in the middle and lower part of the AUC range, 
and therefore less data at the more important extremes of the AUC range 
(note: the asymmetry observed in these histograms is due to the non-linearity 
of the pharmacokinetics). Table 10 shows the results across the 4 scenarios 
considered. 

Table 10. Relative efficiencies of alternative designs to reference design 7 

Alternative Reference Scenario D optimal Relative  SE Relative 

Design Design  Efficiency (%) Efficiency (%) 

8 7 1 118 106 

8 7 2 122 110 

8 7 3 127 106 

8 7 4 92 91 

8 7 Overall# 114 103 

     

9 7 1 120 103 

9 7 2 126 109 

9 7 3 125 104 

9 7 4 95 97 

9 7 Overall# 116 103 

     

10 7 1 129 83 

10 7 2 154 102 

10 7 3 165 95 

10 7 4 69 94 

10 7 Overall# 123 93 

# Geometric mean across all 4 scenarios. 
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For scenarios 1-3, designs 8-10 outperform design 7, but for scenario 4, de-
sign 7 was best. Overall, designs 8-10 outperform design 7 by 14%, 16% and 
23% respectively for the D optimality metric. Thus design 7 needed, on av-
erage, 114/116/123 subjects for every 100 subjects under the alternative 
designs. For SE optimality, designs 8 and 9 provided a modest improvement 
over design 7, whilst design 10 performed worse than design 7. As men-
tioned earlier, design 10 was potentially less robust to certain exposure re-
sponse models (like scenario 4), thus designs 8 and 9 were considered realis-
tic and robust alternative designs which generally outperformed the refer-
ence design 7. 

For a total sample size of 700, design 9 (the final recommended design) 
would have placebo (N=175), 1 mg (N=175), 2 mg (N=87), 4 mg (N=88), 
and 8 mg (N=175). Across the four scenarios considered, this design per-
formed 16% better than the reference design (same 5 doses, but 140 per 
arm). That is, 700 subjects with design 9 would give the same quality of 
results as 812 subjects under the reference design (or equivalently 604 sub-
jects under the alternative design 9 would get the same quality of results as 
the 700 subjects under the reference design). A difference of 100 subjects or 
so can be quantified both in terms of direct costs (recruiting 100 more sub-
jects) and indirect costs (longer study duration, and hence slower to market). 
Less tangibly, but equally important, would be the gain of using the alterna-
tive design with the same N=700, and learning more about the true exposure 
response relationship, thus potentially reducing the likelihood of expensive 
mistakes in the phase III dose selection. 

4.1.3 Optimal design for Poisson dose response modelling 
(Paper V) 

The D optimal design solutions consists of the optimal doses, and the opti-
mal weighting for each dose (the percentage of subjects at each dose). Fig-
ure 7 shows the D optimal designs for all models and scenarios graphically 
using a bubble plot, where the size of the bubble is proportional to the 
weighting.  

 



 51

 

 
Figure 7. The D optimal designs for models 1 and 2 (top) and model 3 (bottom) 
across all scenarios – the circles are proportional to the percent of subjects at each 
dose level 

For model 1, the optimal designs are equally weighted across three dose 
levels, with dose 0 mg (placebo), the maximum dose of 10000 mg, and one 
intermediate dose. The intermediate dose for scenario 1 is 9.13 mg [a little 
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lower than the ED50 (10 mg)]. This intermediate dose decreased with in-
creasing Emax, being 7.96 mg for scenario 2 (Emax = 60% reduction), and 5.78 
mg for scenario 3 (Emax = 90% reduction). Scenarios 4 to 6 yielded identical 
optimal designs to scenarios 1 to 3 (as the E0 parameter can be factored out 
of the FIM calculations).  

For model 2, the optimal designs were similar to model 1, with the inter-
mediate dose being "shared" between two adjacent doses in 3 scenarios (2, 3, 
and 9). The pattern of the optimal designs was also similar to that seen with 
model 1, with the low Emax scenarios (1, 4, 7, 10) having an intermediate(s) 
dose of 9-9.5 mg, the middle Emax scenarios (2, 5, 8, 11) having an interme-
diate dose(s) of 8-8.5 mg, and the high Emax scenarios (3, 6, 9, 12) having an 
intermediate dose(s) of 6-6.5 mg. The optimal designs for scenarios 1-6 
(baseline variance Ω0=1) were similar to scenarios 7-12 (baseline variance 
Ω0=4). Baseline mean (e.g. scenario 4 versus scenario 1) did not seem to 
influence the optimal design significantly, although small numerical differ-
ences were observed. 

For model 3, the optimal designs were similar to those found for models 1 
and 2, with the Emax parameter being again influential. However the influ-
ence of the Emax parameter diminished with increased baseline variance [sce-
narios 1-6 (Ω0=1) versus 7-12 (Ω0=4)], and with increased endpoint variance 
[scenarios 1-6 (Ω1=0.25) versus 13-18 (Ω1=1)], such that the intermediate 
dose typically increasing towards the ED50 (10 mg). Higher baselines also 
seemed to play a small role in increasing the intermediate dose towards the 
ED50 (e.g. scenarios 1-3 versus scenarios 4-6).   

To determine the influence of the model parameters on the relative per-
formance of the D optimal design across the different scenarios, the relative 
efficiency of each scenario to scenario 1 was calculated across all parameters 
[RE(all)], and across the drug effect parameters [RE(drug)]. These are 
shown in Figure 8. 
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Figure 8. The relative efficiency across all parameters (top) and across the drug 
effect parameters (bottom) for each scenario to scenario 1, for each of the three 
models 

For model 1, RE(all) and RE(drug) were identical, as the model only has the 
three drug effect parameters. The relative efficiencies of scenario 2 (middle 
Emax) and scenario 3 (high Emax) to scenario 1 (low Emax) were 143% and 
138% respectively. Scenarios 4-6 are 500% more efficient that scenarios 1-3, 
due to the baseline response (E0 in this model), being 5 times larger. This 
demonstrates the potential value of a longer observation period.  
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For model 2, the RE(all) of scenario 2 and 3 to scenario 1 were 129% and 
134%, with RE(drug) being 155% and 167% for the same comparison. For 
scenario 4 versus scenario 1 (high versus low baseline) the RE(all) was 
274%, and RE(drug) was 493%. These results show that the gain in preci-
sion is essentially in the drug effect parameters. For scenario 7 versus sce-
nario 1 (high versus low baseline random effect variance), the RE(all) was 
140% and RE(drug) was 440%. Thus having a higher baseline random effect 
(perhaps surprisingly) improves the precision of the parameters for this 
model, especially the precision of the drug effect parameters. As expected 
from the above results, the scenario with the high Emax, high baseline and 
high baseline random effect (scenario 12) yielded the highest RE(all) relative 
to scenario 1 (522%) and highest RE(drug) (3698%).  

For model 3, again a higher Emax increased the relative efficiency metrics, 
with RE(all) of scenarios 2 and 3 to scenario 1 being 124% and 130% re-
spectively, and 163% and 193% versus scenario 1 for RE(drug). For scenario 
4 versus scenario 1 (high versus low baseline) RE(all) was 196%, and 
RE(drug) was 227%. For scenario 7 versus scenario 1 (high versus low base-
line random effect variance), the RE(all) was 79% and RE(drug) was 125%. 
For scenario 13 versus scenario 1 (high versus low endpoint random effect), 
RE(all) was 37% and RE(drug) was 17%, showing the significant impact the 
endpoint random effect variance has on the precision of the parameters. For 
scenarios 13-24 [with the high endpoint random effect (Ω1=1)], both higher 
Emax and higher baseline increased both RE(all) and RE(drug), but with the 
Emax parameter being more influential than the baseline parameter (in con-
trast to scenarios 1 to 12, where baseline typically was more influential than 
the Emax parameter).  

 
The %CV for the ED50 parameter across the different models and scenar-

ios are shown in Figure 9. 
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Figure 9. The %CV for the ED50 parameter, for each model and scenario 

For all models, the %CV decreased (the precision increased) with higher 
Emax, higher baseline, and, for models 2 and 3, higher baseline random effect 
variance. For model 3, the %CV were approximately 2 to 3 times higher 
with the endpoint variance (Ω1) being 1 (scenarios 13-24) than when it was 
0.25 (scenarios 1-12). 

Finally, it is also possible to compare across models. For example, model 
2 is a sub model of model 3, with the endpoint random effect variance fixed 
to zero. Thus model 2 scenario 1, model 3 scenario 1 and model 3 scenario 
13 represent the results for the endpoint variance (Ω1) increasing from 0, to 
0.25, and then to 1 respectively. The corresponding ln(| FIM |) changed from 
34.4258 to 32.7524 to 27.8093. These number equate to model 3 scenario 1 
and 13 having a RE(drug) of 57% and 11% respectively compared to model 
2 scenario 1. Thus the decision to fix this random effect to zero, or estimate 
this parameter, would need to be carefully considered at the design stage, 
given its significant influence of the precision of the drug effect parameters. 

4.2 Estimation performance 
4.2.1 Count data (Paper II) 
The simulated data for the 6 models was initial fit using the Laplace ap-
proximation in NONMEM. Subsequently, three models were additionally fit 
using SAS, first using the Laplace approximation, and then using 9 point 
adaptive Gaussian quadrature (AGQ). The Laplace approximation in SAS 
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yielded very similar results to those in NONMEM, with the main difference 
being that SAS converged less often (81%/100%/77%) than NONMEM 
(100%/100%/100%) across the 3 models considered (ZIP/GP/NB), perhaps 
due to the stricter convergence criteria used in SAS. Convergence rates in 
SAS using Laplace and AGQ (87%/95%/82%) were similar. Table 11 shows 
the relative bias across the 6 models using Laplace in NONMEM, along with 
3 models using 9 point AGQ in SAS.  

Table 11. Relative bias(%) for the parameters from the six models 

Model 

,  

( ) 

 

( ) 

cov( ,  

MP 

P0 

( ) 

 

( ) 

Ovdp 

( ) 

NONMEM - Laplace     

PS -0.20       

 (-0.73)       

PMAK -0.35 0.29 (-2.15)     

 (-0.27) (-1.54)      

PMIX 0.39 0.77  -0.01    

 (-0.32) (-0.32)      

ZIP -3.43    2.33   

 (8.24)    (-25.87)   

GP 0.14     0.75  

 (0.09)     (-15.73)  

NB -1.76      1.81 

 (1.08)      (-21.93) 

        

SAS - 9 Point AGQ       

ZIP -0.40    2.24   

 (-0.21)    (-5.55)   

GP 0.11     -4.03  

 (0.19)     (1.67)  

NB -1.21      -0.90 

 (0.16)      (4.18) 

For the first three models (PS, MPAK, PMIX), the relative biases for NON-
MEM Laplace were small, with all parameters yielding biases no greater 
than 2.5%, for both fixed and random effects. For the final three models 
(ZIP, GP and NB), the relative biases were generally small for the fixed ef-
fects (less than 4%) but showed underestimation of the second random effect 
for the ZIP (-25.87%), GP (-15.73%) and NB (-21.93%) models. These bi-
ases were reduced with 9 point AGQ to less than 6%. A comparison of the 
relative estimation errors between NONMEM Laplace and SAS 9 point 
AGQ is shown in Figure 10. 
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Figure 10. Relative estimation error for Laplace (left) and AGQ (right) for the three 
models ZIP, GP and NB 

The figure shows that the problematic relative biases observed using NON-
MEM Laplace are quite consistent across the 100 simulations, with the in-
terquartile ranges generally being narrow and away from zero. The results 
using 9 point AGQ seem acceptable for all parameters, but these more accu-
rate results come at a cost in terms of addition computations and runtimes. 

 
 
 
Table 12 shows the average runtimes in SAS using either 1 (Laplace) or 9 
point AGQ.  
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Table 12. Comparison of runtimes in SAS between Laplace and 9 point AGQ 

Model SAS SAS Ratio 

 Laplace 9 point AGQ  

ZIP 60s 12 min 51s 13 

GP 59s 13min 37s 14 

NB 4min 27s 60 min 13 

The table shows that, for these datasets, 9 point AGQ was approximately 13-
14 times slower than Laplace.  

4.2.2 Continuous data (Paper IV) 
For the 8 different scenarios (R1A, R2A, R3A, R1P, R2P, R3P, S3A, S3P), 
each approach was used to estimate the model parameters across the 100 
simulated datasets. Estimates for the model parameters were obtained for all 
approaches except FOCE_R (range 2-99%) for the true initial conditions, 
and all approaches except FOCE_R (range 3-98%), SAEM_NM (range 16-
97%) and SAEM_MON_tun (range 67-100%) for the altered conditions, 
where the figures in parentheses are the range of the completion rates across 
the 8 scenarios. Where an approach yielded a completion rate less than 50% 
for a particular scenario, the results were not reported. Of the 144 sets of 
results (8 scenarios * 9 approaches * 2 initial conditions), 133 achieved 
completion rates above 50%, with 10 below 50% for FOCE_R and 1 below 
50% for SAEM_NM.  

 
Figure 11 shows the completion rates, along with the number of instructions 
(in billions) for each approach.  
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Figure 11. Completion rates (top) and average number of instructions (in billions, 
bottom) obtained with the 9 investigated approaches for the two types of initial con-
ditions. The barchart represents the median, and the arrows link the minimum to the 
maximum value of the range 

The fastest approach was FOCE_NM, with a median number of instructions 
(time) of 7.2 billion (2.6s) and 9.6 billion (3.4s) for the true and altered ini-
tial conditions respectively. FOCE_R, LAP_NM and LAP_SAS were also 
very quick. The 4 SAEM approaches were slower, ranging from 43.2 billion 
instructions (15.4s) for SAEM_MLX with the true initial conditions, to 
287.8 billion instructions (103s) with SAEM_NM with the false initial con-
ditions. Consistently the slowest was AGQ_SAS, with 674.8 billion instruc-
tions (4.0 minutes) and 864.1 billion instructions (5.1 minutes) for the true 
and altered conditions respectively.  

The accuracy of the fixed effects were typically good across all ap-
proaches, with FOCE_R and SAEM_NM being least acceptable. Larger 
differences were observed in the accuracy and precision of the random ef-
fects. For example, the relative estimation errors for the random effect on the 
ED50 parameter [  are shown in Figure 12 for each approach, for 
each of the 8 scenarios and 2 initial conditions. 
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Figure 12. Boxplots for the relative estimation errors for the random effect on the 
ED50 parameter, for the 8 scenarios R1A, R2A, R3A, R1P, R2P, R3P, S3A, and S3P 
referring to 2 simulation designs (R for rich and S for sparse), 3 Hill factor values (1, 
2, 3), and 2 residual error models (A for additive and P for proportional), with the 
estimation from true initial conditions and altered initial conditions  

A number of observations for this parameter can be drawn from this figure. 
Firstly, the additive error scenarios seem to be more challenging than the 
proportional error scenarios. Secondly, FOCE_R (where available) and 
SAEM_NM (altered conditions) performed most poorly. Thirdly, 
FOCE_NM tended to underestimate this variance term for the additive error 
models, which improved moving to the Laplace and AGQ approaches for the 
rich designs, but not with the sparse design. Fourthly, the SAEM approaches 
tended to yield higher estimates for the parameter than the other approaches, 
with SAEM_MLX_tun performing best for this parameter. 

Across all parameters, the mean standardised relative RMSE was deter-
mined for each scenario, and these are shown in Figure 13. 
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Figure 13. Mean standardized relative RMSE obtained with each approach for the 8 
scenarios R1A, R2A, R3A, R1P, R2P, R3P, S3A, and S3P, and 2 initial conditions: 
true and altered, on a log scale. The star symbol (*) represents the S3A estimate 
from SAEM_NM_tun that is above 45 units. A dashed line is drawn at the value 1.5 

The figure shows some approaches were more dependent on the initial con-
ditions than others. In particular, SAEM_NM and LAP_NM, and perhaps 
FOCE_NM, were more dependent on the initial conditions, whilst AGQ and 
SAEM_MLX_tun were least dependent on initial conditions. The remarka-
bly good results for SAEM_NM with the true initial conditions contrast 
markedly with the very poor results with the false initial conditions, suggest-
ing both sets of results may be problematic. FOCE_R performed poorly, 
with SAEM_MLX also being disappointing. The other approaches did well, 
with perhaps AGQ being the best overall based on this metric. Overall, 
FOCE_NM was both fast and generally accurate, with random effects being 
least well estimated.  
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5 Discussion 

This section will discuss the three optimal designs paper (Papers I, III and 
V), and then the two estimation performance papers (Papers II and IV).  

Paper I compared the performance of 5 approaches to the design of a phase 
II dose response study. The results showed that the two optimal adaptive 
design methods performed equally well and, overall, significantly outper-
formed both the locally optimal and globally optimal designs. A key obser-
vation was the robustness of the optimal adaptive design approaches, with 
excellent results both when the true dose response was similar to that ex-
pected prior to the study, and when the true dose response was dissimilar to 
that expected prior to the study. The ability of the optimal adaptive design 
methods to "learn" the dose response ensured that the accruing subjects were 
continually randomised to doses which were most informative. To date, due 
to a general lack of experience with using adaptive designs within the phar-
maceutical industry, the application of adaptive designs may be seen as 
risky. As was demonstrated, this is incorrect. It is far riskier not to use adap-
tive designs, as then the design is more dependent on the apriori assump-
tions, without any capacity for adjustments based on the accruing data. At 
the practical level of implementation, a number of topics should be ad-
dressed. In the example presented, the subject data was available immedi-
ately after randomisation. Whilst this may be possible in some studies, gen-
erally there will be a delay between randomisation and endpoint data being 
available. Using a longitudinal model to predict final outcomes could be 
useful here, but clearly an assessment between recruitment rates and the 
subsequent availability of endpoint data would need to be considered. Fi-
nally, drug supplies need to be available in sufficient quantity for all eventu-
alities, as well as central randomisation and sufficient "firewalls" to maintain 
blinding to all parties except those involved in updating/monitoring the 
adaptive randomisation. These processes, once set up, could be reused for 
multiple applications of the optimal adaptive design approach to phase II 
dose finding studies [52]. Recent publications of high quality adaptive study 
designs will help in their proliferation [53,54,55], as will further investiga-
tions into their performance and utility [14, 56]. 

Paper III was a real example of optimal design in practice. Two features 
are important to discuss. Firstly, a wide range of metrics were considered, 
from both the optimality criteria perspective, but also a clinical trial simula-
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tion perspective. Thus employing optimal design methodology in practice is 
much more than just calculating a D optimal design. The design needs to be 
assessed across a range of criteria, and determining these "performance char-
acteristics" is essential to ensure that the selected design will truly perform 
acceptably in practice. Secondly, the proposed analysis was an exposure 
response analysis, with individual exposures determined from a pharmacoki-
netic model. This type of analysis has become more common [57,58]. As 
such, the goal is to find a design that achieves the optimal distribution of 
exposures, not doses, over the dose range. The selected doses simple serve as 
the mechanism by which exposures are generated. Recognising the impor-
tance of using systemic exposure (rather than dose) as the driver for both 
efficacy and safety is crucial, both in understanding what makes a good de-
sign, and indeed how the results should be presented. For example, in an 
extreme case, this may mean that only two dose levels (the lowest dose and 
the highest dose) may be sufficient to generate an optimal distribution of 
exposures (for example when the inter individual variability in exposure is 
high, and the dose range quite narrow). Interpolation to intermediate doses 
would be straightforward, given the overlap in exposures generated from the 
two dose levels. Whilst generating predictions across the dose range from 
exposure response models for selected efficacy and safety endpoints may be 
reasonable, it would be unreasonable to hope to model all data. Thus having 
data only at two doses may seem problematic to a medical reviewer, who 
would like to see "information" on the intermediate doses (for example when 
reviewing additional safety information). One potential solution would be to 
present the results from the two doses by exposure quartile, rather than by 
dose. This would allow potential trends across the exposure range to be ob-
served, in much the same way as dose would normally be used.  

Paper V considered D optimal designs for three Poisson dose response 
models of increasing complexity, with two models including random effects. 
The random effect components allow these models to capture the inherent 
heterogeneity between and within subjects observed in count data. Techni-
cally, the work was innovative in how the FIM was calculated, by evaluating 
the FIM contribution for each dose determined across one million subjects 
using the Laplace approximation. If the subsequent analysis would use the 
same Laplace approximation at the estimation step, then there would be per-
fect agreement between the methodology used in the optimisation step and 
the estimation step. Pioneering work in the area of optimal design for non-
linear mixed effects models [59, 60, 61] utilised first order (FO) expansions 
to determine the FIM, although superior methods (such as FOCE or Laplace) 
would most likely have been used for the estimation of the model. More 
recently, FIM approximations have been developed for discrete data includ-
ing the Poisson model [62], although again it would be difficult to know how 
good these approximations would be for a particular model being consid-
ered. Thus the method outlines in Paper V avoids any potential deviation 
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between the optimal design methodology and the estimation methodology 
employed. Two results naturally follow from the work in Paper V. Firstly, 
whilst the work considered 31 dose levels, it would have required only a 
little further work to move from the 31 discrete dose levels to treating dose 
as truly continuous. This could have been achieved by replacing the individ-
ual components of the FIM matrix by a spline function estimated from the 31 
different doses, allowing the FIM to be calculated for any dose. In practical 
terms though, this would be expected to only provide minimal improvements 
over using the 31 doses considered, and hence was not undertaken. The sec-
ond result is that the work could easily be generalised to permit the FIM 
calculations being based on more than one quadrature point (=Laplace). For 
example, the work in Paper II suggests that the Laplace approximation may 
be inaccurate for certain random effect count models (in particular the esti-
mation of the random effects), but was accurate using 9 point AGQ . If this 
was known beforehand, the FIM calculations could be determined using 9 
point AGQ, to again ensure the optimal design work truly reflects the 
planned analysis. Whilst using 9 point AGQ would be more time consuming 
than using the Laplace approximation, the work could easily be parallelised 
across multiple CPUs. These time consuming activities only need to be per-
formed once for each dose level, as the subsequent FIM optimisation across 
dose levels to determine the optimal design would be the same as before 
(typically 1-2 minutes). An alternative to deterministic integration like AGQ 
is Monte Carlo numerical integration [63,64], which again would more accu-
rately determine the marginal likelihood, but again at a computing cost. Pa-
per V also showed that whilst the D optimal designs for the different models 
and scenarios were similar, there were very large differences in the precision 
of the parameters between the models and scenarios considered. Importantly, 
a number of factors influencing design performance are directly controllable: 
the selected doses, the sample size, and the duration of the baseline and end-
point assessment periods.  

Paper II considered the estimation performance for 6 different mixed ef-
fect Poisson type count models. As with all simulation based comparisons, 
the results are strictly only applicable to the "model + parameters" combina-
tions used in the simulations, rather than to the whole class of models con-
sidered. That said, the model parameters chosen were based on the estimates 
from an analysis of a real dataset, and hence should be considered sensible, 
and the simulation results of general interest. The results showed that the 
Laplace approximation was generally accurate for both fixed and random 
effects, with only slightly disappointing results for one random effect for 3 
models [ZIP ( ), GP ( )  and NB ( )], which were all underesti-
mated by approximately 20%. Using 9 point AGQ removed this small bias, 
but was approximately 13-14 times slower for all models.  

Paper IV was an extensive study, in that a wide range of approaches (9) 
were investigated, using 4 software tools (NONMEM, SAS, Monolix, R), 8 
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different dose response scenarios, and 2 initial conditions (true and altered). 
In addition to the issues of generality of simulation based results discussed 
above for Paper II, many issues are worthy of discussion. Firstly, compari-
sons between different software tools are always tricky. Different software 
will have different default settings, which may be generally more conserva-
tive or liberal at concluding "convergence". Thus the use of different con-
vergence criteria between the different software tools may mask or induce 
apparent differences, which may be wholly artificial. For example, when 
using the true initial conditions, the best results would be obtained with a 
software tool which "converged" immediately, thus providing sets of pa-
rameter estimates at the true values. This would clearly be wrong. The use of 
altered initial conditions may guard against this, and indeed in this project 
the seemingly impressive results observed with SAEM_NM using the true 
initial conditions were not replicated using the altered initial conditions, 
suggesting both sets of results may be suspect. Rescaling, re-parameterising 
and centering are fundamental components to aid the numerical search for 
the MLEs. By default, NONMEM does rescale the parameters, but SAS does 
not (thus to be fair, this was done in this project). Similarly, generally it 
would be wise to estimate the log(ED50), and not ED50.  In addition, the ne-
cessity to automate the model fitting across the 1600 (100 simulations * 8 
scenarios * 2 initial conditions) replicates does not reflect how models are 
typically estimated. The skill and experience of the analyst is lost. This 
"blind" model fitting seems clearly undesirable, with the danger the software 
which performs best is the one which is "best for an idiot". That said, it is 
clearly impractical to model each dataset sequentially, and therefore the use 
of "sensible" settings for each software tool would seem a reasonable ap-
proach. A final critique would be in the use of RMSE as the key metric of 
performance, with the implicit view that lowest is best. It was clear that dif-
ferent replicates would yield higher or lower estimates for a particular pa-
rameter consistently across the different approaches. For example, one repli-
cate yielded ED50 estimates which were typically around 1000 for all the 
different approaches, whilst the simulation used 500 as the true value. Thus 
presuming the truth for this replicate was indeed 1000, an approach yielding 
this value would be penalised in the RMSE calculations, whilst a weaker 
approach (yielding a value of 700 say), would be rewarded. Across the 100 
replicates therefore, the best RMSE would not be zero, and hence lowest 
does not necessarily imply best. The role of parameterisation on both bias 
and RMSE calculations should also be recognised, where different parame-
terisations may lead to different relative rankings between the approaches. 
These limitations aside, the study still provided useful insights and observa-
tions. The gradient based methods were in line with expectations, in that 
NM_FOCE was fast, with good accuracy on the fixed effects, and small 
biases with the random effects becoming more apparent as the Hill coeffi-
cient increased from 1 to 3. SAS_AGQ was much slower, but yielded less 
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biased, but not perfect, estimates in most scenarios. The two Laplace ap-
proximations (LAP_NM and LAP_SAS) were similar, with fast runtimes 
and generally reasonable results. FOCE_R yielded poor results, which was 
surprising, given the methodology should be quite similar (and stable) com-
pared to FOCE_NM. Of most interest was the comparisons of the 4 SAEM 
approaches to the gradient based methods. Using the default or modified 
settings, the runtimes were significantly slower than those observed with 
FOCE_NM, LAP_NM and LAP_SAS, but faster than SAS_AGQ. The re-
sults with the default settings were not too impressive, with SAEM_NM 
behaving quite differently with the true and altered initial conditions. How-
ever this is not perhaps surprising, and generally analysts should not expect 
the default settings to work perfectly, but rather to understand and change 
the default settings to the problem at hand. Thus it is reasonable to view the 
results from the modified settings as reflective of the capabilities of the 
software, with the proviso that the modifications are inherently focussed on 
the technical specifications for the problem, rather than on achieving accu-
rate results based on the known simulation parameters. Reviewing the results 
in their entirety, both modified SAEM approaches performed well.  

 



 67

6 Conclusions 

This thesis investigated two important areas in pharmacometrics. The design 
of a study is arguably the most important aspect of a project. Unlike a poor 
analysis, failures in the design cannot be resolved retrospectively. Getting 
the right data permits the models of interest to be investigated. In addition, 
when dealing with non-linear mixed effects models, knowing the estimation 
performance of the software tools to recover the true model parameters is 
also crucial.  

The optimal design papers progressed three significant areas of optimal 
design research, especially relevant to phase II dose ranging designs, but also 
applicable to any dose response study designs. The use of exposure, rather 
than dose, was investigated within an optimal design framework. In addition 
to using both optimal design and clinical trial simulation, this work em-
ployed a wide range of metrics for assessing design performance, and was 
illustrative of how optimal designs for exposure response models may yield 
dose selections quite different to those based on standard dose response 
models. The investigation of the optimal designs for Poisson dose response 
models demonstrated a novel approach to the FIM calculation for non-linear 
mixed effects models, and showed the importance of model choice and the 
duration of the observation period on the precision of the key drug parame-
ters. Finally, the enormous potential of using optimal adaptive designs over 
fixed optimal designs was demonstrated. The results showed how the adap-
tive designs were robust to initial parameter misspecification, with the capa-
bility to "learn" the true dose response using the accruing subject data. These 
papers, in combination, cover a wide spectrum of study designs for non-
linear dose/exposure response models, covering: normal/non-normal data, 
fixed/mixed effect models, single/multiple design criteria metrics, optimal 
design/clinical trial simulation, and adaptive/fixed designs.  

The two estimation papers were both informative, considering non-linear 
mixed effect models for normal and Poisson type data. Comparisons across 
multiple approaches were investigated, and showed that classic methods 
such as FOCE and Laplace did well on all but some random effect parame-
ters. These biases were typically removed with AGQ, but with much longer 
run times. The newer SAEM methods typically yielded intermediate results. 
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