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Sammanfattning
I det här arbetet presenteras en studie av en numerisk lösare ör vågekvationen
på Graphical Processing Units (GPU). Lösaren bygger på e manuskript där en
metod har utvecklats ör a kunna ta hänsyn till oregelbundna geometrier med
den så kallade immersed boundary-tekniken. Metoden bygger på ﬁnita diﬀerensmetoder och studien behandlar särskilt andra- och ärde ordningens noggrannhet. Målet är a metoden i framtiden ska kunna fånga vågutbredning i
komplexa miljöer t.ex. inomhus där skarpa kanter och komplexa former utgör
en utmaning.
Beräkningar av vågutbredning görs i allmänhet med dubbel ﬂyalsprecision ör
a kunna säkerställa noggrannhet. Dea dels på grund av känsligheten hos
den underliggande fysiken, men även på grund av känsligheten i den numeriska
metoden som används. A vågutbredning är så känslig gör a beräkningarna
blir långa och en möjlighet är a örkorta dessa genom a utnyja en parallel
implementering.
Den här studien besvarar om det är möjligt a beräkna sådana problem på GPU:er
med enkel ﬂyalsprecision - något som skulle kunna medöra ﬂera gånger kortare beräkningstid. GPU:er är skapta ör a accelerera beräkningar främst inom
datorspel. Det senaste decenniet har användingsområdet ör GPU:er växt enormt,
inte minst inom beräkningsvetenskapen. Genom a utnyja parallelism i stor
skala har GPU:n teoretiskt ﬂera hundra gånger mer beräkningskapacitet än en
modern processor. Resultatet i den här rapporten visar a beräkningstiden minskar drastiskt ör både enkel och dubbel precision. Vidare visar det a tiden
minskar yerligare med två graﬁkkort som arbetar tillsammans.
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1

Introduction

e ﬁeld of numerical analysis studies the governing equations of nature and
strives to formulate numerical models that can accurately capture the behavior
of these equations by discrete approximations. Usually analytical solutions to
diﬀerent types of PDEs considering boundary conditions and domain geometry,
can not be found. It is in these cases we employ computers to give an approximate
answer. By embedding the domain in a grid the approximation can be shown to
converge to the mathematical model as the grid is reﬁned if the approximation
is numerically stable and consistent.
Numerical approximations give rise to large systems of matrices. is is true for
example for ﬁnite diﬀerence methods (FDM) which generate large symmetric
diagonal matrices. Summation-by-parts (SBP) operators are a type of FDM, formulated as matrices, that fullﬁll certain mathematical properties used to prove
numerical stability. e SBP-method has been applied to many diﬀerent types
of PDEs (see [3][4]) including cases with a discontinuity in the solution [7]. A
related problem is how to model and approximate boundary conditions of the
model. While there exist many types of conditions, we are interested in the special case of Dirichlet conditions which can be imposed using the simultaneous
approximation term (SAT) technique.
e basic structure of the SBP-operator is a symmetric matrix with repetitive
diagonal elements. e boundary and interface approximations are decoupled
from the SBP-operator in the domain which makes it possible to consider them
independently.
One of the problems addressed in this work is to investigate the eﬃciency of the
SBP-SAT technique using graphical processing units (GPUs). We consider well
proven matrix-libraries and investigate the eﬃciency of using a priori assumptions of the structure of the immersed SBP-SAT operator to compute the solution
to a wave-propagation problem eﬃciently. Methods that can only be applied to
regular grids can be applied to non-regular grids using the immersed boundary
method.
e Graphical Processing Unit (GPU) is a co-processor that has had an impact in
the ﬁeld of high performance computing. e GPU is a massively parallel compute device that is streamlined for high throughput. e primary use of GPUs are
in computer graphics, but in recent time they have been used as computational
accelerators in desktop and cluster computations due to their high arithmetic
throughput. ere exist a number of high quality libraries that support GPU ac1

celeration for matrix operations and the foremost, CUSPARSE, is here used as a
benchmark against custom implementations which are designed speciﬁcally for
the problems considered.
FDM computations have been used with GPUs for some time (see [13] and [16])
and the conclusion is that execution is heavily limited by the bandwidth of the
device and also by communication with the host - the CPU. In this study, we
are interested in if it is possible to speed up the computation of large domains
corresponding to large computational grids. It is important to have a high number of grid points per wave length [6] to accurately capture wave propagation.
In the future, we would like to extend the results from this report to problems
in three dimensions. For example, an application where this technique could be
of particular interest is to simulate noise in buildings with sources that could be
moving e.g. a fan or ﬁxed, for instance, a window. Usually, it is not meaningful
to develop custom applications instead of using libraries since development costs
are disproportional to the performance gain. Our aim is to complete simulations
that would normally take many days in hours.
e immersed boundary method was introduced in [5] as a method to simulate
blood ﬂow and cardiac mechanics. e unique feature of the immersed boundary
method was that it could be imposed on a Cartesian grid that did not conform
to the geometry of the heart. Immersed boundary methods can be implemented
as a direct or implicit methods [15]. In this work we consider only the direct
method. e direct methods focus on obtaining accuracy close to the boundary.
In a ﬁnite diﬀerence scheme the computational domain is a subset of the physical
domain and the solution is extrapolated from the computational- to the physical
domain.
is report is structured as follows. In Section 2 we provide an overview of the
current state of GPU accelerators and give an outline of the Fermi architecture
and provide general advice on how to achieve high performance. Section 3 outlines the SBP-SAT method which is extended in Section 4 where we present the
concept of immersed boundaries. Section 5 presents the numerical discretization
in space using the SBP-SAT method and Section 6 outlines the discretization in
time. A new method of storing the matrix computations for GPUs is presented
in Section 7 and Section 8 elaborates further on this by presenting relevant experiments to show numerical convergence and performance of the computations
on one and two GPUs.

2

2

e Fermi GPU

e graphical processing unit (GPU) is a co-processor that has been developed
to process computer graphics extremely fast. e processor is controlled by the
CPU which can oﬀ-load the task of rendering graphics to the screen to the GPU.
Most of the time, the GPU performs matrix- and vector operations on objects that
typically consists of strips of triangles or quadrilaterals. e GPU was designed
to process these tasks as fast as possible and have for many years has hardware
speciﬁcally built for such tasks.
GPUs have been used for general matrix operations for over a decade [17], however, it was not until 2006 that a programming language speciﬁcally designed
for general GPU computations available. With the introduction of CUDA and
OpenCL, the most common GPU programming languages, GPUs have become
an accelerator to traditionally CPU-orientated tasks. Not all computations suit
the GPU however. e graphics card is connected to a bus which is limited in
bandwidth in comparison to the internal bandwidth of the graphics card.
e GPU architecture considered here is the Nvidia Fermi architecture. Fermi
was introduced as the ﬁrst GPU that addressed the high performance community.
Among many things, Fermi was equipped with a L2 cache, supported programming in C++ and fully supported ﬂoating-point computations in accordance with
the IEEE-754 standard. A major issue with the Fermi GPU is the double precision
performance which is at best half the speed of single precision performance (with
exception to the Tesla-series). Because GPUs can decrease runtime signiﬁcantly,
the corresponding overall power consumption of the system also decreases. is
has made GPUs very popular as accelerators for large cluster computer systems.

2.1

An overview of the Fermi aritecture

e Fermi GPU is composed of four sets of streaming multiprocessor (SM) clusters. ey connect to an L2 cache which is shared among all cores. e memory
management unit (MMU) is aached to the L2 cache. e scheduler performs
scheduling of blocks (groups of threads) to diﬀerent multiprocessors. A multiprocessor is a processing block which incorporates its own L1 cache, shared
memory, registers and shading processing elements. e multiprocessor have
read-only caches for constants and textures which are used more extensively in
computer graphics. Shared memory is user controlled memory (in soware). At
compile time the size ratio between the L1 cache and shared memory can be
3

speciﬁed to give more space to either user controlled memory (shared memory)
or hardware controlled memory (L1 cache).
ere are two diﬀerent processing units in the SM which are organized in a core
which processes integer- and ﬂoating point arithmetic and a special function unit
for computing transcendental functions such as trigonometric, logarithmic, and
exponential operations. e separation improves instruction level parallelism
and accelerates computer graphics operations. Integer- and ﬂoating point processing is encapsulated in a streaming processor (a CUDA core). Multiprocessors
have two or three lanes of 16 cores (32 or 48 in total).
e processor schedules threads to its joined integer and ﬂoating-point ALU.
e native bit-width of the ALU is 32-bits (single precision). Double precision
can not be performed in one cycle. However, a special type of register called the
Fused Multiply-Add register have been increased to 64 bits to comply with the
IEEE 754-2008 rounding modes and this means that double precision numbers
can be kept in the ALU instead of ﬂushing the result in each cycle [9]. Double
precision has been a major concern for Nvidia and they address this in Kepler by
increasing double precision performance and decreasing power consumption. In
Fermi, double precision is performed in two steps by scheduling two consecutive
32-bit tasks. Fused Multiply-Add is a special instruction that can be issued in one
cycle. e ALU performs multiplication at the start of a cycle (rising edge) and
the addition at the end of the cycle (falling edge). is special feature is a common
operation in graphics and can be used extensively in ﬁnite diﬀerence methods.
e GPU communicates with other devices using a common bus. For graphics
cards this is usually the PCI-express bus which has a bandwidth of 8 GB/s. Both
notebook and desktop GPUs have an internal bandwidth between 100-200 GB/s
and this is usually the boleneck for parallel applications. Communication with
the CPU can be interleaved with computations by using instruction streams. e
memory unit can stream data from the CPU memory independently if a separate
instruction stream is created by the programmer. is is also true for GPU-toGPU communication.
For the GPU, high performance can be achieved by overloading the processors
with at least four arithmetic operations per element. Fermi has four to six times
the number of processing elements than the number of loading units which must
be interleaved with computations to be able to reach full utilization. Because
GPUs run multiple instances of the same program, branching decreases performance signiﬁcantly. e architecture and programming paradigm of GPUs is
designed for execution of the same instructions for many threads. If one thread
4

has divergent execution, the GPU will schedule that thread separately, thereby
decreasing performance.
Memory alignment was more important in previous architectures. Fermi align
global accesses naturally into 128B cache line transactions in global memory and
32B cache line transactions in the L2 cache. Accesses from threads within the
same block are coalesced into one or more accesses. Before Fermi the programmer had to consider memory alignment very carefully which is now handled by
the L2 cache.
e shared memory is aligned in 32-bit, 64-bit and 128-bit wide banks. 64-bit
and 128-bit accesses are split into 32-bit requests. Access to banks can be performed in parallel and with very lile latency (∼ 1 cycle) if only one thread or all
threads access the bank (a broadcast). When there are conﬂicting threads accessing the same bank they are serialized. is happens for instance if two threads
are accessing diﬀerent elements within the same bank.

2.2

Accelerating numerical computations

e ﬁnite diﬀerence method has two diﬀerent ways to implement the diﬀerence operators in soware. e most straight forward approach is to construct
the matrix (operators) and perform the computation as matrix-vector operations.
e alternative approach is to implement the diﬀerence scheme as a numerical
stencil that performs the diﬀerentiation using neighboring grid-points. Stencils
are easy to implement as the operator is embedded in the soware. However,
stencils have to store the location of the boundary and implementing the indexing constraints is not straight forward and complex geometries require manual
conﬁguration. e geometry is also an issue when constructing matrices. However, aer having constructed the operator the programmer can concentrate on
accelerating matrix-vector operations by using built in libraries or designing a
custom implementation.
ere are diﬀerent methods for advancing the solution in time. In this study
we have studied two diﬀerent time-stepping methods. One with moderate accuracy and another with high accuracy. Both of these methods are called explicit
methods which means that the next solution is computed from from the current
solution (and sometimes also the previous). Another type of methods that exists
are implicit time-step methods which are not considered in this work.
A few packages focusing on sparse matrix computations for GPUs have been de5

veloped recently with good performance (see [18] [19]). Nvidia provides their
own implementation of the Basic Linear Algebra Subroutines framework (BLAS),
called CUBLAS, and a set of sparse matrix-vector routines for sparse matrices
and vectors. ere are commercial options that aim at both applications and
BLAS interfaces. Most notable is CULA [18] which targets common numerical
algorithms on dense and sparse matrices. Matlab is another commercial product that has incorporated GPU acceleration into its toolbox (Parallel Computing
Toolbox).
ese generic libraries provide standardized use of GPU accelerated computations and this hurts performance signiﬁcantly. eoretically, the performance
is limited by the peak GFLOPs count and the bandwidth between the CPU and
GPU and within the GPU. A high-end consumer card can have as much as 1.5
TFLOPs and suﬃciently parallel applications should reach somewhere between
60-70% of peak performance. However, general matrix libraries are bounded by
bandwidth [14] and do not reach such eﬃciency levels. One way to achieve good
performance is to use proﬁlers and use compiler options and quirks described in
the documentation [11] to ﬁnd bolenecks in the program.
e type of application considered in this work can beneﬁt from a custom implementation, namely those problems that require very large number of grid points
to accurately compute the propagation of waves over a large area. While it is well
known that two points per wave-length (Nyqvist frequency) is enough to avoid
aliasing, high order ﬁnite diﬀerence schemes require at least ﬁve neighboring
grid points and for higher order methods the number of neighbors exceeds ten.
Given that we can only take small steps forward in time, it is obvious that the
computation can run for very long time. Any performance gain means saving
hours of CPU time and power consumption.

2.3

Computational precision and accuracy of numerical algorithms

A broad spectra of research and industrial applications perform scientiﬁc computations in double precision. Only in computer graphics have single precision
been the dominating precision seing, and the reason is performance. Especially
for GPU accelerators, the performance gap between single- and double precision
is signiﬁcant. Many applications that run explicit solvers can possibly run at single precision. e implications of dropping from double to single precision are
unclear and we will now describe what factors are involved.
6

Since elements in the matrix can only be stored as ﬁnite numbers, there is a small
error when computing with fractions. An example is the number 0.1 which is
a fraction in binary. With a ﬁnite number of bits we introduce a small error
we refer to as computational precision. Furthermore, when we compute with
fractions the result sometime need to be rounded by hardware which further
introduces errors.
A more immediate danger using ﬂoating-point numbers is cancellation which
is a degradation of accuracy in the number of signiﬁcant digits. Especially in
subtraction the danger of cancellation is evident for nearly equal numbers. is
becomes important for FDM operators since the approximation of derivatives by
ﬁnite diﬀerences may very well cause cancellation. A more exhaustive discussion
on the topic of computational precision can be found in [8].

3

e Immersed SBP-SAT method

is section introduces Summation-by-parts (SBP) operators for the second order wave equation. e boundary is treated by imposing penalty terms using
the Simultaneous Approximation Term-technique. In [1] the authors present a
stability proof by using integration-by-parts, sometimes refered to as the energy
method. Stability in this sense means that no artiﬁcial energy is added to the
solution by the discretization over time.
e derived operators are stated for the 1-D problem. However, geometries in
two or more dimensions are treated independently as 1-D problems. e only
requirement in 2-D is to have suﬃcient number of grid points for the stencil in
any of these 1-D problems.
Consider a domain Ω = (xl , xr ) in one dimension. Deﬁne a subset domain Ω̃ =
[x̃l , x˜r ] discretized by N + 1 equidistant grid points xi inside of Ω. Denote these
domains the physical (Ω) and the computational (Ω̃) respectively. Furthermore,
we have:

xi = x̃l + ih,

i = 0, 1, ..., N,

∆x = h =

x˜r − x̃l
N

(1)

e boundary grid points are located at a distance hαl,r from the physical boundary where 0 ≤ αl,r < 1. e coeﬃcient α determines the distance to the physical
7

boundary as a function of the step size h. e relation between the physical- and
computational boundary is then:
xl = x̃l − hαl

xr = x˜r + hαr

(2)

e location of the physical boundary is used to extrapolate from the computational boundary to the physical.
We now begin to state the components of the SBP-SAT method that is used to
simulate the experiments in section 7. It is not the purpose of this work to derive
the operator in a formal way. Instead, the interested reader should refer to [1]
for a full description of the numerical method.
e vector used to extrapolate (in the 2nd and 4th order method) to the physical
boundary is:

(2)

el

e(2)
r
(4)

el

e(4)
r

[
]T
1 + αl , −αl , 0, · · · , 0
[
]T
= 0, · · · , 0, −ar , 1 + αr
=

[1

]T
= 2 (2 + αl )(1 + αl ), −αl (2 + αl ), 12 αl (1 + αl ), 0, · · · , 0
[
]T
= 0, · · · , 0, 12 αr (1 + αr ), −αr (2 + αr ), 21 (2 + αr )(1 + αr )

(3)

where subscript l, r denotes le and right respectively. To simplify notation, the
following scalars are used:
vl = eTl v

vr = eTr v

(4)

e discrete operator in the interior D2 approximating the second derivative is:

D2 ≈

∂ 2u
∂x2

(5)

D2 is tri-diagonal in the 2nd order accurate method and penta-diagonal in the
4th order accurate method. e particlar row-entries of both operators are listed
in Table 1.
8

e boundary is discretized by an operator S. S is implemented as ﬁrst derivative
stencils:
[
]T
(2)
= −1, 1, 0, ..., 0
hSl
[
]T
hSr(2) = 0, ..., 0, −1, 1
[
]T
(4)
hSl
= − 32 − αl .2 + 2αl , − 12 − αl , 0...0
[
]T
hSr(4) = 0...0, 12 + αr , −2 − 2αr , 32 + α3

where again superscript denotes the accuracy of the method and subscript denotes le (l) and right (r). h is the step size, ∆x or ∆y
Furthermore, deﬁne the scalar values:
(Sv)l = Sl v

(Sv)r = Sr v

(6)

We restate the result in [1] which proves 2pth-order accuracy in the interior and
pth order accuracy at the boundary. e global convergence rate is then (p/2 +
1)th order (see also [2]). In the simulations only Dirichlet boundary conditions
are being considered. e SAT-techinique adds a penalty term to the boundary
by computing the diﬀerence between the true solution (given by the boundary
condition) and the approximated solution i.e. (u − v). is technique forces
the approximation to follow a continuity condition at an interface as seen in
the simulations (section 7). e speciﬁc penalty terms are presented in the next
section.

4

Numerical wave propagation in immersed media

roughout this work we consider the scalar wave equation in the bounded domain Ω:

a

∂2u
∂2u
=
b
∂t2
∂x2
9

x∈Ω

(7)

Formula (7) describes the propagation of waves in the domain Ω. To close the
problem, a condition has to be set on each boundary. Together they deﬁne an
initial-boundary value problem. We consider only one type of boundary condition (called Dirichlet) which is a function:
u(xl , t) = gl

u(xr , t) = gr

x ∈ Ω, ∀ t

(8)

e study in [1] perform an analysis for more general types of boundary conditions including mixed and Neumann-type boundary conditions).

4.1

Dirilet boundary conditions

We now present a semi-discretization of (7) ﬁrst introduced in [1], using the
previous deﬁnition of immersed SBP operators:

Avtt =

bD2 v
−1 T
−bHα Sl (vl − gl )
+bHα−1 SrT (vr − gr )
−σl bHα−1 el (vl − gl )
−σr bHα−1 er (vr − gr )
−γ bHα−1 Sl (Sl vt − 0)
−γ bHα−1 Sr (Sr vt − 0)

(9)
(10)
(11)
(12)
(13)
(14)
(15)

where Hα is a diagonal matrix of values: ∆x. SAT coeﬃcients σl,r and γl,r are
given by the stability proof in [1]. Terms (10) (11) impose the boundary condition
using the SAT-method and (12) (13) (14) (15) stabilize the approximation in 2-D
by artiﬁcial dissipative SAT-terms. In the study [1] the authors state that penalty
terms 12,13,14,15 are only required in 2-D as stability is assumed to follow from
the proof in 1-D. However, as was discovered in the study, artiﬁcial terms need
to be introduced in the model to achieve stability in 2-D.

10

4.2

Media interface

Inside the domain we deﬁne an internal boundary, or an interface, where the
coeﬃcient of the PDE (eq. 7) change. For the two media we deﬁne the media
coeﬃcients a, b > 0 which are discontinuous at x = xk . e model PDE with an
interface can be wrien as a system:

(1)

a1 utt

(2)
a2 utt

xl ≤ x ≤ xk

= b1 u(1)
xx ,
=

(16)

xk ≤ x ≤ xr

b2 u(2)
xx

where a1 ̸= a2 and b1 ̸= b2 . At this interface we require ﬁrst order continuity:
(1)

(2)

u(1) = u(2) , b1 ut = b2 ut

We now formulate a semi-discretization of this case using Dirichlet boundary
conditions, as given in [1]. First we introduce the notation:

(2)

I1 = vr(1) − vl
(1)

I2 = b1 Sr v (1) − b2 Sl v (2)

(2)

(1)

(2)

I3 = (vt )r − (vt )l I4 = b1 (Sr vt )r − b2 (Sl vt )l

(17)

e semi-discretization is then:

(1)

A1 vtt

= b1 D2 v (1) + SAT (1)
−τ Hα−1 er (I1 )
− 21 b1 Hα−1 SrT (I1 )
+ 21 Hα−1 er (I2 )
−ξHα−1 er (I3 )
−ϵb1 Hα−1 SrT (I4 )

(2)

A2 vtt

= D2 v (2) + SAT (2)
+τ Hα−1 el (I1 )
1
+ b2 Hα−1 SlT (I1 )
2
1
− Hα−1 el (I2 )
2
+ξHα−1 el (I3 )
+ϵb2 Hα−1 SlT (I4 )

Where ξ, ϵ ≥ 0 and the SAT penalties are the same as previously.
11

(18)

5

Time-integration

Aer having presented a numeric discretization of space we not formulate a
method for solving in time.
e term utt can be rewrien as a system of ordinary diﬀerential equations. Denote the approximated solution v and the real solution u. With the well-known
Runge-Kua method we get:
[ ]n
1
v
w = t , wn+1 = wn + (k1 + 2k2 + 2k3 + k4 )
v
6
n

where
k1 = ∆t(Qw + SAT (w − mn ))
k1
k1
k2 = ∆t(Q(w + ) + SAT (w +
− mn+1/2 ))
2
2
k2
k2
k3 = ∆t(Q(w + ) + SAT (w +
− mn+1/2 ))
2
2
k4 = ∆t(Q(w + k3 ) + SAT (w + k3 − mn+1 ))
m

n

[ ]n
ut
=
u
1

where mn is analogous to w, mn+ 2 is computed at time tn + ∆t
and mn+1 denotes
2
time t + ∆t. We refer to SAT here as the union of boundary and interface SATterms and Q is a composition of the right-hand-side (RHS) discretization (eq. 19)
and the identity:
[
]
I
0
Q=
(19)
0 RHSv
Note that the above formulation uses a ﬁxed time step, when in fact, most implementations (MATLAB for example) of the fourth order Runge-Kua implements
the adaptive Dormand-Prince algorithm. e time step is experimentally determined to be:
∆t = 0.1∆x
12

(20)

For comparison we test another simpler method. e second method of interest
is a central diﬀerence approximation. In this case we present the centered scheme

un+1
i

∆t2
=
(uxx ) + 2uni − uin−1
2
∆x

(21)

where subscript i denotes the solution at grid point i (1-D) and superscript n
denotes the solution at time tn . In contrast to the Runge-Kua method, this
method has less accuracy and depends only on the solution from two or more
solutions prior to the one currently being computed.

6

Compressed matrix representation

We now look into representing the SBP-SAT operator matrix using a compressed
representation aimed at minimizing storage.
e structure of the matrix in (19) is highly regular. Its entries are composed of
matrices corresponding to the interior, the boundaries and the interface in (19).
e interior scheme at node k is given by its neighboring elements and their
weights. e second and fourth order accuracy weights listen in Table 1.
Order

k−2

2nd
4th

1
− 12h
2

k−1

k

k+1

1
h2

− h22

1
h2

4
3h2

− 2h52

4
3h2

k+2

1
− 12h
2

Table 1: Second and fourth order stencils. e material coeﬃcients a1,2 and b1,2
are excluded in the table.
Insight into the shape of the operator makes it possible to precompute the entries
and write them directly into the implementation. In the corners (corresponding
with the boundary) the SAT-conditions yield 2 × 2 and 3 × 3 block matrices
respectively for 2nd and 4th order accuracy. e block overlap with the interior
for second order accuracy is exempliﬁed in ﬁgure 1. By also precomputing the
corners the whole operator can be replicated during the computation without
storing the matrix at all.
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Figure 1: e sparsity paern of the second order operator in 1-D showing overlapping elements highlighted in red.

7

Computations

In this section performance and accuracy are presented using simulations in 1-D
and 2-D. First we consider the 1-D case and perform a convergence study with
Dirichlet conditions when an artiﬁcial layer (a discontinuity in the coeﬃcients)
is placed somewhere inside the domain. e computation is formulated with
the compressed matrix format described earlier. en we implement the stencil
equivalent and apply it to problem with a circle in 2-D. e convergence of the
laer case is compared in single and double precision. Both experiments are
performed on the GPU. We will refer to convergence in the following tables as
the order of convergence q deﬁned as
(
q = − log10

∥u − v N1 ∥
∥u − v N2 ∥

)

(
/ log10

N1
N2

)(1/d)

where u is the analytical solution, v N1 is the numerical solution with N1 unknowns and d is the dimension of the problem.
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7.1

Interface in 1-D

We begin the study in 1-D by investigating convergence. We consider a standing
wave simulation with an interface at the midpoint. e boundary is immersed
to the le and right, and there the requirement is for the solution to follow the
initial condition:
√
cos( (al bl ) π2 t) cos(al πx), x ∈ [−1, 0]
√
f (x, t) = cos( (ar br ) π2 t) cos(ar πx), x ∈ (0, 1]

f (x, t) =

At the interface we require a jump in the coeﬃcients by imposing al ̸= ar and
bl ̸= br . An illustration is given in ﬁgure 2 at t = 1 when the wave passes
through the interface. e coeﬃcients are taken to be al = 10.5, bl = 3.5 and
ar = 3.5, br = 10.5.
e error is measured using the discrete l2 -norm and the constraint on the time
step is experimentally determined to stabilize time-integration for both the 2nd
and 4th order method when ∆t = 0.01∆x.
e rate of convergence follows from the SBP-SAT deﬁnitions in [1]. According to this, the spatial accuracy of the 2nd- and 4th order method should converge with order two and three respectively. Results are given in Table 2 and
3. Extended results of table 3 are given in table 4 to actually verify 3rd order
convergence of the 4th order method.
Grid size
32
64
96
128
160
192
256

Convergence Euler
1.6861
1.6862
1.8122
1.8891
1.8947
1.9272

Euler l2 -error Convergence RK4
0.8253
0.2560
1.9732
0.1293
2.0462
0.0766
2.0649
0.0503
2.0275
0.0356
2.0222
0.0204
2.0349

RK4 l2 -error
0.1805
0.0459
0.0200
0.0110
0.0070
0.0048
0.0027

Table 2: 2nd order: Testing accuracy of the 1-D operator until time t = 1.
Next we perform benchmarks on the 1-D operator and collect information about
the eﬃciency of the GPU. In this experiment an artiﬁcial interface is again placed
15

Grid size
32
64
96
128
160
192
256

Convergence Euler
3.0495
1.0185
1.8754
2.3576
2.5903
2.7452

Euler l2 -error
5.4869 × 10−1
6.6272 × 10−2
4.3852 × 10−2
2.5567 × 10−2
1.5108 × 10−2
9.4211 × 10−3
4.2769 × 10−3

Convergence RK4
2.0554
2.7096
2.8050
2.8756
2.8885
2.9234

RK4 l2 -error
2.6319 × 10−2
6.3296 × 10−3
2.1098 × 10−3
9.4140 × 10−4
4.9556 × 10−4
2.9267 × 10−4
1.2622 × 10−4

Table 3: 4th order: Testing accuracy of the 1-D operator until time t = 1.
Grid size
256
512
1024
2048

Convergence Euler
2.9031
2.9805
2.9958

Euler l2 -error
4.2769 × 10−3
5.7176 × 10−4
7.2442 × 10−5
9.0816 × 10−6

Table 4: Extended Euler 4th order: Extended runs with larger number of grid
points show that 4th-order reach 3rd-order convergence.
between two media. e boundary is immersed at the le- and right boundary.
e initial state of the solution is a Gaussian wave located in the le media. e
simulation is run until t = 1 . For all t ≥ 0, the boundary is ﬁxed f (xl,r ) = 0 to
make the study of performance simple.
We use execution time to evaluate the performance of the compressed matrix
format. In every iteration we perform the double-precision sparse BLAS mvoperation:
y = α · op(A)x + βy
e sparse matrix is stored in Compressed Sparse Row format (CSR). On a computational note: A major problem with the Runge-Kua scheme is data dependency in the operations because these operations can not be formulated with
BLAS-routines eﬃciently.
With the boundary condition set to zero, the penalty on the boundary equals
zero and hence we can incorporate the entire procedure in one single matrix.
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(a) Wave at t=0

−0.5

0

0.5

(b) Wave at t=1

Figure 2: Simulating a pulse wave using 100 grid points. e le (x ≤ 0) line with
coeﬃcients a1 = 10.5 b1 = 3.5 and the right (x > 0) line a2 = 3.5 b2 = 10.5.
e coeﬃcients are chosen to represent a sharp jump in the solution at x = 0
e Runge-Kua method expressed in BLAS routines is:

k1
k2
k3
k4

←
←
←
←

αQwn + βwn
αQwn+½ + βk1
αQwn+½ + βk2
αQwn+1 + βk3

e ﬁnal update of the solution can be performed as a set of consecutive axpyoperations:
y ← αx + y

(22)

In the case β is a zero vector the SAT-penalty on the solution vector w is built into
Q and we set α = ∆t. In the case where the boundary is a non-zero function the
SAT-penalty on v−u introduce additional complexity in formulating the problem
using BLAS-notation and cause a possibly noticeable decrease in performance. In
the next section the problem of penalizing on v − u is remedied by using stencils.
We construct the operator in MATLAB and use a MEX (Matlab EXecutable) interface between the sparse GPU BLAS library CUSPARSE and Matlab. For this
17

GPU
CPU
Memory
OS
CUDA
Host compiler

Nvidia GeForce 480 (GF104)
Intel Core 2 Duo i7 2.0 GHz
2 GB
Arch Linux (Linux 3.2 x86_64)
CUDA 4.1
GCC 4.6.3

Table 5: Single GPU machine setup
Grid size
4096
8192
16384
32768

BLAS (s)
4.8473
8.7081
22.1278
74.4869

Euler
Compressed (s)
3.1796
5.4630
10.2576
20.2261

Runge-Kutta
BLAS (s) Compressed (s)
16.6781
15.7151
47.0671
30.7634
168.8969
70.2338
656.2003
185.0012

Table 6: Performance: e spatial accuracy is set to 2nd order double precision
and the program is run until t = 1. e grid sizes are chosen to represent optimal
thread conﬁgurations on a single GPU. A common technique for maintaining
performance on odd grid sizes in general is to pad the data to the nearest multiple
of 32.
reason we only consider double precision. Simulations are performed on a test
system described in Table 5.
Table 6 witness the problem of formulating a good set of BLAS-operations for the
Runge-Kua time integration. In either case, the compressed format performs
two times beer disregarding the order of accuracy.

7.2

Immersed geometries in 2-D

In this section we are interested in the immersed operator’s performance in two
space dimensions. In diﬀerence with the previous section the computations are
performed as stencil operations. Recall that we treat each dimension as a set
of lines in 1-D. First, a Cartesian mesh is generated as a bounding box for the
geometry, then the geometry is masked by discriminating inner and outer nodes.
Figure 3 depicts a masked circle for a small number of nodes.
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Figure 3: e circle nodes are masked from the bounding Cartesian grid using
an implicit function.
Consider a circle, given by its center coordinate and radius, that is immersed
in a homogeneous media. We compute the solution with initial- and boundary
condition:
g(x, y, t) = cos(t ·

√
a2 + b2 ) cos(a · x) cos(b · y)

and compare with the analytical solution. In the previous section we saw that
it was unclear how to generate and compute the SAT-penalties on the boundary
in an eﬃcient way. Using the stencil approach however, we can compute the
solution on a per-node basis which is easier - especially for even more complex
geometries.
is experiment was implemented in C (for the CPU) and CUDA (for the GPU).
e GPU implementation is a direct mapping of a CPU implementation where
loops in both the x- and y-direction are replaced by a thread for each grid point.
We apply best practice optimization according to [10] at convenience or while
the solution is stable. We layout the threads in a 2-D Cartesian mesh covering
the circle and issue one thread per node.
To have Full IEEE-754 compliance we set these three compiler options -prec-div=true
-prec-div=true -ftz=false which are not set by default, as required by
[9]. Full compliance comes at a cost of performance. -prec-div=true and
prec-div=true disable hardware accelerated fast division and square-root al19
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Figure 4: e circle is stable for certain grid sizes (here 256 × 256).
gorithms and -ftz=false disable denormalized numbers to be ﬂush-to-zero.
Grid size
32 × 32
64 × 64
96 × 96
128 × 128
160 × 160

CPU convergence CPU l2 -error
–
2.98 × 10−3
2.5957
4.94 × 10−4
2.9442
1.50 × 10−4
2.7596
6.76 × 10−5
–
–

GPU convergence GPU l2 -error
–
3.73 × 10−3
2.7317
5.61 × 10−4
2.8465
1.77 × 10−4
3.1895
7.07 × 10−5
–
–

Table 7: Single precision 2nd order method: Circle has center x = 0.05 y = 0.05
and radius r = 0.4. To make absolute sure that the arithmetic operations are
similar the GPU-program is compiled with -prec-div=true -prec-div=false
-ftz=true -O0. e program is run until t = 1. ese options increase accuracy
and decrease performance. e error for grid sizes larger than 160×160 are level
with the error with this size.
In Table 7 we see eﬀects of single precision, especially for the GPU which does
not converge. e analysis from Table 8 is that the solution converge at the expected rate for both targets in double precision. Also, convergence is inﬂuenced
by the position of the cirlce’s center which would indicate that the simulation responds to small perturbation in α strongly. To aempt to remedy this, we apply
changes to the implementation to increase computational accuracy by avoiding
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Grid size
32 × 32
64 × 64
96 × 96
128 × 128
160 × 160
192 × 192
224 × 224
256 × 256

CPU convergence CPU l2 -error
–
2.98 × 10−3
2.6244
4.84 × 10−4
2.7679
1.57 × 10−4
2.4043
7.88 × 10−5
2.1499
4.88 × 10−5
2.4574
3.12 × 10−5
2.0779
2.26 × 10−5
2.5928
1.60 × 10−5

GPU double
–
2.6956
2.7750
2.5136
2.2911
2.4936
2.1327
2.5990

GPU l2 -error
3.72 × 10−3
5.75 × 10−4
1.86 × 10−4
9.06 × 10−5
5.44 × 10−5
3.45 × 10−5
2.48 × 10−5
1.75 × 10−5

Table 8: Double precision 2nd order method: Circle has center x = 0.05 y =
0.05 and radius r = 0.4. To make absolute sure that the arithmetic operations are
similar the GPU-program is compiled with -prec-div=true -prec-div=false
-ftz=true -O0. e program is run until t = 1. ese options increase accuracy
and decrease performance.
Grid size
32 × 32
64 × 64
96 × 96
128 × 128

CPU convergence CPU l2 -error
–
4.27 × 10−3
3.1042
4.96 × 10−4
3.4660
1.22 × 10−4
–
–

GPU convergence GPU l2 -error
–
3.60 × 10−3
3.1883
3.95 × 10−4
3.4558
9.75 × 10−5
–
–

Table 9: Single precision 4th order method: Circle has center x = 0.05 y = 0.05
and radius r = 0.4. To make absolute sure that the arithmetic operations are
similar the GPU-program is compiled with -prec-div=true -prec-div=false
-ftz=true -O0. e program is run until t = 1. All these options increase
accuracy and decrease performance. e error for grid sizes larger than 128×128
are level with the error with this size.

cancellation etc. e result is given in Table 9 and 10.
We see that the 2nd order operator is still very accurate and behaves well for
most grid sizes in double precision. Certain grid sizes destabilize the simulation
and this becomes even more apparent in the 4th order method (see Table 10). In
the next section we state performance measurements for the CPU and using one
and two GPUs.

21

Grid size
32 × 32
64 × 64
96 × 96
128 × 128
160 × 160
192 × 192
224 × 224
256 × 256

CPU Convergence CPU l2 -error GPU Convergence GPU l2 -error
–
4.27 × 10−3
–
3.61 × 10−3
−4
3.1345
4.86 × 10
2.7426
4.07 × 10−4
3.0342
1.42 × 10−4
2.7153
1.21 × 10−4
3.0719
5.87 × 10−5
4.3983
4.89 × 10−5
−5
2.8847
3.08 × 10
3.0073
2.54 × 10−5
2.9749
1.79 × 10−5
3.1092
1.48 × 10−5
−5
3.1683
1.10 × 10
2.1184
9.22 × 10−6
2.9703
7.40 × 10−6
3.8374
6.21 × 10−6

Table 10: Double precision 4th order method: Circle has center x = 0.05 y =
0.05 and radius r = 0.4. To make absolute sure that the arithmetic operations are
similar the GPU-program is compiled with -prec-div=true -prec-div=false
-ftz=true -O0. e program is run until t = 1. All these options increase
accuracy and decrease performance.

7.3

Parallel computations with two GPUs

In this section we perform computations on two GPUs with a desktop system described in Table 11. e goal is to hide memory latencies and data dependencies
arising in the Runge-Kua method with suﬃcient computations from the stencil. We consider the problem of computing the wave equation in a 2-D domain
as described in the previous section.
As discussed in Section 5, the goal is to successfully overlap communication with
computations. Also, an immediate result of using two GPUs is the possibility to
handle twice as large domains. In CUDA parallel execution can be performed by
issuing two separate streams of instructions. Using this we can achive operlapping memory operations and execution can be issued in parallel.
GPU
CPU
Memory
OS
CUDA
Host compiler

Nvidia GeForce 580 (GF110)
Intel Xeon 5600 2.4 GHz
4 × 3 DDR3 1333 MHz
Arch Linux (Linux 3.2 x86_64)
CUDA 4.1
GCC 4.6.3

Table 11: Multi GPU machine setup
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GPU 0
.

GPU 1
Figure 5: Illustrating the shared data between the GPUs. e 4th order method
requires four grid lines to be shared and the 2nd order operator (shown in the
ﬁgure) requires two. Before the next computational step, the shared data has to
be communicated to the other device.
Grid size
128 × 128
256 × 256
512 × 512
1024 × 1024

CPU (s)
14.1
110.4
894.8
8179.9

GPU (s)
1.56
8.85
44.7
299.65

Speedup CPU vs. GPU
9.04
12.48
20.02
27.3

Table 12: Single precision performance. Speedup refers to the speed up between
a single CPU and a single GPU.
Grid size
128 × 128
256 × 256
512 × 512
1024 × 1024

Two GPUs (s)
5.31
11.07
30.21
124

Speed up GPU vs. Two GPUs
–
–
1.48
2.42

Table 13: Single precision, single GPU vs. two GPUs. e speedup refers to the
speed up between a single GPU and two GPUs.

Table 12 and 13 illustrates the performance advantage of running computations
in single precision. e results show that execution time scales well for larger
domains. is is due to a larger portion of the latency in transferring data is
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amortized by computations to a greater extent. Note, that it is not meaningful
to compare CPU and GPU directly since modern CPUs oen have at least two
and up to six cores. Instead a more accurate comparison is to imagine the CPU
performance to be three-to-four times faster than stated in Table 12 and 14. Still
the GPU is much faster and a competitive option for desktop super-computing.
Grid size
128 × 128
256 × 256
512 × 512
1024 × 1024

CPU (s)
14.1
110.9
913.2
8534

GPU (s)
2.2
13.4
73.2
489.3

Speed up CPU vs. GPU
6.4
8.3
12.5
17.44

Table 14: Double precision performance: e speed up column refers to the
speed up between a single CPU and a single GPU.

Grid size
128 × 128
256 × 256
512 × 512
1024 × 1024

Two GPUs (s)
5.4
11.8
35
155.3

Speed up GPU vs. Two GPUs
1.1
2.1
3.2

Table 15: Double precision, single GPU vs. two GPUs. e speed up refers to
the speed up between a single GPU and two GPUs.
e conclusion from tables 15 and 14 is that double precision does not decrease
performance as much for the CPU as for the GPU. e CPU-GPU speed up column of Table 14 shows that the speed up is less than single precision. However,
reﬂecting on GPU-MultiGPU speed up we see that performance is leveraged by
the two GPUs more than single precision.
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8

Conclusions and future work

In this thesis we have considered the second order wave equation in one and two
space dimensions. In one dimension we show that a priori information about the
structure of the associated matrix system can be used to increase double precision
performance by three times over a general sparse matrix library for the GPU. is
is done by precomputing elements and performing stencil-like computations for
second and fourth order spatial accuracy. Numerical tests involved a 1-D case
with a discontinuous solution treated with an artiﬁcial layer. Further tests were
performed in 2-D for an embedded circle. First, convergence is presented for
second and fourth order accuracy and it is observed that the convergence in single precision leveled-out at relatively coarse grids. In time we tested a second
order accurate explicit Euler method and a fourth order Runge-Kua method.
Conclusions are that while Runge-Kua is the more accurate method, a lower
order Euler method may suﬃce for some applications. Admiedly, the code is
not optimal, even though the proﬁling tool reports close to 80% occupancy. We
recognize that there are limitations to the implementation that make it possible to gain additional performance. Regarding accuracy, it was known that the
boundary closure is still not completely understood, especially how stability is
aﬀected by choices of diﬀerent penalty terms. However, general performance
of the stencil is not so dependent on the details of the numerical scheme, which
makes the implementation ﬂexible with respect to changes in the scheme.
One goal was to evaluate this method for GPUs and especially for desktop computers where GPUs are used today to accelerate applications. While we do not
test for larger domains we have built the current implementation with support
for larger domains in mind. e implementation strives towards minimizing the
storage of the domain. In a GPU-cluster environment, this minimizes communication which is a key property in high performing GPU accelerators.
Further conclusions are that the Runge-Kua method for time-integration is not
easily expressed in terms of BLAS-formulations. While BLAS provides good
abstractions and portability between libraries, the formulation of, particularly,
vector-vector and vector-scalar arithmetic is very ineﬃcient for this particular
method. In the 1-D example we show that performance is improved by instead
using a low order Euler method and we observed about three times gain in performance.
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