
UPTEC F12036

Examensarbete 30 hp
November 2012

Context Dependent Thresholding 
and Filter Selection for Optical 
Character Recognition 

Andreas Kieri



 

 
 
Teknisk- naturvetenskaplig fakultet 
UTH-enheten 
 
Besöksadress: 
Ångströmlaboratoriet 
Lägerhyddsvägen 1 
Hus 4, Plan 0 
 
Postadress: 
Box 536 
751 21 Uppsala 
 
Telefon: 
018 – 471 30 03 
 
Telefax: 
018 – 471 30 00 
 
Hemsida: 
http://www.teknat.uu.se/student 

Abstract

Context Dependent Thresholding and Filter
Selection for Optical Character Recognition

Andreas Kieri

Abstract.  Thresholding algorithms and filters are of great importance when 
utilizing OCR to extract information from text documents such as invoices. 
Invoice documents vary greatly and since the performance of image processing 
methods when applied to those documents will vary accordingly, selecting 
appropriate methods is critical if a high recognition rate is to be obtained.
 
This paper aims to determine if a document recognition system that automatically 
selects optimal processing methods, based on the characteristics of input images, 
will yield a higher recognition rate than what can be achieved by a manual choice. 
Such a recognition system, including a learning framework for selecting optimal 
thresholding algorithms and filters, was developed and evaluated. It was established 
that an automatic selection will ensure a high recognition rate when applied to a set
of arbitrary invoice images by successfully adapting and avoiding the methods that 
yield poor recognition rates. 
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Sammanfattning 

Optical Character Recognition (OCR) utförs på textdokument med målet att tolka och konvertera 
tryckt text till maskintext. Filter och trösklingsalgoritmer appliceras vanligtvis på originalbilden innan 
OCR för att förbättra tolkningsgraden. Det existerar en uppsjö av bildbehandlingsmetoder som var 
och en lämpar sig bättre för vissa typer av bilder. Valet av sådana metoder har således stor betydelse 
för den slutgiltiga tolkningsgraden.  

I detta arbete beskrivs och implementeras ett ramverk som, baserat på den ingående bildens 
egenskaper, automatiskt väljer och applicerar optimala bildbehandlingsmetoder. Rapporten 
beskriver de implementerade metoderna som använts samt ramverket bestående av segment av 
bildanalys och maskininlärning. Resultatet antyder att ett sådant automatiskt val ger en konsekvent 
hög tolkningsgrad när det appliceras på ett slumpmässigt urval av textdokument.  
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Chapter 1 

Introduction 

Digital image analysis is a broad area encompassing a wide array of techniques and applications 

with the common goal of extracting meaningful information from digital images. One of the 

main application areas is the process of translating written text into machine encoded text, 

known as Optical Character Recognition (OCR). As the name suggests, such analysis are 

usually performed on hand- or typewritten text documents with the aim of recognizing text 

characters.  

1.1   Background 

A system designed for recognizing text in documents can be described as a process that 

interprets the information contained in an input image and stores it digitally. Usually this 

involves some configuration of image processing filters and thresholding algorithms. To 

achieve a high recognition rate, which is the ultimate goal of all document recognition systems, 

the processed image, or binary bitmap, on which OCR is performed has to be of sufficient 

quality. Hence all steps of the process have to be efficient and produce a satisfying result, 

independent of the input document.  

The presence of noise in digital images is inevitable and usually introduced when the image is 

transformed to digital form by a scanner or during conversion between different image formats. 

Image noise will have a negative impact on the result of the OCR, and thus the removal of 

noise, to improve the recognition rate of OCR, is an area that has been researched extensively 

over the last couple of decades. 

The most essential step of any recognition system is arguably the thresholding, also known as 

binarization or segmentation, which is the process of classifying all pixels of an image into 

either one of two sets; a background and a foreground set. The input of a thresholding algorithm 
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is typically a grayscale image, and the output a binary image where all pixels have been set to 

either black or white. Optimally, all pixels that are part of text characters should be classified as 

foreground and set to black, while all non-text pixels should be classified as background and set 

to white. This is all done in order to prepare the image for OCR, whose recognition rate will 

depend heavily on the quality of the thresholding.  

1.1.1     About ReadSoft 

This thesis was written in collaboration with ReadSoft AB, at their office in Kista, Stockholm. 

ReadSoft AB develops document recognition software that enable companies to automate their 

document handling. Their solution for automatic data capture from invoices is the world’s most 

popular of its kind. Benefits of using the software are reduced time for document monitoring 

and verification, improved financial control and reduction of human errors. ReadSoft AB was 

founded in 1991 and currently operates in 16 countries world-wide.  

1.2   Problem definition 

The task of thresholding an arbitrary grayscale document image is a problem that is far from 

solved, and therein lies the motivation for this thesis. As of now there is no general “solution” 

that works well for all kinds of images. Different thresholding algorithms and filters are 

particularly well suited for different images, all having their own respective ups and downs. 

Hence, a great challenge for a document recognition system is to produce a satisfying binary 

image for any given input image, independent of the type of noise or degradations that are 

present. To manually select the best suited image processing algorithms and adjust their 

parameters for each and every image is too time consuming and imprecise, especially for users 

handling large volumes of documents, and thus an automated process that selects optimal image 

processing methods for arbitrary input documents is of significant need.  

ReadSoft wishes to examine the potential benefits of implementing such a system. The 

objective of this thesis is thus to develop a document recognition system that automatically 

applies appropriate filters and thresholding algorithms on input images, in order to produce the 

highest recognition rate possible. For every input image, the selection of optimal processing 

methods should be based on the specific features and types of noise that are present. The project 

also includes analyzing and implementing newly published thresholding algorithms. To that 

end, a survey of recently published algorithms that were presented at the 2011 International 

Conference on Document Analysis and Recognition (ICDAR) was to be made and a number of 

these were to be implemented. Apart from those, a number of already implemented algorithms 

also were to be incorporated in the recognition system. All the implemented algorithms and 

filters constitute the building blocks around which an automatic method selection framework is 

constructed. It should ultimately be determined if a document recognition system with an 

automatic method selection at runtime, when applied to a set of invoice images, yields a higher 

recognition rate than what can be achieved by a manual choice of methods prior to runtime.  

1.3   Scope  

To limit the scope of the project it was determined that an image being processed by the 

recognition system should be subject to two processing methods; a thresholding algorithm and a 
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filter, to be applied in that specific order. To enable the automatic selection, an image analysis 

and machine learning framework are introduced. It was further established that the sets of 

processing methods from which the two automatic selections are made should include around a 

half-dozen thresholding algorithms and around a dozen filters respectively. Since this paper 

focuses on the preprocessing steps of a recognition system, before actual OCR is performed, the 

theory of the OCR is disregarded in favor of filtering and thresholding methods. However, the 

recognition rates of OCR will be used to measure the success of the system. Furthermore, only 

invoice documents are considered in this thesis.  

1.4   Organization 

This paper is organized as follows. Section 2 introduces the concept of document recognition 

systems and briefly explains the theory behind the most common elements of a typical system. 

Its main purpose is to give an introduction to readers that are not familiar with digital image 

processing and recognition systems. However, more experienced readers might also benefit 

from it since concepts that are used later in the paper are introduced. In section 3, the 

methodology of the developed automatic selection system is presented. Section 4 describes the 

experimental setup for measuring performance and evaluating the system. Finally, the results 

are presented in section 5. 

 

  



5 
 

 

 

 

Chapter 2  

Document Recognition System 

OCR is a technique in which text documents are analyzed with the aim of recognizing text 

characters and translating them into digital form. It is traditionally performed on binary images, 

where each pixel has been set to either black or white, and the recognition rate is usually high 

assuming that the quality of the binary image is sufficiently good. For human beings, reading 

comes natural and is something we have learnt to do. Our eyes are the capturing mechanism that 

transport signals to our brain which interprets them. In the case of computers, a scanner or a 

camera usually functions as the capturing mechanism while the OCR algorithm can be 

considered the brain that decodes the information in the captured images [1]. When reading a 

book or a document you would obviously prefer a clearly written paper with easily recognizable 

characters, ahead of a noisy document where characters are more or less distorted. The same 

goes for a computer, which is why the preprocessing of images, prior to OCR, is such an 

important and well researched area.   

There are some difficulties a computer has to deal with that we as humans don’t pay attention 

to, or might take for granted. For example, even though the numeral 0 and the capital letter O 

are quite similar, humans can often interpret them in the correct way based on the context of the 

text [1]. Furthermore, if we fail to comprehend the context or misread a character or a word, we 

can always go back and forth in order to correct our self and get a better understanding of the 

text. These sorts of things are obviously much harder for a computer to accomplish and are 

mainly a concern of the OCR algorithm that does the actual “reading”. However, to assist the 

OCR and make the recognition of text characters and words easier, images can be processed 

through filters and algorithms in order to produce images that are suitable for the OCR to 

translate. Transforming an image from its original appearance to a format ready for OCR is 

usually a process involving a number of steps; from the scanning of the document, through 

image enhancing filters and thresholding algorithms, to the final OCR analysis. This process is 

what is referred to as a document recognition system and in this section the theory behind its 

most essential parts will be presented. The kind of image processing methods described here are 

the most common ones. There are however no specified rules for how a recognition system 

should be constructed and different systems will most likely have their own configuration of 

methods and algorithms. Since the goal of this paper is to develop a system that, from a bank of 
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filters and algorithms, automatically selects the optimal methods for arbitrary input images, it 

also involves segments of image analysis and machine learning. In the remainder of this section, 

the properties of digital images will first be presented (section 2.1) before proceeding to the 

processing methods of the system, i.e. filters (section 2.2) and thresholding algorithms (section 

2.3). Finally, a brief introduction to machine learning will be given (section 2.4).  

2.1   Digital images 

A digital image is a numerical representation of intensity values in two dimensions, constructed 

by pixels which are the smallest individual elements of an image [2]. This way of digitally 

representing an image is referred to as bitmap and the size of the bitmap is the number of pixels 

in each direction. Resolution is referred to as pixels per inch (PPI) and for Latin alphabet text 

documents a PPI of 300 is the most common. The pixels of a bitmap are ordered in a grid, 

usually stored in computer memory as a two-dimensional array, with each pixel consisting of 

numbers that represent magnitudes of intensity and color at its location in the image [2]. Since 

they are numerically represented, the values at each pixel are quantized, meaning they can only 

possess a certain number of discrete integer values inside a specified range. The range in which 

the values can vary reaches from zero to a defined maximum, where zero corresponds to black 

and the maximum corresponds to white. The maximum value that can be expressed depends on 

the color depth of the image. Below, the most relevant types of image formats are introduced. 

2.1.1   Color images 

Most color images are numerically stored using the RGB color model, where intensities of the 

colors red, green and blue are added together at each pixel to reproduce the desired color. In this 

way, every color can be expressed by a triplet (R, G, B) with each letter indicating the portion of 

the respective color to be added [2]. Setting all three values to zero yields the color black, while 

setting them all to the defined maximum value yields white.  

Color depth is the number of bits utilized to represent the intensity or color value of a pixel. It is 

also known as bits per pixel (bpp), and the quantization of the range in which pixel values can 

vary is dependent on the color depth. For example, an 8-bit representation enables a range from 

zero to 255, since 256 integer values can be expressed utilizing 8 bits. These integer values are 

used to access an indexed table holding every combination of the colors red, green and blue. 

Each of the three RGB components are expressed using 8 bits respectively, meaning that each of 

the colors in the indexed table are expressed in 24 bits, thus giving rise to millions of available 

colors. However, 8 bpp only enable 256 of these to be accessed, yielding an image where 256 

different colors can be utilized.  

A larger number of bits per pixel will allow the computer to utilize more colors to reproduce an 

image. If 24 bpp are used every color in the table can be utilized, since each of the RGB 

components are represented using 8 bits. In this way over 16 million colors can be employed, 

giving the image a more lifelike appearance. A larger color depth will yield a greater level of 

detail but at the same time produce larger images, consuming more memory as well as 

complicating the processing of filters and such. There are other color models apart from the 

RGB model, the concepts of theses are similar and will not be explained here.  
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2.1.2   Grayscale Images 

A way to store images more efficiently, and still keep most of their contained information, is to 

transform the color values to grayscale intensities so that each pixel only has to store one 

intensity value instead of three. The transformation is done by weighting the RGB color values 

of each pixel, to obtain an image that carries only grayscale intensity information. The 

conversion is not unique but a common way is to add 30% of the red, 11% of the blue and 59% 

of the green value at each pixel [3]. If a color depth of 8 bpp is being used, a single pixel can 

hold 256 different shades of gray, ranging from white to black. Thresholding, which will be 

more thoroughly explained in subsequent sections, is traditionally performed on grayscale 

images with the aim of finding a threshold value between 0 and 255, thereby producing a binary 

image. 

2.1.3   Binary Images 

A way to further simplify the information contained in an image and store it even more 

efficiently is to transform it to binary form, where the intensity value of each pixel is stored in a 

single bit (0 or 1). Since only two intensity values are present in these images, one bit per pixel 

is enough. Although any two colors can be used, the most common ones are black and white. In 

document recognition systems, OCR is usually performed on binary images because of the 

computational simplicity that follows from an image with only two possible pixel values. Figure 

2.1 displays the same image in color, grayscale and binary format. 

 

Figure 2.1. Example of a color image (left) and its corresponding grayscale (middle) and binary image 

(right) 

2.1.4   Noise 

Noise in digital images can be described as random fluctuations in brightness and color. It will 

corrupt information in an image such that the intensity at each pixel is a combination of the true 

signal and the noise. Although many scanners and cameras have some built in noise reduction, 

most digital images will display some degree of noise as a result of either scanning, 

transmission or conversion [4]. Two of the most common types of noise are additive Gaussian 

and salt & pepper.  

Gaussian noise, or amplifier noise, will impair the image with a linear addition of white noise, 

meaning that it is independent of the image itself and usually evenly distributed over the 

frequency domain [4]. As the name suggests, the intensity of the noise at each pixel follows a 
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Gaussian normal distribution. It is most apparent for high frequencies and can in most cases be 

reduced by some kind of low pass filter. 

In the case of salt & pepper, the noise is caused by errors in the data transmission [4]. This kind 

of noise will present itself as bright speckles in the dark areas of the image and dark speckles in 

the bright areas, while unaffected pixels always remain unchanged [5]. Hence, in a thresholded 

text document, characters may be corrupted with white blobs which may lead to 

misinterpretations by the OCR, while black speckles in the white background areas of the image 

may be falsely interpreted as characters. Other common types of noise in document images 

include uneven background illumination as a result of uneven lightning during the scanning, or 

clutter noise which are the black “frames” that appears at the edges of the image as a result of 

improper alignment of the document in the scanner. 

Whatever the type, noise will affect the result of a document recognition system in a negative 

way and thus the removal of noise becomes a necessary and important task. There exist a 

variety of methods designed to remove different types of noise and to in other ways enhance the 

image quality. But since noise comes in such a variety of ways, the analysis and estimation of 

noise type and level is equally important. 

Figure 2.2. Samples from two of the images used in the thesis that have been tainted with salt & pepper 

(left) and Gaussian additive noise (right) respectively. 

2.2   Thresholding 

In a binary image, as the name suggests, there are only two possible values that a pixel can 

possess; black or white. For an image with an 8bpp color depth, the color black corresponds to a 

pixel value of 0 and white corresponds to a value of 255. In a traditional document recognition 

system, a grayscale image enters a thresholding algorithm, which outputs a binary image. The 

thresholding is carried out by classifying all pixels of the grayscale image as either background 

or foreground. This is done by comparing the intensity value of each pixel to a calculated 

threshold value T, between 0 and 255. Pixels are thus classified using the condition 

  (   )  {
          (   )   
                   

 (1) 

where  (   ) is the thresholded version of the grayscale image  (   ) [6]. If the intensity 

value of a certain pixel is greater than the threshold, it is classified as background and set to 
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white. In the same way a pixel is classified as foreground and set to black if its intensity is 

below the threshold. 

The problem of transforming a document image to binary format can be reformulated as the 

problem of determining a threshold value that correctly classifies all pixels belonging to text 

characters as foreground and all other pixels as background. Of course, the optimal threshold 

value will be different for different images, and the challenge of a thresholding algorithm is 

being able to adapt and deal with all kinds of images. Noise and other degradations such as text 

on background shading or characters of different size and contrast may lead to pixels being 

falsely classified.  

There are numerous ways in which one can categorize existing thresholding methods. A 

common way to roughly label different methods is as either global or adaptive. Global methods 

apply a single threshold on every pixel of the image while adaptive methods define local regions 

where individual threshold values are calculated for each pixel or region. Many global methods 

make use of image histograms to set a threshold value. A histogram is a graphical representation 

of the tonal distribution of the image. It is a chart that plots the number of pixels for each 

grayscale, or color intensity.  

 
Figure 2.3. Histogram of a grayscale image where the pixel intensities span between 0 and 255. 

Some of the most basic thresholding algorithms are global methods where the histogram is 

exploited, and the intensity of each pixel is classified separately without any consideration to the 

intensity of neighboring pixels. For these methods there is no way to guarantee that the pixels 

classified as foreground are contiguous, and extraneous pixels that aren’t part of text characters 

might easily be included. Effects like these usually get worse as the noise becomes more 

intense. However, global methods still perform well on certain types of images, and more 

sophisticated algorithms that utilize histograms have been shown to be successful.  

Since there exist such a vast number of available thresholding algorithms, and since 

thresholding holds such a central place in most document recognition system, a more thorough 

survey of different methods is in place. In their paper [7], Sezgin and Sankur categorize 

thresholding methods into six groups, according to the way the information in an image is 

exploited; (1) Histogram shape-based methods, (2) Cluster-based methods, (3) Entropy-based 

methods, (4) Object attribute-based methods, (5) Spatial methods and (6) Locally adaptive 

methods. Below, each of these categories is described in more detail. Some of the methods that 

are implemented in this paper can easily be placed into one of the categories while others will 

mix features from several groups. In section 3.2 all implemented algorithms in this project are 

described in more detail. 
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(1) Histogram shape-based methods 

These methods base their thresholding on the shape properties of the image histogram. Methods 

in this category usually perform well on images with distinct bimodal distributions, i.e. images 

with two distinguished groups of intensities where pixels clearly belong to either the 

background or foreground set. As a result, the corresponding histograms of such images have 

two distinct peaks. The common approach among these methods is to find a threshold value by 

searching for the valley in between the peaks of the histogram, so as to separate the pixels that 

are assumed to make up the background and foreground respectively. Some of the methods 

force the histogram into a smoothed two-peaked representation via autoregressive modeling 

before locating the valley. Others measure the distance from the convex hulls while some search 

explicitly for peaks and valleys, or explicitly for overlapping peaks [7]. 

(2) Cluster-based methods 

Algorithms in this category also exploit image histograms by performing cluster analysis on the 

grayscale data. The number of clusters is always assumed to be two, corresponding to 

foreground and background pixels, since this group of algorithms also assumes the histogram to 

be bimodal. Similar to shape-based methods, cluster-based methods try to find a threshold 

located somewhere in between the two peaks. However, these methods are more sophisticated 

and many of them make use of the mean and standard deviation of the two clusters to iteratively 

find a threshold. One of the most referenced algorithms, Otsu’s method [8], resides in this 

category. It tries to find the optimal threshold by minimizing the weighted sum of within-class 

variances of the two clusters [7].  

(3) Entropy-based methods 

This category of algorithms exploits the entropy of the grayscale histogram and selects the 

threshold value that maximizes the entropy. Entropy is a measure of the uncertainty of an event 

taking place and can be calculated from the histogram as 

    ∑ (  )      (  )

   

   

 (2) 

where p is the probability of a pixel holding a certain grayscale value. In this context, this is 

referred to as Shannon entropy and can be seen as a measure of the uncertainty associated with 

each pixel value [9]. Many entropy-based algorithms maximize the entropy of the thresholded 

image, which can be interpreted as maximizing the transfer of information. Other methods in 

this category try to minimize the cross-entropy between the grayscale image and the binary 

image, which corresponds to a preservation of information. Most entropy-based methods are 

global since they traditionally use a single threshold. Although usually harder to implement and 

more computationally expensive, they are more sophisticated and often produce better results 

than shape- and cluster-based methods [7]. 

(4) Object attribute-based methods 

These algorithms compare the grayscale and binarized image and select a threshold that in the 

best way preserves some attribute quality or similarity measure between the two images. These 

attributes can be expressed in the form of edge matching, shape compactness, connectivity or 

grayscale moments, to name a few. 
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When using edge matching, an edge field displaying edges of objects are obtained from the 

grayscale image, which is then compared with the edge field derived from the binary image. An 

optimal threshold is one that maximizes the coincidence of the two edge fields. Grayscale 

moments are utilized in a way where the grayscale image is viewed as a blurred version of the 

binary image. The threshold is chosen so that the three first grayscale moments of the binary 

image matches the three first of the grayscale. Other algorithms in this class measure the 

resemblance of the cumulative probability distributions in order to directly evaluate the 

resemblance of the grayscale to the binary image [7]. 

(5) Locally adaptive methods 

Algorithms in this category define and use a neighborhood window. A separate threshold is 

calculated for each pixel or region of the image, which is based on some local statistic of the 

neighboring pixels. The threshold  (   ) for a certain pixel (   ) thus becomes a function of 

the properties of the pixels in its neighborhood window. Most of these methods utilize the 

intensity mean and standard deviation of the neighborhood in one way or another. The pixel 

which the window is centered around is then usually classified by comparing its intensity to the 

calculated statistical measures [7]. 

A drawback of local methods is the dependency on region size. The size of the neighborhood 

window should be sufficiently large to cover enough pixels, usually in the scope of the font size. 

They are also computationally more expensive than global methods. However, local methods 

usually handle changes in illumination across the image well and in general achieve better 

results than global methods 

(6) Spatial methods 

This category of algorithms, apart from utilizing the distribution of grayscale values, also 

considers the local neighborhood before classifying each pixel. In a way they combine attributes 

of global and local methods in the form of e.g. local grayscale distributions, 2-D entropy, 

cooccurrence probabilities and quadtree thresholding [7]. 

2.3   Filtering 

There are a variety of ways in which a digital image can be processed. Filtering is likely the 

most trivial one and is the process of creating a new image by operating on the pixels of the 

original image. Thresholding algorithms can also be considered a type of filter, but the ones 

presented in this section only modify pixel values slightly and will not have the same dramatic 

effect as thresholding will. Smoothing, noise removal, edge detection and sharpening are some 

of the applications that image filtering are useful for. The effect a specific filter will have on an 

image is defined by its kernel, which is an array or matrix that is applied to each pixel of the 

image along with its neighbors. The pixel that is currently being processed is located at the 

center of the kernel and its value will be replaced by a new one, determined by the type of filter 

and the values of the neighboring pixels contained within the kernel. Kernels of 3 by 3 pixels 

are most common but virtually any size can be used, as long as it is considerably smaller than 

the image size. 

Filters can operate in either the spatial or the frequency domain. Spatial filters are ones that 

apply a kernel on each pixel as described above, known as convolution. When filtering is 
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performed in the frequency domain, the image first has to undergo a Fourier transform, after 

which specific frequencies can be either amplified or attenuated [5]. Another type of filter is 

morphological filters that usually are applied to binary images. They use set theory to determine 

whether the value of a pixel should be kept as it is or changed to the other binary value. Various 

configurations of these basic filter types are common in many document recognition systems 

and in this section they are briefly introduced. The filters that were ultimately used in the 

automatic selection are presented in section 3.3. 

2.3.1   Spatial filters 

Averaging filter  

Two basic types of filters are low pass and high pass filters. Low pass filters are primarily used 

to smooth images, which tends to retain the low frequency information in an image while 

reducing high frequency information [5]. When using an average filter, also known as a mean 

filter, the intensity of each pixel is replaced by the average intensity of the pixels contained 

within the kernel, including itself. In the simplest types of averaging filters all pixels in the 

neighborhood are given the same weight, which is accomplished by the following kernel.  

 
Figure 2.4. Kernel of a basic spatial averaging filter. 

This filter will have the following effect on a pixel surrounded by pixels with varying 

intensities, 

 
Figure 2.5. The effect of a basic averaging filter. 

 

where the center pixel is assigned the value 123, i.e. the average of all the pixels in the 3 by 3 

neighborhood. Mean filters have the effect of eliminating pixel values that differ substantially 

from their surroundings. It acts as a low pass filter by reducing sudden large changes in pixel 

intensity. Thus, mean filters reduce noise and give images a smoother appearance, with the 

effect of smoothing getting stronger for larger kernels. However, average filtering comes with a 

few problems. In the case of a sudden peak in intensity as a result of noise, the peak is certainly 

smoothed but will at the same time affect the smaller intensity values surrounding it by 

transferring some of its noise to them. Mean filtering will also interpolate when operating on 



13 
 

pixels at the edges of images, which may give rise to unwanted effects if a sharp contrasts at an 

image’s edge is desired [5]. 

Weighted averaging filter 

Instead of calculating the average pixel intensity of the kernel, a weighted filter will give the 

pixels near the center of the kernel a higher weight than pixels far away by multiplying the 

values within the kernel with weighted factors. The entries are then divided by the sum of the 

multiplying factors so that the sum of the weights equals 1. 

 
Figure 2.6. Kernel of a weighted averaging filter. 

 

A special type of weighted average filters are Gaussian filters where the kernel has the shape of 

a Gaussian bell function in two dimensions [5]: 

  (   )  
 

    
 

 
     

    

 

(3) 

Since a digital image is represented by discrete pixels the kernel of a Gaussian filter is an 

approximation of (3). A Gaussian with standard deviation       can be approximated by the 

following 5 by 5 kernel [5]: 

 
Figure 2.7. Kernel of a spatial Gaussian filter. 

 

The effect of a Gaussian filter is similar to that of an “ordinary” weighted filter, with the degree 

of smoothing determined by the standard deviation. The benefit, however, is its frequency 

response which is smoother and thereby attenuates high frequencies better. A simple averaging 

filter will have a frequency response that oscillates at high frequencies, which is avoided by 

using a Gaussian [5]. 
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Median filters 

Like averaging filters, a median filter is primarily used for smoothing and reducing noise. It sets 

the intensity of the center pixel in the kernel to the median of all values in its neighborhood, 

which will in a better way preserve details compared to an averaging filter [5]. The median 

intensity is found by sorting all values within the kernel in numerical order and selecting the 

middle one. The effect of a median filter when applied to the same pixel neighborhood as the 

averaging filter above can be seen in figure 2.8. 

 
Figure 2.8. The effect of a median filter. 

 

Median filtering avoids the problems of average filtering by being more robust to sudden 

changes in intensity [5], since a peak won’t affect the median of the neighborhood as much as it 

will affect the mean. Furthermore, when using an average filter new intensity values are 

introduced as the mean is calculated. This will not happen with a median filter since the values 

assigned to pixels already exist in the image and thus the characteristics of the image will be 

better preserved [5], especially at the edges.  

Although median filtering is better at preserving the characteristics of an image and usually 

allow a great deal of high frequency detail to pass compared to an average filter, it will not be 

effective at removing noise when more than half of the pixels in a neighborhood window has 

been affected. Because of this, it will be less effective at removing Gaussian noise. A median 

filter is also more expensive to compute since all values in a neighborhood have to be sorted 

before the median can be determined [5]. A way to enhance the speed, which can be applied to 

most filters that use a neighborhood window, is to only update the new values that are 

introduced at the edge of the kernel as the window slides across the image, since all values in 

the center of the window will be the same for subsequent steps [5]. 

High pass 

High pass filters are applied to obtain sharper images. They will enhance edges in an image by 

increasing the contrast between adjoining areas [5]. Opposite to a low pass filter, a high pass 

filter will retain the high frequency information in an image while reducing the low frequency 

information. Spatial high pass filters have the following general structure, where the filter is 

weighted so that the center of the kernel is positive while the edges are negative. 
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Figure 2.9 Kernel of a spatial high pass filter. 

 

2.3.2   Frequency filters 

Frequency filters operate in the frequency domain where the pixel intensities of an image have 

been decomposed into its sine and cosine components. This is accomplished by Fourier 

transforming the spatial image, producing an output where each point represents a frequency 

contained in the original image. Apart from filtering, the Fourier transform is used in a wide 

array of applications, one of them being image analysis, as can be seen in section 3.4. 

 

 

Figure 2.10. An image in spatial and frequency domain. 

 

Figure 2.10 shows an image in spatial domain and its corresponding Fourier image in the 

frequency domain. Geometric structures in the spatial image can be seen in the frequency 

domain; the straight edges of the mirror and the wallpaper give rise to the distinct horizontal and 

vertical lines in the frequency domain [5]. When transforming digital images the Discrete 

Fourier Transform (DFT) is used. It does not contain all frequencies, but instead a set which is 

large enough to fully describe the spatial image [5]: 

  (   )  ∑ ∑  (   )     (
  
 

 
  
 

)

   

   

   

   

 

 

(4) 

Convolution in the spatial domain is equivalent to multiplication in the frequency domain. 

When applying a frequency filter, the Fourier transformed image is multiplied by the 

corresponding filter function [5]: 
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  (   )   (   ) (   ) 
 

(5) 

where  (   ) is the filtered image,  (   ) the original image in frequency domain and  (   ) 

the filter function [5]. The resulting image can then be re-transformed into spatial domain by 

inverse Fourier transform. The filter function is what defines a frequency filter, for which the 

most basic types are low pass, high pass and band pass. Consider the following filter function of 

an ideal low pass filter: 

  (   )  {
         √       

         √       
 

 

(6) 

It suppresses frequencies above the cut-off frequency   while leaving frequencies below 

unchanged [5]. The effect of this is similar to that of a spatial low pass filter since the high 

frequencies of a Fourier transformed image correspond to sharp changes of pixel intensity in a 

spatial image. Equivalently, a frequency high pass filter suppresses frequencies below the cut-

off to detect and sharpen edges in the image. A band pass filter suppresses both low and high 

frequencies and can be used to detect edges in noisy images; the lower cut-off removes low 

frequency information and the higher cut-off removes noise. An ideal filter function as (6) will 

introduce a ringing effect along the edges of the filtered spatial image since multiplication in the 

frequency domain corresponds to convolution in the spatial domain. As with spatial filters, 

better results can be obtained if a Gaussian shaped filter function is used [5]. It has the same 

shape in the spatial and the frequency domain and will thus not introduce any ringing effect. 

2.3.3   Morphological filters 

Morphological filtering is a technique in which the geometrical structures of an image are 

modified based on set theory [10]. It is generally applied to binary images and mainly used to 

remove noise and enhance the quality of text characters. The value of each foreground pixel in 

an image is either kept as it is or changed, and similar to ordinary spatial filters the decision is 

based on the other pixels contained within the kernel. The kernel of a morphological filter, also 

known as structuring element, can have any shape but the most common ones are: 

 
Figure 2.11. Examples of commonly used kernels in morphological filtering. 

The idea in binary morphology is to probe the image with the structuring element, which itself 

is a binary image, and modify the image by adding or removing pixels at the boundaries of 

foreground objects. How the structuring element fits or misses the objects in the image is what 

determines the effect of the filter. The two fundamental morphological operators, which all 

other operations are based upon, are erosion and dilation. 

Erosion 

The basic purpose of erosion operators is to erode foreground objects by removing pixels at 

their boundaries. In a text document the effect of this is that the stroke width of characters 
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becomes thinner, and white loops in letters such as e become larger. Let   be the input image 

which is to be eroded and   a 3 by 3 square structuring element [5].    then is the structuring 

element centered on the pixel   in image  . The erosion of   by the structuring element   is the 

set of all points   such that    is a subset of  . Mathematically this can be expressed as 

                
 

(7) 

where    is the translation   by the vector z [10]. A foreground pixel in the center of the kernel 

is kept as foreground only if all other pixels contained within the structuring element are 

foreground pixels. If at least one of the neighboring pixels is not a foreground pixel, the center 

pixel is set to background.  

Dilation  

The purpose of a dilation operator on a binary image is to enlarge foreground objects by adding 

pixels to their boundaries. In a text document this will result in thicker and larger characters, 

while white loops become smaller. One can think of dilation as the opposite of erosion. In the 

same way, let   be the input binary image and    the structuring element   centered around the 

pixel   [5]. Then the dilation of   by   is the set of all points   such that the intersection of    

with   is non-empty [10], which mathematically can be expressed as 

            
 

(8) 

A dilation filter operates on the background pixels of a binary image. For a background pixel to 

be changed and set to foreground, at least one of the other pixels contained within the 

structuring element has to be a foreground pixel. Background pixels are left unchanged only if 

none of the neighboring pixels are a foreground pixel [5]. The effect of erosion and dilation 

respectively, when applied on the same image, are demonstrated in figure 2.12.  

 
Figure 2.12. The resulting foreground object after erosion (b) and dilation (c) have been applied on the 

original text character (a). 

 

2.4   Machine Learning - SVM 

The most central part of this project is the automatic selection of image processing algorithms, 

wherein the motivation for introducing a machine learning framework lies. More specifically, a 
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Support Vector Machine (SVM) will be utilized. This section aims to explain the basic theory of 

an SVM.  

Support vector machines are typically used for data analysis and pattern recognition, with 

classification and regression problems being common areas of application. The standard SVM 

takes as input a set of data points, also known as examples, and predicts which out of two 

classes the input stems from. To be able to perform this classification the SVM first has to be 

trained. The training is carried out by manually marking a set of training examples, each with a 

number of features, as belonging to either one of the two classes. The features of the examples, 

along with their corresponding classes, are provided to the SVM which builds a model that is 

now able to assign new examples into one category or the other. During the training phase, the 

examples of the training set are projected into a feature space. Each axis of the feature space 

correspond to a specific feature of the examples, and by manually specifying which examples 

belong to which class the SVM calculates a hyper plane that separates the examples. The 

alignment of the hyper plane, known as support vector, is optimized so that the margins to the 

nearest examples on both sides are maximized. Each example is a data point (   ), where the 

vector   holds the features and    is either 1 or -1, specifying which class the data point belongs 

to. 

 
Figure 2.13. Two classes of examples that are separated by a hard support vector. 

 

Mathematically a hyper plane can be expressed as the set of points x satisfying 

         
 

(9) 

where   denotes the dot product,   denotes the normal vector to the hyper plane. The offset of 

the hyper plane from the origin can then be determined by 
 

‖ ‖
 [11]. The distance between the 

parallel hyper planes separating the examples should be as large as possible in order to 

maximize the margin. These two hyper planes can be expressed as 

         
 

(10) 

          
 

(11) 
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By using geometry the distance between them is found to be 
 

‖ ‖
 [11]. Hence, the maximum 

margin is obtained by minimizing ‖ ‖. To accomplish this while not allowing any of the 

examples to fall into the margin the following constraints are added, for each   [11]: 

                                            

 
(12) 

                                               
 

(13) 

The problem can be rewritten as the following quadratic optimization problem [11]: 
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(14) 

                      s.t.     (      )     for all  . 
 

(15) 

This model will work if the examples are linearly separated. However, if outliers are present, or 

examples are mislabeled, it may not be possible to find a hyper plane that splits the examples 

linearly. A method to overcome this was presented by Cortes and Vapnik in 1995 [12]. They 

suggest a modified idea that allows for mislabeled examples by employing a soft margin. 

 
Figure 2.14. A soft support vector separating two classes where outliers are present. 

 

In their method, slack variables    are introduced that measure the degree of misclassification. 

The objective function (14) is increased by a penalty function that penalize non-zero   , and the 

optimization problem becomes a trade-off between a small penalty and a large margin [12]: 
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2.4.1   Multiclass SVM 

A binary SVM as explained above is used to assign examples into one out of only two classes. 

In this paper however, since a choice between multiple image processing methods is required, a 

selection among several classes has to be performed. Thus a multiclass model which assigns 

new examples into one out of a handful of classes is used. The most common types of 

multiclass SVMs are based on the standard binary SVM just described. The approach is to 

reduce the multiclass problem into several binary problems [13], which can be done in two 

ways; by either using a one-vs-all or a one-vs-one method. 

One-vs-all SVMs classify new examples by a winner-takes-all strategy [13]. A separate 

classifier is trained for each class to distinguish it from all the other classes. If   classes are 

used,   classifications thus have to be performed. The definitive class is chosen to be the one 

that classifies the example with the largest margin. When using a one-vs-one SVM, new 

examples are classified by performing pair-wise classification between all classes. Thus, if there 

are   classes,   
   

 
  classifications have to be performed [13]. A class receives a “vote” every 

time a new example acquires its label and in the end, the class with the most votes wins and 

determines the ultimate classification.  
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Chapter 3  

Method 

The aim of this thesis is to determine if a document recognition system that, when provided with 

a test set of invoice document images, applies the most suitable thresholding algorithms and 

filters will yield a higher recognition rate than a system where processing methods are manually 

chosen. The automatic selections are made from a bank of implemented methods, with the 

purpose of producing binary images with clearly recognizable text characters well suited for 

OCR. However, invoices can differ in an endless variety of ways and one cannot know in 

advance what document images will look like. Furthermore, different methods will perform 

better on certain kinds of images and poorer on others. Some thresholding algorithms may 

successfully detect and remove salt and pepper noise while falsely classifying big areas of 

background texture as foreground pixels. Others might perform well on images where additive 

Gaussian noise is present but produce broken characters if the stroke thickness of text characters 

is too thin. The same goes for post-binarization filters where e.g. a closing morphological 

operator is suitable if the document is subject to a lot of broken characters while an opening 

filter should be applied if the gaps in characters like e and c have disappeared or been closed 

during the thresholding. Thus, the task is to develop a system capable of handling a large variety 

of document images that, no matter what features or noise are present, automatically selects 

methods that ensure a satisfying result. 

A recognition system can be considered a pipeline where images are forwarded through a 

sequence of methods. If optimal processing methods are to be selected, each SVM should be 

preceded by a segment of image analysis in order to differentiate between images. Since a 

thresholding algorithm and a filter are supposed to be chosen, and since grayscale and binary 

images differ in pixel format and general appearance, the analysis of the two types of images 

will have to differ. A sketch of the recognition system to be implemented is pictured in Figure 

3.1. It can roughly be divided into the following four parts; (1) analysis of grayscale image and 

selection of thresholding algorithm, (2) thresholding of grayscale image, (3) analysis of binary 

image and selection of filter, and (4) filtering of binary image. 
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Figure 3.1. The automatic selection system pictured as a process. 

 

Phase (2) and (4) represents the bank of implemented thresholding algorithms and filters 

respectively. Thresholding of both hand- and machine written documents have been an area of 

extensive research over the last couple of decades and as a result there exist a vast number of 

articles covering various algorithms. In order to incorporate newly developed algorithms into 

this thesis, time was spent examining recent research in the area of thresholding. As of now, 

ReadSoft utilizes a handful of thresholding methods and some of these, together with some of 

the newer ones, constitute the bank of algorithms from which the first automatic selection will 

be made. The rest of this section is structured as follows. Section 3.1 presents the image datasets 

used in the project. In section 3.2 all implemented thresholding algorithms are presented and 

explained. Section 3.3 presents the implemented filters while the process of analyzing grayscale 

and binary images can be found in section 3.4. 

3.1   Image Database 

The document images used in this paper should reflect the kind of invoice documents that are 

traditionally encountered by ReadSoft’s recognition software. Furthermore, two separate 

datasets of images have to be utilized in order to distinguish between the training and the testing 

of the two support vector machines. The initial training dataset for the first SVM consisted of 13 

invoice images that were provided by Readsoft, and that all possessed some of the typical 

hurdles a recognition system usually have to face, such as poorly printed ink, broken characters 

or large areas of background shading. However, none of these images displayed any noticeable 

amounts of neither salt and pepper nor Gaussian noise. Since the recognition system should be 

able to handle all kinds of image degradations, and since a larger set than 13 examples ideally 

should be used when training an SVM, noise was artificially introduced. To that end, all 13 

images of the initial training set were tainted with various predefined amounts of salt & pepper 

(SP) and Gaussian additive (A) noise respectively. Five levels of noise intensity for SP and A 

were introduced for each image; 10, 20, 40, 80 and 160, where a higher number correspond to a 

larger amount of noise. Together with the 13 original noise-free images, they make up the 

training set for the first SVM which thus contains 143 images. Figure 3.2 displays samples of 

some of the images. For the purpose of training the first SVM, each of the images in the set are 

thresholded by all the implemented algorithms, after which the resulting binary images are 

utilized as the training set for the second SVM, which thus contains 858 binary images. The test 

sets are used to evaluate the performance of the system and thus contain images which are not 

used during the training. These image sets are presented in section 4. 
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Figure 3.2. Samples from some of the images in the first training set. The images to the far left are the 

original noise-free images, the ones in the middle have been tainted with SP20 and the ones to the right 

with A80. 

3.2   Implemented thresholding methods 

An optimal threshold value is one that retains the valuable information of a grayscale image in 

the best way. But the meaning of valuable information will differ from image to image and thus 

the optimal threshold value will depend on the user and the application. For optical character 

recognition in text documents, an optimal threshold is one that in the best way retain the 

structure of text characters. A lot of the current research is done on the thresholding of badly 

degraded handwritten documents, often dating back hundreds of years. Although that is 
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different from the documents encountered in this paper, some of those techniques might work 

equally well on machine written documents. 

The search for new algorithms was carried out by studying dozens of articles presented at the 

2011 International Conference on Document Analysis and Recognition (ICDAR). Together, the 

articles covered most of the different types of thresholding methods presented in section 2.2, 

and eventually a few were selected that both seemed suitable for invoices and possible to 

implement within reasonable time. Below, all implemented algorithms, including the ones 

already implemented by ReadSoft, are presented and described in more detail. To demonstrate 

the differences between them, the effect of each method, when applied to one of the document 

images of the first training set, is shown in Figure 3.3. 

3.2.1   Combination of Binarization Methods 

In this method [14], developed by Su, Lu and Tan, the resulting binary images of two or more 

thresholding methods are combined in order to take advantage of their strengths and make up 

for their corresponding weaknesses, in the hopes of producing a better resulting image. Instead 

of designing a new thresholding technique, a learning framework that combines different 

existing methods is introduced. That was also the reason for incorporating it among the 

implemented methods; the possibility of combining virtually any existing methods. In the first 

step of the algorithm, the contrast and intensity for every pixel of the input image are extracted. 

The intensity doesn’t require any calculations since it is already contained in the grayscale 

image, while the contrast is calculated using a 9 by 9 pixel neighborhood and is defined as 
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where     (   ) is the maximum pixel intensity of the neighborhood and  (   ) the intensity 

of the center pixel. The idea is to initially label pixels as foreground, background or uncertain, 

which is done by combining the resulting binary images of two already implemented 

thresholding methods. Using the following rule, the binary pixel values produced by the existing 

methods determine the labeling: 
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where  ( )  denotes one pixel in the resulting combined image and   ( )  denotes the 

binarization result for that pixel produced by method  , which will be either 0 (foreground) or 1 

(background). A certain pixel will be labeled as foreground if all existing methods classify it as 

foreground. The same applies to pixels being classified as background by all methods. 

However, pixels that receive different labeling by the methods, i.e. classified as foreground by 

one and background by another, are labeled as uncertain. 
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The uncertain pixels are then iteratively relabeled as either fore- or background by comparing 

the extracted contrast and intensity features of the pixels in their neighborhood. The governing 

rules for classifying uncertain pixels are 
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where    ( ) and  ( ) denote the contrast and intensity of the uncertain pixel  ( ).      and 

   refer to the mean contrast and intensity of foreground pixels in the neighborhood, while      

and    denote the corresponding features of background pixels. Only uncertain pixels with at 

least one neighboring foreground or background pixel are updated in each iteration. After each 

relabeling-cycle the updated image is compared to the previous one pixel by pixel. If the two 

images are not equal the procedure is repeated until all uncertain pixels are relabeled as either 

foreground or background, after which the method is done. This method was implemented 

because of its ability to use already implemented algorithms, thus being very flexible since 

virtually any set of algorithms can be combined. In this implementation however, just two 

algorithms where utilized; Otsu’s method [8] and Simple Image Statistics (SIS), which is a local 

method that calculates a separate threshold for each pixel, using statistics of the pixel 

neighborhood. 

3.2.2    Ternary Entropy-Based Binarization of Degraded 

Document Images Using Morphological Operators 

In [15], a ternary entropy-based approach is used to binarize the input image. This method was 

chosen because entropy-based methods have proven to be successful on many types of images, 

and because ReadSoft at the moment does not utilize any algorithm of this kind. As mentioned 

in the theory section, entropy is a measure of uncertainty associated with a random variable. The 

authors propose an improved Shannon entropy-based ternarization binarization. The method 

starts off by adjusting the intensities of the input grayscale image by mapping all intensities to a 

range from 0 to 255. This is done to ensure that the contrast image that is created further on 

contains all pixels that lie within the text are. Next, a background image is obtained by applying 

a closing morphological filter to the adjusted image. The original image is then subtracted from 

the background image to generate a contrast image on which the entropy-based ternarization is 

performed. 

The threshold calculation is divided into two phases. During the first phase the pixels of the 

input image is classified into three regions; text, near-text and non-text regions. This is done by 

generating two thresholds values using the proposed ternary entropy algorithm below. The near-

text pixels are relabeled in the second phase by exploiting the mean and standard deviation of its 

neighboring pixels in both the original and the contrast image. The Shannon entropy-based 

algorithm takes as input a grayscale image and outputs two thresholds    and   : 
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It searches for the combination of the two thresholds    and    that maximize the function 

 ( ). When the two optimal thresholds have been found, pixels are labeled into three regions as 

described above. In phase two, the pixels in the near-text areas are relabeled. A neighborhood 

window with the side length      is employed and the mean and standard deviation for the 

contained pixels are calculated as 
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Where     is the number of uncertain pixels currently within the window. The relabeling is 

then governed by the following conditions: 
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Finally, a median filter is applied to eliminate noise, fill gaps and preserve stroke connectivity.  

  



27 
 

3.2.3   Shannon Entropy 

This method [15] is a simplified version of the algorithm above. The reason for incorporating it 

is its ability to better handle noise-free images then the modified version, while still utilizing 

Shannon entropy. Instead of determining two thresholds and then relabeling uncertain pixels, 

only one threshold is calculated: 
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As can be seen the algorithm is essentially identical, only simpler than the modified one. It will 

handle noise-free images better but will be less effective at handling noise. 

3.2.4   Otsu’s method 

This famous method [8], presented by Nobuyuki Otsu in 1979, is one of the most referenced 

due to its success and relative simplicity. That is also the reason for including it in this thesis. It 

is a cluster-based method, meaning that it assumes the grayscale histogram of the image to be 

bi-modal with pixels belonging to one of two clusters, corresponding to fore- and background 

respectively. The optimal threshold is defined as the one that minimizes the overlap of the 

clusters, by making them as tight as possible. This is equal to minimizing the combined spread 

of the pixels on each side of the threshold value. The minimum spread is found by iterating 

through all possible threshold values and calculating the within-class variance for each 

threshold, which is the weighted sum of the variances of each cluster: 
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 ( )                                               

and         is the range of intensity levels [6]. 

In his paper, Otsu shows that minimizing the within-class variance is the same as maximizing 

the between-class variance, which is obtained by subtracting the within-class variance from the 

total variance [6]: 
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where    and    are the mean of the corresponding classes.  

The algorithm for finding the optimal threshold now looks like 

1. Compute histogram 

2. Set up initial  ( ) and  ( ) 

3. For each threshold            

3.1 Update  (  ) and  (  ) 

3.2 Compute         
 (  ) 

       4.     Select T that corresponds to maximum         
   

This will in many cases yield a good result but the algorithm is not very computationally 

effective since it exhaustively searches for the optimal threshold among all possible ones, and 

has to recalculate all formulas in each iteration. However, a speed up can be achieved by a little 

refinement. The components in the formula for calculating the between-class variance can be 

successively updated for each new threshold by using the following recurrence relations, where 

   is the number of pixels moving from one cluster to the other [6]: 
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3.2.5   Niblack’s method  

The well-known Niblack’s method [16] is a thresholding method that utilizes the local mean 

and standard deviation of small regions in the image to adapt the threshold. A neighborhood 

window defines the local region and is slid across the image in order to calculate a local 

threshold for every pixel. The local threshold for the pixel (   ) is defined as 

  (   )   (   )     (   ) (32) 
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where  (   )  and  (   )  are the mean and standard deviation in the neighborhood 

surrounding (   )  The result is dependent on the value of  , which is a weight used to adjust 

the effect of the standard deviation on the boundaries of objects, as well as the window size. The 

size of the window should be large enough to remove noise but at the same time small enough 

to preserve local features. Since Niblack’s method uses local region analysis it does not provide 

any information about the global attributes of the image [16]. Another disadvantage of the 

method is the need to adjust the parameter k, which can be done at runtime for images with a lot 

of variations of gray values. For text documents however, a fixed k is often used. 

3.2.6   Automatic Thresholding of Gray-level Using Multi-stage 

Approach 

This algorithm [17], developed by Wu and Amin, uses two stages to binarize images. The first 

stage utilizes a global thresholding method to obtain a preliminary result. In the second stage, 

the threshold values of the regions formed by the first stage are refined using local spatial 

characteristics. The method was chosen since global and local characteristics are combined in an 

interesting way, but was ultimately not implemented due to time limitations. However, it is still 

included in the paper since it presents such an original approach. 

Any global thresholding algorithm could be used in the first stage; the authors choose Otsu’s 

method. A search for connected components is then performed to identify the objects of interest 

upon which the threshold refinement in the second stage is done; hence the pixels classified as 

background in the first stage will remain as background in the final image.  

In the second stage, the objects of interest are mapped with their gray-scale values from the 

original image, creating a partially thresholded image since the pixel values of the objects which 

was identified in the first stage are unchanged from the original image, while all others are set to 

background. The objects are extracted to form sub-images, but not all objects need to undergo 

second stage thresholding. An object’s histogram determines if the sub-image needs further 

binarization or not. The global thresholding value    from the first stage is found based on the 

histogram of the original image and assumes that the histogram has two peaks and that the 

intensities follows a Gaussian distribution. Ideally, and according to Otsu’s method, the sub-

images produced by the first stage should therefore only have one peak, since it only contains 

pixels below   . In reality however, few images strictly follow a Gaussian distribution and if 

not, the sub-images might have a grayscale distribution that does not follow the same 

distribution as the original image. More specifically, if a sub-image’s histogram has more than 

one peak;    is too high for this sub-image.  

To find the sub-images that need to undergo second stage thresholding, a search for maxima is 

done. Those with only one peak are thresholded with    while a new lower threshold     is 

calculated for sub-images with more than one peak, since those images contain extraneous 

pixels with higher intensity than the actual foreground object. This second thresholding is done 

by finding the first minimum of the sub-image histogram and setting all pixels above the 

corresponding value to background, and all below to foreground. When all objects of interest 

have been processed they are placed back into the original image forming the final output binary 

image.  
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Figure 3.3. The  results that are obtained when one of the original images (noise-free) and one of its noisy 

counterparts (SP20), of the first training set are thresholded by the following implemented algorithms: (a) 

Combination of binarization methods (noise-free), (b) Combination of binarization methods (SP20), (c) 

Ternary Shannon Entropy (noise-free), (d) Ternary Shannon Entropy (SP20), (e) Niblack (noise-free), (f) 

Niblack (SP20), (g) Otsu (noise-free), (h) Otsu (SP20), (i) Shannon Entropy (noise-free), (j) Shannon 

Entropy (SP20) 
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3.3   Implemented filters 

There exist a virtually unlimited number of available filters that can be applied to binary images. 

Initially starting at 25 filters (26 with the option of not applying any filter), a selection 

procedure were undertaken in order to reduce the number. It was decided that out of these 25, 

about a dozen filters should be chosen and implemented. The reason for not using all 25 filters 

is that a lot of them probably are redundant and it would thus be sufficient to use fewer in order 

to cover the most common image degradations. Furthermore, using as many as 25 filters when 

working with an SVM algorithm is all too time-consuming.  

To determine which of the filters to keep and incorporate into the system, their respective 

performances were measured on images from the first training set that had all been thresholded 

by Otsu’s algorithm. The 143 images of the first training set can be categorized based on the 

type and level of their respective introduced noise, e.g. SP10 or A40, and for each of these 

image categories the filter yielding the highest recognition rate made the cut and was added to 

the bank of implemented filters. Out of the initial 25, eight filters produced the highest 

recognition rate for at least one category. Furthermore, in [18] the authors perform a similar 

selection procedure, and in addition to the eight already chosen ones two additional filters from 

this article were incorporated. Thus the following filters were ultimately implemented: 

Despeckle4 – The main purpose of this filter is to remove salt and pepper noise. A black pixel is 

considered pepper noise and thus removed if all other pixels contained within the kernel are 

white. The number 4 in the name indicates that the kernel is a cross, i.e. the pixels directly 

above, below and to the right and left are considered neighbors. To remove salt noise, i.e. white 

speckles on black background, the image is inverted before the filter is applied. 

Despeckle8 – This filter works in the exact same way as Despeckle4 with the only difference 

being that the kernel is a square and thus also includes the neighboring pixels on the diagonals. 

This will make the filter more conservative at removing pixels compared to Despeckle4. 

Erode4 – As described in section 2.3, the effect an erosion morphological filter will have on a 

text document is thinner characters as the filter removes pixels at the boundaries of foreground 

objects. This filter uses a cross structuring element. 

Dilate4 – The opposite of Erode4, a cross structuring element is used to add pixels to the 

boundaries of foreground objects. 

Closing Vertical – A closing morphological filter is a dilation and an erosion operator applied 

after one another, in that specific order. While the stroke thickness of characters are left more or 

less unchanged, broken characters will become connected. Vertical indicates that a vertical 

kernel is used, including only the pixels directly above and below.  

Opening Horizontal – This filter has the opposite effect of the closing filter above. It 

uncouples characters that have become connected during the thresholding, and white loops in 

characters will get larger. As the name suggests, it utilizes a horizontal kernel containing the 

pixels directly to the left and right.  

Rank69 – In this filter, all nine values in the 3 by 3 kernel are sorted in ascending order and the 

sixth value is assigned to the center pixel. The effect of this filter is quite similar to that of a 

median filter, which essentially could be named rank59. 
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Rank79 – Works in the same way as rank69 but assigns the seventh largest value to the center 

pixel. 

SmoothCleanAndPreserve – This filter smoothes characters and lines while removing 

background noise. Any black pixel that cannot be considered part of at least a 2x2 block is set to 

white. However, it will preserve longer horizontal and vertical lines that are only one pixel 

wide. 

Median8 – A low pass filter, as described in section 2.3. 

3.4   Image Analysis 

Image analysis and machine learning are tightly intervened. SVMs build their algorithms by 

using characteristics of images in a training set, and thus the purpose of the image analysis 

segments are to extract image features upon which the SVMs are trained. As evident in figure 

3.1, image analysis is performed at two stages of the process; on original grayscale images and 

on thresholded binary images, with the aim of associating specific image features with specific 

processing methods. It is important to distinguish between the training and the testing of the 

SVMs. However, for the classifications to work properly when employing the trained SVMs, 

the analysis of the images in the testing set has to be done in the exact same way as during the 

training phase.  

The benefits of using a machine learning framework are many. For one, it is hard to manually 

define the rules upon which the best methods should be selected. Two essentially identical text 

documents, which might differ only in stroke thickness or areas of background shading, may 

yield two totally different binary images when thresholded by the same algorithm. By utilizing a 

machine learning algorithm the governing conditions are all handled by the SVM, without any 

need to manually specify the rules that control the automatic method selections. 

3.4.1   Analysis of grayscale images 

The analysis of grayscale images are carried out in the frequency domain. The input image is 

first Fourier transformed after which a curve along the x-axis of its corresponding Fourier image 

is extracted. This could also have been done along the y-axis or along one of the diagonals of 

the Fourier image but the x-axis is best suited for this purpose since it varies the most from 

image to image, which is desirable. 

 
Figure 3.4. Example of a Fourier transformed image and its corresponding x-axis curve upon which the 

grayscale analysis is performed. 
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In figure 3.4, the red area marks the section of the x-axis from which a curve is extracted. Only 

half of the x-axis is used since it is basically symmetric around the origin. From this point on, 

only the shape of this extracted curve is considered in the analysis, the actual significance of the 

magnitude of frequency components and their connection to the features of the spatial image is 

disregarded. The analysis is based on the idea that the features of a spatial image are somewhat 

contained within the shape of this curve, and that images can be classified upon the shape alone. 

A moving average of the curve is calculated to make the analysis easier, after which the 

following features are extracted using Matlab: 

Exponential curve fit – The plot in Figure 3.4 appears to follow an exponential curve. In fact, 

most images will yield similar curves. Therefore, the function  

  ( )        
 

 
   (33) 

is fitted against the curve, and the obtained parameters   ,    and    constitute the extracted 

features. The curve fit is performed in Matlab using the function fminsearch which finds 

the minimum residual between the curve and equation (33) by utilizing unconstrained nonlinear 

optimization [18]. 

Local minima and maxima – A search for local minima and maxima is carried out. The x- and 

y-values of the first local maximum and minimum are used as features. 

Integration – Integration is performed over 50 intervals along the x-axis. The SVM training 

appears to become more accurate as more features are being used, hence the large number of 

intervals. 

3.4.2   Analysis of binary images 

The analysis of binary images differs from the analysis of grayscale images since only two pixel 

values are present. Fourier analysis is not appropriate to employ, instead a number of quality 

measures are extracted following a procedure presented in [19], where the authors propose a 

method that automatically selects the best filter to be applied on binary images based on the 

following six quality measures: 

Font size – The height of the characters in the document, measured in pixels, is estimated. It is 

calculated by identifying all connected components in the image and measuring their heights. A 

histogram over the heights is then calculated and the median is employed as the font size. This 

is an important feature since a lot of the subsequent quality measures depend on the font size. 

Stroke thickness – The stroke thickness of the document is defined as the most frequent 

thickness measured horizontally. It is estimated by scanning the image row by row and counting 

the number of subsequent horizontally connected pixels every time a black pixel is encountered. 

A histogram is computed and its peak, corresponding to the most frequent number of 

horizontally connected black pixels, is chosen as the stroke thickness.  

Touching character factor – Poor thresholding of noisy documents can give rise to characters 

that are joined together and this factor estimates the number of such touching characters. The 

estimation is accomplished by comparing the height and width of all connected components. A 

single stand-alone character is roughly square while a connected component, containing two or 

more characters, are a lot wider. Thus, by measuring the height-to-width ratio and counting the 
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number of components for which the ratio is less than 0.75, the number of touching characters is 

estimated. The factor is obtained by dividing by the total number of connected components.  

Small speckle factor – A connected component is considered a small speckle if the number of 

pixels contained by the component is less than or equal to     (         ). Again, the factor 

is obtained by dividing by the total number of connected components. 

Broken character factor – This factor measures the number of connected components that are 

fractions of broken characters and is estimated by plotting the width and height of all connected 

components in a 3D-histogram. The components that correspond to fragments of broken 

characters are found near the origin, having height and width smaller than 75% of the average 

height and width respectively [19].  

White speckle factor – The white loops in characters like e might disappear in images that 

have thick strokes or are subject to a lot of noise. This factor is calculated in the same way as 

the small speckle factor, but measures white speckles instead of black, which is accomplished 

by inverting the image prior to identifying the connected components. In this case, a component 

is considered small if it is smaller or equal to 3x3 pixels. The factor is obtained by dividing the 

number of small white speckles by the total number of white speckles. 
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Chapter 4  

Experimental Setup 

The degree of success of an algorithm or filter is measured by the recognition rate of the OCR 

on the processed image. Recognition rates are thus employed as a key, to indicate what method 

should preferably be applied on a specific image when the two SVMs of the recognition system 

are being trained. Conceptually there are no differences between the two SVMs, except that one 

is utilized to select an optimal thresholding algorithm and the other to select an optimal post-

thresholding filter. In both cases a training set of images is used during the training phase while 

two test sets are used to evaluate the performance of the whole system. The training of the 

SVMs are performed in Matlab® utilizing the free machine learning library Spider [24], which 

is a widely used library for machine learning applications that employs the two multiclass SVM 

functions one-vs-all and one-vs-one. 

4.1   Training the SVMs 

The process of training the first SVM is illustrated on the left side of figure 4.1. All 143 images 

of the first training set (see section 3.1) are thresholded by each of the implemented algorithms, 

thereby producing 715 binary images. The binary images are submitted to OCR after which the 

corresponding recognition rates are recorded in a text file and the preferred algorithm for each 

image can be established. The features of the original 143 images are then extracted following 

the procedure described in section 4.3, and recorded in a separate text file. A trained algorithm 

is obtained by providing the SVM with the two text files, where the recognition rates will be 

matched with the features of the corresponding images.  

The second SVM is trained in the same way as the first with the only difference being that 

features are extracted from the binary images of the second training set (see section 3.1 and 3.4), 

and OCR are performed after the images have been filtered by each of the implemented filters. 
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Figure 4.1. The first SVM training process. The left side of the dotted line pictures the training phase and 

the right side the evaluation. 

4.2   Test Sets 

The test sets that are used to evaluate the performance of the recognition system contain invoice 

documents that are previously unknown to the system. Two different test sets are utilized in 

order to measure different characteristics of the system. The first set consists of a number of 

relatively noise-free images, and will thus simulate a situation where the user has access to 

images of good quality. Since they lack any noticeable amount of noise, the images in this set 

will primarily test the system’s ability to differentiate between image features like background 

shading or varying stroke thickness. Even though these images are lacking noise, some of them 

present extremely difficult cases of text-on-background-color and poorly printed ink, as can be 

seen in Figure 4.2. 

The second test set consists of one of the images from the initial training set together with its 

corresponding tainted versions, i.e. SP10, SP20, SP40 etc., (see section 3.1). It thus contains 11 

images with varying amounts of salt & pepper and Gaussian additive noise, and will primarily 

test the system’s ability to handle badly degraded images. Note that the images in this set were 

completely removed from the testing set before the SVMs were trained. Meaning they were not 

part of the SVM training and can therefore be used to evaluate the system’s performance.  

Images of the test sets are classified by the trained SVM algorithms based on their respective 

features and then processed by the corresponding methods. Note that when an image from the 

test set is processed there is no connection between the choice of optimal thresholding algorithm 

and optimal filter, since the two selections are made separately and also not based on the same 

image features. Thus every combination of algorithm and filter is theoretically possible when a 

new image is submitted to the system.  
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Figure 4.2. Samples from two of the more difficult invoices in the first test set. Note that although the 

images are very hard to threshold correctly they are not tainted with any noticeable amounts of neither 

salt & pepper nor Gaussian noise. 

4.3   Evaluation 

The benefits of using an automatic selection are obvious, granted that it yields a higher 

recognition rate than what can be achieved by a manual choice. If no automatic selection were 

available, a logical reasoning when manually selecting processing methods would be to always 

pick the one algorithm and filter that are known to perform best overall. Therefore, when 

evaluating the performance of the automatic selection system, the obtained recognition rates 

should be measures against the ones obtained by applying the one implemented algorithm and 

filter that performed best during the training phase. In this way, the true gain of using an 

automatic selection system will be evident.  

Since the images in the two test sets demonstrate different types of degradations, the automatic 

system will be measured against two manually chosen thresholding algorithms instead of just 

one. Of all the implemented algorithms, the one presented in section 3.2.4 [15], exploiting 

Shannon entropy, yields the highest recognition rate per image when applied on the training set. 

However, it doesn’t appear to perform well on noise-free images and for that reason the 

algorithm presented in section 3.2.1, that combines the resulting binary images of two 

previously implemented methods [14] is also included. Since this method essentially is two 

methods packed into one, it is good at adapting and therefore handles noisy as well as noise-free 

images well. Out of all the implemented filters, SmoothCleanAndPreserve most often yielded 

the best result and thus constitute the manually selected filter that will follow each of the 

thresholding algorithms just mentioned. 
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In information retrieval the terms precision and recall are frequently used to measure the 

performance of a system, they are defined as follows. Precision refers to the fraction of the 

retrieved characters that are relevant to the search. 

           
                                            

                      
 (34) 

Recall refers to the fraction of the relevant characters that are successfully retrieved. 

 
       

                                            

                     
 

 

(35) 

The recognition rates in this paper are expressed as recall. 
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Chapter 5  

Results 

5.1   Results 

In this chapter the results of the thesis are presented, followed by a discussion and suggestions 

for future research. The images of the two test sets were run through the automatic selection 

system and the manually chosen methods respectively, before being submitted to OCR. The 

graphs below display the recognition rates obtained. Rates are shown for each of the images 

individually as well as overall. 

The results for the first test set are seen in Figure 5.1. The automatic selection yields the highest 

rate for two of the images, a high but not the best rate for seven images, and a relatively low rate 

for one image. Worth noting is that, apart from image 5, the automatic selection consistently 

produces relatively high rates, clearly in par with the manual choice. For a few of the images, 

one of the manually chosen methods happens to be the optimal method. In those cases the 

automatic selection obviously cannot outperform it, only equal the rate. The low rate for image 

5 is the result of a poor thresholding algorithm being chosen. Inspection of the thresholded 

image reveals that it is too light, i.e. the threshold has been set to low and as a result some of the 

characters have partly or completely been removed. 
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Figure 5.1. Recognition rates for the first test set: 

Figure 5.2 below displays the results for the second test set. The names on the x-axis correspond 

to the type and degree of noise the images have been tainted with. The benefits of using an 

automatic selection can be seen more clearly for this set. Although not producing the highest 

rate for more than two images, its performance never falls below in relation to the others. It also 

yields the highest overall rate. In this figure, recognition rates from one of the algorithms that 

happened to perform poorer are also shown (Niblack’s method, purple). This is done in order to 

see the difference between using an automatic selection and a poor manual selection.  

Figure 5.2. Recognition rates for the second test set. 
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One might ask; when the automatic system fails to produce the highest possible rate, what is the 

cause? Which of the two automatic selections is not functioning properly? Well, consider the 

first test set. Investigation of the automatic filter selections made by the system reveals that the 

option of not using any post-thresholding filter at all was made for every image in the set. To 

determine if this was a correct or incorrect choice, the thresholded images of the set was filtered 

by all the implemented filters and then submitted to OCR. The resulting rates can be seen in 

Figure 5.3; bold numbers indicate that the filter was chosen by the system, i.e. NoFilter for 

every image. 

Figure 5.3. Recognition rates for the first test set after the images had been filtered by all the 

implemented filters. Bold numbers indicate that the filter was chosen by the automatic selection system. 

First of all; an interesting thing to note is that the filter selection, even though not always 

selecting the optimal filter, is at least not responsible for the very low rate for image 5. As can 

be seen in Figure 5.3 the poorest filters are always avoided. Whether this is an effect of the 

automatic filter selection working reasonably well, or a failure in the training of the second 

SVM resulting in a selection of NoFilter for every image, is hard to say. However, in the cases 

where the manual method choice performs slightly better than the automatic, NoFilter 

underperforms compared to SmootCleanAndPreserve. While for the images where the 

automatic selection performs slightly better than the manual, NoFilter is the preferred choice of 

the two. For both of these cases the right thresholding algorithm seems to have been chosen, and 

NoFilter happens to be a good choice for some of the images while a poorer choice for others. 

Thus, apart from image 5, the selection of thresholding algorithm is working properly while one 

can suspect that the training of the second SVM, and thus also the automatic filter selection, has 

somewhat failed. 
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86 65 87 92 39 97 87 30 94 71 
 

73 
Despeckle8 

 
87 64 88 92 41 97 87 31 94 69 
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Dilate4 
  

89 63 86 80 45 88 74 23 88 67 
 

68 
DilateVLine,ErodeVLine 85 64 87 89 37 95 85 25 89 72 
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Erode4 
  

85 3 10 97 7 97 86 13 64 67 
 

52 
ErodeHLine,DilateHLine 88 7 39 92 8 96 86 19 90 69 
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87 54 85 93 26 94 85 28 90 79 
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NoFilter 

  
87 64 88 92 41 97 87 31 94 67 
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Rank69 
  

89 44 82 92 14 96 84 28 91 79 
 

69 
Rank79 

  
86 6 26 92 6 92 85 17 78 69 
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SmoothCleanAndPreserve 88 59 87 93 27 96 87 31 92 78 
 

73 
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5.2   Discussion 

Ideally, the automatic selection should always choose the thresholding algorithm and filter that 

yield the highest possible recognition rate. As can be seen in the previous section this is not 

always the case. The results indicate that the selection of post-binarization filter is not working 

properly and as a result optimal recognition rates are hard to obtain, since there are likely to 

exist a filter that outperforms the option of not applying any filter at all. The reason for this 

could either be that an SVM is not suited for differentiating between binary images, or more 

likely something has gone wrong during the training of the SVM, e.g. wrong features being 

extracted or image sets not containing enough images.  

However, recognition rates should not be the only parameter that is considered when evaluating 

the system. Recall that once a functioning automatic system has been implemented, no manual 

interaction is needed. The benefits of using an automatic system are thus more than just a high 

recognition rate; reduced time for monitoring and deciding on methods, minimization of human 

errors, consistency etc. One could thus argue that a slightly lower recognition rate for some 

images is acceptable as long as all the other benefits are present. Arguably, the biggest benefit 

of using an automatic system is the assurance that for an arbitrary set of images, the worst 

processing methods will most likely be avoided and a reasonably high recognition rate can be 

more or less guaranteed. 

Moreover, the documented benefit from using an automatic selection obviously depends on 

which methods it is measured against. By inspection, if was quite clear that CombOtsuSis and 

ShannonEntropy were the two superior thresholding algorithms out of the implemented. If it 

would not have been as obvious which methods to choose, and if a poorer manual choice had 

been made, the apparent gain from using an automatic selection would have been considerably 

larger. This is evident from Figure 5.2 where Niblack’s method was included. The automatic 

selection avoided Niblack and other methods that were not suited for the images of the test sets. 

Thus an automatic selection seems to serve as “insurance”; using it will hedge the user from low 

recognition rates, without any manual interaction.  

5.2.1   Suggestions for future research 

If future research is carried out, a few details should be considered in order to hopefully achieve 

better results. The core of a system like this is arguably the machine learning. I personally lack 

the necessary experience needed to implement a more sophisticated machine learning algorithm, 

but instead had to rely upon free software. A basic multiclass SVM might not be the best option, 

or if it is indeed used, the kernel and distance functions of the SVMs might need to be evaluated 

more carefully and configured to better suit the means. No matter what type of machine learning 

algorithm is being utilized, significant time should be invested in this specific area of the 

system. If the machine learning fails, which I suspect has happened for the second SVM of this 

paper, it doesn’t matter how well the rest of the system is designed. Thus, considerable testing 

should be put into verifying that the machine learning segment of the system is functioning 

properly. 

Connected to machine learning are the features extracted from the images in the analysis 

segments. I chose to base the analysis of grayscale images on their Fourier curves, as described 

in section 3.4.1. This seems to have worked quite well, but could probably be improved by 
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using more advanced techniques of curve analysis. Since the second SVM seems to have failed, 

the binary feature extraction which was fully based on [19] could be reconsidered. The time 

frame of this thesis did not allow me to evaluate other kinds of features and how they would 

affect the end result. It is thus also possible that completely different kinds of extracted features 

will work better than the ones used here. Also worth mentioning is that a future system might 

benefit from including more segments of analysis and filtering, e.g. a noise reduction filter prior 

to thesholding in order to better handle images with extreme cases of degradations. 

Another important aspect of a project like this are the image sets used for training and testing. 

The sets utilized in this paper did cover a handful of degradations, but does not seem to have 

presented enough variety to simulate a realistic scenario. More specifically, I believe that two 

characteristics of the image sets can be improved: 

 Larger and more diversified image sets. The sets in this paper were too small and thus 

to uniform in the sense that they did not present enough variety in image features and 

noise. The gain of using an automated system is its ability to handle a wide range of 

different images types and degradations. A uniform test set will work against an 

automatic selection; if one of the implemented methods happens to perform 

exceptionally well on the uniform set, the benefits of utilizing an automatic system will 

not be visible. Thus, if further research is carried out, larger and more diversified image 

sets is one of the key areas to improve upon. 

 

 More realistic and varied types of noise. This is related to the segment above since 

larger image sets naturally will include a more varied set of noise. Gaussian additive 

and salt & pepper noise were artificially introduced, and although these types of noise 

are quite common, they are far from the only types that are usually present. To simulate 

a more realistic scenario, other noise types should also be included. These could come 

from running documents through a scanner multiple times, coffee stains, pencil scribble, 

wrinkled or folded documents etc. 

5.2.2   Conclusions 

The question that was posed in the beginning of this paper was whether an automatic selection 

of image processing methods will yield a higher recognition rate than a manual choice. The 

answer to that is both yes and no, depending on how you look at it. The results suggests that the 

answer to the question should be no. However, when examining section 5.1, one should keep in 

mind that the results presented here are specific to this configuration of machine learning 

algorithms, image analysis and processing methods. What can be said is that for this 

configuration and these image sets, the experiment was successful for some images but not for 

all. I believe there are many areas of this recognition system that can be improved upon, both in 

the experimental setup and in the development of the actual system. Hence the answer to the 

question above would have to be yes. Better result should definitely be possible to obtain, given 

further research is carried out. The results indicate that a system which automatically select 

image processing methods is worth pursuing and that a system that successfully yields the 

highest possible rate for any arbitrary image should be attainable. 
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